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Abstract
With increasing information density and complexity, computer displays may become
visually cluttered, adversely affecting overall usability. Text labels can significantly
add to visual clutter in graphical user interfaces, but are generally kept legible through
specific label placement algorithms that seek visual separation of labels and other objects in the 2D view plane. This work studies an alternative approach: can overlapping labels be visually segregated by distributing them in stereoscopic depth? The fact
that we have two forward-looking eyes yields stereoscopic disparity: each eye has a
slightly different perspective on objects in the visual field. Disparity is used for depth
perception by the human visual system, and is therefore also provided by stereoscopic
3D displays to produce a sense of depth.
This work has shown that a stereoscopic label placement algorithm yields user performance comparable with existing algorithms that separate labels in the view plane.
At the same time, such stereoscopic label placement is subjectively rated significantly
less disturbing than traditional methods. Furthermore, it does not allow for potentially ambiguous spatial relationships between labels and background objects inherent to labels separated in the view plane. These findings are important for display
systems where disturbance, distraction and ambiguity of the overlay can negatively
impact safety and efficiency of the system, including the reference application of this
work: an augmented vision system for Air Traffic Control towers.
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Chapter 1

Introduction
1.1

Background

Labels are, in various forms, ubiquitous in our everyday life. We tend to label persons,
things, and events, in order to categorize, understand and structure our surrounding
environment. Physical labels also provide understanding and structure: they tell the
price of milk in the grocery store, they classify the size of garments, and they identify
each city on a map. Textual labels are therefore useful for providing contextual and
supplemental information in a wide range of situations, where data is difficult to
convey in non-textual form.
Labels are also widely used in computer software, providing metadata in textual form
about graphical items. Perhaps the most prominent use is within cartography and
geographic information systems, where features are labeled in real time as the user
interacts with the digital map. Text labels are also common in immersive 3D display
systems, which enhance or mimic the view of the physical world. In such systems,
labels provide spatially referenced data by overlaying the physical or virtual objects
in the environment.
As display systems become more complex, the data presentation must be carefully
managed in order to reduce visual clutter. Labels can substantially contribute to the
visual clutter since they are directly superimposed onto, or placed in the immediate vicinity of, the background features. In crowded displays, labels are forced to
overlap. The legibility is generally managed by using automatic label placement algorithms to move the labels to non-overlapping positions in the two-dimensional view
plane. Sometimes, however, this may fail due to lack of total available display space.
In addition, even if new non-overlap label placements are found, they might not be
logical or intuitive given the specific user task or context. Moreover, if the labeled features are moving in the display plane, labels must also be constantly moved due to the
changing shape of available display space. These issues lead to potential ambiguity
and additional motion, impacting overall usability of the labeled interface.
1
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This work explores a novel approach to label placement, which relaxes the visual
constraints of 2D display devices. The approach utilizes the stereoscopic depth dimension, available in 3D display devices, for label placement. Just as adding another
storey increases flexibility and total available floor space in a building, stereoscopic
depth enables multi-layered user interfaces which are potentially more flexible and
less cluttered with respect to the placement of text and graphics.
3D displays are transitioning from being strict laboratory equipment to becoming
available to a broader public, as stereoscopic television, cinema, computer displays
and mobile devices are introduced. While the depth dimension is generally used to
add realism and make a vivid impression of three-dimensional objects in movies and
games, this thesis investigates a more specific and concrete use for stereoscopy in the
visual layering of text labels.

1.2

Reference Application

In order to evaluate this approach for practical benefit, an application was needed
where labels are of central importance, and where the ambiguity and distraction due
to labeling should be minimized. The selected reference application is a future augmented vision system for Air Traffic Control (ATC) towers, where stereoscopic seethrough displays can superimpose labels with flight data directly onto aircraft and
other objects visible through the tower windows. In currently existing 2D ATC radar
displays, moving aircraft are labeled with such data. Although guidelines have been
established for automatic label anti-overlap algorithms in ATC radar displays (Dorbes,
2000), there are reports that controllers monitoring such displays do not prefer graphical elements, such as labels, to change without an explicit action (Allendoerfer et al.,
2000). Here, the specific controlling task may be disturbed by inadvertent motion produced by an algorithm attempting to provide continuous separation between labels.
This indicates that, if labels were to be superimposed onto aircraft in an augmented
vision system, they should not move without explicit action from the controller.
Although the reference application is within the ATC domain, the actual tasks in the
user studies in this work have largely involved general visual search; as such, no
specific ATC knowledge has been required from the participants. Thus, the results
from this work should be applicable not only to ATC, but to any labeled interface that
involves visual search and identification.
The general concept of augmenting a user’s visual stimulus has, over the past two
decades, evolved into a research area in itself: Augmented Reality (AR). The next sections will introduce the concept of AR, and discuss previous and current approaches
to augmented vision systems – for users in general, and air traffic controllers in particular.
2

1.2. REFERENCE APPLICATION

1.2.1

Augmented Reality

The first attempts to provide the human senses with computer generated stimulus
were made by computer graphics pioneer Ivan Sutherland in the 1960’s. His vision
for the “Ultimate Display” was that it would provide synthetic stimulus that the user
would experience as real (Sutherland, 1965):
“The ultimate display would, of course, be a room within which the
computer can control the existence of matter. A chair displayed in such a
room would be good enough to sit in. Handcuffs displayed in such a room
would be confining, and a bullet displayed in such a room would be fatal.”
Although this concept addressed all human senses, most progress has been made in
the field of providing the user with visual input. Computer displays have evolved
steadily for decades, and vision is arguably the most important human sensory input.
With the advance of computer performance, real-time computer generated 3D graphics has become available. With this technology it is possible to create an entirely synthetic visual impression of a three-dimensional scene, a virtual environment, which
in many aspects may look real to the user. This concept is commonly referred to
as Virtual Reality (VR), which is defined by Aukstakalnis and Blatner (1992) as “a
computer generated, interactive, three-dimensional environment in which a person
is immersed”. VR environments are immersive since they allow for user movements,
and therefore provide a credible impression of the virtual scene from any position in
which the user might be. The effect of immersion is achieved by sensing the user’s
movements with specific tracking devices, through which it is determined how the
changes will affect the virtual world presented to the user. Another criterion for total
immersion in VR is that the user only receives stimuli from the virtual environment.
In the most common type of VR display device, the Head Mounted Display (HMD),
all external stimuli are blocked by the opaque screens that deliver the entirely computer generated content. Interaction with VR systems is provided in many different
ways, ranging from gesture and speech recognition to simple input devices similar to
a computer mouse.
Instead of completely immersing the user into a synthetic environment, another approach is to enhance the real world with artificial content. In this way, the user will
experience both the real and synthetic stimuli simultaneously. Because of its characteristic of augmenting the impression of the real world, this concept is called Augmented Reality. In appearance similar to the definition of VR, AR is defined by Azuma
(1997) as a system that is
• combining real and virtual
• interactive in real-time
• registered in 3D
3
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So far this is the most commonly accepted definition by researchers. See figure 1.1
for a basic example of AR.

Figure 1.1: An example of Augmented Reality: Virtual outlines (pink/green) of background objects are rendered on a semi-transparent projection screen.
The merging of the two stimuli must be accurate so that the virtual objects are registered at the correct spatial locations in the real world. Any registration error would
make the real and virtual objects appear not to be fused, and ideally correct registration should also be maintained when the user is moving. If there is a persistent
registration error in the system, its usability may be affected. Besides just being annoying to the user, static and dynamic registration errors may even render the system
unusable if the display becomes incomprehensible or contradictive. This is valid for
both AR and VR systems, but becomes critical in an AR system because it aims to
merge two different visual feeds. Consequently, precisely calibrated tracking systems
are needed to calculate an accurate merge of the two stimuli, so that the virtual imagery is registered statically and dynamically with the real world.
Augmented Reality has been explored for a broad range of applications, including
computer-aided surgery (Bajura et al., 1992), computer-aided instruction (Feiner
et al., 1993), manufacturing (Caudell and Mizell, 1992), video conferencing (Kato
and Billinghurst, 1999), combat support (Julier et al., 2000a) and tourist guides (Reitmayr and Schmalstieg, 2004), and is an active research area for display and tracking
technology, as well as within visual perception and cognition.

1.2.2

Augmented Vision for Air Traﬃc Control

As the world’s air traffic continues to grow, more demand is put on infrastructure
including airspace and airports. One component of the airport that is crucial to the
controlled flow of aircraft is the control tower, in which air traffic controllers perform specific controlling and monitoring tasks. For many tasks the visual input from
4
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the airport, the “out-of-the-window” reference, is important. According to ICAO procedures (ICAO, 2000), local Air Traffic Service authorities shall under low visibility
conditions specify the appropriate separation on the airport surface areas, such as
taxiways, possibly affecting the smooth traffic flow.
If the controller’s visual input level was held constant at all times, and also augmented
with valuable information for the task, supplementary input devices like 2D ATC radar
screens would become less important. Less head-up/head-down movements could
significantly decrease the response time to critical signals (Hilburn, 2004), consequently leading to increased performance in these visually demanding tasks. An AR
system consisting of a semi-transparent Head-Up Display (HUD) or Head Mounted
Display (HMD) could provide a data presentation layer, where aircraft and airport
features such as runways and taxiways are overlaid with labels. Some identified benefits of such a system include better display integration and placement, improved low
visibility operations, reduced controller memory load, and “x-ray vision” (Reisman
and Ellis, 2003; Ellis et al., 2004).
In fact, there are recent reports that existing 2D ATC radar screens have already become unusable due to visual clutter (Payne, 2009), as a large scale introduction of
mode-S transponders has dramatically increased the number of graphical items on
the display. New ways to manage the visualization are required, since the present
design of the two-dimensional user interface is insufficient for maintaining visual separation of information.
Even before the term AR was coined, there were many attempts at enhancing the view
of an operator, especially in other areas of the aviation domain. HUDs have been used
by pilots in military aircraft since the 60s, and are now available in both commercial
aircraft and even in automobiles. These displays usually provide flight data, using
static dials and indicators, as well as a superimposed artificial horizon and runway
on the real counterparts, in the forward field of view of the pilot. The displays are
often collimated at infinity, so that no focus shifts are needed (Weintraub et al., 1984).
When a display is collimated at infinity, the light rays extending from the background
and the overlay imagery are parallel. The cognitive issues for such displays in aircraft
have been widely researched. Some results indicate that the head up display condition can lead to an additional perceptual load when processing overlapping images,
leading to attentional tunneling (Foyle et al., 1993; Wickens and Long, 1994). Other
reports have indicated that a HUD may restrict or even inhibit the pilot in perceiving
information from the outside world when flying a simulator (Fischer et al., 1980).
Much evidence shows that this is related to whether the superimposed symbology is
conformal or non-conformal. The symbology is non-conformal if there is a differential
motion between the observed world and the superimposed objects, such as static dials and indicators. It is conformal, or “scene-linked”, when the superimposed objects
seem to be a physical part of the observed world, such as the aforementioned horizon
and runway. Attentional tunneling could be attenuated by making the symbology as
conformal with the far domain, out-of-the-window view, as possible (McCann et al.,
5
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1993). This fusion of symbology with the outside world permits parallel processing
benefits, as both sources of information can be consumed at the same time (Levy
et al., 1998; Shelden et al., 1997). A collimated HUD with conformal symbology can
be considered an AR system, since it satisfies the three criteria mentioned in section
1.2.1.
Changes in the current systems and working methods of the control tower do not
come quickly as the activities are safety-critical and the practices are firmly established. For instance, the paper flight strip system may seem obsolete, but is not easy
to replace with electronic systems. There are certain physical interactions between
strips and controllers and several qualities in paper strips that are hard to simulate or
replicate in computer systems (Mackay, 1999).
Experiments with a non-collimated HUD in a control tower using non-conformal imagery showed no performance benefits over a traditional head-down display (HDD),
if the HDD was placed directly below the outside view (Fürstenau et al., 2004). Thus,
the refocusing of the eyes between the near and far image planes in the HUD conditions were as costly as the head-up/head-down movements in the HDD condition.
This highlights the need for eliminating such focus shifts by collimating the display
device. Besides HUDs, studies have also been performed with HMDs in a control
tower context. The effect of Field-of-View (FoV) in HMDs on aircraft detection in
a simulated control tower environment showed that little improvement was found
when FoV extended above 47◦ (Schmidt-Ott et al., 2002). That same study found
that a divergent partial overlap of 46% may be an acceptable option in an ATC task
environment.
In the augmented vision systems described above, the real world is still directly visible behind the graphics overlay. An alternative approach is to relay and augment
video feeds to the controller working position in a remote, “virtual”, tower. This approach aims at consolidating the controlling task of multiple low-traffic airports into
one responsible control center. This reduces the need for local tower infrastructure
and personnel, while maintaining visual cues. Schmidt et al. (2007) investigated an
experimental system consisting of panoramic video images from multiple high resolution cameras, together with a pan-tilt-zoom camera that locally compensates for the
lower overall resolution of the panoramic video system.
Although the traditional HUDs used in aviation are generally collimated, with the
rendered overlay appearing in far depth, these displays are not binocular and can
therefore not render stereoscopic graphics. These displays are rather biocular; the
lens and beamsplitter form one single optical system, providing the same image to
both eyes. They are thus only capable of rendering graphics in one single distant
depth layer in front of the user. This is perfectly acceptable for aircraft HUDs, since
the stereoscopic disparity depth cue is only effective up to approximately 30 m distance from the user (Cutting, 1997): overlaying more distant items at the correct
apparent depth does not require a binocular display. Indeed, the control tower en-

6
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vironment investigated here generally only involves distances over 30 m. However,
since this work is focused on the potential benefit of stereoscopic disparity for visual
separation of overlapping information, only stereoscopic display devices will be utilized. Such devices are commonly used in AR and VR research, where systems need
to render graphics at a much closer apparent distance from the user, within range of
the stereoscopic disparity depth cue. The stereoscopic display devices studied in this
thesis are described in chapter 2.

1.3

Research Challenges

Label placement is an integral part of many graphical user interfaces, and the general
approaches are well established. The main objective of label placement algorithms is
to provide label separation in the 2D view plane, at any cost – despite reports from
safety critical work environments, such as ATC (Allendoerfer et al., 2000), claiming
that such approaches can be disturbing and distracting to the user. The main challenge has thus been to explore solutions outside traditional boundaries, and to determine under which circumstances stereoscopic disparity can be used as an alternative
label placement solution. Is stereoscopic disparity at all useful for visually segregating
layers of overlapping text? With constructive feedback from initial pilot studies, the
approach appeared feasible and the larger user studies included in this thesis were
formalized.
In this process, other challenges have involved developing a flexible experimental
framework, with compatibility for various display and tracking hardware, and support
for diverse user tasks designed to accurately measure performance in several ways.
Specifically, the user tasks should:
• be realistic in a control tower working environment
• be general enough to require minimal training to understand, and no specific
domain knowledge
• be learned prior to experimental trials to remove possible training effects from
the results
• produce quantitative measurements reflecting user performance
Experimenting with Augmented Reality in general and stereoscopic label placement
in particular, may be perceptually demanding and potentially visually straining – especially for novice users. It is therefore of central importance to be responsive to
feedback, both during experimentation and in post-exercise questionnaires, to minimize stress and strain and maximize comfort of participants.
7
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1.4

Thesis Overview

This thesis is divided into three parts. The first part, which includes chapters 2 and
3, provides a background to stereoscopic imaging and label placement. The second
part, chapters 4 and 5, summarizes aims and results of the included papers. The last
part contains the published papers in their entirety.
Chapter 2 describes human depth perception and how stereoscopic disparity enables
stereopsis. Further, it describes a particular subset of display devices that provide
stereoscopic rendering while also being semi-transparent, thus supporting AR applications. Furthermore, this section reviews literature on how stereoscopic disparity
can interact with visual perception, specifically for image segregation, visual search,
and motion detection. The investigated stereoscopic label placement approach is developed from these theoretical foundations.
Chapter 3 presents how text labels can contribute to visual clutter in a display, outlines common approaches to manage clutter through label modification and filtering,
and discusses the potential problems with such approaches. Automatic label placement is then described, including some established strategies and constraints in the
way algorithms search for candidate label spaces in the vicinity of the features in
the 2D view plane. The chapter also discusses some perceptual issues related to text
motion.
Chapter 4 outlines the contributions of this thesis. First, the general goals and method
are presented, followed by a description of the experimental platform and hardware
setups. Each of the five user studies are then summarized, and the most important
results and contributions are provided.
Chapter 5 discusses the results and contributions of the studies in relation to the
goals stated in the previous chapter. In addition, the whole body of work is concisely
summarized in a set of general conclusions. Finally, this chapter gives some possible
directions of future work.
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Chapter 2

Stereoscopic Imaging
Before presenting stereoscopic display techniques that are applicable to AR, this chapter will introduce the basics of human depth perception. Specifically, it will describe
the effect of stereopsis, the perception of three-dimensional space, which arises from
the fact that we have two eyes with a slightly different perspective on the surrounding world – known as stereoscopic disparity. Stereoscopic displays make the computer
generated graphics look three-dimensional by presenting disparate images to the user,
with correct perspective for each eye. In addition, stereoscopic displays for use in AR
are see-through: they let the user maintain a direct view of the real world outside of
the display.
This chapter will also discuss the specific role of stereoscopic disparity within certain
areas of visual perception. Vision research has shown that stereoscopic disparity can
be used for image segregation and breaking visual clutter. Research also shows that
stereoscopic depth motion is more difficult to detect than lateral motion. Stereoscopic
disparity is therefore not only important in its traditional use of making the graphics
look realistic, but also in the context of management of information and visual clutter.
This role has previously not been thoroughly studied in the context of AR or label
placement.

2.1

Depth Perception

Human vision is one of the more complex human sensory systems. Depth perception, the ability to perceive the environment in three dimensions, arises from one or
more depth cues. Nine fundamental depth cues are often described, which provide
absolute or relative depth information about observed objects (Cutting, 1997; Drascic
and Milgram, 1996). Some sources mention other cues (McAllister, 2002) as possible
candidates for depth perception, and although accepted as important cues, they are
generally regarded as hybrids of two or more of the fundamental cues. The depth
9

CHAPTER 2. STEREOSCOPIC IMAGING

cues can be described as pictorial, oculomotor or binocular cues.

2.1.1

Pictorial Depth Cues

Pictorial depth cues can provide information about depth in an observed scene in
a single image (picture). They can thus be acquired using only one eye, and are
sometimes referred to as monocular depth cues.

(a) Interposition

(b) Height in Visual Field

(c) Aerial Perspective

(d) Relative Size

(e) Relative Density

(f) Motion Parallax

Figure 2.1: Pictorial depth cues.
Interposition occurs when one object fully or partially occludes another object in the
view of the observer. Interposition only provides ordinal information, i.e. that one
object is in front of the other, but not by how much. Interposition is often considered
the strongest depth cue.
Height in the Visual Field uses the vertical position in the visual field of the observer
as a source of depth information. It assumes that there is a ground plane with gravity
existing in the scene, and that the observed objects have their base on that plane. It
also assumes that the observer is above the ground plane, and that the plane is flat.
The higher the object is in the observed image (the closer to the horizon), the farther
it is.
Aerial Perspective refers to the decrease in contrast between objects over distance
due to particles (e.g. pollutants, moisture) in the medium through which they are
observed; it is assumed that the medium is not perfectly transparent. Ultimately, the
colors of the observed objects approach the color of the medium over distance. Thus,
the more diffuse and indistinguishable the observed object is from the medium (e.g.
the atmosphere), the farther it is.
10
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Relative Size uses the size of the angular extent of the retinal projection of similar
observed objects of same physical size. In addition to ordinal information, it can
potentially also provide ratios of relative depth distances. In a set of similarly shaped
objects, an object a quarter of the apparent area of another object would be perceived
to be twice as distant.
Relative Density uses the concentration of observed objects or texture detail per angular unit in the visual field of similar observed objects to convey depth information.
It assumes that similar objects or textures have the same spatial distribution.
Motion Parallax refers to the relative perceived motion of static objects around a
moving observer. For motion parallax to be effective it requires a reference object
with zero movement, e.g. the horizon. The human vision system is good at estimating
absolute distance through motion parallax alone at up to 5 m from the observer, but
accurate ordinal information is provided far beyond that. In figure 2.1(f), object A is
closer to the observer than object B. Consequently, the image of object A will move
faster over the retina and is therefore perceived to be closer.

2.1.2

Oculomotor Depth Cues

Oculomotor cues are provided by real physical stimuli from the human vision system, where ocular motor mechanisms change the shape of the lens or alter the eye’s
rotation.

(a) Accommodation

(b) Vergence

Figure 2.2: Oculomotor depth cues.
Accommodation occurs to adjust for the difference in focal distance to the observed
objects. Retinal blur stimulates the process of accommodation, and results in the
changing of the shape of the lenses of the eyes in order to make the retinal image
sharp. The near and far points vary between individuals and with age. Problems with
accommodation can be solved optically with lenses or eyeglasses.
Vergence is naturally coupled with accommodation, and is the angular difference
between the foveal axes of the two eyes. It approaches zero as the eyes diverge
when aligning to focus toward infinity. It becomes greater when the eyes converge
11
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(turn toward the nose) in order to focus on a near object. Vergence is stimulated by
diplopia, or double vision, resulting from incorrect vergence.

2.1.3

Binocular Depth Cues

The human vision system is equipped with two horizontally displaced forward-looking
eyes. This displacement yields stereoscopic disparity, also known as binocular or
horizontal disparity, in the images projected onto the eyes’ retinae: each eye has
a slightly different perspective on objects in the visual field (figure 2.3). Stereopsis,
achieved when disparities are within perceivable range, is the stereoscopic impression
that the environment is in fact a three-dimensional space. In contrast, when disparities are such that the human vision system fails to merge the visual stimuli from the
two eyes, the resulting phenomena is referred to as diplopia or double vision.

Figure 2.3: Stereoscopic disparity
Stereoscopic disparity has the advantage of being able to provide absolute depth information about objects close to the observer. It is one of two cues with this characteristic, the other being motion parallax. The other depth cues can, at best, provide
ordinal or relative depth information.

2.2

Stereopsis

Wheatstone (1838) was the first to attribute stereopsis, the perception of solid 3D
space (stereo = solidity, opsis = vision), to stereoscopic disparity:
“the mind perceives an object of three dimensions by means of the two
dissimilar pictures projected by it on the two retinæ”
He observed that a three-dimensional physical object is reduced to two flat and
slightly different perspective images that are projected on each retina. The brain
then reconstructs the three-dimensional structure from the perspective image pair.
He proved this theory by constructing artificial image pairs (similar to the one in
figure 2.4). These image pairs, also known as stereograms, are meant to be viewed
12
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through a stereoscope, where they can easily be fused through a system of lenses and
mirrors. With slightly more effort they can be viewed with uncrossed stereo viewing,
in which the eyes converge at a point behind the physical image plane. In this way,
the separate images will overlap, and neurological pattern matching mechanisms find
features present in both images and identify them as coming from the same object
in the distance. In this process, the stereoscopic disparities are cues to the depth
relationships in the scene.

Figure 2.4: A stereogram of a street in Manila, 1899. Image courtesy Underwood &
Underwood.
Stereopsis highlights one of the main problems of stereo viewing: the eyes are accommodated at a fixed distance, the image plane, while they converge at a point
behind or in front of the image plane. The accommodation and vergence cues are
thus generally decoupled in a stereographic viewing system. This decoupling, known
as the accommodation-vergence conflict, is artificial and generally does not occur
naturally. It is traditionally viewed as a potential source of eye strain, especially under extensive viewing or severe decoupling. However, some authors are skeptical
about the importance of this conflict for eye strain (Drascic and Milgram, 1996); they
claim that the visual system is quick to adapt to new situations, and speculate that
the accommodation-vergence conflict is a more important source of perceptual errors
such as misjudgment of virtual object distance.
The random dot stereogram, introduced by Julesz (1971), differs from these earlier
stereograms in that each individual stereo image does not contain a recognizable
object. Instead, each image contains a random dot pattern; some dots are horizontally
shifted to produce artificial disparity, and the resulting gap is filled with random dots.
When the images are viewed with the correct eye convergence, a three-dimensional
object appears.
The work on random dot stereograms showed that stereopsis is a low level process,
due to the absence of other information in such image pairs (Julesz, 1964). It became
evident that stereopsis survives despite the lack of other depth cues. This does not
13
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Figure 2.5: The wallpaper effect. Converge eyes behind pattern until three dots appear
above it.
mean that other cues are unimportant for stereopsis; on the contrary, depth cues often
work in concert to provide depth relationships and three-dimensional structure of the
environment.
Viewing a horizontally repeating pattern, but converging the eyes at a point behind
the real image plane, allows the left and right eye vector to intersect the pattern at
different but visually identical (repeated) locations. Just as with stereograms, this
causes a decoupling of the accommodation and vergence cues. This is commonly
known as the wallpaper effect, since wallpapers generally contain repeating patterns.
Figure 2.5 shows an example wallpaper. If eyes are converged at some point behind
the pattern, the two dots will become three and the pattern seems to be floating in
depth. With even further divergence of the eyes, it is possible to see four dots and an
even more distant pattern.

Figure 2.6: An autostereogram example (Tyler and Clarke, 1990)
The wallpaper effect was combined with the principle of the random dot stereogram
to create the single-image random dot stereogram, also known as the random dot
14
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autostereogram Tyler and Clarke (1990); Tyler (1994). Autostereograms consist of a
single image, in which three dimensional objects can be perceived with the correct eye
vergence (see figure 2.6 for an example). Autostereograms can also be constructed
with repeating patterns of recognizable objects, in which disparities are hidden.

2.3

Stereoscopic Displays for Augmented Reality

Stereoscopic displays can produce the effect of stereopsis by providing stereoscopic
disparities in the rendered imagery. When such displays are used in AR, they can
provide a higher degree of immersion, since the real and virtual disparity cues are
made to correspond. As a result, the graphics seem to spatially co-exist with the real
objects in the physical environment.
Indeed, there are many examples of AR where stereoscopic rendering is not used. For
example, video see-through AR on hand-held devices, such as mobile phones (Henrysson, 2007), generally do not employ stereoscopic rendering; however, the purpose in
such implementations is not to make the user feel fully immersed in the environment,
but rather to provide augmented imagery in the video feed presented in the miniature
device screen. The video feed and display unit is inherently two-dimensional, so the
virtual imagery will not need to be stereoscopic to be perceived as fully integrated.
There are also non-stereoscopic optically combined displays. They are either monocular or biocular, and should not be confused with binocular (stereoscopic). Monocular
displays, such as the Microvision Nomad retinal scanner, only have one miniature display, providing graphics to one (usually the dominant) eye. This is often adequate
for displaying heads-up non-registered graphics, such as textual information, but is
less suited for 3D registered AR graphics. This causes binocular rivalry, where the
two eyes receive conflicting visual input, which may cause strain over long-term use.
Biocular displays present the same image to both eyes. This is sufficient for far-field
applications, beyond the range of binocular depth cues, or near-field applications with
a shallow depth range, such as an orthogonal wall with no disparity.
The application explored in this work is an AR display system for providing heads-up
information about airport traffic seen from an ATC tower, which is largely a far-field
application – such traffic is generally hundreds of meters away. Thus, a biocular or
monocular display device would suffice for providing only superimposed information.
In this work, however, we are investigating the use of stereoscopic disparity for the
purpose of information segregation and clutter-breaking; consequently stereoscopic
displays are required.
Pastoor and Wöpking (1997), and McAllister (2002) provide comprehensive reviews
of different stereoscopic display techniques, although their scope goes beyond AR.
This section provides a more focused overview of stereoscopic approaches applicable
to AR, where three-dimensional graphics can overlay real background objects.
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2.3.1

Multiplexing Techniques

Depth information can be conveyed in display systems by providing one or more of
the depth cues mentioned in section 2.1. The pictorial depth cues can be conveyed by
common 2D display devices, since they are contained in a single image. The coupling
of accommodation and vergence is generally not provided in display devices due to
the stationary image plane, yielding the aforementioned accommodation-vergence
conflict. The image plane is either a physical display surface such as a projection
screen, or a virtual image produced by a fixed lens and mirror. There have been
novel attempts to alleviate this constraint by means of, for example, deformable liquid
lenses to produce a movable image plane (Liu et al., 2008), but such approaches are
still experimental and not yet commercially available.
Stereoscopic disparity can, however, be provided in a specialized display device by
means of directing separately rendered images each eyes, making stereopsis possible.
The concept of conveying two different images to the user simultaneously and continuously is commonly referred to as multiplexing. Five methods are used, or could
theoretically be used, for AR implementations.

Location Multiplexing: Head-Mounted Display
The most common stereoscopic AR display device is the head-mounted display (HMD),
shown in figure 2.7. It can be referred to as location multiplexing since two miniature
display units are located close to the eyes, each rendering a slightly different viewpoint of the virtual objects. In an optical see-through HMD, a half-silvered mirror
combines the direct view of background objects with the one rendered in the display
units. This type of display was used for the user study in paper II.
Video see-through HMDs are also commonly used in AR. In this case the display unit is
opaque and lacks an optical combiner; instead a video camera mounted on the display
frame records the surrounding environment. The virtual imagery is then integrated
into the video feed before being rendered in the miniature displays. The video feed
can also be stereoscopic if two cameras record the scene from disparate view points,
each feeding the corresponding display unit.
The video combined approach solves many perceptual issues present in optically combined displays. For example, there is no mismatch in accommodation-vergence or
brightness, since the real world is not observed directly but converted into video
frames. Image registration can potentially also be improved through image processing on the captured video. However, much of the detail of the observed scene is lost
due to limited resolution and dynamic range of the camera and display.
This type of display device can also be hand-held instead of head-mounted, such as
the Fakespace BOOM. The general principle is the same as for an HMD, although the
display’s weight is supported by an external mount.
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Figure 2.7: An HMD example: Kaiser Electro-Optics ProView 50ST
Advantages Potentially unlimited field of view, can provide overlay regardless of
head vector
Disadvantages Requires head-mounted equipment, which can be bulky and intrusive; Trade-off between resolution and field of view

Polarization Multiplexing: Passive Stereo Display
Polarization multiplexing systems provide separate images to each eye by blocking
the unwanted image with polarized light. The rendered scene is projected on a
polarization-preserving semi-transparent projection screen, such as the Sax3D HOPS®,
with dual projectors fitted with orthogonal polarizing filters. The screen consists of
two sheets of glass enclosing a Holographic Optical Element (HOE), through which
projected light is directed towards the user principally through diffractive effects. The
user wears a pair of polarized glasses, with corresponding filters. Thus each eye only
receives light from the projector rendering the correct perspective.
This type of stereoscopic viewing, with no active parts in the glasses, is commonly
referred to as passive stereo. In figure 2.8(a), a pair of polarized glasses are held in
front of a transparent projection screen. The red oval is rendered for the left eye view,
and is consequently not visible in the right eye piece. (Actually, it is faintly visible,
and this photo thus illustrates the undesired effect of crosstalk – one eye partially sees
the image intended for the other eye.) Figure 2.8(b) shows both the left and right
images rendered simultaneously on the projection screen. This type of display was
used for the user studies in papers I, III and IV. The user study in paper V used an
opaque projection screen in a VR setting.
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(a) Polarized glasses

(b) Projection screen

Figure 2.8: Projection screen system for AR
Advantages The display unit is fixed in space, only light-weight plastic glasses are
needed; potentially very accurate registration
Disadvantages Trade-off between field of view and room volume claimed by screen
surface; multi-user environment requires additional projectors and multiplexing; crosstalk is hard to eliminate; outdoor use is difficult due to diffusion of
ambient light
An alternative polarization multiplexing AR display is to replace the projection screen
with two polarized LCD screens, one for each stereo view, mounted off the visual
axis. These would be combined with the real imagery on the visual axis by means of a
large half-silvered mirror. This approach would eliminate the problem with diffusion
of ambient light; however, unless optically corrected, it would introduce a larger
accommodation-vergence mismatch if overlaying distant objects.

Direction Multiplexing: Autosteresocopic Display
Another approach to stereoscopic viewing is called direction multiplexing, where each
eye view is directed from the display to the viewer through optical effects like diffraction, refraction and reflection. This approach is called autostereoscopic since no display devices or glasses are worn by the user.
Olwal et al. (2005) have experimented with a diffraction-based spatial display using
Holographic Optical Elements (HOE). In their approach, projectors are mounted in
front of the screen; each projecting separate eye view images onto the surface (figure
2.9). Through diffraction, each image becomes visible to the user within limited
viewing areas (vertical slits) in front of the screen. If the user’s eyes move outside the
vertical slits, the displayed image will gradually disappear. In this setup, the number
of views is limited by the number of projectors, and the views are constrained to lie
on the x-axis. However, if users were tracked and projectors were mobile they could
theoretically provide an arbitrary number of views.
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Figure 2.9: ASTOR: Autostereoscopic Optical See-through Augmented Reality System.
(Olwal et al., 2005)

Advantages No display or tracking equipment is worn by user
Disadvantages Number of views limited by the number of projectors and views limited to the x-axis only; graphics disappear if viewed outside the vertical slits;
outdoor use is difficult due to diffusion of ambient light

2.3.2

Non-Suitable Multiplexing for AR

For the sake of completeness, this section mentions some multiplexing techniques
that are used in VR and other non-see-through stereoscopic display systems. They
could theoretically be used in AR systems as well, but are unsuitable for the reasons
mentioned.

Time Multiplexing: Active Stereo Display
In time multiplexed systems, both left and right eye views are rendered sequentially
on a single display surface and transmitted towards the user. The user wears glasses,
commonly known as shutter glasses (see figure 2.10), with a liquid crystal shutter
mechanism which is synchronized with the display and continuously blocks (shuts)
the incorrect eye view. The main disadvantage for use in AR settings is that the
principle of repeatedly blocking the view filters out the majority of incident light, and
as a result the real world scene becomes very faint.
19

CHAPTER 2. STEREOSCOPIC IMAGING

Figure 2.10: Shutter glasses, with an attached head tracking sensor (above).

Color Multiplexing: Anaglyph Display
Color multiplexing techniques use colors to separate the left and right eye views,
which are rendered simultaneously on a single display surface. The user wears a pair
of glasses, where each eyepiece accepts a different part of the color spectrum. The
red-blue anaglyph glasses are well-known examples, but newer approaches such as
Barco Infitec subdivides the color spectrum into finer slices so that each eye view
receives apparently similar color content. These approaches are however unsuitable
for AR applications, since they will inevitably distort the color content of the real
world scene to some degree.

2.4

Stereoscopic Disparity and Perception

The primary reason for rendering AR scenes with stereoscopic disparity is that the
virtual imagery will appear three-dimensional and contain natural disparities that
correspond to the real world scene. Outside the domain of AR, stereoscopic disparity
has also been explored for another purpose: it has an important role in image segregation through its support for breaking visual clutter and camouflage (Holbrook,
1998).

2.4.1

Image Segregation

Humans and other mammals have evolved with forward-facing eyes; the high degree
of ocular convergence provides a large region of binocular overlap and stereo vision.
It has been theorized that mammals’ vision system has evolved to optimally suit the
level of visual clutter in their natural environment (a leafy forest would be considered
cluttered): mammals in non-cluttered environments have sideways facing eyes to provide extended peripheral vision, while mammals in cluttered environments best benefit from forward-facing eyes to see through layers of clutter (Changizi and Shimojo,
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2008). Within cluttered environments, the theory specifies that the level of ocular
convergence is correlated with body mass. With low body mass the inter-pupillary
distance is small, generally smaller than leaves and other items in the environment,
which consequently prevents “seeing through” the front layer and fuse more distant
objects. Conversely, larger mammals have a sufficiently large inter-pupillary distance
for breaking the clutter in their habitat, and forward-facing eyes with large binocular
overlap is prioritized over peripheral vision.
Perhaps the best evidence that stereoscopic disparity has an important role in image
segregation is the aforementioned random dot stereograms: when viewed monocularly, three-dimensional shapes are effectively hidden in the visual noise created by
the random dot pattern. When viewed binocularly with the correct vergence, the
three-dimensional structure is revealed – despite the absence of any other cues than
disparity itself.
Further evidence that stereoscopic disparity can be used for visual segregation is provided by the work on binocular unmasking (e.g. Moraglia and Schneider (1990);
Schneider and Moraglia (1994)). In their studies, detectability of noise-embedded
target patterns was enhanced when image disparity was introduced. The authors
speculate that binocular unmasking is achieved through a linear summation of left
and right eye views of the visual scene.
A stereographic camera system can, similar to human vision, be used to obtain disparate images of a scene. A prominent example is aerial stereography, where the
ground texture is photographed from an aircraft; the distance between the camera viewpoints can be extended arbitrarily by taking disparate images from separate fly-bys of ground terrain. Viewing these stereo pairs can uncover a camouflaged
three-dimensional object on the ground, which is invisible in a single camera view.
Aerial stereography has historically been important in military surveillance. Stereo
image pairs can undergo computerized image analysis, and specialized algorithms
have been developed to operate on stereoscopic image sequences (e.g. Borga and
Knutsson (1999); Koch (1995)).
A number of studies have been devoted to practically testing the benefits of stereoscopic disparity in terms of information segregation and visual clutter management.
One study found that stereoscopic disparity could effectively offset the effects of
added visual clutter in a visual tracking task on a flight display (Parrish et al., 1994).
The clutter was added to the display in the form of noise, making the display visually
crowded, and in the form of absence of color coding for the tracking and target symbols, making the stimuli and task ambiguous. The noise, tracking and target symbols
were each present in one of three distinct depth planes, reducing the noise impact
and providing a cue to clearly identify the tracking and target symbols.
Displays with two depth-separated physical display planes, such as the PureDepth®MultiLayer Display (MLD), have been investigated for their ability to present information
at different stereoscopic depth. This type of display is composed of two LCD screens
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sharing a common back light, separated by transparent interstitial filter to remove
interference. Since the two image planes are physically separated, they yield both accommodation, vergence and disparity differences. In this way, they are not subjected
to the accommodation-vergence conflict inherent to pure stereoscopic displays, where
the disparity is produced on one single image plane. Since there are separate physical
image planes, no glasses are required for viewing. However, the fixed physical display planes are also a limiting factor, since they cannot render graphics at an arbitrary
depth or in more layers than the actual number of LCDs (usually two). Therefore, this
type of display is generally not considered 3D or stereoscopic. Indeed, there is a related 3D display technology, the volumetric display consisting of multiple sandwiched
LCDs, where the array of 2D pixel layers define a larger volume of addressable voxels.
This type of display was not mentioned in section 2.3 due to its limited transparency
and inability to render at a larger stereoscopic depth than the LCDs themselves.
One study using the MLD technology separated focus and contextual information in
the two separate display planes (Wong et al., 2005). It found that simple task conditions showed no significant improvement over a regular 2D display. However, under
demanding task conditions, significant performance improvements were detected for
the MLD condition over the 2D condition. Another study has shown that distractors
in the background layer of an MLD can interfere with visual search in the top layer, if
the distractor complexity is high and there is overlap between objects in the two layers (Kooi, 2009). These results somewhat contradict other claims that distractors in
one depth layer do not affect search in another; however, the authors claim that their
stimuli might be more complex and realistic than in previous work. The study also
demonstrated that depth layering showed similar performance benefits as luminance
adjustments for information segregation. Given that luminance values are often not
under the control of the user interfaces for the purpose of information segregation, the
authors argue that depth layering adds declutter flexibility since all other parameters
can be left unaltered.
The studies mentioned here provide evidence that when different stereoscopic disparities are applied to various information content, the resulting information layers can
be perceived to be largely independent of each other. The implementations in these
studies have, however, aimed at segregating information of different types, such as
the layering of tracking target, distractors and noise in Parrish et al. (1994). This
differs in concept from the approach investigated in this thesis, where information of
the same type, text labels, are separated stereoscopically. Nevertheless, these studies
provide general insight and baseline data on the efficacy of stereoscopic disparity as
a tool for visual segregation.
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2.4.2

Visual Search

Finding a target among a set of distractors can be classified as either serial or parallel
search. If the target is salient and easily distinguished from the distractors in one
dimension, the search is parallel: the target can be found instantly, regardless of the
number of distractors. Search time is thus independent of the size of the search set.
In figure 2.11(a) the blue square “pops out” and can be identified immediately. Had
the red squares covered this entire page, the search time would not increase. This
type of search is also referred to as feature search, since one single feature identifies
the target. Other features that yield parallel search include shape, size, motion and
orientation.
In figure 2.11(b), however, the target is defined in a conjunction of two dimensions:
find the blue diamond among the red diamonds and blue squares. This type of search
is typically very inefficient since the target cannot be singled out in any one dimension; rather, the whole set needs to be scanned until the target is found. This is an
example of serial search, where search time is linearly correlated with the set size.
Nakayama and Silverman (1986) found that when stereoscopic disparity is one of the
dimensions in a conjunction search, the other dimension (such as color, shape, size)
can be searched in parallel. Figure 2.11(c) illustrates this: imagine the two semitransparent planes containing the shapes being viewed from the right, overlapping
each other at different stereoscopic depth from the observer. The target is defined
as the conjunction of stereoscopic disparity and color: find the blue object in the
front layer among blue objects in the back layer and red objects in the front layer.
Stereoscopic disparity effectively segregates the search set, and the front layer can be
searched in parallel. The search is thus independent of the number of distractors in
other depth layers or other colors.

(a) Color

(b) Color + Shape

(c) Color + Stereo

Figure 2.11: Visual search in one dimension, such as color (a), can be done in parallel. The conjunction of color and shape (b) is a serial search; search time increases as
the search set becomes larger. If one of the dimensions in a conjunction is stereoscopic
disparity (c), it can be searched in parallel.
The study by Nakayama and Silverman has been largely replicated in a MLD setup
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by Dünser et al. (2008); the exception being the conditions where distractors were
present in both layers, which were found to yield serial search. However, conditions
with only the target in the front layer were searched in parallel, unaffected by the
number of distractors in the other depth layer.
These findings show that stereoscopic disparity could be used effectively for information coding, with fast information retrieval. In the context of label placement, labels
could be encoded in two dimensions, one being stereo, and still be effectively searched
in parallel. Information coding and feature search are not specifically addressed in
this thesis; however, these data further confirm the image segregation aspect since
visual search in one depth layer is not inhibited by distractors in other depth layers.

2.4.3

Motion Detection

Motion in pure stereoscopic depth, known as stereomotion, can be described as a
change in stereoscopic disparity over time. The moving object (figure 2.12(a)) is
rendered in each eye image with opposite motion along the horizontal axis (figures
2.12(b) and 2.12(c)). For example, the projection of an object approaching the viewer
will be moving to the right in the left eye image, but to the left in the right eye
image. To keep the object fused, the eyes need to continuously converge, which will
be perceived as a looming motion.

(a) Perspective view

(b) Left eye view (c) Right eye view

Figure 2.12: A dot moving in stereoscopic depth along the z-axis (a) is projected on the
two retinae as motion in opposite directions on the x-axis. A dot approaching a point
between the observer’s eyes undergoes positive x-motion as seen by the left eye (b), but
negative x-motion as seen by the right eye (c).
Pure stereomotion rarely occurs naturally; an object moving in depth will not only
produce a change in disparity, but also affect other depth cues such as relative size and
density. However, a stereoscopic display device has the possibility to isolate disparity
and thus provide pure stereomotion.
Early work found that pure stereomotion is significantly harder to detect than each
monocular component (Tyler, 1971). In essence, stereomotion (along the z-axis)
viewed through a stereoscopic display device may be impossible to detect. However,
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if one eye is closed, the monocular motion along the x-axis may be readily detected.
The authors speculate on an inhibition between signals of changing disparity over
time (CDOT), such that disparity-based changes are much more difficult to detect. A
disadvantage for stereoscopic viewing in stereomotion speed discrimination has been
demonstrated as well (Brooks and Stone, 2006). Consequently, pure stereomotion is
not a salient feature for attention capture, and it does not “pop out” from noise (Harris
et al., 1998).
Stereomotion contains both a rate of change of disparity, as well as rates of change
in displacement in each eye image. A study by Brooks and Mather (2000) found
that the monoscopic components with lateral motion significantly contribute to the
perceived stereomotion, while the changes in stereoscopic disparity have less impact.
The study investigated speed discrimination of stereomotion as a function of eccentricity (distance from fixation point) on the display, and found that perceived speeds
of lateral motion in the periphery (at 4◦ eccentricity) were reduced by 24% compared
to central motion. Furthermore, peripheral stereomotion on a looming path towards
the observer was perceived 15% more slowly than central motion. Depth discrimination in terms of stereoscopic disparity differences were, however, not affected by
eccentricity. Thus, the authors suggest that the interocular velocity differences (IOVD)
significantly contribute to the perceived stereomotion, while CDOT has less impact.
The extent to which each of these two sources of information is useful for depth motion perception is still actively debated in the literature.
These earlier studies show that, for simple and abstract stimuli, pure stereomotion is
inherently hard to perceive. No studies have been identified that investigate larger
and more complex stimuli such as moving text. Furthermore, the earlier studies have
primarily focused on speed discriminability, not absolute motion detection thresholds
that are of concern in a label placement context. Of central importance in this context
is to determine the magnitude of label motion (from the stationary state) that can pass
undetected. Our study on label motion detection thresholds is presented in section
4.4.5.
There have also been studies on the detection of laterally moving targets 3D noise (McKee et al., 1997). The results show that motion detection when noise is separated
stereoscopically is only marginally improved compared to the 2D condition, where
one stereo half-image was viewed. Detectability of static target patterns were, however, significantly improved when disparity was added to the noise planes in accordance with other mentioned studies in this section. It seems that the stereo system
does not respond well to moving targets or, rather, that the moving target was salient
enough to yield rapid parallel search in the 2D condition. While not directly concerning stereomotion, this study showed that stereoscopic disparity will not significantly
aid the breaking of visual camouflage of laterally moving targets. These results indicate that stereoscopic disparity may not be a powerful tool for visual segregation
in applications with only moving targets, which can instead be segregated by their
relative 2D motion.
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Text Labels and Visual Clutter
3.1

Visual Clutter

The usability of a computer display is affected by visual clutter. As described in section 2.4.2, items must be searched serially when more than one separable feature is
required to find a specific item of interest in a display (Treisman and Gelade, 1980).
As the number of items increases, so does search time – unless the specific item can be
identified by a unique feature. On a neurological level, there is evidence that multiple
stimuli presented in the visual field can cause sensory suppression. Nearby similar
stimuli compete for neural representation and are not processed independently by
the human visual cortex (Kastner et al., 2001). Thus, visual clutter can arise from
the absence of visual features that uniquely identifies objects or subsets of objects in
a display. The problem becomes even more critical as information density increases,
causing object overlap in the visual field. Such overlap not only hampers visual search
and identification, but could render the display unusable when objects are obscured
or occluded. Techniques for actively managing the visual clutter are therefore essential for maintaining display usability despite increasing information density.
Within the domain of information visualization, Ellis and Dix (2007) provides a general taxonomy for visual clutter reduction. The methods are classified according to
which general approach they take, and to which types of graphical items they can
be applied. The general approaches are grouped into appearance modification, spatial distortion and temporal distortion. Appearance modification describes approaches
that filter, sample or cluster data points, as well as change their rendered size and
opacity. Spatial distortion describes approaches that utilize point/line displacement,
topological distortion, space-filling, pixel plotting or dimensional reordering. Temporal distortion describes methods of data point animation. Few information visualization techniques are, however, useful in AR and VR systems in general or optical
see-through AR systems in particular. The underlying data layer in these cases is a
view of the real world, which cannot easily be modified or distorted for the purpose
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of visual clutter management. Only the data overlay is under the control of the AR
system, in which text labels are common graphical components that provide key information such as names and identifiers.

Figure 3.1: Visual overlap of multiple text labels. Image courtesy COAA.
Labels can be major contributors to visual clutter, especially in complex environments
with high information density. In crowded displays labels can overlap, rendering labels partially obscured; their placement may also become ambiguous with respect to
the background objects they describe. Figure 3.1 shows an example of significant label
overlap, where the resulting visual clutter renders the text largely illegible. In many
labeled interfaces, leader lines are also drawn between labels and objects to visually
establish their connection and reduce ambiguity, but such lines may also become obscured or intersecting in crowded displays. Although there have been attempts to
quantify the visual clutter present in a display (Rosenholtz et al., 2007), using image
analysis techniques such as edge density (Mack and Oliva, 2004) and feature congestion (Rosenholtz et al., 2005), there have been no direct attempts to quantify clutter
in the specific context of label placement.
The issue of text label legibility in AR and VR systems share may characteristics with
semi-transparent menus on textured backgrounds in 2D displays. The results show
that legibility degrades when the transparency increases and the background becomes
more salient and complex (Harrison and Vicente, 1996). Also, in work closely related
to AR, Laramee and Ware (2001) show evidence that users of monocular see-through
display systems tend to adopt strategies to avoid complex backgrounds. Leykin and
Tuceryan (2004) presented a pattern recognition approach for automatically analyzing the environment; classifiers are used to determine the background texture interference with the text, which could potentially serve as input to a label placement algorithm. Scharff et al. (2000) showed that text readability was affected by the spatial
frequency content in the background texture, but only under low contrast conditions.
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Text readability could also be quite accurately predicted using a global masking index
that combined text contrast and background RMS contrast.
It is not impossible to read text obscured by visual clutter. Indeed, human vision is
often far superior to computer vision algorithms for rapidly and correctly separating
text from other text or graphical items. The visual CAPTCHA (“Completely Automated
Public Turing test to tell Computers and Humans Apart”) is commonly used to verify
that a system user is human; it contains one or more code words visually obscured
with complex shapes, patterns and other text. Computer vision algorithms have difficulties in separating text from the visual clutter, and often require dictionary lookups
to succeed (see, for example, Mori and Malik (2003)). However, such CAPTCHAs are
only used for isolated verification purposes; they are designed to be difficult to read,
and such clutter should naturally be avoided in regular user interfaces to improve
legibility and reduce cognitive load.

3.2

Label Adjustment and Filtering

Visual clutter is commonly managed by changing the appearance of labels and other
graphical items to facilitate visual segregation, including changing size (figure 3.2(b)),
transparency (figure 3.2(c)), intensity (figure 3.2(d)), and color (figure 3.2(e)). Alternatively, labels of lower importance can be filtered out completely to reduce clutter
and improve legibility of important labels (figure 3.2(f)).
Size reduction will eventually isolate labels in the visual field, thereby removing clutter due to overlap. This approach, however, has limited use in a label placement
context, since reduced label size eventually results in reduced legibility.
Adjusting the transparency of overlapping labels and graphical items is a common
approach for visual segregation. Transparency has also been identified as “useful in
achieving better integration between task space and tool space, between multiple
tools, or between multiple views” (Harrison and Vicente, 1996); information from
underlying layers is never fully occluded. Transparency can thus provide visual segregation and integration simultaneously due to the partial visibility of all information
layers. St. John et al. (2002) adjust the transparency of colored symbols to effectively
declutter geographical displays. That approach was also utilized for the decluttering of tactical displays, where a heuristic threat assessment algorithm increases the
transparency of non-threatening items in the display (St. John et al., 2005). Nonthreatening items are thus rendered with greater transparency, but are still available
for reference and inspection if needed. Furthermore, errors made by the threat assessment algorithm are less critical since all objects are always visible.
Particularly addressing text labels, Kienreich and Granitzer (2005) apply transparency
to overlapping labels as a function of depth in the environment; the topmost labels
are more opaque and thus distinguishable from underlying ones, improving legibility
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(a) Default Clutter

(b) Size Adjustment

(c) Transparency Adjustment

(d) Intensity Adjustment

(e) Color Adjustment

(f) Filtering

Figure 3.2: Different options of appearance adjustment and filtering to reduce clutter
and provide visual separation.
despite label overlap. Transparency has also been identified as a possible means to
reduce the impact of label overlap in ATC radar environments (Dorbes, 2000).
Intensity and color adjustments can be used to visually segregate graphical items,
as well as provide visual grouping. Yeh and Wickens (2001) found that both color
and intensity coding effectively segregated the visual field when viewing electronic
battlefield maps. This effect of visual segregation was found to be more powerful
than the effect of drawing attention to objects of a certain color or intensity. Another
evaluation has shown that color coding can provide visual layering in control room
displays (Laar and Deshe, 2002). However, one has to exercise care when applying
intensity and, in particular, color coding to labels for the purpose of visual segregation.
In many specialized user interfaces such as those used within ATC, color is used for
attracting attention, assigning categories and priorities, or providing alerts. In such
cases, there is limited flexibility in simultaneously using color for the purpose of visual
segregation.
An alternative technique to reduce visual clutter is to completely filter out graphical items from a crowded display. Julier et al. (2000b) implemented an information
filtering technique for mobile AR where labels and other information deemed unimportant to the current task were removed from the display. Yeh and Wickens (2001)
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found that interactive filtering, where graphical items could be removed from the
display at the user’s discretion, proved to be a disadvantage: the cost of information
retrieval was greater than the benefit of a less cluttered display. This indicates that
other appearance adjustment techniques are advantageous compared to filtering in
many applications, since all data remains available in the display.

3.3

Automatic Label Placement

Perhaps the most common way to manage the visual clutter caused by overlapping
text labels is to adjust their placement in the 2D view plane. Labels are carefully
moved to positions that generate the least overlap in the display, while still maintaining some visual link with their corresponding feature. The problem was first identified
within the field of cartography, and guidelines and methods that were first developed
for paper charts have later been adapted for automatic label placement algorithms in
dynamic computer-based applications.

3.3.1

Cartography

Label placement, within the context of cartography, is the process of placing textual
information (labels) on a map. Map labeling has been a manual process since the
first nautical charts were produced, and one of the primary design principles is to
minimize the amount of overlap between text labels and graphical features, including
other labels (Yoeli, 1972; Imhof, 1975).

Figure 3.3: Cartographic labeling example showing point feature (e.g. Uddevalla), line
feature (Göta älv) and area feature (Vänern) labeling.
Within cartography there are three main subtypes of labeling: point, line, and area
feature label placement (see figure 3.3 for examples). In the latter, area feature labeling, the label is entirely contained within the area it describes; some algorithms
even take into account the general shape of the region (Ahn and Freeman, 1984).
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Line feature labeling is mainly performed along the path of the line, and such labels
can sometimes be contained within its boundaries in the case of broader lines. Pointfeature label placement (PFLP) is considered the most difficult (Marks and Shieber,
1993) since the labels need to be placed external to the object being labeled on the
map; therefore, such labels compete for the total available space for label placement.
The goal of label placement is to find the globally most satisfactory solution for all
labels.
Automatic label placement has been an active research issue within optimization theory since the introduction of the modern computer as a tool for cartography. The PFLP
problem has been found to be NP-computable (Marks and Shieber, 1993). Since the
number of possible solutions grows exponentially with the number of objects, finding
the global optimum quickly becomes computationally expensive. Many approaches
to PFLP are generally successful in finding good label placements, but too slow for
interactive applications. Such algorithms can be found both within and outside of
the cartographic domain, and include simulated annealing (Edmondson et al., 1996;
Azuma and Furmanski, 2003), tabu search (Yamamoto et al., 2002), genetic algorithms (Raidl, 1998), integer programming (Christensen et al., 1995), or Hopfield
neural networks (He and Harada, 2005).
In the case of electronic maps, the underlying cartographic data is generally static,
so interactivity in terms of real time panning and zooming can be achieved using
preprocessing (Been et al., 2006; Yamamoto et al., 2005). The use of preprocessing is
limited, however, outside of the cartography domain, since the underlying data cannot
be assumed to be static. This is especially true in VR and AR applications: even if the
environment were static, a tracked user’s movements will change the environment’s
projection on the view plane, and thereby alter the relative 2D positioning of graphical
features. Therefore automated label placement algorithms for interactive applications
such as AR and VR need to use heuristics in order to find globally acceptable solutions
in real time.

3.3.2

Interactive External Labeling

Point feature label placement is frequently used in interactive computer graphics applications, although perhaps more commonly known here as external label placement
– since the label is external to the graphical feature. The prevailing and most important objective of label placement algorithms is to eliminate label-label and labelfeature overlaps in the two-dimensional view plane, regardless of whether the environment is 2D or 3D. The secondary goal is to minimize ambiguity in the label-feature
association.
Largely depending on the specific application, there are distinct candidate space configurations for the placement of each label with respect to the graphical feature. One
or more candidate spaces are evaluated for each labeled feature, and the set of can32
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(a)

(b)

(c)

(d)

Figure 3.4: Candidate space configurations in the view plane for external label placement. The label of the left feature in each sub-figure is moved to a candidate space to
clear the partial overlap seen in (a). The candidate spaces in the view plane are defined
by varying the label-feature vector’s angle (b), radius (c), or both (d).
didates that yields the best overall placement is chosen by the label placement algorithm. As seen in figure 3.4, candidate spaces around a feature in the view plane can
be found by varying the label-feature vector’s angle, radius, or both. The label-feature
vector is usually represented by a solid line, a leader or label line. The line may connect to any part of the label, but is generally restricted to one or more anchor points
on each label edge. This section will outline the different types of candidate space
arrangements and provide examples of implemented label placement algorithms for
each type.

Arbitrary angle
A common approach is to arrange candidate spaces in any direction around the feature in the view plane. The candidate spaces are thus arranged at arbitrary angles,
forming a circle, with either fixed (figure 3.4(b)) or arbitrary (figure 3.4(d)) radius.
This is the most similar approach to the labeling of point features (PFLP) in cartography, where labels are generally not restricted to a certain side of a feature. This
approach can, thus, theoretically utilize the entire view plane for label placement, to
ensure that labels are not overlapping, and can therefore be considered to provide
“planar separation” of labels (see figure 3.5 for an example).
Many algorithms have been proposed for solving the label placement problem for
multiple features and maintaining label separation in real time. The following algorithms evaluate candidate spaces with arbitrary angle and radius in conjunction.
Kakos and Kyriakopoulos (2005) proposed a system for ATC radar, where labels are
treated as autonomous robots with collision-free trajectories defined by navigation
functions (NFs); the convex hull of each obstacle (an object, its label and line) is
defined using n-ellipsoids. Stein and Décoret (2008) proposed a method of subdividing the 3D scene using an additively weighted Voronoi diagram, which improved a
greedy labeling algorithm by providing a suitable label ordering. In early work on la33
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Figure 3.5: External label placement with fixed radius and arbitrary angle.

beling AR scenes, Rose et al. (1995) divided the screen into quadrants, and assigned
labels to the quadrant where the labeled feature was projected. Bell et al. (2001)
described a view management technique for AR, built on previous work for 2D user
interfaces (Bell and Feiner, 2000), where the occupied space in the scene is described
by upright rectangles of the view plane projections of all objects. Annotations and
other flexible content are placed in the unoccupied space, while taking into account
previous states to minimize visual discontinuities.
A fully interactive algorithm for dynamic exploration of electronic maps, without the
need for preprocessing, was recently introduced by Mote (2007). Using a geometric
subdivision of the feature set, called “trellis strategy”, and a novel greedy label cost
analysis, the algorithm manages to label 1,000 features in less than 1 ms, or 11,000
features in 100 ms. However, the algorithm does not maintain frame to frame coherency of label positions. The author mentions preprocessing as a means to provide
coherency for panning and zooming, but this is not applicable in 3D applications,
including AR or VR implementations, where the view changes continuously.
Azuma and Furmanski (2003) evaluated three different label placement techniques,
with a fixed radius candidate space arrangement, in dynamic AR scenarios. The study
focused on both the number of produced overlaps and user performance. These three,
namely a greedy, a gradient descent, and a cluster-based approach, were compared
with a default condition with random label placement. In addition, a non-interactive
algorithm, adaptive simulated annealing (Ingber, 1993), was included for comparison
since it produces near-optimal results, yet cannot be implemented in an interactive AR
implementation. The study found that, of the three real time algorithms, the novel
cluster-based approach yielded the best average label placement with little computation cost; however it also produced slightly more motion. The greedy algorithm
moved only one fourth as many labels as the cluster based approach, but produced
almost twice the number of overlaps. The study concluded that the choice of algorithm is largely dependent on the nature of the application.
Specifically designed for video see-through applications, Rosten et al. (2005) pro34
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posed a system where labels are placed in areas with minimal feature density, thereby
avoiding the occlusion of potentially interesting objects. Image processing is performed on the images which are also used in the AR video feed to identify unoccupied regions in the view. Additional constraint images can be added to the filter state,
specifying that labels should preferably be placed at a certain direction or distance
from the feature.

Figure 3.6: Labeling of scientific illustrations (Ali et al., 2005)
Scientific illustration is another field where candidate label spaces are generally arranged with arbitrary angle and radius around each feature. Such applications, however, are fundamentally different in that the 3D object or feature set only occupies
a portion of the display, usually in the center. Labels can thus be placed in the unoccupied region external to the entire object, where there is ample space for label
placement and no risk for label-feature overlap (figure 3.6). Due to the potentially
large distance between labels and features, label lines are rendered in between to
minimize ambiguity. Such lines can be broken into several segments, where adjacent
segments of different lines are rendered parallel, to improve clarity. Thus, besides
the traditional objective of preventing label-label and label-line overlaps, these algorithms generally also strive for producing aesthetically pleasing label arrangements.
Hartmann et al. (2005) provided a range of metrics for aesthetic and functional label
placement requirements, including readability, unambiguity, aesthetic considerations
and frame coherency. Ali et al. (2005) proposed various layout styles for external labels, also letting labels follow the projection outline of the 3D object in the 2D view
plane. Hartmann et al. (2004) suggested an approach to automatically place external
labels using dynamic potential fields, where interactions between labels and graphical
features are modeled as attractive or repulsive forces. It also allows user modification of label placements, and automatically adjusts the remaining labels. Vollick et al.
(2007) proposed an algorithm that can learn visual label styles from an example im35
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age, potentially improving the designer’s workflow since it is considered easier to
draw an example than to manually tune algorithmic parameters.
Similar in appearance to these scientific illustration applications is the excentric labeling approach, proposed by Fekete and Plaisant (1999). While only labeling features
in a confined focus region, defined by a fixed radius around the mouse pointer, labels
are placed external to this region. Outside the region features are of less importance
and unlabeled; this context region provides ample space for placement of the focus
labels. The approach relies on user based interaction, and is therefore not comparable
with general automatic label placement techniques.

Fixed angle
Another approach is to arrange candidate spaces at a fixed angle, yet arbitrary radius, around the feature (figure 3.4(c)). Most commonly, labels are constrained to
the y-axis directly above the feature, and this is the variant that will be described
here. With this vertical constraint, labels would appear as billboards or flags, located
directly above the corresponding features in the view plane (see figure 3.7 for examples). The lines connecting the labels and features can thus be seen as billboard
supports or flagpoles. This type of height separation of labels is commonly found in
3D applications where the user maintains a perspective view of the environment from
an elevated position. Label-feature overlaps are more easily avoided using height separation in such applications: When the scene is viewed from an elevated position and
the labeled objects are located on ground level, the upper field of view, close to or
above the horizon, is generally free from graphical features.

(a)

(b)

Figure 3.7: Examples of height separation of labels from (a) paper IV, and (b) Cooper
and Lange (2004).
The restriction to the vertical axis excludes the possibility to avoid overlaps between
labels and other label lines at all times. However, the more critical label-label and
label-feature overlaps can be prevented by adjusting the individual label line lengths
36

3.3. AUTOMATIC LABEL PLACEMENT

using essentially one-dimensional label placement algorithms.
Maass and Döllner (2006) proposed two different methods for height separation of
labels: growing-border and interval-slots view management. The growing-border
method works by reserving a vertical slot for each new label found, much like a stack,
ensuring that no labels will overlap. This method will, however, indicate large portions of the view plane as being falsely occupied. In order to compress the vertical
label distribution and thus accommodate more labels, the interval-slots method maintains a list of empty regions for each vertical slot, allowing more than one label in each
vertical slot while still avoiding label overlap.
Cooper and Lange (2004) employed a different approach where a label was raised
vertically if another label was detected in its bounding box; labels were raised proportionally according to object distance so that the farthest objects are on the top
of the stack (figure 3.7(b)). The algorithm employs less rigorous depth sorting during viewpoint transitions: such hysteresis prevented rapid label motion at the cost of
partial label overlap when the entire scene was rotated.
As previously mentioned, these methods cannot avoid overlaps between labels and label lines in the view plane since labels are only separated with one degree of freedom
(DOF). This restriction does, however, yield a stronger horizontal spatial correlation
between labels and objects since they always share the same x-coordinate in the view
plane. Paper III studies the effect of label positioning on spatial judgments, comparing
planar, height and stereoscopic depth separation of labels.

3.3.3

Text Motion and Perception

The label placement algorithms mentioned in the previous section are often successful in maintaining label separation, but do so at the cost of added view plane motion
during label rearrangement. This could add disturbance and distraction to display
systems where the labeled features themselves are also in motion, and even more
so if the monitoring of this motion is a crucial task of the system user. For example, Allendoerfer et al. (2000) reported that controllers monitoring ATC radar prefer
that graphical elements of their displays, such as labels, do not change without an
explicit action. The label placement literature has been mostly focused on the optimization problem itself: how to render the least label overlap and ambiguity in the
least amount of computation time. The literature provides little data on how certain
algorithms affect human performance. Azuma and Furmanski (2003) investigated
the effect of label motion on performance, but found no clear relationship between
intense motion and slow response times: the adaptive simulated annealing algorithm,
producing the most motion, resulted in the shortest response times. Indeed, the speed
of label motion affects legibility in two ways: while a higher speed reduces legibility,
the label will more rapidly settle at the new location where it can be read more easily.
The issue of reading moving text is not well understood. Perhaps the most closely
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related work was done on unidirectional text motion (scrolling), which received
much research attention when personal computers became commonplace in the early
1980s. For scrolling motion, large jump sizes were found to improve comprehension
compared to small (one or two character) jumps (Granaas et al., 1984). Later experiments showed that continuous (pixel-by-pixel) movement was better than jumps
of one or more characters, producing comprehension similar to static text (Kang and
Muter, 1989). This early research does indicate that, albeit the display format of
such scrolling displays differs fundamentally from modern high-resolution 2D or 3D
displays, frame-to-frame coherency of moving text is important for legibility.
However, as previously mentioned, it is unclear from the literature whether rapid or
slow text label movement generates the best overall legibility, and even so, legibility is
not the only factor for usability. As indicated by Allendoerfer et al. (2000), text overlaps could be preferable over automatic label movement. Naturally, movement could
be performed slowly enough to escape detection, thereby avoiding attention capture.
Motion detection thresholds for abstract stimuli have been reported for varying degrees of display eccentricity (Tyler and Torres, 1972); however, literature lacks studies
on detectability of text label movement, and how such movement affects usability in
a label placement context. Detectability of text labels for various levels of eccentricity
is thus studied in paper V. The effect of label movement on user performance under
planar, height and stereoscopic depth separation is reported in paper IV.
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Chapter 4

Stereoscopic Label Placement
The previous chapters have discussed the general visual clutter breaking characteristics of stereoscopic disparity, as well as provided an overview of existing techniques
for label placement and visual clutter management. The present work aims to evaluate their combination: how is stereoscopic disparity useful in the context of label
placement?

4.1

Overall Goals

Two general goals have provided the main impetus for the present dissertation work:
1. Find the circumstances under which stereoscopic disparity can be used to break
the visual clutter associated with label overlap
2. Compare a label placement scheme utilizing stereoscopic disparity with established label placement approaches
It was important to conduct this research in the context of a realistic application where
cluttered display environments are common or likely, and where usability and safety
should be maintained despite increased display complexity. As described in chapter 1,
this work was performed within the context of a future augmented vision system for
ATC towers, where text labels would be of central importance, providing callsigns
and other critical aircraft data. This application also poses some specific challenges
within areas of safety and security of the system: labels must be clearly legible at all
times, labels must not be ambiguously placed with regards to the aircraft, and label
movements should not be a source of frustration and distraction in the interface. The
application thus provides an interesting framework for evaluation of the proposed
technique.
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4.2

Method

Quantitative data was collected through five different user studies, described and
reported in the five included papers. The studies reported in papers I and II served as
initial validations of the stereoscopic label placement technique. They also evaluated
how different design parameters of the technique affected both participants’ measured
performance as well as their subjective assessments.
Taking these results into account, the two subsequent user studies, reported in papers
III and IV, contrasted the stereoscopic label placement technique with other commonly used label placement techniques in different contexts. The user study reported
in paper V aims to provide psychophysical explanations to some of the subjective
assessment data reported in paper IV.
The studies and their results are summarized in section 4.4, and these results are discussed in chapter 5. Prior to summarizing the user studies, the experimental platform
will be described.

4.3

Experimental Platform

In order to perform the user studies, a flexible experimental platform was needed.
The main requirement was that the platform should be independent of display, tracking and operating systems. The platform should also support rapid prototyping of 3D
content. The experimental platform was consequently constructed around the opensource API suite VR Juggler, together with the 3D graphics toolkit OpenSceneGraph.
Besides fulfilling the requirements, these software libraries are also actively maintained and have large user bases, which is important for development and debugging
purposes.
Since the label placement studies in this thesis are instantiated in an ATC context,
the main purpose of the experimental platform, named “ARport” (portmanteau of AR
and airport), was to render realistic air traffic from a virtual air traffic controller’s
viewpoint. Ideally, the investigations would have been performed in an actual air
traffic control tower with active controllers. However, due to the quantative nature
of the research, and for reasons of logistics, availability, controllability, repeatability
and safety, the experiments were generally performed in a simulated air traffic control
tower environment. The exceptions were the user studies reported in papers II and III,
detailed below, where the virtual air traffic was replaced by static markers. However,
these studies were not focused on labeling aspects related to moving objects.
The platform was built to read realistic air traffic datasets, simulated by the Jeppesen
Total Airspace and Airport Modeler (TAAM) software. In the user studies involving
air traffic, a 24-hour dataset from the Paris CDG airport was imported into ARport.
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In the actual application environment, an AR display used in an ATC tower, many visual perception issues arise. An airport involves large distances and a broad range of
natural lighting conditions, including full sunshine and dark night. Thus, one could
expect mismatches in accommodation, contrast and brightness between the virtual
imagery and the real world stimuli due to current display limitations. One could also
expect a mismatch in resolution, given the inherent display tradeoff between resolution and field-of-view. Furthermore, there are the fundamental issues associated with
AR systems – registration errors, latency and jitter – that can affect overall usability.
In order to accurately simulate such an AR application, including as many potential
perceptual and technological issues as possible, the background traffic and virtual
overlay cannot be integrated into one single virtual environment and display device.
Instead, two display devices are needed, one rendering the overlay (“the AR display”),
and the other rendering the background airport traffic (“the traffic display”). ARport
was therefore designed to be run independently on two different computers, driving
each display separately, in a client-server configuration.
The ARport software was thus constructed to be run either as the server, running the
traffic display, or the client, running the AR display. It could also be run in combined
mode, merging the virtual traffic and overlay imagery in the same display. This mode
was initially used for debugging purposes, but was also used in the user study reported in paper V (see section 4.3.3 below). These roles were simply switched by
changing a configuration file parameter. In the traffic display role, the ARport software imported a section of the simulated TAAM dataset and rendered animated traffic
on a ground plane containing schematic airport layout of Paris CDG. Each second the
current position of each aircraft was extracted and sent over the UDP protocol to
the client, simulating regular airport ground radar normally operating at 1 Hz. The
client received this stream of positional data, and updated the overlay accordingly. All
frames until the next positional update were linearly extrapolated from the current
and previous positions. Given the VR Juggler device independent libraries, ARport
(both client and server) could be run on virtually any display device, and get user
tracking data from any supported tracking device. In our user studies we ran ARport in three particular hardware configurations – a projection screen setup, an HMD
setup, and a VR workbench setup – described in the following sections.

4.3.1

Projection Screen Setup

The first setup was built around a polarization-preserving transparent projection screen
(as described in 2.3.1), functioning as the AR display. It was chosen primarily for its
reduced intrusiveness; only a pair of lightweight plastic glasses and a tracking sensor
are carried by the user. Furthermore, the position of the external and rigidly mounted
screen in world coordinates can be easily measured, and it is not prone to equipment
slippage associated with HMDs. These factors can facilitate accurate calibration and
registration.
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The projection screen, measuring 1.0×0.8 m, was rigidly mounted on a stand with
the base 1.3 m above the floor. Two 6,500 ANSI lumen projectors with linear polarization filters rendered stereo graphics on the screen in XGA resolution. Each user was,
in this setup, seated on a stool 2.0 m in front of the screen, with the head approximately on the screen’s centerline. Given these dimensions, the pixel size was 1.7×1.7
arcmin. The measured center-screen contrast values (Michelson) exceeded 0.99, and
luminance values were approximately 1000 cd/m2 (Peterson et al., 2007).

Figure 4.1: The projection screen setup, with (1) user, (2) AR display, and (3) traffic
display.
The traffic display, an opaque projection screen measuring 2.3×1.3 m, was rigidly
mounted 6.4 m from the user, directly behind the AR display in the user’s line of
sight. A single 3,500 ANSI lumen projector with SXGA+ resolution was used for
rendering. The pixel size of this screen was thus 0.9×0.9 arcmin.
The distance at which the traffic display was placed is commonly regarded as optical
infinity, where the accommodative demand to farther objects is negligible (less than
0.16 diopters). The pixel resolution of the traffic display was also slightly higher than
normal human visual acuity, which is generally approximated to 1 arcmin. Given
these properties, the traffic display simulates many properties of a physical far-field
environment. The AR display was placed at 2.0 m since it is the maximum realistic
distance given space in a normal tower environment; maximizing the image distance
minimizes the accommodation mismatch and accommodation-vergence conflict. Even
so, the accommodative demand between the AR display and traffic display was 0.35
diopters. In conclusion, the visual properties of the two displays in this see-through
system are different in many ways, and quite accurately model the issues that would
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be affecting a projection screen setup in an actual ATC tower.
User tracking data was provided by the InterSense IS-900 tracking system, fed to
the ARport instance running the AR display. The tracking sensor was mounted on a
lightweight frame mounted on the user’s head.
This setup, shown in figure 4.1, was used for the indoor user studies reported in
papers I, III and IV.

4.3.2

HMD Setup

The second setup was built around a Kaiser Electro-Optics ProView 50ST optical seethrough HMD with 74% binocular overlap. Each eye piece had VGA resolution and
35◦ ×26◦ field-of-view, yielding a pixel size of 3.3 arcmin. Given the partial binocular
overlap, the full horizontal field-of-view was 47◦ . The virtual image presented by the
display was focused at 3 m, with an accommodative demand of 0.33 diopters to any
farther object visible through the display.
In this setup, the background traffic display was not used. In the user study that
utilized the HMD setup, reported in paper II, nine real physical markers located outdoors at a distance of approximately 110 m served as the background layer. The
accommodative demand of the images on the display in this setup was 0.33 diopters,
similar to the projection screen setup described above. However, the vergence demand was larger than in the projection screen setup, given the far-field distances to
background objects. The background objects also had a much higher visual resolution and higher brightness with respect to the visual display. In conclusion, this setup
accurately approximated the visual conditions of an AR display in an actual tower
environment. Its purpose was thus to validate the label placement technique in an
environment as close as practically possible to the actual application.

(a)

(b)

Figure 4.2: The HMD setup showing the (a) front side and (b) back side with tracker
LED markers.
In this setup, only the ARport client was used since the background traffic was re43
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placed by physical markers. Because the markers were static, no object positional
data was fed to the ARport client. Only user tracking data was provided by a PhaseSpace Impulse optical tracking system. This camera-based motion tracking system
was not directly supported by VR Juggler’s device handling system, so a customized
driver had to be constructed. A filter was also applied to the raw tracking data in
the driver, averaging the current data point with the three previous, to reduce jitter.
The tracking system consisted of six cameras mounted on a stand behind the user,
tracking six active LED markers attached to the back of the HMD. The LED markers
were mounted with an extended base line (see figure 4.2(b)) to improve rotational
accuracy about the yaw angle.
This setup was implemented for the user study reported in paper II. In order to obtain
the far-field distances required in this study, the equipment was moved to a rooftop
location, and markers were placed on the grass lawn of an adjacent building. Due to
shifting outdoor brightness conditions during the study, with peak marker luminance
measurements exceeding 20,000 cd/m2 , one or several neutral density filters were
mounted in front of the HMD’s eyepieces. A hood made of thick black felt was also
attached to the HMD to block light entering from the sides. The hood and neutral
density filter are shown in figure 4.2(a), with three of the tracking cameras visible in
the background.
In the control case reported in the user study, the setup was moved to an indoor location, and the HMD was blocked with opaque plastic film. The purpose of the control
case was to determine the precise effect on user performance of the mismatches in
accommodation, brightness, contrast and resolution. Thus, by blocking the HMD and
rendering the background markers in the same display as the overlay, all visual elements appear in the same virtual environment and thus share optical properties. User
performance under these non-conflicting conditions can thus be compared to the AR
display case described above.

4.3.3

VR Workbench Setup

The third setup was built around a 1.6×0.9 m Mitsubishi DLP display (see figure
4.3). It was utilized in the user study reported in paper V, a study that was mainly
concerned with motion detection thresholds and not user performance in AR displays.
Therefore a VR display setup, with only one opaque display device, was sufficient for
this particular study. The ARport software was run in combined mode, rendering both
background traffic and overlay in the same display.
The display provided stereoscopic rendering using active stereo techniques, with the
user wearing lightweight shutter glasses. No user tracking was implemented since the
user was stationary and distant, seated 2.5 m in front of the display. Small movements
that would have been problematic in a two-display AR setup due to parallax were
acceptable in this one-display VR setup. Given the 2.5 m distance and WXGA++
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Figure 4.3: The workbench setup.
resolution, the pixel size was 1.6 arcmin.

4.4

Summary of Studies

This section summarizes the aims and results of each user study included in this
thesis. For detailed descriptions of the experiments and their results, please refer to
the appended papers.

4.4.1

Paper I

Aims
The aim of the first study was to investigate if, and under which conditions, stereoscopic disparity adjustments could be used to improve visibility of overlapping labels
in AR. No previous work had focused on the use of stereoscopic disparity in a label
placement context. Indeed, most labeled AR implementations contain natural disparity differences between objects in the 3D environment, so text labels co-located with
their objects will also be distributed in stereoscopic depth. However, the general approach to solve the problem of overlapping labels is to move them to non-overlapping
positions in the view plane, as described in section 3.3.2; none have specifically explored the utility of disparity to break the visual clutter.
The study was constructed around the projection screen setup described in section
4.3.1, with animated objects moving on the traffic display and labels rendered on the
AR display. The study was designed to contrast effects of stereoscopically separated
labels to two control conditions without such separation. Labels were separated in
stereoscopic depth by a disparity difference of 6.0±1.2 arcmin; pilot studies using this
number showed promise, and it was the largest interlayer disparity that could still
accommodate all 15 labels in the display. Furthermore, it was close to the optimal
number found in another study on transparent layers, albeit using a very different
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display format (Tsirlin et al., 2006).
In this experiment, the effect of depth ordering was determined to be of interest.
Therefore, one display condition presented a label layer distribution matching that of
the background objects on the traffic display, and another condition would randomize
the relationship between the depth order of the objects and labels. Both conditions
would provide equal separation of label layers, but if depth ordering is found to be
important it would indicate that users’ visual integration of labels and background
objects is facilitated by matching depth cues in the separate displays. As mentioned
in section 2.4.1, there are indications that task complexity may interact with the effectiveness of depth layering of information. Therefore the study was also designed
to test the visual complexity of the display, yielding three distinct levels of overlap
(high, medium and low). Finally, since it has been reported that lateral motion may
reduce the effectiveness for stereoscopic clutter breaking (section 2.4.3), the effect of
object motion was also tested in this study.

Figure 4.4: A portion of a rendered scenario showing an overlap situation in the top left
corner. Appears as Fig. 3 in paper I.
A number of scenarios like the one shown in figure 4.4 were constructed. Labels (red)
were rendered on the AR display, and the traffic (blue) and background texture were
rendered on the traffic display. The visual search task entailed finding one specific
label, given by its six-character identifier before each trial, and then follow the label
line to identify and select the corresponding object on the traffic display. By automatically recording response times and errors, the effects could be precisely measured
and contrasted.

Results
The main result of this study was that ordered disparity produced significantly faster
response times when the target label was highly obscured by other labels (F (4, 52) =
4.63, p < 0.005). In the high overlap condition, ordered disparity was 24% faster than
the constant disparity condition and 37% faster than the random disparity condition,
on average. This effect is illustrated in figure 4.5.
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Figure 4.5: Mean response time for each viewing condition, grouped by overlap level.
Appears as Fig. 7 in paper I.

The three overlap levels themselves were also found to produce significantly different
response times (F (2, 26) = 63.9, p < 0.001); Post-hoc Scheffé testing showed a significant increase from low to medium, and from medium to high, confirming that the
scenario design with three levels of complexity was adequately distinct.
The study also showed that participants made significantly more errors in static scenes,
9.0% error rate, than in moving scenes, 2.96% error rate (Wilcoxon statistic = 96.5,
p < 0.01). Object motion did not, however, significantly affect response time.
Further analysis of the post-exercise questionnaire data showed that the subjects who
reported some level of eye strain or stereoscopic fusion problems actually generated
significantly slower responses in the ordered disparity viewing condition (χ 2 (1) =
5.33, p < 0.05). This effect was not found for the constant disparity condition. This
finding indicates that factors that may cause eye strain and problems with stereo
fusion must be reduced for disparity based label separation to be effective.

Contributions
The study found that stereoscopic disparity can be used to improve legibility of overlapping labels in a dynamic AR scene. The stereoscopic depth order of the labels must
match the apparent depth order of the corresponding objects in the background, while
a random depth order, in contrast, impairs performance. Moreover, this is likely the
first detailed AR user study utilizing a transparent projection screen with head tracking and stereo viewing.
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4.4.2

Paper II

Aims
A second experiment was developed in order to test the stereoscopic label placement
technique in realistic outdoor conditions. Such conditions imply increased vergence
demand, and larger mismatches in brightness, contrast and resolution between overlay and background. The setup required for this testing is described in section 4.3.2.
Additionally, the experiment aimed at testing various levels of interlayer disparity,
in addition to the one tested in paper I, to evaluate whether larger or smaller layer
separation would improve performance in a label placement context. Four viewing
conditions were tested with disparity levels up to 20 arcmin, the maximum separation that can still accommodate five label layers: in most label overlap situations,
there would be no more than five transitively overlapping labels to be separated.
In addition, this study aimed at investigating the importance of a vertical offset between overlapping labels for successful segregation. If vertical offset is found to be
important, it would imply that some portion of each depth layer must be free from
overlap in order to successfully segregate the layers. This theory was further tested
with a separate independent variable controlling whether the target label was located
in the center or on the edge of the group of labels included in the trial; edge labels are
only obscured by overlap on the side closest to the other labels, while central labels
have overlapping labels on both sides.

Figure 4.6: These nine physical markers were located in the far visual field, with labels
superimposed in an HMD. Appears as Fig. 2 in paper II.
Nine physical markers, numbered 1-9, were placed on a grass lawn on ground level,
at an average distance of 110 m from the user (shown in figure 4.6). In each experimental trial, five of the markers were labeled. The proximity of the markers in the
visual field, and the size of the labels, produced significant label overlap in the view
plane. The task was to determine whether a specific marker, designated through its
label rendered in the HMD, was to the right or left of another marker, denoted by
its marker number. The task thus required information from both the HMD and the
physical markers in the far field for successful completion.
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Results
The user study showed a significant main effect of viewing condition on response
time (F (3, 36) = 6.47, p < 0.001); the conditions with 5 and 10 arcmin disparity
separation between adjacent label layers were significantly faster than the default
condition with 0 arcmin separation. There was no significant difference between
the 5 and 10 arcmin disparity conditions, nor between the 0 and 20 arcmin disparity
conditions. Figure 4.7 illustrates these results, showing an optimal interlayer disparity
in the 5-10 arcmin range.

Figure 4.7: Significantly faster response times were found in the 5-10 arcmin interlayer
disparity range. Appears as Fig. 7 in paper II.
Vertical separation was found to significantly affect response time (F (2, 24) = 34.2,
p < 0.001), with the zero offset condition generating much slower responses. In addition, the conditions with central target labels were much slower than those with
target labels on the edge (F (1, 12) = 42.7, p < 0.001). Both these results show that
additional clutter around the target object hampers identification. However, the absence of interaction effects indicates that factors influencing clutter may be considered
independent.
Interestingly, subjects preferred large depth segregation over small depth segregation
in the post-exercise questionnaire, although the viewing condition with largest separation generated significantly slower responses.
A control study was conducted to investigate the precise effect of the perceptual
issues relating to the far field AR environment. A subset of the participants were
therefore invited to perform the experiment in an indoor setting, with opaque plastic
film covering the see-through HMD eyepieces, and the far field outdoor environment
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replaced with a virtual rendering. In this VR environment the accommodative demand, the mismatches in brightness, contrast and resolution, and the registration
error between foreground and background elements, were all eliminated. The results
of this study showed that response times were generally reduced by 1 second in the
VR condition, which was found to be significantly different from the AR condition
(F (1, 7) = 11.7, p < 0.05). No interaction effects were found, however, showing that
the general pattern of other effects is not significantly affected by these perceptual
issues. Peterson et al. (2008) reports specific details of the control study (that paper
is not included in this thesis).

Contributions
User performance is significantly improved when labels in stereoscopic depth layers
are separated by 5-10 arcmin disparity, compared to 0 and 20 arcmin disparity. It is
confirmed that stereoscopic label separation is also effective in this more perceptually
demanding display setup with larger display mismatches and vergence demand, and
the performance pattern is similar to a less demanding VR environment. Vertical
separation between labels must be ensured for successful segregation of stereoscopic
depth layers.

4.4.3

Paper III

Aims
Papers I and II concerned investigating the general concept of stereoscopic label placement, and collecting quantitive data for various design parameters. No comparisons
were made, however, with established label placement techniques. One of the potential benefits of stereoscopic label placement is the stronger visual correlation between
labels and objects in the view plane, due to the fixed vertical and horizontal offset. The aim of this user study was therefore to compare user performance between
stereoscopic and view plane based techniques in terms of spatial judgments in a static
3D scene.
The task was to determine whether a target marker, specified by its label identifier
before each trial, was to left or right of a reference marker, specified by its blue label
(shown in figure 4.8). Vertical judgments were also made in similar fashion. Since
markers were specified using their labels, but judgments were made on the positions
of the marker symbols, the task would test the possibly conflicting spatial relationship of marker symbols and labels. Four different viewing conditions were presented;
besides a control condition without label placement strategy, stereoscopic depth separation was evaluated against the two common approaches to label placement, planar
and height separation, described in section 3.3.2.
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Figure 4.8: An example of the planar separation condition, with the blue label highlighting the reference marker (AT468). Appears as Fig. 1(c) in paper III.

Results
Our viewing conditions produced significantly different response times, both for horizontal (F (3, 45) = 4.25, p < 0.01) and vertical (F (3, 45) = 5.02, p < 0.01) judgments. For horizontal judgments the three label separation methods were 20-30%
faster than the control condition, but not statistically distinguishable from each other.
For vertical judgments the performance with height separation was reduced to that of
the control condition; planar and depth separation were still significantly faster. The
response times for all viewing conditions are shown in figure 4.9.

Figure 4.9: The analysis showed a significant effect of label separation method on response time, both for horizontal and vertical judgments. Appears as Fig. 3 in paper
III.
In addition, the study found that planar separation produces potentially confusing
label placements in approximately 20% of cases, where the label of either target or
reference marker (T/R) was on the opposite side of the other marker as illustrated
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in figure 4.10. For horizontal judgments these were 18% slower than non-confusing
placements, a significant difference (t(13) = 2.23, p < 0.05). Confusing planar placements were found to be significantly slower than height placements, and slower, albeit
not significantly, than depth placements.

Figure 4.10: Potentially confusing label placements for the target (T) and reference (R)
markers for horizontal judgments: (a) the T marker and label are located on opposite
sides of the R marker, (b) the R marker and label are located on opposite sides of the T
marker, (c) both occur simultaneously. Adapted from Fig. 4 in paper III.
In the post exercise questionnaire, participants rated planarly separated labels significantly easier to read than height separated ones (Wilcoxon statistic = 57.0, p <
0.054). There was no significant difference between height and depth separation
methods in rated legibility (Wilcoxon statistic = 24.5, ns). Furthermore, participants
did not rate the actual judgment task to be more difficult for any label separation
method.

Contributions
Stereoscopic and view plane based label placement techniques produced similar performance improvements over a control condition in a static scene. The study found a
significant performance degradation for the view plane based techniques when they
produced potentially confusing label placements for the spatial judgment task. Stereoscopically separated labels were, however, judged harder to read than planarly separated labels.

4.4.4

Paper IV

Aims
While the user study in paper III compared stereoscopic label placement with established techniques in the context of potentially confusing static label arrangements,
a possibly even more important aspect is how these algorithms compare in dynamic
scenes with multiple moving objects. These aspects are difficult to evaluate simultaneously. Two algorithms evaluated by Azuma and Furmanski (2003) were included
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in the study, the greedy and cluster-based algorithms, due to their different characteristics. Both employ planar label separation, but while the cluster-based algorithm
generates less overlap it also produces more motion than the greedy algorithm. This
motion-overlap tradeoff is interesting from a usability perspective. In addition, some
measures, described in the paper, were implemented on the planar algorithms to
reduce motion saliency. These planar algorithms are contrasted against a height separation algorithm, and the depth separation algorithm from paper III. The study also
included a control condition without any label separation strategy. In addition to the
algorithms themselves, the study also evaluated three different frequencies at which
the algorithms were running, which also constitutes a tradeoff between overlap and
motion: more label layout evaluations potentially cause fewer overlaps, but labels are
potentially moved more often – especially if placements are often sub-optimal. The
final parameter determined to be of interest in this evaluation was the nature of the
motion: smooth or discrete. This is also a potential tradeoff, as smoothly moving
labels are potentially less visually salient but in motion for a longer time period.

Figure 4.11: A scenario showing the control condition without label separation in the
view plane. It also depicts the depth separation condition in this non-stereoscopic presentation. Appears as Fig. 1(c) in paper IV.

The task was to count the number of target objects in a specific target area, defined
as the region behind the blue horizontal line in figure 4.11. The target objects were
defined as all objects whose labels, connected with a line, start with a specific threeletter code. The objects are in motion, hence label overlap conflicts may thus need to
be resolved continuously, meaning that view plane separated target labels may move
in and out of the target area multiple times. (Target objects themselves always remain
in the target area.) This label rearrangement may thus affect the counting strategy,
since non-target labels may appear in the target area, while target labels may move
out of the target area over the course of each trial.
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Results
With a main effect of label placement algorithm on response time (F (4, 44) = 13.4,
p < 0.001), further Post-hoc Scheffé analyses showed that all algorithms produced
significantly faster responses than the control condition – however, the means of the
different algorithms were statistically indistinguishable from each other. The means
are shown in the bar chart in figure 4.12. The study also found that discrete label movements were 4.8% faster than smooth on average, a significant difference
(F (1, 10) = 9.83, p < 0.05).
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Figure 4.12: The bar chart (primary y-axis) shows the mean response times. The line
(secondary y-axis) shows mean accumulated error per experimental run. Appears as Fig.
2 in paper IV.
The error analysis showed that the cluster-based algorithm produced significantly
more errors than the greedy, depth and height algorithms; these three yielded insignificant differences in error. Errors are represented with a line in figure 4.12.
Further analyses on the impact of label placement frequency showed that the clusterbased algorithm was most severely affected by the magnitude of motion, while only
the depth separation algorithm was statistically unaffected by the motion magnitude.
Height separation was rated significantly less disturbing than the planar (clustered
and greedy) algorithms in the post-exercise questionnaire (Wilcoxon statistic = 42.5,
p < 0.05). Depth separation was the least disturbing of all algorithms, significantly
less disturbing than both height and planar separation, with median ratings 1-2 points
lower on a five-point Likert scale (figure 4.13(a)). Label legibility was similarly judged
for all label placement algorithms (figure 4.13(b)).
In addition, smooth label movements were rated significantly less disturbing than
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(a) Label motion

(b) Reading text

Figure 4.13: Subjective ratings for the disturbance of label motion and difficulty of
reading label text for each label separation method. In these Tukey (1977) boxplots
the median value for each factor is indicated with a diamond, the interquartile range
is represented by a grey box, outliers are indicated with asterisks, and the largest nonoutlier observations are indicated through whiskers. Appears as Fig. 3 (b-c) in paper
IV.
discrete movements (χ 2 (1) = 3.94, p < 0.05).

Contributions
The study found that stereoscopic label separation was subjectively rated less disturbing than both planar and height separation, although several enhancements to planar
techniques to reduce motion salience were implemented. Measured user performance
improvements over a control condition were similar for all techniques. Depth separation was also the only technique where the error rate was unaffected by the magnitude
of label motion.

4.4.5

Paper V

Aims
The user study in paper IV found that participants rated stereoscopic depth movement
of labels significantly less disturbing than laterally moving labels in the view plane.
This new study was designed to find motion detection thresholds for both stereoscopic
and monoscopic (lateral) label motion, and thus establish quantitative measurements
for the detectability of label motion under various display conditions. These motion
detection thresholds can be related with normal motion patterns of the various label
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placement techniques; one can thereby characterize which motion types risk inadvertent attention capture, and possibly also explain the subjective ratings of perceived
disturbance in paper IV. The stereoscopic display mode, provided by the workbench
setup described in 4.3.3, could be turned monoscopic by blocking the non-dominant
eye view. This monoscopic display mode condition contains only lateral view plane
motion, corresponding to that produced by planar label placement techniques. In
addition, since we are interested in motion detection in large display environments,
peripheral label motion (over 15◦ eccentricity) was contrasted against central label
motion. Finally, motion for isolated labels was compared to that of overlapping ones,
an important aspect in cluttered and complex environments. Stereoscopic motion
has previously been found harder to detect than its monoscopic components, a phenomenon called stereomotion suppression (see section 2.4.3); however, specific motion detection thresholds have not previously been established, nor has the interaction
with large eccentricities and visual overlap been investigated.
The study was designed with a two-alternative forced choice (2AFC) procedure; starting with easily detectable label motion velocities, motion was reduced with correct
responses and increased with incorrect responses. Six such reversal velocities were
weighed into the final threshold. Although different from the visual search and judgment tasks used in the previous user studies, the 2AFC procedure is commonly used
in psychophysics for determining human sensory thresholds.

Results
Motion detection was almost twice as difficult for stereoscopic motion compared to
monoscopic, a significant effect (F (1, 7) = 181.1, p < 0.001). Also the independent variable controlling label location was significant (F (1, 7) = 41.8, p < 0.001),
where peripheral labels in motion were harder to detect. The results also showed that
isolated labels were significantly easier to detect than overlapping (F (1, 7) = 12.3,
p < 0.01). These effects are illustrated in figure 4.14. No significant interaction
effects were found.
The specific motion detection thresholds, ranging from 5.3 arcmin/s for central, isolated labels viewed stereoscopically, to 28.3 arcmin/s for peripheral, overlapping labels viewed stereoscopically, are shown in table 1 in paper V. These data can be contrasted with the label motion characteristics from table 1 in paper IV: for the normal
update rate of 1 Hz, planar and height separation algorithms cannot operate below
motion detection thresholds, even for the smallest label movements. Conversely, a
stereoscopic label placement algorithm can operate largely below motion detection
thresholds, especially in the peripheral locations, since the effect of stereomotion suppression was found to be operative even at large eccentricities.
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Figure 4.14: The significant main effects for display mode, label location and appearance. Appears as Fig. 3 in paper V.

Contributions
This study showed that text labels moving in stereoscopic depth are more difficult to
detect than each stereo component separately. This stereomotion suppression effect
was shown to be active even at large eccentricities, in the periphery of large display
devices. It was also shown that partially overlapping labels were harder to detect than
isolated ones, and that stereomotion suppression was not weakened by such overlap.
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Discussion
5.1

General Discussion

The present thesis work has involved five user studies, presented in section 4.4, each
contributing to various aspects of the goals set out in section 4.1. This section will
discuss these contributions in relation to each goal.

5.1.1

Design Aspects of Stereoscopic Label Placement

The first goal was to find the circumstances under which stereoscopic disparity can be
used for breaking the visual clutter associated with label overlap. The major contributions to this goal are contained in papers I and II.
Paper I provided initial evidence that altering the stereoscopic disparity of overlapping
labels in a dynamic AR environment can increase legibility. The environment, representing a perspective view from an air traffic control tower, contains moving objects
representing aircraft, with associated labels superimposed on the objects via the AR
display. It has been reported that depth segregation is facilitated by motion; Lankheet
and Palmen (1998) showed that the presence of motion contrast improved sensitivity in segregating layers in random dot stereograms. This result indicates that the
relative motion between overlapping labels, separated stereoscopically, can further
aid the visual segregation of one label from another. Indeed, motion is not required
for stereoscopic label separation to be effective, as shown in papers II and III where
objects were completely static, but it does not seem to counteract stereoscopic depth
separation in any way. The only instance where stereoscopic depth separation seems
to be ineffective is for motion detection in stereoscopically separated noise (McKee
et al., 1997). While detectability of static targets was significantly improved, detection of moving objects was not. Label placement applications generally do not concern
motion detection, but rather providing continuous separation of static or dynamic la59
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bels. As discussed above motion can only facilitate such tasks. Indeed, it is plausible
that sufficient visual segregation of overlapping labels would be provided by motion
parallax alone, but most applications, including ATC, contain multiple periodically
static objects upon which stereoscopic depth separation is still effective.
Besides motion, there are other factors that may further aid segregation of overlapping labels in an actual implementation, including adjustments of relative size, color,
intensity and transparency as described in section 3.2. However, such enhancements,
while aiding visual segregation, can potentially compromise legibility of labels, or
make their exact positioning uncertain. The user studies in this work have therefore
only provided stereoscopic disparity adjustments alone, in order to isolate this performance data and avoid confusion with the other potentially confounding factors.
While ordered disparity was shown to significantly improve user performance in paper
I, random disparity in contrast reduced performance – even compared to the control
condition. Since labels were equally separated in these conditions, the different performance patterns are likely due to the much increased cognitive load in the visual
integration task. After finding the target label, the depth cues – stereoscopic disparity for labels, and height in visual field and relative size for background objects –
were contradictory which therefore complicated the visual identification of the target
object.
The optimal interlayer disparity was found to be within the 5-10 arcmin range, as
shown in paper II. The user study in paper I was performed before these results
were known, but the interlayer disparity used there was 6.0±1.2 arcmin, thus within
the range. This was coincidental since it was determined to be the maximum depth
separation that could still accommodate all 15 layers used in paper I. However, pilot
studies conducted before that user study showed it to be effective. Interestingly, it
was also close to the optimal interlayer disparity found in studies concerning random
dot stereograms (Tsirlin et al., 2006).
Since vertical offset was found to be important in paper II, we can conclude that
stereoscopic depth segregation is greatly facilitated when small portions of such labels
are directly visible without view plane overlap. These small non-overlapping portions
are likely used to identify label features which are then used to extract the entire label
in each depth layer. This implies that if two objects occupy the same y-coordinate on
the display, and their labels are close enough to overlap, a small artificial height offset
should be introduced for either label to provide stereoscopic contours for facilitating
visual segregation.
One of the core principles of AR is to register computer graphics with real objects in
3D. Given this, it can seem counterintuitive to deliberately relocate labels associated
with real objects to entirely different depth coordinates; it could even be regarded
as breaching the principles of AR. However, the labels, irrespective of depth coordinates, are in all cases connected to the object through a line: the object end of this
line shares the object’s world coordinates. Besides, external labels are by definition
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placed externally to the objects they describe – if not in depth along the z-axis then
along the x or y axes in the view plane. The non-matching depth coordinates can
however place additional load on the visual perception system, due to the increased –
artificially created – vergence demand and varying accommodation-vergence conflict.
Since vergence demand is proportional to the number of depth layers with a certain
interlayer disparity, the method of “overlap chains” was introduced in paper III, enabling several labels to share a single depth layer. One could theorize that visual
perception with such artificial vergence demand would interact with other identified
perceptual issues in AR, such as mismatches in brightness, contrast, resolution or accommodation (Drascic and Milgram, 1996). Indeed, there is evidence of perceptual
interactions with vergence in localizing virtual objects in depth (Ellis and Menges,
1998). However, as the control case study performed in paper II showed, no interaction effects could be found. Seemingly, the benefits of visual segregation due to
stereoscopically segregated labels outweigh the additional cognitive load of a larger
vergence demand. Consequently, the visual segregation performance can withstand
the perceptually complicated display conditions associated with far-field AR environments such as that viewed from an ATC tower.
One factor that does affect performance of stereoscopic label placement is the quality
of the stereoscopic presentation, and the users’ stereo acuity. As seen in paper I,
subjects who reported eye strain or problems with stereo fusion in the post-exercise
questionnaire performed significantly slower in the ordered disparity condition. Care
must thus be taken during display calibration, for which accurate measurements of
interpupillary distance are important. It is also important to test users’ stereo acuity,
since approximately 2.7% of the population are stereoblind (Richards, 1970). In our
experiments, one out of the 64 individual participants were stereoblind, and could
thus not benefit from stereoscopic label placement. This rate of stereoblindness may
seem acceptable for most applications, but numbers may approach 15% above age
65 (Rubin et al., 1997). This highlights the importance of testing stereo vision prior
to system use, especially in applications with generally older users.

5.1.2

Comparisons with Other Approaches

The second goal was to compare a label placement scheme utilizing stereoscopic disparity with established label placement approaches. The contributions to this goal
can be found in papers III, IV and V.
Two potential benefits were initially identified for stereoscopic label placement, compared to the other label placement approaches providing label separation in the view
plane: 1) improved spatial correlation between labels and objects, and 2) reduced
saliency of label motion required to continuously separate labels in dynamic scenes.
Firstly, since labels are placed at a constant view plane offset from the objects they
annotate, the visual correlation between labels and objects may improve. Such visual
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correlation can be instrumental in applications where understanding of the spatial
object layout should be gained from glancing at labels alone, or where querying the
specific 3D position of one object in relation to other object should be rapid and unambiguous. As the results from the user study in paper III showed, the planar label
placement algorithm produced potentially confusing label placement for the target
and reference marker in approximately 20% of the trials, and such trials were significantly slower than the other non-confusing trials. Similarly, vertical judgment
performance was significantly reduced for the height separation algorithm, in which
the labels’ vertical component is variable. Due to the stochastic nature of these algorithms, and the fact that they are unaware of which labels are actually of interest for
the user in any given moment, such potentially confusing placements are difficult to
avoid. User performance with the depth separation algorithm corresponded to that of
the planar algorithms. The fact that user performance with the depth separation algorithm was not superior, despite the improved visual correlation, could be explained
by the time required to fuse the different depth layers during visual search. This
added perceptual load could also explain that stereoscopically separated labels were
rated to have inferior legibility. These results thus indicate that the improved spatial
correlation of stereoscopically separated labels compensates for the slower process of
stereoscopic fusion.
Secondly, again due to the fact that labels are placed at a constant view plane offset
from the objects they annotate, no view plane motion is added by the stereoscopic
label placement approach. View plane motion can be unwanted for a number of
reasons. It can potentially distract the user by guiding unwanted attention to some
otherwise unimportant region of the display where labels relocate. It can potentially
disturb a user reading a particular label, which suddenly moves. It can also confuse
the user performing a specific task, where repeated label relocation interrupts or interferes with the visual search strategy. Paper IV contrasted user performance for the
different label placement strategies in an environment with moving objects, requiring
label relocation for continuous separation. Similarly to the results of paper III, user
performance with respect to response times for the depth separation was comparable
to the planar techniques. This is again likely a tradeoff between the added perceptual
load of stereoscopic fusion during visual search, and, in this case, the presence of
strategy-interrupting label motion. Indeed, subjects reported depth separation to be
significantly less disturbing than height separation, and height separation to be less
disturbing than planar separation, in the post-exercise questionnaire. Depth separation is thus rated the least disturbing in this visual search and counting task, even
though several measures were taken to reduce the 2D motion saliency of the view
plane based techniques. Furthermore, it should be noted that height separation is
not a generally applicable technique; it can be useful in perspective scenes with labeled objects located on the ground plane only, such as ATC tower environments, but
its utility is likely limited in interfaces where the upper visual field contains labeled
objects.
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Another interesting finding from paper IV was that smooth motion was preferred
over discrete motion, yet discrete motion rendered significantly faster responses. This
somewhat contradictory result could be explained by the fact that while discrete motion is much more salient, labels can be immediately read in the new label position –
thereby reducing response times.
Paper IV found that depth separation was the only technique not affected by label
motion. That is, trials that during subsequent analysis were found to produce large
amounts of label movements per time unit, did produce significantly more erroneous
responses for the planar (both clustered and greedy algorithms) and height separation
techniques, but depth separation was statistically unaffected. This, and the fact that
depth motion was rated the least disturbing, provided the incentive to conduct the
more focused study on motion detection reported in paper V. Indeed, detectable motion does not automatically imply disturbing motion, but undetectable motion surely
cannot be disturbing. When relating the detection thresholds from paper V with the
recorded motion magnitudes from paper IV (at the normal update rate of 1 Hz), it
is found that the depth separation algorithm largely operates below the thresholds
due to the effect of stereomotion suppression (Tyler, 1971). Peripheral stereomotion required for label separation can, in particular, be performed entirely below the
threshold of detection, since the study found stereomotion suppression to be operational even at large eccentricities. Conversely, the view plane based algorithms do not
operate below detection thresholds at any time. While the study in paper V does not
attempt to make disturbance assessments, it does provide theoretical understanding
for the low disturbance ratings for the motion produced by stereoscopic label placement.
From these results it can be concluded that stereoscopic label placement can be a
useful alternative to traditional techniques in highly dynamic applications, and in applications where it is beneficial if the spatial label distribution closely correlates with
that of the objects. The ATC tower environment is one such application, where controllers must not be unnecessarily disturbed or distracted by label motion (Allendoerfer et al., 2000). Tower controllers regularly perform visual search tasks; sometimes
involving counting in order to, for example, confirm the number of aircraft in their
controlled apron area. In such tasks, constantly changing label placement in the display may cause uncertainty or delayed decision making, ultimately affecting safety
and efficiency.

5.2

Main Conclusions

• Legibility of overlapping text labels is improved when they are distributed in
stereoscopic depth.
• The stereoscopic depth order of label layers should match that of the designated
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objects.
• The optimal depth spacing between adjacent label layers is 5-10 arcminutes of
disparity.
• User performance for stereoscopic label placement is comparable with established techniques separating labels in the view plane, over a control condition
without any label placement strategy.
• View plane based techniques can produce label placements that are confusing
for a spatial judgment task; stereoscopic label placement provides a constant
view plane offset between labels and objects, and thus does not allow for such
confusion.
• Stereoscopic label placement is rated to produce less disturbing motion than
view plane based techniques. While conditions with intense motion yield more
errors for view plane based techniques, stereoscopic label placement is unaffected by motion magnitude.
• Stereoscopic depth motion is much harder to detect than its monocular components separately, especially at large eccentricities. A stereoscopic label placement algorithm can operate largely below motion detection thresholds, while
traditional approaches never do – even for the smallest label movements.

5.3

Future Work

This thesis has described how stereoscopic disparity can be used to provide visual
segregation of overlapping labels. While the work has been conducted with the ATC
tower application domain in mind, future studies could involve a higher level of integration of the AR display with the controller working environment. The stereoscopic
segregation approach proposed in this thesis has been validated for visual search and
judgment tasks, which are indeed fundamental components in a visual control environment such as the ATC tower; however, additional controlling tasks that could
possibly interact with an AR display system should undergo controlled study. There
is also a multitude of other information, besides callsigns, that can be associated with
aircraft and other objects of interest, and the usefulness of such supplemental data in
the context of actual controlling tasks could be investigated. Ultimately, operational
employment could be envisioned when appropriate stereoscopic 3D display and tracking hardware for the ATC tower has been defined and developed.
The general approach of stereoscopic label segregation could be studied in other application domains than ATC. As stereoscopic 3D displays become more widespread in
everyday applications, such as cinema, television, home entertainment, and mobile
devices, one could envision other uses of stereoscopy as a tool for information management. Future on-screen displays that manage television settings could, for exam64
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ple, be rendered in a dedicated stereoscopic layer: full-screen video and text menus
would be available simultaneously yet independently due to their visual segregation
in depth.
Graphical user interfaces involving stereoscopic label placement, both within and outside the ATC domain, could also support direct user interaction. New studies could
investigate how to most efficiently select, and possibly also modify, information in an
interface with multiple stereoscopic depth layers. For example, in current 2D ATC
radar screens, controllers can manually re-position text labels, as static label positions themselves may provide additional information about the underlying objects. If
this and other operations should be supported in layered interfaces in 3D displays,
studies must find efficient ways to sort through or directly access overlapping textual
information.
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