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Abstract
This thesis deals with three topics; Bayesian tracking, shape matching and visual
servoing. These topics are bound together by the goal of visual control of robotic
systems. The work leading to this thesis was conducted within two European
projects, COSPAL and DIPLECS, both with the stated goal of developing artificial
cognitive systems. Thus, the ultimate goal of my research is to contribute to the
development of artificial cognitive systems.
The contribution to the field of Bayesian tracking is in the form of a framework
called Channel Based Tracking (CBT). CBT has been proven to perform competitively with particle filter based approaches but with the added advantage of not
having to specify the observation or system models. CBT uses channel representation and correspondence free learning in order to acquire the observation and
system models from unordered sets of observations and states. We demonstrate
how this has been used for tracking cars in the presence of clutter and noise.
The shape matching part of this thesis presents a new way to match Fourier
Descriptors (FDs). We show that it is possible to take rotation and index shift into
account while matching FDs without explicitly de-rotate the contours or neglecting
the phase. We also propose to use FDs for matching locally extracted shapes
in contrast to the traditional way of using FDs to match the global outline of
an object. We have in this context evaluated our matching scheme against the
popular Affine Invariant FDs and shown that our method is clearly superior.
In the visual servoing part we present a visual servoing method that is based
on an action precedes perception approach. By applying random action with a
system, e.g. a robotic arm, it is possible to learn a mapping between action
space and percept space. In experiments we show that it is possible to achieve
high precision positioning of a robotic arm without knowing beforehand how the
robotic arm looks like or how it is controlled.
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Chapter 1

Introduction
1.1

Motivation

This thesis deals with three topics; Bayesian tracking, shape matching and visual
servoing. These topics are bound together by the goal of visual control of robotic
systems. Bayesian tracking is one way for a robotic system to deal with the
often noisy or missing data encountered in real world situations. The ability to
reliably match locally extracted features such as geometrical shapes would enable
the system to recognize objects and locations, even in the case of partial occlusion.
By using visual servoing, i.e. using visual feedback in a closed loop for motor
control, allows the system to deal with poor calibration or changes in the physical
configuration.
The work leading to this thesis was conducted within two European projects,
COSPAL and DIPLECS, both with the stated goal of developing artificial cognitive
systems. Thus, the ultimate goal of my research is to contribute to the development
of artificial cognitive systems.
The potential applications of artificial cognitive systems are endless; from future applications such as unmanned space explorations to every day tasks such as
driver assistance. I do not claim that I will present the solution to either of these
problems within this thesis, but hopefully some steps in the right direction.

1.2

Outline

This thesis is divided into two parts. The first part, containing background theory,
introduces the theory and concepts needed for Part II. Part II contains three
publications that summarize much of the work that I have carried out, partly with
highly appreciated help from my colleagues.

1.2.1

Outline Part I: Background Theory

Each of the main topics of the thesis, tracking, matching and servoing are given
one introductory section (Sec. 3-5), covering the basics within these fields. In
1
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addition, there is one section regarding information representation, Sec. 2. This
section introduces the channel representation in a friendly way, which also serves as
a preparation for the included article [13] which utilizes the channel representation
for Bayesian tracking.

1.2.2

Outline Part II: Included Publications

Preprint versions of three publications are included in Part II. The full details and
abstract of these papers, together with statements of the contributions made by
the author, are summarized below.

Paper A: Patch Contour Matching by Correlating Fourier Descriptors
F. Larsson, M. Felsberg, and P-E. Forssén. Patch contour matching
by correlating Fourier descriptors. In Digital Image Computing: Techniques and Applications (DICTA), Melbourne, Australia, December
2009. IEEE Computer Society.
Abstract: Fourier descriptors (FDs) is a classical but still popular method for
contour matching. The key idea is to apply the Fourier transform to a periodic
representation of the contour, which results in a shape descriptor in the frequency
domain. Fourier descriptors have mostly been used to compare object silhouettes
and object contours; we instead use this well established machinery to describe local regions to be used in an object recognition framework. We extract local regions
using the Maximally Stable Extremal Regions (MSER) detector and represent the
external contour by FDs. Many approaches to matching FDs are based on the
magnitude of each FD component, thus ignoring the information contained in the
phase. Keeping the phase information requires us to take into account the global
rotation of the contour and shifting of the contour samples. We show that the
sum-of-squared differences of FDs can be computed without explicitly de-rotating
the contours. We compare our correlation based matching against affine-invariant
Fourier descriptors (AFDs) and demonstrate that our correlation based approach
outperforms AFDs on real world data.
Contribution: The paper has two main contributions. The first one is the idea
to use Fourier descriptors to describe local regions, i.e. much like SIFT descriptors
are used within common object recognition frameworks. The second contribution
is that we have shown that it is possible to take rotation and index shift into account while matching Fourier descriptors without explicitly de-rotate the contours
or neglecting the phase. The author is the main source behind the research leading
to this paper. Initial inspiration and ideas originated from P.-E. Forssén and M.
Felsberg, with Felsberg also contributing to the presented matching scheme.
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Paper B: Learning Higher-Order Markov Models for Object Tracking
in Image Sequences
M. Felsberg and F. Larsson. Learning higher-order Markov models for
object tracking in image sequences. In International Symposium on
Visual Computing (ISVC), Las Vegas, USA, December 2009.
Abstract: This work presents a novel object tracking approach, where the motion model is learned from sets of frame-wise detections with unknown associations.
We employ a higher-order Markov model on position space instead of a first-order
Markov model on a high-dimensional state-space of object dynamics. Compared
to the latter, our approach allows the use of marginal rather than joint distributions, which results in a significant reduction of computation complexity. Densities
are represented using a grid-based approach, where the rectangular windows are
replaced with estimated smooth Parzen windows sampled at the grid points. This
method performs as accurately as particle filter methods with the additional advantage that the prediction and update steps can be learned from empirical data.
Our method is compared against standard techniques on image sequences obtained
from an RC car following scenario. We show that our approach performs best in
most of the sequences. Other potential applications are surveillance from cheap
or uncalibrated cameras and image sequence analysis.
Contribution:
This paper extends the ideas presented in our previous paper [12]. Among the main contributions are the extension of the channel based
tracking framework to use higher-order Markov models and the inclusion of more
rigorous experimental validation. The core ideas behind this paper originates from
M. Felsberg. The author was the main source for realizing the theoretical findings
and for conducting experiments validating the tracking framework.

Paper C: Simultaneously Learning to Recognize and Control a Low-Cost
Robotic Arm
F. Larsson, E. Jonsson, and M. Felsberg. Simultaneously learning to
recognize and control a low-cost robotic arm. Image and Vision Computing (IMAVIS), 27:1729–1739, 2009
Abstract: In this paper, we present a visual servoing method based on a learned
mapping between feature space and control space. Using a suitable recognition
algorithm, we present and evaluate a complete method that simultaneously learns
the appearance and control of a low-cost robotic arm. The recognition part is
trained using an action precedes perception approach. The novelty of this paper,
apart from the visual servoing method per se, is the combination of visual servoing
with gripper recognition. We show that we can achieve high precision positioning
without knowing in advance what the robotic arm looks like or how it is controlled.
Contribution: The two main contributions of this paper are: 1. Developing of
an accurate visual servoing method based on Locally Weighted Project Regression.

4
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2. Demonstrating that it is possible to achieve good accuracy for a low-cost robotic
arm without knowing in advance what the arm looks like or how it is controlled.
The author is the main source behind the research leading to this paper.
Other Publications
The following publications by the author are related to the included papers.
F. Larsson, P-E. Forssén, and M. Felsberg. Using Fourier descriptors
for local region matching. In Swedish Symposium on Image Analysis
(SSBA), 2009. (Early version of Paper A)
M. Felsberg and F. Larsson. Learning Bayesian tracking for motion estimation. In International Workshop on Machine Learning for Visionbased Motion Analysis, ECCV, 2008. (Early version of Paper B)
F. Larsson, E. Jonsson, and M. Felsberg. Learning floppy robot control. In Swedish Symposium on Image Analysis (SSBA), 2008. (Early
version of Paper C)
F. Larsson, E. Jonsson, and M. Felsberg. Visual servoing for floppy
robots using LWPR. In Workshop on Robotics and Mathematics (ROBOMAT), pages 225–230, 2007. (Early version of Paper C)
F. Larsson, E. Jonsson, and M. Felsberg. Visual servoing based on
learned inverse kinematics. In Swedish Symposium on Image Analysis
(SSBA), 2007. (Very early version of Paper C)

1.3

Projects

As mentioned before, most of the research leading to this thesis were conducted
within the two European projects COSPAL and DIPLECS.

1.3.1

COSPAL

The COSPAL (COgnitive Systems using Perception-Action-Learning1 ) project was
a European Community’s Sixth Framework Programme carried out between 2003
and 2007 [1]. The main goal for the COSPAL project was to conduct research
leading toward systems that learn from experience, rather than using predefined
models of the world. The key concept, as stated in the project name, was to use
perception-action-learning. This was done by applying the idea of action-precedesperception during the learning phase [18]. Meaning that, the system learns by first
performing an action (random or goal directed) and then observing the outcome.
By doing so, it is possible to learn the inverse mapping between percept and action,
something that was demonstrated in the context of robot control in the included
1 FP6/2003-2007,

grant agreement n◦ 004176
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publication [30]. The main demonstrator scenario of the COSPAL project involved
a robotic arm and a shape sorting puzzle, but the system architecture and algorithms implemented were all designed to be as generic as possible. Which was
demonstrated in [8] when part of the main COSPAL system successfully was used
for two different tasks, solving a shape sorting puzzle and driving a radio controlled
car. The results presented by the author in [27, 28, 29], also originate from the
COSPAL project.

1.3.2

DIPLECS

The, at the time of writing, ongoing project DIPLECS (Dynamic-Interactive
Perception-Action LEarning Systems2 ) aims at extending the results from COSPAL
to incorporate dynamic and interaction [2]. The scenarios considered during the
COSPAL project involved a single system operating in a static world. This has
been extended in DIPLECS to allow a changing world (dynamic) and multiple systems (interaction) operating within the world. The main scenario of the DIPLECS
project is driver assistance and one of the core ideas is to learn by observing human
drivers, i.e. perception-action learning. The following project overview is quoted
from the DIPLECS webpage.
’The DIPLECS project aims to design an Artificial Cognitive System capable of learning and adapting to respond in the everyday situations humans take for granted. The primary demonstration of its
capability will be providing assistance and advice to the driver of a
car. The system will learn by watching humans, how they act and
react while driving, building models of their behaviour and predicting
what a driver would do when presented with a specific driving scenario.
The end goal of which is to provide a flexible cognitive system architecture demonstrated within the domain of a driver assistance system,
thus potentially increasing future road safety.’[2]
The research leading to the included publications [13, 25] were conducted within
the DIPLECS project. Other publications by the author that originates from the
DIPLECS project are [12, 26].

2 FP7/2007-2013,

grant agreement n◦ 215078
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Part I

Background Theory
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Chapter 2

Channel Representation
This section contains a brief introduction to the channel representation [17]. Channel coding is a way to transform a compact representation, such as numbers, into
a sparse localized representation1 . This introduction is limited to the encoding of
scalars but the representation is easily generalized to multiple dimensions.
Using the same notation as [22]; a channel vector c is constructed from a scalar
x by the nonlinear transformation
c = [B(x − x̃1 ), B(x − x̃2 ), ... , B(x − x̃N )]T .

(2.1)

Where B(·) denotes the basis/kernel function used. B is often chosen to be symmetric, non-negative and with compact support. The kernel centers x̃i can be
placed arbitrary in the input space, but are often uniformly distributed. The process of creating a channel vector from a scalar or another compact representation
is referred to as channel coding and the opposite process is referred to as decoding.
Gaussians, B-splines, and windowed cos2 functions are examples of suitable kernel
functions[14].
Using the windowed cos2 function

π
cos2 (ax) if |x| ≤ 2a
B(x) =
(2.2)
0
otherwise
and placing 10 kernels with centers on integer values, x̃i ∈ [1, 10] , gives us the
basis functions seen in Fig. 2.1. For this example we use the kernel width a = π3 ,
which means that we always have three non-zero kernels for the domain [1.5, 9.5].
How to properly choose a depending on required spatial and feature resolution is
addressed in [9]. Encoding the scalar x = 3.3 using these kernels results in the
channel vector
c =
=

[B(2.3), B(1.3), B(0.3), . . . , B(−6.7)]T
[ 0 0.04 0.90 0.55 0 0 0 0 0 0 ]T .

(2.3)

1 See [14] for definitions and an overview of the aspects of compact/sparse/local representations.
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Figure 2.1: Ten cos2 kernels with respective kernel center placed on integer values.
Note that only a few of the channels have a non-zero value and that only channels
close to each other are activated, i.e. channel encoding results in a sparse localized
representation. The basic idea while decoding a channel vector is to consider
only a few neighboring channels at the time in order to insure that the locality is
preserved in the decoding process as well. The decoding algorithm for the cos2 (·)
kernels in (2.2) is adapted from [14] and is repeated here for completeness
!
l+M
X−1
1
k i2a(k−l)
l
arg
c e
.
(2.4)
x̂ = l +
2a
k=l

Here ck denotes the kth element in the channel vector, l indicates the element
position in the resulting vector and M = πa indicates how many channels that are
considered at the same time, i.e. M = 3 in our case. An estimate x̂l that is outside
it’s valid range [l + 1.5, l + 2.5] is rejected in addition to the fact that each decoded
value is accompanied by a certainty measure r
rl = l +

1
M

l+M
X−1

ck .

(2.5)

k=l

Applying (2.4) and (2.5) to (2.3) results in
x̂ = [ −0.02
r = [ 0.95

3.30
1.50

3.31
1.46

4.00
0.55

5.00
0.00

6.00
0.00

7.00
0.00

8.00 ]T

(2.6)

0.00 ]T .

(2.7)

Note that only the second element in x̂ is within it’s valid range leaving only the
correct estimate of 3.3 that also has the highest confidence.
By adding a number of channel vectors we end up with a soft histogram, i.e. a
histogram with overlapping bins. If we use the same kernels as above and encode
x1 = 3.3 and x2 = 6.8, we get
c1
c2

0
0 ]T
0.96 0 ]T

(2.8)

c = c1 + c2 = [ 0 0.04 0.90 0.55 0 0 0.48 0.96 0.96 0 ]T .

(2.9)

= [ 0 0.04
= [ 0
0

0.90
0

0.55 0 0
0
0
0 0 0.48

0
0.96

and the corresponding soft histogram

Due to the locality of the representation, the two different scalars do not interfere
with each other. Retrieving the original scalars is straight forward as long as they
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are sufficiently separated with respect to the used kernels. In case of interference,
retrieving the cluster centers is a simple procedure. For more details on decoding
schemes see [14, 22]. The ability of simultaneously being able to represent multiple
values can be used for e.g. estimating the local orientation in an image. For
intrinsically 1D neighborhoods we need only one hypothesis but for corner-like
structures the ability to represent multiple orientations comes in handy.
Since we obtain a certainty measure while decoding is it possible to recover
multiple modes with declining certainty. We can also incorporate a certainty
measure in the encoding process by simply multiplying our channel vector with
the certainty. We will see how this has been used in channel based tracking [12]
where we use this property for encoding of noisy observations.
As mentioned above, we can obtain a soft histogram by adding channel vectors.
This can be used for estimating and representing probability density functions
(pdfs). By decoding the channel vector it is simple to find the peaks of the pdf,
quite similar to locating the bin with most entries in ordinary histograms. However, the accuracy of an ordinary histogram is limited to the bin size. For channels
is it possible to achieve sub-bin accuracy due to the fact that the channels are overlapping and that the distance to the channel-center weights the influence of each
sample. It has been shown that the use of the channel representation reduces the
quantization effect by a factor up to 20 compared to ordinary histograms [10].
Using channels instead of histograms allows for reducing the computational complexity, by using fewer bins, or to obtain a higher accuracy while using the same
number of bins. It is also possible to get a continuous reconstruction of the underlying pdf instead of just locating the peaks [22].
I will end this introduction by mentioning a few properties of the channel representation:
• Sparse

• Localized

• Mononpolar
• Possible to incorporate uncertainty when encoding a value
• Possible to simultaneously represent multiple values

• Nonlinear operators on scalars can often be replaced by linear operators on the
corresponding channel vectors
• Lower computational complexity and/or quantization error compared to ordinary histograms
As previously stated, this is a very brief introduction to the channel representation. The interested reader is referred to [14, 17, 21, 22] for in depth presentations.
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Chapter 3

Tracking
By tracking we refer to the field of Bayesian tracking. This should not be confused
with visual tracking techniques, such as the ever popular KLT-tracker [33], which
minimize a cost function based on the visual information of an object. Instead, we
are considering the problem of updating the tracked object’s state vector, which
may consist of arbitrary abstract properties, based on measurements, which usually
are not direct measurements of the tracked state dimensions. For example, we
may track the 3D position of an object based on the (x,y)-position in the image
plane. Of course, Bayesian tracking techniques are often applied on visual data,
see e.g. [20, 37, 41]. This section is an extended version of the brief introduction
to Bayesian tracking contained in the included paper [13].

3.1

Bayesian Tracking

Assume we have a system that changes over time and a way to acquire measurements from the same system. Then the task of Bayesian tracking is to estimate
the probability for each possible state of the system given all observations up to
the current time step. Or to put it more formally: In Bayesian tracking, the current state of the system is represented as a probability density function (pdf) of
the system’s state space. At the time update, this density is propagated through
the system model and an estimate for the prior distribution of the system state is
obtained. At the measurement update, measurements of the system are used to
update the prior distribution, resulting in an estimate of the posterior distribution
of the system state.
Using the same notation as in [4, 13], we write the system model f as:
xk = f (xk−1 , vk−1 ) ,

(3.1)

where xk denotes the state space of our system and vk denotes the noise term,
both at time k. The system model describes how the system states changes over
time k. The measurement model h is defined as:
zk = h(xk , nk ) ,
13

(3.2)
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Prediction
Eq. (3.3)

Measurement
Eq. (3.4)

Figure 3.1: Illustration of the Bayesian tracking loop. The loop alternates between
making predictions or incorporate new measurements.

where nk denotes the noise term at time k. The task is thus to calculate the pdf
p(xk |z1:k ). This is done by using the old estimated state to predict the new prior
which is then combined with the new measurements. The prediction given the
previous observations and the system model is given according to
Z
p(xk |z1:k−1 ) = p(xk |xk−1 )p(xk−1 |z1:k−1 )dxk−1 .
(3.3)
Here we have utilized the fact that (3.1) is a first order Markov model. When the
new measurements become available, we update the prior distribution and obtain
the estimate of the posterior distribution as

p(xk |z1:k )

=
(3.2)

z}|{
=

p(xk |z1:k−1 , zk ) =

p(zk |xk , z1:k−1 )p(xk |z1:k−1 )
=
p(zk |z1:k−1 )

p(zk |xk )p(xk |z1:k−1 )
.
p(zk |z1:k−1 )

(3.4)

The denominator in (3.4),
p(zk |z1:k−1 ) =

Z

p(zk |xk )p(xk |z1:k−1 )dxk ,

(3.5)

just acts as a normalizing constant ensuring that our posterior estimate is a proper
pdf.
Assume that we have an estimate of the initial state p(x0 ) and that p(x0 |z0 ) =
p(x0 ). Given this, we can estimate xk by recurrent use of (3.3) and (3.4). The
process is commonly illustrated as a closed loop with two phases, see Fig. 3.1.

15
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As pointed out by Felsberg and Granlund in [11], this loop can be set in
relation to the perception-action cycle of Neisser [36] which is used within the field
of cognitive systems. The modified version of the Bayesian tracking loop contains
three distinct phases instead of just two, seen Fig. 3.2.

Object

Modifies

Observation

Samples

Schema

Exploration

Update

Matches

State

Prediction

Directs

System model

(a)

(b)

Figure 3.2: a) The perception-action cycle of Neisser. b) The modified Bayesian
tracking loop. (The figure is reused with permission from the authors of [11].)

Depending on the assumptions made about the systems and the noise terms
(3.4) can be solved exactly or approximately. The Kalman filter is the analytical
solution under the assumption of linear system and observation model combined
with Gaussian noise [23]. Different numerical methods exist for the more general case with non-linear models and non-Gaussian noise, e.g. particle filters [15]
and grid-based methods [4]. For a good introduction and overview of Bayesian
estimation techniques see [4, 6].

3.2

Data Association

We have the problem of associating target to measurements whenever we encounter
multiple, false and/or missing measurements. This is one of the biggest and most
fundamental challenges when dealing with Bayesian tracking [3]. There are numerous reasons why this is a hard and to most degrees still an unsolved problem.
In each time step the prediction from the previous time step is to be matched with
the new measurement(s). If we do not acquire a new measurement that matches
the prediction, this might be due to occlusion, wrong prediction or the tracked
object might have ceased to exist. If we get multiple measurements that match
the prediction, we have to decide which one, if any, that is the one corresponding
to our target or we might decide that we should introduce a new target. If we get

16
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multiple targets matching a single measurement, we have to somehow deal with
this issue as well.
The most straightforward way of dealing with the problem is the nearest neighbor principle. Simply associate each prediction with the nearest measurement.
This approach forces us to make a hard association at each time step. Meaning
that if we make a wrong association, we are unlikely to recover from this.
Other approaches try to look at the development over a window in time, e.g.
Multiple Hypotheses Tracking (MHT). Another approach is to update each prediction based on all available measurements, but to weight the importance of each
measurement according to their agreement with the prediction, e.g. Probabilistic
Data Association Filter (PDAF) [38], Joint PDAF and Probabilistic Multiple Hypotheses Tracking (PMHT) [39]. A lot of research is undertaken within this field,
see e.g. approaches based on random finite sets such as the Probability Hypothesis
Density (PHD) filter [34].

Chapter 4

Shape Matching
Shape matching is an ever popular area of research, and as the name implies, it
is all about matching different geometrical shapes. This section is intended as a
brief introduction to the field and the different main approaches will be discussed.
A common classification of shape matching methods is into region based and
contour based methods. Contour based methods try to capture the information
contained on the boundary/contour only while region based methods also include
information about the internal region. Both classes can further be divided into
local or global methods. Global methods treat the whole shape at once while local
methods divide the shape into parts that are described individually in order to
increase robustness to e.g. occlusion. See [44, 31] for two survey papers on shape
matching.

4.1

Region Based Matching

Region based methods try to capture information not only from the boundary but
also from the internal region of the shape. A simple example of a region based
method is the grid based method [32] illustrated in Fig. 4.1. This approach places
a grid over the canonical version of the shape, i.e. normalized with respect to scale
etc. The grid is then transformed into a binary feature vector with the same length
as the number of tiles in the grid. Ones indicate that the corresponding grid tiles
touch the shape and zeros that the tiles are completely outside the shape. Note
that this simple method does not capture any texture information.
Among other region based approaches are moment based methods [40] and
generic Fourier descriptors [43].

4.2

Contour Based Matching

Contour based methods only account for the information given by contour itself. A
simple example of a contour based method is shape signatures [7]. Shape signatures
17
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Figure 4.1: Illustration of a grid based method for describing shape. The grid is
transformed into a vector and each tile is marked with hit=1, if any part of the
tile touching or within the boundary, or miss=0.

basically transform the contour into a one dimensional parameterization of the
signature. This can be done by using different scalar valued functions, for example
using the distance to the centre of gravity as a function of distance traveled along
the contour, see Fig. 4.2. Shape signatures provide a periodic representation of
(x,y)
f=r(l)
r

(x0 , y0 )
l
Figure 4.2: Illustration of a shape signature based on distance to the center of
gravity.
the shape. It it thus a natural step to apply the Fourier transform to this periodic
signal and this is exactly what is done in order to obtain Fourier Descriptors
(FDs) [16, 42]. FDs use the Fourier coefficients of the 1D Fourier transform of
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the shape signature. Different shape signatures have been used with the Fourier
descriptor framework, e.g. distance to centroid, curvature and complex valued
representation. For more details on FDs see the included paper [25] where we
show that it is possible to retain the phase information and perform SSD matching
without explicitly de-rotating FDs. Note that even though the Fourier transform
is global with respect to the contour it is possible to use FDs in a framework based
on local features.
Another popular contour based methods is the curvature scale space [35] that
has been incorporated in the MPEG-7 visual shape descriptors standard [5].
One limitation with contour based methods is that they tend to be very sensitive to noise. Small changes in the contour may result in big changes in the shape
descriptor making matching impossible. Region based methods are less sensitive
to noise since small changes of the contour leaves the interior relatively unchanged.
However, sometimes the interior does not matter for the matching, i.e. we would
like to be able to match the contour of a normal spotted Dalmatian with the contour of an albino Dalmatian. For a more in depth discussion of pros and cons of
the different approaches see [44].
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Chapter 5

Visual Servoing
The use of visual information for robot control can be divided into two classes
depending on approach; open-loop systems and closed-loop systems. The term
visual servoing refers to the latter approach. This section contains an introduction
to visual servoing adapting the nomenclature from [19, 24].

5.1

Open-loop systems

In an open-loop system, the extraction of visual information is separated from the
task of operating the robot. Information, e.g. the position of the object to be
gripped, is extracted from the image(s). This information is then fed to a robot
control system that moves the robot arm blindly. This requires an accurate inverse
kinematic model for the robot arm as well as an accurately calibrated camera
system. Also, the environment needs to remain static between the assessment
phase and the movement phase.

5.2

Visual servoing

In a system based on visual servoing, visual information is continuously used as
feedback to update the control signals. This results in a system that is less dependent on static environment, calibrated camera(s) etc. Depending on the method
of transforming information into robot action, visual servoing systems are further divided into two subclasses, dynamic look-and-move systems and direct visual
servoing systems.
Dynamic look-and-move systems use visually extracted information as input
to a robot controller that computes the desired joint configurations and then uses
joint feedback to internally stabilize the robot. This means that once the desired
lengths and angles of the joints have been computed, this configuration is reached.
Direct visual servoing systems use the extracted information to directly com21
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Feature
extraction

Figure 5.1: Flowchart for a position based dynamic look-and-move system. ∆x
denotes the deviation between target (xw ) and reached (x) configuration of the
end-effector. All configurations are given in 3D positions for this position based
setup.

xw

∆x
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−

x
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control law

Joint
controller

2D pose
estimation

Feature
extraction

Figure 5.2: Flowchart for an image based direct visual servo system. ∆x denotes the deviation between target (xw ) and reached (x) configuration of the
end-effector. All configurations are given in 2D coordinates for this setup.
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pute the input to the robot, meaning that this approach can be used when no joint
feedback is available.
Both the dynamic look-and-move and the direct visual servoing approach may
be used in a position based or image based way, or in a combination of both. In a
position based approach the images are processed such that relevant 3D information is retrieved in world/robot/camera coordinates. The process of positioning
the robotic arm is then defined in the appropriate 3D coordinate system. In an
image based approach, 2D information is directly used to decide how to position
the robot, i.e. the robotic arm is to be moved to a position defined by image
coordinates. See figure 5.1 and 5.2 for flowcharts describing the different system
architectures.
Further classification can be done based on the placement of the camera(s), e.g.
depending on if the camera is mounted on the robot itself or next to the robot.

5.3

The Visual Servoing Task

The task in visual servoing is to minimize the norm of the deviation vector ∆x =
xw − x, where x denotes the reached configuration and xw denotes the target
configuration. For example, the configuration x may denote position, velocity
and/or jerk of the joints.
The configuration x is said to lie in the task space and the control signal y that
generated this configuration is located in the joint space. The image Jacobian1
Jimg is the linear mapping that maps changes in joint space ∆y to changes in task
space ∆x such that:
∆x = Jimg ∆y.
(5.1)
Let furthermore J denote the inverse image Jacobian, i.e. a mapping from changes
in task space to changes in joint space such that:
∆y = J∆x



J=

∂y1
∂x1

..
.

∂ym
∂x1

...
..
.
...

(5.2)
∂y1
∂xn

..
.

∂ym
∂xn




.

(5.3)

The term inverse image Jacobian does not necessarily mean that J is the mathematical inverse to Jimg . In fact, the mapping Jimg does not need to be injective
and hence not invertible. The word inverse simply denotes that the inverse image
Jacobian is describing changes in joint spaces given wanted changes in task space
while the image Jacobian is describing changes in task space given changes in joint
space.
If the inverse image Jacobian, or an estimate, has been acquired, the task of
correcting for an erroneous control signal is rather simple in theory. If the current
1 The term image Jacobian is used since the task space is often the acquired image(s). The
configuration vector is then the position of features in these images. The term interaction matrix
may sometimes be encountered instead of image Jacobian.
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position with deviation ∆x were originated from the control signal y, the new
control signal is then given as
ynew = y − J∆x.

(5.4)

In a non-ideal situation, the new control signal will most likely not result in the
target configuration. The process of estimating the Jacobian and to update the
control signal needs to be repeated until a stopping criterion is met, e.g. the
deviation is sufficiently small or the number of iterations has reached a prespecified
number.

Chapter 6

Concluding Remarks
Part I of this thesis covered the basics needed for the publications contained in
Part II. This concluding section summarizes the results of the thesis and briefly
discusses possible areas of future research.

6.1

Results

The methods presented in this thesis can be used for implementing different components in a robotic systems guided by visual information. The contributions of
the three included papers are:
We present a new matching scheme for Fourier descriptors in Paper A. This
solution makes it possible to take rotation and index shift into account when computing the sum-of-squared distances without explicitly de-rotating the contours to
be matched.
A newly proposed framework for Bayesian tracking, CBT, is discussed in Paper
B. This framework has been shown to be competitive with respect to tracking
performance compared to particle filters but with the added advantage of being
fully learnable.
In Paper C we show that it is possible to learn how to control a robotic arm
without knowing beforehand how the arm looks like or how it is controlled. This
has been achieved by using visual servoing based on a learned mapping between
action space and perception space.

6.2

Future Work

We plan to further investigate the topics discussed in the included papers. In particular, we are working on extending the CBT framework to allow for incremental
update of the observation and system model.
We are also in the process of combining the different contributions. We are
planning to apply channel based tracking together with the matching scheme for
Fourier descriptors in an embodied object recognition scenario. Finally, we aim
25
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to combine all three topics and utilize this for robot control, i.e. using CBT on
estimates based on Fourier descriptors to replace the heuristic recognition method
included in Paper C.
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Abstract
Fourier descriptors (FDs) is a classical but still popular method for contour
matching. The key idea is to apply the Fourier transform to a periodic representation of the contour, which results in a shape descriptor in the frequency domain.
Fourier descriptors have mostly been used to compare object silhouettes and object
contours; we instead use this well established machinery to describe local regions
to be used in an object recognition framework. We extract local regions using the
Maximally Stable Extremal Regions (MSER) detector and represent the external
contour by FDs. Many approaches to matching FDs are based on the magnitude of
each FD component, thus ignoring the information contained in the phase. Keeping the phase information requires us to take into account the global rotation of
the contour and shifting of the contour samples. We show that the sum-of-squared
differences of FDs can be computed without explicitly de-rotating the contours.
We compare our correlation based matching against affine-invariant Fourier descriptors (AFDs) and demonstrate that our correlation based approach outperforms
AFDs on real world data.

1

Introduction

Fourier descriptors (FDs) [6] is a classic and still popular method for contour matching. The key idea is to apply the Fourier transform to a periodic representation of the
contour, which results in a shape descriptor in the frequency domain. The low frequency components of the descriptor contain information about the general shape of
the contour while the finer details are described in the high frequency components.
Commonly, a one-dimensional parameterization of the boundary is used which enables
the use of the 1D Fourier transform. Higher dimensional approaches have also been
used, e.g. Generalized Fourier descriptors which describe a surface by 2-D Fourier
transform [5]. Different ways for one-dimensional parameterization of the boundary,
e.g. use of curvature, distance to the shape centroid, representing the boundary coordinates as complex numbers etc. have been used with FDs [3].
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Traditionally FDs have been used to compare contours. In this paper we use this
well established machinery to describe local regions to be used in a object recognition
framework. A similar approach has been used by Lietner [8] who used modified FDs
in parallel with SIFT features [9] for object recognition. We extract local regions using
the Maximally Stable Extremal Regions (MSER) detector [10]. The contours of these
regions are either sampled uniformly according to the affine arc length criterion, see
section 3, or transformed with a similarity frame and then sampled in this canonical
frame. We restrict the frame to similarity transformations, i.e. we roughly compensate
for translation, scale and rotation, in order to keep the aspect ratio and hence to have a
greater chance of separating e.g. rectangles of different aspect ratios.
In section 2 we review the theory behind Fourier descriptors. In section 4 we address the matching of FDs and explain why matching on magnitudes only is inferior
to keeping the phase information. We introduce our matching scheme and a preselection step to remove ambiguous descriptors. In section 5 we compare our work to the
Affine-invariant Fourier descriptors (AFDs) [1] on three datasets: Leuven, Boat, and
Graf. Finally, in section 6 we conclude and discuss future work.

2

Fourier Descriptors

In line with Granlund [6], the closed contour c with coordinates x and y is parameterized as a complex valued periodic function
c(l) = c(l + L) = x(l) + iy(l),

(1)

where L is the contour length, usually given by the number of contour samples.1 By
taking the 1D Fourier transform of c, the Fourier coefficients C are obtained as
C(n) =

1
L

Z

L

c(l) exp(−

l=0

i2πnl
) dl ,
L

(2)

where N ≤ L is the descriptor length. A strength of FDs is their behavior under
geometric transformations. The DC component C(0) is the only one that is affected
by translations c0 of the curve c(l) 7→ c(l) + c0 . By disregarding this coefficient, the
remaining N − 1 coefficients are invariant under translation. Scaling of the contour,
i.e. c(l) 7→ ac(l), affects the magnitude of the coefficients and the coefficients can thus
be made scale invariant by normalizing with the energy (after C(0) has been removed).
Without loss of generality, we assume that kCk2 = 1 (k · k2 denoting the quadratic
norm) and C(0) = 0 in what follows.
Rotating the contour c with φ radians counter clockwise corresponds to multiplication of (1) with exp(iφ), which adds a constant offset to the phase of the Fourier
coefficients
c(l) 7→ exp(iφ)c(l)

⇒

C(n) 7→ exp(iφ)C(n) .

(3)

1 We treat contours as continuous functions here, where the contour samples can be thought as of impulses
with appropriate weights.
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Furthermore, if the index l of the contour is shifted by ∆l, a linear offset is added to
the Fourier phase, i.e. the spectrum is modulated
c(l) 7→ c(l − ∆l)

⇒

C(n) 7→ C(n) exp(−

i2πn∆l
) .
L

(4)

When we use the term shift we always refer to a shift in the starting point, this should
not be confused with translation which we use to denote spatial translation of the entire
contour.

3

Sampling of the Contour

We use two different approaches when sampling the contour of a region; uniform and
uniform according to a first order approximation to the affine arc length. In order
to use the affine arc length we reparametrize the contour according to a first order
approximation [1]
Z
1
|x(l)ẏ(l) − y(l)ẋ(l)| dl .
(5)
t=
2 l
Where ẋ(l) and ẏ(l) denotes the derivative in the x and y direction and x(l), y(l) denotes the x and y coordinates. We then sample the contour at unit steps according to
the new parameter t. We use a regularized derivative for estimating ẋ(l) and ẏ(l).

4

Matching of Fourier Descriptors

Since rotation and index-shift result in modulations of the FD, it has been suggested to
neglect phase information in order to be invariant to these transformations. However,
as pointed out by Oppenheim and Lim [14], most information is contained in the phase
and simply neglecting it means to throw away information. Matching of magnitudes
ignores a major part of the signal structure such that the matching is less specific.
According to (3) and (4), the phase of each FD component is modified by a rotation
of the corresponding trigonometric basis function, either by a constant offset or by
a linear offset. Considering the magnitudes only can be seen as finding the optimal
rotation of all different components of the FD independently. That is, given a FD of
length N − 1, magnitude matching corresponds to finding N − 1 different rotations
instead of estimating two degrees of freedom (constant and slope). Due to the removal
of N − 3 degrees of freedom, two contours can be very different even though the
magnitude in each FD component is the same, see figure 1.

4.1

FD Matching Methods

Few authors made considerable efforts to really use the phase when matching FDs. In
the original work [6] Granlund proposes two different methods for taking into account
the global rotation. However, there is no discussion on the effect of phase changes due
to shifting the starting point, which we consider to be the more interesting problem.
Persoon and Fu [16] address shifting and present a technique for estimating the least
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Figure 1: Both contours have the same magnitude in each Fourier coefficient. The only
difference is contained in the phase. A magnitude based matching scheme would return
a perfect match.
squares error for rotation, scale change and shift of the starting point. As such, their
approach is closely related to ours, but they compute the minimum by numerically
finding the roots of the respective derivatives of the quadratic error.
Kuhl and Giardina [7] base their matching on de-rotating the FD according to the
angles estimated from the first order harmonics.2 Obviously, this only works if the first
harmonic locus is elliptic and in case of a circular first harmonic locus, the de-rotation
requires an orientation estimate from the spatial (contour) domain: The orientation of
the point with maximal distance to the center point c(l)−c0 is used for de-rotation. The
classification into circular and elliptic loci is obviously a matter of the noise level, i.e.,
the method might accidentally classify a circular domain as elliptic such that the orientation becomes arbitrary. Furthermore, very thin and lengthy structures are more or less
invisible to the first order harmonics, but have a huge impact on the spatial orientation
estimation variant. The pathologic case is a triangle with a very thin spike at an arbitrary position. If the triangle is equilateral, the orientation depends only on the spike,
and if the triangle is slightly elongated, it is given by the largest median. Changing
the triangle continuously from the former to the latter case gives a discontinuity in the
orientation estimate, and thus, a poor matching result between two triangles belonging
to the first and second case respectively.
Bartolini et al. have a different approach of utilizing the phase information [2].
They normalize the phase information in the descriptor (similar to [7]), and when comparing two descriptors they first use the inverse Fourier transform to reconstruct the
contours. They later apply dynamic time warping in order to obtain a matching score
for these reconstructed contours. In contrast to this approach, our method performs
matching in the Fourier domain.
Arbter et al. proposed the Affine-Invariant Fourier descriptor [1]. They keep the
phase information (depending of the order) and through a product form generate a descriptor that is invariant to affine transformations. They sample the contour uniformly
according to the first order approximation of the affine arc length criterion before the
2 Actually

this method has also been considered in [16].
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descriptor is extracted. This is something we have adopted and evaluated in combination with our correlation based approach. We reimplemented the work of Arbter et al.
in order to be able to compare our correlation approach to the affine-invariant Fourier
descriptor. We have confirmed that our AFD implementation works as intended on
synthetic data. We extracted contours from one of our test images and then applied
affine transformations and index shift on each contour. On these synthetic tests we got
perfect precision-recall curves even under very challenging conditions such as severe
foreshortening. El Oirrak et al. also propose an affine invariant normalization of FDs
[12, 13] but we do not see any significant difference between their work and the work
of Arbter et al.

4.2

Correlation-Based FD Matching

Our approach differs in two respects from the method in [7]: First, we make use of
complex FDs and avoid matrix notation. The components a, b, c, d in [7] correspond to
symmetric and antisymmetric parts of the real and imaginary part of the FD. Second,
we do not try to de-rotate the FDs, but we aim to find the relative rotation between
two FDs, such that the matching result is maximized – similar to [16], but avoiding
numerical techniques. Virtually, this is done by cyclic correlation of the contours, but
due to the complex-valued FDs that we use, the same effect is achieved by multiplying
the FDs point-wise. We start with the complex correlation theorem [15], p. 244–245,
Z ∞
Z ∞
C̄1 (n)C2 (n) exp(i2πn∆l) dn .
(6)
c̄1 (l)c2 (∆l + l) dl =
−∞

−∞

By replacing the infinite integral on the lhs with a finite integral, we obtain
Z L
.
(c1 ? c2 )(∆l) =
c̄1 (l)c2 (∆l + l) dl
=

0
∞
X

C̄1 (n)C2 (n) exp(

n=0

i2πn∆l
) .
L

(7)
(8)

If we replace the inverse Fourier series on the rhs with a truncated series of length N ,
we still obtain the least-squares approximation of the lhs. Surprisingly, this has never
been exploited in context of FD matching before.
We use the correlation theorem to compute the least-squares match of two Fourier
descriptors without explicitly estimating the parameters. We start with assuming c2 (l) =
exp(iφ)c1 (l − ∆l). We compute an approximation of the correlation r12 = (c1 ? c2 )
as the finite inverse Fourier transform F −1
N
i2πn∆l
. X
)
r12 ≈ F −1 {C̄1 · C2 } =
C̄1 (n)C2 (n) exp(
L
n=0

(9)

The least-squares error of matching c1 and c2 under rotations and shifting the origin
(symbolized as T ) is given as (| · | denotes the complex modulus)
min kc1 − T c2 k2 ≈ 2 − 2 max |r12 (l)| .
T

l
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If the parameters of T are to be extracted, they are obtained as the position and the
phase angle of the maximum:
∆l

≈

φ ≈

arg max |r12 (l)|

(11)

arg(r12 (∆l)) .

(12)

l

All approximations become equalities in the case N = ∞.
We will show the previous equalities under this assumption. The approximation
properties then follow from the least-squares optimality of Fourier series. We start
with computing the cross-correlation of c1 and c2 via FDs
r12

= F −1 {C̄1 · C2 }

(13)

i2πn∆l
)}
= F −1 {C̄1 (n) exp iφ C1 (n) exp(−
L
i2πn∆l
= exp iφ F −1 {|C1 (n)|2 exp(−
)}
L
= exp iφ r11 (l − ∆l) .

(14)
(15)
(16)

Since the auto-correlation function r11 is real-valued and has its maximum at 0, the
estimates for ∆l and φ are obtained according to (11) and (12). For the least-squares
error, we obtain due to the normalized FDs
kc1 − T c2 k2 = kc1 k2 + kT c2 k2 − 2(c1 ? T c2 )(0) =

2 − 2 exp(−iφ) (c1 ? c2 )(∆l) = 2 − 2|(c1 ? c2 )(∆l)| . (17)

If c2 is not a transformed c1 , the maximum cross-correlation will be smaller than 1 and
the matching result will be given by the optimal relative de-rotation and shift of the
origin.

4.3

Preselection

Before we match the Fourier descriptors of regions in two images, we try to remove
ambiguous descriptors. As a critertion for this we use the minimum error against all
other regions in the same image emin . If emin < Terr this particular FD is removed.
The minimum error is given as
emin = min min kci − T cj k2
i6=j

T

(18)

where emin is estimated according to (10). Not only do we remove non-discriminative
descriptors, we also reduce the computational time by keeping only a subset of the
available descriptors.

4.4

Postprocessing

After having removed the ambiguous FDs within each image, we match the remaining
ones between the images. Inspired by Lowe [9], we compute the error ratio er between
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the minimum error and the second to minimum error
er =

emin
.
esec

(19)

We use this error ratio as a way to remove insignificant matches. Experimentally we
have found that a threshold of Tr = 0.50 returns 90% correct matches for FDs with our
matching based on correlation. We do the matching in a symmetric way, i.e. we accept
a match only if c1 in image 1 matches with c2 in image 2 and c2 in image 2 matches
with c1 in image 1. The error ratio associated with c1 is given as the higher one of the
two error ratios.

5

Experiments

A common approach for object recognition and pose estimation is to use local affine
features. Features are extracted from views that are to be compared. These local features are then usually used in a voting scheme to find the object or pose hypothesis. We
aim to use FDs in an object recognition framework, and evaluate our approach on the
Leuven, Graf and Boat dataset [11], see Fig. 2. These are common benchmarking sets
used for testing local descriptors. The homography relating two images in a sequence

Leuven

Boat

Graf

Figure 2: The first and third image from each of the three test sets used for evaluation.
are also available. This homography is used to estimate how one local region would
be transformed into the corresponding view. We consider a reported match correct if it
corresponds to a match given by the overlap-criterion used by Mikolajczyk et al. [11].
The given homographies are used solely for generating ground truth. The subsequent
precision-recall curves were generated by varying the threshold for the error ratio er .
As mentioned earlier, we use MSER to detect local regions and two different approaches for sampling the contour. The first approach use the affine length criterion
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while the second approach transforms the region into a canonical frame before sampling. The different steps of region detection and transformation into a canonical frame
are shown in fig 3.
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Figure 3: Upper: The original view. Lower left: The contour extracted in the original
view. Lower right: The contour shown in its canonical frame.
We estimate the FDs for all MSER3 regions in each image and compare the images pairwise. We have evaluated different combinations of Fourier descriptors (Affine Fourier
descriptors of order 0 and 1 (AFD0, AFD1) and ordinary Fourier descriptors with and
without phase information FD/abs(FD)), sampling methods (Affine or Canonical) and
3 The parameters used for the MSER method were minimum margin = 30 and minimum region size = 50.
We used these values for all experiments.
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matching methods (sum of squared differences (SSD), our new correlation method
(Corr)). Hence, FD Corr/Canonical denotes ordinary Fourier descriptors with phase
information sampled in the canonical frame and matched by our correlation method.
For all methods we keep the 51 Fourier coefficients corresponding to the lowest frequencies.
Figure 4-6 show precision-recall curves for the three different data sets. We did not
use the minimum error preselecting criteria when generating the precision-recall curves
since each method would likely remove different regions. We did evaluate the performance with the preselection for a few selected combinations. The resulting precisionmatching curves can be seen in Fig. 7-9.

5.1

Precision-recall without preselection
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Figure 4: Precision-recall curves for the Leuven dataset.

5.1.1

Precison-recall on the Leuven dataset

Fig. 4 shows the precision-recall curves for the Leuven dataset. We match FDs in the
first image of the dataset versus the FDs from the other five images, one image at the
time. The top performers are abs(FD) SSD / Affine followed by FD Corr / Affine. It
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should be noted that the Leuven dataset is supposed to test for lighting changes4 only.
Hence, the rotation between the different images changes very little.
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Figure 5: Precision-recall curves for the Boat dataset.

5.1.2

Precision-recall on the Boat dataset

Fig. 5 shows the precision-recall curve for the Boat dataset. The curves shown are the
cumulative results when matching the first image to the other five. The Boat dataset
contains transformations due to zoom and rotation. We can separate the methods into
three groups. The group with lowest precision-recall result contains all the AFD versions, the second best group contains both phase neglecting versions of the original
Fourier descriptors and the best performers are the original Fourier descriptors when
using our new correlation based matching.
5.1.3

Precision-recall on the Graf dataset

Fig. 6 contains the precision-recall curves for the first image pair in the Graf dataset,
which corresponds to roughly 10 degrees change. Once again, the correlation based
matching schemes performs best, the Corr/Affine method followed by the FD Corr/Canonical.
4 In

reality, the camera aperture and not scene illumination has been changed.
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For larger view changes the performance decreases but the ordering of the methods
stays the same. The breakdown in performance is expected and can be explained by
effects such as foreshortening that is not fully compensated for despite the affine sampling.
Existing matches: 80
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Figure 6: Precision-recall curves for the first image pair in the Graf dataset.

5.2

Precision with preselection

We further evaluated the performance of AFD1 SSD/Affine, AFD0 SSD/Affine, FD
Corr/Affine and FD Corr/Canonical when incorporating the preselection criteria. We
optimized the threshold for each method individually and the thresholds we use are
Terr = 10−4 for AFD0 SSD / Affine, Terr = 5 × 10−4 for AFD1 SSD/Affine, Terr =
10−3 for FD Corr/Canonical and Terr = 10−3 for FD Corr/Affine. Since we remove
different amounts of descriptors and also descriptors belonging to different regions for
each FD method, we cannot generate fair precision-recall curves. We have instead
generated precision-match curves. This allows us to see the precision but also the
amount of matches kept by each method.
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Figure 7: Precision as a function of matches for the Leuven dataset.
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5.2.1

Precision with preselection on the Leuven dataset

We see in Fig. 7 that the precision for AFD0 and AFD1 goes below 90% around 45 and
35 matches. The correlation based FDs are performing equally well and the precision
of the reported matches never go below 90%. This is also true for the Corr/Affine
method even without the preselection, which can be see in Fig. 4. However, all four
methods performs well on this set.
5.2.2

Precision with preselection on the Boat dataset
Boat
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Figure 8: Precision as a function of matches for the Boat dataset.
In Fig. 8 we see a big difference between the AFD and FD corr methods. Both
the precision and number of matches are well higher for the correlation based methods.
We cannot see any big difference between the canonical and affine sampling method
for this dataset.
5.2.3

Precision with preselection on the Graf dataset

The FD Corr/Affine is the method performing best while both the AFD methods perform worst, as can be seen in Fig. 9. For this dataset we can see some difference
between the affine and canonical sampling approach. We also saw this trend in the
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Graf test without the preprocessing. The reason that we can only separate the two approaches on the Graf dataset is likely due to the fact that it is the only one that contains
some, minor, amounts of foreshortening affects. The Leuven and Boat datasets are
relatively free from this.
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Figure 9: Precision as a function of matches for the Graf dataset.

6

Discussion and Future Work

We show that the sum-of-squared differences of Fourier descriptors can be computed
without explicitly de-rotating the contours using a correlation-based technique. We
conclude that using Fourier descriptors to describe the shape of local regions is an
efficient approach, both in matching precision-recall and in speed. Precision-recall is
significantly boosted by keeping the phase information. Computational speed benefits
from the computation in Fourier domain. We suggest FDs to be used in combination
with e.g. a texture descriptor, since the latter captures different aspects of the region
than the FDs.
The standard approach for matching local regions is to cut out patches and describe
them, e.g., using the SIFT descriptor. However, this approach has shown to be problematic when dealing with 3-D scenes with varying background [4]. For the future,
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we plan to apply Fourier descriptors for region matching in 3-D scenes, where the
foreground patch contours are described with FDs.
We have shown that using affine sampling in combination with our correlation
based matching of Fourier descriptors outperforms affine invariant Fourier descriptors
on real world data. The affine invariant Fourier descriptors achieves perfect results on
synthetic data but performs poorly under real world conditions.
Concluding all our experiments we see that the canonical approach is at most as
good as the affine approach. We recommend to use uniform sampling according to
the affine length criterion over uniform sampling in a canonical frame, because the
affine sampling approach does not require the region extraction method to produce an
estimate of the canonical frame. Hence, no problems with circular regions occur and
a larger choice of methods for region or contour extraction is available, such as active
contours.
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Abstract
This work presents a novel object tracking approach, where the motion model
is learned from sets of frame-wise detections with unknown associations. We
employ a higher-order Markov model on position space instead of a first-order
Markov model on a high-dimensional state-space of object dynamics. Compared
to the latter, our approach allows the use of marginal rather than joint distributions,
which results in a significant reduction of computation complexity. Densities are
represented using a grid-based approach, where the rectangular windows are replaced with estimated smooth Parzen windows sampled at the grid points. This
method performs as accurately as particle filter methods with the additional advantage that the prediction and update steps can be learned from empirical data.
Our method is compared against standard techniques on image sequences obtained
from an RC car following scenario. We show that our approach performs best in
most of the sequences. Other potential applications are surveillance from cheap or
uncalibrated cameras and image sequence analysis.

1

Introduction

Object tracking is a common vision problem that requires temporal processing of visual states. Assume that we want to estimate the position of an object moving in 3D
space, given its observed and extracted position (i.e. coordinates) in 2D image data,
taken from an uncalibrated moving camera. Our focus is on temporal filtering, however, this problem is specific to vision-based tracking since the association problem
between visual detections and objects does not exist in many classical sensors, e.g.,
accelerometers.
The output of the proposed method is 2D trajectories of physical objects. The
objects’ dynamics are assumed to be unknown and non-linear and the noise terms nonGaussian. This setting constitutes a hard, weakly-supervised learning problem for the
motion and measurement models since no point-to-point correspondences between the
observations are available. Once learned, the motion models are applied in a Bayesian
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tracking framework to extract trajectories from sequences of sets of detections, i.e.,
also solving the association problem between detections and objects.
The major advantage of our approach compared to other learning methods is that
sets of frame-wise detections with unknown correspondences are much easier to extract than strictly corresponding detections or fully stable tracking of object appearances. We employ a higher-order Markov model on position space instead of a firstorder Markov model on a high-dimensional state-space of object dynamics. Compared
to the latter, our approach allows the use of marginal rather than joint distributions,
which results in a significant reduction of computation complexity. Densities are represented using a grid-based method, where the rectangular windows are replaced with a
smooth Parzen window estimator sampled at the grid points, where sampling is meant
in the signal processing sense (i.e. not stochastic sampling) throughout this paper. This
method is as accurate as particle filter methods [1] with the additional advantage that
the prediction and update steps can be learned from empirical data. The densities are
estimated and processed in the channel representation and thus the employed tracking
approach is called channel-based tracking (CBT).

1.1

Related Work

Relevant literature research can be found in the area of non-linear, non-Gaussian Bayesian tracking [2, 3]. In Bayesian tracking, the current state of the system is represented
as a probability density function of the system’s state space. At the time update, this
density is propagated through the system model and an estimate for the prior distribution of the system state is obtained. At the measurement update, measurements of the
system are used to update the prior distribution, resulting in an estimate of the posterior
distribution of the system state.
Gaussian, (non-)linear Bayesian tracking is covered by (extended) Kalman filtering. Common non-Gaussian approaches are particle filters and grid-based methods [2].
Whereas particle filters apply Monte Carlo methods for approximating the relevant
density function, grid based methods discretize the state-space, i.e., apply histogram
methods for the approximation. In the case of particle filters, densities are propagated
through the models by computing the output for individual particles. Grid-based methods use discretized transition maps to propagate the histograms and are closely related
to Bayesian occupancy filtering [4].
An extension to grid based methods is to replace the rectangular histogram bins
with overlapping, smooth Parzen windows, that are regularly sampled. This method
is called channel-based tracking [1]. CBT implements Bayesian tracking using channel representations [5] and linear mappings on channel representations, so-called associative networks [6]. The main advantage compared to grid-based methods is the
reduction of quantization effects and computational effort. Also, it has been shown
that associative networks can be trained from data sets with unknown element-wise
correspondence [7].
As pointed out above, channel representations are sampled Parzen window estimators [8], implying that CBT is related to kernel-based prediction for Markov sequences [9]. In the cited work, system models are estimated in a similar way as in CBT,
but the difference is that sampled densities make the algorithm much faster. Another
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way to represent densities in tracking are Gaussian mixtures (e.g. [10]) and models
based on mixtures can be learned using the EM algorithm, cf. [11], although the latter
method is restricted to uni-modal cases (Kalman filter) and therefore disregarded.
A vision-specific problem in tracking is the associations of observations and objects, in particular in multiple object tracking [12]. Standard solutions are probabilistic
multiple-hypothesis tracking (PMHT) [13] and the probabilistic data association filter
(PDAF) [14]. Thus, in our experiments, we have been comparing our approach to a
combination of PMHT and a set of Kalman filters, based on an implementation of [15]
and [16], and our own implementation of PDAF.
The main novelties of this paper compared to the approach of CBT as defined in [1]
is: 1: The multi-dimensional state-space is embedded in a probabilistic formulation
(previous work only considered a 1D state and just concatenated channel vectors, leading to sums of densities). 2: The higher-order Markov model for the CBT is embedded
into a first order model. This allows to use the Baum-Welch algorithm to learn models
from datasets without known associations. 3: The Baum-Welch algorithm has been
adapted to using channels. 4: The tracking is applied for visual tracking among multiple objects in a moving camera, and compared to PMHT and PDAF.

1.2

Organization of the Paper

After the introduction, the methods required for further reading are introduced: Bayesian
tracking, channel representations of densities, and CBT. The novelties of this paper are
covered in Section 3: First, probabilistic multi-dimensional formulations for CBT are
considered. Second, the CBT method is extended to embed the higher-order Markov
model into a first order model and we show that it is sufficient to use the marginals
of a higher-order Markov model to track multiple objects. Third, we adapt the BaumWelch algorithm to the CBT formulation. Fourth, we provide empirical evidence that
correspondence-free learning works with the Baum-Welch algorithm applied to the
first-order model embedding. In section 4, the whole algorithm is evaluated on image
sequences acquired from a RC car. In section 5 we discuss the achieved results.

2

Channel-Based Bayesian Tracking

Channel-based tracking (CBT) is a generalization of grid-based methods for implementing non-linear, non-Gaussian Bayesian tracking. Hence we give a brief overview
on Bayesian tracking and channel representations before we describe CBT. The material of this section summarizes the material from [1].

2.1

Bayesian Tracking

For the introduction of concepts from Bayesian tracking we adopt the notation from [2].
Bayesian tracking is commonly defined in terms of a process model f and a measurement model h, distorted by i.i.d. noise v and n
xk = fk (xk−1 , vk−1 ) ,
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The symbol xk denotes the system state at time k and zk denotes the observation made
at time k. Both models are in general non-linear and time-dependent.
The current state is estimated in two steps. First, given the posterior density of the
previous state and all previous observations are known and assuming a Markov process
of order one, the prior density of the current state is estimated in the time update as
Z
p(xk |z1:k−1 ) = p(xk |xk−1 )p(xk−1 |z1:k−1 ) dxk−1 .
(2)
Second, the posterior is obtained from the measurement update as
.Z
p(xk |z1:k ) = p(zk |xk )p(xk |z1:k−1 )
p(zk |xk )p(xk |z1:k−1 ) dxk .

(3)

In the case of non-linear problems with multi-modal densities, two approaches for
implementing (2) and (3) are commonly used: The particle filter and the grid-based
method. Since CBT is a generalization of the grid-based method, we focus on the latter.
Grid-based methods assume a discrete state space such that the continuous densities
are approximated with histograms. Thus, conditional probabilities of state transitions
are replaced with linear mappings. In contrast to [2] where densities were formulated
using Dirac distributions weighted with discrete probabilities, we assume band-limited
densities and apply sampling theory, since this is more consistent with the formulation
of CBT. Sampling the densities p(xk1 |z1:k2 ) gives us
wki 1 |k2 , p(xk1 |z1:k2 ) ∗ δ(xi − xk2 )

k1 , k2 ∈ {k − 1, k}

(4)

where ∗ denotes convolution and δ(xi − x) is the Dirac impulse at xi . Combining (2)
and (4) and applying the power theorem gives us
X ij j
i
wk|k−1
=
fk wk−1|k−1
(5)
j

where fkij = p(xk |xk−1 ) ∗ δ(xi − xk ) ∗ δ(xj − xk−1 ). Accordingly, combining (3)
and (4) results in
X j
j
i
i
wk|k
= hik (zk )wk|k−1
hk (zk )wk|k−1
(6)
j

where hik (zk ) = p(zk |xk ) ∗ δ(xi − xk ). Grid-based methods require the more samples
the higher the upper band limit of the pdf, i.e., the wider the characteristic function
ϕx (t) = E{exp(itT x)}.

2.2

Channel Representations of Densities

The channel representation [5, 17] can be considered as a way of sampling continuous densities or, alternatively, as histograms where the bins are replaced with smooth,
overlapping basis functions b(x), see e.g. [18]. Consider a density function p(x) as a
continuous signal that is sampled with a smooth basis function, e.g., a B-spline. It is important to realize here that the sampling takes place in the dimensions of the stochastic
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variables, not along the time axis k. It has been shown in the literature that an averaging
of a stochastic variable in channel representation is equivalent to the sampled Parzen
window (or kernel density) estimator with the channel function as kernel function [8].
For the remainder of this paper it is chosen as [19]
b(x) ,

2a Y
cos2 (axn ) if
π n

|xn | <

π
,
2a

0

otherwise.

(7)

Here a determines the relative width, i.e., the sampling density. For the choice of a
the reader is referred to [20]. According to [8], the channel representation reduces the
quantization effect compared to ordinary histograms by a factor of up to 20. Switching
from histograms to channels allows us to reduce computational load by using fewer
bins, to increase the accuracy for the same number of bins, or a mixture of both.
For performing maximum likelihood or maximum a posteriori (MAP) estimation
using channels, a suitable algorithm for extracting the maximum of the represented
π
, an optimal algorithm
distribution is required. For cos2 -channels with a spacing of 3a
in least-squares sense is obtained in the one-dimensional case as [19]
x̂k1 = l +

l+2
X

1
wkj 1 |k1 exp(i2a(j − l)) .
arg
2a

(8)

j=l

N -dimensional decoding is obtained by local marginalization in a window of size
3N and subsequent decoding of the N marginals. The index l of the decoding window is chosen using the maximum sum of a consecutive triplet of coefficients: l =
).
+ wkj+2
arg maxj (wkj 1 |k1 + wkj+1
1 |k1
1 |k1

2.3 Channel-Based Tracking
Channel-based tracking (CBT) is defined by replacing the sampled densities (4) with
wki 1 |k2 , p(xk1 |z1:k2 ) ∗ b(xi − xk1 )

(9)

where b(x) is the channel basis function (7). The power theorem which has been used
to derive (5) and (6) does not hold in general if we sample with channels instead of
impulses, because some high-frequency content might be removed. However, if the
densities are band-limited from the start, the regularization by the channel basis functions removes no or only little high-frequency content and (5) and (6) can be applied
for the channel-based density representations as well.
For what follows, the coefficients of (5) are summarized in the matrix Fk = {fkij }
and the coefficients of (6) are summarized in the vector-valued function hk (zk ) =
{hjk (zk )}. Both operators can be learned from a set of training data if both remain
stationary and we remove the time index k (not from zk though): F and h(zk ). The
prior and posterior densities are now obtained by

wk|k−1 = Fwk−1|k−1 ,
wk|k = h(zk ) · wk|k−1 hT (zk )wk|k−1 ,
(10)

where · is the element-wise product, i.e., the enumerator remains a vector.
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In [1] the system model f is learned by estimating the matrix F from the covariance
of the state channel vector. Since the model matrix corresponds to the conditional pdf
and not to the joint pdf, the covariance is normalized with the marginal distribution for
the previous state (see also [21], plugging (3.3) into (2.7))
, K
K
max
max
X
X
T
T
F̂ =
wk|k wk−1|k−1 1
wk−1|k−1
(11)
k=1

k=1

where 1 denotes a one-vector of suitable size and the quotient is evaluated point-wise.
For the initial time step, no posterior of the previous state is available and the time
update cannot be computed using the model matrix above. Instead, the empirical distribution for the initial state is stored and used as w0|0 .
The measurement model h(zk ) and its estimation is not considered in more detail
here, since our experiments are restricted to the case where zk are noisy and cluttered
observations of wk . A more general case of observation models has been considered
in [1]. In summary the algorithm is just iterating (10) and (8) over k.

3

Learning Higher-Order Markov Models

In this section, we generalize (10) for multi-dimensional input.1 In a next step, we
show why higher-order marginalized Markov models are suitable for tracking multiple
objects. We describe further how they can be embedded in a first-order model in order
to apply standard algorithms like the Baum-Welch algorithm [22]. Finally, we explain
how these models can be learned from data without point-wise correspondences.

3.1

Multi-Dimensional Case

Consider the conditional density of a certain state dimension m given N previous states
and apply Bayes’ theorem:
1
N
1
N
m
m
1
N
p(xm
k |xk−1 , . . . , xk−1 ) = p(xk−1 , . . . , xk−1 |xk )p(xk )/p(xk−1 , . . . , xk−1 ) . (12)

Since channel representations of densities are closely related to robust statistics [8] and
since robust matching of states allows to assume mutual independence of the old states
x1k−1 , . . . , xN
k−1 [23], we obtain
1
N
p(xm
k |xk−1 , . . . , xk−1 ) =

N
Y

n
m
(p(xnk−1 |xm
k )/p(xk−1 ))p(xk )

(13)

n=1

and applying Bayes’ theorem once more results in
1
N
m 1−N
p(xm
k |xk−1 , . . . , xk−1 ) = p(xk )

N
Y

n=1

n
p(xm
k |xk−1 ) .

(14)

1 Note that the method proposed in [1], namely to concatenate channel vectors, is not correct in full
generality.
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Note that the new states xm
k still depend on all old states but these conditional densities
are computed by separable products of pairwise conditional densities and a proper
normalization. This factorization is of central importance to avoid a combinatorial
explosion while producing only a small approximation error.
A practical problem is, however, that the densities are represented by channels and
repeatedly multiplying these representations will lead to extensive low-pass filtering of
the true densities. Their product might not even be a valid channel vector!
Considering the basis functions (7) more in detail, it turns out that taking the squareroot of the product of channel vectors is a good approximation of the channel representation of the corresponding density function product
p
(15)
(p1 p2 ) ∗ b(xi ) ≈ (p1 ∗ b(xi ))(p2 ∗ b(xi ))
and whenever multiplying densities in channel representation, we applied a square-root
to the factors. This product is directly related to the Bhattacharyya coefficient [24].

3.2

Higher-Order Markov Models for Tracking

In order to have low computational complexity during runtime and a moderate number
of learning samples during training, joint densities of high-dimensional state spaces
should be avoided. Replacing joint densities with the respective marginals is possible in
case of statistical independence, but in the practically relevant case of tracking multiple
objects, using marginals means to mix up properties from different objects. Instead of
having two objects with two different properties each, one ends up with four objects:
The correct ones and two ghost objects with mixed properties, see below.
The approach to drastically reduce dimensionality is no option either. The state
space should contain sufficiently many degrees of freedom to describe the observed
phenomena. Typical choices for tracking are first or second order Euclidean motion
states or higher-order Markov models, albeit less frequently used. Euclidean motion
states appear more attractive when the system model is to be engineered, since we
are used to thinking in physical models. However, this is not relevant when it comes
to learning systems. Contrary, learning systems are easier to design when the in-data
lives in the same space and hence we consider n-tuples of positions instead of motion
states.
Actually, higher-order Markov models have an important advantage compared to
motion states: In case of several moving objects, it is important to have correspondence between the different dimensions of the motion state, i.e. to bind it to a particular physical object. Otherwise one ends up with a grid of possible (and plausible)
ghost states.The same happens if e.g. a second-order Markov model of position is used
(which corresponds to position and velocity) and correspondence between the consecutive states is lost. However, depending on the absolute placement of the states, the
ghost states quickly diverge into regions outside an area which can be assumed to be
plausible. Furthermore, it is very unlikely that there will be consistent measurements
far away from the correct locations, i.e., the wrong hypotheses will never get support
from measurements. In expectation value sense, all wrong hypotheses will vanish,
which is a direct consequence of the proof in [7]. Hence, if joint densities are no option
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due to computational complexity, the higher-order Markov model is more suitable for
multi-object tracking than motion state spaces. Using higher-order Markov models has
already been proposed in [1], however not in a proper product formulation as derived
in Sect. 3.1.

3.3

Embedding nD Higher-Order Models

Higher-order Markov models depend on more states that just the previous one. In
order to make use of the Markov property, n consecutive states need to be embedded in
a larger state vector. However, as shown in Sect. 3.1, we have to multiply all densities
obtained from different dimensions and time-steps according to (14), i.e., we may not
propagate the new state vectors through a linear mapping. Instead, we obtain
m
wk|k−1
= (wkm )1−N/2

N q
Y

n
Fm
n wk−1|k−1 .

(16)

n=1

What remains is how to learn the models Fm
n , h and the prior. Note that due to the
separable product in (16), all linear models can be learned separately by the BaumWelch algorithm [22] and we omit the indices n and m i what follows.
In its initial formulation, the Baum-Welch algorithm is supposed to work on discrete state spaces. It can thus be applied to grid-based methods, but it has to be modified
according to Sect. 3.1 for being applicable to channel vectors. Hence, all products of
densities occurring in the Baum-Welch algorithm are replaced with square-root products of channel vectors. The α-factor from the algorithm is identical to the update
equations (10) (αk = wk|k ), which are modified accordingly. The β-factor from the
algorithm is computed by propagating backwards through the measurement model and
the system model
βk = (FT (h(zk+1 ) · βk+1 ))T
(17)

where · denotes the element-wise product. Again, all products are replaced with squareroot products in the case of channels.
The computation for the system model update is straightforward, given that the
factors α and β are known
F←

1X
βk+1 · h(zk+1 ) · (Fαk )
k
N

(18)

for a suitable normalization N . The measurement model is implemented as a mapping
to measurement channels, i.e.a matrix as well, and it is updated as
h(z) ←

1X
zk (αk · βk ) .
k
N

(19)

In the tracking evaluation, the β-factor has not been used, due to its anti-causal computation.
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3.4

Correspondence-Free Learning

It has been shown that certain types of learning algorithms on channel representations
do not require element-wise correspondence for learning and that learning becomes
even faster if sets of samples are shown simultaneously [7]. This scenario is exactly
the one that we meet when we try to learn associations of observations and objects:
Detections might fail or might be irrelevant. Consider e.g. Fig. 1 for the type of learning problem that we face: We get detection results without correspondence, including
drop-outs, outliers, and displacements. From these detections we train a system model
and a measurement model. Using these models, we track individual cars through the
sequence.
The correspondence-free learning has been shown in [7] by proving equivalence to
a stochastic gradient descent on the learning problem with correspondence. The central
question here is, whether the Baum-Welch algorithm will lead to a similar result, i.e.,
whether the expectation of the algorithm will be the solution of the learning problem
with correspondence. We will not give a formal proof here, but in the subsequent
section, we will give empirical evidence that this is the case.
The Baum-Welch algorithm is initialized with the covariance-based estimates that
were used in [1]. In our experiments, the algorithm converged after four iterations.
The fact that the algorithm found a model capable of tracking an individual object empirically supports that correspondence-free learning also works in this scenario. Thus,
CBT using Baum-Welch gives a solution for the hard association problem of detections
and objects without additional optimization of discrete assignment problems.

4

Experiments

We evaluated the proposed method in comparison to PMHT [13] and to PDAF [14].
Both methods are extensions to the Kalman filter, which try to overcome the problem of
object tracking in the presence of multiple, false and/or missing measurements. PMHT
uses a sliding window that incorporates previous, current and future measurements and
applies the expectation-maximization approach to get the new state estimates. PDAF
makes probabilistic associations between target and measurements by combined innovation. That is, PDAF makes a weighted update based on all measurements where
the weights are given by the probability for the respective measurement given the current prediction. The experimental setup is illustrated in Fig. 1: From (partly very low
quality) image sequences, each consisting of several hundred frames showing the front
view, we detect cars. These detections are indicated by the colored boxes.
Note that we do not use visual tracking of vehicles by e.g. least-squares, since the
cars might change their appearance significantly from different views, due to shadows,
highlights, change of aspect etc. For detection we use a real-time learned cascade classifier [25]2 . The input to our tracking algorithm is an unsorted list of coordinates with
corresponding likelihood-ratios for each frame. We trained the system in leave-oneout manner on the detections from all sequences except for the respective evaluation
2 We would like to thank our project partners from Prague (J. Matas, T. Werner and A. Shekhovtsov) for
providing the detections.
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Figure 1: Two consecutive frames, 321 (left) and 322 (right), from the first RC car
(rightmost box) sequence with detections (boxes).
sequence. We were only interested in the other RC car in the sequences, i.e., we were
only interested in the primary occurring trajectory.
The parameters were chosen as follows. For the PMHT method, we obtained most
stable results with a motion model including velocity but with constant size; sizechange estimates did not improve the results. For the cost function of an association,
we chose distance instead of probability, since the latter did not give reasonable results
for large parts of the trajectories. The PMHT implementation is based on the implementation3 of [15] and [16]. For the PDAF method, we also obtained the most stable
results with the model described above. We computed the weights of each measurement as the probabilities for the respective measurement given the prediction based
on previous timesteps. For the CBT method, we chose 20 channels per state vector
dimension and a model of order 3.
After some optimization, all three methods delivered reasonable trajectories in all
test cases. However, for PMHT and PDAF the association of detections to the correct
object sometimes failed, e.g., for PMHT around frame 80 in RC1 and for PDAF around
frame 150 in RC1. Figure 2 shows the obtained result for this sequence. The initial
detections are indicated as red crosses, and the obtained results as blue curves. The
accuracy of PMHT is very good in all segments. However, spurious trajectories had
previously been removed by thresholding the length of the trajectories. PDAF shows
slightly worse accuracy but on the other hand suffers less from completely loosing track
of the object. Notice that CBT does not loose track of the object at all and also shows
the best average accuracy in most cases.
The root mean squared error (RMSE) for the three methods compared to manually
labeled ground truth are shown in table 1. In order to make the comparison fair for
PMHT, which is designed to track multiple objects instead of a single object in clutter,
we always choose the reported object that is closest to the ground truth. This means
that we ignore each time PMHT looses track of the object, as long as it reintroduces a
new object at the correct position. We also have included the performance of the pure
detector in the last column. For the detector we used the most likely measurement,
3 http://www.anc.ed.ac.uk/demos/tracker/
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given by the log-likelihood, when there were multiple reported detections.
All results are shown for three different outlier rejection strategies; no rejection,
rejection for outliers larger than 20 and larger than 5. We can see that the performance
of PMHT is slightly better than CBT when we almost disregard outliers, see RCX(5).
CBT is performing best when we put some weight to outliers, RCX(20), and there is
an even greater difference when no thresholding is done, c.f. RCX(∞). Note that when
no target is reported at all, e.g. PMHT frame 350 in RC1, that frame did not contribute
to the RMSE for that method. The CBT kept track of the car in front in nearly all
Table 1: The RMSE of each method compared to manually labeled ground truth. The
number in the paranthesises denotes the maximum deviation that was used. If the actual
deviation was larger it was replaced with this value.
CBT PMHT PDAF Detector
RC1 (∞)
7.3
13.1
18.4
40.43
RC2 (∞)
6.7
15.6
23.3
42.72
RC1 (20)
6.6
8.9
9.1
10.54
RC2 (20)
6.5
7.1
8.5
10.58
RC1 (5)
3.9
3.2
4.0
4.17
RC2 (5)
3.9
3.5
3.9
4.23
cases, until it got out of view. No association problems occurred. Again, the estimates
are very accurate in comparison to the localization of the original detections and in
comparision to the other two methods.

5

Conclusion

We have extended the framework of CBT in several ways. The multi-dimensional case
has been re-formulated in a sound probabilistic approach. The previously suggested
higher-order Markov model has been embedded into a first-order model, allowing to
apply the Baum-Welch algorithm for learning the system model and the measurement
model for the tracking. The learning algorithm itself has been extended and it has been
shown to work on weakly labeled data. The association problem of observations and
objects is solved without additional discrete optimization steps.
The resulting tracking algorithm has been shown to extracting individual objects
from noisy detections of multiple objects and compares favorably with existing techniques. We have discussed the advantages of using marginals of higher-order Markov
models compared to motion states. As a result of working on marginals, the algorithm
runs in full real-time. The proposed method shows best accuracy and robustness in
most of the evaluated sequences.
Potential application areas are visual surveillance from cheap and/or uncalibrated
cameras and image sequence analysis of objects with unknown system models.
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Figure 2: Result on RC car sequences. Left/center/right column shows the result of
CBT/PDAF/PMHT on RC sequence 1. The red crosses indicate the detections and the
blue curve is the result obtained by each method. We have only plotted the result for
the x-axis.
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October 21, 2009
Abstract
In this paper we present a visual servoing method based on a learned
mapping between feature space and control space. Using a suitable recognition algorithm, we present and evaluate a complete method that simultaneously learns the appearance and control of a low cost robotic arm.
The recognition part is trained using an action precedes perception approach. The novelty of this paper, apart from the visual servoing method
per se, is the combination of visual servoing with gripper recognition. We
show that we can achieve high precision positioning without knowing in
advance what the robotic arm looks like or how it is controlled.

1

Introduction

Low cost robotic systems become increasingly available. This requires appropriate methods to control the system despite limitations such as weak servos, no
joint feedback and hysteresis. Classical methods based on modeling the inverse
kinematics are unable to cope with these added challenges. In this paper, we
show that high accuracy positioning can nevertheless be achieved with inexpensive hardware.
In our work we do not assume that the appearance of the robotic arm is
known in advance, which means that the system simultaneously needs to learn
what constitutes the robotic arm, how to recognize the end-effector and how to
control it. We have included a heuristic detection and recognition algorithm in
Appendix A to be able to present a complete method. Learning detection and
recognition is achieved by an action precedes perception approach [11] where we
are using a simulated palmar grasp reflex [23].
To be able to control the robotic arm we use visual servoing based on learning a mapping between feature space and control space. We show both in
simulations and in real world experiments that we can achieve high accuracy.
A Lynx-6 low cost robotic arm, see Fig. 1, has been used for the real world
experiments.
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Figure 1: The Lynx-6 low-cost robotic arm used in real world evaluation.
The paper is organized as follows:
• Section 2 gives a brief overview of related work on recognition, learning
robot control and visual servoing.
• Section 3 deals with learning the control of the low-cost robotic-arm. In
earlier work we have shown that by using visual servoing based on Locally
Weighted Projection Regression (LWPR) [29] we can achieve high precision positioning [18]. The positioning was accurate up to the noise in the
detection of position. In this paper we have replaced the position based
visual servoing used in [18] with imaged based visual servoing.
• In Section 4 we present real world experiments which show that we can
achieve accuracy that is sufficient for simple assembling tasks by combining automatic recognition and visual servoing based on LWPR. For the
real world experiments a 5 DOF robotic arm of Lynx-6 type [2] has been
used.
• Section 5 contains a discussion which reflects advantages and drawbacks
of the proposed method.
• Appendix A presents our method for detecting and recognizing the gripper1 which has been used in the experiments.
1 In

this paper we use the term end-effector synonymously with the term gripper
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2

Related Work

In this paper we address the problem of controlling a robotic arm by visual
servoing without knowing in advance what the robotic arm looks like. The
different aspects of this problem, i.e. uncalibrated visual servoing and generic
visual recognition, have been considered separately in the literature. However,
we are not aware of any paper that performs visual servoing without actually
knowing what the robotic arm looks like.
The approaches by Ognibene et al. [20] and Butz et al. [5] are similar to
ours in that way that they use motor babbling, i.e. spontaneous random movements, to learn how to associate the limbs’ final position with motor commands.
Ognibene et al. use pre-training of the actuator by motor babbling. However,
in their experiments they use a simulator and do not have to deal with the
problem of learning how to recognize the hand, i.e. they are in fact fully aware
of what the robotic arm looks like. Butz et al. are using a hierarchical neural
network structure to learn the inverse kinematics and how to resolve redundancies. They do however not deal with the problem of learning how to acquire the
information regarding the end-effector configuration.
Toussaint and Goerick [26] present an alternative approach to the control
problem. They are using dynamic bayesian networks to infer and emit control
signals, contrary to the more traditional use of modeling observed data. By this
approach they attack the problem of motor planning. They do not address the
issue of learning how to acquire information of the robots configuration.
Jägersand and Nelson [13] are performing combined visual model acquisition
and agent control. They do not explain in detail how they analyze the visual
scene, but they mention a template matching tracker that tracks surface markers
as well as a special purpose tracker which tracks attached targets or small lights.
From their cited technical report [12], it is clear that they are tracking predefined
features, such as attached light bulbs or markers.
Visual servoing based on an estimated inverse image Jacobian is a well established technique, but most reported experiments are using prior knowledge
about the appearance of the robotic arm, e.g. markers, or just computer simulations. Siebel and Kassahun [24] and Buessler and Urban [4] are using neural
networks for learning visual servoing. Siebel and Kassahun are reporting real
world experiments where they use a robotic arm fitted with circular markers
while Buessler and Urban do not present how they obtain the description of the
end-effector.
Farahmand et al. [7] propose two methods for globally estimating the visualmotor Jacobian. Their first method uses a k-nearest neighbor regressor on
previously estimated local models to estimate the Jacobian for a previously
unseen point. If the estimated Jacobian differs more than a certain threshold
from Jacobians that are already in a database, it is added to the database. The
second method is based on a local least squares method. They opt to keep the
history of all robot movements and to estimate the Jacobian from this data
when it is needed. For experiments, they use MATLAB simulations where the
features tracked are the projection of the end-effector position.
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3

Learning to Control a Robotic Arm

Since we do not assume that the appearance of the robotic arm is known beforehand the first thing we need to do is to learn how to recognize the end-effector.
Once this is achieved we can focus on learning how to control the robotic arm.
We discuss the general prerequisites needed for a recognition algorithm in Section 3.1 and we have included a heuristic recognition method in Appendix A
that fulfills these requirements. In Section 3.2 we describe how we can learn a
mapping from feature space to control space. How this mapping can be used for
visual servoing is discussed in Section 3.3. In Section 4.3 we show in real world
experiments that we can achieve good accuracy by combining the autonomous
recognition and learning of control.

3.1

Requirements for Recognition of an End-Effector with
Unknown Appearance

In this section we discuss the requirements we need to impose on a method
that autonomously detects and recognizes the end-effector. What we need is an
algorithm, that given an image of the robotic arm, returns a vector that describes
the configuration. Ideally we would get the image coordinates of sufficiently
many interest points, e.g. the position of each joint and tip of the end-effector,
to be able to uniquely determine the configuration.
If we were to choose manually, the intuitive thing to do would be to choose
a number of physical features, e.g. the tip of the end-effector, that we track
through subsequent frames. Since we do not manually choose which physical
features to track, we might end up using interest points that are counterintuitive
- in the sense that it is hard for a human operator to specify how to position these
points in order to be able to manipulate an object. This makes it impossible to
hard-code how to grip objects. For a learning system this is of no concern, since
the system will learn how to position these partly arbitrary points in order to
manipulate objects. We are only concerned with obtaining a consistent estimate
of the configuration. By consistent we mean that whenever the robotic-arm is in
a given configuration, say c1 , we should end up with the same description of this
configuration. Assume for the moment that the description of the configuration
consist of a single interest point, p, that in configuration c1 corresponds to the
physical feature f 1 . It is fully acceptable if we in another configuration c2 match
our tracked point to another physical feature f 2 . What we do require, is that
every time we are in c1 we match p with f 1 and every time we are in c2 we
match p with f 2 .
In Appendix A we have included a heuristic recognizing method, in order
to be able to evaluate a self contained method that simultaneously learns the
appearance and the control of a robotic arm. This method is used to recognize
the end-effector of a robotic arm without specifying its shape, size, color or texture. The only assumptions we make are that the end-effector is an articulated
object and that we know the motor command that controls the opening and
closing of the end-effector. These assumptions are used for generating training
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data that we will use for learning recognition.
The method described in the appendix is based on template matching [3, 27].
Instead of template matching we could use other features, e.g. SIFT-features
[19] or channel coded feature maps [14]. In that case, the extraction of template
patches, Section A.2, should be replaced by extraction of the chosen feature.
However the restriction to features within the segmented regions of interest
should be kept.

3.2

Locally Weighted Projection Regression

We give a brief introduction of LWPR and introduce the minimum of details
needed in order to be able to explain our visual servoing approach. For a detailed
description we refer the interested reader to [29]. LWPR is an incremental local
learning algorithm for nonlinear function approximation in high dimensional
spaces and has successfully been used in learning robot control [29, 28, 22].
The key concept in LWPR is to approximate the underlying function by local
linear models. The LWPR model automatically updates the number of receptive
fields (RFs), i.e. local models, as well as the location (which is represented by the
RF center c) of each RF. The size and shape of the region of validity (decided
by the distance metric D) of each RF is updated continuously based on the
performance of each model. Within each local model an incremental version of
weighted partial least-squares (PLS) regression is used.
LWPR uses a non-normalized Gaussian weighting kernel to calculate the
activation or weight of RFk (the subscript k will be used to denote that the
particular variable or parameter belongs to RFk ) given query x according to
wk = exp(−

(ck − x)T Dk (ck − x)
).
2

(1)

Note that (1) can be seen as a non-regular channel representation of Gaussian
type if the distance metric Dk is equal for all k [9].
The output of RFk can be written as a linear mapping
ŷk = Ak x + β k,0

(2)

where Ak and β k,0 are known parameters acquired through the incremental PLS. The incremental PLS bears a resemblance to incremental associative
networks [15], one difference being the use of subspace projections in PLS.
The predicted output ŷ of the LWPR model is then given as the weighted
output of all RFs according to
PK

k=1
ŷ = P
K

wk ŷk

k=1

with K being the total number of RFs.
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We have been using LWPR to learn the mapping between the configuration
x of the end-effector and the control signals y. All training data was acquired
through image processing since no joint-feedback was available from the robotic
arm that has been used. To improve accuracy we have combined the moderately
trained LWPR model with visual servoing. That is, we perform the first move of
the robotic arm by querying the LWPR model for the appropriate control signal.
Then we estimate the deviation from the target configuration and correct the
control signal by using visual servoing.

3.3

Visual Servoing Based on LWPR

We use visual servoing [6, 17] to minimize the quadratic norm of the deviation
vector ∆x = xw − x, where x denotes the reached configuration and xw denotes
the desired configuration of the end-effector. The optimizing criteria can thus
be written as
2

min k∆xk .

(4)

yi+1 = yi − J∆xi

(5)

If the current position with deviation ∆xi originates from the control signal
yi , the new control signal is, in accordance to Newton methods, given as

where the Jacobian J is the linear mapping that maps changes ∆x in configuration space to changes ∆y in control signal space2 . When the Jacobian has
been estimated the task of correcting for an erroneous control signal is in theory
straightforward. The process of estimating J and updating the control signal
is performed in a closed loop until some stopping criterion, e.g. small enough
deviation from the target position, has been fulfilled. The entire control scheme
is illustrated in Fig. 3.3. In our case, we get the first control signal from the
trained LWPR model and he visual servoing loop is activated after the first
move.
Using LWPR as a basis for visual servoing is straightforward for the first
iteration. The trained LWPR model gives a number of local linear models from
which the Jacobian can be estimated.
According to (2) each ŷk can be written as
ŷk = Ak (x − xk,c ) + β k,0

(6)

leading to
1

wk ŷk = e− 2 (x−ck )
The derivatives

dwk
dx

and

d(wk ŷk )
dx

dwk
dx

T

Dk (x−ck )

(Ak (x − xk,c ) + β k,0 ).

(7)

are

= −(x − ck )T Dk wk

(8)

2 J is sometimes denoted the inverse image Jacobian or visual-motor Jacobian. We will
simply use the term Jacobian in this paper.
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Figure 2: Illustration of the closed loop control scheme. The box denoted J(x, y)
corresponds to algorithm 1. We use the notation x for estimated configuration,
xw for target configuration and y for the control signal.
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d(wk ŷk )
= −ŷk (x − ck )T Dk wk + wk Ak .
(9)
dx
PK
PK
By setting g = k=1 wk ŷk and h = k=1 wk , see (3), and by using the
quotient rule, dŷ
dx can be written as




dŷ
1 dg
d g
dh
1 dg
dh
= 2
=
h−g
=
− ŷ
(10)
dx
dx h
h
dx
dx
h dx
dx
giving
dŷ
=
dx

PK

k=1 (−ŷk (x

− ck )T Dk wk + wk Ak ) − ŷ
h

PK

k=1 (−(x

− ck )T Dk wk )
(11)

ultimately leading to the expression
dŷ
J(x, ŷ) =
=
dx

PK

k=1

wk (Ak + (ŷ − ŷk )(x − ck )T Dk )
.
PK
k=1 wk

(12)

Once we have an estimate of J we use (5) to obtain the corrected control
signal yi+1 . We use this control signal to move the robotic arm and estimate
the new deviation from the target. If none of our stopping criteria have been
met we need to reestimate the Jacobian and apply (5) to obtain the new estimate yi+2 . In order to estimate the new Jacobian according to (12) we need
b when used as input to
the configuration x that results in the control signal y
LWRP. But we only know this relationship for the first visual servoing iteration
since, for subsequent iterations, our control signal was obtained by (5) and not
as the result of an input to the LWPR model. We propose a static and an
approximative updating approach to solve this problem.
Static approach: The simplest solution is the static approach. The Jacobian is
simply not updated and the Jacobian used in the first step is (still) used in the
following steps. It should be noted that this approach can be expected to work
only if the first estimation of the Jacobian points in the right direction. Still
this approach works fairly well (see Section 4). However, for a poorly trained
LWPR model one can expect the static approach to be less successful.
Approximative updating approach: The somewhat more complex solution treats
the LWPR model as if it was exact. This means that we use the reached position
as query and estimate the Jacobian for this configuration. The pseudo-code
is given in Algorithm 1. The wanted configuration is denoted xw and y =
LWPR(x) means the output from the trained LWPR model given query x. A
threshold  is used to terminate the visual servoing loop if the deviation is small
enough. The procedure is also explained in Fig. 3.
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A : Given the wanted configuration xw we obtain the first prediction y1 . Which results in deviation
∆x1 .

B : The true Jacobian J1 is estimated.
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C : The prediction is updated, giving y2 .

D : y2 results in x2 with deviation
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E : The true Jacobian J2 cannot
be estimated due to the unknown
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F : The approximative Jacobian
e2 is estimated and used to update
J
the control signal.

Figure 3: The approximative updating approach explained. The green line to
the left in each figure represents the true function and the dotted black line to
the right the LWPR approximation.
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Algorithm 1 Approximative Updating of the Jacobian
1: y1 = LWPR(xw )
2: Estimate the reached configuration x1
3: y2 ← y1 − J(xw , y1 )(xw − x1 )
4: for k = 2 to the maximum number of iterations do
5:
Estimate the reached configuration xk
2
6:
if kxw − xk k > 
7:
yk+1 ← yk − J(xk , LW P R(xk ))(xw − xk )
8:
else
9:
done
10:
end if
11: end for

4

Results

This section is divided into three parts. First, in Section 4.1 we make a comparison between LWPR and position based visual servoing on simulated data.
We assume that the appearance of the end-effector is known in advance and we
use 3D coordinates. In this case the accuracy of our visual servoing approach
is limited by noise in the estimated position. In Section 4.2 we confirm that
these results are valid on real world data by showing that the accuracy (once
again) is limited by the noise level also in this case. In the last experiment,
Section 4.3, we present results from image based servoing in combination with
the autonomous recognition of the end-effector, as described in Appendix A.
We show that we can achieve sufficient accuracy for basic assembly tasks.
For all tests we use the reduced 3D task space, denoted 2D+, defined in
the COSPAL project [1]. 2D+ refers to the fact that the end-effector can be
positioned in two different planes only, the grip- and the movement-plane, see
Fig. 4. The approach vector of the end-effector is restricted to be perpendicular
to the ground plane. In our evaluations the task space is further restricted
to a half circle (position based evaluation) or to a quarter circle (image based
evaluation). We are controlling all 5 DOF of the robotic arm but use only the
position of the end-effector to describe the configuration, i.e. for the position
based setup we use the 3D position between the fingers of the end-effector.
The smoothness bias for LWPR is set to 10−5 , the initial learning rate to
50 and the default distance metric to 30I + 0.05, where I denotes the identity
matrix. All 3D positions were measured in mm and the image coordinates are
given in pixels. The same LWPR parameters are used for all experiments.

4.1

Position Based Visual Servoing (Simulator Results)

We implemented a simulator of an ideal version of the same robotic arm that we
use for real world experiments, i.e. we assume perfect servos and perfect inverse
kinematics. We generated training data by randomly positioning the robot arm
in the 2D+ planes. We performed 100 test with 100 testing configurations in
78

Paper C: Simultaneously Learning to Recognize and Control a Robotic Arm

Figure 4: Illustration of the 2D+ scenario. The end-effector, here equipped by
green and red markers, can be moved in two different planes, the movement and
the gripper plane.
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each test. The configurations used for evaluation were not used during training.
Tables 1 and 2 contain the maximum likelihood estimates of the mean absolute error from the target position and corresponding standard deviation from
simulations with and without added Gaussian noise. LWPR denotes that the
trained model was used in a one-shot fashion while I-LWPR denotes that the
model has been updated incrementally. This means that for each position 100
attempts to reach the target were made. The position after each attempt was
used to update the LWPR model and the final position after the 100th attempt
was used. J indicates that the Jacobian of the LWPR model has been used for
visual servoing and Static/Update denotes whether the static or the updating
approach has been used. The stopping criteria for the visual servoing was set
to 20 iterations or a deviation of less than 0.1 mm from the desired position.
2D+ simulated data. Added noise std:
Training points:
500
1000
LWPR
8.90 (4.81) 7.53 (4.01)
I-LWPR
5.90 (4.29) 5.56 (3.78)
J Static
0.34 (1.20) 0.17 (0.52)
J Update
0.29 (0.90) 0.15 (0.40)

0 [mm]
5000
6.46 (3.44)
5.73 (3.40)
0.11 (0.23)
0.09 (0.15)

Table 1: Evaluation on simulated 2D+ scenario when trained on 500, 1000 and
5000 samples. The numbers are the ML estimates of the mean absolute error
from the target position and corresponding standard deviation in mm. 100 test
runts with 100 test points were used. No noise has been used.
The standard deviation of the added Gaussian noise was set to 2.6 mm in
order to match the estimated real world noise level.
2D+ simulated data. Added noise std: 2.6 [mm]
Training points:
500
1000
5000
LWPR
10.10 (4.99) 8.81 (4.27) 7.78 (5.11)
I-LWPR
6.08 (4.40) 5.67 (3.85) 5.70 (4.82)
J Static
2.10 (1.31) 1.90 (0.96) 1.80 (1.08)
J Update
2.00 (1.06) 1.90 (0.85) 1.90 (1.04)
Table 2: Evaluation on simulated 2D+ scenario when trained on 500, 1000 and
5000 samples. The numbers are the ML estimates of the mean absolute error
from the target position and corresponding standard deviation in mm. 100 test
runts with 100 test points were used. Gaussian noise with standard deviation
of 2.6 mm was added to the positions in order to simulate the noise in the
estimation process.
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4.2

Position Based Servoing (Real World Results)

The real world experimental setup consists of a low cost robotic arm of Lynx-6
type, shown in Fig. 1, and a calibrated stereo rig. The end-effector has been
equipped with spherical markers to allow accurate estimation of the configuration. Since we are using a low-cost robotic arm we have to deal with additional
challenges compared to a top-of-the-line robotic arm with challenges such as
weak servos, no joint-feedback and hysteresis. The weak servos are not fully able
to compensate for the effect of gravity, meaning that we have a highly nonlinear
system. Lack of joint-feedback means that all information of the configuration
of the system has to be acquired by external sensors, in our case cameras, and
that we can not use joint-feedback to compensate for the weak servos or hysteresis. The hysteresis effect is highly cumbersome, especially for control policies
based on the inverse kinematics only, since the same control input will result in
different configuration depending on what the previous configuration was.
The noise in estimated positions due to e.g. the robotic arm shaking, noise
in captured images and imperfect segmentation of markers, is assumed to be
Gaussian with zero mean. The standard deviation is estimated to 2.6 mm and
this is also the standard deviation used in the simulations.
The analytical model has been evaluated and verified to be correct on synthetic data and the real world performance has been evaluated on 100 random
positions in the 2D+ space. The analytical model was used in a one-shot fashion, i.e. no visual servoing are used. The estimated mean error was 15.87 mm.
However, we suspect that a slightly better result could be achieved by tedious
calibrating of the parameters of the analytical model. Still, the nonlinear effect
caused by the weak servos and the hysteresis effect makes it very unlikely that
we could achieve a mean error less than 10 mm with the analytical model. The
analytical model relies on an accurate calibration of the stereo rig and on a
correct mapping from camera frame to robot frame. The learned inverse kinematics on the other hand, has been trained with data that has been acquired
including these imperfections.
A summary of the result can be seen in table 3. LWPR denotes the mean
absolute error from the target position when the trained model was used in a
one-shot fashion. J indicates that the Jacobian of the LWPR model has been
used for visual servoing and Static/Update denotes whether the static or the
updating approach has been used. The stopping criteria for the visual servoing
was set to 10 iterations or deviation of less than 1 mm from the desired position.

4.3

Image Based Visual Servoing with Autonomous Recognition

The second real world experimental setup consists of the same low cost robotic
arm that was used in the position based experiments. The spherical markers
have been removed from the gripper and the high resolution cameras have been
replaced with two cheap web cameras. We do not use a calibrated stereo setup
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2D+ Real World. Estimated noise std: 2.6 [mm]
Training points:
100
500
5000
LWPR
16.89 (8.30) 12.83 (4.86) 8.78 (4.44)
J Static
9.83 (8.93)
5.41 (5.23) 1.74 (1.63)
J Update
9.07 (8.29)
4.32 (4.21) 1.65 (1.43)
Analytical solution:
15.87 (3.24)

10 000 3
5.86 (3.05)
-

Table 3: Evaluation on real-world 2D+ scenario. The numbers are the mean
absolute error from the target position and corresponding standard deviation
in mm. 50 test points were used for evaluation except from in the 10k case and
in the analytical case were 100 test positions have been used. Stopping criteria
for the visual servoing was 10 iterations or a deviation less than 1 mm. No
evaluation of the visual servoing methods was done for the 10k case. The level
of accuracy reached for 1k and 5k is as accurate as the noise level permits.

for this experiment. The view from the two web cameras can be seen in Fig. 5.
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Figure 5: The view seen from the two web cameras during the image based
evaluation
The automatic detection and recognition algorithm is fully described in Appendix A. In short, the initialization phase automatically detects and labels
region of interests, ROIs, by using a simulated palmar grasp reflex, see Fig. 6.
From each ROI, we extract a number of template patches which are labeled
according to the ROI they were extracted from. In each new frame the position
of the best match for each template patch is found. Then the median position
of all template patches belonging to the same label is estimated. These coordinates are then used to describe the configuration of the end-effector; which
gives us a total of R coordinates for each image, with R being the number of
3 The LWPR model was trained on a total of 6k unique points. The first 1000 points were
shown (in random order) 5 times and then the additional 5k points were used.
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labels.
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Figure 6: Left: The image of the opened gripper. Right: After the simulated
palmar grasp reflex we get labeled regions of interests.
In the evaluation presented below R = 2, meaning that templates were extracted from two regions, which allow oriented positioning in the 2D+ scenario.
To present an intuitive error measure, and also in order to be able to compare
to the position based experiments, we use the coordinate halfway between the
median positions of the two labels as our final position. This gives us one coordinate in each image that describes the configuration of the robotic arm. The
size of the templates was 15x15 pixels and we used 20 patches for each label.
The template-size was kept fixed and was not adjusted to compensate for scale
changes.
Since we are using two different cameras and the templates are automatically selected, we might end up using different physical features in the different
cameras, i.e. one camera might use templates at the tip of the end-effector
while the other camera might use templates belonging to the base. This complicates things when we evaluate the performance. We cannot simply select a
3D position in space and project this position into the two image planes and
use these coordinates as a target configuration. This could result in trying to
position the tip and the base of the end-effector at the same position, which
is obviously not doable. Instead we have used a configuration already visited,
but omitted during the training phase, as a target configuration. Training data
was obtained by random movements within (near) the 2D+ planes using the
analytical model.
Given a target configuration, the trained LWPR model was queried in order
to obtain the first control signal. This signal was used and the deviation from
the target was estimated. The visual servoing approach was then used with the
end position obtained with LWPR as the starting position for servoing. Typical
trajectories for the visual servoing can be seen in Fig. 7. Note in the second
row how the minimization of the combined deviation makes the deviation in the
right camera increase.
able 4 contains the results from the second series of real world experiments.
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Figure 7: The position after each visual servoing iteration. The red circle indicates the target position and the green cross, at the 0th position, indicated
the position reached by the LWPR model. The left/right column corresponds
to the left/right camera and each row corresponds to one target configuration.
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LWPR denotes the mean absolute error from the target position and corresponding standard deviation, within parenthesis, for the trained LWPR model.
J Update denotes that the updating approach has been used for visual servoing.
A distance of 1 pixel corresponds to roughly 0.5 mm within the reaching area of
the robotic arm (both along the x-axis and along the y-axis) in both cameras.
Training
points:
250
250
500
500
1000
1000

Real world evaluation
Camera
LWPR
J Update
1
2
1
2
1
2

6.64
7.27
8.99
8.74
8.37
6.51

(4.31)
(4.92)
(5.57)
(5.39)
(3.18)
(3.61)

3.08 (2.62)
2.71 (2.40)
4.12 (3.14)
4.06 (3.07)
4.68 (2.26)
3.80 (2.17)

Table 4: Real world evaluation of the image-based visual servoing. Mean absolute error from target position and corresponding standard deviation are given
in pixels. A pixel corresponds to roughly 0.5 mm within the task space. A total
of 250 test points were used for each evaluation.
The obtained errors are, as expected, higher than those when using markers
to describe the configuration. Still, we do achieve sufficient accuracy for simple
object manipulating tasks. It is interesting to note that the highest accuracy was
obtained for the model trained by only 250 training configurations. This is explained by the fact that we continuously replace patches with poor performance
in order to compensate for e.g. light changes. We can expect to replace more
patches when collecting more training data, thus the risk of getting conflicting
information becomes higher. We address this issue in the discussion.

5

Discussion

We have presented a method that allows simultaneous learning of appearance
and control of a robotic arm. Sufficient accuracy for simple assembly tasks
is reached by combining autonomous recognition with visual servoing based
on Locally Weighted Projection Regression (LWPR). We have seen that by
using powerful algorithms we can suffice with inexpensive hardware, such as
web cameras and low-cost robotic arms.
In Section 4.2 we show that the accuracy is limited mainly by noise in the estimated positions when the appearance of the end-effector is known and we use
3D coordinates. In Section 4.3 we show that these conclusions can also be drawn
for image based visual servoing with an end-effector that is unknown in advance.
The restrictions imposed by the 2D+ test scenario avoid problems with multiple valued solutions to the inverse kinematic problem. If the training samples
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form a non-convex set, our linear technique basically fails. This potentially happens for robotic systems with redundant degrees of freedom. For instance, if all
positions would be reachable with servo 1 set to either +π or −π, the linear averaging of the LWPR method predicts the output to 0 for servo 1. Presumably
this can be avoided with a non-linear representation of the signals, e.g. using
the channel representation [10] which allows for multi-modal estimation [8].
Due to the restrictions of our test scenarios we have not encountered any
problem with singularities in control space. However, for the same reasons
as data with ambiguities would be a problem for LWPR, existing singularities
would cause problems. From a theoretical point of view, the same solution based
on channel representation could solve this problem. In a real world setup this
needs to be verified. Due to noise, unstable configurations might occur that
could be dealt with by a finite state machine as a higher level controller. This
is something that should be investigated in future work.
Future work will also include replacing our heuristic recognition algorithm with
a theoretically more profound one. We need to decrease the noise in the estimated configurations in order to increase our real world performance. We have
tried to use a KLT-tracker where the initial tracking features were initialized
by the same method that we use for extracting our patches. However, this
did not turn out better than the described template matching method. Also,
since we do not have any available joint-feedback, it is hard to justify the extra
computational burden required by the KLT-tracker, because we cannot use the
intermediate positions as training data. Only the final position of a movement
can be used for training since it is only for this position we have the corresponding control signals.
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A

Recognition of an End-Effector with Unknown
Appearance

In this appendix we present a method to recognize the end-effector of a robotic
arm without specifying its shape, size, color or texture. The only two assumptions we make is that the end-effector is an articulated object and that we know
which state that controls opening and closing. These assumptions are used to
determine the template patches that we use for recognition.

A.1

Detecting Regions of Interest

The template patches are extracted in two steps. First we detect the regions
of interests (ROIs), secondly we extract a large number of patches within these
ROIs. These patches are evaluated and the best ones are kept. We begin by
estimating a background image Ib in order to detect ROIs. This is done by
moving the robotic-arm out of the field of view and then capturing a number of
images. Letting the mean value represent the background. This could also be
done by e.g. Gaussian Mixture Models [25] or by the use of Kalman-filters [21]
in order to obtain a more advanced model.
After we have obtained Ib , we move the robotic-arm to a random position and
open and close the end-effector. ROIs are found by simultaneous background
segmentation and motion segmentation. As a part of the extraction of ROIs we
use the sum of absolute differences
X
SAD(t, q) =
|t(i) − q(i)| .
(13)
i

The pseudo-code for the automatic extraction of ROIs can be found in Algorithm 2. Images captured when the end-effector is open or closed are denoted
with Io and Ic respectively. Furthermore, Doc denotes the SAD image between
opened image and closed image, and Dob the SAD image between opened image and background image. Before creating the final labeled image we may
use morphological operations, graph-cut [16] or impose some restrictions on the
ROIs, e.g. only keeping homogeneous regions with area larger than a certain
threshold. We use |Ωi | to denote the cardinality of the i : th connected region
in Dbin . The image Dlabel R is the final output of the algorithm. Each pixel in
Dlabel R has a value between 0 and R, meaning that we defined the ROIs as the
pixels where the value is non-zero.
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Algorithm 2 Labeling of ROIs
1: R ← 0 The number of non-overlapping ROIs
2: for every pixel (x,y) in Io do
3:
Dlabel (x, y) ← 0
4:
Dbin (x, y) ← 0
5:
D0l (x, y) ← 0P
6:
Doc (x, y) ← Pi |Io (x, y, i) − Ic (x, y, i)|
7:
Dob (x, y) ← i |Io (x, y, i) − Ib (x, y, i)|
8:
if Doc (x, y) > T and Dob (x, y) > T then
9:
Dbin (x, y) ← 1
10:
end if
11: end for
12: Dbin ← morph(opening,Dbin )
13: Dbin ← morph(dilation,Dbin )
14: for each connected region Ωi in Dbin do
15:
if |Ωi | > Tsize then
16:
Dlabel R+1 = Dlabel R + (R + 1)Ωi
17:
R=R+1
18:
end if
19: end for
Figure 8 to 10 shows the different steps of Algorithm 2. In Figure 8 the original
image is shown together with the final ROIs. Figure 9 contains to the thresholded Doc and Dob . Figure 10 shows the final Dlabel .
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Figure 8: Left: The image of the opened gripper. Right: Final Dlabel R after
imposing requirement of minimum size for ROIs. Here R = 2
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Figure 9: Left: The thresholded Doc Right: The thresholded Dob .
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Figure 10: Left: Dbin after line 8 in Algorithm 2 Right: Dbin after morphological erosion and dilation
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A.2

Choosing Template Patches

Within each ROI, obtained according to Algorithm 2, we extract N randomly
positioned template patches. N typically being in the order of 100. Each tem(r)
plate is denoted tn were n indicates the patch number. The superscript r is
a label indicating from which of the R ROIs the template has been extracted,
e.g. in the example shown in Figure 8 the possible values for r would be 1 or 2
depending on if the template was extracted from the left or the right ROI.
To evaluate the quality of these patches we move the robotic-arm to a random
position and perform the opening and closing procedure to obtain new ROIs.
At each position in the new ROIs we extract a query patch qm of the same size
as the original patches. M being the total number of positions in the ROIs. For
(r)
(r)
(r)
(r)
each of the RN template patches we compute sn , mn , xn and yn according
to:
(r)
s(r)
(14)
n = min SAD(tn , qm )
m∈M

(r)
m(r)
n = argmin SAD(tn , qm )

(15)

m∈M

x(r)
n = x(qm(r) )

yn(r) = y(qm(r) ).

n

(16)

n

(r)

(r)

The lowest SAD score for tn with respect to all qm is denoted sn and the
(r)
index to the query patch corresponding to this score is denoted mn . We as(r) (r)
(r) (r)
sign a position (xn , yn ) to the template patch, where (xn , yn ) is the (x,y)
position of qm(r) . Finally we keep K < N templates belonging to each label.
n

(r)

The K templates are chosen with respect to sn . The RK chosen templates are
used in subsequent frames to detect the end-effector.

A.3

Using the Templates to Recognize the End-Effector

Each time we move the robotic-arm, new ROIs are obtained by background
segmentation. Note that we do not perform the opening-closing procedure described above at this stage. One reason is that it is time consuming, but more
important, the opening-closing is impossible if the end-effector is already holding an object. The ROIs are extracted based only on the difference against the
background image.
(r)

For all RK templates kept in memory, we compute sn and the best corre(r) (r)
sponding position (xn , yn ) according to (14)-(16). This simple procedure will
lead to a number of mismatches but typically we get sufficiently many reliable
matches to determine the position of the end-effector in the images.
We are countinously evaluating the quality of the matches. We use e.g. the
SAD-score and the movement vector. If the cost for a template is too high with
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respect to the SAD-score it is classified as an outlier. If the movement vector
for a template deviates with an angle larger than a threshold from the movement vectors of templates with the same label r, it is also classified as an outlier.
We keep the number of templates in each label constant by extracting new
templates from the current view every time we remove those classified as outliers.
For each template from label r that we remove, we extract a new template patch
near the median position of the templates of class r not classified as an outlier.
By this procedure we are able to cope with changes in scale and illumination
if the changes are not too rapid. The detection result before and after outlier
removal can be seen in Figure 11.
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Figure 11: Left: Before outliers are removed. Right: After outliers have been
removed and after new templates have been extracted.
.
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