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Abstract

This report describes an idea based on the work in [1], where an al-
gorithm for learning automatic representation of visual operators is pre-
sented. The algorithm in [1] uses canonical correlation to find a suit-
able subspace in which the signal is invariant to some desired properties.
This report presents a related approach specially designed for classification
problems. The goal is to find a subspace in which the signal is invariant
within each class, and at the same time compute the class representation
in that subspace. This algorithm is closely related to the one in [1], but
less computationally demanding, and it is shown that the two algorithms
are equivalent if we have equal number of training samples for each class.

Even though the new algorithm is designed for pure classification prob-
lems it can still be used to learn visual operators as will be shown in the
experiment section.

1



Contents

1 Introduction 3

2 Canonical correlation analysis, CCA 3

3 Learning automatic representation 5
3.1 Approach 1: Learning from pairwise examples . . . . . . . . . . . 5
3.2 Approach 2: Associating example with class . . . . . . . . . . . . 6
3.3 Relation between approaches 1 and 2 . . . . . . . . . . . . . . . . 6

4 Experiments 7
4.1 Experiment 1: The XOR problem . . . . . . . . . . . . . . . . . . 7
4.2 Experiment 2: Learning phase invariant local orientation . . . . . 8
4.3 Experiment 3: Learning angle invariant corner orientation . . . . 11

5 Summary and discussion 15

6 Acknowledgment 16

A CCA equivalence theorem 17

2



1 Introduction

Assume we want to design a classification system. To our help we have a num-
ber of training samples, i.e. a number of feature vectors and their corresponding
class. We could put all the training samples in the system memory and use near-
est neighbor classification, but this approach can be computationally complex
and consumes a lot of memory. A common approach to solve these problems
is to try to reduce the vector dimensionality and the number of vectors that
have to be stored in the memory. For example, the dimensionality is sometimes
reduced using PCA to find the most informative subspace in some sense (the
subspace where the feature vectors changes the most). The memory requirement
can be reduced by using only one or a few suitably chosen prototype vectors for
each class.

The idea presented in this report is to combine the search for suitable sub-
space and prototype vectors. The goal is to to find a subspace of the feature
vector space that is invariant within each class, but still sufficient enough to
distinguish between different classes. The automatic representation part in the
title means that we do not care how the projection onto the subspace behaves,
or looks like, as long as it does the job. This is different from for example tra-
ditional neural networks, where we have to define the output representation of
the net manually.

Two different approaches to compute the subspace will be discussed in this
report, both are based on canonical correlation. The first one has been used
before to compute visual operators, see [8, 3, 2, 9, 10, 1, 7]. This approach can
be used for classification as well, but it is not optimal for classification tasks.
The second approach is specially designed for classification tasks and is therefore
less general, but on the other hand it has a lower computational complexity. It
is shown in the appendix that the two approaches are closely related and in
some cases even equivalent.

This report does not contain any traditional classification experiments (ex-
cept the small XOR example in section 4). The intention here is mainly to
introduce the second approach and to show the equivalence with the first one.
But some experiments are still included: The difference between discrete clas-
sification tasks and continuous function problems may not be as large as one
might think. The experiment section shows that the classification algorithm can
be used to learn continuous visual operators.

First, we introduce the canonical correlation concept in section 2. Second,
we explain the two learning approaches in section 3 and discusses the relation
between them. Finally we make some experiments in section 4.

2 Canonical correlation analysis, CCA

Assume that we have two stochastic variables x ∈ C
M1 , y ∈ C

M2 (M1 and M2

do not have to be equal). Canonical correlation analysis, CCA, can be defined
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as the problem of finding two sets of basis vectors, one for x and the other for
y, such that the correlations between the projections of the variables onto these
basis vectors are mutually maximized. For the case of only one pair of basis
vectors we have the projections x = ŵ∗

xx and y = ŵ∗
yy (∗ denotes conjugate

transpose) and the correlation is written as

ρ =
E[xy]√

E[x2]E[y2]
=

w∗
xCxywy√

w∗
xCxxwxw∗

yCyywy

(1)

where Cxy = E[xy∗], Cxx = E[xx∗], Cyy = E[yy∗]. It can be shown that the
maximal canonical correlation can be found by solving the eigenvalue systems
(see [1]): {

CCxŵx = ρ2ŵx , CCx = C−1
xx CxyC−1

yy Cyx

CCyŵy = ρ2ŵy , CCy = C−1
yy CyxC−1

xx Cxy
(2)

The first eigenvectors ŵx1, ŵy1 are the projections that have the highest cor-
relation ρ1. The next two eigenvectors have the second highest correlation and
so on. In total we get min(M1,M2) number of triplets {wxk,wyk, ρk}. It can
also be shown that the different projections are uncorrelated, which means that
each projection carries new information. Only one of the eigenvalue equations
needs to be solved since the solutions are related by{

Cxyŵy = ρλxCxxŵx

Cyxŵx = ρλyCyyŵy

where λx = λ−1
y =

√
ŵT

y Cyyŵy

ŵT
x Cxxŵx

(3)

In practice we estimate the covariance matrices using a limited number of train-
ing samples. Assume we have K number of training sample pairs, {xk,yk}Kk=1,
and let

X =
(

x1 x2 . . . xK
)

Y =
(

y1 y2 . . . yK
) (4)

We can write the estimated covariance matrices as Cxx = XXT , Cxy = XYT ,
etc. To be correct, we should divide with the number of samples, but this do
not affect the canonical correlation solution. It should be stressed that for the
above to be true estimates of the covariance matrices we have to assume zero
means, i.e. E[x] = E[y] = 0. In this report it is assumed that the mean has
been removed beforehand.

It is often desired that the canonical correlation vectors wx and wy are
smooth. This makes the projections more robust to noise and gives a well
behaved interpolation between the training samples. One way to accomplish
this, suggested in [1], is to add noise to the training samples. That will give
a low-pass characteristic of the resulting vectors. This is, from an expectation
point of view, equivalent to adding a proportion of the identity matrix to the
covariance matrices Cxx and Cyy. This is in turn related to regularization
theory. The latter approach will be used in some of the experiments in section
4.
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3 Learning automatic representation

The two approaches will be explained using a very simple classification example
with N = 3 classes and Q = 2 samples in each class. We thus have a total of 6
training samples, denoted as follows:

Class 1: Class 2: Class 3:
a1,a2 b1,b2 c1, c2

(5)

a1, a2, b1, b2, c1, and c2 are feature vectors in some suitable (high-dimensional)
vector space which depend on the application.

3.1 Approach 1: Learning from pairwise examples

In this approach the system is shown pairs of examples that belong to the same
class. If we show every combination of pairs that belong to the same class we
get

X =
(

a1 a1 a2 a2 b1 b1 b2 b2 c1 c1 c2 c2
)

Y =
(

a1 a2 a1 a2 b1 b2 b1 b2 c1 c2 c1 c2
) (6)

or, alternatively

X =
( (

a1 a2
)
P1

(
b1 b2

)
P1

(
c1 c2

)
P1

)
Y =

( (
a1 a2

)
P2

(
b1 b2

)
P2

(
c1 c2

)
P2

) (7)

where

P1 =
(

1 1 0 0
0 0 1 1

)
, P2 =

(
1 0 1 0
0 1 0 1

)
(8)

The latter formulation is mentioned here for pedagogical reasons as an intro-
duction to the more general formulation in theorem 1.

X and Y contain the same sample vectors but in different order. We get
Cxx = Cyy and Cxy = Cyx. The resulting CCA-vectors wx and wy will there-
fore be equal and it is sufficient to compute wx. When we solve the eigensystem
in equation 2 we will hopefully have only a few large eigenvalues ρ2. Assume
for example that we get ρ1 ≈ ρ2 ≈ ρ3 ≈ 1 and ρ4 ≈ ρ5 ≈ . . . ≈ 0. This means
that the subspace spanned by the first three eigenvectors ŵx1, ŵx2, ŵx3 is the
subspace we are looking for. A high correlation in this subspace means that
feature vectors from the same class will project onto fairly the same vector in
this subspace. It should be mentioned that it there is no guarantee that we can
distinguish between the classes using only this subspace.

This approach has been used before to design an algorithm that computes
local orientation invariant to signal phase (2D sine wave patterns are considered
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equal if they have the same orientation, regardless of phase), see [8, 3, 2, 9, 10, 1].
In a similar way an algorithm has also been designed to compute corner orienta-
tion invariant to corner angle, see [7]. In both cases the system finds a suitable
subspace onto which the input vector is projected. The projection is then de-
coded into orientation angle (the decoding function was designed manually).
These two examples are not really classification problems, but as we will see in
section 4 they can in practice be formulated as such.

One problem with this approach is that the number of training pairs grows
quadratically with the number of samples in each class. Each training sample
is presented to the system several times, although each time combined with
different training samples from the same class. A relaxed version can be to
randomly choose a limited number of pairs from each class, but the resulting
performance will be less accurate. In the next section another approach is
suggested, which is less computationally complex. As we will see later, the
second approach is closely related to the first one.

3.2 Approach 2: Associating example with class

Instead of combining pairs of feature vectors belonging to the same class we
show the system a feature vector from a class together with a suitably chosen
representation of that class. Among the most simple representations is a binary
vector where element n corresponds to class n:

X =
(

a1 a2 b1 b2 c1 c2
)

Y =


 1 1 0 0 0 0

0 0 1 1 0 0
0 0 0 0 1 1


 (9)

One modification to the ordinary canonical correlation method is made in
this case: the mean must not be removed from the data in Y.

As in the previous approach, the eigenvectors wxk with the highest canonical
correlation span the subspace onto which the feature vectors x are to be pro-
jected. The corresponding vectors wyk span the subspace onto which the class
representation are to be projected. This projection is the new automatically
designed class representation.

The second approach is to the authors knowledge new. It is somewhat
related to [4] where a more complex class representation was used, although
that problem was not a pure classification problem.

3.3 Relation between approaches 1 and 2

The example-class approach in section 3.2 is limited to pure classification prob-
lems, while the pairwise-example approach in section 3.1 can be used for other
tasks as well. On the other hand, some problems which does not seem like
classification tasks can in practice become such, as we will see in section 4.
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It turns out that the two approaches are actually closely related, and if
we have the same number of training samples in each class they even become
equivalent! This is shown in theorem 1, appendix A. The approaches differs
somewhat when we do not have the same amount of training samples in each
class. The main difference is that in the pairwise-example approach we show
each feature vector as many times as there are samples in the class. This means
that feature vectors in classes containing many samples will have more impact
on the solution if we use the pairwise-example approach compared to if we use
the example-class approach.

The computational complexity of the two approaches depends on the number
of classes, the number of samples in each class, and the dimensionality of the
vector space. Assume that we have N classes, Q samples in each class, and
that the vector space is M -dimensional. Then X and Y becomes M × NQ2

matrices in the pairwise-example approach, and M×NQ and N×NQ matrices
respectively in the example-class approach.

4 Experiments

This section contains three examples of learning automatic representation in
classification using the example-class approach in section 3.2. The first example
is the well known XOR-problem. The remaining two are examples of how one
can design feature detectors for local orientation and corner orientation. These
examples are not new, the feature detectors have previously been designed using
the pairwise-example approach, see [1, 7]. This section merely shows that the
same problems can be solved by using the example-class approach, and that
this approach can have some advantages concerning complexity. Although the
last two applications are not true classification problems, they can in practice
be treated as such.

4.1 Experiment 1: The XOR problem

The XOR problem is a well known classification problem, see e.g. [5]. We have
two classes and two samples in each class, see figure 1.

2

z1

z

Figure 1: The XOR function.
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Let Z denote the matrix with all four samples in the columns and D the corre-
sponding class:

Samples: Z =
(

0 1 0 1
0 0 1 1

)
Corresponding class: D =

(
0 1 1 0

) (10)

In this case it is not enough to use a linear model of the sample vectors. We
can for example use the (fairly general) quadratic model:

x =


 x1

x2

x3


 =


 z2

1

z1z2

z2
2


 (11)

Using the example-class approach in section 3.2 we get

X =


 0 1 0 1

0 0 0 1
0 0 1 1


 , Y =

(
0 1 1 0
1 0 0 1

)
(12)

Let X̃ denote the matrix of sample vectors after removal of the mean mx. We
can then write the matrix CCx in equation 2 as

CCx = (X̃X̃T )−1X̃YT (YYT )−1YX̃T =


 0 −0.5 0

0 1 0
0 −0.5 0


 (13)

Solving the eigensystem of CCx gives ρ1 = 1, ρ2 = 0, and ρ3 = 0. This means
that the subspace we are looking for is spanned by the first eigenvector wx1 =(

1 −2 1
)T . The projection wT

x1x̃ can be rewritten as

wT
x1x̃ = wT

x1(x−mx)
= x1 − 2x2 + x3 −wx1mx

= z2
1 − 2z1z2 + z2

2 − 0.5
= (z1 − z2)2 − 0.5

(14)

and we see that the projection becomes −0.5 if z1 = z2 and +0.5 if z1 6= z2.
The reader can verify for him/her-self that the pairwise-example approach in
section 3.1 would have given the same result.

4.2 Experiment 2: Learning phase invariant local orienta-
tion

This experiment is a replication of the experiment in [1], except that we will
use the example-class approach in section 3.2 instead of the pairwise-example
approach in section 3.2. The goal is to design a system that computes local
orientation invariant to signal phase. 2D sine wave patterns are considered
equal if they have the same orientation, regardless of phase.
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Figure 2: Experiment 1: Top: Example of training images. Bottom: Corre-
sponding Fourier transform.

I // ⇒ i // iiT // ⇒ //x

Figure 3: Experiment 1: Computation of x.

Experiment Setup

The list below contains some facts about the experiment:

• 5×5 images of sine wave patterns with different orientation and phase are
used as training data, figure 2 shows some examples. The period of the
sine patterns is 5 pixels.

• Both orientation and phase ranges between 0◦ − 360◦ in steps of 10◦,
i.e. [0◦ 10◦ 20◦ . . . 350◦]. This gives a total of 36 · 36 = 1296 training
samples.

• As input, x, to the system we use products between image pixels. This is
accomplished by taking the outer product and reshape into a vector, see
figure 3. x will have 52 · 52 = 625 dimensions. In practice, we can reduce
the dimensionality of x to 25(25 + 1)/2 = 325. This is because the outer
product iiT is symmetric and we can therefore remove the elements below
or above the diagonal without loosing any information.

• As input, y, we use a 36× 1 binary vector. Each element corresponds to
one of the 36 orientation angles. yk = 1 means that we have orientation
angle (k+1)10◦. The trick is thus to view each of the 36 orientation angles
as an individual class, even though the orientation angle is a continuous
parameter.

• A small regularization term was added to Cxx, i.e. C = XXT + rI. The
value of the regularization parameter r corresponded to a PSNR of about
20dB.

9



Canonical correlations ρk

0 5 10 15 20 25 30 35
0

0.2

0.4

0.6

0.8

1

xT wx1, xT wx2

   0° 180° 360°

xT wx3, xT wx4

   0° 180° 360°

xT wx5, xT wx6

   0° 180° 360°

xT wx7, xT wx8

   0° 180° 360°

Orientation

Figure 4: Experiment 1: Result after training. Left: Canonical correlations
ρk. Right: Projection of x onto the 8 first canonical correlation vectors as a
function of orientation. Each projection consists of 72 almost identical curves
corresponding to different phase.

X will be of size 325 × 1296 and Y of size 36 × 1296. If we had used the
pairwise-example approach in section 3.1 and shown the system every pair of
images having the same orientation we would have got 36 · 362 = 46656 pairs
of training samples and both X and Y would have the size 325 × 46656. Of
course we do not have to show the system all possible combinations to get a
good result, but the number of necessary training samples will still becomes
fairly high. For example, 6500 pairs was used in [1].

Result and interpretation

The result after training is shown in figure 4. We get 6 significant canon-
ical correlations ρk. The figure also shows the projection of the evaluation data
xe onto the 8 first canonical correlation vectors as a function of orientation.
These are almost identical to the 8 first vectors wyk (wyk are therefore not
shown here). Note that the projections are invariant to phase. The first two
projections are sensitive to the double angle of the orientation, and the orien-
tation angle can for example be decoded as 1

2 arctan(xT wx1/xT wx2).

The projection xT wxk can be interpreted as a function of a set of linear
filters responses on the image I, see figure 5. Figure 6 shows the first 4 filters
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Ek for each of the first two projection vectors wxk. As in [1] we can combine
pairs of the filters to get quadrature filters, see the last row in figure 6.

Without the regularization term we will get many more significant correla-
tions ρk. The regularization helps to eliminate the correlations that are least
robust. Also, the regularization seems to reduce the amount of necessary train-
ing samples. It turns out that it is enough to use only steps of 45◦, giving a total
of only 8 ·8 = 64 training samples (and only 8 classes)! The first two projections
xT wx1 and xT wx2 still behaves as in figure 4, but the following projections are
increasingly worse.

Conclusion

The results in this experiment are comparable to the results in [1]. The
computational complexity is less than in [1] because we use the example-class
learning approach, but on the other hand we have to introduce the somewhat
artificial orientation classes.

4.3 Experiment 3: Learning angle invariant corner orien-
tation

This experiment is a replication of the experiment in [7]. Again, we will use the
example-class approach instead of the pairwise-example approach. The goal is
to design a system that computes corner orientation invariant to corner angle.

Experiment Setup

The list below contains some facts about the experiment:

• 9 × 9 images of corners with different orientation and angle are used as
training data, figure 7 shows some examples.

• Corner orientation ranges between 0◦−360◦ in steps of 10◦. Corner angle
ranges between 60◦−120◦ in steps of 10◦. This gives a total of 36 ·7 = 252
training samples.

• The local orientation in double angle representation, Z, was computed
for each image. In this experiment the double angle representation can is
computed from the image gradient ∇I = (Ix, Iy) as

Z = (Ix + iIy)2 = I2
x − I2

y + i2IxIy (15)

The lower row in figure 7 shows the local orientation on the example
images in the upper row. The border values have been removed in order
to avoid border effects, leaving a size of 5× 5.
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wx // ⇒ Wx// = + +. . .

Wx =λ1e1eT
1+λ2e2eT

2+ . . .

//{λk, ek}

ek // ⇒ //Ek

xT wx = iiT •Wx = iiT •∑
k λkekeT

k =
∑

k λk(iiT • ekeT
k )

=
∑

k λk(iT ek)2 =
∑

k λk(I •Ek)2

Figure 5: Experiment 1: Interpreting wx as linear filters, Ek, on the image
by using eigenvalue decomposition. ’•’ means tensor product, i.e. A • B =∑

i,j aijbij .

Interpretation of wx1 Interpretation of wx2

λk λk

      0 5 10 15 20 25       0 5 10 15 20 25

E1 E2

E3 E4

|DFT(E1 + i ·E3)| |DFT(E2 + i ·E4)|

E1 E2

E3 E4

|DFT(E1 + i ·E3)| |DFT(E2 + i ·E4)|

Figure 6: Experiment 1: Interpretation of wx1 and wx2 as linear filters according
to figure 5.
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Figure 7: Experiment 2: Top: Example of training images. Bottom: Corre-
sponding local orientation in double angle representation, Z.

I // I→ Z // ⇒ //x

Figure 8: Experiment 2. Computation of x.

• As input, x, to the system we use the local orientation Z, see figure 8. x
will have 52 = 25 dimensions.

• As input, y, we use a 36× 1 binary vector. Each element corresponds to
one of the 36 orientation angles. yk = 1 means that we have orientation
angle (k + 1)10◦. The trick is again to view each of the 36 orientation
angles as an individual class, even though the orientation is a continuous
parameter.

• A small regularization term was added to Cxx, i.e. C = XXT + rI. The
value of the regularization parameter r corresponded to a PSNR of about
20dB.

X will be of size 25×252 and Y of size 36×252. If we had used the pairwise-
example approach and shown the system every pair of images having the same
orientation we would have got 36 · 72 = 1764 pairs of training samples and both
X and Y would have the size 25× 1764.

Result and interpretation

The result after training is shown in figure 9. We get 5 significant canon-
ical correlations ρk. The 5 first canonical correlation vectors wxk can be inter-
preted as rotational symmetry filters (see e.g. [6]). The figure also shows the
projection of x onto the 5 first canonical correlation vectors as a function of
corner orientation. The argument of the projection is invariant to corner angle.
The magnitude varies somewhat with respect to the angle. We can for example
decode the corner orientation as the argument of the second projection.
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Canonical correlations ρk
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Figure 9: Experiment 2: Result after training. Top: Canonical correlations
ρk. Middle: The 5 first canonical correlation vectors wxk, and their projection
onto x as a function of corner orientation. Each projection consists of several
curves corresponding to different corner angles. Bottom: The 5 first canonical
correlation vectors wyk.
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Figure 9 also shows the 5 first canonical correlation vectors wyk. These have
a similar behavior to the projections.

As in the previous experiment we have used more training samples than
needed. We can get approximately the same result using an orientation reso-
lution of 45◦ and an angle resolution of 20◦. This gives a total of 8 · 4 = 32
training samples.

Conclusion

The results in this experiment are comparable to the results in [7], but the
computational complexity is much lower.

5 Summary and discussion

This report presents a method to reduce the dimensionality of the vector space
in classification. At the same time we get an automatic representation of the
classes. In loose terms one might say that the system finds a metric between
classes based on the similarity between class members. The result can be com-
puted using one of two approaches. The approaches are closely related but differ
in complexity depending on the number of classes, the number of samples in
each class, and the dimensionality of the vector space.

This report does not contain any traditional classification experiments (ex-
cept the small XOR example). The intention here was mainly to introduce the
example-class approach and to show the equivalence with the previous pairwise-
example approach. We have also shown in the experiment section that the re-
lation between the approaches made it possible for the example-class approach
to be used in tasks where the pairwise-example approach previously has been
used, but now with a lower computational complexity.

Other classifications problems is a topic for future research. Automatic
representation might for instance be useful in image database search. In this
case several keywords are generally attached to each image. Each keyword can
be viewed as a class. They are chosen manually and one person might choose
different keywords than another person for the same class of images. Thus we
can have several classes which in reality should be considered as one class. In
this case one would like to have a method that merges two classes if they have
the same, or similar, class members. This might be possible with the canonical
correlation approach, which finds linear combinations of the classes and two
classes can therefore get the same representation.

One potential problem with the canonical correlation approach is that in
image database search we can have thousands of classes and the matrix inverses
and eigenvalue computations becomes complex. It might be useful to explore
other non-analytical ways to compute the canonical correlations and the pro-
jection vectors.
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A CCA equivalence theorem

Theorem 1 Assume we have N classes and Q samples from each class. Let aq
n

denote a M×1 sample vector from class n. Let An =
(

a1
n a2

n . . . aQ
n

)
de-

note the matrix containing all samples from class n. Let AA =
(

A1 A2 . . . AN

)
denote the matrix containing all samples from all classes. Furthermore, let Kn

denote a N ×Q matrix with ones in row n and zeros otherwise (corresponding
to class n), i.e.

Kn =




0 0 . . . 0
...

0 0 . . . 0
1 1 . . . 1
0 0 . . . 0

...
0 0 . . . 0



← row n (16)

Finally, let P1 and P2 denote the Q×Q2 permutation matrices

Q︷ ︸︸ ︷ Q︷ ︸︸ ︷ Q︷ ︸︸ ︷
P1 =




1 1 . . . 1 0 0 . . . 0 0 0 . . . 0
0 0 . . . 0 1 1 . . . 1 0 0 . . . 0

...
... . . .

...
0 0 . . . 0 0 0 . . . 0 1 1 . . . 1





Q

Q︷ ︸︸ ︷ Q︷ ︸︸ ︷ Q︷ ︸︸ ︷
P2 =




1 0 . . . 0 1 0 . . . 0 1 0 . . . 0
0 1 . . . 0 0 1 . . . 0 0 1 . . . 0

. . . . . . . . .
. . .

0 0 . . . 1 0 0 . . . 1 0 0 . . . 1





Q

(17)

The following two canonical correlation approaches are equivalent:

1.

X =
(

A1P1 A2P1 . . . ANP1

) −M ×NQ2

Y =
(

A1P2 A2P2 . . . ANP2

) −M ×NQ2
(18)

2.

X =
(

A1 A2 . . . AN

) −M ×NQ

Y =
(

K1 K2 . . . KN

) −N ×NQ
(19)
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Proof
Before we show the equivalence, we introduce two new notations and state

some properties:

• Let mn denote the sum (∼ mean) of all samples in class n, i.e. mn = An1,
where 1 =

(
1 1 . . . 1

)T . Let M =
(

m1 m2 . . . mN

)
.

• P1 and P2 have the following properties:

P1PT
1 = P2PT

2 = QI
P1PT

2 = P2PT
1 = 11T (20)

where I is the identity matrix. The proofs are straightforward and are left
out here.

We are now ready to show the equivalence:

1. Using the first approach we get

Cxx = XXT =
∑

n AnP1PT
1 AT

n =
∑

n AnQIKT
n

= Q
∑

n AnAT
n = QAAAAT

Cyy = YYT =
∑

n AnP2PT
2 AT

n =
∑

n AnQIKT
n

= Q
∑

n AnAT
n = QAAAAT

Cxy = XYT =
∑

n AnP1PT
2 AT

n =
∑

n An11T AT
n

=
∑

n mnmT
n = MMT

Cyx = CT
xy = MMT

(21)

The properties of P1 and P2 in equation 20 have been used above.

The canonical correlation vectors wx are computed as the eigenvalues to
the matrix

CCx,1 = C−1
xx CxyC−1

yy Cyx

= 1
Q (AAAAT )−1MMT 1

Q (AAAAT )−1MMT (22)

2. Using the second approach we get

Cxx = XXT = AAAAT

Cyy = YYT =
∑

n KnKT
n = . . . = QI

Cxy = XYT =
∑

n AnKT
n = . . . = M

Cyx = CT
xy = MT

(23)

Some of the steps above (denoted . . . ) are left out. They are easy to
verify and might cause more confusion than clarity if written down here,
the reader can verify them for himself.
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The canonical correlation vectors wx are computed as the eigenvalues to
the matrix

CCx,2 = C−1
xx CxyC−1

yy Cyx

= (AAAAT )−1M 1
QIMT

= 1
Q (AAAAT )−1MMT

(24)

We see that CCx,1 = CC2
x,2. This means that CCx,1 and CCx,2 have the same

eigenvectors. The canonical correlations in the two approaches are related by a
square.

There is one detail concerning removing the mean that has not been men-
tioned in the proof. Removing the mean from the X and Y data in approach
1 and the X data in approach 2 is equivalent to removing the mean from the
data in AA. It is therefore sufficient to assume AA1 = 0. Note that we must
not remove the mean from the Y matrix in approach 2. If we remove that
mean we would not get the equivalence, and furthermore, Cyy would become a
singular matrix (check for yourself) and the inverse would not exist. Hence, Y
in approach 2 does not follow the original canonical correlation method, where
all involved variables are assume to have zero mean. This is not a problem as
long as one is aware of it.

2
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sertation No 531, ISBN 91-7219-202-X.

[2] M. Borga and H. Knutsson. Finding Efficient Nonlinear Visual Operators
using Canonical Correlation Analysis. In Proceedings of the SSAB Sympo-
sium on Image Analysis, pages 13–16, Halmstad, March 2000. SSAB.

[3] M. Borga, H. Malmgren, and H. Knutsson. FSED - Feature Selective Edge
Detection. In Proceedings of 15th International Conference on Pattern
Recognition, volume 1, pages 229–232, Barcelona, Spain, September 2000.
IAPR.

[4] Ola Friman, Magnus Borga, Peter Lundberg, and Hans Knutsson. Canon-
ical Correlation as a Tool in Functional MRI Data Analysis. In Proceed-
ings of the SSAB Symposium on Image Analysis, pages 85–88, Norrköping,
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