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Abstract

In this thesis, the theory of reinforcement learning is described and its relation to learn-
ing in biological systems is discussed. Some basic issues in reinforcement learning, the
credit assignment problem and perceptual aliasing, are considered. The methods of tem-
poral difference are described. Three important design issues are discussed: information
representation and system architecture, rules for improving the behaviour and rules for
the reward mechanisms. The use of local adaptive models in reinforcement learning is
suggested and exemplified by some experiments. This idea is behind all the work pre-
sented in this thesis.

A method for learning to predict the reward called the prediction matrix memory is pre-
sented. This structure is similar to the correlation matrix memory but differs in that it
is not only able to generate responses to given stimuli but also to predict the rewards in
reinforcement learning. The prediction matrix memory uses the channel representation,
which is also described. A dynamic binary tree structure that uses the prediction matrix
memories as local adaptive models is presented.

The theory of canonical correlation is described and its relation to the generalized eigen-
problem is discussed. It is argued that the directions of canonical correlations can be
used as linear models in the input and output spaces respectively in order to represent in-
put and output signals that are maximally correlated. It is also argued that this is a better
representation in a response generating system than, for example, principal component
analysis since the energy of the signals has nothing to do with their importance for the
response generation. An iterative method for finding the canonical correlations is pre-
sented. Finally, the possibility of using the canonical correlation for response generation
in a reinforcement learning system is indicated.
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“We learn as we do
and we do as well as we have learned.”

- Vernon B. Brooks
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1
INTRODUCTION

This chapter begins with a background to the interest in reinforcement learning. Then an
outline of the thesis is given. After that, the notation used in the thesis is presented and
defined. The chapter ends with a section describing learning in general, machine learning
in particular and, as an example of the latter, learning in neural networks.

1.1 Background

The thesis deals with issues concerning learning in artificial systems and I will begin by
addressing the following basic questions:

� What kind of artificial systems are we talking about?

� Why should artificial systems learn?

� What should artificial systems learn?

� How do artificial systems learn?

The artificial systems considered here are response generating systems, i.e. systems that
interact with their environments by generating responses to given stimuli. These systems
can be more or less autonomous, i.e. able to function in dynamic environments. A typical
example of a response generating system is a robot. The word robot is akin to the Czech
word “robota” which means work and, hence, a robot is a machine that does a piece of
work that cannot be done by an animal or a human, or that we do not want them to do.
The number of robots in the world is rapidly growing but their performances are still not
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2 INTRODUCTION

very intelligent. Robots can often manage only one or a few very simple tasks. They
certainly do it fast and with high precision, but they are incapable of handling dynamic
environments, which requires modification of the behaviour.

The only reasonable remedy of this situation is to enable such systems to learn. One rea-
son for this is that it would be extremely difficult, if not impossible, to program a robot
to a performance that resembles intelligence. If they cannot be programmed to an in-
telligent behaviour, the only (known) alternative is learning. Another reason is that if it
is hard to program a robot to handle complex situations in a known environment, it is
even harder to make rules for how it should act in an environment unknown to the pro-
grammer! This reasoning also points to the answer to the question of what these systems
should learn: they should gain knowledge that is difficult or impossible to program and
they should learn to cope with changes in a dynamic environment.

From the above reasoning, we can conclude that the system cannot be dependent on a
teacher who knows all the “correct” responses. If it was dependent on such a teacher and
it was to learn to act in an unknown environment, it would have to be accompanied by
a teacher that already knew how to handle that situation. And if there is a teacher who
knows all the correct responses, the behaviour could be programmed. For this reason
we are interested in systems that learn by “trial and error” (or, perhaps even more to the
point, by “trial and success”). This learning method is called reinforcement learning.

The reinforcement learning algorithms presented in this thesis relates to Hebbian learning
where input and output signals are correlated. The algorithms are intended to be used as
modules in larger systems. These modules can be viewed as local adaptive models, since
they are intended to learn to handle only local parts of the problem to be solved. Some
methods for how to combine these models into larger systems are also suggested.

1.2 The thesis

After a definition of the notations used in the thesis, this chapter ends with an introduc-
tion to learning systems. In chapter 2, reinforcement learning is described. Relations to
learning in biological systems is discussed and two important problems in reinforcement
learning, perceptual aliasing and credit assignment, are described. The important TD-
methods are described and a well known example of TD-methods is presented. Three
important design issues in reinforcement learning are described: information represen-
tation and system architecture, rules for improving the behaviour and rules for the reward
mechanism. The chapter ends with a description of the idea of using local adaptive mod-
els in reinforcement learning and this principle is illustrated with a simple algorithm (pre-
sented at the International Conference on Artificial Neural Networks, ICANN, in Ams-
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terdam 1993 [8]).

In chapter 3, the idea of learning the reward function is presented. First, a particular way
of representing information called channel representation is described. Then, the concept
of order of a function is defined. The outer product decision space is described and the
prediction matrix memory is presented. It is shown to have similarities to the correlation
matrix memory and can be used for predicting rewards as well as generating responses.
A dynamic binary tree algorithm that uses the prediction matrix memory in its nodes is
presented and the chapter ends with some experimental results.

Chapter 4 deals with the theory of canonical correlation. The chapter begins with a mo-
tivation of the choice of liner models that maximizes the correlation between input and
output signals. Then, the generalized eigenproblem is described and shown to be related
to the problem of maximizing certain statistical measures of linear models. One of these
measures is canonical correlation and a novel learning algorithm for finding canonical
correlations is presented. The idea of using this algorithm in reinforcement learning is
discussed and finally some experimental results are presented.

To increase the readability, only those proofs which are crucial for the understanding of
the topics discussed appear in the text. The rest of the proofs appear in appendix A. In
this way I hope to have made the text easy to follow for the reader who does not want
to get too deep into mathematical details and, at the same time, given the proofs space
enough to be followed without too much effort. This has also made it possible to include
proofs that initiated readers may consider unnecessary, without disrupting the text and
to keep the mathematical prerequisite at a minimum. When a statement is proved in the
appendix, the proof is referred to in the text.

1.3 Notation

I will use a notation consequently throughout the thesis assuming that it is familiar to the
reader. This is my choice of notation and since the scientific society is not consequent in
the use of notation, many readers would have chosen a different one. To avoid misun-
derstandings it is presented and explained here.

Lowercase letters in italics (x) are used for scalars, lowercase letters in boldface (x) are
used for vectors and uppercase letters in boldface (X) are used for matrices. The trans-
pose of a vector or a matrix is denoted with a T , e.g. xT . In terms of their components,
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vectors are defined by

v =

0
B@v1...
vn

1
CA ;

where n is the dimensionality of v. The set of reals is denotedR, and Rn denotes an n-
dimensional space of reals. For the scalar product, or the inner product, between vectors

hu j vi �
X
i

uivi � uTv

the latter notation will be used to increase readability. The inner product between two
matrices is defined by

hU j Vi �
X
i;j

uijvij :

Here the first notation is used. The norm kvk of a vector is defined by

kvk �
p
vTv

and a “hat” (v̂) indicates a vector with unit length, i.e.

v̂ � v

kvk :

The outer product is defined by

uvT �

0
B@u1v1 � � � u1vn

...
. . .

...
unv1 � � � unvn

1
CA :

N(�; �) is a normal distribution with mean � and variance � and, consequently, a multi
variate normal distribution with the mean vector m and the covariance matrix C is de-
notedN(m;C). P (�) denotes a probability distribution. Ef�gmeans expectation value.

In general x denotes an input vector and y an output vector, i.e. the input to and out-
put from the system. w and W denotes weight vectors and weight matrices respectively
which means the aggregates of parameters in the system that are altered during the learn-
ing process to finally carry the information or “knowledge” gained by the system.
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1.4 Learning

What is learning?

According to Oxford Advanced Learner’s Dictionary [37], learning is to

“gain knowledge or skill by study, experience or being taught.”

In particular we may consider the knowledge of how to act, i.e. how to respond to certain
stimuli. This knowledge can be defined as behaviour which, according to the same dic-
tionary, is a “way of acting or functioning.” Narendra and Thathachar [61], two learning
automata theorists, make the following definition of learning:

“Learning is defined as any relatively permanent change in behaviour result-
ing from past experience, and a learning system is characterized by its ability
to improve its behaviour with time, in some sense towards an ultimate goal.”

Learning has been studied since the end of the nineteenth century. In 1898 Thorndike [80]
presented a theory in which an association between a stimulus and a response is estab-
lished and this association is strengthened or weakened depending on the outcome of the
response. This type of learning is called operant conditioning. The theory of classical
conditioning presented by Pavlov in 1899 [66] is concerned with the case when a natural
reflex to a certain stimulus becomes a response of a second stimulus that has preceded the
original stimulus several times. In the 1930s Skinner [73] developed Thorndike’s ideas
but claimed, as opposed to Thorndike, that learning was more ”trial and success” than
”trial and error”. These ideas belong to the psychological position called behaviorism.
Since the 1950s rationalism has gained more interest. In this view intentions and abstract
reasoning play an important role in learning. An example of this is Bandura’s theory in
1969 where observation is important for learning. In this thesis, however, I have a more
behavioristic view since I am talking of learning in machines that hardly can have any
intentions or be capable of abstract reasoning, at least not in an every day sense. As will
be seen, the learning principle called reinforcement learning discussed in this thesis have
much in common with Thorndike’s and Skinner’s operant conditioning. Learning theo-
ries have been thoroughly described e.g. by Bower and Hilgard [10].

There are reasons to believe that ”learning by doing” is the only way of learning to pro-
duce responses, as discussed by Wilson and Knutsson [92] or, as stated by Brooks [12]:
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“These two processes of learning and doing are inevitably intertwined; we
learn as we do and we do as well as we have learned.”

An example of this is illustrated in an experiment by Held et. al. [32, 57]. In this exper-
iment people wearing goggles that rotated or displaced their fields of view were either
walking around for an hour or wheeled around the same path in a wheelchair for the same
amount of time. The adaptation to the distortion was then tested. The subjects that had
been walking had adapted while the other subjects had not. A similar situation occurs for
instance when you are going somewhere by car. If you have driven to the same destina-
tion merely once before you may well have easier to find your way than if you never have
driven yourself even if you have traveled the same path several times as a passenger.

1.4.1 Machine learning

We are used to seeing human beings and animals learn, but how can a machine learn?
Well, according to the definitions above, a system (be it a machine, an animal or a human
being) learns if it by experience gains knowledge or changes behaviour. So, obviously
the answer depends on how the knowledge or behaviour is represented.

Let us consider behaviour as a rule for how to generate responses to certain stimuli. One
way of representing this knowledge is to have a table with all stimuli and corresponding
responses. Learning would then take place if the system, through experience, filled in
or changed the responses in the table. Another way of representing knowledge is with
a parameterized model where the output is a function of the input. Learning would then
be to change the parameters of the model in order to improve the performance. This is
the learning method used e.g. in neural networks. Another way of representing knowl-
edge is to consider the input and output space together. Examples of this approach are
an algorithm by Munro [60] that is described in section 2.4.2 and the Q-learning algo-
rithm by Watkins [81]. I call this combined space of input and output the decision space
since this is the space in which the combinations of input and output (i.e. stimuli and re-
sponses) that constitute decisions exist. This space could be treated as a table in which
suitable decisions are marked. Learning would then be to make or change these mark-
ings. The knowledge could also be represented in the decision space as distributions de-
scribing suitable combinations of stimuli and responses [53]. Learning would then be
to change the parameters of these distributions through experience in order to improve
some measure of performance.

Obviously a machine can learn through experience by changing some parameters in a
model or data in a table. But what is the experience and what measure of performance is
the system trying to improve? In other words, what is the system learning? The answers
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to these questions depend on what kind of learning we are talking about. Machine learn-
ing can be divided into three classes that differ in the external feedback to the system
during learning:

� Supervised learning

� Unsupervised learning

� Reinforcement learning

In supervised learning there is a “teacher” that shows the system the desired response for
each stimulus. Here the experience is pairs of stimuli and desired responses and improv-
ing the performance means minimizing some error measure, e.g. the squared difference
between the systems output and the desired output (as in back-propagation).

In unsupervised learning there is no external feedback. The experience consists of a set
of signals and the measure of performance is often some statistical measure of the repre-
sentation, e.g. the variance (as in Oja’s rule), the covariance (as in Hebbian learning [30])
or the correlation (as in chapter 4). Unsupervised learning is perhaps not learning in the
word’s every day sense, since it does not learn to produce responses in the form of useful
actions. Rather, it learns a certain representation which may be useful in further process-
ing. Some principles, however, in unsupervised learning can be useful in other learning
methods, as will be seen in chapters 3 and 4.

In reinforcement learning there is a “teacher”, but this teacher does not give a desired re-
sponse, only a scalar reward or punishment (reinforcement) according to how good the
decision was. In this case the experience is triplets of stimuli, responses and correspond-
ing reinforcements. The performance to improve is simply the received reinforcement.
Reinforcement learning will be discussed further in the next chapter.

1.4.2 Neural networks

Neural networks are perhaps the most popular and well known implementations of arti-
ficial learning systems. There is no unanimous definition of neural networks but they are
usually characterized by a large number of massively connected relatively simple pro-
cessing units. Learning capabilities are often understood even if they are not explicit.
One could of course imagine a “hard wired” neural network incapable of learning. While
the reinforcement learning systems in this thesis are not neural networks in the architec-
tural meaning they are, like neural networks, parameterized models and the learning rules
are similar to those in neural networks. For this reason neural networks and two related
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learning methods are described here. This section may be skipped by readers already
familiar to neural networks.

.

.

.

.

x
x

x

1

2

i

yf()Σ

w

w

w

1

2

i

.

.

Figure 1.1: The basic neuron. The output y is a non-linear function f of a weighted sum
of the inputs x.

The processing units in a neural network are often called neurons (hence, the name neural
network) since they were originally designed as models of the nerve cells (neurons) in
the brain. In figure 1.1 an artificial neuron is illustrated. This basic model of an artificial
neuron was proposed in 1943 by McCulloch and Pitts [56] where the non-linear function
f was a Heaviside (unit step) function, i.e.

f(x) =

8><
>:
0 x < 0

(1=2 x = 0)

1 x > 0

(1.1)

An example of a neural network is the two-layer perceptron illustrated in figure 1.2 which
consists of neurons like the one described above connected in a feed forward manner. The
neural network is a parameterized model and the parameters are often called weights. In
the 1960s Rosenblatt [70] presented a supervised learning algorithm for a single layer
perceptron. In 1969, however, Minsky and Papert [58] showed that a single layer per-
ceptron failed to solve even some simple problems, such as e.g. the Boolean exclusive-or
function. While it was known that a three-layer perceptron can represent any function,
Minsky and Papert doubted that a learning method for a multi-layer perceptron would
be possible to find. This finding almost extinguished the interest in neural networks for
nearly two decades until the 1980s when learning methods for multi-layer perceptrons
were developed. The most well known method is back-propagation presented in a Ph.D.
thesis by Werbos in 1974 [82] and later presented in 1986 by Rumelhart, Hinton and
Williams [71].

The back-propagation algorithm is presented in the following section as an example of
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Figure 1.2: A two-layer perceptron with a two-dimensional input and a three-
dimensional output.

supervised learning in neural networks. After that, an example of unsupervised learning
in neural networks known as feature mapping is presented. Reinforcement learning will
be described in the next chapter.

Back-propagation

Back-propagation is a supervised learning algorithm for multi-layer feed-forward neu-
ral networks with differentiable nonlinearities, usually some kind of sigmoid function. I
will give a brief description of this algorithm partly because it is probably the most well-
known learning algorithm in neural networks and partly because it is a good example of
supervised learning. Back-propagation will also be referred to later in the thesis.

Consider a two-layer network like the one in figure 1.2 consisting of neurons as described
in figure 1.1. The aim of the algorithm is to find a setting of the weights w such that the
mean square error between the output vector y and the desired output d is minimized.
Back-propagation can shortly be described as calculating the partial derivatives of the
weights with respect to the squared error and updating the weights in the opposite di-
rection of these derivatives. The errors are propagated back through the network. Let
x = (x1; x2; : : : ; xn)

T be the input vector, yi = (yi1; yi2; : : : ; yim)T the output vector
from layer i and wij = (wij1; wij2; : : : ; wijk)

T the weight vector in unit j in layer i.
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The output from unit i in the first layer is calculated as

y1i = f
�
wT
1ix
�

(1.2)

and from unit j in the second layer as

y2j = f
�
wT
2jy1

�
:(1.3)

f is a sigmoid function, e.g.

f(s) =
1

1 + e�s
:(1.4)

Let the desired output vector be denoted d. The squared error of the output is

e2 = ky2 � dk2:(1.5)

The derivative of the weight vector in node j in the second layer with respect to the
squared error is then

@e2

@w2j
= 2(y2j � dj)f

0(wT
2jy1)y1;(1.6)

where f 0 is the derivative of the sigmoid function. To calculate the derivatives of the
weights in the first layer we use the chain rule:

@e2

@w1i
=
X
j

@e2

@y1j

@y1j

@w1i

=
X
j

2(y2j � dj)f
0(wT

2jy1)w2jif
0(wT

1ix)x:

(1.7)

Now, back-propagation simply tries to minimize the sum of the squared errors by chang-
ing the weights in the opposite direction of the gradient of the mean square error with
respect to the weights, i.e. it makes a gradient search. It does this by, for each input-
output pair, changing the weight vectors with an amount�w proportional to the partial
derivatives of e2 with respect to the weights:

�wij = �� @e2

@wij
(1.8)

where � is an “update factor” that controls the step size. If � is sufficiently small, it can
be shown (see e.g. [29]) that this rule on the average is a gradient descent on the mean
square error function.
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Feature mapping

As an example of unsupervised learning, we will look at the “Self-Organizing Feature
Map” (SOFM) developed by Kohonen [51]. The SOFM uses competitive learning which
means that only one output unit a time can be active. This is the main difference be-
tween feature mapping and Hebbian learning [30]. The idea is to map anm-dimensional
space into an n-dimensional map so that “similar” inputs activate adjacent output nodes.
Hence, the SOFM is a topology preserving map. Often m > n so that the SOFM per-
forms dimensionality reduction.

x xx1 2 3

Figure 1.3: A two-dimensional single-layer feature map with nine nodes and a three-
dimensional input.

In figure 1.3 an example of a two-dimensional SOFM is illustrated. All inputs are con-
nected to all units. The input vector x is connected to unit (i; j) through the weight vector
w(i;j). The output is generated by activating the output node whose weight vector have
the smallest Euclidean distance to the input vector. The learning rule is quite simple. For
each input vector a winner node (i; j)� is selected and the weights are changed according
to

�w(i;j) = �h ((i; j); (i; j)�) (x�w(i;j))(1.9)

where � is an update factor that controls the learning speed and h((i; j); (i; j)�) is a
“neighbourhood function” which is 1 when (i; j) = (i; j)� and decreases as
k(i; j) � (i; j)�k increases. This means that the winner node will be more updated to-
wards the input than the other nodes and the nodes close to the winner node will be more
updated than the ones further away. During learning, the update factor and the size of
the neighbourhood function decrease. The mapping converges to a shape such that re-
gions in the input space that have a high signal probability density will be represented by
a larger number of units than more sparse regions.

The SOFM is closely related to another algorithm by Kohonen called “Learning Vector
Quantization” (LVQ) [52] which, however, is a supervised learning algorithm. Another
well-known example of unsupervised learning is Oja’s rule [63] which performs principal
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component analysis. This algorithm is an example of Hebbian learning which will be
discussed in chapter 4.



2
REINFORCEMENT LEARNING

In this chapter, the basics of reinforcement learning are presented. Differences and rela-
tions between reinforcement learning and other learning paradigms are described and the
relation to learning in natural systems is discussed. In section 2.2, two important prob-
lems in reinforcement learning, perceptual aliasing and credit assignment, are described.
The relation between evolution and reinforcement learning is discussed in section 2.3.
Three basic issues in the design of reinforcement learning systems are described in sec-
tion 2.4. These issues are information representation and system architecture, rules for
improving the behaviour and rules for the reward mechanisms. In section 2.5, an es-
tablished class of methods called temporal difference methods that handles the temporal
credit assignment problem is described. A well known reinforcement learning system
that solves the pole balancing problem is presented. Finally, in section 2.6 the idea of
local adaptive models is presented and illustrated in a simple experiment.

2.1 Introduction

Reinforcement learning can be seen as a form of supervised learning, but there is one
important difference; while a supervised learning system is supplied with the desired re-
sponses during its training, the reinforcement learning system is only supplied with a
quality measure of the system’s overall performance (figure 2.1). In other words, the
feedback to a reinforcement learning system is evaluative rather than instructive as in
supervised learning. This quality measure may in many cases be easier to obtain than
a set of “correct” responses. Consider for example the situation when a child learns to
bicycle. It is not possible for the parents to explain to the child how it should behave, but
it is quite easy to observe the trials and conclude how good the child manages. There is
also a clear (though negative) quality measure when the child fails. This is perhaps the

13
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main reason for the great interest in reinforcement learning in autonomous systems and
robotics. The teacher does not have to know how the system should solve a task but only
be able to decide if (and perhaps how good) it solves it. Hence, a reinforcement learning
system requires feedback to be able to learn, but this is a very simple form of feedback
compared to what is required for a supervised learning system. In some cases, the task
of the teacher may even become so simple that it can be built into the system. For exam-
ple, consider a system that is only to learn to avoid heat. The “teacher” in this case may
consist only of a set of heat sensors. In such a case, the reinforcement learning system is
more like an unsupervised learning system than a supervised one. For this reason, rein-
forcement learning is often referred to as a class of learning systems that lies in between
supervised and unsupervised learning systems.

y

r

x y

y

Reinforcement learning Supervised learning

x

Figure 2.1: The difference between reinforcement learning and supervised learning.
Both systems can be seen as a mapping from a vector x to a vector y. The difference
is the feedback. In the reinforcement system, the feedback is a scalar r that is a quality
measure, while in the supervised system the feedback is a vector ~y that is the desired
output.

A reinforcement, or reinforcing stimulus, is defined as a stimulus that strengthens the
behaviour that produced it. As an example, consider the procedure of training an animal.
In general, there is no point in trying to explain to the animal how it should behave. The
only way is simply to reward the animal when it does the right thing. If an animal is
given a piece of food each time it presses a button when a light is flashed, it will (in most
cases) learn to press the button when the light signal appears. We say that this behaviour
has been reinforced. We use the food as a reward to train the animal. Of course, it is not
the food itself that reinforces the behaviour, but a biochemical process of some sort in the
animal, probably originating from what is often referred to as the pleasure centre in the
brain1, that makes the animal feel comfortable or satisfied. In other words, there is some
mechanism in the animal that generates a reinforcement signal when the animal gets food

1The pleasure centre is believed to be centred in a part of the frontal brain called nucleus accumbens septi.
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(at least if it is hungry) and when it has other experiences that in some sense are good for
the animal (i.e. increase the probability for the reproduction of its genes). Experiments
were made in the 1950s by Olds [64] where the pleasure centre was artificially stimulated
instead of giving a reward. In this case, the animal was even able to learn behaviours that
were even destructive to the animal itself.

In the example above, the reward (piece of food) was used merely to trigger the reinforce-
ment signal. In the following discussion of artificial systems, however, the two terms
have the same meaning. In other words, we will use only one kind of reward, namely the
reinforcement signal itself, which we in the case of an artificial system can allow us to
have direct access to without any ethical considerations. In the case of a large system,
one would of course want the system to be able to solve different routine tasks besides
the main task (or tasks). For instance, suppose we want the system to learn to charge
its batteries by itself. This behaviour should then be reinforced in some way. Whether
we put a box into the system that reinforces the battery-charging behaviour or we let the
charging device or a teacher deliver the reinforcement signal is a technical question more
than a philosophical one. If, however, the box is built into the system we could train it,
for instance, to press a button whenever it sees a light signal by rewarding that behaviour
with some electricity.

Since reinforcement learning is associated with learning among animals (including hu-
man beings), many people find it hard to see how a machine could learn by this “trial
and error” method. A simple example created by Donald Michie in the 1960s, where a
pile of match-boxes “learns” to play noughts and crosses, illustrates that even a simple
“machine” can learn by trial and error. The “machine” is called MENACE (Match-box
Educable Noughts And Crosses Engine) and consists of 288 match-boxes, one for each
possible state of the game. Each box is filled with a random set of coloured beans. The
colours represent different moves. Each move is determined by the colour of a randomly
selected bean from the box representing the current state of the game. If the system wins
the game, new beans with the same colours as those selected during the game are added
to the respective boxes. If the system loses, the beans that were selected are removed. In
this way, after each game the possibility of making good moves increases and the risk of
making bad moves decreases. Ultimately, each box will only contain beans representing
moves that have led to success.

There are some notable advantages with reinforcement learning compared to supervised
learning besides the obvious fact that reinforcement learning can be used in some sit-
uations where supervised learning is impossible (e.g. the child learning to bicycle and
animal learning examples above). The ability to learn by receiving rewards makes it
possible for a reinforcement learning system to become more skillful than its teacher.
It can even improve its behaviour by training itself, as in the backgammon program by
Tesauro [79]. A reinforcement learning system is more general than a supervised learning
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system in the sense that supervised learning can emerge as a special case of reinforcement
learning. A task for a supervised learning system can also always be reformulated to fit
a reinforcement learning system simply by mapping the error vectors to scalars, e.g. as a
function of the magnitudes of the errors vectors. The possibility of combining reinforce-
ment learning and supervised learning will be discussed in chapter 3.

On the other hand, new problems also arise. They will be discussed in the following
section.

2.2 Problems in reinforcement learning

This section describes two problems in learning. The first problem, called perceptual
aliasing, deals with the problem of consistency in the internal representation of external
states. The second problem is called the credit assignment problem and deals with the
problem of consistency in the feedback to the system during learning. These problems
are present in learning in general but especially in reinforcement learning.

2.2.1 Perceptual aliasing

A learning system perceives the external world through a sensory subsystem and repre-
sents the set of external states SE with an internal state representation set SI . This set
can, however, rarely be identical to the real external world state set SE . To assume a
representation that completely describes the external world in terms of objects, their fea-
tures and relationships, is unrealistic even for relatively simple problem settings. Also,
the internal state is inevitably limited by the sensor system, which leads to the fact that
there is a many-to-many mapping between the internal and external states. That is, a state
se 2 SE in the external world can map into several internal states and, what is worse, an
internal state si 2 SI could represent multiple external world states. This phenomenon
was defined by Whitehead and Ballard [86] as perceptual aliasing.

Figure 2.2 illustrates two cases of perceptual aliasing. One case is when two external
states s1e and s2e maps into the same internal state s1i . An example of this is when two
different objects appear to the system as identical. This is illustrated in view 1 in figure
2.3. The other case is when one external state s3e is represented by two internal states
s2i and s3i . This happens, for instance, in a system consisting of several local adaptive
models if two or more models happen to represent the same solution to the same part of
the problem.
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Figure 2.2: Two cases of perceptual aliasing. Two external states s1e and s2e are mapped
into the same internal state s1i and one external state s3e is mapped into two internal states
s
2
i and s3i .

Perceptual aliasing may cause the system to confound different external states that have
the same internal state representation. This type of problem can cause a response gener-
ating system to make the wrong decisions. For example, let the internal state si represent
the external states sae and sbe and let the system take an action a. The expected reward for
the decision (si; a) to take the action a given the state si is now estimated by averaging
the rewards for that decision accumulated over time. If sae and sbe occur approximately
equally often and the actual accumulated reward for (sae ; a) is greater than the accumu-
lated reward for (sbe; a), the expected reward will be underestimated for (sae ; a) and over-
estimated for (sbe; a), leading to a non-optimal decision policy.

There are cases when this is no problem and the phenomenon is a feature instead. This
happens if all decisions made by the system are consistent. The reward for the decision
(si; a) then equals the reward for all corresponding actual decisions (ske ; a), where k is
an index for this set of decisions. If the mapping between the external and internal worlds
is such that all decisions are consistent, then it is possible to collapse a large actual state
space into a small one where situations that are invariant to the task at hand are mapped
onto one single situation in the representation space. In general, this will seldom be the
case and perceptual aliasing will be a problem.

Whitehead [87] has presented a solution to the problem of perceptual aliasing for a re-
stricted class of learning situations. The basic idea is to detect inconsistent decisions by
monitoring the estimated reward error, since the error will oscillate for inconsistent deci-
sions as discussed above. When an inconsistent decision is detected, the system is guided
(e.g. by changing its direction of view) to another internal state uniquely representing the
desired external state. In this way, all actions will produce consistent decisions, see figure
2.3. The guidance mechanisms are not learned by the system. This is noted by Whitehead
who admits that a dilemma is left unresolved:
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Figure 2.3: Avoiding perceptual aliasing by observing the environment from another di-
rection.

“In order for the system to learn to solve a task, it must accurately represent
the world with respect to the task. However, in order for the system to learn
an accurate representation, it must know how to solve the task.”

2.2.2 Credit assignment

In all complex control systems, there might exist some uncertainty in how to deliver
credit (or blame) for the control actions taken. This uncertainty is called the credit as-
signment problem [59]. Consider, for example, a political system. Is it the trade politics
or the financial politics that deserves credit for the increasing export? We may call this
a structural credit assignment problem. Is it the current government or the previous one
that deserves credit or blame for the economic situation? This is a temporal credit as-
signment problem. Is it the society or the individual criminals that are to be blamed for
the violence? This is what we may call a hierarchical credit assignment problem. These
three types of credit assignment problems are also encountered in the type of control sys-
tems considered here, i.e. learning systems.

The structural credit assignment problem occurs, for instance, in a neural network when
deciding which weights to alter in order to achieve an improved performance. In super-
vised learning, this problem can be handled by using back-propagation [71] for instance.
The problem becomes more complicated in reinforcement learning where only a scalar
feedback is available. Some ways of dealing with this problem will be discussed in the
following section. In section 2.6, a description is given of how this problem can be han-
dled by the use of local adaptive models.

The temporal credit assignment problem occurs when a system acts in a dynamic en-
vironment and a sequence of actions is performed. The problem is to decide which of
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the actions taken deserves credit for the result. Obviously, it is not certain that it is the
final action taken that deserves all the credit or blame. (For example, consider the sit-
uation when the losing team in a football game scores a goal during the last seconds of
the game. It would not be clever to blame the person who scored that goal for the loss of
the game.) The problem becomes especially complicated in reinforcement learning if the
reward occurs infrequently. This type of problem is thoroughly investigated by Sutton
in his PhD thesis [77].

Consider a hierarchical system like Jacobs’ and Jordan’s ”Adaptive mixtures of local ex-
perts”. That system consists of two levels. On the lower level, there are several sub-
systems that specialize on different parts of the input space. On the top level there is a
”supervisor” that selects the proper subsystem for a certain input. If the system makes a
bad decision, it can be difficult to decide if it was the top level that selected the wrong
subsystem or if the top level made a correct choice but the subsystem that generated the
response made a mistake. This problem can of course be regarded as a type of struc-
tural credit assignment problem, but to emphasize the difference, I call this a hierarchi-
cal credit assignment problem. Once the hierarchical credit assignment problem is solved
and it is clear on what level the mistake is made, the structural credit assignment problem
can be dealt with to alter the behaviour on that level.

2.3 Learning in an evolutionary perspective

In this section, a special case of reinforcement learning called genetic algorithms is de-
scribed. The purpose of this section is not to give a detailed description of genetic algo-
rithms, but to illustrate the fact that they are indeed reinforcement learning algorithms.
From this fact and the obvious similarity between biological evolution and genetic algo-
rithms (as indicated in the name), some interesting conclusions can be drawn concerning
the question of learning at different time scales.

A genetic algorithm is a stochastic search method for solving optimization problems. The
theory was founded by Holland in 1975 [36] and it is inspired by the theory of natural evo-
lution. In natural evolution, the problem to be optimized is how to survive in a complex
and dynamic environment. The knowledge of the problem is encoded as genes in the in-
dividuals’ chromosomes. The individuals that are best adapted in a population have the
highest probability of reproduction. In the reproduction, the genes of the new individu-
als (children) is a mixture or crossover of the parents’ genes. In the reproduction there is
also a random change in the chromosomes. This change is called mutation.

A genetic algorithm also works with coded structures of the parameter space. It uses a
population of coded structures (individuals) and evaluates the performance of each indi-
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vidual. Each individual is reproduced with a probability that depends on that individual’s
performance. The genes of the new individuals are a mixture of the genes of two “par-
ents” (crossover), and there is a random change in the coded structure (mutation). So far
the similarities between genetic algorithms and biological evolution.

Genetic operators

Mentioned above are three genetic operators:

� reproduction

� crossover

� mutation

These are the three basic operators used in genetic algorithms. Let us try to acquire an
intuitive understanding of the three basic genetic operators.

The purpose of reproduction is of course to keep the codings of good performance at the
expense of less fitted individuals (the survival of the fittest).

Crossover is perhaps the most characteristic genetic operator. This operator takes two
strings (chromosomes), one from each parent, and exchanges a part (or parts) of one
string with the corresponding part (parts) of the other string. Crossover makes it pos-
sible to combine beneficial features from both the parents’ chromosomes2. Consider, for
instance, two beneficial features A and B, both of which are unlikely mutations. In a
large enough population, there are individuals with featureA and featureB respectively.
Without crossover, it is not likely that an individual possesses both features since that
would require the offspring of the few individuals with feature A acquiring feature B.
With crossover, however, it is possible for an individuals with one parent possessing fea-
ture A and the other parent possessing featureB to inherit both the featuresA and B. If
the most successful individuals reproduce most often, this is likely to happen.

Mutations act like a small amount of noise that is added to the algorithm. They can be
compared to the temperature in simulated annealing. This “noise” can prevent the algo-
rithm from getting trapped in local minima. Mutations occasionally introduce new ben-
eficial genetic material.

2Here, each individual has only got one chromosome, which is not the only possible design (obviously).
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These three genetic operators are fundamental in genetic algorithms, but they are not the
only ones used. In many applications, other operators are added to this set. More in-
formation about genetic algorithms can be found e.g. in the books by Goldberg [20] and
Davis [13].

Genetic algorithms and reinforcement learning

As we have seen, genetic algorithms (including the original algorithm, i.e. biological evo-
lution) share some important features with reinforcement learning algorithms in general.
The three basic genetic operators correspond to basic properties of reinforcement learn-
ing in the following way:

� Reproduction - iteration and reward Each generation can be seen as an itera-
tion of the algorithm and the reward corresponds to the selection of individuals
(survival) or probability for an individual to be reproduced.

� Crossover - replacement of local models The genes can be seen as specialized
local solutions, or models, and the crossover can be seen as replacement of such
local models which are adapted in different situations.

� Mutation - addition of noise Mutation is a stochastic deviation from a current
model in search of a better one just like the noise added to the output in a rein-
forcement learning algorithm.

Thus, genetic algorithms learn by the method of trial and error, just like other reinforce-
ment learning algorithms. We might therefore argue that the same basic principles hold
both for developing a system (or an individual) and for adapting this system to its envi-
ronment. This is important since it makes the question of what should be built into the
machine from the beginning (“hard wired”) and what should be learned by the machine
more of a practical engineering question than a principal one.

Another interesting relation between evolution and learning on the individual level is dis-
cussed by Hinton and Nowland [35]. They show that learning organisms evolve faster
than non-learning equivalents. This is maybe not very surprising if evolution and learn-
ing are considered as merely different levels of a hierarchical learning system. In this
case, the convergence of the slow high-level learning process (corresponding to evolu-
tions) depends on the convergence of the faster low-level learning process (correspond-
ing to individual learning). Hence, we can look upon individuals as local adaptive models
in a large reinforcement learning system.
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2.4 Design issues in reinforcement learning

In reinforcement learning there are three important design issues:

� Information representation and system architecture

� Rules for improving the behaviour

� Rules for the reward mechanisms

These issues will be discussed in this section. The first two issues relate to the design of
a reinforcement learning system, while the third issue concerns the teacher. The role of
the teacher is, however, often automatized and, hence, needs to be formalized.

2.4.1 Information representation and system architecture

Many system architecture designs have been proposed, but the mainstream one is the
feed-forward neural network. It is, however, not necessary to use a neural network de-
sign as we have seen in the MENACE example in the introduction to this chapter. In
fact, the algorithms presented in this thesis have little in common with classical neural
networks. There are, however, similarities in that they, just like neural networks, can
bee seen as signal processing systems in contrast to AI or expert systems that use more
symbolic representations. We may refer to the representation used in the signal process-
ing systems as continuous representation while the symbolic approach can be said to
use a string representation. Examples of the latter are the “Lion Algorithm” of White-
head and Ballard [86], the “Reinforcement Learning Classifier Systems” by Smith and
Goldberg [74] and the MENACE example in the introduction to this chapter. Lee and
Berenji [55] describe a rule based controller using reinforcement learning that solves the
pole balancing problem described in section 2.5.1. The genetic algorithms that were de-
scribed in section 2.3 are perhaps the most obvious examples of string representation in
biological reinforcement learning systems.

The main difference between the two approaches is that the continuous representation
has an implicit “metric”, i.e. there is a continuum of states and there exist meaningful
interpolations between different states. One can talk about two states being more or less
“similar”. Interpolations are important in a learning system since it makes it possible
for the system to make decisions in situations never experienced before. This is often
referred to as generalization. In the string representation there is no implicit metric, i.e.
there is no unambiguous way to tell which of two strings is more similar to a third string
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than the other. There are, however, also advantages with the string representation, e.g.
the fact that today’s computers are designed to work with string representation and have
difficulties in handling continuous information in an efficient way.

Ballard [4] suggests that it is unreasonable to suppose that peripheral motor and sen-
sory activity is correlated in a meaningful way. Instead, it is likely that abstract sensory
and motor representations are built and related to each other. Also, combined sensory
and motor information must be represented and used in the generation of new motor ac-
tivity. This implies a learning hierarchy and that learning occurs on different temporal
scales [22, 23, 25, 26, 27]. Hierarchical learning system designs have been proposed by
several other researchers, e.g. the “Hierarchical Mixture of Experts” by Jordan and Ja-
cobs [44] and different tree structures, see e.g. Breiman [11]. Also in this thesis hierar-
chical learning systems are presented. Probably both approaches (signal and symbolic)
described above are important, but on different levels in hierarchical learning systems.
On a low level, the continuous representation is probably to prefer since signal processing
techniques have the potential of being faster than symbolic reasoning as they are easier
to implement with analogue techniques and to parallelize. On a low level, interpolations
are also meaningful and desirable. In a simple control task for instance, consider two
“similar” stimuli s1 and s2 which have the optimal responses r1 and r2 respectively. For
a novel stimulus s3 located “between” s1 and s2, the response r3 could, with large prob-
ability, be assumed to be in between r1 and r2. On a higher level, on the other hand,
a more symbolic representation may be needed to facilitate abstract reasoning and plan-
ning. Here the processing speed is not as crucial and interpolation may not even be desir-
able. Consider, for instance, the task of passing a tree. On a low level the motor actions
are continuous and meaningful to interpolate and they must be generated relatively fast.
The higher level decision on which side of the tree to pass is, however, symbolic. Ob-
viously it is not successful to interpolate the two possible alternatives of “walking to the
right” and “walking to the left”. Also, there is more time to make this decision then to
generate the motor actions needed for walking. It should be noted, however, that a neu-
ral design does not automatically give good interpolation capabilities, but a continuous
representation makes it possible to construct a system with capabilities to generalize by
interpolation.

As we have seen, the choice of representation is closely related to the system architec-
ture. The choice of representation can also be crucial for the ability to learn. In a paper
by Denoeux and Lengellé [14], for example, the (n�1)-dimensional input space is trans-
formed to an n-dimensional space in order to keep the norm of the input vectors constant
and equal to one while preserving all the information. By using this new input representa-
tion, a scalar product can be used for calculating the similarity between the input vectors
and a set of prototype vectors. Geman and Bienenstock [19] argue that
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“the fundamentalchallenges in neural modeling are about representation rather
than learning per se.”

Furthermore, Hertz, Krogh and Palmer [33] present a simple but illustrative example to
emphasize the importance of the representation of the input to the system. Two tasks are
considered: the first one is to decide whether the input is an odd number; the second is
to decide whether the input has an odd number of prime factors. If the input has a binary
representation, the first task is extremely simple: the system just have to look at the least
significant bit. The second task, however, is very difficult. If the base is changed to 3, for
instance, the first task will be much harder. And if the input is represented by its prime
factors, the second task will be easier. They also prove an obvious (and, as they say, silly)
theorem:

“learning will always succeed, given the right preprocessor.”

A special type of representation called the channel representation will be presented in
chapter 3. It is a representation that is biologically inspired and which has got several
computational advantages.

2.4.2 Rules for improving the behaviour

In reinforcement learning, the feedback to the system contains no gradient information,
i.e. the system does not know in what direction to search for a better solution. Because of
this, most reinforcement learning systems are supplied with a stochastic behaviour. This
can be done by adding noise to the output or by letting the output be generated from a
probability distribution. In both cases the output or response consists of two parts: one
deterministic and one stochastic. It is easy to see that both these parts are necessary in or-
der for the system to be able to improve its behaviour. The deterministic part is the output
that the system ”thinks” is the optimal response. Without this, the system would make no
sensible decisions at all. However, if this part was the only one, the system would never
try anything else than the initial response to a certain stimulus simply because it would
have no reason to change its behaviour since it has never experienced any better decision.
So, the deterministic part of the output is necessary to generate good responses and the
stochastic part is necessary to find better responses. The stochastic behaviour can also
help the system to avoid getting trapped in local minima. There is a conflict between the
need for exploration and the need for precision which is typical of reinforcement learn-
ing. This conflict does not normally occur in supervised learning.

At the beginning when the system has poor knowledge of the problem to be solved, the
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deterministic part of the response is very unreliable and the stochastic part should prefer-
ably dominate in order to avoid a misleading bias in the search for correct responses.
Later on, however, when the system has gained more knowledge, the deterministic part
should have more influence so that the system makes at least reasonable guesses. Even-
tually, when the system has gained a lot of experience the stochastic part should be very
small in order not to disturb the generation of correct responses. A constant relation be-
tween the influence of the deterministic and stochastic parts is a compromise which will
give a poor search behaviour (i.e. slow convergence) at the beginning and bad precision
after convergence. For this reason, many reinforcement learning systems have a noise
level that decays with time. There is, however, a problem with this approach too. The
decay rate of the noise level must be chosen to fit the problem; a difficult problem takes
longer time to solve and if the noise level is decreased too fast, the system may never
reach an optimal solution and, conversely, if the noise level decreases too slowly, the
convergence will be slower than necessary. Another problem arises in a dynamic envi-
ronment where the task may change after some time. If the noise level then is too low,
the system will not be able to adapt to the new situation. For these reasons, an adaptive
noise level is to prefer.

The basic idea of an adaptive noise level is that when the system has a poor knowledge
of the problem, the noise level should be high and when the system has reached a good
solution, the noise level should be lower. This requires an internal quality measure that
indicates the average performance of the system. It could of course be accomplished by
accumulating the rewards delivered to the system for instance by an iterative method, i.e.

p(t+ 1) = �p(t) + (1� �)r(t)(2.1)

where p is the performance measure, r is the reward and� is a constant, 0 < � < 1. This
gives an exponential decaying average of the rewards given to the system where the most
recent rewards will be the most significant.

A better solution involving a variance that depends on the predicted reinforcement has
been suggested by Gullapalli [28]. Such a prediction is calculated in some reinforcement
learning algorithms for other reasons that will be explained later and when this predic-
tion exists it can as well be used to control the noise level. The advantage with such an
approach is that the system might expect different rewards in different situations, for the
simple reason that the system may have learned some situations better than others. The
system should then have a very deterministic behaviour in situations where it predicts
high rewards and a more exploratory behaviour in situations where it is more uncertain.
In this way, the system will have a noise level that depends on the local skill rather than
the average performance.

Another way of controlling the noise level, or rather the standard deviation� of a stochas-
tic output unit, can be found in the REINFORCE algorithm by Williams [89]. Let� be the
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mean of the output distribution and y the actual output. In the REINFORCE algorithm,
if the output y gives a higher reward than the recent average, the variance will decrease
if jy��j < � and increase if jy��j > �. If the reward is less than average, the opposite
changes are made. This leads to a smaller search behaviour if good solutions are found
close to the current solution or bad solutions are found outside the standard deviation and
wider search behaviour if good solutions are found far away or bad solutions are found
close to the mean.

Another strategy for a reinforcement learning system to improve its behaviour is to dif-
ferentiate a model with respect to the reward in order to estimate the gradient of the re-
ward in the models parameter space. The model can be known a priori and built into the
system, or it can be learned and refined during the training of the system. To know the
gradient of the reward means to know in which direction in the parameter space to search
for a better performance. One way to use this strategy is described by Munro [60] where
the model is a secondary network, called “Highnet”, that is trained to predict the reward,
(see figure 2.4). This can be done with back-propagation since the error is the difference
between the reward and the prediction. The weights in the “Highnet” are updated in the
negative direction of the derivative of the prediction error, i.e.

�wH = �@(r � p)2

@wH
(2.2)

where r is the reward, p is the prediction andwH is the weight vector of “Highnet”. The
primary network that generates the actual output is called “Lownet”. Now, since the ef-
fect of the weights in “Lownet” on the prediction can be calculated, back-propagation
can be used to modify the weights in “Lownet”, but here with the aim of maximizing the
prediction from the secondary network, i.e.

�wL =
@p

@wL
(2.3)

where wL are the weight vectors in “Lownet”. There is an obvious similarity between
this system and the pole-balancing system presented in section 2.5.1 in that both systems
are divided into two subsystems, one for learning the reward function and one for learning
the behaviour. However, the subdivisions have different purposes in that they solve two
different types of credit assignment problems. The subdivision in Munro’s system solves
a structural credit assignment problem while in the case of pole-balancing the subdivision
solves a temporal credit assignment problem.

A similar approach to that of Munro’s but with a single unit will be described in chapter
3. Other examples of similar strategies are described by Williams [89].
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sensory
input

motor
output

Lownet

Highnet

prediction error

prediction

Figure 2.4: Illustration of the architecture of Munro’s system. “Lownet” receives sen-
sory input and generates motor output. “Highnet” receives a copy of the input and the
output and generates a prediction of the reward. The weights in “Highnet” are updated
to minimize the prediction error and the weights in “Lownet” are updated to maximize
the prediction. In both cases back-propagation is used.

2.4.3 Rules for the reward mechanisms

Werbos [83] defines a reinforcement learning system as

“any system that through interaction with its environment improves its per-
formance by receiving feedback in the form of a scalar reward (or penalty)
that is commensurate with the appropriateness of the response.”

The goal for a reinforcement learning system is simply to maximize this “reward”, e.g.
the accumulated value of the reinforcement signal r. In this way, r can be said to define
the problem to be solved. For this reason the choice of reward function is very important.
The reward, or reinforcement, must be capable of evaluating the overall performance of
the system and be informative enough to allow learning.

In some cases it is obvious how to choose the reinforcement signal. For example, in the
pole balancing problem described in section 2.5.1, the reinforcement signal is chosen as
a negative value upon failure and as zero otherwise. Many times, however, it is not that
clear how to measure the performance and the choice of reinforcement signal could affect
the learning capabilities of the system.
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The reinforcement signal should contain as much information as possible about the prob-
lem. The learning performance of a system can be improved considerably if a “pedagog-
ical” reinforcement is used. One should not sit and wait for the system to attain a perfect
performance, but use the reward to guide the system to a better performance. This is ob-
vious in the case of training animals and human beings, but it also applies in the case of
training artificial systems with reinforcement learning. Consider, for instance, an exam-
ple where a system is to learn a simple function y = f(x). If a binary reward is used,
i.e.

r =

(
1 if j~y � yj < �

0 else

where ~y is the output from the system and y is the correct response, the system will re-
ceive no information at all3 as long as the responses are outside the interval defined by
�. If, on the other hand, the reward is chosen inversely proportional to the error, i.e.

r =
1

j~y � yj

a relative improvement will yield the same relative increase in reward for all output. In
practice, of course, this reward function could cause numerical problems, but it serves
as an illustrative example of a good shape of a reward function. In general, a smooth
and continuous function is preferable if possible. Also, the derivative should not be too
small, at least not in regions where the system should not get stuck, i.e. in regions of bad
performance. It should be noted, however, that sometimes there is no continuous reward
function. In the case of pole balancing, for example, the pole either falls or not.

A perhaps more interesting example of pedagogical reward can be found in a paper by
Gullapalli [28], which presents a “reinforcement learning system for learning real-valued
functions”. This system was supplied with two input variables and one output variable.
In one case, the system was trained on an XOR-task. Each input was 0:1 or 0:9 and the
output was any real number between 0 and 1. The optimal output values were 0:1 and
0:9 according to the logical XOR-rule. At first, the reinforcement signal was calculated
as

r = 1� jerrorj;
where error is the difference between the output and the optimal output. The system
sometimes converged to wrong results, and in several training runs it did not converge at
all. A new reinforcement signal was calculated as

r0 =
r + rtask

2
:

3Well, almost none in any case, and as the number of possible solutions which give output outside the in-
terval approaches infinity (which it does in a continuous system) the information approaches zero.
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The term rtask was set to 0.5 if the latest output on similar input were less than the latest
output on dissimilar input and to -0.5 otherwise. With this reinforcement signal, the sys-
tem began by trying to satisfy a weaker definition of the XOR-task, according to which
the output should be higher for dissimilar inputs than for similar inputs. The learning per-
formance of the system improved in several ways with this new reinforcement signal.

Another reward strategy is only to reward improvements in behaviour, e.g. by calculating
the reinforcement as

r = p� �r

where p is a performance measure and �r is the mean reward acquired by the system. This
gives a system that is never satisfied since the reward vanishes in any solution with a
stable reward. If the system has an adaptive search behaviour as described in the previous
section, it will keep on searching for better and better solutions. The advantage with such
a reward is that the system will not get stuck in a local optimum. The disadvantage is
that obviously it will not stay in the global optimum if such an optimum exists. It will,
however, always return to the global optimum and at least some of this behaviour can be
useful in a dynamic environment where a new optimum may appear after some time.

Even if the reinforcement in the last equation is a bit odd, it points out the fact that there
might be negative reinforcement4 or punishment. The pole balancing system in section
2.5.1 is an example of the use of negative reinforcement and in this case it is obvious
that it is easier to deliver punishment upon failure than reward upon success since the
reinforcement is delivered after an unpredictably long sequence of actions; it would take
an infinite amount of time to verify a success! In general, however, it is probably better
to use positive reinforcement to guide a system towards a solution for the simple reason
that there is usually more information in the statement “this was a good solution” than in
the opposite statement “this was not a good solution”. On the other hand, if the purpose is
to make the system avoid a particular solution (i.e. “Do anything but this!”), punishment
would probably be more efficient.

2.5 Temporal difference and adaptive critic

When the learning system is a control system (e.g. a robot) in a dynamic environment, the
system may have to carry out a sequence of actions to achieve a reward. In other words,
the feedback to such a system may be infrequent and delayed and the system faces the
temporal credit assignment problem discussed in section 2.2.2. To simplify the discus-

4Negative reinforcement may sound strange, but at least this term is better than the contradiction “negative
reward”. The term negative reinforcement is used by psychologists, but then with the meaning of an unpleasant
stimulus that ceases.
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sion, I will assume that the environment or process to be controlled is a Markov process.
A Markov process consists of a set S of discrete states si where the conditional probabil-
ity of a state transition only depends on a finite number of previous steps. See for example
Derin and Kelly [15] for a systematic classification of different types of Markov models.
If this condition holds, the definition of the states can be reformulated so that the state
transition probabilities only depend on the current state, i.e.

P (sk+1 j sk; sk�1; : : : ; s1) = P (sk+1 j sk):(2.4)

Suppose one or several of these states are associated with a reward. Now, the goal for
the learning system can be defined as maximizing the total accumulated reward for all
future time steps.

One way to accomplish this task is, like in the MENACE example above, to store all
states and actions until the final state (i.e. win or loss) is reached and to update the state
transition probabilities afterwards. This method is referred to as “batch learning”. An
obvious disadvantage with this method is the need for storage which will become infea-
sible for large dimensionalities of the input and output vectors and for long sequences.

loss

win

badnovel
90 %

10 %

Figure 2.5: An example to illustrate the difference between batch learning and TD meth-
ods. A state that is likely to lead to a loss is classified as a bad state. A novel state that
leads to the bad state but then happens to lead to a win is classified as a good state in
batch learning. In a TD method it is recognized as a bad state since it most likely leads
to a loss.

Another problem with batch learning is illustrated in figure 2.5. Consider a game where
a certain position has resulted in a loss in 90% of the cases and a win in 10% of the cases.
This position is classified as a bad position. Now, suppose that a player reaches a novel
state (i.e. a state that has not been visited before) that inevitably leads to the bad state and
finally happens to lead to a win. If the player waits until the end of the game and only
looks at the result, he would label the novel state as a good state since it led to a win. This
is, however, not true. The novel state is a bad state since it probably leads to a loss.
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The methods of temporal differences (TD) described by Sutton [78] are designed to han-
dle this problem. Suppose that for each state sk there is a value pk that is an estimate
of the expected future result (e.g. the total accumulated reinforcement). In TD meth-
ods, the value of pk depends on the value of pk+1 and not only on the final result. This
makes it possible for TD methods to improve their predictions during a process without
having to wait for the final result. Other similar algorithms are the adaptive heuristic
critic by Sutton [77], heuristic dynamic programming by Werbos [83] and Q-learning
by Watkins [81].

In control theory, an optimization algorithm called dynamic programming is a well-known
method for maximizing the expected total accumulated reward. Given a utility function
U (i.e. the reward) and a stochastic model of the environment, dynamic programming
gives a secondary utility function J such that maximizing J in the short term is equiva-
lent to maximizingU in the long term (see figure 2.6). The relationship between TD and
dynamic programming have been discussed e.g. by Barto [5], Werbos [83] and White-
head [88]. It should be noted, however, that maximizing the expected accumulated re-
ward is not always the best criterion. This is discussed by Heger [31]. He notes that this
criterion of choice of action

� is based upon long-run consideration where the decision process is repeated a suffi-
ciently large number of times. It is not necessarily a valid criterion in the short run
or one-shot case, especially when either the possible consequences or their proba-
bilities have extreme values.

� assumes the subjective values of possible outcomes to be proportional to their ob-
jective values, which is not necessarily the case, especially when the values in-
volved are large.

As an example of this, many people occasionally play on lotteries in spite of the fact that
the expected outcome is negative. Another example is that most people do not invest
all their money in stocks although this would give a larger expected payoff than putting
some of it in the bank.

The first well-known TD method was used in a checkers playing program in 1959 by
Samuel [72]. In this system, the value of a state (board position) was updated according
to the values of future states likely to appear. The prediction of future states requires a
model of the environment (game). This is, however, not the case in TD methods where
the feedback comes from actual future states and, hence, requires no models.

The adaptive heuristic critic algorithm by Sutton [77] is an example of a TD method in
which a secondary or internal reinforcement signal is used to avoid the temporal credit
assignment problem. In this algorithm, a prediction of future reinforcement is calculated
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Dynamic programming

Model (M) Utility function (U)

Secondary utility function (J)

Figure 2.6: Dynamic programming.

at each time-step. The prediction made at time � of the reinforcement at time t is

p(�; t) = vT (�)x(t);(2.5)

where v is a vector of weights called the reinforcement association vector and x is the
input vector. If no external reinforcement signal is present at the time (r(t) = 0), the
internal reinforcement signal is principally the difference between the prediction made
at the previous step of the reinforcement at the current time-step and the new calculated
prediction. If there actually exists a reinforcement signal, it is added to the internal rein-
forcement. The internal reinforcement at time t+ 1 is calculated as

r̂(t+ 1) = r(t + 1) + p(t; t+ 1)� p(t; t);(2.6)

where 0 <  � 1 is a factor that controls how much the prediction should decrease for
each step away from reinforcement. With this rule, the system gives itself credit for mov-
ing to a state with higher predicted reinforcement and a negative internal reinforcement
for moving to a state with less predicted reinforcement. The system must learn to pre-
dict the reinforcement, and this is done by changing the reinforcement association vector.
The update rule suggested by Sutton is

v(t+ 1) = v(t) + �r̂(t+ 1)~x(t); v(0) = 0;(2.7)

where� is a positive constant and~x(t) is a weighted average of x with weights decreasing
backwards in time.

Sutton [78] has proved a convergence theorem for one TD method5 that states that the
prediction for each state asymptotically converges to the maximum-likelihood predic-
tion of the final outcome for states generated in a Markov process. Most reinforcement

5In this TD method, called TD(0), the prediction pk only depends on the following prediction pk+1 and not
on later predictions. Other TD methods can take into account later predictions with a function that decreases
exponentially with time.
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x

F

Figure 2.7: The cart-pole system used in the adaptive critic method by Barto, Sutton and
Anderson.

learning methods can use TD methods, but TD methods can also be used in supervised
learning systems. We will end this section with an example of an algorithm which uses
the adaptive critic.

2.5.1 A classic example

One of the most well-known examples of reinforcement learning in general and of adap-
tive critic in particular is a system by Barto, Sutton and Anderson that solves a control
problem called pole balancing [6]. The system to be controlled consists of a cart on a
track with an inverted pendulum (a pole) attached to it, as illustrated in figure 2.7. The
cart can move between two fixed endpoints of the track, and the pole can only move in
the vertical plane of the cart and the track. The only way to control the movement of the
cart is to apply a unit force F to it. The force must be applied in every time-step, so the
controller can only choose the direction of the force (i.e. right or left). This means that
the output a from the reinforcement learning system is a scalar with only two possible
values, F or�F . The state vector s, that describes the cart-pole system, consists of four
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variables:

x cart position,

� angle between the pole and the vertical,

_x cart velocity, and

_� angle velocity.

The reinforcement signal r is given to the learning system as a failure signal (i.e. negative
reinforcement) only when the pole falls or the cart hits the end of the track, otherwise
r = 0. The task for the system is to avoid negative reinforcement by choosing the “best”
action a for each state s. The four-dimensional state space is divided into 162 disjoint
states by quantizing the state variables. Each of these states can be seen as a memory
position that holds the “best” action for that state. The state vector s is mapped by a
decoder into an internal state vector x in which one component is 1 and the rest are 0.
This representation of the input enables a very simple processing structure to perform a
rather complicated function. It is a special case of the channel representation described
in section 3.1.

This system consists of two parts: the “associative search element” (ASE) and the “adap-
tive critic element” (ACE), see figure 2.8. The ASE implements the mapping from the
internal state vector x to the action a,

a = f(xTw+ �);(2.8)

where f is the signum function and � is a zero mean Gaussian distributed noise. This
mapping is changed by altering the weights wi in such a way that the internal reinforce-
ment signal r̂ is maximized. The ACE produces the internal reinforcement signal r̂ as
a mapping x 7! r̂. This mapping is chosen so that the accumulated value of the rein-
forcement signal is maximized. The ACE will develop a mapping that gives a positive
value of r̂ when the state changes from a “dangerous” state to a state that is “safer” or
vice versa. In this way the system can maximize the reinforcement r in the long term by
maximizing the internal reinforcement r̂ for each decision. For more details, see [6].

2.6 Local adaptive models

In a realistic problem, for an autonomous robot for example, the dimensionality of the
input-output space is very large. Hence, a straightforward signal processing approach
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Figure 2.8: The learning system in the pole-balancing problem. The associative search
element (ASE) learns a mapping from the encoded input x to the action a. The adap-
tive critic element (ACE) learns to produce a continuous internal reinforcement signal r̂
as a function of x such that maximizing r̂ in each time-step gives a maximum external
accumulated reinforcement r.
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with a global model will not work since the number of parameters in such a model will
be far to large. The search in such a parameter space would be infeasible, since all com-
binations of parameters would have to be considered. A change of the parameters in one
situation would change the model in all other situations. A symbolic AI approach would
not work either since the number of discrete states would become far too large. A solu-
tion to the problem is to divide the input and output spaces or the combined input-output
space (i.e. the decision space) into smaller regions in which simpler models can be used.
This is the basic idea behind local adaptive models. That this approach allows the mod-
els to be simpler can be seen from the fact that any piecewise continuous function can
be arbitrarily well approximated if a sufficiently large number of linear models are used.
The total number of parameters in the set of local models may be equal to that in a large
global model, but each local set of parameters can be changed independently of the pa-
rameters in other models and the change only affects situations that are handled by that
model.

The use of local adaptive models implies a hierarchical structure with at least two lev-
els. The models are on the first level and on the second level there must be a mechanism
that makes the choice of which model to use [53]. The parameterized models on the first
level facilitates a continuous representation. On the second level, the transition between
two states is of a more discontinuous nature (it does not have to be strictly discontinu-
ous). This can be used to handle discontinuities in the input-output mapping and makes
it possible to use a more symbolic (e.g. string) representation on the higher level.

Now, the problem of learning the total input-output transition function can be divided
into several learning problems on different levels. At the first level, there are a number of
continuous functions to be learned, one for each model. On the second level, the learning
task is how to choose among the set of models.

The subdivision of the decision space also deals with the structural credit assignment
problem described in the introduction to this chapter. Obviously the model that generates
a response deserves credit or blame for that response, at least before any other model. On
the other hand, a hierarchical credit assignment problem is faced. It can, upon failure, be
difficult to decide whether the model used on the low level is inaccurate or if the wrong
choice of model was made at the higher level.

Another advantage of a modular structure is that learning can be facilitated by training the
system on simple sub-tasks. Each sub-task can be relatively easy to learn and the system
could later learn more complex behaviour by the use of combinations of the “primitives”
learned by the system. This “pedagogical” learning method is probably necessary in re-
inforcement learning if a very complex task is to be learned.

One example of local adaptive models is the “Adaptive Mixture of Local Experts” by
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Jacobs and Jordan [41, 43, 44]. Their system is a hierarchy of competing experts and
gating networks where the “experts” are trying to learn the input-output mapping and
the gating network combines the output from the experts according to their performance.
The system is a supervised learning system. An example of local adaptive models in
unsupervised learning is the hierarchical arrangement of Kohonen networks described
by Ritter, Martinetz and Schulten [69]. In this system, each node of a three-dimensional
SOFM (See section 1.4, page 11) representing the spatial positions of a cylinder consists
of a local two-dimensional SOFM representing different orientations of the cylinder. One
of the few examples of this strategy in reinforcement learning is “task decomposition” by
Whitehead, Karlsson and Tenenberg [85] where different modules are used to achieve
different “goals”.

Other examples of local adaptive models are the different tree structures used in learning,
see e.g. Quinlan’s induction of decision trees [68], a review by Omohundro [65] and a
report by Isaksson, Ljung and Strömberg on recursive construction of trees [40]. A dy-
namic tree structure for behaviour representation was presented by Landelius [53]. An-
other dynamic tree structure for reinforcement learning is presented in section 3.5.

2.6.1 Using adaptive critic in two-level learning

The adaptive critic methods described in section 2.5 could be used in a two-level learn-
ing hierarchy. In these methods, predictions of future reinforcement are made and these
predictions can be used to select a model.

If, for each model, a prediction of future reinforcement is calculated, the model with the
highest prediction is selected to generate the output. The adjustment of the elements in
the reinforcement association vectors vi and the action association vectors wi is made
only for the chosen model and, hence, the internal reinforcement signal r̂ depends on
which model was chosen. In this way, the structural credit assignment problem is reduced
considerably.

Such a system will contain a number of reinforcement prediction functions. The global
reinforcement prediction function x ! p is the maximum of the local reinforcement
prediction functions. The reason for this is that for any state, the algorithm chooses the
model with the highest predicted reward and, hence, the model with the highest predic-
tion will also have the most reliable prediction. In figure 2.9, an example of the reinforce-
ment prediction functions for three models and a one-dimensional input is shown.
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p
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Three different models

Figure 2.9: An example of a system with three local models with linear reinforcement
prediction functions (thin lines). The global reinforcement prediction function (thick
line) is the maximum of the local functions.

2.6.2 The badminton player

This chapter ends with a simple example of reinforcement learning using local adaptive
models. This algorithm was presented at the ICANN’93 in Amsterdam [8].

The experiment is made up of a system which plays “badminton” with itself. For sim-
plicity, the problem is one-dimensional and possible to solve with only two models. The
position of the shuttlecock is represented by a variablex. The system is allowed to choose
between two models, and both models contain actions that can change the value ofx by
adding to x the output value y, positive or negative, and a small noise. The two models
must alternate, i.e. the shuttlecock must pass the net between each action. It is, however,
not a priori defined which model shall act on a certain side.

The reinforcement signal to the system is zero except upon failure when r = �1. Failure
is the case when x does not change sign (i.e. the shuttlecock does not pass the net), or
when jxj > 0:5 (i.e. the shuttlecock ends up outside the plane).

The algorithm

Both the predictions p of future reinforcement and the actions y are linear functions of the
input variable x. There is one pair of reinforcement association vectorsvi and one pair of
action association vectorswi; i = f1; 2g. For each model i the predicted reinforcement
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is calculated as

pi = N(�ip; �p);(2.9)

where

�ip = vi1x+ vi2;(2.10)

and the output is calculated as

yi = N(�iy; �y);(2.11)

where

�iy = wi
1x+ wi

2:(2.12)

The system chooses the model c such that

pc = max
i
fpig; i 2 f1; 2g(2.13)

and generates the corresponding action yc.

The internal reinforcement signal at time t+ 1 is calculated as

r̂[t+ 1] = r[t+ 1] + �max
p [t; t+ 1]� pc[t; t]:(2.14)

This is in principle the same equation as equation 2.6 except that now there are two pre-
dictions at each time and that there is a difference between the calculated prediction �p
and the actual prediction p. �max

p [t; t+1] is the maximum predicted reinforcement cal-
culated using the reinforcement association vector from time t and the input from time
t + 1. If r = �1 then �max

p [t; t + 1] is set to zero. pc[t; t] is the prediction that caused
the choice of the selected model.

Learning is accomplished by changing the weights in the reinforcement association vec-
tors and the action association vectors. Only the vectors associated with the chosen model
are altered.

The association vectors are updated according to the following rule:

wc[t+ 1] = wc[t] + �r̂(yc � �cy)x(2.15)

and

vc[t+ 1] = vc[t] + �r̂x ;(2.16)

where c denotes the model choice, � and � are positive learning rate constants and

x =

�
x

1

�
:
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Variance parameters

As mentioned in 2.4, stochastic search methods are often used in reinforcement learning.
Here, this is accomplished by generating the predictions and actions at random from a
normal distribution as shown in equations 2.9 and 2.11. The amount of search behaviour
is controlled by the parameters �p and �y.

In this algorithm there are two predictions of future reinforcement, one for each model,
so the prediction associated to the chosen model should be used. In the calculation of
�p, however, the choice of model is not yet made and hence the largest prediction is used
since the model associated with this prediction will probably be chosen.

I have, after some experiments, chosen the following equations for the variance param-
eters:

�p = maxf0; �0:1 �max(�ip)g(2.17)

and

�y = maxf0; �0:1 � pcg:(2.18)

The first “max” in the two equations is to make sure that the variances do not become
negative. The negative signs are there because of the (relevant) predictions being neg-
ative. In this way, the higher the prediction of reinforcement, the more precision in the
output.

Results

The learning behaviour is illustrated in figure 2.10. The algorithm has not been optimized
with respect to convergence time. The convergence speed depends e.g. on the setting of
the learning rate constants� and � and the modulation of the variance parameters�p and
�y. These parameters have only been tuned to values that work reasonably well.

One problem that can occur with this algorithm and other similar algorithms is when both
models prefer the same part of the input space. This means that the two reinforcement
prediction functions predict the same reinforcement for the same inputs and, as a result,
both models generate the same actions. This problem can of course be solved if the su-
pervisor that generates the external reinforcement signal knows approximately where the
breakpoint should be and which model should act on which side. The supervisor could
then “punish” the system for selecting the wrong model by giving negative reinforce-
ment. In general, however, the supervisor does not know how to divide the problem and
other solutions must be found. We will return to this problem in section 3.5.
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Figure 2.10: An illustration of the behaviour of the system. The top graph displays the
accumulated reinforcement over the last 100 steps and the bottom graph displays the
breakpoint between the two strategies.
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As we have seen in the previous chapter, the reward can be regarded as a function that
maps a stimulus-response pair (or a sequence of such pairs) to a scalar measure of per-
formance. We have also seen that a reinforcement learning system must, at least locally,
make estimations of some properties of this function, e.g. its values for alternative so-
lutions or its derivative. If a suitable representation of the stimulus and the response is
chosen, a class of reward functions can be approximated with a linear model. This model
is called a prediction matrix memory since it can be used to predict the reward.

The chapter begins with a description of a signal representation called the channel repre-
sentation. Then, in section 3.2, the concept of order of a function is described to enable
a definition of the class of reward functions that the system can learn, and in section 3.3
the outer product decision space, where the decisions are represented, is described. In
section 3.4, an algorithm is presented that enables the prediction matrix memory to learn
the reward function. Then, in section 3.5, a dynamic tree structure that uses prediction
matrix memories as local adaptive models is described. This tree structure can learn a
larger class of reward functions. In section 3.6, some experiments are demonstrated, and
finally the algorithm and the results are discussed in section 3.7.

3.1 The channel representation

As has been discussed in section 2.4, the internal representation of information may play
a decisive role for the performances of learning systems. The most obvious and probably
the most common representation is the one that is used to describe physical entities, e.g.
a scalar t for temperature and a three dimensional vector p = (x y z)T for a position
in space. This is, however, not the only way and in some cases not even a very good

43
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way to represent information. For example, consider an orientation in R2 which can be
represented by an angle ' 2 [��; �] relative to a fix orientation, e.g. the x-axis. While
this may appear as a very natural representation of orientation, it is in fact not a very good
one since it has got a discontinuity at � and an orientation average cannot be consistently
defined [48].

Another, perhaps more natural, way of representing information is the channel represen-
tation [62]. In this representation, a set of channels is used where each channel is sensi-
tive to some specific feature value in the signal, for example a certain temperature ti or
a certain position pi. In the example above, the orientation in R2 could be represented
by a set of channels evenly spread out on the unit circle as proposed by Granlund [22].
If three channels with the form

ck = cos2
�
3

4
('� pk)

�
(3.1)

where p1 = 2�
3
; p2 = 0 and p3 = � 2�

3
are used as proposed by Knutsson [46], the orien-

tation can be represented continuously by the channel vector c = (c1 c2 c3)
T which has

a constant norm for all orientations. The reason to call this a more natural representation
than, for instance, the angle' is that the channel representation is frequently used in bio-
logical systems, where each nerve cell responds strongly to a specific feature value. One
example of this is the orientation sensitive cells in the primary visual cortex described by
Hubel and Wiesel [39]. This representation is called value encoding by Ballard [3] who
contrasts it with variable encoding where the activity is monotonically increasing with
some parameter.

Theoretically, the channels can be designed so that there is one channel for each feature
value that can occur. A function of these feature values would then be implemented sim-
ply as a look-up table. In practice, however, the range of values of a feature is often con-
tinuous (or at least quantized finely enough to be considered continuous). The coding is
then designed so that the channel has its maximum value (e.g. one) when the feature and
the channel are exactly tuned to each other, and decreases to zero in a smooth way as the
feature and the channel become less similar. This implies that each channel can be seen
as a response of a filter that is tuned to some specific feature value. This is similar to the
magnitude representation proposed by Granlund [24].

The channel representation increases the number of dimensions in the representation. It
should, however, be noted that an increase in the dimensionality does not have to lead to
increased complexity. A great advantage of the channel representation is that it allows
for simple processing structures. To see this, consider any continuous function y = f(x).
If x is represented by a sufficiently large number of channels ck of a suitable form, the
output y can simply be calculated as a weighted sum of the input channels y = wT c

however complicated the function f may be. This implies that by using a channel repre-
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Figure 3.1: A set of cos2 channels. Only three channels are activated simultaneously.
The squared sum of the channels ck�1, ck and ck+1 is drawn with a dotted line.

sentation, linear operations can be used to a great extent; this fact is used further in this
chapter.

It is not obvious how to choose the shape of the channels. Consider, for example, the
coding of a variable x into channels. According to the description above, each channel
is positive and has its maximum for one specific value of x and it decreases smoothly to
zero from this maximum. In addition, to enable representation of all values of x in an
interval, there must be overlapping channels on this interval. It is also convenient if the
norm of the channel vector is constant. One channel form that fulfills these requirements
is:

ck =

(
cos2

�
�
3
(x � k)

� jx� kj < 3
2

0 otherwise
(3.2)

(see figure 3.1). This set of channels has not only a constant norm (see proof A.1.1 on
page 97) which, as mentioned in section 2.4.1, enables the use of the scalar product when
calculating similarity between vectors, but also a constant squared sum of its first deriva-
tives (see proof A.1.2 on page 99) as shown by Knutsson [47]. This means that a change
�x in x always gives the same change�c in c for any x. Of course, not only scalars can
be coded into vectors with constant norm. Any vector v in a vector space of (n� 1) di-
mensions can be mapped into the orientation of a unit-length vector in an n-dimensional
space, as noted by Denoeux and Lengellé [14].

The channel vectors described above exist only in a small limited number of dimensions
at a time; the channels in all other dimensions are zero. The number of simultaneously
active channels is called local dimensionality. In the example in figure 3.1, the local di-
mensionality is three. This means that the vector moves along a curve as in figure 3.2
(left) as x changes. If we look at channels far apart, only one of these channels are ac-
tive at a time (figure 3.2 right); the activity is local. I call this type of channel vector a
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Figure 3.2: Left: The curve along which a channel vector can move in a subspace
spanned by three neighbouring channels. The broken part of the curve illustrates the pro-
ceeding of the vector into other dimensions. Right: The possible channel vectors viewed
in a subspace spanned by three distant channels or by three non-overlapping channels.

pure channel vector. The pure channel vector can be seen as an extreme of the sparse
distributed coding, described by Field [16] as a coding that represents data with a min-
imum number of active units in contrast to compact coding that represents data with a
minimum number of units.

In general, the input to a system cannot be a pure channel vector. Consider, for example,
a system that uses visual input, i.e. images. It is obvious that the dimensionality of the
space of pure channel vectors that can represent all images would be far to large to be of
practical interest. The input should rather consist of many sets of channels where each
set measures a local property in the image, for example local orientation. Each set can
be a pure channel vector, but the total input vector, consisting of several concatenated
pure channel vectors, will not only have local activity. I call this type of vector, which
consists of many sets of channels, a mixed channel vector.

The use of mixed channel vectors is not only motivated by limited processing capacity.
Consider, for example, the representation of a two-dimensional variable x = (x1 x2)

T .
We may represent this variable with a pure channel vector by distributing on theX-plane
overlapping channels that are sensitive to different xi, as in figure 3.3 (left). Another
way is to represent x with a mixed channel vector by using two sets of channels as in
figure 3.3 (right). Here, each set is only sensitive to one of the two parameters x1 and
x2 and it does not depend on the other parameter at all; the channel vector c1 on the x1-
axis is said to be invariant with respect to x2. If x1 and x2 represent different properties
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Figure 3.3: Left: Representation of a two-dimensional variable with one set of channels
that constitute a pure channel vector Right: Representation of the same variable with two
sets of channels that together form a mixed channel vector.

of x, for instance colour and size, the invariance can be a very useful feature. It makes
it possible to observe one property independently of the others by looking at a subset of
the channels. Note, however, that this does not mean that all multi-dimensional variables
should be represented by mixed channel vectors. If, for example, (x1 x2) in figure 3.3
represents the two-dimensional position of a physical object, it does not seem useful to
see the x1 and x2 positions as two different properties. In this case, the pure channel
vector (left) might be a proper representation.

The use of mixed channel vectors offers another advantage compared to using the original
variables, namely the simultaneous representation of properties which belong to differ-
ent objects. Consider a one-dimensional variable x representing a position of an object
along a line and compare this with a channel vector c representing the same thing. Now,
if two objects occur at different positions, a mixed channel vector allows for the positions
of both objects to be represented. This is obviously not possible when using the single
variable x. Note that the mixed channel vector discussed here differs from the one de-
scribed previously which consists of two or more concatenated pure channel vectors. In
that case, the mixed channel vector represents several features and one instance of each
feature. In the case of representing two or more positions, the mixed channel vector rep-
resents several instances of the same feature, i.e. multiple events. Both representations
are, however, mixed channel vectors in the sense that they can have simultaneous activity
on channels far apart as opposed to pure channel vectors.
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3.2 The order of a function

As mentioned in the previous section, the channel representation makes it possible to re-
alize a rather complicated function as a linear function of the input channels. In section
3.4, we will consider a system that is to learn to produce an output channel vector q as
a function of an input channel vector v. The functions considered here are continuous
functions of a pure channel vector (see page 46) or functions that are dependent on one
property while invariant with respect to the others in a mixed channel vector; in other
words, functions that can be realized by letting the output channels be linear combina-
tions of the input channels. I call this type of functions first-order functions.

This concept of order is similar to the one defined by Minsky and Papert [58] (see ap-
pendix B). In their discussion, the inputs are binary vectors which of course can be seen
as mixed channel vectors with non-overlapping channels. By this definition, a first-order
function is a linear threshold function.

In the present work, the channels are not binary but can have any value in an interval, for
example vi 2 [0; 1], and further there is no threshold, only a linear function. Still, the
concept of order is similar in the loose sense that the order is the number of events in the
input vector that must be considered simultaneously in order to define the output. In prac-
tice, this means that, for instance, a first-order function does not depend on any relation
between different events; a second-order function depends on the relation between no
more than two events and so on. Of course, this implies that a function of a pure channel
vector must be a first-order function since the vector only describes one event at a time.

3.3 The outer product decision space

Consider the (x1; x2)-plane in figure 3.3 (right). Let a position x be represented by a

mixed channel vector v =

�
v1
v2

�
, where v1 and v2 are pure channel vectors encoding

x1 and x2 respectively. A function of the position in that plane is a second-order function
of v since it depends on both x1 and x2. Now, consider the outer product of the vector
v with itself, i.e. vvT . This product contains all combinations of x1 and x2. Such outer
products of channel vectors have some interesting invariance properties investigated by
Nordberg [62].
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The outer product vvT in this example can be written as

vvT =

�
v1v

T
1 v1v

T
2

v2v
T
1 v2v

T
2

�
:(3.3)

It is obvious that the only relevant part of this product is one of the two parts that com-
bine v1 and v2. If v1 and v2 belong to the vector spaces V1 and V2 respectively, the
combinations of these vectors can be represented in the tensor product space V1 
 V2.
This space contains all outer products v1vT2 . It also contains all m� n matrices, where
m and n are the dimensionalities of V1 and V2 respectively. Since all combinations of
v1 and v2 (i.e. all positions in the example above) are represented by local activities in
v1v

T
2 , a function of the position can be calculated as a first-order function of the outer

product v1vT2 .

In general, there is no obvious way how to divide a mixed channel vector v into two pure
channel vectorsv1 and v2 as in the example above, even if it is known that the problem is
of second order. To see this, consider for example a function of the relation between two
positions on the x-axis. The split in this case must be made between the two positions,
and such a split which is valid in one case may not be valid in another. There is, however,
one important case where such a split does not have to be made since the two channel
vectors to be mixed originate from two different sources.

Consider a first-order system which is supplied with an input channel vectorvi and which
generates an output channel vector qi. Suppose that v and q are pure channel vectors.
If there is a way of defining a scalar r (the reinforcement) for each decision (v, q) (i.e.
input-output pair), the function r(v;q) is a second-order function. Hence, this scalar r
can be calculated as a first-order function of the outer product qvT . The tensor space
Q 
 V that contains the outer products qvT I call the decision space. In practice the
system will, of course, handle a finite number of overlapping channels and r will only be
an approximation of the reward. If the reward function is continuous, this approximation
can be made arbitrarily good by using a sufficiently large set of channels.

3.4 Learning the reward function

In this section, we will consider a system that is to learn to produce an output channel
vector q as a first-order function of an input channel vector v, i.e. a first-order learning
system. If supervised learning is used, this is achieved simply by training a weight vector
wi for each output channel qi. This could be done in the same way as in ordinary feed-
forward one-layer neural networks, i.e. by minimizing some error function, for instance

� = kq� ~qk2;(3.4)
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Figure 3.4: The reward prediction p for a certain stimulus-response pair (v, q) viewed
as a projection onto W in Q
 V .

where ~q is the correct output channel vector supplied by the teacher. This means, for the
whole system, that a matrixW is trained so that a correct output vector is generated as

q =Wv:(3.5)

In reinforcement learning, however, the correct output is unknown; only a scalar r that
is a measure of the performance of the system is known. But the reward is a function of
the stimulus and the response, at least if the environment is not completely stochastic. If
the system can learn this function, the best response for each stimulus can be found. As
described above (section 3.3), the reward function for a first-order system can be approxi-
mated by a linear combination of the terms in the outer productqvT . This approximation
can be used as a prediction p of the reward and is calculated as

p = hW j qvT i;(3.6)

see figure 3.4. The matrix W is therefore called a prediction matrix memory. The reward
function can be learned by modifying W in the same manner as in supervised learning,
but here with the aim to minimize the error function

� = jr � pj2:(3.7)

Now, let each triple (v;q; r) of stimulus, response, and reward denote an experience.
Consider a system that has been subject to a number of experiences. How should a proper
response be chosen by the system? The prediction p in equation 3.6 can be rewritten as

p = qTWv = hq jWvi:(3.8)

Due to the channel representation, the actual output is completely determined by the di-
rection of the output vector. Hence, we can regard the norm of q as fixed and try to find
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an optimal direction of q. The q that gives the highest predicted reward obviously has
the same direction as Wv. Now, if p is a good prediction of the reward r for a certain
stimulus v, this choice of q would be the one that gives the highest reward. An obvious
choice of the response q is then

q =Wv(3.9)

which is the same first-order function as the one suggested for supervised learning in
equation 3.5. Since q is a function of the input v, the prediction can be calculated di-
rectly from the input. Equation 3.8 together with equation 3.9 give the prediction as

p = hWv jWvi = kWvk2:(3.10)

Now we have a very simple processing structure (essentially a matrix multiplication) that
can generate proper responses and predictions of the associated rewards for any first-
order function.

This structure is similar to the learning matrix or correlation matrix memory described by
Steinbuch and Piske in 1963 [75] and later by Anderson [1, 2] and by Kohonen [50, 52].
The correlation matrix memory is a kind of linear associative memory which is trained
with a generalization of Hebbian learning [30]. An associative memory maps an input
vector a to an output vector b, and the correlation matrix memory stores this mapping as
a sum of outer products:

M =
X

ba
T :(3.11)

The stored patterns are then retrieved as

b =Ma(3.12)

which is equal to equation 3.9. The main difference is that in the method described here,
the correlation strength is retrieved and used as a prediction of the reward. Kohonen [50]
has investigated the selectivity and tolerance with respect to destroyed connections in the
correlation matrix memories.

3.4.1 The Learning Algorithm

The training of the matrix W is a very simple algorithm. For a certain experience (v;q; r),
the prediction p should, in the optimal case, equal r. This means that the aim is to mini-
mize the error in equation 3.7. The desired weight matrix W0 would yield a prediction

p0 = r = hW0 j qvT i:(3.13)
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The direction in which to search for W0 can be found by calculating the derivative of �
with respect to W. From equations 3.6 and 3.7 we get the error

� = jr � hW j qvT ij2(3.14)

and the derivative is

d�

dW
= �2(r � p)qvT :(3.15)

To minimize the error, the modification of W should be in the opposite direction of the
derivative. This means that W0 can be obtained by changing W a certain amount a in
the direction qvT , i.e.

W0 =W + aqvT :(3.16)

Equation 3.13 now gives that

r = p+ akqk2kvk2(3.17)

(see proof A.1.3 on page 99) which gives

a =
r � p

kqk2kvk2 :(3.18)

The usual way to make the learning procedure stable is to letW change only a small step
in the negative gradient direction for each iteration. The update rule therefore becomes

W(t+ 1) =W(t) + ��W(t);(3.19)

where

�W =
r � p

kqk2kvk2qv
T(3.20)

and where � is a “learning speed factor” (0 < � � 1). If the channel representation is
chosen so that the norm of the channel vectors is constant and equal to one, this equation
is simplified to

�W = (r � p)qvT :(3.21)

Here, the difference between this method and the correlation matrix memory becomes
clearer. The learning rule in equation 3.11 corresponds to that in equation 3.21 with
�(r � p) = 1. The prediction matrix W in equation 3.21 will converge when r = p,
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while the correlation matrix M in equation 3.11 would grow for each iteration unless a
normalization procedure is used.

Here, we can see how reinforcement learning and supervised learning can be combined,
as mentioned at the end of section 2.1. By setting r = p+1 and � = 1 we get the update
rule for the correlation matrix memory in equation 3.11, and with r = 1 we get a corre-
lation matrix memory with a converging matrix. This means that if the correct response
is known, it can be learned with supervised learning by forcing the output to the correct
response and setting the parameters � = 1 and r = 1 or r = p + 1. When the correct
response is not known, the system is let to produce the response and the reinforcement
learning algorithm described above can be used.

3.4.2 Relation to TD-methods

The description above of the learning algorithm assumed a reinforcement signal as a feed-
back to the system for each single decision (i.e. stimulus-response pair). This is, however,
not necessary. Since the system produces a prediction of the following reinforcement,
this prediction can be used to produce an internal reinforcement signal in a way similar
to that in the TD-methods described in section 2.5. This is simply done by using the next
prediction as a reinforcement signal when an external reinforcement is lacking. In other
words

r̂ =

(
r r > 0

p(t+ 1) r = 0
;(3.22)

where r̂ is the internal reinforcement that replaces the external reinforcement r in the
algorithm described above, p(t + 1) is the next predicted reinforcement and  is a pre-
diction decay factor (0 <  � 1). This factor makes the predicted reinforcement decay
as the distance from the actual rewarded state increases. This means that the system can
handle dynamic problems with infrequent reinforcement signals.

In fact, this system is better suited for the use of TD-methods than the systems mentioned
in section 2.5 since they have to use separate subsystems to calculate the predicted rein-
forcement. With the algorithm suggested here, this prediction is calculated by the same
system as the response.



54 PREDICTION MATRIX MEMORY

3.5 A tree structure

The system described above have some obvious limitations. One is that if the function to
be implemented is very complicated (e.g. discontinuous), a very large number of chan-
nels must be used in order to get a good approximation. Another limitation is the demand
for a pure channel vector. Even if a mixed channel vector is created as a concatenation
of two pure channel vectors, the system can only respond to one part of the mixed vector,
a part that corresponds to one of the pure channel vectors. These limitations can be re-
duced by the use of local adaptive models. Compare this with the badminton experiment
in section 2.6.2 where two linear models are used to represent a nonlinear function. In
the case of a channel representation, fewer channels are probably needed in a local model
than in a global one. A discontinuity, for example, requires a large number of channels to
be sufficiently well represented. This can be handled by using two models, one acting on
each side of the discontinuity, and by using fewer channels than in the global alternative.

One way to arrange the local models is to use a binary tree structure [9] (see figure 3.5).
This structure has several advantages. If a large number of subsystems is used, an ob-
vious advantage is that the search time required to find the winner is of order O(logn)

where n is the number of models, while it is of order O(n) when searching in a list of
models. Another feature is that the subdivision of the decision space is simple, since only
two subsystems compete in each node.

3.5.1 Generating responses

In section 3.4, I described the basic functions (i.e. response generation and calculation of
predicted reward) of one local model or node as it is called when used in a tree structure.
In this section, I discuss some issues of the response generation, issues that are dependent
on or caused by the tree architecture. I will consider a fixed tree that is already adapted
to the solution of the problem. The adaptive growing of the tree is described in section
3.5.2.

Consider the tree in figure 3.5. The root node is denoted by W0 and its two children
W01 and W02 respectively, and so on. A node without children is called a leaf node.
The weight matrix W used in a node is the sum of all matrices from the root to that node.
In figure 3.5, node 012, for example, will use the weight matrix W = W0 +W01 +

W012. Two nodes with the same father are called brothers. Two brothers always have
opposite directions since their father is in the “centre of mass” of the brothers (this is
further explained in section 3.5.2).

Now, consider a tree with the two modelsWA =W0 +W01 andWB =W0 +W02.
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Figure 3.5: Left: An abstract illustration of a binary tree. Right: A geometric illustra-
tion of the weight matrices in a tree structure (representing three linear functions). Split
nodes are marked with a dot (�).

An input vector v can generate one of the two output vectors qA and qB as

qA =WAv = (W0 +W01)v =W0v +W01v = q0 +W01v(3.23)

and

qB =WBv = (W0 +W02)v =W0v +W02v = q0 +W02v(3.24)

respectively, where q0 is the solution of the root node. Since W01 and W02 are of op-
posite directions, we can writeW02 = ��W01, where � is a positive factor, and hence
equation 3.24 can be written as

qB = q0 � �W01v:(3.25)

Adding equations 3.23 and 3.25 gives

q0 =
qA + qB � (1� �)W01v

2
:(3.26)

Now, ifWA andWB have equal masses (i.e. the solutions are equally good and equally
common), � = 1 and

q0 =
qA + qB

2
;(3.27)

i.e. q0 will be the average of the two output vectors. If WA is better or more common
(i.e. more likely a priori to appear) than WB , � > 1 (W0 is closer to WA) and q0 will
approach qA. Equation 3.23 also implies that the response can be generated in a hierar-
chical manner, starting with the coarse and global solution of the root and then refining
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the response gradually just by adding to the present output vector the new vectors that are
generated when traversing the tree. In this way an approximate solution can be generated
very fast since this solution does not have to wait until the best leaf node is found.

The process of traversing the tree in search for the best leaf node can be described as a
recursive procedure:

1. Start with the root node: W =W0.

2. Let the current matrix be the father: Wf =W.

3. Select one of the children [Wf1;Wf2] as winner.

4. Add the winner to the father: W =Wf +Wf;winner .

5. If W is not a leaf node go to 2.

6. Generate a response: q =Wv.

This scheme does not describe the hierarchical response generation mentioned above.
This is, however, easily implemented by moving the response generating step into the
loop (e.g. between step 2 and 3 in the scheme above) and adding each new output vector
to the previous one.

Now, how should the winner be selected? Well, the most obvious way is always to select
the child with the highest prediction p. This could, however, cause some problems. For
reasons explained in section 3.5.2, the winner is selected in a probabilistic way. Consider
two children with predictions p1 and p2 respectively. The probability P1 of selecting
child 1 as winner is chosen to be

P1 =
1

2

2
664erf

0
BB@ p1 � p2r

�2
high

nhigh
+

�2
low

nlow

1
CCA+ 1

3
775 ;(3.28)

where erf(�) is the error function, i.e. the integral of a Gaussian, illustrated in figure 3.6.
�high and �low are the variances of the rewards for the choice of the child with the high-
est prediction and the lowest prediction respectively. nhigh and nlow are the sample sizes
of these estimates. When the two predictions are equal, the probability for each child to
win is 0.5 (see figure 3.6). When the variances decrease and the sample sizes increase, the
significance of the hypothesis that it is better to choose the node with the highest predic-
tion as winner than to choose at random increases. This leads to a sharpening of the error
function and a decrease in the probability of selecting the ’wrong’ child. This function is
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Figure 3.6: Illustration of equation 3.28 for two different cases of �i and ni. The solid
line shows a case in which the variation is smaller and/or the number of data is larger
than in the case shown by the dashed line.

similar to the paired t-test of hypothesis on the means of two normal distributions. Here
we have used the normal distribution instead of the t-distribution1 in order to be able to
use the error function.

3.5.2 Growing the tree

Since the appropriate size of the tree cannot be known in advance in general, we have to
start with a single node and grow the tree until a satisfying solution is obtained. Hence,
we start the learning by trying to solve the problem by using a single linear function. The
single node will now try to approximate the optimal function as well as possible. If this
solution is not good enough (i.e. a low average reward is obtained), the node will be split.
To find out when the node has converged to a solution (optimal or not optimal), a measure
of consistency of the changes of W is calculated as

c =
kPk 

k�WkkP
k kk�Wkk ;(3.29)

where f : 0 <  � 1g is a decay factor that makes the measure more sensitive to recent
changes than to older ones. These sums are accumulated continuously during the learn-
ing process. Note that the consistency measure is normalized so that it does not depend
upon the step size in the learning algorithm. If c goes below a certain limit, convergence
is assumed.

Now, if a node is split, two new nodes are created, each with a new weight matrix. The
probability of selecting a node depends on the predicted reward (see equation 3.28). Con-
sider the case where the problem can be solved by the use of two linear models. The

1The effect of this simplification is probably not important since both distributions are unimodal and sym-
metric with their maximum at the same point. The exact shape of the distribution is of less importance.
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Figure 3.7: A geometric illustration of the update vectors of a father node and its two
child nodes.

solution developed by the first node (the root) converges to an interpolation of the two
linear models. This solution is in between the two optimal solutions in the decision space
(V 
 Q). If the node is split into two child nodes, they will find their solutions on each
side of the father’s solution. If the child nodes start in the same position in the decision
space as their father (i.e. they are initialized with zeros), the competition is very simple.
As soon as one of the children is closer to one solution, the other child will be closer than
its brother to the other solution.

The mass m of a node is defined as the reward obtained by that node averaged over all
decisions made by that node or its brother. This means that a node that often loses in the
competition with its brother will get a low mass (even if it receives high rewards when
it does win). The mass will not be changed if the decision is made in another branch of
the tree and not by the node itself or its brother. The mass of a node indicates that node’s
share of the joint success the node itself and its brother have attained. This means that
the masses mw and ml of a winner node and a loser node respectively are updated as

m(t+ 1) = m(t) + �m(t);(3.30)

where

�mw = (r �mw)(3.31)

and

�ml = �ml;(3.32)

where  is a memory decay factor. When a node’s matrix and mass are updated, the father
will be updated too so that it remains in the centre of mass of its two children. In this way,
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the father will contain a solution that is a coarse and global approximation of the solutions
of its two children. Consider figure 3.7 and suppose thatW1 is the winner child and that
W2 is the loser. One experience gives:

� �W: The total change of the vectors according to the update rule in equation 3.21
in section 3.4.

� �m1: The change in the mass of the winner node.

� �m2: The change in the mass of the loser node.

We have three prerequisites:

� Wf should remain in the centre of mass of its children)

Wf =
m1(Wf +W1) +m2(Wf +W2)

m1 +m2

=Wf +
m1W1 +m2W2

m1 +m2

)

m1W1 +m2W2 = 0:(3.33)

� The loser should not be moved )

�Wf +�W2 = 0:(3.34)

� The total change of the winner node should be �W)

�Wf +�W1 = �W:(3.35)

These prerequisites imply that when �W has been calculated, the father should be al-
tered according to

�Wf =
�Wm0

1 +W1�m1 +W2�m2

m0
1 +m0

2

(3.36)

(see proof A.1.4 on page 100), where m0 is the new mass, i.e. m0 = m+�m. IfWf is
not the root node, the same calculation will be made at the next level with �Wf as the
new �W. Hence, the changes in the weight matrices will be propagated up the tree.

If a node is accidentally split and that node’s children converge to the same solution, the
node itself will also contain this solution. If this is the case, the two redundant children
can be pruned away. To detect this situation, a significance measure s of the use of the two
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children is calculated. Since the system sometimes chooses the child with the higher and
sometimes the child with the lower prediction, the distributions of the rewards for these
two cases can be estimated. From these statistics the significance can be calculated as

s =
1

2

2
664erf

0
BB@(1� �)�high � �lowr

�2
high

nhigh
+

�2
low

nlow

1
CCA+ 1

3
775 ;(3.37)

where �high and �low are the estimated mean rewards for the choice of the child with
high and low prediction respectively,� andn are the corresponding variances and sample
sizes of each child and � is a threshold. Equation 3.37 gives a significance measure s of
the hypothesis that �high is � better than �low (relatively). If the significance is low, i.e.
if it does not matter which child is chosen, the solutions are obviously very similar and
the child nodes can be pruned away.

There is another reason for selecting the winner in a probabilistic manner. Just after a
node has been split, there is a risk of one child learning a prediction function that is larger
than the brother’s function for all inputs. In particular, this is a risk if the father is split
too early so that the father and one child leave the other child behind. If a deterministic
selection of the winner was done, the child that is left behind would never have a chance
of finding a solution and this would be a dead end. The brother would then converge to
the same solution as the father. This would not necessary affect the final solution, but it
would give a redundant level in the tree which costs memory space and computing time.
By using a probabilistic choice, this problem is avoided.

Using the tree is computationally very simple. The response generation is of the order
O(vq logn), where n is the number of nodes, v is the dimension of the input vector and
q is the dimension of the output vector. vq is the multiplication of an v�q matrix with an
v-dimensional vector and logn is the number of multiplications in a tree with n nodes.
The learning process takes another 2logn additions of v � q matrices.

3.6 Experiments

In this section, some experiments are presented to illustrate the principles of the methods
described in this chapter. In the first subsection, the use of the channel representation
is illustrated. In the next subsection, an illustration of the use of a tree structure when
solving the same problem as in the first example is given. Finally, the tree structure is
used to solve an XOR-problem which is a second-order problem.
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3.6.1 The performance when using different numbers of
channels

In the first three experiments, the use of different numbers of channels in the represen-
tation of the input variable is demonstrated. I have used three different representations
(see figure 3.8). The first one uses two channels to represent an input x in the interval
0 � x � 4:

v =

�
v1
v2

�
=

�
cos
�
�
8
x
�

cos
�
�
8
(x� 4)

� � :(3.38)

The second representation uses five channels with a cos2 shape:

vi =

�
cos2

�
�
3
(x� xi)

�
if �

3
jx� xij < �

2

0 otherwise
;(3.39)

where 0 � x � 4 and xi = i; i 2 f0:::4g. The last one uses nine channels with a cos2

shape:

vi =

�
cos2

�
2�
3
(x� xi)

�
if 2�

3
jx� xij < �

2

0 otherwise
;(3.40)

where 0 � x � 4 and xi = i
2
; i 2 f0:::8g. Note that the norms of the channel vectors

are constant for all x except for small intervals at the upper and lower parts in the cos2

representations, intervals where less than three channels are used, i.e. for x < 0:5 and
x > 3:5 in the case of five channels and for x < 0:25 and x > 3:75 in the case of nine
channels. The output y is represented by two channels in all three cases:

q =

�
q1
q2

�
=

�
cos
�
�
8
y
�

cos
�
�
8
(y � 4)

� � ; 0 � y � 4:(3.41)

The system described in section 3.4 was trained in a fairly simple but nonlinear problem.
The system used the tree representations of the input variable x that are described above.
Note that no tree structure was used here; only one single linear system was used. The
goal for the system was to learn a nonlinear function y = f(x) that contained a discon-
tinuity:

y =

�
2 0 � x � 2

1 2 < x � 4
(3.42)

(see the top left plot in figure 3.9). Random x-values were generated from a uniform
distribution in the interval 0 � x � 4 and a reward signal r was calculated as

r = max

"
0;

�
1� y � ycorrect

2

�2
#
;(3.43)
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Figure 3.8: The input scalar represented by two channels (top), five channels (middle)
and nine channels (bottom). For clarity, every second channel is drawn with a broken
line.

where y is the output from the system decoded into a scalar and ycorrect is the desired
output according to equation 3.42. The plots in figure 3.9 illustrate the predictions made
by the system for all combinations of input and output signals as iso-curves according to
equation 3.6 in section 3.4. The maximum prediction for each input is indicated with a
dotted line and this is the response that the system would choose. Note that the channel
representation enables the linear system q = Wv to implement a nonlinear function
y = f(x), and the more channels that are used, the more accurate is the approximation
of the optimal function as well as the approximation of the reward function.

3.6.2 The use of a tree structure

In the following experiment, the tree structure described in section 3.5 was used. Each
node consists of a linear system with two input channels and two output channels like the
first system described in the previous subsection.

The system was trained in the same problem as the one in the previous subsection (equa-
tion 3.42). The input variable was generated in the same way as above and the reward
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Figure 3.9: The top left figure displays the optimal function. The other three figures
illustrate the predictions as iso-curves with the maximum prediction marked with a dotted
line for two (top right), five (bottom left) and nine (bottom right) channels.

function was the same as in equation 3.43. Each iteration consists of one input, one out-
put and a reward signal. The result is plotted in figure 3.10. To the left, the output of the
system is drawn. To the right, the output of the root node is drawn to illustrate that the
root node represents an interpolation of the two solutions. It is obvious that this prob-
lem can be solved by a two-level tree, and that is what the algorithm converged to. The
discontinuity explains the fact that this solution with only two channels is better than the
solutions with more channels but with only one level in the previous experiments.

3.6.3 The XOR-problem

The aim of the following experiment is to demonstrate the use of the tree structure in
a problem that is impossible to solve, even approximately, on one single level, no mat-
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Figure 3.10: The result when using a tree structure. The predictions are illustrated by iso-
curves with the maximum predictions marked with dotted lines. The optimal functions
are drawn as solid lines. Left: The output of the whole system. Right: The output of
the root node.
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Figure 3.11: Left: The correct XOR-function. Right: The result after 4000 trials.

ter how many channels are used. The problem is to implement a function similar to the
Boolean XOR-function. The input consists of two parameters, x1 and x2, each of which
is represented by nine channels. The two channel vectors are concatenated to form an
input channel vector v with 18 channels.

The function the system is to learn is

y =

�
1 if (x1 > 0:5 AND x2 � 0:5) OR (x1 � 0:5 AND x2 > 0:5)
0 otherwise

(3.44)

which is illustrated to the left in figure 3.11. The reason for this problem being impossible
to solve by using one linear system is that for each value of x1 there are two possible cor-
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rect outputs depending on the value of x2. Hence, no single channel in the input vector
contains any useful information alone. The system must use the relation between differ-
ent channels in order to make the correct response and this is not possible with one single
linear system.

The system was trained by using the same reward function as in equation 3.43. The result
after 4000 iterations is shown in figure 3.11 (right). The tree had then converged to three
levels with four leaf nodes, one for each quadrant in the input space as illustrated in figure
3.12.

W

W W
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011 012

W

W W
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Figure 3.12: The three-level tree that evolved during the training in the XOR-problem.

3.7 Conclusions

In this chapter, a system that is able to learn an approximation of the reward function
when given a pure channel vector representation of the input has been presented. This
approximation can be used both as a prediction of the reward and for finding a proper
response to a given stimulus. Such systems can be used as local adaptive models in order
to solve more complicated problems. A dynamic tree structure for arranging the local
models in an efficient way has also been presented.

There are, however, some problems left to be solved. The system can only use first or-
der functions, at least locally. In the experiment with the XOR-task, the system divided
the function into four solutions, each with a constant output. An alternative solution for
the system would be to divide the problem into two step functions approximated by a
sufficiently large number of channels. Each step function is a first order function. If,



66 PREDICTION MATRIX MEMORY

however, the system is to learn a simple function like y = x2� x1, where x1 and x2 are
represented by two pure channel vectors concatenated to a mixed channel vector as in
the XOR-experiment, the problem cannot be divided into first-order functions. The only
way for this system to solve such a task is to divide the problem into a very large number
of regions where a constant can be used as a model. This is not a very efficient or good
solution of such a simple problem. The problem could, in this case, be solved either by
letting the whole (x1; x2)-plane be represented by different channels as mentioned be-
fore, or by letting x2 � x1 be represented by a channel coding. In both cases, there is a
pure channel vector and hence only first order functions are needed. The advantage of
the second representation is that it is invariant to everything except x2�x1. This enables
the system to generalize; if it has learned the correct answer to 5� 3 it can also give the
right answer to 8� 6.

Another question is the number of channels to use. We saw in the experiments that a
small number of channels gives a poor approximation of a complicated function (e.g. a
discontinuity), and that this can be compensated for by the use of local models. The rep-
resentation of the reward function is, however, also dependent on the number of channels,
and with a poor approximation of the reward function the estimation of which model to
use will also be poor. Since the required number of channels depends on the number of
local models, one solution would be to equip each model with its own set of channels.
This would also enable the different models to use different features, both in the rein-
forcement prediction and in the response generation.

The central problem seems to be to find the proper features to be represented by pure
channel vectors. This problem can of course not be given a general solution but must
depend on the task to be solved. In the next chapter, we will look at a method of finding
features that are important for the system’s ability to generate proper responses.
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CANONICAL CORRELATION

In section 2.6, it was argued that if a system consists of a large enough set of local adap-
tive models, a rather complicated function can be represented by very simple models.
In chapter 3, such a model was suggested. This model requires the (local) input to be
represented by a pure channel vector. One key question is how to generate pure channel
vectors, i.e. how to select what the channel vectors should represent. This question is
important in any system that uses local adaptive models. Even without the channel rep-
resentation, it is important to have an efficient mechanism that selects the features to be
used by the local models in the input and output spaces. This problem inspired the work
which resulted in a learning algorithm which finds that linear combination of one set of
multi-dimensional variates that is the best predictor and at the same time finds that linear
combination of another set that is the most predictable, a relation known as canonical
correlation.

The chapter begins with an introduction that motivates the choice of canonical correla-
tion. In section 4.2, the generalized eigenproblem is presented and the concept of canon-
ical correlation is described. A learning algorithm for finding the canonical correlations
is presented in section 4.3. In section 4.4, a description of how the system can be used
for generating responses is given and in section 4.5 this method is compared to a least
mean square error method. In section 4.6, the performance of the algorithm is illustrated
in experiments and the chapter ends with some conclusions.

4.1 Introduction

There are many ways to perform dimensionality reduction. One way that was mentioned
in section 1.4.2 is to use a SOFM [51] (see page 11). Obviously the SOFM generates a

67
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pure channel vector and therefore this could seem to be a natural choice. A problem, how-
ever, with the SOFM in this case is that it has rather strange invariance properties. In fig-
ure 4.1, the invariance properties of a one-dimensionalSOFM mapping a two-dimensional
space are indicated. For inputs within these regions the output of the SOFM is constant.

Figure 4.1: A one-dimensional SOFM mapping a two-dimensional space. The regions
of constant output are indicted with broken lines.

Another problem with the SOFM is that it represents the signals according to how com-
mon they are regardless of how they are to be used in the system’s decisions. The SOFM
primarily represents signals with high variances. This is, however, of little use in a re-
sponse generating system. Such a system should find directions that efficiently represent
signals that are important rather than signals that have large energy. If the input to a sys-
tem comes from a set of different sensors, it is not certain that the signal ranges are of
the same order of magnitude. Obviously, the range of the signal values from a sensor
has very little to do with the importance of the information coming from that sensor. The
same reasoning can be followed for the output, which may consist of signals to a set of
different effectors.

Another common method of dimensionality reduction is principal component analysis
(PCA) [21, 42, 67]. The PCA finds the largest eigenvectors of the signal, and the pro-
jections onto these eigenvectors could be used as a new representation of the signal. The
invariance properties of such a representation are usually more appropriate than those of
the SOFM. The projection onto a vector is invariant to all variations orthogonal to the
line and, hence, the regions of invariance are hyper-planes orthogonal to the vector. The
PCA, however, suffers from the same problem as the SOFM in that it represents signals
with high variance rather than signals that are related to the generation of responses. For
this reason, the correlation between input and output signals is interesting since this mea-
sure is independent of the variances of the signals.
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To be able to describe a relation between an input vector x 2 X and an output vector
y 2 Y by the use of two linear models wx and wy, we wish to find the models that
maximize the correlation between the projections of the input and output vectors onto
the two linear models respectively. This is the same thing as finding the largest canonical
correlation between the sets X and Y [38, 45, 49].

4.2 The generalized eigenproblem

As a mathematical background to the theory of canonical correlation, I will describe the
important generalized or two-matrix eigenproblem:

Aŵ = �Bŵ:(4.1)

This problem appears in many scientific and engineering problems, see for instance
Bock [7], Golub and Van Loan [21] and Stewart [76]. An iterative solution of the prob-
lem was already suggested in 1951 by Hestenes and Karush [34]. Special cases of this
problem turn out to correspond to:

� Principal component analysis (PCA)

� Singular value decomposition (SVD)

� Canonical correlations

4.2.1 The Rayleigh quotient

The generalized eigenproblemis related to the problem of maximizing a ratio of quadratic
forms, i.e. maximizing

r =
wTAw

wTBw
;(4.2)

where A is symmetric and B is symmetric and positive definite, i.e. a metric matrix. This
ratio is known as the Rayleigh quotient. The gradient of r is

@r

@w
= �(Aŵ � rBŵ);(4.3)

where � is a positive factor (see proof A.2.1 on page 100). Setting the gradient to 0 gives

Aŵ = rBŵ;(4.4)
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recognized from equation 4.1 as the generalized eigenproblem. This shows that the ex-
tremal points of the Rayleigh quotient (i.e. the points that have zero derivatives) corre-
spond to the eigensystem of the generalized eigenproblem. An example of the Rayleigh
quotient is plotted in figure 4.2 together with the two eigenvectors of the correspond-
ing eigenproblem. The matrices in this example areA =

�
1 0

0 1=4

�
andB =

�
2 1

1 1

�
. The

quotient is plotted as r(ŵ)ŵ, i.e. for each direction ŵ, r is plotted at rŵ. The two eigen-
vectors are drawn with the lengths of their corresponding eigenvalues. The figure shows
that for this choice ofA andB, r is bounded by the largest and the smallest eigenvalue,
and that there is no local maximum except for the largest eigenvalue. We will soon see
that these are general properties of the Rayleigh quotient. Also, note that the eigenvec-
tors are not orthogonal. This is due to the fact that the matrix B�1A is not symmetric.
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Figure 4.2: An example of the Rayleigh quotient plotted together with the eigenvectors
of the corresponding generalized eigenproblem.

If the eigenvalues ri are distinct (i.e. ri 6= rj for i 6= j), the different eigenvectors are
orthogonal in the metrics A and B, which means that

ŵT
i Bŵj =

(
0 for i 6= j

�i > 0 for i = j
(4.5)

and

ŵT
i Aŵj =

(
0 for i 6= j

ri�i for i = j
(4.6)

(see proof A.2.2 on page 100). This means that the wi’s are linearly independent (see
proof A.2.3 on page 101). Since an n-dimensional space gives n eigenvectors which are
linearly independent, fw1; : : : ;wng is a base and any w can be expressed as a linear
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combination of the eigenvectors. Now, we can prove (see proof A.2.4 on page 101) that
the function r is bounded by the largest and the smallest eigenvalues, i.e.

rn � r � r1;(4.7)

which means that there exists a global maximum and that this maximum is r1. To inves-
tigate if there are any local maxima, we look at the second derivative, or the Hessian H,
of r for the solutions of the eigenproblem:

Hi =
@2r

@w2

����
w=ŵi

=
2

wT
i Bwi

(A� riB)(4.8)

(see proof A.2.5 on page 102). We can show (see proof A.2.6 on page 102) that the Hes-
sian Hi has positive eigenvalues for i > 1, i.e. there exist vectors w such that

wTHiw > 0 8 i > 1:(4.9)

This means that for all solutions of the eigenproblem except for the largest root, there
exists a direction in which r increases. In other words, there are no local maxima of the
function r except the global one. The important conclusion from this fact is that a gra-
dient search method can be used to find the maximum of the Rayleigh quotient since all
other points are unstable, and, hence, such a method will find the largest eigenvalue and
the corresponding eigenvector of the generalized eigenproblem.

4.2.2 Finding successive solutions

We have seen that a gradient search on the Rayleigh quotient can find the largest eigen-
value and the corresponding eigenvector of the matrixM = B�1A. We have also seen
that all solutions but the one corresponding to the largest eigenvalue are unstable. The
question of how to find the successive eigenvalues and the corresponding eigenvectors
naturally arises.

Let M be an n�nmatrix, f�ig the eigenvalues and fûig the corresponding eigenvectors
of M. Let fvig be the dual vectors of fûig, which means that

ûTi vj = �ij :

fvig are also called the left eigenvectors of M, and fûig and fvig are said to be biorthog-
onal. If û1 is the eigenvector corresponding to the largest eigenvalue, the new matrix

N =
�
M� �1û1v

T
1

�
(4.10)

will have the same eigenvectors and eigenvalues as M except for the eigenvalue corre-
sponding to û1 (i.e. �1 for M) which now will be zero (see proof A.2.7 on page 103).
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This means that the eigenvectors corresponding to the largest eigenvalue of N are the
same as those corresponding to the second largest eigenvalue of M. If M is symmetric,
the eigenvectors are orthogonal to and identical with their dual vectors. This process can
be repeated in order to find the successive solutions.

4.2.3 Statistical properties of projections

Consider the projections

x = ŵT
x x and y = ŵT

y y;(4.11)

where x 2 X and y 2 Y . X and Y are two sets of vectors which are not necessarily
of the same dimensionalities. To simplify the notation, I assume that the vectors x and
y have zero mean, i.e. Efxg = Efyg = 0. Now we will look at the three statistical
measures variance, covariance and correlation of these projections and see that they are
related to the generalized eigenproblem for certain choices of the matrices A and B.

Variance

The variance of x is

� = efx2g = EfŵT
xx x

T ŵxg = ŵT
xCxxŵx =

wT
xCxxwx

wT
x I wx

;(4.12)

where Cxx = EfxxT g is the within-set covariance matrix of the vector x and I is the
identity matrix. The rightmost term is recognized as the Rayleigh quotient in equation
4.2 whereA = Cxx andB = I. By finding the vector wx that maximizes the Rayleigh
quotient with this choice of A and B, the variance of the projection ontowx is also max-
imized. This corresponds to a PCA of the matrix

Cxx =
X
i

�iŵxiŵ
T
xi:(4.13)

Covariance

The covariance between x and y is

� = Efxyg = EfŵT
xx y

T ŵyg = ŵT
xCxyŵy =

wT
xCxywyq

wT
xwx wT

ywy

;(4.14)
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where Cxy = EfxyT g = [EfyxT g]T = CT
yx is the between-sets covariance matrix.

The partial derivatives of � with respect to wx and wy are

@�

@wx
=

1

kwxk
(Cxyŵy � �ŵx)(4.15)

and

@�

@wy
=

1

kwyk
(Cyxŵx � �ŵy)(4.16)

respectively (see proof A.2.8 on page 103). Setting the derivatives to zero gives the equa-
tion

CAw = �w;(4.17)

where

CA =

�
0 Cxy

Cyx 0

�
(4.18)

and

w =

�
ŵx

ŵy

�
:(4.19)

Here we have the generalized eigenproblem where A = CA and B = I (equation4.1).
In this case, by finding the pair of vectorswx andwy that maximizes the Rayleigh quo-
tient, the covariance between the projections onto wx and wy is also maximized. This
corresponds to an SVD [21, 54] of the matrix

Cxy =
X
i

�iŵxiŵ
T
yi:(4.20)
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Correlation

The correlation1 between x and y is

� =
Efxygp

Efx2gEfy2g

=
EfŵT

xx y
T ŵygq

EfŵT
xx x

T ŵxgEfŵT
y y y

T ŵyg

=
ŵT
xCxyŵyq

ŵT
xCxxŵxŵT

yCyyŵy

:

(4.21)

The partial derivatives of � with respect to ŵx and ŵy are

@�

@ŵx
= a

�
Cxyŵy � ŵT

xCxyŵy

ŵT
xCxxŵx

Cxxŵx

�
(4.22)

and

@�

@ŵy
= a

 
Cyxŵx �

ŵT
yCyxŵx

ŵT
yCyyŵy

Cyyŵy

!
;(4.23)

where a is a positive scalar (see proof A.2.9 on page 104). Setting the derivatives to zero
gives the equation

CAw = �CBw;(4.24)

whereCA is given by equation 4.18,CB is given by

CB =

�
Cxx 0

0 Cyy

�
(4.25)

and

w =

�
�xŵx

�yŵy

�
;(4.26)

where

�x

�y
=

s
ŵT
yCyyŵy

ŵT
xCxxŵx

:(4.27)

1The term correlation is sometimes inappropriately used for denoting the second-order origin moment
(�x2) as opposed to variance which is the second-order central moment (�[x � x0]

2). The definition used
here can be found in textbooks in mathematical statistics. It can loosely be described as the covariance between
two variables normalized by the geometric mean of the variables’ variances.
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�x
�y

is the ratio between the standard deviation of x and the standard deviation of y. It can
be interpreted as a scaling factor between the linear combinations.

Equation 4.24 is equivalent to the generalized eigenproblemwhereA = CA andB = CB .
The eigenvectors which correspond to the largest eigenvalue �1 are the vectors ŵx1 and
ŵy1 that maximize the correlation between the canonical variates x1 = ŵT

x1x and y1 =
ŵT
y1y. In this case, by finding the pair of vectorswx andwy that maximizes the Rayleigh

quotient

r =
wTCAw

wTCBw
;(4.28)

where w is given by equation 4.26, the correlation � between the projections onto wx

andwy is also maximized. This corresponds to finding the largest canonical correlation
between the sets X and Y . We can see that the gradient of r is zero for the same ŵ’s as
the gradient of �. It can also be shown (see proof A.2.10 on page 104) that r = � when
the gradient is zero. This means that a gradient search on � gives the same solution as
a gradient search on r and that they have the same global maximum. It should be noted
that there are only N solutions fŵxn; ŵyn; �ng; 1 � n � N where N is the minimum
of the dimensionalities of x and y. The term and the concept of canonical correlation
was introduced by Hotelling in 1936 in an investigation of relations between two sets of
variates [38]. Kay [45] has shown that finding the canonical correlations is equivalent
to maximizing the mutual information between the sets X and Y if x and y come from
elliptical symmetric random distributions.

An important property of canonical correlations is that they are invariant with respect to
affine transformations of x and y. An affine transformation is given by a translation of
the origin followed by a linear transformation. The translation of the origin of x or y has
no effect on � since it leaves the covariance matrix C unaffected. Invariance with respect
to scalings of x and y follows directly from equation 4.21. For invariance with respect to
other linear transformations, see proof A.2.11 on page 105. To see why this is a desirable
property of a response generating learning system, consider a system equipped with a set
of sensors. Suppose this system can learn a specific behaviour given the input from these
sensors. Now, if the sensors are rearranged so that the set of sensors represents the same
part of the environment as before but in another coordinate system, we would still like
the system to learn the same behaviour as before. Or if one of the sensors is replaced by
a new one with higher sensitivity, there is no reason why the system should learn another
behaviour.

The vectorswx andwy together with the projections of an input and an output signal are
illustrated in figure 4.3.



76 CANONICAL CORRELATION
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Figure 4.3: An illustration of the vectors wx and wy in the vector spaces X and Y re-
spectively. The projections x and y of the signals x and y respectively are indicated by
broken lines.

4.3 Learning canonical correlation

We have seen that a gradient search can be used to find the solutions of the generalized
eigenproblem. An iterative gradient search method for finding the canonical correlation
is (

wx(t+ 1) = wx(t) + �wx(t)

wy(t+ 1) = wy(t) + �wy(t)
;(4.29)

where the �w’s are calculated as

�wx = �xx
�
yT ŵy � xTwx

�
(4.30a)

�wy = �yy
�
xT ŵx � yTwy

�
:(4.30b)

�x and �y are positive update factors. To see that this is a gradient search, we look at
the expected change �w of the vectors. For equation 4.30a we have

Ef�wxg = �xEfxyT ŵy � xxTwxg
= �x (Cxyŵy �Cxxwx)

= �x (Cxyŵy � kwxkCxxŵx) ;

(4.31)

where Ef�g means expectation. Identifying this with equation 4.22 gives

Ef�wxg = �x

a

@�

@ŵx
; �x; a � 0(4.32)
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with

kwxk = ŵT
xCxyŵy

ŵT
xCxxŵx

= �
�x

�y
:

In the same way, equations 4.30b and 4.23 give

Ef�wyg = �y

a

@�

@ŵy
; �y; a � 0(4.33)

with

kwyk =
ŵT
yCyxŵx

ŵT
yCyyŵy

= �
�y

�x
:

This shows that the expected changes of the vectors wx and wy are in the same direc-
tions as the gradient of �, which means that the learning rules in equation 4.30 on average
is a gradient search on �. It also shows that the stable point of the algorithm, i.e. where
�wx = �wy = 0, corresponds to equation system 4.24 which is a solution to the prob-
lem of finding the canonical correlations. The canonical correlation � is found as

� =

q
kwxk kwyk:(4.34)

Since � is the correlation between the variates and �x
�y

is the scaling factor (see equation
4.27), the norm of the vectorwx is the least square error estimator of y given x, and vice
versa for kwyk. This means that the best estimate ~y of the variate y in a least square error
sense is

~y = xTwx

and, for symmetry reasons,
~x = yTwy:

With these notations we can write equations 4.30 as(
�wx = �xx (y � ~y)

�wy = �yy (x� ~x)
(4.35)

which shows that the algorithm has a stable point where ~y on average equals y and ~x on
average equals x.

4.3.1 Learning the successive canonical correlations

In section 4.2.2, it was shown how to find the successive solutions of an eigenproblem.
To be able to see how to use that method here, I rewrite equation 4.24 as

Mxŵx = �2ŵx(4.36)

Myŵy = �2ŵy;(4.37)
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where

Mx = C�1
xxCxyC

�1
yyCyx and My = C�1

yyCyxC
�1
xxCxy:(4.38)

Unfortunately, Mx and My are not in general symmetric. We must therefore find the
dual vectors to ŵxi and ŵyi, i.e. the vectors vxj and vyj such that

ŵT
xivxj = �ij and ŵT

yivyj = �ij :(4.39)

The different roots of equations 4.36 and 4.37 are orthogonal in the metricsCxx andCyy

respectively, which means that

ŵT
xiCxxŵxj = 0 and ŵT

yiCyyŵyj = 0 for i 6= j(4.40)

(see proof A.2.12 on page 106). This means that the variates are uncorrelated, since

Efxixjg = Ef(ŵT
xix)(x

T ŵxj)g = ŵT
xiCxxŵxj = 0

Efyiyjg = Ef(ŵT
yiy)(y

T ŵyj)g = ŵT
yiCyyŵyj = 0

)
for i 6= j:(4.41)

Equation 4.40 shows that Cxxŵxi and Cyyŵyi are orthogonal to ŵxj and ŵyj respec-
tively (i 6= j). A suitable normalization gives the dual vectors as

vxi =
Cxxŵxi

ŵT
xiCxxŵxi

(4.42)

and

vyi =
Cyyŵyi

ŵT
yiCyyŵyi

:(4.43)

The new eigenvector equations are then�
Mx � �21ŵx1v

T
x1

�
ŵx = �2ŵx(4.44)

and �
My � �21ŵy1v

T
y1

�
ŵy = �2ŵy(4.45)

which have the same solutions, except for the first ones, as equations 4.36 and 4.37 re-
spectively. To get vxi and vyi, we use an iterative method of estimating the vectors
v0xi = Cxxŵxi and v0yi = Cyyŵyi. The update rule is(

v0xi(t+ 1) = v0xi(t) + �v0xi

v0yi(t+ 1) = v0yi(t) + �v0yi;
(4.46)
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where

�v0xi = �
�
xxT ŵxi � v0xi

�
(4.47)

and

�v0yi = �
�
yyT ŵyi � v0yi

�
:(4.48)

We then get

vxi =
v0xi

ŵT
xiv

0
xi

and vyi =
v0yi

ŵT
yiv

0
yi
:(4.49)

To find the second pair eigenvalues and the corresponding eigenvectors of equations 4.36
and 4.37, we use the modified learning rule

�wx = �xx
�
(y � y1)T ŵy � xTwx

�
(4.50a)

�wy = �yy
�
(x� x1)T ŵx � yTwy

�
;(4.50b)

where
y1 = yT ŵy1vy1

and
x1 = xT ŵx1vx1 :

It can be shown (see proof A.2.13) that at the equilibrium of the modified update rule in
equations 4.50, i.e. where (

Ef�wxg = 0

Ef�wyg = 0;

we get the eigenvector equations 4.44 and 4.45. As I have shown, the largest eigenvalue
of these equations corresponds to the second largest eigenvalue of the original equations
4.36 and 4.37. This means that the modified learning rule given in equations 4.50 will
find the second largest canonical correlation. This scheme can of course be repeated in
order to find the third canonical correlation by subtracting the second solution in the same
way and so on.

4.4 Generating responses

The primary goal for a response generating system is to find the maximum of an unknown
reward function. A general problem for systems that sample the reward function is that
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they will not see the reward function, but the reward function weighted by the sample
distribution. The maximum of the product between the reward function and the sample
distribution function does, of course, in general not coincide with the maximum of the
reward function; these maxima coincide only if the expected response is the optimal re-
sponse. It is, however, easy to show that the maximum of the product of two unimodal
positive functions lies between the maxima of the two functions respectively (see proof
A.2.14. Hence, if the system moves its solution (i.e. the mean of the sample distribution)
towards the observed maximum, it thereby moves the solution closer to the maximum
of the reward function. Admittedly, this does not prove that the maximum of the reward
function is found and, hence, this problem needs to be investigated further.

The learning algorithm presented in section 4.3 is an unsupervised learning algorithm
that finds certain statistical relations between two distributions. The remaining part of
this chapter deals with the possibility of using the canonical correlation algorithm in re-
inforcement learning. A straight forward approach towards this end is to find the canon-
ical correlation between rewarded input and output pairs simply by weighting the update
increments with the reward, i.e.

�wx = r�xx
�
yT ŵy � xTwx

�
(4.51a)

�wy = r�yy
�
xT ŵx � yTwy

�
(4.51b)

To get an intuitive understanding of how this rule works, consider the case where the
reward has only two values: 0 or 1. The decisions (i.e. input-output pairs) that receive a
zero reward can be disregarded since they do not affect the weight vectors. Hence, the
rewarded pairs of input and output vectors constitute two distributions between which the
algorithm finds the canonical correlations. If the reward can take other values than 0 and
1, we can look at the method like this: if a decision with a certain reward is considered
as one sample from the distribution, another decision with a reward twice as high may
be considered as two samples at the same position.

As discussed in section 2.4.2, the response generation must be made in a stochastic way.
This can be done by adding noise to the deterministic part of the output given by the linear
model. This gives distributions of input and output vectors weighted with their rewards.

Response prediction

As mentioned above, the algorithm described in section 4.3 is a least square estimator ~y =

xTwx of y = yT ŵy. While ~y is the maximum likelihood prediction of the projection of
y onto ŵy given x, it is in general not the most probable prediction of y.
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Assume a Gaussian probability density function of y:

P (y) =
1

(2�)n=2kCyyk1=2
exp

�
�1

2
yTC�1

yy y

�
:(4.52)

In order to find the most probable y that causes a projection yT ŵy = xTwx, we maxi-
mize P (y) under the constraint yT ŵy � xTwx = 0. This gives:

~y = xTwx
Cyyŵy

ŵT
yCyyŵy

= xTwxvy(4.53)

(see proof A.2.15 on page 108). In figure 4.4, the problem is illustrated graphically. In
the figure, a slice P (y j yT ŵyŵy) of the probability density function P (y) orthogo-
nal to ŵy is drawn to illustrate where to find the most probable vector ~y that causes the
projection y on ŵy.

y | y  w w

y

1

2

w

v

y

y

y

y

P( )T

P( )y

Figure 4.4: A graphical illustration of the problem of finding the most probable predic-
tion of y given the vector ŵy and the estimated projection of y onto ŵy .

We can see that vy in equation 4.53 is the dual vector to ŵy defined in equation 4.43. In
the previous section, we saw that the dual vector (that was used for finding the successive
solutions to the eigenproblem) could be found with an iterative method. Now we see that
this dual vector also can be used for finding the most likely response. Equivalently, vx
can be used for finding the most likely signal in the input space given a signal in the output
space.
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4.5 Relation to a least mean square error method

In this section, we will see how the previously described method of response generation
relates to a method of minimizing the mean squared error between the output and the
desired output, i.e. minimizing

e =
X
i

�i =
X
i

kyi � dik2;(4.54)

where �i is the instantaneous squared error and d is the desired output. In supervised
learning, this can be done by a gradient search, i.e.

�w = �� @e
@w

= ��
X
i

@�i

@w
:(4.55)

Now, since we are talking about reinforcement learning, the desired output is not known
so we use the actual output instead and the reward is used as a weight in the update rule:

�w = ��
X
i

ri
@�i

@w
;(4.56)

where

�i = kyi � ~yik2;(4.57)

where ~yi is the actual output generated by the system and, hence, responsible for the
reward ri. Such an update rule will change the weights so that an output with a higher
reward is more likely to be generated, which means that the expected output approaches
the desired one. This is similar to the REINFORCE algorithms by Williams [90] and
also to the idea of training on hypothetical target vectors described by Gällmo and Asp-
lund [18]. Since we want the algorithm to be iterative, the vectors are updated for each
input-output pair giving the instantaneous update rule

�wi = �ri� @�i
@w

(4.58)

Now, consider a system that uses a linear model in the input space and the output space
respectively and generates the output as

~y = ŵyw
T
xx+ � = y + �;(4.59)

where � is a noise vector. The derivatives of the error in equation 4.57 with respect to
the vectorswx and ŵy are

@�i

@wx
= 2xi(x

T
i wx � ~yTi ŵy)(4.60)
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and

@�i

@ŵy
= �2~yixTi ŵx(4.61)

(see proof A.2.16). Note that the norm of wy has no effect on the error and, hence, we
calculate the derivative with respect to the normalized vector. Equation 4.58 now gives
the update rule as

�wx = r�xx
�
yT ŵy � xTwx

�
(4.62a)

�ŵy = r�yy
�
xTwx

�
:(4.62b)

We see that equation 4.62a is identical with equation 4.51a. The main difference from
the canonical correlation algorithm is the term �r�yyyTwy in equation 4.51bwhich is
absent in equation 4.62b. The purpose of this term in the canonical correlation algorithm
is to normalize the metric of the output space, i.e to make the algorithm insensitive to the
shape of the output distribution, just as the term �r�xxxTwx in the update rule forwx

makes the algorithm insensitive to the shape of the input distribution.

It should be noted that, in this discussion, there is a principal difference between the input
and output distributions. The input distribution is considered to be out of control for the
system2 while the output distribution is totally controlled by the system. Furthermore,
there is no input that is better than the other but there are some responses that are better
than others. For each input, there is a correct response3 which gives a maximum reward.

4.6 Experiments

In this section, some experimental results are presented to illustrate the performance of
the algorithms described in this chapter. In the first section, the behaviour of the algo-
rithm described in section 4.3 is illustrated in the unsupervised learning task of finding the
canonical correlation between two sets of multi-dimensional variables. In section 4.6.2,
the performance of the canonical correlation algorithm described in section 4.4 is illus-
trated in a reinforcement learning task. As a comparison, experiments performed on the
same task by using the least mean square error method described in section 4.5 are pre-
sented.

Some adaptive methods for selecting the parameters in the algorithms are also presented
in this section. The reason for discussing these methods in the experiment section is that

2Of course, this is not the case in general. An autonomous system, like a robot, certainly affects the input
to the system. Here, however, as in the theory by Williams [90], this simplification is made.

3This is also a simplification which is not valid in general. There is, however, no way to handle the opposite
case if the system is unable to control the input.
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they are rather “ad hoc” and also not necessary for the development of the theory de-
scribed in this chapter.

4.6.1 Unsupervised learning

The first experiment illustrates the behaviour of the canonical correlation algorithm de-
scribed in section 4.3 which is an algorithm for unsupervised learning. The task for the
system is to find the canonical correlations between two multi-dimensional random dis-
tributions.

Adaptive update rate

Rather than tuning parameters to produce a nice result for a specific distribution, I have
used adaptive update factors and parameters which produce similar behaviour for dif-
ferent distributions and different numbers of dimensions. Also note that the adaptability
allows a system that has no a pre-specified time dependent update rate decay.

In the experiments, the coefficients�x and�y were calculated according to the following
equation: 8<

:
�x = a�x�y e

�1
x

�y = a
�y
�x
e�1y ;

(4.63)

where a is a small positive constant and ex and ey are estimations of the size of the distri-
butions of x and y respectively as seen from the models. These estimations were made
iteratively on line during the learning by the use of the following update rules:8<

:ex(t+ 1) = (1� b)ex(t) + b kxxTwxk
ey(t+ 1) = (1� b)ey(t) + b kyyTwyk;

(4.64)

where b is a small positive constant. Equation 4.63 leads to

�wx / kwxk
�

and �wy / kwyk
�

;(4.65)

i.e. the update of a vector is proportional to the length of the vector and inversely propor-
tional to the correlation. The proportion to the length is necessary if a relative change of
the vector should be independent of the length of the vector. This is a reasonable demand
since the length of the vector can be of any order of magnitude. Especially, a change or-
thogonal to the vector should cause a rotation of the vector that is independent of the
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length of the vector. The inverted proportion to the correlation can be motivated in the
following way: If the correlation is small, it can be assumed that the algorithm has not
found the correct relation and the weight vector should be changed. A small correlation
cannot be made much worse by changing the vector. If, however, the correlation is large,
the system can be assumed to be near the solution and, hence, small changes should be
made. It should be remembered that the correlation cannot be more than one. Admit-
tedly, there is a risk with this approach: if the largest correlation is very small but still
important to find, the final solution will possibly fluctuate too much. In practice, how-
ever, it is hard to see why such a bad solution should be so important to represent in a
stable way; the performance would be poor, no matter how stable the solution is, if the
correlation between the stimuli and the rewarded responses is small.

Adaptive smoothing

To get a smooth and yet fast behaviour, an adaptively time-averaged set of vectors wa
was calculated. The update speed was made dependent on the consistency in the change
of the original vectorsw according to equation 4.66:

8<
:wax(t+ 1) = wax(t) + c k�xk kwxk�1 (wx(t)�wax(t+ 1))

way(t+ 1) = (1� c)way(t) + c k�yk kwyk�1 (wy(t)�way(t+ 1)) ;

(4.66)

where 8<
:�x(t+ 1) = (1� d)�x(t) + d �wx(t)

�y(t+ 1) = (1� d)�y(t) + d �wy(t):
(4.67)

Results

The experiments have been carried out by using a randomly chosen distribution of a 10-
dimensional x variable and a 5-dimensional y variable. Two x and two y dimensions
were partly correlated. The other 8 dimensions of x and 3 dimensions of y were uncor-
related. The variances in the 15 dimensions were of the same order of magnitude. The
two canonical correlations for this distribution were 0.98 and 0.80. The parameters used
in the experiments were a = 0:1; b = 0:05; c = 0:01; d = 4 and � = 0:01. 10 runs of
2000 iterations each have been performed. For each run, error measures were calculated.
The errors shown in figure 4.5 are the averages over the 10 runs. The errors of the direc-
tions of the vectorswax1;wax2;way1 andway2 were calculated as the angle between the
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Figure 4.5: Error magnitudes for 2000 time steps averaged over 10 runs of the canonical
correlation algorithm in the unsupervised learning task with a 10-dimensional x vector
and a 5-dimensional y vector. The solid lines display the differences between the algo-
rithm and the exact values. The dotted lines show the differences between the optimal
solutions obtained by solving the eigenvector equations and the exact values (see text for
further explanation). The top row shows the error angles in radians for ŵax. The mid-
dle row shows the same errors for ŵay . The bottom row shows the relative errors of the
estimation of �. The left column shows results for the first canonical correlation and the
right column shows the results for the second canonical correlation.

vectors and the exact solutions ê (known from the x y sample distribution), i.e.

Err[ŵ] = arccos(ŵT
a ê):

These measures are drawn with solid lines in the four top diagrams. As a comparison,
the error of the optimal solution was calculated for each run as

Err[ŵopt] = arccos(ŵT
optê);

where wopt were calculated by solving the eigenvalue equations for the actual sample
covariance matrices. These errors are drawn with dotted lines in the same diagrams. Fi-
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nally, the errors in the estimations of the canonical correlations were calculated as

Err[Corr] =

���� �n�en � 1

���� ;
where �en are the exact solutions. The results are plotted with solid lines in the bottom
diagrams. Again, the corresponding errors of the optimal solutions were calculated and
are drawn with dotted lines in the same diagrams.

4.6.2 Reinforcement learning

In this section, the performance in a simple reinforcement learning task is illustrated. The
optimal response is simply

~y = (x1 + x2)

�
1

1

�
;(4.68)

where x1 and x2 are random numbers from rectangular distributions such that
x1 2 [�0:25; 0:25] and x2 2 [�0:5; 0:5]. The reinforcement is defined as

r = e�20ky�~yk
2

:(4.69)

The weight vectors are initiated with small random numbers. First, the performance when
using the canonical correlation algorithm described is illustrated and then, as a compari-
son, the results of the least mean square error method described in section 4.5 when used
in the same task are presented.

Adaptive update rate

Also in this experiment an adaptive update rate is used In this case, however, the coeffi-
cients �x and �y are calculated as

8<
:�x = akwxke�1x
�y = akwyke�1y ;

(4.70)

where ex and ey are calculated according to equation 4.64. The difference between this
rule and that in section 4.6.1 is that this rule is not dependent on the correlation.
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Results when using canonical correlation

In figure 4.6, the performance of the algorithm described in section 4.4 is illustrated. The
algorithm was run 10 times with 5000 trials each time. The results were then averaged
over these ten runs. The parameters used were a = 0:05 and b = 0:02. The errors of
the directions of the weight vectors were calculated in the same way as in the previous
experiment, i.e. as the angle between the vectors and the corresponding optimal vector
e, in this case (1 1)T :

Err[ŵ] = arccos(ŵT
a ê):

These errors are plotted to the left in figure 4.6. To the right, the error of the output is
plotted. This error is calculated as the Euclidean distance between the output and the
optimal output, i.e.

Err[y] = ky � ~yk;
where ~y is defined in equation 4.68.
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Figure 4.6: Error magnitudes for 5000 time steps averaged over 10 runs of the canonical
correlation algorithm in a reinforcement learning task. Left: The error angles in radians
of the input weight vector wx (top) and the output weight vector wy (bottom). Right:
The error of the output y measured as the Euclidean distance between the output and the
optimal output.

Results when using least mean square error

In figure 4.7, the results of the algorithm described in section 4.5 when used in the same
problem as in the previous experiment are illustrated. The parameters used are the same
as in the previous case and the errors are calculated in the same way. We see that, in this
experiment the results are slightly better for the least mean square error method than for
the modified canonical correlation algorithm.
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Figure 4.7: Error magnitudes for 5000 time steps averaged over 10 runs of the least mean
square error algorithm. Left: The error angles of wx (top) and of wy (bottom). Right:
The error of the output y (see figure 4.6).

4.6.3 Combining canonical correlation and the prediction
matrix memory

As mentioned at the beginning of this chapter, the canonical correlation algorithm was
developed in order to find features in the input and output spaces that are important for the
response generation. The purpose is then to use the channel representation described in
chapter 3 to represent these features. The prediction matrix memory is used to generate
predictions and responses. In this section, some preliminary results that demonstrate a
possible way of combining the algorithms described in this thesis and using them as local
adaptive models in a larger system are presented.

The system

The system in this experiment consists of two local adaptive models, and each model
consists of two parts: one part that finds the largest canonical correlation according to
the algorithm described in section 4.4 and one part that learns an approximation of the
reward function according to the algorithm described in section 3.4, i.e. the prediction
matrix memory. The input to the prediction matrix memory is a pure channel vector (see
section 3.1) that represents the projection of the input signal onto ŵx. The output of the
prediction matrix memory is a pure channel vector that represents the output that gives
the highest predicted reward along ŵy. At the beginning, the system tries to solve the
task by using only one model. Later, however, when the system has found a good model
which is indicated by a large correlation, it uses the second model when the predicted re-



90 CANONICAL CORRELATION

ward is low. The algorithm can be summarized as an iteration of the following sequence:

1. Project the input vector onto the input weight vectors: xi = xT ŵix, i 2 f1; 2g.

2. Let the projections be represented by pure channel vectors vi(xi).

3. Calculate the output from subsystem 1: q =W1v1.

4. Calculate the reward prediction: p1 = qTW1v1.

5. Calculate the correlation for system 1: � =
p
w1xw1y.

6. If � > �lim and p1 < plim, repeat step 3 withW2 and v2.

7. Calculate the output magnitude y(q).

8. Generate the output: y = yŵiy + �, where i is the system that generated q, and
� is a noise vector.

9. Get the reward r

10. Calculate the channel representation q(y) of the actual output.

11. Update Wi, wix and wiy, where i is the used subsystem, according to equation
3.21 and equation 4.51.

The task

The task in this experiment is designed to simulate the problem when a system senses
the same data through different sensors that have different ranges and different precision.
This is, for example, the case in the vergence problem which is the problem of making the
two eyes of a binocular system look at the the same point of the image. This problem can
be dealt with in several ways; one way is to use a hierarchy of filters in different scales.
The images can then be aligned by starting on a coarse level that has large filters and then
by using smaller filters that have higher precision for improving the disparity4 estimate.
This method was described by Wilson and Knutsson [91] and by Westelius in his PhD
thesis [84]. The problem for the system in a task of this type is to decide which sensors
to use for different input.

In this experiment, the task is to generate the negative of the difference d (“disparity”)
(�1 < d < 1) between two values xr and xl which are sensed through four sensors
which gives the output x1; : : : ; x4. x1 and x2 are coarse large-range sensors that senses

4The disparity is the spatial displacements between the two partly overlapping images.
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xr and xl respectively for all disparities but with noise added to the measurements. x3
and x4 are finer sensors that cover a smaller range of disparities. If jdj < 0:5, the mea-
surementsx3 and x4 are identical with xr and xl respectively, while for larger disparities,
these measurements are noise uncorrelated with the disparity. The correct output is �d
along the y1-axis. Hence, the system should converge to a solution where w1x is in the
x1;�x2 direction in the four-dimensional input space in order to detect the difference be-
tween x1 andx2 without disturbance from the noise in x3 andx4, whilew2x also takesx3
and x4 into account since these measurements, in most cases, are more reliable than x1
and x2 in the cases when system 2 is active. System 1 should be used for large disparities
and system 2 for small disparities.

The results

The system was trained on 10000 trials in the task described above by using a reinforce-
ment signal

r = e
�2(

jd�yj
jdj

)

which rewards the output relatively to the disparity. To the left in figure 4.8, the system’s
choices of subsystem for different disparities are illustrated in two histograms. They
show that for large disparities, system 1 was almost always chosen, while system 2 was
prefered for small disparities. To the right in the figure, the system’s output for the dis-
parities in the 2000 final trials is plotted. The ideal function is, of course, a straight line
from (-1,-1) to (1,1). The weight vectors ŵix in this experiment converged to

ŵ1x =

0
BB@
�0:7
0:7

�0:05
0:04

1
CCA and ŵ2x =

0
BB@
�0:4
0:3

�0:6
0:6

1
CCA :

For ŵ1x, this is almost the optimal direction; it should only look at the difference between
x1 and x2 since x3 and x4 are uncorrelated with the correct output for large disparities.
For ŵ2x, it is more difficult to decide the optimal direction. For disparities less than 0.5,
x3 and x4 are more reliable than x1 and x2 and hence a direction of (0 0 � 0:7 0:7)T

is optimal, but since this system is sometimes chosen for disparities larger than 0.5 (see
the histogram), x1 and x2 must also be taken into account.

It should be noted that the prediction matrix memories and the canonical correlation wei-
ght vectors are updated simultaneously in this algorithm. This is a kind of bootstrap-
ping process; the shape of the prediction matrix memory depends on the direction of
the canonical correlation vectors and to be able to find the correlation between rewarded
input-output pairs, the prediction matrix memory must generate correct responses.
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Figure 4.8: Left: A histogram of the relative choices of subsystem for different dispar-
ities. For large disparities, system 1 was prefered while for small disparities, system 2
was prefered Right: The disparity and the corresponding output from the whole system
plotted for the final 2000 samples of a learning sequence of 10000 samples.

4.7 Conclusions

In this chapter, the theory of canonical correlation and its relation to the generalized eigen-
problem has been described and an iterative method for finding the canonical correlation
between two sets of multidimensional variables has been presented. How this algorithm
can be used in reinforcement learning has also been discussed and the relation to a least
mean square error method has been mentioned. Finally, some experimental results have
been presented.

The results show that in the case of unsupervised learning, the presented algorithm, which
has the complexityO(N), has a performance comparable to that which can be obtained
by estimating the sample covariance matrices and by calculating the eigenvectors and
eigenvalues explicitly (complexity O(N3)). The experiments show that in the case of
reinforcement learning, the algorithm has a performance, in terms of the output error,
similar to that of an algorithm designed to minimize the squared error. The experiments
also indicate a possible way of combining the prediction matrix memory and the canon-
ical correlation algorithm and of using these aggregates as local adaptive models in re-
inforcement learning.

The original canonical correlation algorithm is an unsupervised learning algorithm for
finding the canonical correlations between two vector distributions. The modified algo-
rithm for reinforcement learning presented in this chapter is a first attempt of using canon-
ical correlation for response generation. It illustrates, as the prediction matrix memory
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described in the previous chapter, that, in these cases, unsupervised learning algorithms
can be modified into reinforcement learning algorithms simply by weighting the learning
rate with the reinforcement signal.
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5
SUMMARY

In this thesis, the reinforcement learning methodology has been described and some ba-
sic issues in reinforcement learning have been discussed. Reinforcement learning seems
to be the only generally useful learning method for autonomous systems acting in com-
plex environments. The idea of using local adaptive models have been presented and
exemplified in different experiments.

The prediction matrix memory has been presented. It has been shown that this structure is
able to learn an approximation of the reward function by using the efficient channel rep-
resentation and that it can generate proper responses after learning this reward function.
This system is meant to be used as a local adaptive model and therefore a dynamic tree
structure for organizing the prediction matrix memories was presented. The predicted
rewards can be used for selecting a model among a set of local models for a given input.

In chapter 4, an unsupervised learning algorithm for finding the canonical correlations
between two signals was presented. It was argued that in a response generating system,
it is important to use models that maximize the correlation between rewarded pairs of
input and output signals since the energy of a signal has little to do with its significance
for the response generation.

A simple way of modifying the canonical correlation algorithm in order to be able to
use it directly in reinforcement learning has been investigated and compared to a similar
modification of a supervised least mean square error method modified to find the maxi-
mal reward in a reinforcement learning task. Finally, a way of combining the canonical
correlation algorithm and the prediction matrix memory into a local adaptive model has
been indicated.

There are a number of issues left for further investigation. First of all, in chapter 3 it
was stated that the prediction matrix memory is well suited for TD-methods. Therefore,

95
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more work should be done on dynamic problems. Dynamic problems are also interesting
within the theory of canonical correlation; a dynamic system will affect the input signal
distribution and it is not obvious what effect this will have in the case of reinforcement
learning.

The modification of the canonical correlation algorithm into a reinforcement learning al-
gorithm was rather “ad hoc” and how a reward signal should be incorporated into the
algorithm remains to be theoretically investigated. Also, the comparison with the mod-
ified least mean square algorithm was not very illustrative since the reward was defined
as a function of the squared error. In general, the reward function is not that simple; there
may, for instance, be some directions where the reward is constant and some input sig-
nals that are “better” than others. After all, the goal for the system is not to minimize
some error measure but to maximize the reward (i.e. the instant reward, the accumulated
reward, the minimal expected reward or some other function of the reward) defined by
an unknown reward function.

The combination of the prediction matrix memory and the canonical correlation algo-
rithm combines the possibility of predicting rewards and the ability of finding directions
in the input and output spaces that are important for response generation. Both these
features are probably important for a learning system acting in a dynamic environment
which has high dimensionality. Methods for combining these features should be inves-
tigated further.

Little effort has been made to increase the convergence rates. Both the prediction matrix
memory and the canonical correlation algorithm use gradient search, and it should be in-
vestigated how the use of faster methods, e.g. the conjugate gradient method by Fletcher
and Reeves [17], affects their performance.



A
PROOFS

In this appendix, all proofs refered to in the text are presented. Section A.1 contains the
proofs for chapter 3 and section A.2 contains the proofs for chapter 4.

A.1 Proofs for chapter 3

A.1.1 The constant norm of the channel set

Each channel has the form

ck = cos2(
�

3
(x� k))
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for jx � kj < 3
2

. Consider the interval ��
6
< x � �

6
. On this interval, all channels are

zero except for k = �1; 0; 1. Hence, it is sufficient to sum over these three channels.
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This case can be generalized for any x that is covered by three channels of this shape that
are separated by �

3
.
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A.1.2 The constant norm of the channel derivatives
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A.1.3 Derivation of the update rule (eq. 3.17)

By inserting equation 3.16 into equation 3.13, we get

r = hW + aqvT j qvT i
= hW j qvT i+ ahqvT j qvT i
= p+ a(qTqvTv)

= p+ akqk2kvk2:



100 PROOFS

A.1.4 The change of the father node (eq. 3.36)

After the update of mi and Wi, we get

(m1 +�m1)(W1 +�W1) + (m2 +�m2)(W2 +�W2) = 0

and this equation together with equations 3.33, 3.34 and 3.35 give

(m1 +�m1)(W1 +�W��Wf ) + (m2 +�m2)(W2 ��Wf ) = 0:

This leads to

�Wf (m1 +�m1 +m2 +�m2)

= (W1 +�W)(m1 +�m1) +W2(m2 +�m2)

=W1m1 +W2m2| {z }
=0

+�W(m1 +�m1) +W1�m1 +W2�m2

which, with the substitution m0 = m+�m, gives the result:

�Wf =
�Wm0

1 +W1�m1 +W2�m2

m0
1 +m0

2

:

A.2 Proofs for chapter 4

A.2.1 The derivative of the Rayleigh quotient (eq. 4.3)

@r

@w
=

2Aw

wTBw
� 2wTAwBw

(wTBw)2

=
2

wTBw
(Aw � rBw)

=
2kwk
wTBw

(Aŵ � rBŵ)

= �(Aŵ � rBŵ)

A.2.2 Orthogonality in the metrics A and B (eqs. 4.5 and
4.6)

For solution i we have
Aŵi = riBŵi:
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The scalar product with another eigenvector gives

ŵT
j Aŵi = riŵ

T
j Bŵi

and, of course, also
ŵT
i Aŵj = rjŵ

T
i Bŵj :

Since A and B are symmetric, ŵi and ŵj can change positions which gives

rjŵ
T
i Bŵj = riŵ

T
i Bŵj

and hence
(ri � rj)ŵ

T
i Bŵj = 0:

For this expression to be true when i 6= j, we have that ŵT
i Bŵj = 0 if ri 6= rj . For

i = j, we know that ŵT
i Bŵj > 0 since B is positive definite. In the same way, we have�

1

ri
� 1

rj

�
ŵT
i Aŵj = 0

which means that ŵT
i Aŵj = 0 for i 6= j. For i = j, we know that ŵT

i Aŵi =

riŵ
T
i Bŵi.

A.2.3 Linear independence

Suppose thatwi are not linearly independent. This means that we can write an eigenvec-
tor wk as

ŵk =
X
j 6=k

jŵj ;

where � 6= 0 and � 6= 0. This means that

ŵT
i Bŵk = iŵiBŵi 6= 0

which violates equation 4.5. Hence, wi are linearly independent.

A.2.4 The range of r (eq. 4.7)

If we express a vector w in the basis of the eigenvectors ŵi, i.e.

w =
X
i

iŵi;
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we can write

r =

P
iŵ

T
i A

P
iŵiP

iŵ
T
i B

P
iŵi

=

P
2i �iP
2i �i

:

Now, since �i = �iri (see equation 4.6), we get

r =

P
2i �iriP
2i �i

:

This function has its maximum value r1 when 1 6= 0 and i = 0 8 i > 1 if r1 is the
largest eigenvalue and its minimum rn when n 6= 0 and i = 0 8 i < n if rn is the
smallest eigenvalue.

A.2.5 The second derivative of r (eq. 4.8)

From the gradient in equation 4.3 we get the second derivative as
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If we insert one of the solutions ŵi, we have
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= Aw � rBw = 0

and hence
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=
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ŵTBŵ
(A� riB) :

A.2.6 Positive eigenvalues of the Hessian (eq. 4.9)

If we express a vector w as a linear combination of the eigenvectors, we get

�i
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where �i = ŵT
i Bŵi > 0. Now, (rj � ri) > 0 for j < i so if i > 1, there is at least one

choice of w that makes this sum positive.

A.2.7 The successive eigenvalues (eq. 4.10)

Consider a vector u which we express as the sum of one vector parallel to the eigenvector
û1 and another vectoruo that is a linear combination of the other eigenvectors and, hence,
orthogonal to the dual vector v1:

u = aû1 + uo;

where

vT1 û1 = 1 and vT1 ûo = 0:

Multiplying N with u gives

Nu =
�
M� �1u1v

T
1

�
(aû1 + uo)

= a (Mû1 � �1û1) + (Mûo � 0)
=Muo:

This shows that M and N have the same eigenvectors and eigenvalues except for the
largest eigenvalue and the corresponding eigenvector. The eigenvector corresponding
to the largest eigenvalue of N is û2.

A.2.8 The derivative of the covariance (eq. 4.15)
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The same calculations can be done for @�
@ŵy

by exchanging x and y .
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A.2.9 The derivatives of the correlation (eqs. 4.22 and
4.23)

The partial derivative of � with respect to ŵx is

@�

@ŵx
=

(ŵT
xCxxŵxŵ

T
yCyyŵy)

1=2Cxyŵy

ŵT
xCxxŵxŵT

yCyyŵy

� ŵT
xCxyŵy(ŵ

T
xCxxŵxŵ

T
yCyyŵy)

�1=2Cxxŵxŵ
T
yCyyŵy

ŵT
xCxxŵxŵT

yCyyŵy

= (ŵT
xCxxŵxŵ

T
yCyyŵy| {z }

�0

)�1=2
�
Cxyŵy � ŵT

xCxyŵy

ŵT
xCxxŵx

Cxxŵx

�

= a

�
Cxyŵy � ŵT

xCxyŵy

ŵT
xCxxŵx

Cxxŵx

�
; a � 0:

The same calculations can be done for @�
@ŵy

by exchanging x and y .

A.2.10 The equivalence of r and �

Let CA be defined by equation 4.18,CB be defined by equation 4.25 andw be defined
by equation 4.26. When the gradient of � is zero, a multiplication of equation 4.24 from
the left byw gives

�2xw
T
xCxxwx = �2yw

T
yCyywy:

With A = CA and B = CB equation 4.2 implies that

r =
�x�yŵ

T
xCxyŵy + �x�yŵ

T
yCyxŵx

�2xŵ
T
xCxxŵx + �2yŵ

T
yCyyŵy

=
2�x�yŵ

T
xCxyŵy

2�2xŵ
T
xCxxŵx

=
ŵT
xCxyŵyq

ŵT
xCxxŵxŵT

yCyyŵy

= �:

This shows that where the gradient of r is zero, r and � are equal.
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A.2.11 Invariance with respect to linear transformations
(page 75)

Let �
x

y

�
=

�
Tx 0

0 Ty

��
x0

y0

�
= T

�
x0

y0

�
;

where Tx and Ty are non-singular matrices. If we denote

C0
xx = Efx0x0T g;

the covariance matrix of x can be written as

Cxx = EfxxT g = EfTxx
0x0

T
TT
x g = TxC

0
xxT

T
x :

In the same way we have

Cxy = TxC
0
xyT

T
y and Cyy = TyC

0
yyT

T
y :

This means that

CA = TC0
AT

T and CB = TC0
BT

T ;

where

C0
A =

�
0 C0

xy

C0
yx 0

�
and C0

B =

�
C0

xx 0

0 C0
yy

�
:

Now equation 4.24 can be written as

TC0
AT

Tw = �TC0
BT

T

or

C0
Aw

0 = �C0
Bw

0;

wherew0 = TTw. This transformation leaves the roots � unchanged. If we look at the
canonical variates

x0 = w0T
xx

0 = wT
xTxT

�1
x x = x

and

y0 = w0T
y y

0 = wT
yTyT

�1
y y = y;

we see that these are unaffected by the linear transformation too.
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A.2.12 Orthogonality in the metricsCxx andCyy (eq. 4.40)

We can write equation 4.36 as

CxyC
�1
yyCyxŵxi = �2iCxxŵxi;

where ŵxi is the i:th eigenvector. The scalar product with another eigenvector ŵxj gives

ŵT
xjCxyC

�1
yyCyxŵxi = �2i ŵ

T
xjCxxŵxi;

and, of course, also

ŵT
xiCxyC

�1
yyCyxŵxj = �2jŵ

T
xiCxxŵxj :

SinceCxx and (CxyC
�1
yyCyx) are symmetric, ŵxi and ŵxj can change positions which

gives

�2i ŵ
T
xiCxxŵxj = �2jŵ

T
xiCxxŵxj :

Hence, �
�2i � �2j

�
ŵT
xiCxxŵxj = 0

which means that

ŵT
xiCxxŵxj = 0 for i 6= j:

The same calculations can be done for equation 4.37.

A.2.13 The equilibrium of the modified learning rule (eq.
4.50)

In this proof, I use the facts that

kwxkŵT
xCxxŵx = kwykŵT

yCyyŵy

and that (
Cxyŵy = kwxkCxxŵx

Cyxŵx = kwykCyyŵy

:

Equation 4.50a gives

Ef�wx2g = �xEfx(y � y1)T ŵy � xxTwxg
= �x

�
Cxy �EfxyT1 g

�
ŵy � kwxkCxxŵx:
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In the same way, equation 4.50b gives

Ef�wy2g = �y
�
Cyx �EfyxT1 g

�
ŵx2 � kwy2kCyyŵy2:

Combining these two equations at the equilibrium gives

C�1
xx

�
Cxy �EfxyT1 g

�
C�1
yy

�
Cyx �EfyxT1 g

�
ŵx = �2ŵx2

or

(Mx �A) ŵx = �2ŵx;(A.1)

where

A = C�1
xxCxyC

�1
yy EfyxT1 g| {z }
A1

+C�1
xxEfxyT1 gC�1

yyCyx| {z }
A2

�C�1
xxEfxyT1 gC�1

yyEfyxT1 g| {z }
A3

= �21
ŵx1ŵ

T
x1Cxx

ŵT
x1Cxxŵx1

= �21ŵx1v
T
1

since

A1 =
C�1
xxCxyŵy1ŵ

T
y1Cxx

ŵT
y1Cyyŵy1

=
C�1
xx kwx1kCxxŵx1 kwx1k ŵT

x1Cxx

kwx1k

kwy1k
ŵT
x1Cxxŵx1

= �21
ŵx1ŵ

T
x1Cxx

ŵT
x1Cxxŵx1

;

A2 =
ŵx1ŵ

T
x1CxyC

�1
yyCyx

ŵT
x1Cxxŵx1

=
ŵx1 kwy1k ŵT

y1CyyC
�1
yyCyx

ŵT
x1Cxxŵx1

=
ŵx1 kwy1k kwx1k ŵT

x1Cxx

ŵT
x1Cxxŵx1

= �21
ŵx1ŵ

T
x1Cxx

ŵT
x1Cxxŵx1

and

A3 =
C�1
xxCxyŵy1ŵ

T
y1Cyxŵx1ŵ

T
x1Cxx

ŵT
x1Cxxŵx1ŵ

T
y1Cyyŵy1

=
C�1
xxCxx kwx1k ŵx1ŵ

T
y1Cyy kwy1k ŵy1ŵ

T
x1Cxx

ŵT
x1Cxxŵx1ŵ

T
y1Cyyŵy1

=
kwx1k kwy1k ŵx1ŵ

T
y1Cyyŵy1ŵ

T
x1Cxx

ŵT
x1Cxxŵx1ŵ

T
y1Cyyŵy1

= �21
ŵx1ŵ

T
x1Cxx

ŵT
x1Cxxŵx1

:



108 PROOFS

Hence, equation A.1 is identical with equation 4.44. The same calculations can be done
for

(My �B) ŵy = �2ŵy

which (for symmetry reasons) equals equation 4.45.

A.2.14 The maximum of the product of two unimodal
functions

f = g(jx� aj)h(jx� bj);
where g(s) and h(s) are positive and monotonically decreasing for s � 0, and a < b.
An example of such a function is the product of two Gaussians with the mean a and b
respectively. Consider the cases when x is outside the interval a < x < b:

x � a < b : f(x)= g(a� x)h(x � b) ) @f

@x
= �g0h� h0g > 0

x � b > a : f(x)= g(x� a)h(b� x) ) @f

@x
= g0h+ h0g < 0:

This means that f(x) has its maximum for a < x < b.

A.2.15 The most probable response (eq. 4.53)

To maximize P (y) under the constraint yT ŵy � xTwx = 0, we maximize the La-
grangian

L = �1

2
yTC�1

yy y + �
�
yŵy � xTwx

�
with respect to y.

@L

@y
= �C�1

yy y + �ŵy = 0

gives

y = �Cyyŵy:

The condition yT ŵy � xTwx = 0 means that

�ŵT
yCyyŵy � xTwx = 0;
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which gives

� =
xTwx

ŵT
yCyyŵy

:

Hence,

y = xTwx
Cyyŵy

ŵT
yCyyŵy

:

A.2.16 The derivatives of the squared error (eqs. 4.60
and 4.61)

The squared error is

� = (y � ~y)2
= (xTwxŵy � ~y)T (xTwT

x ŵy � ~y)
= (xTwx)

2 � 2xTwx~y
T ŵy:

Hence, the derivatives are

@�

@wx
= 2(xTwx)x� 2x~yT ŵy = 2x(xTwx � ~yT ŵy)

and

@�

@ŵy
= �2~yxT ŵx:
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B
MINSKY'S AND PAPERT'S

DEFINITION OF ORDER

To understand Minsky’s and Papert’s definition of order, we must first define the concepts
of predicate, support and linear threshold function. A predicate ' is a function that has
two possible values, for example true/false or 1/0. The support of ', S('), is the subset
of the input space on which' is dependent. This means that, for example, if the input to'
consists of x1; x2; :::; x9 but ' is only a function '(x2; x4; x7), the support of '; S('),
is [x2; x4; x7] and the size of the support jS(')j = 3. A function  is called a linear
threshold function with respect to � if it can be calculated as

 (x) =

8<
:

1 if
X
'2�

�(')'(x) > �

0 otherwise

where � is a family of predicates ', �(') is a set of coefficients (weights) and � is a
threshold. This this definition is the same as Minsky’s and Papert’s definition of a per-
ceptron. The order of  is then defined as the smallest number k for which there is a set
� of predicates so that

jS(')j � k 8' 2 �

and that  is a linear threshold function with respect to �.
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Run rabbit run
Dig that hole, forget the sun
And when at last the work is done
Don’t sit down it’s time to dig another one ...

- Roger Waters




