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Chapter 1

Project Overview

This is the final report of the VISATEC project, in which the project’s initial
goals, actions and main achievements are detailed. The VISATEC project was
financed by the European Commission through the IST (Information Society
Technologies) 2001 work-program (contract no.: IST-2001-34220). VISATEC
is an acronym of ”Vision-based Integrated Systems Adaptive to Task and
Environment with Cognitive abilities”, which basically describes the aim of the
project, to develop a system that can localize and recognize objects (cognitive
abilities) from images (vision-based), in a manner that is optimal for the task
and the environment at hand. Two research groups and one industry partner
cooperated in the project. The partners and their participants were

1. CAU, Cognitive Systems Group, Christian-Albrechts-University Kiel

• Prof. Dr. Gerald Sommer (scientific coordinator)

• Dr. Christian Perwass (administrative coordinator)

• Oliver Granert

• Martin Krause

2. LiU, Computer Vision Laboratory, Linköping University,

• Prof. Dr. Gösta Granlund

• Dr. Klas Nordberg

• Robert Söderberg

• Fredrik Vikstén

3. IVS, ISRA Vision System AG, Darmstadt.

• Stephan Wienand

• Karlheinz Hohm

• Dr. Georg Lambert
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Chapter 1: Project Overview

The motivation for the cooperation between the two scientific groups stems
from the two group’s similar interests with respect to cognition using specific
algebraic frames. On the CAU side this is Geometric Algebra and on the LiU
side tensor algebras. The European Commission financed projects therefore
offered a suitable framework to not only combine forces on the scientific side
but also to step out of the scientific ivory tower and test the theoretical ideas
in practical applications and environments with an industry partner.

The industry partner ISRA Vision Systems was and is a leading manufac-
turer of vision systems for industrial applications and was therefore the first
choice to complete the consortium. The input from IVS to the consortium
was a very valuable resource, not only to lead the research to industrial rel-
evant applications but also to learn from the experiences gathered in current
industrial vision systems.

The further structure of this report is as follows. In this chapter an overview
of the project is given, where the background to the project, the project goals,
the project execution and the results are described. In the following chapters
details of the algorithms and specific experimental results are discussed.

In chapter 2 the different feature extraction approaches are discussed. A
classification algorithm is described in chapter 3. Chapter 4 details pose es-
timation algorithms which are based on some of the features. Chapter 5 de-
scribes the software infrastructure that was developed during this project, and
in chapter 6 the combination of the different pose estimation algorithms in a
multi-cue integration scheme is presented in the context of the final demonstra-
tor. In this chapter also the main set of quantitative results of the algorithms
is shown.

The original project description (Annex II) can be found on the project
website www.visatec.info. Since this report cannot give all details of all
algorithms, the interested reader is referred to the project deliverables, the
publications and the image and video clip gallery on the VISATEC website.

1.1 Background

One of the big open problems in cognitive vision, is the detection and especially
the recognition of arbitrary objects in real-life situations. This is a surprisingly
difficult problem. ’Surprising’ since object recognition is deceptively simple, if
not to say trivial, for human beings. However, the purely subjective impression
of its ’triviality’ only attests to the enormous, unconscious visual intelligence
of humans. This becomes very clear when one tries to program a computer
to detect and recognize objects. The main problem of object recognition is
two-fold:
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1.1 Background

1. localization, separating the object from the background in an image, and

2. recognition, recognizing the image of the object.

These two points cannot always be separated, since a segmentation of an image
into ’object’ and ’background’ is already a kind of object recognition. This also
leads to a chicken-egg problem: given an appropriate segmentation of an image,
it is not too difficult to recognize the segmented object, but in order to find a
good segmentation the object must have been recognized.

Under certain circumstances it is however possible to first localize an object,
without the need of a specific recognition. This can, for example, be the
case if it is known that the object that are to be recognized, are the only
elements that move in a scene. In this case, ’movement’ becomes the feature
which is used for segmentation (structure from motion) and recognition can be
done in a second step. Object localization can also be circumvented in setups
where objects appear on a uniform or known background within controlled
lighting conditions. In this case objects can be immediately separated from
the background.

However, even given an appropriate image segmentation, recognizing an
object from an arbitrary view is still not trivial. There are two main approaches
to this problem:

1. appearance based, where images or particular features of different views
of an object are stored and used for later recognition, and

2. model based, where a model of the object is known.

If, in the appearance based approach, simply images of different views of an
object are stored the amount of data can become very large. If on top of that
also lighting variations need to be considered, it is easily unfeasible to store
the data for a large number of objects, let alone searching through such a large
database.

The difficulty in the model based approach lies partly in the generation of
appropriate models. Generating 3D-models of objects is in principle not too
difficult, even though it may become unpracticable to generate such models for
a large, constantly changing set of objects, as could be the case in industrial
applications. The main difficulty, however, lies in the question which image
features to use in order to match an object model to image data. Even if
the localization problem has been solved, i.e. it is clear which image features
belong to the object, the set of features may be ambiguous, since varying
lighting conditions may cause the disappearance of some image features. For
example, while the silhouette of an object is a strong feature on a uniform
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Chapter 1: Project Overview

background, it becomes very hard to extract on structured background, in
general.

Due to these difficulties, hybrid approaches had already appeared in the
literature before start of the VISATEC project. These approaches are partly
appearance based in as far as they use a number of views of an object. On the
other hand, they are model based, since for each view a model of the object
is generated that allows for rotations and scaling of the object in the image
plane. Still, the crucial question is, what features to use to encode the object
models for all views.

These methods work best when applied to strongly textured objects, like
printed milk cartons, or cans with printed labels, etc., which is basically due
to the type of features used. In industrial environments it is, however, of-
ten the case that mostly homogeneous objects with only a few features are
encountered.

1.2 VISATEC Goals

Starting from the state of affairs presented in the previous section, the following
main goals were formulated for the VISATEC project:

1. development of robust feature detectors and ’medium-level’ features,

2. automatic learning of object models for object detection,

3. a robust and task adaptive system architecture.

The term ’medium-level’ feature is to be understood to describe features
that are constructed from a number of first-level features, which are basic
features like corners or edges. Medium-level features are meant to encode more
than just the position of a corner or the orientation of an edge. They should
also encode additional information like the type of edge or its length, or the
opening angle and orientation of a corner. In general, medium-level features
will not only based on a single interest point but also on its environment.

In the VISATEC project the main features that were investigated and ap-
plied are the monogenic signal, the structure multivector and the scene tensor.
These, together with some other approaches, are discussed in some detail in
chapter 2.

The algorithms developed for the automatic learning of object models and
object recognition employ basically two different methods:

1. clustering based, and
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1.2 VISATEC Goals

2. neural network based.

Nevertheless, both approaches use the strategy to search for particular con-
stellations of feature sets in the set of all features extracted from an image. In
both methods, models for the object recognition are generated automatically,
by storing only those features that can always be extracted under arbitrary
rotations of the object in a plane parallel to the image plane. This type of
automatic model generation has the advantage that no explicit teaching of
an object by an operator has to be performed. Instead the object only has
to be placed on a homogeneous background underneath a robot arm or on
a turntable and the object model is automatically learned by movements of
the robot arm or the turntable. Once objects have been trained in this way,
they can, in principle, be localized and recognized on an arbitrary background.
The main limitation of these algorithms are the invariance of the features used
under object and light transformations.

The final goal of the VISATEC project was the development of a robust and
task-adaptive object analysis. The robust extraction of features from images
is a basic precondition for a robust object recognition algorithm. However,
ideally robust features do not exist, but features may have different weaknesses
and strengths. That is, depending on the circumstances and the task at hand,
a particular set of features may lead to better results than the others. A
high degree of robustness should therefore be expected when a number of
different features, or even a number of different object recognition algorithms
are appropriately combined. This muli-cue integration is discussed in section
4.1 for the integration of features and in section 4.5 for the integration of pose
estimates.

Task-adaptiveness also means that the system can be easily configured, or
may even configure itself, for a given task. It was therefore a goal of the
VISATEC project to develop a software infrastructure that allows for easy
adaptation and also self-adaptation to a given task. In the spirit of this goal a
modularized software library was developed, where modules can be loaded at
runtime and selected by their internally published functionality. Even though
the goal of self-adaptation was not achieved during the project, the function-
ality abstraction of modules allowed for the comparatively simple integration
of external software libraries in a single system. For example, feature extrac-
tion algorithms developed in MATLAB could be accessed through the system
in exactly the same way as algorithms developed directly in C++. Further-
more, the integration of the final demonstration using the robot hardware at
the industry partner only asked for a new implementation of the robot access
module. In fact, the robot control software ran under MS-Windows, while the
rest of the system ran under Linux. The communication between the two sys-
tem was done over an ethernet connection. On the application side, however,
the robot module using the ethernet connection appeared just like the robot
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Chapter 1: Project Overview

module controlling the robot at CAU through a serial port. Some of the details
of this system are discussed in chapter 4.

1.3 VISATEC Structure

Figure 1.1: Structure of Workpackages. WP1, . . ., WP7, stands for workpack-
age 1 to workpackage 7.

The VISATEC project was split into 7 workpackages (WPs). The structure
of these workpackages is shown in figure 1.1. The deliverables of each of these
workpackages can be found on the VISATEC website (www.visatec.info).
The workpackages were:

• WP1, general project management. This work was split between Prof.
Dr. Gerald Sommer as scientific coordinator and Dr. Christian Perwass
as administrative coordinator.

• WP2, software infrastructure. In this workpackage the software library
PACLib was developed. The main development was done by Oliver
Granert (CAU), Christian Perwass (CAU) and Martin Krause (CAU),
with additional development by Robert Söderberg (LiU) and Fredrik
Vikstén (LiU).

• WP3, feature extraction. This workpackage was closely related to WP4,
which dealt with object recognition. Work in WP3 was performed by

IST-2001-34220 VISATEC Final Report Page 12/183



1.3 VISATEC Structure

Klas Nordberg (LiU), Fredrik Vikstén (LiU), Robert Söderberg (LiU),
Martin Krause (CAU) and Oliver Granert (CAU).

• WP4, object recognition. The algorithms developed here mainly used
the feature extractors developed in WP3. This work was chiefly done
by Oliver Granert (CAU), Robert Söderberg (LiU) and Fredrik Vikstén
(LiU).

• WP5, task-adaptive object analysis. In this workpackage the different
algorithms developed in WP3 and WP4 were combined. In particular,
the multi-cue integration was developed here. This work was mostly
done by Robert Söderberg (LiU), Oliver Granert (CAU), Fredrik Vikstén
(LiU) and Martin Krause (CAU).

• WP6, demonstrator ’skillful robot arm’. In this workpackage the demon-
strator was developed. It gave an exemplary demonstration of the abil-
ities of most of the algorithms developed during the project. This work
was done by Oliver Granert (CAU), Fredrik Vikstén (LiU), Martin Krause
(CAU) and Robert Söderberg (LiU).

• WP7, dissemination of results. In this workpackage it was initially
planned to organize a public workshop, where the results of the VISATEC
project would have been presented next to other state-of-the-art works
in this field. Unfortunately, due to a lack of resources and funding, this
could not be realized. However, a number of publications and presenta-
tions at conferences have been made.

In both research groups also other group members than the ones directly
employed through the project, contributed in part. For the two groups these
were:

• CAU

– Bodo Rosenhahn, work on silhouette based pose estimation (WP4),

– Marco Chavarria, work on silhouette based pose estimation (WP4)
and camera calibration (WP6),

– Florian Hoppe, work on hand-eye calibration (WP6),

– Vladimir Banarer, work on neural networks (WP4).

– Alexander Simijonov, investigation of on-line DCS-networks (WP4).

• LiU

– Björn Johansson, estimation and comparison of feature detector
quality (WP3),

– Anders Moe, feature extraction (WP3)

IST-2001-34220 VISATEC Final Report Page 13/183



Chapter 1: Project Overview

1.4 Main Results

The main results of the VISATEC project have, of course, to be seen in the con-
text of the main goals. The aim of the project was fundamentally to develop
new, more robust object localization and recognition algorithms. However,
it was and is the believe of the consortium members that an ultimate algo-
rithm for object recognition based on a single method alone cannot exist. It
is rather the case that different approaches using different features will have
different strengths and weaknesses. A more robust approach to object recog-
nition should therefore try to integrate different methods in such a way, as to
combine strengths of the separate algorithms.

Nevertheless, this does not mean that the goal of the project was simply
to combine well known algorithms. The strategy was rather two-fold. Firstly,
more robust object recognition algorithms (WP4) based on improved feature
extraction methods (WP3) were developed. Secondly, an appropriate integra-
tion method on the feature and object recognition level (WP5), lead to an
integrated algorithm that was expected to be more robust then the separate
algorithms.

One may therefore say that the main result of the VISATEC project is the
confirmation of this expectation, as is shown in section 6.3.2. It was found
that it is hard to call one of the algorithms the ”best” one. There are rather
situations in which one algorithm tends to be better than the others and other
situations where it is not. The multi-cue integration developed (cf. section 4.5),
however, rarely fails, since it bases its output on all approaches combined.

That this is not the only result of the VISATEC project can be seen by
the list of consortium member publications (cf. appendix C). The main novel
contributions of the project are the following.

• New feature extraction methods:

– scene tensor, Klas Nordberg, Robert Söderberg, Fredrik Vikstén,
[50, 52, 54],

– log-polar features, Fredrik Vikstén [74],

– monogenic signal in 3D, Martin Krause, [41, 40]

– intersection of conic-sections, Christian Perwass, [55, 56]

• New object recognition and pose estimation algorithms:

– based on a clustering approach, Robert Söderberg, Klas Nordberg,
Fredrik Vikstén, [70, 74]

– based on a neural network approach, Oliver Granert
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1.5 Lessons learned & Recommendations

– an object silhouette based approach, Bodo Rosenhahn, Marco Chavar-
ria, Christian Perwass, [62, 63, 61]

• New classification algorithm:

– hypersphere neuron, Vladimir Banarer, Christian Perwass, [3, 2, 57].

• Multi-Cue integration algorithms for the integration of features and ob-
ject localization estimates.

1.5 Lessons learned & Recommendations

In this project not everything worked as initially envisioned, as is probably to
be expected in a research project. In hindsight there are a number of aspects
that could have been done better. The main ’lessons learned’ are therefore
detailed here in the hope that they may help other newcomers to these type
of projects.

Probably the most important point is communication. Not just communi-
cation to account for the organizational or scientific duties but also to gen-
erate interpersonal relationships between the consortium members which are
by definition located in different European countries. This helps enormously
in discovering problematic issues before they become real problems. For this
purpose there should be telephone conferences at least every other week and
general meetings at least twice per year. From a scientific point of view, tech-
nical meetings with only a subset of all consortium members, can be much
more productive than general meetings, where discussions can only be held
on a more general level. Project money invested in communication is always
well spent. It helped the VISATEC project enormously to use an internet
conference tool. Within the project it was only used for conversations, but
additional features like drawing on a common sketch pad, showing videos to
everyone or running programs that everyone in the conference can see, would
have been desirable.

One problem encountered in the VISATEC project was the amount of time
that had to be spent on the development and maintenance of the software
infrastructure. It would probably have been faster to do the initial algorithm
prototyping using MATLAB. On the other hand, the modularized software
structure allowed us to interface to specialized hardware and even to MAT-
LAB in a seamless fashion. However, the development time for the necessary
software was underestimated. Ideally, a project should employ a person who is
only responsible for a common software infrastructure and the integration of
the various algorithms developed in a single system. Otherwise, the develop-
ment of the final demonstrator easily leads to non-reusable hacks due the time
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constraints on the consortium members who mainly have to do the research
and typically do not find the time to program clearly structured, maintainable
software. This is, by the way, also the case if everything is developed in MAT-
LAB. Software development for research is problematic in any case, since at
the outset of the programming the whole structure of the system cannot be
known. Otherwise, it would be no research. Finding an appropriate balance
between doing effective research without too much effort invested into ”nice”
programming, and the development of reusable and well structured software,
is a tough call, albeit a very important one.

For a project which has described a demonstrator in the project plan, it nor-
mally vital that the demonstrator is successful. This means that it is necessary
to spend a reasonable amount of resources on the planning, implementation
and testing of the demonstrator. On the other hand, the demonstrator is usu-
ally realized at the end of the project when all the necessary pieces are in
place. Consequently, there is a risk that the workpackage of the demonstrator
becomes delayed by delays which have emerged in the earlier workpackages.
To reduce this risk, we propose the following strategies:

• Define a demonstrator which has a reasonable level of complexity, i.e.,
demonstrates important aspects of the project but not every aspect of
the work done.

• Describe a demonstrator which can have different levels of sophistica-
tion and implement the most sophisticated version possible given the
resources available for the corresponding workpackage.

• Describe a work plan in which the work on the demonstrator starts as
early as possible, e.g., by implementing an early demonstrator at the
project’s mid-time which is refined at the end of the project.

• Given the interdependencies of the early workpackages and the later
demonstrator workpackage, it may be a good idea to let the bulk part of
the demonstrator work by made by a part which is not involved in other
workpackages, allowing them to focus their efforts on this work.

On the project management side, prospective coordinators should be aware
that a proper coordination of a project with a number of member groups
can easily take up 50%, at peaks times usually 100% of his/her time. It is
recommendable for people new to project management, to read a book or two
on the subject, where one can learn about some standard pitfalls in project
management. A workshop on project management and the administrative
intricacies of dealing with EU-projects would be ideal. Some of the most
important points for a smooth management are probably:
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• There should be a clear agenda before each meeting, detailing in partic-
ular the subjects where decisions have to be made on.

• After each meeting the decisions made have to be written down and
distributed to everybody involved. At regular meetings the progress and
the adherence to these decisions should be discussed.

• The outcome of general meetings should be concrete and fairly detailed
plans of the work to be done by all consortium members until the next
meeting. The progress should be discussed regularly and if necessary
goals have to be modified.

1.6 Conclusions & Summary

To summarize, the VISATEC project was initiated to combine the specific sci-
entific competencies of the research groups at CAU and LiU, together with the
industrial view on vision applications, in order to develop novel, more robust
algorithms for object localization and recognition. This goal was achieved by
a two-fold strategy, whereby on the one hand more robust basic algorithms
were developed and on the other hand a method for the combination of these
algorithms was devised. In particular, the latter confirmed the consortium’s
belief that an appropriate combination of a number of basic algorithms will
lead to more robust results than a single method could do.

However, the multi-cue integration is just one algorithm of many that were
developed in the VISATEC project. All developed algorithms are described
in some detail in the remainder of this report. An overview of the respective
publications can be found in appendix C.

Despite some difficulties that were encountered on the way, we as a con-
sortium feel that the VISATEC project was a success. That this is not only
our opinion reflects in the outcome of the final review. We believe that the
work that was done during these three years of the project, not only furthered
our understanding of the matter, but also added to the knowledge within the
scientific community and showed new possibilities for industrial vision appli-
cations.
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Chapter 2

Low Level Feature Extractors

In the VISATEC project the task of recognizing objects and estimating their
pose is a major field of research, as detailed in chapter 4. Clearly, the quality
of the methods used for solving this task crucially depends on the quality of
the image features which are used to describe an object. In particular, the
invariance properties relative to certain geometric transformations has been of
importance. Consequently, a significant amount of research has been spent on
designing or selecting features with useful invariance properties.

The features which have been employed in the project are of different types.
Most of them are extracted from 2D images but a few are based on 3D data
or image sequences. Some are based on a particular mathematical framework,
mainly tensor based features and features based on the structure multivec-
tor and geometric algebra. Other features are developed on basic engineering
principles rather than from a specific mathematical framework, but are still
useful within a limited context. Some of the features have been developed
entirely within the VISATEC project and others where described in the lit-
erature before or during the project. In order to limit the work on the final
demonstrator, only a few of the features could be selected to be implemented
in the demonstrator which means that this system does not present all aspects
of the work on low-level features made in the project. Table 2.1 contains a list
of the features which have been employed in the project.

The final section of this chapter, section 2.8, presents a repeatability test
together with a short comparison of a number of the features presented in this
chapter.
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Feature Framework Developed by Type Demo.
2.1 2D Scene Tensor Tensors LiU in VISATEC 2D Yes
2.2 3D Scene Tensor Tensors LiU in VISATEC 3D No
2.3 Log-polar Single-Patch - [10] 2D Yes
2.4 Cartesian Diff Inv Tensors [24] 2D Yes
2.5 3D Monogenic Signal SMV+GA CAU in VISATEC 3D No
2.6 Structure Multivector SMV+GA CAU [19] 2D Yes
2.7 Intersection of Conics GA CAU in VISATEC 2D No

Table 2.1: A list of all features employed in the project. The last column
indicates which features were implemented in the final demonstrator. SMV and
GA are acronyms for Structure Multivector and Geometric Algebra, respectively

2.1 2D Scene Tensor

2.1.1 Introduction

A representation of multiple local oriented segments in terms of their position,
orientation and covariance matrix is presented in [50, 69]. The representation is
based on a fourth order tensor which can be defined for arbitrary dimensions of
the signal. In this section we describe how this representation can be applied
to the 2D case for detecting and representing local features which can be
categorized into two levels. The first level, see figure 2.1, includes a single
line possibly, ending in the local region, and the second level, see figure 2.2,
includes two line segments which are crossing, forming a corner, a T-junction,
or simply two parallel or non-parallel lines which does not meet in the local
region.

The main goal of the work presented here is to produce point features,
i.e., features which can be localized to a specific point such as a corner or a
crossing. These point features can then be used, for example, as input data to
a system which learns to associate the position and parameters of a set of local
features with the corresponding 3D position and pose of a certain object. Such
a system can be trained to produce estimates of the object’s position and pose
from images taken from various view points. Given these 3D parameters of the
object, various object related tasks, such as grasping or other manipulations,
can be planned and performed.

A basic requirement for local features which are to be used for the pur-
pose of estimation of 3D position and pose is that they are stable over affine
transformations of the object, i.e., their position and parameters change in a
continuous way when the object transforms. This is typically the case for line-
endings, crossings, corners, etc, and is the reason why they are studied here.
Since the previously mentioned tensor representation can describe the local
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Figure 2.1: Feature level one with features from left to right: line and line
ending.

Figure 2.2: Feature level two with features from left to right: crossing, T-
crossing, corner, non-parallel lines and parallel lines.

configuration of one or two lines, the presented work uses this representation
for extracting information about second level features which can be localized
to a point, e.g., crossings and corners.

2.1.2 The Tensor Representation

This section makes an overview of some of the basic properties of the tensor
representation described in [50]. The basic idea is that to each line segment
there are two corresponding tensors, S20 and S02. Given some coordinate
system, S20 describes where the segment is located

S20 = xH ⊗ xH , xH =





x0

x1

x2



 (2.1)

where x = (x1, x2) are the position of the segment and x0 is a suitably chosen
parameter. In short, we describe the position in homogeneous coordinates xH

and form the tensor product (or outer product) of that representation with
itself. S02 on the other hand, describes what line the segment is a part of

S02 = lH ⊗ lH , lH =





−|l|
l0 l̂1
l0 l̂2



 (2.2)

The variables introduced in equation 2.2 can be derived from a vector l pointing
from the origin perpendicular to the line, in such a way that l = |l| l̂, and
l̂ = (l̂1, l̂2). l0 is again a suitably chosen parameter. This time, the tensor S02

is formed by taking the tensor product of the dual homogeneous representation
of the line. Notice that if x is a point on the line, then

xH · lH = 0 (2.3)
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l

xo

Figure 2.3: Definition of line parameters.

if we chose x0 = l0, see figure 2.3.

We now define a fourth order tensor S′
22 as

S′
22 = S20 ⊗ S02 (2.4)

which can be interpreted as taking the outer product between S20 and S02.
Clearly, S′

22 defined in this way must be dependent on the position x, i.e.,
S′

22(x) = S20(x) ⊗ S02(x), and by integrating this tensor in a local region
together with a weighting function w(x), we can obtain an expression for the
fourth order tensor S22 used in this work

S22 =
∑

x∈R

w(x) S20(x) ⊗ S02(x) (2.5)

where R is a local region. Under the assumption that S22 is reshaped to a
9 × 9 matrix and S02 is non-zero only at or very close to lines, it follows that
S22 defined in equation 2.5, have rank one, two or three for the cases when R
contains one, two or three line segments. This observation is the motivation
for studying rank measures on S22 which is done is section 2.1.4.

S02 has the property of being constant on a line segment and equation 2.5
will therefore breakdown to equation 2.6

S22 =

n
∑

i=1

S20i
⊗ S02i

(2.6)

where n is the number of line segments and

S20i
= ki

(

x2
0 x0m

T
i

x0mi Ci + mim
T
i

)

(2.7)

where ki is a constant and Ci and mi is the covariance matrix and center of
gravity for each line segment.
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2.1.3 Estimation of the Fourth Order Tensor

In section 2.1.2 the theory related to the scene tensor was discussed, but how
can the scene tensor be estimated from real image data? As mentioned in the
previous section, the scene tensor is an extension of the orientation tensor T.
Equation 2.2 in the previous section can be rewritten as

S02(x) = K(x)T(x)K(x)T (2.8)

K(x) =

(

−xT

l0I

)

(2.9)

where the orientation tensor T is defined as

T(x) =

(

a(x) b(x)
b(x) c(x)

)

(2.10)

Equation 2.4 will then result in

S22 (x) = xH ⊗ xH ⊗ K(x)T(x)K(x)T (2.11)

The matrix S22 is a 9 × 9 matrix or a 6 × 6 matrix, if the symmetries are
removed. By further investigation of equation 2.11, it turns out that each
element in S22 is a bivariate polynomial in x with coefficients dependent on the
elements in T, table 2.2. The first column refers to index in a 4-dimensional
matrix S22i,j,k,l

, where symmetries are found in the index pairs i, j and k, l.
This 4-dimensional matrix is the result if the tensor product ⊗ is implemented
as an actual tensor product instead of “reshaping” to vectors followed by an
outer product. The four index version is illustrated since it possible to see the
symmetries and consequently reconstruct the full matrix. The second column
illustrates corresponding indexes in the 2-dimensional matrix.

S22(x) in equation 2.11 can be calculated in each point x in a local region
Π and the final S22 for the local region is then estimated as

S22 =
∑

x∈Π

g(x) (xH ⊗ xH) ⊗
(

K(x)T(x)K(x)T
)

=
∑

x∈Π

g(x)S20(x) ⊗ S02(x) (2.12)

where g(x) is a Gaussian weighting function used for localizing the tensor esti-
mate. However, computing S22(x) in each point and then perform a weighted
summation is not an efficient way to estimate S22. How can this be done
more efficient? Let’s have a look at element {6, 2} in S22. By using table
2.2 and equation 2.12, an expression for element {6, 2} in the pixel position
p = (p1 p2)

T can be derived

S226,2
(p) = −l0

∑

x∈Π

(g(x)x2
1x2A(p + x)

+ g(x)x1x
2
2B(p + x)) (2.13)
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S221,1,1,1
S221,1

x0
2
(

ax1
2 + 2 b x1 x2 + c x2

2
)

S221,1,1,2
S221,2

l0 x0
2 (−ax1 − b x2)

S221,1,1,3
S221,3

l0 x0
2 (−b x1 − c x2)

S221,1,2,2
S221,5

l0
2 ax0

2

S221,1,2,3
S221,6

l0
2 b x0

2

S221,1,3,3
S221,9

l0
2 c x0

2

S221,2,1,1
S222,1

x0

(

ax1
3 + 2 b x1

2 x2 + c x1 x2
2
)

S221,2,1,2
S222,2

l0 x0

(

−ax1
2 − b x1 x2

)

S221,2,1,3
S222,3

l0 x0

(

−b x1
2 − c x1 x2

)

S221,2,2,2
S222,5

l0
2 ax0 x1

S221,2,2,3
S222,6

l0
2 b x0 x1

S221,2,3,3
S222,9

l0
2 c x0 x1

S221,3,1,1
S223,1

x0

(

ax1
2 x2 + 2 b x1 x2

2 + c x2
3
)

S221,3,1,2
S223,2

l0 x0

(

−ax1 x2 − b x2
2
)

S221,3,1,3
S223,3

l0 x0

(

−b x1 x2 − c x2
2
)

S221,3,2,2
S223,5

l0
2 ax0 x2

S221,3,2,3
S223,6

l0
2 b x0 x2

S221,3,3,3
S223,9

l0
2 c x0 x2

S222,2,1,1
S225,1

ax1
4 + 2 b x1

3 x2 + c x1
2 x2

2

S222,2,1,2
S225,2

l0
(

−ax1
3 − b x1

2 x2

)

S222,2,1,3
S225,3

l0
(

−b x1
3 − c x1

2 x2

)

S222,2,2,2
S225,5

l0
2 ax1

2

S222,2,2,3
S225,6

l0
2 b x1

2

S222,2,3,3
S225,9

l0
2 c x1

2

S222,3,1,1
S226,1

ax1
3 x2 + 2 b x1

2 x2
2 + c x1 x2

3

S222,3,1,2
S226,2

l0
(

−ax1
2 x2 − b x1 x2

2
)

S222,3,1,3
S226,3

l0
(

−b x1
2 x2 − c x1 x2

2
)

S222,3,2,2
S226,5

l0
2 ax1 x2

S222,3,2,3
S226,6

l0
2 b x1 x2

S222,3,3,3
S226,9

l0
2 c x1 x2

S223,3,1,1
S229,1

ax1
2 x2

2 + 2 b x1 x2
3 + c x2

4

S223,3,1,2
S229,1

−l0
(

ax1 x2
2 + b x2

3
)

S223,3,1,3
S229,1

−l0
(

b x1 x2
2 + c x2

3
)

S223,3,2,2
S229,1

l20 ax2
2

S223,3,2,3
S229,1

l20 b x2
2

S223,3,3,3
S229,1

l20 c x2
2

Table 2.2: The elements in S22. Indexes in the 4-dimensional matrix is illus-
trated in the first column and indexes for the 2-dimensional matrix is illustrated
in the second column.

where A and B are matrices that constitutes of the elements a and b from each
pixel. Equation 2.13 can be interpreted as a correlation of A (p) and B (p)
with the filters fgx2

1
x2

and fgx1x2

2

S226,2
(p) = −l0(fgx2

1
x2

∗ A (p) + fgx1x2

2
∗ B (p)) (2.14)
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Figure 2.4: The correlator structure for the signals T11(x), T12(x) and T22(x),
where x = (x1 x2)

T . Notice that the number of correlations is 47.

where ∗ is a correlation operator. Each term in the polynomial is a monomial
in x and since both the Gaussian weighting function and the monomials are
Cartesian separable, equation 2.13 can be written as

S226,2
(p) = −l0(fgx2

1
∗ (fgx2

∗ A (p)) + fgx1
∗ (fgx2

2
∗ B (p))) (2.15)

This is a typical situation, and each element in S22 is a sum of monomials
up to order four weighted with a weighting function, which all are Cartesian
separable into 1D-filters. Some of these filters reappear and by reusing filter
results we only need 47 1D-filter operations to estimate S22 if the correlator
structure in figure 2.4 is used. In figure 2.4 a circle represent the signal and
each box represent one 1D-filter. In this structure both the separability and
the possibility to reuse filter response is used to minimize the number of 1D-
filters. The Gaussian weighting function is omitted from figure 2.4 to simplify
the illustration. However, it should be applied in each correlation step.

Since an estimation of S22 is implemented in terms of correlations on the
elements in T, an estimation of the scene tensor will therefore start with
estimating a dense field of orientation tensors. Which procedure for estimating
the orientation tensor is not crucial, but might affect the end result. In the
next step, the images a, b and c is correlated as illustrated in figure 2.4. The
result is 37 new images. In the last step, the scene tensor can be estimated in
each pixel by using these 37 images and the table 2.2.

How sensitive is the estimation method of the scene tensor to noise? This
is of course dependent on how sensitive the orientation tensor is to noise, since
this is the in-data. However, estimation of orientation tensors is out of scope
for this thesis, and a comparison between the most common methods can be
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Rank one Rank two Rank three
σ2 = σ3 = 0 σ1 = σ2 = 0 σ1 = σ2 = σ3

c1 1 0 0
c2 0 1 0
c3 0 0 1

Table 2.3: Behavior of the rank measurement.

found in [38]. In general, we can say that the estimation method of the scene
tensor contains correlations of moment filters up to the fourth order. It is
known that these filters are sensitive to noise, but this is reduced due to the
Gaussian weighting function.

2.1.4 Detection of Second Level Features

This section presents a method for detecting points which correspond to the
second level features, described in section 2.1.1, based on the S22 tensor. The
basic idea is to look at the rank of S22, which for the case of two line segments
present in the local region should be equal two. If we consider the elements
of S22 to form a matrix, and then compute an SVD, the rank two property
can then be described as: there should be two non-zero singular values and
the remaining singular values must vanish. To be able to measure the rank we
have used a novel rank measurement, equation 2.16, based on the three largest
singular values σ1 ≥ σ2 ≥ σ3 ≥ 0, where one measure of confidence can be
calculated for each rank. The rank measurement has the property of summing
up to one c1 + c2 + c3 = 1 and c1 = 1 if both σ2 and σ3 are zero, and so on,
see table 2.3.

c1 =
9d − 4qt + t3

3d − 3qt + t3
c2 =

−9d + qt

3d − 3qt + t3
c3 =

3d

3d − 3qt + t3

t = σ1 + σ2 + σ3 d = σ1σ2σ3 q = σ1σ2 + σ2σ3 + σ3σ1 (2.16)

As an example, tensors have been calculated for each pixel in the left im-
age in figure 2.5 and a measurement for rank two c2 has been calculated for
each tensor, right image figure 2.5. White areas indicate tensors with a high
confidence of rank two and as expected these areas are close to corners and
local regions which contains two line segments. We can also see that the white
areas look like flares pointing out from the corners and with the maximal value
at some distance from a corner if it is sharper. This indicates that the rank
measure is not only dependent on the number of line segments but also on the
angle between the line segments.
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Figure 2.5: Test image, Each pixel is a measurement of the corresponding
tensors probability of being rank two, c2.

Figure 2.6: The rank two measurement weighted with the tensor norm.

It is possible to do a selection of tensors in this step by finding peaks in
figure 2.5, but this will also result in a selection of tensors with low norm and
tensors calculated from parallel lines. Therefore it is better to weight the rank
two image with the tensor norm, figure 2.6, and look for round peaks. As can
be seen in figure 2.6, this method might not work if the corners are very sharp
or very blunt, because these types of features will give a very low response in
this image.

The position of a feature is often defined as a peak in a confidence map such
as the one in figure 2.6, but this will only give a rough and unstable feature
position. In the case of the tensor representation this can be made more stable
by extracting the line parameters lH for each tensor corresponding to a peak
in figure 2.6 and calculate the crossing between the two line segments. The
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Figure 2.7: An illustration of detected crossings.

crossing is a much more stable feature position because it is invariant to the
angle between the line segments. Figure 2.7 illustrates the result from the
detection process.

2.1.5 Extracting Information from the Scene Tensor

This section illustrates the tensors ability to represent second level features,
such as corners, crossings, T-crossings, etc. First a detection of second level
features is performed on the left images in figure 2.8 and 2.9, where the out-
put is a list of tensors and feature position. Each line segment’s position,
orientation, center of gravity and covariance matrix is then calculated from
the tensors in the list. How to calculate these parameters from a tensor is
explained in [50, 69].

In the images to the left in the figures 2.8 and 2.9 the detected line seg-
ments illustrated by a line pointing towards the center of the local region.
In the images to the right is each line segments covariance matrix illustrated
by an ellipse, with the semiminor and semimajor axis’ lengths equal to the
eigenvalues of the covariance matrix.

2.1.6 Invariant Representations Based on the Scene Ten-

sor

There are of great interest to find a tensor representation that is invariant to
orientation and scale transformations. The main reason is a minimal train-
ing data set, i.e. if the features in the feature set invariant to changes in
orientation and scale then the system does not have to be trained for these
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Figure 2.8: An illustration of the detected lines and covariance matrices.

Figure 2.9: An illustration of the detected lines and covariance matrices.
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types of transformations. The scene tensor is not invariant itself and in the
following sections we will describe two different ways to compute an invariant
representation based on a geometry of two interest points.

As stated in the introduction, the scene tensor described in section 2.1.2 is
not an invariant representation, but a combination of the work by Granlund
and Moe [29] and the scene tensor will result in a representation that is in-
variant to translation, rotation and scale. The idea is to calculate invariant
parameters based on a geometry including two local regions with two line or
edge segments. This representation is called a doublet or more precisely a ten-
sor doublet [70], because the features are detected and represented by using
the scene tensor.

From the feature detection process described in section 2.1.4 we get a list
of tensors where each tensor is a description of a local region containing two
line segments. Each segment is defined in terms of its position, extension and
orientation. By extracting the line parameters from two of these tensors the
tensor doublet illustrated in figure 2.10 can be computed. The four feature
parameters α1, α2, β1 and β2 can be calculated from the line parameters, where
α is the smallest angle between the line segments and β is the orientation of
each feature relative to the line connecting both features. These four parame-
ters are invariant to both rotation, translation and scaling of the image. The
position of each feature is defined by the intersection of the line segments and
γ is the distance between the features. The γ parameter can not be used in an
invariant representation since it is not invariant to scale, but it can be useful in
the grouping process. It is more robust to use the intersection as the feature’s
position rather than using the result from the detection process, since that is
dependent on contrast, lighting and even the angle between the line segments.

The process of grouping interest points is not an easy task and it is necessary
to include some kind of perceptual grouping process in this step. The method
employed here is the same as the one presented in [29] and can be referred
to the simplest type of perceptual grouping, where the rule for connecting
two features is simply based on the distance γ between the features. If the
distance for a feature pair is between certain lower and an upper bounds, then
the features are joined to build a doublet. Not all features in this region are
connected, but only the k closest. The maximal distance should be set to a
value that minimizes the probability of a connection between features from
the object and the background. A typical value is half the object size. The
minimal distance should prevent connecting two tensors estimated from the
same feature and the value should be based on the parameters used in the
detection process.

The result in from the grouping process is illustrated in figure 2.11, where
the features are illustrated with small line segments and the each tensor dou-
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1
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1
β

2
β

γ

Figure 2.10: Illustration of the tensor doublet.

blet is illustrated with a line connecting the two features. As is seen in the
figure, features from the same object are connected, but there is also situations
when features from different objects are connected.

Tensor doublet 2

This way of calculating invariants is only applicable on the tensor doublet
[Deliverable 4.2] in figure 2.10 and does not without modifications work on
other types of tensors. The main idea is to rotate the tensor to a reference
rotation and scale it to a certain reference scale. The rotation of the doublet
is defined by the angle φ between the line connecting the two tensors and the
horizontal axis and the scale is defined by the length γ of this line. The steps
necessary for calculating an invariant tensor doublet is then:

• Calculate fourth order tensors and points of interest [Deliverable 3.2].

• Group the tensors into tensor doublets and calculate the orientation φ
and the scale γ [Deliverable 4.2].

• Transform each tensors coordinate system to a common coordinate sys-
tem preferably somewhere between the two tensors.

• Perform a summation of the two tensors into a tensor doublet.

• Transform the tensor doublet to a certain reference orientation and scale.

The missing part in the steps above is the transformation of a fourth order
tensor.
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Figure 2.11: An illustration of the result from the grouping process. The
features are illustrated with small line segments and the each tensor doublet is
illustrated with a connecting line.

IST-2001-34220 VISATEC Final Report Page 32/183



2.1 2D Scene Tensor

As is described in [50, and deliverable 3.2] the tensor representation is con-
structed by two different second order tensors, S20 and S02. S20 is constructed
by an outer product between the vector xH and itself, equation 2.17.

S20 = xH ⊗ xH , xH =





x0

x1

x2



 (2.17)

S02 is on the other hand constructed by an outer product between the vector
lH and itself.

S02 = lH ⊗ lH , lH =





−|l|
l0 l̂1
l0 l̂2



 (2.18)

If we want to transform the tensor, then we have to transform xH and lH

respectively with two different transformations R and R̃.

x′
H = RxH , l′H = R̃lH (2.19)

In [50] it is postulated that if xH is transformed with R then all vectors lH

must be transformed with R̃ defined by

R̃ = G−1
(

RT
)−1

G, G =

(

l0 0T

0 x0I

)

(2.20)

R is a transformation that should scale and rotate xH with the scaling param-
eter γ and the rotation φ. It is not hard to verify that the matrix in equation
2.21 will do the job.

R =





0 0 1
γ cos(φ) −γ sin(φ) 0
γ sin(φ) γ cos(φ) 0



 (2.21)

And R̃ follows from equation 2.20.

R̃ =





0 0 1
x0l0

l0
x0γ

cos(φ) − 1
γ

sin(φ) 0
l0

x0γ
sin(φ) 1

γ
cos(φ) 0



 (2.22)

The next step is to apply these transformations on the scene tensor S22. S22

is constructed by an outer product between S20 and S02 where both second
order tensors are reshaped to a vector with the MATLAB commando reshape.
The result is then a 9 × 9 matrix.

S′
22 = reshape(S20) ⊗ reshape(S02) (2.23)

In order to properly transform S22 one have to permute and reshape the 9× 9
matrix and apply the transformations R and R̃ respectively.

We have done some tests using this framework for calculating invariant
tensors, but it is still to early to show some results.
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2.1.7 Conclusions and Discussion

The tensor for the 2D case can detect and represent corners, T-crossings and
crossings with high precision. The framework does not only contain a precise
detection of each feature, but also a full mathematical description of each line
segment contained in the feature. This could be very useful in a pose estimation
process where as much information as possible is needed for building high level
features. A general process for building high level features is to connect lower
level features with each other and we believe that this grouping can be done
in a more robust way by using the rich information extracted from the second
level features described here, thereby reducing the risk of connecting features
on the object of interest with the background.

2.2 3D Scene Tensor

The general formulation of the scene tensor allows much of the work made on
the 2D scene tensor to be extended also to the 3D case. There has however
been some differences in the way the work has evolved due to differences in
the nature of the input data and the devices that generate it.

Since the 3D scene tensor is a mathematical representation of local plane
segments, and not derived from any particular estimation procedure, different
methods for estimation of the tensor can be implemented. The methods can
be based on different types of 3D sensor data, e.g. motion or base line stereo,
range images or 3D volumes like MRI. In this project the work focuses on
motion stereo and range data. Different estimation procedures for different
data can be seen in figure 2.12

The scene tensor is used to represent features in 3D space and it does exist

T=ATA+γbbT

S20=KTKT

(a) Motion stereo

z=f(x,y)

S20=xHxH
T

xH=(x0 x y z)

f’=a0+a1x+a2y

S02=lH(lH)T

lH=(-l l0|l|)T,
l=(a1 a2 1)

(b) Baseline stereo

z=f(x,y)

S20=xHxH
T

xH=(x0 x y z)

f’=a0+a1x+a2y

S02=lH(lH)T

lH=(-l l0|l|)T,
l=(a1 a2 1)

(c) Range sensor

I=f(x,y,z)

S02=(I –x)TT(I –x)

T=ATA+γbbT

(d) MRI

Figure 2.12: Estimation procedures from different sensors
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in different orders of tensors and also with both contra-variant and covariant
indices. Depending on what form of tensor it is, the tensors represents different
things or has different interpretations. The entities called S20 and S02 in the
previous figure both are second order tensors, but of different kinds. For S20

we write

S20(p) = xH(p) ⊗ xH(p) S02(p) = lH(p) ⊗ lH(p) (S22 = S20 ⊗ S02)
(2.24)

The tensors xH and lH are homogeneous forms of positions and normals. Since
xH is a contra-variant and lH a covariant tensor, S20 is a contra-variant ten-
sor and S02 is a covariant tensor. To be able to estimate the tensor we are
interested in, S22 which is of order four, for a specific point it is clear that we
need:

• A position in 3D space for that point

• A normal in 3D space for that position in 3D space

The sensors we use do however only produce a set of points in 3D space, or
the 2D projection of those points, and no normals from the sensors at hand.
Therefor we do need to estimate the normals somehow. Before we get to the
estimation methods we will have a closer look on the tensors and what they
represent.

2.2.1 The Contra-Variant Second Order Tensor

The second order contra-variant tensor S20, as seen in equation 2.25, can in
3D represent up to one point, one line or one plane. It does this by keeping
information of how a set of points are located in 3D. If more than four points
make up the tensor and the points are not located in the same point, on the
same line, nor on a plane the tensor will have full rank and thus not represent
anything. Rather it represents a non-planar area but we can not use it since
we do not know what made it full rank. The calculation of S20 is done over a
region around a point. With implementation of the tensor product as an outer
product this gives:

S20(p) =
∑

i∈R(p)

γixHixHi
T = . . . =

(

x2
0 x0x

T
cg

x0xcg C + xcgx
T
cg

)

(2.25)

with
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p Position in 2D projection of scene
R(p) Region around p
γi Appropriate weight
x Position in 3D space
xH = (x0x1x2x3)

T Homogenous representation of x
xcg Center of gravity for the points
C Covariance matrix for point cloud

It is now clear that S20 can be seen as a description of how a set of points is
distributed in space. The center of gravity for the point set is held in xcg and
the distribution of the points in the covariance matrix C.

Summing over some region with some different shapes we get this:

Shape of point set Rank of C Rank of S20

Point 0 1
Line 1 2
Plane 2 3
2 parallel lines 2 3
Cylinder (curved part) 3 4
2 non-parallel planes 3 4
Sphere 3 4

From the table we see that adding two lines together will produce a description
of a plane. As the information gathered from the points is stored in the range
of the matrix and the null-space of the matrix is orthogonal to the range the
eigenvectors in the null-space form normals to the set of points.

2.2.2 The Covariant Second Order Tensor

The second order covariant tensor S02, seen in equation 2.26, can hold infor-
mation on normals of one or up to as many as three planes. This tensor does
not have such a straight-forward geometrical interpretation as the point cloud
interpretation for the contra-variant tensor. The normals are found in the
range of the tensor.

S02(p) =
∑

i∈R(p)

γil
H
i lHi

T
= . . . =

1

n

( ∑

i ‖li‖2 −
∑

i li
T

−
∑

i li l0
2∑

i l̂îl
T
i

)

(2.26)

with

p Position in 2D projection of scene
R(p) Region around p

lH = (− |l| l0 l̂)
T Dual homogeneous representation of l

l Normal in 3D with minimum distance to origin

l̂ Normalized l
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x
l

l

l i

l i

Figure 2.13: l for two different regions.

This means that we have some kind of average value of |l| in the upper left
corner of the matrix. In the lower left and upper right we have some kind of
mean of the vector l. If we look at the lower right part of the matrix we see
that this is a sum of outer products of normalized normals of the surface. We
can interpret this as a matrix holding the variance of the normals for the region
we summed over. Two different scenarios of this can be seen in figure 2.13.
This means that for a flat surface the normals vectors l̂ will all be the same
but for a curved surface we will have a distribution of normals. It turns out
that for a flat surface this sub-matrix is of rank 1, for a surface that is curved
in only one direction like the one seen on the right in figure 2.13 it is rank 2
and for a surface that is curved in two directions it is of rank 3. Summing over
some region of local S02 for some different ’shapes’ of regions, with the outer
product of the normalized normals noted as D, we get the following:

Shape Rank of D Rank of S02

Point 3 3
Line 2 2
Plane 1 1
2 parallel lines 2 3
Cylinder (curved part) 2 3
2 non-parallel planes 2 2
Sphere 3 4
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2.2.3 Duality of S20 and S02

If we stick with the notion of that we are summing tensors over a region to
combine into one that represents that region we can combine the tables in
Sections 2.2.1 and 2.2.2 and find the following:

Form of point cloud Rank of S20 Rank of S02

Point 1 3
Line 2 2
Plane 3 1
2 parallel lines 3 3
Cylinder (curved part) 4 3
2 anti-parallel planes 4 2
Sphere 4 4

For the first three in the table we see that the rank seems to be connected
somehow. This is true since the range of S20 holds information of where the
set of points are located in space and the null-space, which is orthogonal to the
range, holds the normals to that set of points. On the other hand the range
of S02 holds the normals we have added to it and the null-space is the set of
all points that are in the orthogonal plane. Since the rank complement inter-
changes the range and the null-space of a matrix we can use it to transform
tensors between contra- and covariant form. The duality does however break
down for the cases below the second line in the table. Comparing the case
of two parallel lines we find the following. When we add two contra-variant
tensors from parallel lines we introduce a distribution of points in a new sec-
ond direction and hence S20 goes from rank 2 to 3. If we, however, add two
covariant tensors from two parallel lines we would rather want to take the in-
tersection of the two tensor’s respective ranges than adding them. This is why
the rank complement was defined. If we were to take the rank complement
of each of those covariant tensors and then add them and then take a new
rank complement back to a covariant tensor we would get something of rank
one instead of rank three. See figure 2.14. This shows that we cannot simply
add things up and expect to get good results. We need to be careful how we
formulate our algorithm. Some kind of adaptive algorithm would probably be
a good idea.

2.2.4 The Forth Order Tensor

The fourth order scene tensor, which is the one we are most interested in at
the moment, can be seen in equation 2.27. It has two contra-variant indices
and two covariant indices. One can view this as if S22 pairs up one description

IST-2001-34220 VISATEC Final Report Page 38/183



2.2 3D Scene Tensor

Figure 2.14: Adding statements from S02 uses intersection.

of the location and distribution in space of a region from a S20 tensor with the
distribution of normals for the same region from a S02 tensor.

S22(p) = xH(p) ⊗ xH(p) ⊗ lH(p) ⊗ lH(p) (2.27)

with

S22 Scene tensor with two contra and two covariant in-
dices

p Position in 2D projection of scene
x Position in 3D space
xH = (x0x1x2x3)

T Homogenous representation of x
l Normal in 3D space

lH = (− |l| l0l̂)
T Dual homogeneous representation of l

⊗ Tensor product, usually implemented as outer
product

If we in a point p have an estimate of S20(p) and one of S02(p) we can combine
these into a fourth order tensor so we can also express S22 by

S22(p) = S20(p) ⊗ S02(p) (2.28)

Since S20 holds information of where and of S02 what it is clear that S22 holds
information on both the hyperplanes position and orientation. By reshaping
the second order tensors to vectors we can again represent the fourth order
tensor by a matrix according to

S22(p) = S20(p) ST
02(p). (2.29)
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The fourth order tensor should be capable of holding information on several
features. To realize this property of S22 we have to integrate over a local region
R

SR
22(p) =

∑

i∈R(p)

w(i) S20(i) ST
02(i) (2.30)

which we assume to contain a number of different hyperplanes present. If there
are k different hyperplanes within the region R with corresponding S20 and
S02 descriptors we would have

SR
22 =

∑

k

wk S20,k ⊗ S02,k =
∑

k

wk S22,k, (2.31)

i.e., a summation of different fourth order tensors each representing one hy-
perplane. In the following we will denote SR

22 found in equation 2.30 and
equation 2.31 by S22, i.e. we will assume that an integration in a local region
has taken place.

2.2.5 Analysis of S22

One base property for the idea behind the fourth order tensor can be expressed
in these two points. First if we have a sum like

S22 =
n
∑

i

kiS20,iS
T
02,i =

n
∑

i

kiS22,i (2.32)

for some ki where all the S20,i are linearly independent to each other and so
are all the S02,i tensors then the rank of S22 should be n. If however say S02,i

is linearly dependent for k = 1 and k = 2 then the sum should be

S22 =
n
∑

i

kiS20,iS
T
02,i = (k1S20,1 + k2S20,2)S

T
02,1 +

n
∑

i>2

kiS20,1S
T
02,1 (2.33)

then the rank of S22 should be n − 1.

If we have the case that all the S20,i and the S02,i are orthogonal we could
by using the singular value decomposition retrieve the second order tensors
that make up S22. However if they are not perpendicular a singular value
decomposition will not suffice to give us the original second order tensors in
the local neighborhood. Using the assumption that the covariant tensor S02 is
of rank 1, methods for analysis have been developed, implemented and tested.
There is one analysis method for when the rank of S22 is 2 and one for when it is
3. The analysis methods tries to find weights with which it can recombine the
singular values and singular vectors to form the original S22,i in equation 2.32.

The analysis stage is mostly done so that it is possible to evaluate that
the fourth order tensors hold information on what they should. For technical
documentation of the analysis the reader is referred to [50].
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2.2.6 Image Sequence Based Estimation

A very common assumption in optical flow estimation is the one of brightness
constancy which gives rise to the well-known optical flow equation for a spatio-
temporal volume or image sequence given by

v1
∂g

∂p̄1
+ v2

∂g

∂p̄2
+

1

∆t

∂g

∂τ
= 0 (2.34)

where g is the image intensity as a function of (p̄1, p̄2, τ), which are the spatial
and temporal sampled coordinates, and ∆t is the time between each image in
the sequence. From [37], [28] and [18] etc. we know that the orientation tensor
estimated from the spatio-temporal volume gives

Tv = 0 (2.35)

given that

v =





v1 ∆t
v2 ∆t

1



 (2.36)

is constant in the region where T is estimated. The components in v are from
equation 2.34.

Assuming a pin-hole camera model which maps a point

p =





p1

p2

p3



 (2.37)

in 3D space to a point p in the image according to

p =

(

p̄1

p̄2

)

=
f

p3

(

p1

p2

)

(2.38)

where f is the focal length and the motion of the camera is known as

w =





w1

w2

w3



 (2.39)

we can form a 4 × 3 matrix K as

K(p) =

(

0 u(p) p̃T (p)

−f/∆t 0

)T

(2.40)

where in every point p

u =

(

f w1 − p̄1 w3

f w2 − p̄2 w3

)

= p3

(

v1

v2

)

= p3 v, (2.41)
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0

p̃

p

p

f ẑ

Figure 2.15: Pin-hole camera model with virtual image plane.

v =

(

v1

v2

)

, (2.42)

p̃ =
f

p3(p)
p (2.43)

and

p̃ =





p̄1

p̄2

f



 , (2.44)

i.e. p̃ is a 3D coordinate that is constrained to the virtual image plane. The
different position vectors can also be seen in figure 2.15 where f is the focal
length and ẑ is the forward direction of the camera.

It is then in [54] proven that if we compute the symmetric matrix

S = KTKT (2.45)

it will have a single non-zero eigenvalue and that a corresponding eigenvector
will be xH = (x0 x). Therefore S = S20 and we have the following way to
estimate the second order contra-variant tensor from a sequence of images.

1. Estimate the orientation tensor T for the spatio-temporal volume at
hand.

2. If needed convolve the orientation tensor with a small Gaussian filter g:

Tlp(p) = (g ∗ T )(p) (2.46)
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Then set T = Tlp. The above convolution can be implemented element-
wise. Whether this step is needed or not really depends on your method
of spatio-temporal orientation tensor estimation.

3. If for each p, the element T{3,3}(p) 6= 0 compute T(p) = T(p)/T{3,3}(p)
to be able to use x0 6= 1, otherwise set T(p) = 0.

4. For each position p in one image in the volume form the matrix K as
per equation 2.40 and compute S20 by equation 2.45.

5. Extract x from S20 by for each p setting κ = S20,{4,4}/x
2
0 and then setting

x = S20,{2:4,1}/(κx0).

6. Form xH = (x0 x)T and the compute S20 = xHxT
H .

7. Integrate S20 over a local region weighted with a Gaussian.

8. Compute S02 using the rank complement, [51].

9. Form S22 by using equation 2.29 after reshaping the tensors to vectors.

10. Integrate S22 over a local region.

Steps 5 and 6 are performed as a sort of noise reduction. We know that
the S20 tensor estimated by equation 2.45 should only be of rank 1 and that
the significant information should be found in the position description. By
performing these computations we ensure that this is true.

2.2.7 Range Data Based Estimation

Estimation of the scene tensor from range data is mainly about estimating
S02. It could therefore be said that it basically is about estimation of normals
for a local surface patch. The estimation of the representation of the local
neighborhood as described in equation 2.25 is done by applying the following
steps at each point p in the range image:

1. Form the vector x = (x y z)T from the range data.

2. Form X = xxT .

3. Compute the local and weighted averages around p:

xc =
∑

p

w(p) x(p) X′ =
∑

p

w(p) X(p), (2.47)

where w(p) is either a 2D of a 3D isotropic Gaussian.
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4. We could now form S20 as:

S20 =

(

x2
0 x0 xT

c

x0 xc X′

)

(2.48)

where x0 is a suitably chosen constant. However it is usually better to
compute

S20 = xHxT
H (2.49)

where xH = (x0 x)T .

This calculation corresponds to the expression in equation 2.25. Given that
we now have an estimate of S20 at each point p, S02 can be computed using
the rank complement, [51]. There is however a less computationally expensive
way to do this. If we identify equation 2.25 and equation 2.48 we see that we
can compute C as

C = X′ − xc xT
c (2.50)

Therefore we only need to find the rank of the matrix C and then follow these
steps:

1. Calculate T = R2,1(C). At all points p where C has rank two, i.e. all
points where C correspond to local regions which are planar, it must
be the case that the null space of C is a normal vector to the plane.
Therefore, at these points we know that we have

T = κ l̂ l̂T (2.51)

where l̂ is a normal vector of the corresponding plane and κ is a constant
given by the implementation of the rank complement operation and of
C. At points which cannot be characterized as “C has rank two”, the
result of this operation will not be according to equation 2.51, but we
will deal with this later on. The rest of the derivations will assume the
rank two case.

2. Assuming rank two for C and that x lies in the corresponding plane, it
then follows from the equation of a point in a plane that

T x = κ l̂ l̂T x = κ l̂ ‖l‖ = κ l (2.52)

which means that we can compute κ l = T x

3. From this follows directly that we can compute κ‖l‖2 = xTT x.

4. We now have all the elements necessary for the matrix S02 according to

S02 = κ

( ‖l‖2 −l0 lT

−l0 l l20 l̂ l̂T

)

(2.53)

where l0 is a suitably chosen constant.
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Figure 2.16: The synthetic cube.

The estimation of the representation of the local neighborhood, as described
in equation 2.30, is then computed as a variant of equation 2.30

S22(p) =
∑

i∈R(p)

w(i) S20(i) ST
02(i) (2.54)

For more on the scene tensor in 3D the reader is referred to [73, 50].

2.2.8 Experiments with Motion Sequence

Using a sequence of images, consisting of images like the one in figure 2.16,
from a translating camera we are able to show that it is possible to extract
both information of were the information is located in the world and that the
information on the normals has the correct direction. This can be seen in
figure 2.17 were the cube has been rotated somewhat to show the estimated
normals more clearly.

This method can also be said to be a stereo-estimation of the scene since it is
possible to extract that information from the tensor as seen in figure 2.18. This
is however only a side-note, an explicit stereo estimation method is off-topic
for the current project.

If we were to have a scene with not that much texture other than lines we
would get a tensor description that has z-values as shown in figure 2.19.
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Figure 2.17: The synthetic cube with normals.

Figure 2.18: Distance map of scene extracted from S20.
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Figure 2.19: Z-values calculated from a cube without texture.
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Figure 2.20: A ceramic miniature house

Figure 2.21: Range scan of the house

In this case we don’t have tensors representing planes so much as they
represent lines in 3D space.

2.2.9 Experiments with Range Data

A ceramic miniature see in figure 2.2.9 house was scanned with an industrial
laser-based range scanner which produced the data in figure 2.2.9.

It is possible to detect the rank of S22 which signifies how many local plane
patches S22 describes. The rank of S′

22 for the miniature house is illustrated
in figure 2.2.9, where red corresponds to rank one, green is rank two, and blue
is rank three. Notice that the large planar surfaces are red, the edges between
these surfaces are green, and the corner is blue.
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Figure 2.22: Rank of the S′
22 matrix

Figure 2.23: A number of S′
22 descriptors have been analysed

If we select tensors with rank higher than 1 and analyze them as mentioned
in section 2.2.5 we can extract information on the separate planes and overlay
the distance map with the results to produce figure 2.2.9. Figure 2.2.9 shows
a close up near the corner point.

For more on the scene tensor in 3D please see [73, 50, 54].

2.3 The Log-Polar Single Patch Feature

In this section we will describe the details of the log-polar single patch feature
we will later use for object pose estimation. What we will not go into detail
about is the Harris corner1 detector [32] that we use for feature selection. It

1It is perhaps better to say that it detects non-simple signals.
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Figure 2.24: Close up of figure 2.2.9
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(b) Sample grid around Harris point

Figure 2.25: Harris points and log-polar sampling grid

was used since it seems to be one of the fastest and most stable ones around
according to [66].

We see a zoom-in on one input image from the training set where Harris
points have been drawn as small circles in Figure 2.25(a). Around each Harris
point a log-polar sampling grid is placed in either the gray-valued image, see
Figure 2.25(b), or an edge filtered image, see Figure 2.26(a). Resampling using
this sampling grid and cubic interpolation yields an approximation to the log-
polar transform for that local neighborhood, see Figure 2.26(b).

In a log-polar sampled image, translation equals rotation or scaling in the
original image. It is possible to make this patch invariant to rotation and scale
changes in two-steps. First compute the Fourier transform of the patch, this
transfers the information on translation in the log-polar patch into the phase of
the transform. Second, compute the magnitude of each sample in the Fourier
transformed patch, thereby removing the phase and thus the information on
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Figure 2.26: Edge image with sample grid and log-polar sampled edge image

translation from the patch. We now have a local feature that is invariant
to rotation and scale. This corresponds to the Fourier-Mellin transform used
in [10], however the differences in the approaches are that we use local features
and also we will not use phase information to recover the scaling and rotation.
For more on the feature please see section 4.3.4 or [74].

2.4 Cartesian Differential Invariants

Another example of invariant features are the Cartesian differential invariants
introduced by Florack et al. [24]. They developed a method to calculate a
complete set of local Cartesian differential invariants. Complete means that the
set of all such filter responses completely determines the local image structure
up to the information variant to the Cartesian transformation2.

The idea is related to the Taylor expansion of a continuous and differen-
tiable function. The Taylor expansion provides a method to approximate a
differentiable function locally by a polynomial. The degree of the polynomial
is thereby determined by the order of the expansion.

The difference here is, that the construction has to work on a discrete pixel
grid. Thus, to calculate the Taylor expansion the discrete signal must be
transformed into a continuous and differentiable one. In [24] this is done by
the convolution with a Gaussian kernel

G(x; σ) =
1

(2πσ2)
1

D

exp

(

− x2

2σ2

)

. (2.55)

2Here the invariance of the filter response to rotations and translations on a local coor-
dinate system is meant.
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sign degree (v, w)-coordinate system manifest tensor notation
IR1 0 L L
IR2 1 LwLw LiLi

IR3 2 LvvL
2
w LiiLjLj − LijLiLj

IR4 LvwL2
w −ǫijLjkLiLk

IR5 LwwL2
w LiLijLj

IR6 3 LvvvL
3
w −ǫij(LjklLiLkLl − LjkkLiLjLk)

IR7 LvvwL3
w LiijLjLkLk − LijkLiLjLk

IR8 LvwwL3
w −ǫijLjklLiLkLl

IR9 LwwwL3
w LijkLiLjLk

Table 2.4: Cartesian invariants up to order three. For simplification the Ein-
stein summation convention is used. All Latin indices are exchanged with the
values 1 and 2 and all of the components are then summed up over all possi-
ble combinations. For example LiLi corresponds to L1L1 + L2L2. The symbol
ǫij is the 2D antisymmetric epsilon tensor and has the properties ǫij = −ǫji =
1 and ǫii = ǫjj = 0.

The Gaussian smoothes the intensity values such that the image can be handled
as a continuous function. The use of different σ values results in local features
describing the image structure at different scales.

Once a polynomial approximation is available, the use of tensor calculus
provides a method to systematically derive polynomial invariants. The ideas
are base on observations made by Hilbert [34], who developed the theory of
algebraic invariants.

The smoothing of an image with the Gaussian and the calculation of the
partial derivatives can be implemented by separable convolutions. This results
in fast feature extraction procedures. The first Cartesian invariants up to order
three are summarized in table 2.4. The symbol L represents the Gaussian
smoothed grey value at some point and the subscripts indicate the direction of
the derivative used to calculate the invariant. The third column describes the
invariants according to a local orthonormal coordinate system (u, v), where the
v-axis is parallel to the local gradient of the brightness L. The fourth column
describes the invariant in the original (x, y) coordinate system. This (x, y)-
formulation is used to calculate the invariants in a real application. Figure
2.27 shows the responses of the Cartesian invariant filters applied on a radial
symmetric test pattern (top-left).

The Cartesian invariants are successfully used by Schmid et al. [64] for
feature based object recognition and images registration. In the VISATEC
project the features are used to compare them with our features (section 2.8.2)
and as additional features in the neural approach (section 4.1).
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Figure 2.27: A test image and the filter responses of the Cartesian invariants
IR1, IR2, IR3, IR4 and IR5 (from left to right, top to bottom). The images
demonstrate the invariance of the filters to rotations and their sensibility to
scale. High and low frequencies are suppressed (indicated by the smoothing effect
in the middle and at the border of the images). The bandpass effect is the result
of the successive smoothing and derivation of the original image.

2.5 3D Monogenic Signal

Quadrature filters [6] are a well known means for local spectral analysis of
images and to extract relevant structure. Recently [19], there has been the
discovering of an isotropic quadrature filter for images that does not need
steering with respect to orientation and provides the user with geometric (lo-
cal orientation) and structural (local phase) information. Here, we present a
further extension of this, an isotropic quadrature filter for 3D data. With only
four convolutions we can calculate the local orientation, energy and the phase
of locally intrinsically 1D structures3 in 3D image data. There is a wide variety
of useful applications for a filter of this kind.

This section deals with the generalization of the Hilbert transform [31, 28]
and the closely related analytic signal to higher dimensions. We extend the
thesis of Felsberg [19] – a generalization of the Hilbert transform to 2D – to
3D images. So, if one wants to get the full picture, the reading of his awarded
thesis is highly recommended.

Both, Felsberg [19] and this report, as well as its more elaborate form [41],

3A set of points is said to be intrinsically n dimensional [59] in signal processing, or inD,
if it lies entirely within a (N − n)-dimensional subspace of the embedding space of dimension
N . This corresponds to the codimension in mathematics. In 3D, lines are i2D, planes are
i1D, general surfaces and curves are i0D.
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make frequent use of geometric algebra. We recommend the tutorials [58, 15,
14, 30] to get an idea of it or to read the first chapters of the book of its founder
Hestenes [33]. We will give a very brief introduction to it in appendix A.

In section 2.5.2 we present the 3D monogenic signal. The isotropic quadra-
ture filter derived from it in the Poisson scale space is presented in section
2.5.3. This section also shows some results.

2.5.1 Short Overview on the 2D Monogenic Signal

The basis to design this 3D filter has been laid by Felsberg and Sommer [21]
who described a 2D monogenic signal as an extension of the 1D analytic sig-
nal to images. This signal representation results from a generalization of the
Hilbert transform to higher dimensions.

The energy and the phase of the 2D monogenic signal – which we will
not define here since it generalizes well to higher dimensions and is defined
for the 3D case in section 2.5.2 – are a description for locally i1D structures
in images. These are lines or edges. The energy is a measure for the local
contrast or strength of the structure. The phase is a vector. Its orientation
is the orientation of the structure. Its magnitude corresponds to the classical
Hilbert phase and tells us about the local symmetry of the structure.

The 2D monogenic signal is gained by convolution with the Riesz kernel
[71]. Unlike for other quadrature filter approaches, we gain local spectral
information without steering the filter.

2.5.2 The 3D Monogenic Signal

Sketch of the Derivation

Our current work extends the approach sketched in section 2.5.1 to 3D image
data. So, we can extract structure information described by the phase from
image sequences in a video stream. It can of course be used also for e.g.
extracting structure from 3D medical data.

Because of the great importance of the analytic signal in 1D signal process-
ing, there have been several approaches to generalize especially the concept
of the analytic phase to 2D [8, 31]. Felsberg [19] managed to accomplish this
generalization by embedding the signal in a vector space augmented by one
dimension. Because this is the way we will follow here, our 3D signals have to
be embedded into R4 and the local spectral representations have to be modeled
in G4.
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Because a full derivation would be out of the scope of this paper, we will
just briefly sketch the idea. We embed the scalar signal f(x), x ∈ R3, into the
geometric algebra G4 of R4 as a e4-valued function

f(x) = f(x1e1 + x2e2 + x3e3) = f(x, y, z)e4. (2.56)

This embedding enables us to generalize the methods of complex valued vector
analysis and to define a set of Cauchy-Riemann equations for our problem.
These equations play an important role for the derivation of the standard
Hilbert transform and we succeeded in porting all steps necessary to higher
dimensions. See the report [41] for all the details.

Definition of the Monogenic Signal

The chosen embedding results in the following convolution kernels,

r(x) = xe4

π2|x|4 Riesz kernel, (2.57)

ls = s
π2|x+se4|4 Poisson kernel, (2.58)

rs(x) = xe4

π2|x+se4|4 conjugated Poisson kernel, (2.59)

where x =
∑3

i=1 xiei and s ∈ R. Then the monogenic signal

fM(x) = f(x) + (r(x) ∗ f(x)) (2.60)

is the generalization of the analytic signal to 3D and

fMs
(x) = (ls(x) ∗ f(x)) + (rs(x) ∗ f(x)) (2.61)

is its smoothed version. Here ∗ denotes a convolution and s serves as scale
parameter in a monogenic scale space4.
We see that the kernel of the Riesz transform (2.57) assumes the role that is
inherent to the Hilbert transform kernel for the classical analytic signal. Note
that both functions (2.60) and (2.61) are vector valued, while the convolution
kernels (2.57–2.59) are either scalar or bivector valued. However, while impor-
tant for the derivation and discussion, this can easily be implemented using
standard matrix calculus on a computer.

4The scale parameter is a result of the embedding of the original 3D data in an augmented
vector space. While convolution of f(x) by the Poisson kernel results in a so-called Poisson
scale space, which is similar to the Gaussian scale space, the monogenic scale space embeds
also phase and orientation. Hence a unified scale space approach for local signal analysis
emerges. On details concerning the new scale spaces please refer to this journal paper [22].
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Definition of Monogenic Energy and Phase

The deviation of the local spectral representations amplitude and phase from
the complex valued analytic signal is well-known. In our approach we left the
complex domain and adopted a Clifford valued domain. To model the local
spectral representations in our case we imagine that the monogenic signal,
equations (2.60) and (2.61), resulted from applying a spinor operation on a
unit pulse in direction e4, just as any complex number on the unit circle results
from a rotation of a real unit number. And we will take advantage from the
isomorphism C ≃ {1, B

|B|}, see section A. The geometric product applied to
two vectors results in a spinor and gives the relationship of these two vectors,
as seen in equations (A.6, A.7). Let us now calculate the logarithm of a spinor
s = α + β B

|B| . We do this by an adaptation of the complex logarithm5 and
define

log(s) = log(|s|) +
〈s〉2
|〈s〉2|

atan

( |〈s〉2|
〈s〉0

)

. (2.62)

We see that the scalar part of equation (2.62) gives the (logarithmic) energy

log(|s|) = 〈log(s)〉0 (2.63)

of s, while the bivector part represents the spinor’s phase

arg(s) = 〈log(s)〉2. (2.64)

Knowing this, we can assign an energy and phase to the monogenic signal
(2.60)

fM (x) = f(x)e4 + r1(x)e1 + r2(x)e2 + r3(x)e3. (2.65)

We see that it is vector valued. The f(x) coupled with e4 is the original signal
while the ri(x) are the Riesz components coupled with the other basis vectors.
The monogenic signal can be considered as the action of a spinor s on a unit
impulse oriented in the direction of e4. Hence, according to equation (A.7)
we can regard the spinor s = e4fM(x) as the rotation and scaling from e4

to fM(x). So we can use the logarithm from equation (2.62) to calculate the
energy and phase of the monogenic signal (2.65):

log(e4fM (x)) = log(|e4fM(x)|) +
〈e4fM(x)〉2
|〈e4fM(x)〉2|

atan

( |〈e4fM(x)〉2|
〈e4fM(x)〉0

)

. (2.66)

Now, we define the local energy E(x) and the local phase ϕ(x) of the vector
valued monogenic signal fM(x) to be equal to the related quantities of the

5Let w = u + iv and z = reiϕ. w = ln(z) means that u = ln(r) and v = ϕ + 2kπ, k ∈ Z.
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spinor presented.

E(x) = |fM(x)| (2.67)

= exp(log(|e4fM(x)|)
= exp(〈log(e4fM(x))〉0)

ϕ(x) = arg(fM(x)) (2.68)

= 〈log(e4fM(x))〉2

=
〈e4fM(x)〉2
|〈e4fM(x)〉2|

atan

( |〈e4fM (x)〉2|
〈e4fM (x)〉0

)

.

The way we have defined the energy and phase is in fact a transformation
of the monogenic signal to spherical coordinates, since it can be reconstructed
by:

fM(x) = E(x)eϕ(x) = |fM(x)| exp(arg(fM(x))) (2.69)

So, fM (x) consists of two orthogonal quantities, the scalar local energy de-
scribing the presence of local structure and the bivector valued local phase.
The magnitude of the bivector is the arc tangent of the original signal and its
“complex” component, just as for the classical Hilbert phase. This represents
a rotation angle in the plane defined by the normalized bivector component of
the phase. We would like to characterize the orientation of that plane in an
easy way, like we proceed with normal vectors in R

3. But in R
4 the normal to

a plane is a plane itself and not a vector. We see in equation (2.68) that every
possible bivector is made up of e4 and fM(x), thus being a pencil of bivectors
with common e4. So, if we take out e4 by means of the inner product6

1

|〈e4fM(x)〉2|
(r1(x)e41 + r2(x)e42 + r3(x)e43) · e4 (2.70)

=
1

|〈e4fM(x)〉2|
(r1(x)e1 + r2(x)e2 + r3(x)e3)

=
1

√

r2
1(x) + r2

2(x) + r2
3(x)

(r1(x)e1 + r2(x)e2 + r3(x)e3)

we have got a vector representation of the bivector in the subspace spanned
by {e1, e2, e3}, which is the domain of the original signal. This is, not very
surprising, the normalized Riesz component of the monogenic signal. We can
say that the normalized vector of the Riesz component gives the orientation
of the structure, see the report [41] for details.

Let us sum things up. The magnitude of the monogenic signal |fM(x)| is an
indicator for the presence of local intrinsically 1D structure, which are planes

6We employ a useful identity. For three vectors a, b, c the following is true: a · (b ∧ c) =
(a · b)c − (a · c)b
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in 3D. The phase is a vector field. The arc tangent of the magnitude of the
Riesz component divided by the signal itself gives the classical analytic phase,
thus describing the nature of this structure. The direction of the vector of
the Riesz component additionally gives the orientation of the structure, being
normal to the planes described. The monogenic signal needs no steering of
oriented filters, it delivers the right orientation of the structures for free. This
results from the fact that the Riesz kernel, equation (2.57) is nothing else than
a spherical harmonic.

2.5.3 The Spherical Quadrature Filter

When we apply the Poisson kernel (2.58) and the conjugated Poisson kernel
(2.59) to a function f(x) we obtain a low-pass filtered version of the monogenic
signal, fMs

(x), as shown in equation (2.61). If we apply kernels with two
different scales, a coarse scale c and a fine scale f , with c, f ∈ R

+
0 , c > f , we

get a bandpass filtered monogenic signal,

f c,f
M (x) = f c

M (x) − ff
M(x)

= [(lc(x) − lf (x)) ∗ f(x)] + [(rc(x) − rf(x)) ∗ f(x)]

= [lc,f(x) ∗ f(x)] + [rc,f(x) ∗ f(x)]. (2.71)

We call lc,f Difference-of-Poisson kernel (DOP) and rc,f Difference-of-
Conjugated-Poisson kernel (DOCP). In practice, it is very important to use
these kernels to calculate the monogenic signal, since the Hilbert transform,
as well as its generalization to higher dimensions, only gives good results for
narrow-banded signals.

Figure 2.28 shows some results of this filter. The uppermost figure is a
spherical test pattern and is put as f(x) into equation (2.71). We have calcu-
lated f c,f

M (x) with c = 2 and f = 1.

The left figure in the second row shows the magnitude of the phase bivector
of f c,f

M (x) as defined in equation (2.68). It corresponds to the classical Hilbert
phase in the direction of the orientation of the spherical patterns. This orien-
tation is given by the normal vectors to local planes being tangent planes to
the spherical pattern. We see that the phase correctly reflects the symmetry
of the local pattern. Since in 3D the orientation is restricted to a hemisphere7,
we have an inversion of the phase values as x passes zero. We see that in the
plane x = 0 the phase is unstable. The special role of x is assigned arbitrarily.
We could have also used y or z.

The figure to the right of this is the energy of f c,f
M (x), as defined in equation

(2.67). The energy tells us where exactly structure is located. We only want
to evaluate the phase where the energy exceeds a certain threshold.

7As it is restricted to [0, π] in 2D
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The last row of figure 2.28 shows the energy of f c,f
M (x) with respect to the two

possible symmetries. The left figure displays the even energy, or |lc,f(x)∗f(x)|,
while the right figure shows the odd energy, or |rc,f(x) ∗ f(x)|. All quantities
seen in this figure are invariant with respect to rotation.

Figure 2.29 shows the different components of the vector rc,f(x)∗ f(x). This

is the energy of the odd part of f c,f
M (x) with respect to a preference direction

x, y or z.

Figure 2.30 shows part of the monogenic signal of a line one pixel in width
going along the z-axis while we regard an arbitrary (x, y)-slice. In the left
is the vector field of the Riesz component of f c,f

M (x). The z-component of it
is color coded and practically zero everywhere. The right plot displays the
magnitude of the monogenic phase.

We can see that within the line the phase is zero, thus indicating an even
structure, which is correct. But the orientation given by the Riesz part of
the monogenic signal is zero within the line and assumes every other direction
directly around the line.

So, the monogenic is not fit to describe lines in 3D but works well on planes,
giving their energy, orientation and structural phase.

2.6 Structure Multivector

The structure multivector describes both intrinsically 1D and intrinsically 2D
signals. For details on it, we would like to refer the reader to [19]. We will
give a very brief introduction here.

2.6.1 Filter Design

Every 2D signal has potentially infinite many local symmetries. But we assume
that the signal can locally be approximated by two perpendicular 1D signals
with specific orientation. This assumption restricts the possible symmetries
to four, since each of the 1D signals can be either even or odd symmetric.
The resulting symmetry of a superposition of two perpendicular signals is
then either even-even, even-odd, odd-even, or odd-odd, with respect to the
chosen orientation. This symmetry decomposition can be modeled by a linear
combination of spherical harmonics [72] of order zero to three and results in a
steerable filter, the structure multivector.
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Figure 2.28: Energy and phase of the monogenic signal of the pattern shown
in the top figure. We used lc,f and rc,f from equation (2.71) with c = 2 and
f = 1.
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Figure 2.29: Responses of the different components of the Riesz kernel for the
test pattern shown in figure 2.28. We used rc,f from equation (2.71) with c = 2
and f = 1.
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Figure 2.30: Left: responses of the Riesz components for a line in z-direction.
The z-component of the Riesz-vector field is color-coded. Note, that it is of
magnitude 10−19, which is for all practical reasons zero.
Right: phase of the monogenic signal of the line.

2.6.2 Features

Application of the structure multivector filter to an image yields four different
features, an amplitude and a phase for each of the two perpendicular signals.
Figure 2.31 demonstrates the different features extracted with the structure
multivector. In the top left is the original image with some corners of differ-
ent apex angle and different local contrast. Top right is the estimated local
orientation. The orientation estimate can be gained by any of the well-known
methods from signal processing. It is used to steer the filter.

In the middle row are the major amplitude and major phase, in the bottom
row the minor amplitude and minor phase. The terms major and minor refer
to the signal oriented along the estimated local orientation or the one being
perpendicular to it, respectively.

We see that the major amplitude is high at intrinsically 1D structures. It
is the higher the bigger the local contrast is. The major phase is the Hilbert
phase of this signal.

The minor amplitude is high at intrinsically 2D structures. Again, it is the
higher the bigger the local contrast is. But it also varies with conformity to
the underlying signal model. That is, for given local contrast it is highest for
perpendicular structures and decreases as the opening angle decreases, as can
be seen at the two central triangles. The minor phase is the Hilbert phase of
this signal.

We use the structure multivector as a corner detector in the VISATEC
project. Whenever the minor energy exceeds a certain threshold ǫ, we assume
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Figure 2.31: The different energies and phases of the structure multivector.
Top left: original image. Top right: the estimated orientation used to steer the
filter. Middle row: the major amplitude and major phase. Bottom row: the
minor amplitude and minor phase
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that there is a corner present. The absolute location of the corner is determined
with sub-pixel accuracy using a Gauss-fit.

2.7 Intersection of Conics

The first step in creating an object representation, is the detection and analysis
of key points in an image. Specifically, key points are detected by looking for
intrinsically 2D (i2D) structures8 in an image. For this purpose the structure
multivector, scene tensor and Harris corner detector are used. A further analy-
sis of detected key points makes the key points distinguishable. The structure
multivector and the scene tensor offer such additional data immediately. An-
other method tested are Cartesian differential invariants [24].

During the last half year a further method was developed by Christian Per-
wass, that classifies i2D structures as corners and junctions, and also returns
information on internal parameters of these structures, like the opening angle
of a corner or the angles between the legs of a junction. In this text only a
fairly short overview of the algorithm is given. An detailed technical report
can be found in [55]. This algorithm will also be presented in talks at the
international conferences ICCVG 2004 and IWCIA 2004.

Before the actual analysis algorithm is applied to an image, an edge detec-
tion is performed on the image. The edge image is then analyzed by moving
a selection window over the image. For each position of the window the edges
within the window are analyzed in the following steps:

1. Embed the coordinate vectors of the edge pixels in the vector space of
2D-conics (see below).

2. Construct the matrix of all embedded coordinate vectors and find its
eigenvectors and eigenvalues.

3. Each eigenvector represents a 2D-conic. If the matrix has two small
eigenvalues intersect the conics represented by the two corresponding
eigenvectors. If the image structure in the window is a corner, Y-junction,
T-junction or crossing, the intersection points describe the line structure.

4. Find the set of lines between intersection points that have support in the
image.

5. Analyze the set of lines to classify the local structure as a corner or a
junction.

8Note that the intrinsic dimensionality of a structure is synonymous with its co-dimension

IST-2001-34220 VISATEC Final Report Page 64/183



2.7 Intersection of Conics

6. Since the line segments that make up the structure are known, evaluate
the relative angles between them. This gives, for example, the opening
angle of a corner.

An assumption made by the algorithm that is of fundamental importance, is
that the intersection points of the conics represented by the two eigenvectors
actually describe the line structure. In order to give a motivation for this
behavior some more details are presented for this part.

As mentioned before, the edge geometry is evaluated locally. That is, given
an edge image, we move a window of comparatively small size over it and try
to analyze the local edge geometry within the window for all window posi-
tions. For each window position the pixel coordinates of the edge points are
transformed to coordinates relative to the center of the window, such that the
top left corner of the local area is at position (−1, 1) and the bottom right
corner at the position (1,−1). The main reason for this transformation is to
improve the numerical stability of the algorithm. Let the position vector of
the ith edge point in the local area in transformed coordinates be denoted by
the column vector wi = (ui, vi)

T. These position vectors are embedded in a
6D-vector space of symmetric matrices, which allows us to fit conics to the set
of edge points. The details of this embedding are as follows.

2.7.1 The Vector Space of Conics

It is well known that given a symmetric 3 × 3 matrix A, the set of vectors
x = (x, y, 1)T that satisfy x

T
A x = 0, lie on a conic. This can also be written

using the scalar product of matrices, denoted here by ·, as
(

x x
T
)

· A = 0.
It makes therefore sense to define a vector space of symmetric matrices in the
following way. If aij denotes the component of matrix A at row i and column
j, we can define the transformation T that maps elements of R3×3 to R6 as

T : A ∈ R
3×3 7→

(

a13, a23,
1√
2
a33,

1√
2
a11,

1√
2
a22, a12

)T ∈ R
6. (2.72)

A vector x ∈ R3 may now be embedded in the same six dimensional space via

x := T
(

x x
T
)

=
(

x, y, 1√
2
, 1√

2
x2, 1√

2
y2, x y

)

T ∈ R
6. (2.73)

If we define a := T (A), then x
T

A x = 0 can be written as the scalar product
xT a = 0. Finding the vector a that best satisfies this equation for a set of
points {xi} is usually called the algebraic estimation of a conic [5].

In the following we will denote the 6D-vector space in which 2D-conics may
be represented by D2 ≡ R6. A 2D-vector (x, y) ∈ R2 is transformed to D2 by
the function

D : (x, y) ∈ R
2 7→ (x, y, 1√

2
, 1√

2
x2, 1√

2
y2, xy) ∈ D

2. (2.74)
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Figure 2.32: Examples of four and three clusters of data points and the conics
represented by the two eigenvectors with the smallest eigenvalues.

2.7.2 The Eigenvector Analysis

In order to analyze the edge data, we embed the data vectors {wi} in the
vector space of symmetric matrices as described above, i.e. wi := D(wi). Note
that we use a different font to distinguish image vectors wi ∈ R2 and their
embedding wi ∈ D2. Denote by W the matrix constructed from the {wi}
as W = (w1, . . . , wN)T, where N is the number of data vectors. A conic
a = T (A) that minimizes ‖Wa‖2 is then a best fit to the data in an algebraic
sense. The key to our algorithm is not just to look at the best fit but at the
two eigenvectors of W with the smallest eigenvalues.

We evaluate the eigenvectors and eigenvalues of W by performing a singular
value decomposition (SVD) on WT W, which is symmetric. The singular
vectors are then simply the eigenvectors and the square root of the singular
values gives the eigenvalues of W.

If W has two small eigenvalues, this means that the whole subspace spanned
by the corresponding eigenvectors is a good fit to the data. In mathematical
terms this can be written as follows. Throughout this text we will use c1, c2 to
denote the two eigenvectors with smallest eigenvalues of W. For any α, β ∈ R,
c = α c1 + β c2 is a good fit to the data. This may also be termed a pencil
of conics. The base points that define this pencil of conics are those that lie
on all conics in this pencil. These points are simply the intersection points of
the conics c1 and c2. It therefore seems sensible that the intersection points of
c1 and c2 also contain important information about the structure of the data
from which W was constructed. An example that this is indeed the case can
be seen in figure 2.32. The dots in this figure represent the data points and
the two hyperbolas are the conics represented by the two eigenvectors of the
corresponding W matrix with the smallest eigenvalues. It can immediately be
seen that each conic by itself does not represent the data distribution. However,
their intersection points lie exactly in the clusters formed by the data.

By intersecting conics c1 and c2, we basically try to represent the data
in terms of up to four points. In effect, this is not much different from a
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Figure 2.33: Examples of typical image structures.

principal component analysis (PCA). The space of intersections of eigenvectors
of W may actually be expressed as the vector space of bivectors in a Clifford
algebra over the vector space of symmetric matrices. In this sense, the space
of intersections may be regarded as a kind of ”second order” null space of W.
In fact, when the Clifford algebra over D2 is considered, this ”second order”
null space is simply the bivector null space of W. See [55] for more details.

2.7.3 Analyzing Image Data

The type of data that we want to analyze with the above described method,
are sets of a few line segments, like those shown in figure 2.33. Images 1 and
2 show Y-junctions. Note that the fitting of conics to the data also works for
gray scale edge images and thick lines as shown in image 2. Image 3 shows a T-
junction, images 4 and 5 different types of corners, image 6 a line crossing and
images 7 and 8 show lines. A standard PCA approach on 2D position vectors
will not be of any use in this case, since this would not allow us to distinguish
between differently oriented line segments in the same data subspace. Instead
we observe that the intersections of conics c1 and c2, represent the data in a
very useful way, which can be seen in figure 2.33, where the two conics are
drawn on top of the image structures. The images show that the intersection
points of c1 and c2 lie on the line segments, and that the line segments always
lie approximately between two intersection points. Unfortunately, we cannot
give an analytic proof that this always has to be the case. However, we can
give a motivation for this behavior.

First of all consider the case where only two line segments are present as
in corners, crossings and T-junctions. By fitting projective conics to the data,
line pairs can be represented well, since they are simply degenerate conics.
Hence, the best fitting projective conic will approximate the actual structure
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Figure 2.34: Example image ”blox” (left), and the extracted edges (right).

in the image. The next best fitting conic is orthogonal to the first and also has
to pass somehow through the data, since it is still a fairly good fit. Therefore,
the two conics have to intersect on the line segments.

The more complex case is the one where three different line segments meet
in a single point, as is the case for Y-junctions. In this case one pair of line
segments can be represented by one branch of one conic, and the last line
segment by one branch of the other conic. Hence, the two conics again have
to meet on or near the line segments.

If c1 and c2 intersect in four points, then there are six unique point pairs
between which lines could occur. Typically, only a few of these lines are actu-
ally present in the image, though. Therefore, we are not finished once we have
found the intersection points. We also have to check which of the possible six
lines have support in the image. Once we have identified such a subset, the
last step is to analyze the extracted line segments and to decide which type of
structure, if any, is currently present. Details of these steps can be found in
[55].

2.7.4 Experiments

Before the structure analysis algorithm can be applied, the edges of an image
have to be extracted. This was done using the Canny edge detector [9]. The
initial image and the result of the edge detection can be seen in figure 2.34.
The algorithm was applied to this edge image, whereby a test window of 15×15
pixels was moved over the image in steps of two pixels.

Note that the algorithm also returns a confidence value for a structure.
This confidence can be used to measure the confidence we can have in a corner
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Figure 2.35: Detected junctions in example image ”blox”, with confidence value
≥ 0.50 (left) and ≥ 0.90 (right).

or junction found. The junctions found are shown in figure 2.35. Here the
left image shows all junctions and the right image only those junctions with a
confidence value of 0.90 or higher. The images in figure 2.36 show those corners
with a confidence value of 0.99 or higher and an opening angle between 0 and
150 degrees, and 0 and 110 degrees, for the left and right image, respectively.

From the images shown here it can be seen that the algorithm finds all
important corners and also gives a good measure of their opening angle. Fur-
thermore, almost all junctions were found. Junctions that were not detected
have fairly large gaps in their contour with respect to the size of the test win-
dow. Three spurious junction were found. These false positives occurred at
places where the gap between two separate structures became so small that
they appear locally as one structure with some missing pixels. The problem
that manifests itself here is, that within a small test window, structures can
only be interpreted locally. Global relationships are not taken into account
which leads to false positives and false negatives.

The two main problems the algorithm faces are the following:

• Corners and junctions only become apparent at a particular scale. If
the scale is chosen too small, many spurious corners may be found. If it
chosen too large, too much structure may be present in a test window
such that the algorithm fails.

• Edges may be incomplete. If there are only small gaps in the edges, the
algorithm may still give good results. However, if the gaps become too
large with respect to the test window, structures will not be detected
correctly. Here the balance has to be found between bridging gaps and
detecting corners and junction where there are none.
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Figure 2.36: Detected corners in example image ”blox”, with confidence value
≥ 0.90 and opening angles between 0 and 150 degrees (left), and 0 and 110
degrees (right).

Compared with algorithms that use the gradient field directly for the corner
and junction detection, the algorithm presented here does not work directly
on the image data. Instead, an initial edge detection abstracts somewhat from
it. This means that the edge detection algorithm has to deal with most of
the noise present in an image. The type of noise the analysis algorithm then
has to be able to cope with are incomplete edges. Clearly, the better the edge
detection, the better the results the analysis algorithm generates. Note that
more experimental results can be found in [55].

2.7.5 Outlook

The algorithm presented here is still at a fairly early stage of development. The
next steps are to test it in scenarios that are treated by the VISATEC project.
Due to the modular software architecture used in the project, it could be easily
integrated to provide the system with additional features for key points.

2.8 Comparison of Features

2.8.1 Repeatability Test

In this section we compare the 2D scene tensor, section 2.1, and the structure
multivector, section 2.6, with the well-known Harris corner detector [32].

Since these three corner detectors describe corners in a very different way,
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the only means we could compare them is with respect to repeatability. For
this, we make use of methods described by [66].

Figures 2.37 and 2.38 show some results on this. For the images in the left of
the figures we apply different corner detectors. Then we transform the images
as well as the lists of corners with respect to rotation, scale and view9. The
corner detectors are, again, applied to the transformed images. The corner
lists gained now are compared with the transformed lists. If the individual
corners differ by no more than ǫ pixels, the corner is agreed to repeat well
under the given transformation. The rows of figures 2.37 and 2.38 show the
different transformations, while the two columns give different values for ǫ. All
y-axes of the plots give repeatability in percent.

We see that the Harris detector generally still repeats best, only for scaling
it performs worse that the scene tensor or the structure multivector. We also
see that the performance of the individual detectors changes a lot with the
image given, which of course makes it even harder to compare them.

Generally, we observe that in this case the more complex a descriptor is,
the less well it repeats when the image is transformed. The Harris performs
best, followed by the structure multivector followed again by the scene tensor.

2.8.2 Visual Comparison of Local Features

To find initial pairings between image and model key points, it is important
to find appropriate additional features. Ideally the additional features should
be invariant to rotations and translations in the image plane as well as to
illumination changes. In reality this would be impossible, because it would be
to complex to find a representation for all geometries and materials, which is
invariant to light conditions and the desired spatial transformations, but is at
the same time highly discriminative. The best one can expect is to find a set
of features, which are quasi invariant to at least some of the transformations.

In the following we show our efforts to study the feature space of some key
point descriptors. In most cases the resulting feature spaces are more than
three dimensional and this makes them hard to analyze. As a first attempt,
we have tried to measure the importance of a feature by an ANOVA (analysis
of variance) test. By doing this, the implicit assumption is, that the data is
generated by Gaussian distributions, but this is often not the case and can
lead to wrong decisions.

Thus, we decide to perform a visual exploration of the feature space. The
experiment is done with the five symbols shown in figure 2.39. The images are

9The view describes the angle of the image normal being rotated about the y-axis going
through the center of the image. A view of 0 corresponds to an untilted image.
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Figure 2.37: Repeatability test on an aerial image. The rows of plots show
repeatability for different transformations, from top to bottom scaling, rotating
and changing angle of view. The transformed corners and the corners detected
on the transformed images are agreed to repeat well under the regarded transfor-
mation if they differ by no more than ǫ pixels. For the left column is ǫ = 0.5,
for the right column ǫ = 1.5.
The scene tensor and structure multivector are applied with sub-pixel accuracy.
The Harris detector is applied once with (harris, subpix) and once without (har-
ris, nms) sub-pixel accuracy.
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Figure 2.38: Repeatability test on the well-known lab image. The rows of plots
show repeatability for different transformations, from top to bottom scaling, ro-
tating and changing angle of view. The transformed corners and the corners
detected on the transformed images are agreed to repeat well under the regarded
transformation if they differ by no more than ǫ pixels. For the left column is
ǫ = 0.5, for the right column ǫ = 1.5.
The scene tensor and structure multivector are applied with sub-pixel accuracy.
The Harris detector is applied once with (harris, subpix) and once without (har-
ris, nms) sub-pixel accuracy.
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rotated by software about the center in steps of 5 degrees. The transformed
images are stored in an image database with a resolution of 64 × 64 pixels.
The next step is to calculate the responses of the local detectors at the center
of each image in the training set. The response vectors are then stored in a
database labeled with the identifier of the object.

One possibility to visualize the high dimensional feature spaces is to use
principal component analysis (PCA) or projection pursuit (PP) to get two
or three dimensional views onto the data. But this will mix the individual
features and may hide some structure. Thus, we have decided to generate
two dimensional plots, comparing two different features each, without any
transformation. The resulting plots for the SMV, the Cartesian differential
invariance and local PCA for the symbol data set can be seen in the figures
2.40, 2.41 and 2.42.

0) gray 1 1) gray 2 2) red 1 3) red 2 4) yellow 1

Figure 2.39: The first images from each symbol used in the experiment. The
resolution is 64 × 64 pixels.
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Figure 2.40: The two dimensional projections from the structure multivector
feature space. The features are (from left to right and top to bottom) local ori-
entation, major amplitude, minor amplitude, major phase, minor phase and the
object label. The plots gives some hints about the usability of the features: am-
plitude and phase plots show point clusters, which is highly desirable for the key
point identification. The points in the plots with the orientation estimates are
more or less uniformly distributed and expose the orientation as a less useful fea-
ture. The phase information is symmetric around zero and should be mirrored,
when used in a feature based pose estimation algorithm.
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Figure 2.41: The two dimensional projections from the Cartesian invariants
feature space. The features are (from left to right and top to bottom) L, LwLw,
LvvL

2
w, LvwL2

w and LwwL2
w. L stands for the spacial response of the Gaussian

smoothed intensity function, and w and v for the derivatives in w and v di-
rection (parallel and orthogonal to the gradient vector). More details about the
descriptors can be found in [24]. All feature pairings show clusters, only the mea-
surements on the fourth object (yellow 1) are very unstable. This can be traced
back to the choice of the position (center of the image) used in our experimental
setup. The position is not connected with the gradient of the image structure and
this may have a large effect on the estimates, as they are based on an estimate
of the gradient orientation. In our application the position corresponds to a key
point location and this is a position with special gradient properties.
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Figure 2.42: Two dimensional projections from the PCA feature space. Local
PCA descriptors are, in contrast to the other procedures, data adaptive. That
means the feature space change according to the data used for calculating the
eigenspace. Here the eigenspace is calculated from the features detected on the
third object (red 1) only. This results in a feature space, that is especially suitable
to represent the difference in the appearance of this object (key point). The result
is, that the measurements on this object have the highest variance in feature
space. This leads to a highly non-clustered feature space, which contradicts our
goal to find features which are easy to separate in a classification task.

IST-2001-34220 VISATEC Final Report Page 77/183



Chapter 2: Low Level Feature Extractors

IST-2001-34220 VISATEC Final Report Page 78/183



Chapter 3

Classification

The functionalities needed to achieve the goals of the VISATEC project in-
clude adaptive mappings from low-level features to medium-level features or
statements about objects, as for example their type or pose. The adaptivity
implies that some type of learning takes place, for example, for recognizing a
particular object or estimating its pose, and the mapping from low to medium-
level features implies that a larger number of low-level features related to a
particular object or shape are mapped to a smaller number of medium-level
features. For example, the 6 position and orientation parameters of the object.

The adaptive functions employed in the VISATEC project are of two types.
One is classification which maps the input to discrete classes or statements,
e.g., for the purpose of classifying features as belonging to an object or to the
background or classifying an object as belonging to a particular object type.
The hypersphere neuron classifier, described below, is an example of this type
of mapping and has been developed in the VISATEC project for the purpose
of providing a general classification function.

A second type of adaptive function provides a more continuous mapping
between input and output, which can, for example, be used for estimating pose
parameters of an object based on a set of low-level features. By training the
adaptive system with features extracted from the object as seen from several
different views, and using features which have certain invariance properties,
the system can both output the corresponding pose parameters and do this
for several objects seen in the image. An example of a function which has
these characteristics is a combination of matching and mean-shift clustering
[11, 26, 69, 73] discussed in section 4.2.2 in relation to the pose estimation
algorithms implemented in the final demonstrator.
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3.1 The Hypersphere Neuron

In this section a special higher order neuron, the hypersphere neuron, is intro-
duced. By embedding Euclidean space in a conformal space, hyperspheres can
be expressed as vectors. The scalar product of points and spheres in conformal
space, gives a measure for how far a point lies inside or outside a hypersphere.
It will be shown that a hypersphere neuron may be implemented as a per-
ceptron with two bias inputs. By using hyperspheres instead of hyperplanes
as decision surfaces, a reduction in computational complexity can be achieved
for certain types of problems. Furthermore, it will be shown that Multi-Layer
Percerptrons (MLP) based on such neurons are similar to Radial Basis Func-
tion (RBF) networks. It is also found that such MLPs can give better results
than RBF networks of the same complexity. The abilities of the proposed
MLPs are demonstrated on some classical data for neural computing, as well
as on real data from a particular computer vision problem. The hypersphere
neuron was developed by Vladimir Banarer and Christian Perwass and has
been published in [2, 3, 57].

3.1.1 Introduction

The basic idea behind a single standard perceptron is that it separates its
input space into two classes by a hyperplane [49]. For most practical purposes
such a linear separation is, of course, not sufficient. In general, data is to
be separated into a number of classes, where each class covers a particular
region in the input space. The basic idea behind classifying using a multi-
layer perceptron (MLP), is to use a number of perceptrons and to combine
their linear decision planes, to approximate the surfaces of the different class
regions. In principle, a MLP can approximate any type of class configuration,
which implies that it is an universal approximator [13, 35].

However, being an universal approximator alone says nothing about the
complexity a MLP would need to have in order to approximate a particular
surface. In fact, depending on the structure of the data it may be advanta-
geous to not use perceptrons but instead another type of neuron which uses
a non-linear ’decision surface’ to separate classes. Such neurons are called
higher-order neurons. There has been a lot of effort to design higher-order
neurons for different applications. For example, there are hyperbolic neurons
[7], tensor neurons [46] and hyperbolic SOMs [60]. Typically, the more complex
the decision surface a neuron has is, the higher its computational complexity.
It is hoped that a complex decision surface will allow to solve a task with fewer
neurons. However, the computational complexity of each neuron should not
offset this advantage.

In this section we present a simple extension of a perceptron, such that its
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Figure 3.1: Classification of data reduces to one-dimensional problem.

decision surface is not a hyperplane but a hypersphere. The representation
used is taken from a conformal space representation introduced in the context
of Clifford algebra [45]. The advantage of this representation is that only a
standard scalar product has to be evaluated in order to decide whether an
input vector is inside or outside a hypersphere. That is, the computational
complexity stays low, while a non-linear decision plane is obtained. Further-
more, a hypersphere neuron with sigmoidal activation function can be regarded
as a generalization of a classical RBF neuron. Multi-layer networks based on
hypersphere neurons are therefore similar to RBF networks of the same com-
plexity. This will be explained in some detail later on. The main advantages
of such a hypersphere neuron over a standard perceptron are the following:

• A hypersphere with infinite radius becomes a hyperplane. Since the hy-
persphere representation used is homogeneous, hyperspheres with infinite
radius can be represented through finite vectors. Therefore, a standard
perceptron is just a special case of a hypersphere neuron.

• The VC-dimension [1] of a hypersphere neuron for a 1-dimensional input
space is three and not two, as it is for a standard perceptron. However,
for higher input dimensions, the VC-dimensions of a hypersphere neuron
and a standard perceptron are the same.

Although the VC-dimensions of a hypersphere neuron and a standard per-
ceptron are the same for input dimensions higher than one, it is advantageous
to use a hypersphere neuron, if the classification of the data is isotropic about
some point in the input space. An example of this is shown in figure 3.1. Even
though the data is embedded in a 2D-space, the classification problem can be
reduced to a 1D-problem, since all data points of one class lie within a circular
region. In this case only a single hypersphere neuron is needed to perform the
classification. See also [3] for additional details.
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The remainder of this section is structured as follows. First the representa-
tion of hyperspheres used is described in some more detail. Then some impor-
tant aspects concerning the actual implementation of a hypersphere neuron
in a single- and multi-layer network are discussed. The comparison to clas-
sical RBF neurons is made. Afterwards some experiments with the Iris data
set and the two spirals benchmark are presented. In a further experiment
the abilities of a hypersphere multi-layer perceptron as classifier are tested on
some real data taken from a particular computer vision problem. Finally, some
conclusions are drawn from this work.

3.1.2 The Representation of Hyperspheres

There is not enough space here to give a full treatment of the conformal Geo-
metric Algebra, which is used for the mathematical description of the hyper-
sphere neuron. Therefore, only the most important aspects will be discussed.
For a more detailed introduction see [44, 45].

Consider the Minkowski space R1,1 with basis {e+, e−}, where e2
+ = +1

and e2
− = −1. The following two null-vectors can be constructed from this

basis, e∞ := e− + e+ and e0 := 1
2
(e− − e+), such that e2

∞ = e2
0 = 0 and

e∞ ·e0 = −1. Given a n-dimensional Euclidean vector space Rn, the conformal
space R

n+1,1 = R
n ⊗R

1,1 can be constructed. Such a conformal space will also
be denoted as ME

n ≡ Rn+1,1. A vector x ∈ Rn may be embedded in conformal
space as

X = x + 1
2
x2 e∞ + e0, (3.1)

such that X2 = 0. It may be shown that this embedding represents the
stereographic projection of x ∈ R

n onto an appropriately defined projection
sphere in ME

n. Note that the embedding is also homogeneous, i.e. αX, with
α ∈ R, represents the same vector x as X. In other words, any vector A ∈ ME

n

that lies in the null space of X, i.e. satisfies A · X = 0, represents the same
vector x.

The nomenclature e0 and e∞ is motivated by the fact that the origin of Rn

maps to e0 when using equation (3.1). Furthermore, as |x| with x ∈ Rn tends
to infinity, the dominant term of the mapping of x into ME

n is e∞.

A null-vector in ME
n whose e0 component is unity, is called normalized.

Given the normalized null-vector X from equation (3.1) and Y = y+ 1
2
y2 e∞+

e0, it can be shown that X ·Y = −1
2
(x−y)2. That is, the scalar product of two

null-vectors in conformal space, gives a distance measure of the corresponding
Euclidean vectors. This forms the foundation for the representation of hyper-
spheres. A normalized hypersphere S ∈ ME

n with center Y ∈ ME
n and radius

r ∈ R is given by S = Y − 1
2
r2 e∞, since then

X · S = X · Y − 1
2
r2 X · e∞ = −1

2
(x − y)2 + 1

2
r2, (3.2)
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and thus X · S = 0 iff |x − y| = |r|. That is, the null space of S consists of
all those vectors X ∈ ME

n that represent vectors in R
n that lie on a hyper-

sphere. It can also be seen that the scalar product of a null-vector X with a
normalized hypersphere S is negative, zero or positive, if X is outside, on or
inside the hypersphere. Scaling the normalized hypersphere vector S with a
scalar does not change the hypersphere it represents. However, scaling S with
a negative scalar interchanges the signs that indicate inside and outside of the
hypersphere.

The change in sign of X · S between X being inside and outside the hyper-
sphere, may be used to classify a data vector x ∈ R

n embedded in ME
n. That

is, by interpreting the components of S as the weights of a perceptron, and
embedding the data points into ME

n, a perceptron can be constructed whose
decision plane is a hypersphere.

From the definition of a hypersphere in ME
n it follows that a null-vector

X ∈ ME
n may be interpreted as a sphere with zero radius. Similarly, a vector

in ME
n with no e0 component represents a hypersphere with infinite radius,

i.e. a hyperplane. In fact, given two normalized null-vectors X, Y ∈ ME
n,

X − Y represents a plane. This can be seen quite easily, since it is again the
null space of X−Y that gives the geometric entity represented by the algebraic
object. That is, all those vectors A ∈ ME

n that satisfy A · (X − Y ) = 0 lie on
the geometric entity represented by X − Y . Clearly,

A · (X − Y ) = A · X − A · Y = −1
2
(a− x)2 + 1

2
(a− y)2 = 0, (3.3)

which is satisfied for all points a that are equidistant to x and y. All these
points lie on the plane located half way between x and y with normal x − y.

Such a plane still has a sidedness, that is, the scalar product of a null-vector
with a plane is either positive, zero or negative depending on whether the test
vector is off to one side, on the plane or off to the other side. Therefore,
a hypersphere neuron may also represent a hyperplane, in which case it is
identical to a standard perceptron.

3.1.3 Implementation

The propagation function of a hypersphere neuron may actually be imple-
mented as a standard scalar product, by representing the input data as follows.
Let a data vector x = (x1, x2, . . . , xn) ∈ Rn be embedded in Rn+2 (not ME

n)

as ~X = (x1, . . . , xn,−1,−1
2
x2) ∈ Rn+2. Then, representing a hypersphere

S = c+ 1
2
(c2−r2)e∞+e0 ∈ ME

n in Rn+2 as ~S = (c1, . . . , cn,
1
2
(c2−r2), 1), one

finds that X · S = ~X · ~S. During the training phase of a hypersphere neuron,
the components of ~S are regarded as independent, such that ~S may simply
be written as ~S = (s1, . . . , sn+2). This embedding also allows hyperspheres
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with imaginary radii. However, since such a hypersphere cannot include any
points, it does not produce spurious solutions. It may indeed contribute to a
successful learning.

Therefore, a hypersphere neuron may be regarded as a standard perceptron
with a second ’bias’ component. Of course, the input data must be of a
particular form. That is, after embedding the input data in Rn+2 appropriately,
a decision plane in Rn+2 represents a decision hypersphere in Rn. In this
respect, it is similar to a kernel method, where the embedding of the data in
a different space is implicit in the scalar product.

The computational complexity of a hypersphere neuron is as follows. Apart
from the standard bias, which is simply set to unity, the magnitude of the
input data vector has to be evaluated. However, for a multi-layer hypersphere
network, this magnitude only has to be evaluated once for each layer. In terms
of complexity this compares to adding an additional perceptron to each layer
in a MLP.

It follows from equation (3.2), that the value of the scalar product of a data
point with a normalized hypersphere is bounded by the radius of the hyper-
sphere for data points lying within (class I), but it is not limited for data
points lying outside (class O). Since the result of this scalar product is the
input to an activation function, the type of activation function appears to have
an influence on how large the radius of a hypersphere will tend to be. However,
since the weights of a hypersphere neuron are treated as independent compo-
nents, they represent an un-normalized hypersphere. The overall scale factor
of the hypersphere vector then allows the scalar product of the hypersphere
with points lying within it to take on arbitrarily large values.

For example, denote by X ∈ ME
n the representation of data point x ∈ Rn,

and denote by S ∈ ME
n the representation of a hypersphere neuron with center

c ∈ Rn, radius r ∈ R+ and scale κ ∈ R\{0}. Furthermore, let the activation
function of the hypersphere neuron be the sigmoidal function σ(λ, z) = (1 +
e−λz)−1. Training the hypersphere neuron to classify x as belonging to I then
means to vary c, r and κ, such that σ(λ, X ·S) > 1− ǫ, where ǫ ∈ R+ gives the
decision threshold. If x is to be classified as belonging to O, then one demands
that σ(λ, X · S) < ǫ. With respect to the radius this means that

r2 >
2

λκ
ln

1 − ǫ

ǫ
+ (c − x)2 if x ∈ I, (3.4)

r2 <
2

λκ
ln

ǫ

1 − ǫ
+ (c − x)2 if x ∈ O, (3.5)

It can be seen that for fixed ǫ, c and κ, the radius of the hypersphere depends
on the parameter λ of the sigmoid function. The effect of this is that the
smaller λ, the larger the radius of the hypersphere tends to be. Note that
the above equations are valid for κ > 0, whence X · S = 1

2
|κ| (r2 − (x − y)2).
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Figure 3.2: Activation function output vs. input value. The activation of
a hypersphere neuron is similar to a Gauss function (left, λ = 1, κ = 2). For
negative scalar factors the activation function is inverted (right, λ = 1, κ = −2).

However, for κ < 0, this becomes X · S = 1
2
|κ| ((x − y)2 − r2), such that data

points inside S belong to class O and outside S to class I.

The multi-layer perceptron based on hypersphere neurons (MLHP) can be
interpreted as an extended RBF network with an equal number of neurons.

Let the activation function of the hypersphere neuron be the sigmoidal func-
tion σ(λ, z) = (1 + exp(−λz))−1. In general a hypersphere neuron represents
a non-normalized hypersphere. Therefore the propagation function becomes
X · κS, κ ∈ R (cf. equation (3.2)), see [3] for more details. Thus the output y
of the neuron can be written as

y = σ(λ, (X · κS)) = σ(λ,−1
2
κ(‖x − c‖2

2 − r2)) = 1
1+exp( 1

2
λκ(‖x−c‖2

2
−r2)

(3.6)

This equation shows, that the output is an isotropic function similar to a Gauss
with extremum at x = c and asymptotical behavior for ‖x − c‖2 → ∞.

For positive values of κ, y is positive for points lying within the hypersphere
and negative for points lying outside the hypersphere. For negative values of
κ we obtain the inverse behavior (see figure 3.2).

This means, that the extremum of the output can be not only a maximum,
but also minimum. In other words, RBF networks with Gauss activation have
only local support. MLHPs can mix both kinds of functions - local (Gauss-
similar) and global (similar to inverted Gauss function). Therefore, the kind of
best matching function on each position can be better adapted. Furthermore,
not only the position of the extremum of this functions (center of hypersphere)
but also the size of the support area (radius of hypersphere) can be learned.

3.1.4 Experiments

In an initial experiment, the simplest form of a multi-layer hypersphere per-
ceptron, a single-layer perceptron, was tested on Fisher’s Iris data set [23].
This set consists of 150 four-dimensional data vectors, which are classified into
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Network C1 Train. Data C1 Test Data

SLHP 0 7

SLP 0 2

RBF 2 11

Network C2 Train. Data C2 Test Data

SLHP 0 7

SLP 9 31

RBF 10 20

Table 3.1: Comparison of classification results for SLHP, SLP and RBF on
IRIS data.

three classes. Visualizing the data [36] shows that one class can be separated
linearly from the other two. The two remaining classes are, however, somewhat
entangled. The data set was separated into a training data set of 39 randomly
chosen data vectors and a test data set of the remaining 111 data vectors.
A standard single-layer perceptron (SLP) and a single-layer hypersphere per-
ceptron (SLHP) were then trained on the training data set in two different
configurations. In the first configuration (C1) the network consisted of one
layer with three neurons, each representing one class. The classes were coded
by 3 three-dimensional vectors (1, 0, 0), (0, 1, 0) and (0, 0, 1), respectively. In
the second configuration (C2) there was a single layer with only two neurons,
whereby the three classes were coded in a binary code. That is, the output of
the two neurons had to be (1, 0), (0, 1) and (1, 1), respectively, to indicate the
three classes.

Table 3.1 shows the number of incorrectly classified data vectors after train-
ing in configuration C1 and C2, respectively, for the training and the test data
set using the SLP, the SLHP and RBF networks.

It can be seen that both the SLP and the SLHP in C1, classify the training
data perfectly. However, the SLP is somewhat better in the classification of
the test data set. For C2, where only two neurons were used, the SLP cannot
give an error free classification of the training data set. This is in contrast
to the SLHP where an error free classification is still possible. Also for the
test data set the SLHP gives much better results than the SLP. In fact, the
SLHP does equally well with two and with three neurons. The results in C2
basically show that the data set cannot be separated into three classes by two
hyperplanes. However, such a separation is possible with two hyperspheres.
Although RBF networks contain two layers in contrast to the tested single
layered models, they classify worse with the same amount of neurons in the
hidden layer. In this experiment one needs at least ten neurons in the hidden
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layer of a RBF network to achieve similar results as with the SLHP.

Figure 3.3: Two spirals benchmark. Visualization of nearly perfect classifi-
cation for different network types. White and black colors represent the two
classes, that are to be learned. Gray color represents an area of unreliable de-
cision. Left - MLHP with 10 neurons in hidden layer; Middle - MLP with 60
neurons in hidden layer; Right - RBF with 80 neurons in hidden layer.

In the second experiment the two spirals benchmark [17] was used, to com-
pare a MLHP with a classical MLP and a RBF network. The task of this
benchmark is to learn to discriminate between two sets of training points,
which lie on two distinct spirals in the 2D plane. These spirals coil three times
around the origin and around one another. This can be a very difficult task
for back-propagation networks and comparable networks [42, 75].

Figure 3.4: Each object ist automatically detected, cropped and rescaled to a
size of 35×35 pixels.

Figure 3.5: Mean value and first ten principle components for triangle (top),
bridge (middle) and screw (bottom).

Figure 3.3 shows the results of training for two-layer networks (i.e. one
hidden layer) with classical perceptrons (MLP), hypersphere neurons (MLHP)
and a RBF network. MLP and MLHP were trained with a backpropagation-
algorithm. For each kind of network the minimal amount of neurons needed
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for almost perfect classification is taken for the visualization. The MLHP with
10 neurons in the hidden layer can do perfect classification (100%). To achieve
the same result a RBF network with 80 neurons in the hidden layer is required.
A SLP with 60 neurons in the hidden layer can do nearly perfect classification
(97%).

In the third experiment the classification abilities of MLHPs were tested on
real data. The goal of this experiment was to associate an object (top view)
with one of three given classes: screw, bridge or triangle. The data was coded
in the following way.

In a preprocessing stage for each object that was to be classified, the data
was generated from 360 top views of the object, whereby the object was rotated
in one degree steps. The object was automatically detected, cropped and
rescaled to a size of 35×35 pixels. Some views of the objects used are shown
in figure 3.4. For further processing the images were interpreted as vectors of
length 1225.

For each set of 360 data vectors, a PCA was performed (figure 3.5). Then all
data vectors from all three classes were projected onto the first three principal
components of the bridge. The resulting three dimensional data is visualized in
figure 3.6. The associated classes were coded in a two-dimensional binary code
(1, 0), (0, 1) and (1, 1). From 1080 data vectors, 360 were taken for training
and 720 for testing. Different types of networks were tested.

Figure 3.6: Left – 3D-visualization of the classification (crosses - triangle,
diamonds - bridge, crossed diamonds - screw). The two spheres represent the
decision surfaces of the hypersphere neurons. Right – Projecting the data onto
two principle components, demonstrates that each of the three classes builds a
compact area in the input space and can be easily separated by two hyperspheres.

The best results (in relation to number of neurons) were achieved by a
MLHP with two neurons in the hidden layer. For similar results a MLP with
three neurons in the hidden layer or a RBF network with 8 neurons was nec-
essary. This result was expected due to the compactness of the classes, that
had to be separated.
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3.1.5 Conclusions

In this section a higher-order neuron was presented which has the effect of
placing a decision hypersphere in the input space, whereas a standard percep-
tron uses a hyperplane to linearly separate the input data. It was shown that
a hypersphere neuron may also represent a hypersphere with infinite radius,
i.e. a hyperplane, and thus includes the case of a standard perceptron. Ad-
vantages that may be gained by using hypersphere neurons, are the possibility
to classify compact regions with a single neuron in n-dimensions, while the
computational complexity is kept low. A single-layer hypersphere perceptron
was tested and compared to a standard single-layer perceptron on the Iris data
of R.A. Fisher. The data could be successfully classified with two hypersphere
neurons. At least three standard neurons or a RBF network with ten neurons
in the hidden layer were necessary to achieve similar results. Furthermore
MLP, MLHP and RBF networks were tested with the two spirals benchmark.
Also in this case better results were achieved with hypersphere neurons than
with a classical MLP or RBF network. In a real data scenario the advan-
tages of a MLHP were also shown. This demonstrates that using hypersphere
neurons is advantageous for certain types of data.
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Chapter 4

Object Recognition and Pose
Estimation Algorithms

Object recognition and pose estimation is of great interest in several industrial
applications, especially in the difficult bin picking problem. Industrial automa-
tion of today demands very dynamic automation systems since the geometry
of the products changes faster than before. As a consequence, old systems
where the objects are placed in fixtures, will not be sufficient in the future.
Instead we need more advanced procedures that can find the pose of objects,
guide the robot toward the objects and finally grasp them.

Due to this demand object recognition and pose estimation are important
fields in computer vision and a wide range of approaches have been proposed to
tackle the problem. One of the main issues is the question how to represent an
object in the computer. There are mainly two trends that can be distinguished
in the current research of object recognition: the object-centered and the view-
centered representation.

In object-centered or model based methods the relation between the object
and its projection in the image is analyzed and a closed mathematical expres-
sion is formed to represent the object. The main disadvantage of these methods
is that they often rely on the robustness of a segmentation or grouping process.
In view-centered or appearance based methods the object is represented by a
combination of different views (appearances). In these approaches one tries
to avoid a pre-segmentation of the image and use the photometric intensity
function directly. Examples are eigenimages, histograms and neural networks
which are directly used on the gray or color value level.

In recent years several attempts to combine model and appearance based
methods are developed. Examples are the SIFT (Scale Invariant Feature
Transform) approach proposed by Lowe [48] and the local gray value invariants
used by Schmid and Mohr [65].

The ideas underlying these approaches are very similar. They restrict the
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measurement of photometric similarity to local key points or areas and repre-
sent an object by a set of these local entities.

The locality of the features make the algorithms robust against occlusion
and background clutter, but the approach has two other important advantages:

• It reduces the amount of data to represent an appearance by using salient
key locations only.

• The local representation shifts the compensation for translations and
rotations parallel to the image plane from a photometric level to a geo-
metric level. The effects on the photometric level caused by viewpoint
changes can be handled much easier on a local level. For example the
effects of a two dimensional rotation depends on the position of the rota-
tion axis. On a local level the effect is independent of the origin, because
the key point location can be seen as the center of rotation.

In the following sections we summarize the contributions of the VISATEC
project to improve these types of recognition and pose estimation algorithms.

We begin with a section that demonstrates how neural networks can be
used to represent an object appearance. The neural networks are used to
fuse different local low level cues to provide an initial correspondence between
the model and the image. On a higher level a relaxation network is used
to integrate more global geometric information to remove ambiguities in the
initial correspondence.

In the second section we present a model based approach to describe the
local structure. The approach utilizes the tensor features to represent the
structures in a more compact way. The final object state (pose) is estimated
by a mean shift clustering procedure. We show also that the tensor based
approach extracts information about the local area which could be useful in a
grouping process.

A silhouette based method is described in section 4.4 to estimate the pose
of a three dimensional object. In contrast to the previous methods which
uses mainly corner like structures, we will show our efforts to integrate edge
information into the pose estimation algorithms. The method presented is a
completely model based method and uses a three dimensional model of the
object which allows to integrate depth cues to estimate the pose.

In the last section a technique to integrate pose cues from different algo-
rithms and from several views is presented. The idea for this algorithm is based
on the observation that algorithms for pose estimation are often restricted to a
specific set of features and to the analysis of a single image. These restrictions
entail that the possibility for an algorithm to overlook an object or get poor
pose estimates is high. The meaningful integration of low-level features turn
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out to be very difficult, because the features ordinate from different sources
and provides hints to very different topics. Thus, to overcome these problems
the integration is done on a higher cognitive level and surprisingly the problem
can be solved by reverting the mean shift algorithm, which is already utilized
in the basic pose estimation algorithms.

4.1 A Neural Object Recognition Approach

Most recognition systems structure the recognition problem as one of searching
for a match (associate sensory data with corresponding object model data).
The result of the search process serves to support recognition and localization.
In most applications like [48], [65] this is done by a simple k-nearest neighbor
classification. These approaches assume that every single key point has the
same relevance for the identification of a key point. Therefore, they are not
able to fuse similar views to find a generalization for an object appearance.

The approach of using neural networks is somehow different. In a neural
approach the recognition is done in a (hopefully) convergent procedure by
collecting and integrating cues. The idea is to observe the structure of the
feature space in a training phase and find a representation of the features that
is more general and abstracts from the single image representation used in a
k-nearest neighbor approach.

Our goal is to construct a recognition system that can use cues with very
different properties. The properties of the different cues should be learned in
a training phase. The trained networks are then used to guide the recognition
and pose estimation procedure in the working phase.

4.1.1 Neural Classification of Photometric Features

To train a neural network one has to generate a good training set which pro-
vides the network with information about the problem. As described at the
beginning of this chapter, a local representation of an object has many ad-
vantages. Thus, we have decided to represent the object by a set of local key
points and associated information describing the local image structure around
the key point.

In contrast to the k-nearest neighbor method our goal is to represent the
neighborhood of a key point in relation to the object and not in relation to the
training images. To do this we have to find corresponding points in the training
images and integrate this information into the training set. We have decided
to provide this information as a label or identification number to the network.
The idea is to align the key points extracted from the training images to a

IST-2001-34220 VISATEC Final Report Page 93/183



Chapter 4: Object Recognition and Pose Estimation Algorithms

Point locations after mean shift Density > 12.5 % of the maximum

Density > 25 % of the maximum Density > 50 % of the maximum

Figure 4.1: Refined key points projected onto the first image of the sequence
with an increasing threshold on the local density estimate. The initial points are
the outcomes from the mean shift procedure. The size of the crosses corresponds
to the local density estimate.

common (object centered) coordinate system and label the key point according
to their location in the object model.

The first step to generate the training set is to find salient key points in the
training images. During the project we have concentrated on corner points
that can be extracted for example by the structure multivector [20] or the
Harris corner detector [32], but more complex entities are also conceivable.

Once these key points are found we extract additional features that describe
the location in the context of its local neighborhood. We have used the features
provided by the structure multivector and the Cartesian differential invariants
[24], however, the approach is generic and can also be used with a different
key point detector and with other features.

The next step is the alignment of the detected key points from the individual
images in the training set to an object centered coordinate system. This step
is performed by a robust pose and correspondence estimation procedure which
is described in section 4.1.2.
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Figure 4.2: Neural classification of photometric features: The RBF network is
trained to classify a feature vector to similar model key points. The output of the
network can be seen as the probability that an estimated feature vector belongs
to a specific model point.

The selection and refinement of the key points forms the third step. Based
on a density estimate on the set of aligned key points over the spacial domain,
we can utilize the mean shift procedure [12] to find the modes of the key point
distribution. The modes of a distribution correspond to the local maxima
in the density function, which are the locations of key points with a high
repeatability and stability rate (see figure 4.1).

The use of mean shift on each key point and assigning the key point to the
nearest mode results in a labeled data set. This data set is then used to train
the classification network.

The classification of the feature vectors with respect to the corresponding
model key points is done by a Radial Basis Function (RBF) network [4]. We
have chosen the RBF network because it models the separate class distributions
by local kernel functions. This seems to be more natural than a multi-layer
perceptron which separates the input space by hyperplanes.

The training is done by transforming the key point identification number
in a one-hot coding scheme. This means the output dimensionality equals the
number of key points in the object model.

During the working phase, the RBF network provides an estimate of the
posterior probabilities p(Ck|F ). Thus, given an image feature vector F the
network outputs the posterior probability for each model key point Ck. Figure
4.2 shows the setup used in the system. The probabilities provided by the
network can now be used to initialize the match matrix in the pose estimation
procedure as described in section 4.1.3.
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Experiments with the Matching Procedure

To evaluate the matching procedure we have generated 5 sequences (see figure
4.3) where the position of the object is known. The sequences were generated
by rotating the respective object on a turntable at 6 degree intervals (59 images
per sequence). Each image key point is classified by the RBF network according
to the feature vector representing its local structure. We select those pairings
with a network output above a certain threshold. The matches are then verified
by using the known position of the object. We count the number of pairings
and calculate the number of correct pairings in percent. Table 4.1 summarizes
the results of the experiments by showing the average results over all single
image tests in a sequence. At a first glance the fraction of correct matches
seems very low. However, one has to keep in mind that the correspondence is
established on a local basis. Global or semi-local geometric constraints must
be used to refine the correspondence as described in section 4.1.3. The table
shows that objects with more sharp corners like the objects 1, 3 and 4 are
represented by an increasing number of key points. It is also obvious that the
classification of key points from objects with high reflectance (seq. 1, 2 and
4) are much more difficult than the classification on diffuse reflecting objects
(seq. 3, 5). The model can also be influenced by the number of RBF functions
used in the classification network. As expected the classification performance
increases with increasing network size.

4.1.2 Geometric Pose Estimation Using a Relaxation
Network

In this section the pose estimation algorithm is introduced, which is used to
align the training images to the object centered coordinate frame. The algo-
rithm solves simultaneously for the correspondence and the pose parameters
and has been proved to be very robust in the alignment process. The algo-
rithm is originally developed by Gold et al. [27] and we describe it here in some
more detail, because we have extended the algorithm such that the information
provided by the RBF network can be integrated into the algorithm.

Figure 4.3: First images from the five image sequences used to test the feature
matching.
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RBF RBF no. key points
(150 basis func.) (250 basis func.) in the model

sequence 1 29.7% (7.9) 32.0% (18.5) 86
sequence 2 17.4% (41.1) 18.5% (57.2) 49
sequence 3 39.5% (113.6) 43.3% (120.1) 73
sequence 4 21.4% (227.5) 23.4% (233.6) 83
sequence 5 41.94% (47.39) 49.1% (51.31) 39

Table 4.1: Result of the matching experiment. The table shows the averages
over the number of good matches in percent. The numbers in brackets are the
total number of pairings established by the RBF network. In the experiments a
threshold of 0.2 was applied to the network output. A lower threshold will in
general increase the total number of pairings and decrease the fraction of good
matches.
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Figure 4.4: Two ways of representing the same correspondence. Left: The
correspondence to represent. Top-right: index representation: Each component
stores an index to the corresponding entity. The vectors A and B code the same
correspondence, but use the left or right set as the basis. Bottom-right: match
matrix: The correspondence is represented in a match matrix. Each non-zero
entry represents a pairing of two key points.
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We begin our description by considering two point sets

P1 := {p11, p12, . . . p1k1
} and P2 := {p21, p22, . . . p2k2

}. (4.1)

Given these two sets one can describe the point correspondence by a k1 × k2

match matrix M = {mij} such that:

mij =

{

1 if point p1i ∈ P1 corresponds to point p2j ∈ P2

0 otherwise
(4.2)

If each point in the sets P1 or P2 has a corresponding point in the other set
and as long as these correspondences are unambiguous, the coefficients mij

will satisfy:

∀j

k1
∑

i

mij = 1, ∀i

k2
∑

j

mij = 1 and ∀i, j mij ∈ {0, 1}. (4.3)

To support ambiguities and possible outliers we have to relax the constraints.
Following Gold et. al. [27] we define the constraints as

∀i

k2
∑

j=1

mij ≤ 1, ∀j

k1
∑

i=1

mij ≤ 1, ∀i, j mij ∈ [0, 1] (4.4)

and convert the inequalities to equalities by introducing slack variables for
each row and each column of the matrix:

∀i

k2
∑

j=1

mij + mi(k2+1) = 1, ∀j

k1
∑

i=1

mij + m(k1+1)j = 1. (4.5)

This allows the interpretation of the coefficients mij and the additional (k1+k2)
slack variables mi(k2+1) and m(k1+1)j as probabilities. A matrix with coefficients
that satisfy the equation (4.4) is also known as a doubly stochastic matrix1.

Gold et al. [27] define a cost or objective function to find the transformation
T and match matrix M , which best maps the points of P1 to the points of P2:

E(M,T) =

k1
∑

i=1

k2
∑

j=1

mij ||T(p1i) − p2j ||2 − α

k1
∑

i=1

k2
∑

j=1

mjk (4.6)

subject to

∀i

k2
∑

j=1

mij ≤ 1, ∀j

k1
∑

i=1

mij ≤ 1, ∀i, j mij ∈ {0, 1}. (4.7)

1such a matrix can also be seen as a continuous version of a permutation matrix
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As described in the previous section, the constraints on the coefficients ensures
that each point in the first set P1 corresponds to at most one point in the second
set P2 and the inequality constraints permit outliers. Additionally the α term
in the objective function leads the objective towards matches by decreasing the
objective for each match. The main problem now is the optimization of the
cost function in consideration of the discrete constraints mij ∈ {0, 1}. Gold
et. al. solve this optimization by using deterministic annealing. They turn the
discrete problem into a continuous one by transforming the match matrix into
a doubly stochastic matrix. After this conversion the softmax algorithm is used
to form a series of objective functions. This series is indexed by a parameter β,
which let the series of continuous objective functions converge to the original
discrete one. They define

Qij = −(||T(p1i) − p2j ||2 − α) = − ∂E

∂mij

(4.8)

as the single match negative residual and initialize the matrix coefficients with

mij = exp (βQij) . (4.9)

The idea to use an exponential function comes from the softmax procedure. It
ensures that all the mij are positive and gives additionally the option to steer
the stiffness of the objective (4.6) by the factor β.

The important result from Sinkhorn [67] ensures here that the matrix M can
be converted to a doubly stochastic matrix. He proves that a doubly stochastic
matrix can be obtained by alternating row and column normalizations. This
idea can be seen as an extension to the softmax algorithm to higher (two)
dimensions.

The whole algorithm is summarized in the following pseudocode:

1. Calculate Qij.

2. Set mij = exp (βQij).

3. Normalize columns of M by setting mij =
mij

Pk2

l=1
mil

.

4. Normalize rows of M by setting mij =
mij

Pk1

l=1
mlj

.

5. If M is not a doubly stochastic matrix goto step 3.

6. Update the transformation parameters.

7. If the transformation parameters have changed in the previous step, goto
step 1.

8. Increase β.

9. If β has not reached a sufficient annealing value, goto step 1.
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Figure 4.5: Pose estimation with geometric and geometric/photometric dis-
tance measures. The images in the top row show the original images with
detected corners (The corners are detected by the Harris corner detector and
extended by the local features of the structure multivector and the Cartesian
invariants.). The bottom row visualize the estimated poses by projecting the cor-
ners from the top left image onto the top right image. The first pose (bottom left
image) is estimated using geometric constraints only, while the second pose (bot-
tom right image) is estimated by using geometric and photometric constraints.

4.1.3 Fusion of Photometric and Geometric Cues

We assume that the photometric features serving as input for the RBF net-
work are independent from the location errors estimated in the pose estimation
procedure. This allows us to multiply the geometric and photometric proba-
bilities to update the entries in the match matrix during pose estimation. The
algorithm from the previous section can be modified by replacing step 2 by:

Set mij = exp (βQij) · ORBF(F (j))[i],

where ORBF(.)[i] is the i’th output of the RBF network, given the feature
vector F of image key point j. The experiment in figure 4.5 show the result of
the modified algorithm in comparison with the original one.
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4.1.4 Conclusions and Discussions

The presented neural approach integrates photometric and geometric informa-
tion. The network is used to classify local features only, which reduces the
problem domain so that the amount of data necessary to train the network
can be reduced. To fuse the local information we have developed a relaxation
network, which successively integrates more global constraints imposed by the
assumption that the considered objects are rigid.

In our setup the training is done on information extracted from real images.
This reduces the risk to bias the network with artifacts originating form the
synthetic generation of the training patterns as it is done for example in [43].

The use of photometric features in the relaxation network improves the
algorithm as one can see in figure 4.5. Here the use of photometric information
prevents the system to get stuck in a local minimum of the error function. In
case of a fully correct correspondence only one minimum exists at all.

So far we have developed the system to work in a two dimensional setup
to simplify the experiments. An extension of the system to a full three di-
mensional system is planed and is a subject of further research. We are also
interested to improve the classification of the local structures. Currently the
system starts to learn from scratch for each object presented, even if the same
set of feature extractors are used. Thus, informations about the general struc-
ture of the feature space is lost and must be learned for each object separately.

4.2 Tensor Based Pose Estimation

Over the years several algorithms have been developed for view centered pose
estimation of objects based on local invariant features [29, 48, 65, 39, 68], where
Lowe’s SIFT features [48] are considered state of the art. These features seem
to deliver a very stable and accurate pose estimate, but the representation of
the local feature is iconic. By using a model based approach to represent these
local features, it is possible to have a more compact representation, and it is
also possible to extract information about the local area which could be useful
in a grouping process.

The approach to pose estimation proposed in this chapter uses the scene
tensor in 2D, described in [50, 53] and section 2.1.2, as a basis for a set of
invariant features. A tensor doublet, [70] and section 2.1.6, based on the
information from the scene tensor is then used as the invariant representation
of the local feature.

The tensor doublet only consists of four parameters which all are invariant
to translation, and variations in orientation and scale. In comparison with
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the SIFT feature’s 128 invariant parameters where more than 50 percent is
non zero, the tensor doublet is a very low dimensional feature vector. If the
database contains a large number of feature vectors, the lower dimensionality
of the feature vector will definitely speed up the rest of the pose estimation
procedure.

When the tensor doublets are computed, the mapping from feature param-
eters to object state parameters is implemented by a matching and clustering
procedure.

This chapter will start with short description of the used invariant repre-
sentation, section 4.2.1. Section 4.2.2 will discuss the mapping from feature
parameters to object state parameters and the last section will show some
results.

4.2.1 Local Compact and Invariant Image Representa-
tion

An invariant representation is very useful for a pose estimation algorithm, since
it allows a smaller training data set and therefore a faster training. In section
2.1.6 is two different approaches to implement an invariant representation from
the scene tensor described. The approach based on extracting four invariant
parameters from a tensor doublet is used in this pose estimation algorithm.
That approach is chosen, since it generates very low dimensional feature vectors
and will consequently speed up the matching procedure.

The method for computing invariant feature vectors starts with estimating
a dense field of orientation tensors, where an outer product of gradient vectors
is used and a Gaussian widow function with σ = 1. A dense field of scene
tensors are then estimated from the orientation tensors, where σ = 2 for the
Gaussian window function in equation 2.12, x0 = 1 and l0 = 50. Then a
grouping process starts with the interest points from the detection process in
section 2.1.4. In the grouping process there are three parameters; each feature
is connected with three other features, only features that are within 50 pixels
will be connected with the current feature and features closer than 3 pixels
will be rejected.

4.2.2 Estimation of Object State Parameters

In this approach to pose estimation we have used a matching and clustering
procedure to perform the mapping from feature vectors to object state param-
eters, but it is also possible to use an associative network together with these
types of features. The object state parameters are the two pose angles φ and
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Figure 4.6: Definition of the two pose angles

θ, figure 4.6, the scaling relative to the training view s′/s, the rotation in the
image plane α, and the translation x, y.

During training, images are taken from different views of the object using
a rotation table. Tensor doublets are calculated for each image and stored in
a database, called the prototype doublets in figure 4.7. A label containing the
pose angles, φ and θ, together with the positions for the interest points in the
doublet is also stored for each prototype doublet. When a query image, or a
test image, is presented to the system, tensor doublets are calculated. These
doublets are referred to as query doublets in figure 4.7. Each of these query
doublets is then matched with the prototype doublets and for each match a
translation t, rotation R and scaling s of the object relative to the training
image is calculated according to

pq = t + sRpp (4.10)

where pq and pp are the positions of one of the points in the doublet in the
query image and in the prototype image, respectively. The transformations
have 4 degrees of freedom in total, so one doublet is sufficient to compute the
transformations.

All doublets computed from interest points on the objects will vote on the
same object state parameters and will therefore cluster in the six dimensional
space illustrated in figure 4.7. Of course, other points from the background
or e.g. shadows on the object will also form doublets and vote for a object
state. It is low probability that these votes will cluster and therefore will the
“correct” votes form the most legible cluster. This cluster can be found by a
mean-shift filtering followed by a mean-shift clustering [11, 26]. A confidence
measurement is then calculated for each cluster. This measure is the estimated
probability for the cluster mean multiplied with the number of votes in the
cluster.
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Figure 4.7: Overview of the query mode. The resulting output is an estimated
pose, position, rotation, and scale of the object. KNN refers to the k nearest
neighbor method.

Figure 4.8: The object used in the pose estimation test.

4.2.3 Results

The system has been trained for the socket in figure 4.8. Images have been
taken from different views of this object where θ ranges from zero to 40◦ and
φ ranges from zero to 180◦. The step between the training images is 10◦ for
both the φ and θ variable.

The pose estimation system has been evaluated with the worst case images,
meaning the images between the training images. The result is illustrated in
figure 4.9. The MAE (mean absolute error) is 1.6◦ for the θ variable and 1.8◦

for φ.

The bin picking problem discussed in the introduction often implies in prac-
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Figure 4.9: Pose estimation test on the socket. The dotted line is the estimated
pose and the solid line represents the ground truth.

tice that the objects are stacked in a pile. The pose estimation system was
evaluated for such a situation with good performance, figure 4.10. Each one of
the three objects can be found with good accuracy. The upper leftmost image
illustrates the object state derived from the cluster with the highest confidence,
the upper rightmost is the cluster with the second highest confidence and the
lower leftmost is the cluster with the third highest confidence. The white mesh
illustrating the object state is the norm of the gradient of the closest training
view, which is scaled and translated according to the object state. The system
also works with other objects in the background which is illustrated in the
lower rightmost image in figure 4.10.

Figure 4.11 illustrates the performance when the object has a different scale
relative to the training images. More results from using this pose estimation
algorithm will be shown in chapter 6.3.

4.2.4 Conclusions and Discussions

The main difference between this view centered pose estimation algorithm and
others [47, 74, 39]is the low dimension of the feature vector, which will definitely
speed up the matching procedure. Despite the low dimensional feature vector,
the algorithm seams to work well for objects stacked in a pile, object with
a cluttered background and objects with different scales. Pose estimation of
objects stacked in a pile is especially interesting in industrial automation, for
example the bin picking problem.

Since the scene tensor is an representation of multiple line or edge segments,
the pose estimation algorithm will work best on objects with features in that
category. E.g. objects with a lot of curvature will probably result in very
unstable pose estimates.
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Figure 4.10: Pose estimation of sockets in a pile and a socket with back-
ground. The three first images is actually the same image, where the first image
illustrates the object state estimate with the highest confidence, the second im-
age illustrates the object state with the second highest confidence and so on.
Demonstrably the algorithm can detect several objects from one image.

Figure 4.11: Pose estimation with background and different scales.
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4.3 Log-Polar Based Pose Estimation

Using the local feature described in section 2.3 we can construct a pose esti-
mation system that works in the following way.

4.3.1 Training

During training, the system does the following until all training images have
been processed:

1. Read in next training image together with pose ground truth.

2. Detect Harris points and sample around each found Harris point with a
log-polar sampling grid.

3. Store the Fourier transform of each feature patch together with informa-
tion on the pose and the position it was found at in the database.

It should be noted that we do not perform the second step to make the
feature invariant as detailed in Section 2.3 at this stage.

One advantage of this kind of method is that since we use no kind of opti-
mization, as we would if we used a neural network, new views can be added
at a later time. Storing data in such a database can be seen as a crude way of
doing learning, there is however evidence that the human vision system works
as if it used database look-up functions when recognizing objects [16].

4.3.2 Matching

When the system is running in query mode, i.e. it has already been trained
and we want to use it to estimate the state of an object, we need to perform
matching to see what votes will be cast. The matching procedure can be
visualized by Figure 4.12. The second step detailed in Section 2.3, which
is performed to make the features invariant to scale and rotation, is applied.
Correlation is then used to compute the k nearest neighboring matches between
the query and prototype features. The k nearest prototypes to each query
feature are selected to cast a vote. The vote on pose angle as well as position
is given by their position in the database.

To compute the votes for scale and rotation angle we apply the inverse
Fourier transform on the selected query and prototype patches to again get
the log-polar transform. A modified circular correlation between each query
feature and its k nearest neighboring prototype features yields a response where
we can find the votes on scale and rotation by locating the peak in that output.
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Figure 4.12: Overview of the query mode. The resulting output is an estimated
pose, position, rotation, and scale of the object. KNN refers to the k nearest
neighbor method.

4.3.3 Clustering

The votes for φ, θ, rotation in the image plane α, position and scale are inserted
into a 6-dimensional space. We need to find peaks in this space and estimate
a mean of such a peak, or cluster. For this, mean-shift clustering [26],[11]
is used. The algorithm finds one or many clusters and outputs a confidence
value for each cluster that depends on how many votes there are in that specific
cluster and how spread out the votes are. This means that the method can be
used to search for several objects of the same kind as they will form different
clusters since it is not physically possible for two objects to have the same exact
state. Furthermore it should be realized that the method takes longer time
to compute the more features are detected, for instance in the background,
and that the more random and erroneous features there are, the higher the
probability of erroneous clusters forming by chance will be.

4.3.4 Results

This pose estimation algorithm is evaluated in section 6.3 and has been pub-
lished in [74].
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4.4 Silhouette Based Approach

For applications in robotics, it is desirable to gain as much information as
possible about the objects of interest. For example, it is important to estimate
the position of an object with respect to a reference coordinate system. Because
of the nature of the projective geometry, it is not possible to recover the 3D
location of an object with the camera information only. Therefore, the initial
position and a geometric model of the object are needed. The geometry of the
objects is modeled as a set of 3D free-form contours or surfaces.

Pose is defined as the transformation (rigid body motion) needed to map
an object model from its initial position to the actual position in agreement
with the sensor data.

To avoid the local minima problem in the iterative minimization procedure
for pose estimation, a low pass twist representation of the model is used. The
Fourier transformation is used to obtain the low pass twist model represen-
tation [63]. Furthermore, other transformations like one and two dimensional
Hartley and quaternionic Fourier transformations are also implemented.

4.4.1 Twist Representation

Twist representation of three dimensional contours was introduced in [61]. In
this work Fourier descriptors are formalized in the conformal geometric algebra.
The relation of a Fourier descriptors to coupled twist was utilized to represent
3D contours and rigid body motions (twists) in the same mathematical frame-
work. This allows to solve the pose estimation problem in a consistent way.
In a further work [62], this concept was expanded for the three dimensional
surfaces.

A three dimensional free-form contour is represented by three one dimen-
sional functions for every coordinate axis, equation 4.11. In a similar way a
surface is represented by three two dimensional functions, equation 4.12,

c(φ) =
3
∑

i=1

f i(φ)ei (4.11)

c(φ1, φ2) =
3
∑

i=1

f i(φ1, φ2)ei (4.12)

where ei represents the unit basis vectors in the Euclidian space coordinates.

For the surface case, we have three two dimensional functions f i
n1,n2

: R
2 →

R acting on the different basis vectors. For a discrete number of sampled points
(n1 ∈ {−N1 . . . N1}; n2 ∈ {−N2 . . . N2}; N1, N2 ∈ N) on the surface, it can be
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interpolated by using a 2D discrete Fourier transform and then apply the
inverse 2D Fourier transform. The vectors obtained from the transformations
are called phase vectors.

This phase vectors can also be obtained with the Hartley and quaternionic
Fourier transforms. With the Hartley transform the use of complex arithmetic
is not needed, which results in the implementation of faster digital algorithms
when online calculations are needed. The Fourier transform can also be re-
covered from the Hartley transform if it is needed. The quaternionic Fourier
transform is used in the color image analysis. In that case the three color chan-
nels corresponding to every pixel are handled in a pure quaternion element.
Taking this idea, also the parametric curves or surfaces can be handled as a
pure quaternion. Instead of applying three 2D transforms we only apply one
1D transform for contours and one 2D transform for surfaces.

The surface can be approximated as a series expansion:

c(φ1, φ2) =

N1
∑

k1=−N1

N2
∑

k2=−N2

pk1,k2
exp

(

2πk1φ1

N1
l

)

exp

(

2πk2φ2

N2
l

)

=

N1
∑

k1=−N1

N2
∑

k2=−N2

Rk1,φ1

1 pk1,k2
R̃k2,φ2

2 (4.13)

The imaginary unit i =
√
−1 is replaced by the pure unitary quaternion

element l = ai + bj + ck. The quaternion Fourier series are contained in the
phase quaternions pk1,k2

and they can be obtained by the 2D discrete inverse
quaternionic Fourier transform of the sampled surface points f in1,n2

. In order to
apply the inverse transform the sampled points have to be arranged in a pure
quaternion: qn1,n2

= f1n1,n2
i + f2n1,n2

j + f3n1,n2
k

pk1,k2
=

1

N1N2

N1
∑

n1=−N1

N2
∑

n2=−N2

qn1,n2
exp

(

−2πk1n1

N1

l

)

exp

(

−2πk2n2

N2

l

)

(4.14)

The non-commutative quaternion algebra is analog to the bivector algebra
in conformal space. Since the entities involved in the pose estimation problem
are embedded in this space, the quaternionic Fourier transform provides a more
natural twist representation.

4.4.2 Surface Model Approximation

Different approximation levels of a car model are presented in figure 4.13. In
this case not all quaternionic phase vectors are used to get the approximated
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Transform 1 Phase Vec. 10 Phase Vec. 20 Phase Vec. 30 Phase Vec.
Fourier 10ms 163ms 457ms 697ms
Hartley 6ms 90ms 295ms 410ms
Quaternion 8ms 233ms 402ms 605ms

Table 4.2: Time performance of the inverse transforms

Figure 4.13: Different approximation levels of the model. 1, 5, 10 and 15
quaternion phase vectors

model. Therefore, a low pass approximation is obtained. The quaternion
Fourier transform is tested in the car model used in [62]. This model consist
of 69 × 21 points.

The computing time performances of the different inverse transforms are
presented in the table 4.2. To increase the accuracy of the estimated pose the
low-pass approximation of the surface model must be also increased. As can
be seen in the table 4.2, for a large number of phase vectors the computing
time increases.

This is a disadvantage for real time applications. Therefore, the inverse
transforms are only calculated at the beginning of the algorithm and stored.
In fact, different levels of model approximation can also be pre-calculated and
stored in memory.

4.4.3 Pose Estimation Algorithms

To estimate the pose of the surfaces the corresponding silhouette of it must be
extracted. The pose estimation algorithm does not work with all the points
on the surface. Instead, only the points in the 3D silhouette of the surface
model with respect to the camera are considered. As proposed in [62], this can
be done by projecting all the surface points in to a virtual image. From this
virtual image, the corresponding contour is calculated and using this contour
points the 3D silhouette can be extracted.

The problem of the surface pose estimation is reduced and the algorithms
for the free 3D contour can be applied. Since the 3D silhouette changes with
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every iteration of the algorithm, a new silhouette must be extracted after each
iteration. This is done to avoid occlusions within the surface model. The
iterative algorithm is summarized as follows:

1. Reconstruct projection rays from image points

2. Project the low pass model in to the virtual image

3. Extract the 3D silhouette

4. Apply the contour based pose estimation algorithm

5. Transform the surface model

6. Increase the low-pass approximation of the surface model.

The contour based pose estimation algorithm is summarized as follows:

1. Estimate the nearest point of each projection ray to the 3D con-
tour (correspondence problem)

2. Use the set of rays and the corresponding 3D point to estimate
the contour pose

3. Transform contour model

4.4.4 Experiments

In this section the experiments of the silhouette based pose estimation al-
gorithm are presented and the results are discussed. The goal of these ex-
periments is to test the implementation of the pose estimation algorithms for
three dimensional contours and surfaces in the Perception-Action-Components
Library (PACLib).

For this experiments several CAD models of the objects were designed. The
power socket model which was used in the previous experiments. In addition
other car-part models were used. These CAD models were generated from
several image views of the object by sampling the contour and scaling it in a
proper way.

4.4.5 Scenario of the Experiments

As can be seen in figure (4.15), the camera is mounted in the robot arm and its
position is known. The camera was calibrated and from the projection matrix
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Figure 4.14: CAD Models of the industrial parts used to test the silhouette
based pose estimation algorithm

the internal and external parameters were extracted.

The object was placed in the origin of the world coordinate system and
several images of it were taken. In this case the camera was moved around
the object with the trajectory being on a half-sphere. That means, first the
camera was rotated around the Y axis (pitch rotation) from 0 to 30 degrees
with a step of 5 degrees and then rotated around the Z axis (yaw rotation)
from 0 to 360 degrees with the same step width.

For every frame the pose of the object was estimated. In this particular
case the camera, not the object, moves in the space. The algorithm calculates
the pose of the object with respect to the world coordinate system. Getting
the pose of the camera is an equivalent problem, the camera pose is given by
the inverse transformation of the object pose.

A method to recover the position of the camera for every frame we used the
external camera parameters information. The external camera parameters give
the orientation and position of the camera with respect of the world coordinate
system, these parameters define a transformation between the world coordinate
system and the camera coordinate system. If the camera moves, the external
parameters must be updated according to that movement. That means, for
every known movement of the camera a recalibration of the projection matrix
is performed and the new position of the optical center can be estimated.
Finally the rotation angles (pitch and yaw) are calculated form the updated
external parameters matrix.

4.4.6 Results

In the Figure (4.16) the comparison between the real camera movement and
the estimated pose are shown. The graph show the real and estimated angle
(pitch and yaw respectively) for every frame as well as the absolute error. For
this experiment the mean error for the pitch angle was 1.45 degrees, for the
yaw angle it was 1.88 degrees.
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Figure 4.15: Scenario of the experiment

In a practical calibration case as shown in figure (4.15), the calibrated posi-
tion of the camera (optical center) may not coincide with the physical position
of the camera. Even the orientation of the optical axis of the camera may not
agree with the Z axis. Since the movements of the camera are restricted to
the pitch and yaw rotations and the orientation of the optical axis is not too
large, it is possible to compensate this difference without introducing a large
error factor.

A proper way to compensate this error and to get a better result of the
algorithm is to implement a hand-eye robot calibration. That is to find the
transformation between the end effector of the robot and the projection center
of the camera. That would integrate the whole robot kinematics to the camera
model and would allow any kind of movements in the robot workspace.

4.5 Multi-Cue Integration

The system uses multi-cue integration both between algorithms and between
several views, i.e. robotic states or time steps. What follows is a discussion
on how these two types of cue integration are implemented in the VISATEC
demonstrator. To understand the design decisions made and what kind of
benefits we could expect to get from the system we will start by looking at
the input to the multi-cue integrator. Second we describe the cue integration
between algorithms which is followed by multi-cue integration with previous
estimates.
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Figure 4.16: Pose Results for the test done with the second object in figure
(4.14). The first two graphs show the pitch angle error and the last two the yaw
angle error
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Figure 4.17: Variation in pose estimate due to pixel noise

4.5.1 Input to Multi-Cue

As input to the multi-cue integration sub-system we have the following:

• Five guesses on pose estimates from each of the 3D capable algorithms
and corresponding confidence measurements.

• One guess on pose from the 2D capable algorithm and its corresponding
fit-value.

For the 3D capable algorithms each of the five guesses can come from either
having several objects in the image or from noise. To analyze this noise 40
images of an object were captured from the exact same robot position and the
pose estimates from these images were compared to the ground truth. The
error between ground truth and pose estimate is twice the angle in the scalar
product between the normalized quaternions that represent the ground truth
and the pose estimate. The error for the 40 images is seen in Figure 4.17.

The output from the pose estimation does not vary when run on the exact
same image. Therefore we can only conclude that the noise present in the im-
ages is responsible for changing the results of matching detected features with
the database, of the subsequent calculation of parameters and of the clustering.
The pose estimates in Figure 4.17 were evaluated on low-pass filtered 8-bit gray
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images with pixel-noise having a variance of just below 1 pixel-level2. Since
the output from the 3D pose estimation algorithms are robust means of cluster
centers from the 6-dimensional vote space, see [74],[70],[39], the noise must be
in the form of “wrong” clusters forming by chance. These clusters forming
by chance must, as stated, come from the small yet present variations in the
images since nothing else changes.

In a single-algorithm system the result selected as the correct one would be
the cluster with the highest confidence. The confidence that is output from
the clustering is a function of how many votes are located in that cluster and
how spread out those votes are. The more votes and the denser they are
located in the voting space, the higher the confidence. This means that the
“wrong” cluster can sometimes be selected in a single-algorithm system with
a failing system as a result. This would happen if the correct cluster is not of
highest confidence due to the feature detector used not being able to detect
any features on the object, the object is under heavy occlusion or only partly
in the image or if there are no clusters at all. The less correct features detected
on the object, the higher the probability of having a “wrong” cluster getting
the highest confidence.

These weaknesses of a single-algorithm system has made us choose to imple-
ment multi-cue integration using mean-shift clustering [26],[11]. The benefits
of this will be described below. Mean-shift clustering can be described to work
in a number of steps. First estimate the probability density function for the
source of a number of samples by convolving the sample space with a kernel
function such as a Gaussian. Second perform a gradient-decent search for all
the samples on the estimated PDF and thereby finding what peak in the PDF
that every sample is closest to. Finally there are some functions that need to
be performed to solve the problem of samples getting stuck in ridges in the
PDF etc. The reader is referred to [26],[11] and [25]. The clustering procedure
that is implemented can handle modular parameters, e.g., angles. It should
be noted that the use of mean-shift clustering in the 3D capable algorithms is
also a kind of multi-cue integration that works very well where every feature-
match and subsequent pose vote is a cue. This means that the system design
is self-similar on different levels.

4.5.2 Multi-Cue Integration between Algorithms

In the ordinary case of having good detection of objects the guesses on pose
from the different algorithms are added to a voting space and mean-shift clus-
tering is performed on those guesses. An example of this case is illustrated in

2Images in range 0-255 with usual values for black around 30 and the lighter areas of
objects around 240.
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Tensor duplet2D

Log polar

Multi-cue result

Figure 4.18: Ordinary case for multi-cue integration between algorithms

Figure 4.18 where color-intensity of the different discs describe their confidence
values.

This gives a weighted robust mean of the pose estimates from the single
algorithms as the final output. The result should be at least as good as the
worst of the pose cue in the cluster formed. Returning to the 40 images and
running cue integration on their pose estimates we see in Figure 4.19 that the
previous statement is true.

In cases of occluded objects or when only a very small part of the object
is visible in the image we may have the case that the correct pose is ranked
only as second or third choice by the confidence of the clusters. One goal of
multi-cue integration is to make the system more robust to this type of noise.
Therefore the system is designed so that two votes which are not the first choice
of two algorithms but which are similar should be chosen before a single vote
that by itself has higher confidence. The mean-shift clustering implementation
uses the confidence of each guess as a weight and therefore gives us exactly the
kind of behavior as mentioned above. This case is illustrated in Figure 4.20
where again color-intensity signifies confidence.

Since the system contains two algorithms which can estimate 3D and one
algorithm which can only estimate 2D pose, certain procedures are used to
manage these differences. The 3D capable algorithms are used in all system
states but the 2D algorithm is only used in the final state (state 4) where the
camera moves in the tangent plane to center the object in the image. As a
consequence, the 2D algorithm only has to be trained for the optimal view.

To be able to integrate the cues with mean-shift clustering they have to be
in the same space. This means that we need to extend the three dimensional
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Figure 4.19: Variation in pose estimate with multi-cue integration
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Figure 4.20: Multi-cue integration increasing robustness
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Figure 4.21: The pose estimate for 40 images from the same camera position.
The plot shows the result both with and without history.

votes of the 2D algorithm into six dimensions. Since the 3D algorithms are
used in parallel to the 2D algorithm, the 3D estimate of the highest confidence
is used to extend the parameters from the 2D algorithm in state 4.

Each pose estimation cluster has a corresponding confidence measure c
which lies in the interval [0, 1], obtained by normalizing the confidence mea-
sures produced by the individual algorithms in a suitable way.

4.5.3 Multi-Cue Integration over Several Views

In the experiment discussed above where a number of images were captured
from the same camera position the result shows clearly that there is a noise
in the pose estimate. We also know that this noise is approximately unbiased.
It is therefore possible to decrease the noise by calculating a mean of a subset
of the pose estimates. In Figure 4.21 the pose estimate result from multi-
cue between the tensor doublet and the log-polar algorithm is plotted together
with the result from using both multi-cue between algorithms and with history
(multi-cue integration over several views). The black curve is the result when
the mean is calculated over three pose estimates and the green curve is the
result when the mean is calculate over five pose estimates. It is clear that both
the mean and the standard deviation is decreased compared to only using
multi-cue integration between algorithms. For example, the mean error has
decreased with 42 percent and the standard deviation has decreased with 87
percent when averaging over five pose estimates (the green curve).

In a robotic system you usually don’t have a number of images from the
same camera position, but during the purposeful movement a number of images
are captured on the way toward the optimal view. The problem is that the
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Camera position 1 Camera position 2

Pose estimate 1

Pose estimate 2

Robot movement

Image 1 Image 2

Figure 4.22: The setup for multi-cue integration between several views.

camera has different positions for the different images and the pose estimates
will therefore be different. In Figure 4.22 two camera positions are shown; one
where the object is close to the border of the camera image and one where the
camera is centered over the object. In this case the position estimate of the
object will be completely different and it is not possible to calculate a mean
between the two different pose estimates. Instead it is possible to transform
pose estimate one to camera position two.

In Figure 4.23 an illustration of the different coordinate systems is seen;
the world coordinate system, the camera coordinate system for two different
camera positions and the object coordinate system. In this figure we have
used the notation W TC1

, where W stands for the world coordinate system,
C1 stands for camera position number one and the full expression stands for
camera position number one relative to the world coordinate system.

From the robot controller and the hand-eye calibration we get the transfor-
mations WTC1

and WTC2
. The pose estimate C1TObj can then be transformed

to camera position two by:

C2T
′

Obj =
[

W TC2

]−1 W TC1

C1TObj (4.15)

If the pose estimate is stored together with the current camera position for
each step in the purposeful movement toward the optimal view it is possible
to perform multi-cue integration over several views. For a certain camera
position all previous pose estimates are transformed using equation 4.15. The
confidence measurement for these pose estimates are then weighted with the
weight wi

wi = (n − i)f (4.16)
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WTC
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Figure 4.23: The different coordinate system for the setup used in multi-cue
integration between several views.

where i is the step number for the previous pose estimate, n is the current step
number and f is the forget factor. In the experiments a forget factor equal to
0.7 has been used. All previous pose estimates are then used as cues in the
same manner as multi-cue integration between algorithms.
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The Software Architecture

5.1 Introduction

The goal of the VISATEC project was to develop a vision based integrated
system with cognitive abilities. It is clear, that such a system consists of
several software components which interact between each other. To combine
the different components into a final system a software framework is needed. As
laid out in the project description the framework must provide the ”possibility
to share function modules among the participants”. And, as a special goal of
the VISATEC project was the development of algorithmic learning methods
and feedback control mechanisms, the system must provide data structures to
support these kind of algorithms.

To achieve these goals it is important to have a software infrastructure
that is very flexible, modular and portable. In particular the requirement
to share function modules between participants necessitates software that is
largely independent of the operating system it runs on and, maybe even more
importantly, it requires the implemented functionality to be available through
standardized interfaces.

Accessing functionality through abstract interfaces is a very important and
popular idea in software development. As mentioned above, the goal of the
VISATEC project was to develop a task-adaptive system. Thus, our objective
was to develop a framework for vision-based robotic applications rather than
a final application for a specific task.

5.2 The Dynamic Module Service (DMS)

One idea for the system was to provide a functionality to change dynamically
the preprocessing and classification algorithms depending on the current situ-
ation. Such a system can only be realized if the algorithms are made available
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Figure 5.1: Diagram of the dynamic module concept of PACLib

by standardized interfaces. The system must be able to determine the algo-
rithms present and functionality must be provided to select, load and release
functional modules as desired.

This is the task of the Dynamic Module Service (DMS), which is an es-
sential part of the PACLib architecture. An application can ask for a list of
classes implementing a special interface or a set of interfaces. This makes the
applications more adaptive to changing hardware configurations and allows to
exchange functional modules at runtime. The functionality provided by the
DMS is quite similar to COM (Component Object Model by Microsoft) and
CORBA. And indeed the solution we have chosen here has elements of both.
However, we have geared our solution to our purposes, which means that it is
not as general as COM or CORBA but our solution is fairly simple to use and
it is fast.

For such a system to work, interfaces have to be developed first, which
provide access to the functionality needed. We found that it is advantageous
to always only combine a small amount of functionality in one interface. The
interfaces should be generic and should abstract from specific functionality.
Generic interfaces allow to handle different components providing different
functionalities in the same manner.

5.3 Cooperation between Components

The PACLib framework allows to combine components by data channels. The
idea is to build a graph of image and signal processing units connected by data
pipes. The data pipes are represented by images, matrices and vectors. To
organize the data-flow in graph structures has been proved to be very useful
in many image and signal processing applications (KOHROS, Simulink, ...).
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In PACLib the structure of such a processing graph can be described in an
XML based text file or can be generated directly from the program code. The
important advantages are that the parameters used during an experiment can
be separated from the program-code (in a separate XML file) and the data
flow between the components can be specified in advance.

The following program demonstrates how a processing graph can be con-
structed. In the example, two processing units (a Sobel and a masking filter)
are connected by an image data channel (img2) and executed in a working
phase.

Program 1 C++ and XML version of an example processing graph structure.

CImage img1,img2;

CFilter Comp1("sobel");

CFilter Comp2("mask");

// specify the dataflow

// (structure of the graph)

Comp1.SetOption("input image",img1);

Comp1.SetOption("output image",img2);

Comp2.SetOption("input image",img2);

...

// working phase (execution)

Comp1.Apply();

Comp2.Apply();

<PROCESSINGGRAPH>

<IMAGECHANNEL IDNAME="img1" TYPE="INPUT"/>

<IMAGECHANNEL IDNAME="img2" TYPE="OUTPUT"/>

<FILTER NAME="sobel" IDNAME="Filter1">

<OPTION NAME="input image" VALUE="img1"/>

<OPTION NAME="output image" VALUE="img2"/>

</FILTER>

<FILTER NAME="mask" IDNAME="Filter2">

<OPTION NAME="input image" VALUE="img1"/>

...

</FILTER>

<FUNCTION IDNAME=’’MAIN">

<EXECUTE NAME="Filter1"/>

<EXECUTE NAME="Filter2"/>

</FUNCTION>

</PROCESSINGGRAPH>

5.4 PACLib Overview

This section gives an overview of the software system developed. It is called
PACLib, which stands for Perception-Action-Components Library. Additional
information and an online reference manual is available from

• www.visatec.info/VISATEC_deliverables.html

• www.ks.informatik.uni-kiel.de/~paclib

The main part of the PACLib software was developed completely in C++ in
order to produce fast code. Figure 5.1 shows the concept of PACLib. The user
program needs the Dynamic Module Service (DMS) module which is a sub-
library of the PAC-Library. It uses definitions and classes of PACMain, the
main PAC-Library module. The DMS allows modules which contain particular
functionality to be loaded dynamically at run time, and to search for available
functionality on an abstract level. The latter feature is achieved through the
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use of interfaces. Interfaces simply define some kind of functionality without
containing any implementation details. This ”dynamic” approach has two
main advantages:

• A program that uses certain functionalities through interfaces can take
advantage of future developments that also offer these interfaces.

• The developments of programs can easily be distributed between a num-
ber of developers each developing implementations for previously agreed
upon interfaces. These implementations can be compiled and tested sep-
arately, since they form autonomous entities which are only accessed
through an abstract interface.

Especially the second point is very important if, as is here the case, each
developer works in quite a different subject area and should be able to use
other people’s developments without having to worry about the implementa-
tion details. Furthermore, this library will probably be developed over a long
time span and only few of its developers will ever meet.

For example, diploma students will make developments that form self-
contained modules. However, they should be able to make use of developments
that came before them, and later developments should be able to make use of
theirs.

Regarding the given architecture, it was quite easy to wrap existing libraries
into PACLib to use them in our modules or to provide additional functionality.
See appendix B for a list of libraries which have proven to be useful for the
project.

Up to now, the following functional groups containing run-time modules or
simply statically linked classes were built:

• Application
The software framework provides wizards to generate program skeletons
for robot vision application. A special application class provides the
initialization routines to setup the DMS. This simplifies the creation of
new PACLib applications.

• Networking
Distributed computations are provided by PVM, the Parallel Virtual
Machine software. PVM is supported by a wrapper class included in the
PACLib framework. In the future additional CORBA functionality can
be added here to provide object oriented network computations in the
PACLib framework.

• Image
Modules and classes covering everything you can do with images in
PACLib
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– Filter
A number of filters to process images with, e.g. convolution, down-
sampling, de-interleaving, median, histogram equalization, point-
wise operations, spherical quadrature filter, structure multivector,
. . .
Additional functionality is provided by ImageMagick, one of the
wrapped 3rd party libraries, see appendix B.

– Image IO
Acquiring or sending image data: Display, image file access, frame
grabber and scanner access. There also is a virtual camera using
the PovRay ray tracer.

• Mathematics
General mathematical issues. So far, the linear algebra package LAPACK
and the FFTW are integrated.

• Robotics
Modules to address our moving hardware: a turntable, the Stäubli in-
dustrial robot plus an additional gripper with pressure control, the ISRA
robot as well as a virtual robot using the ray tracer PovRay.

• Graphic
Functionality provided by the CLU package.

• Neural Networks
PCA, Genetic Learning, and the complete TORCH package with addi-
tional functionality developed in the VISATEC project.

• Interface
Classes managing our interface structure, for example giving each inter-
face a unique ID.

• Data Structures / Database Formats
The objective of the VISATEC project is to design a learning-based
cognitive vision architecture and to implement essential generic com-
ponents for the automatic adaptation to underlying tasks and environ-
ments. This requires to handle training data, trained parameters and
association structures. Therefore we have developed XML based data
structures to handle these kinds of data. Within the PACLib framework
a set of classes simplify the manipulation of these data structures. The
most important data structures are:
The image database format organizes the information available for a set
of images. The image database store the file names and associate an
object name and other additional information with an image.
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The object knowledge base is a database which associates thetrained pa-
rameters and algorithms to the objects.
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Chapter 6

The VISATEC Final
Demonstrator

6.1 Scenario

In this section, the basic setup of the demonstrator and assumptions which
restrict its operations are described. It also describes the procedure for how
the system is trained to estimate the pose of an object. Finally, it describes
the strategy which is used to find and grasp an object. These descriptions
have been defined jointly by the project partners CAU, LiU and ISRA, to
meet the theoretical restrictions and assumptions imposed by the algorithms
for parameter estimation and as well as demands for practical usefulness in
industrial applications.

6.1.1 Setup and Assumptions

The VISATEC demonstrator is an industrial robot with a camera attached
to the manipulator arm. It is assumed that the lighting conditions can be
controlled, i.e., it is not subject to random changes over time. The optical
axis of the camera mounted on the manipulator arm and the rotation axis
of the robot’s tool are parallel, but not necessary identical. The camera is
monochrome with a fixed lens. A monochrome camera requires less light and
has a better SNR than a color camera. The use of a fixed lens implies that
there is no automatic way to change zoom, the focus of the lens, or the focal
length. This is a type of camera/lens configuration that is found in most of
the industrial vision applications around the world.

The objects that the system should locate always belong to a specific set
of objects that the partners in the consortium have agreed upon. All objects
are located on a plane, and 450 mm above that plane there is a second plane,
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the reference plane, in which the camera moves when the system centers on
an object.

6.1.2 How to Train an Object

The demonstrator system is trained by changing the position, orientation and
pose of the camera relative to a specific object. The robot is given a reference
position in its world coordinate system and an object is placed there. The
robot then moves the camera on a half-sphere around this reference point and
collects samples of the object from different view points. These images together
with the angles of the tilt of the robot tool are sent to different algorithms
for evaluation. The algorithms build up their neural network or database of
features, and finally an optimal view of the object is evaluated, see below for
explanation.

The advantage of using the manipulator as the tool for training, rather than
a separate turntable, is that in every setup that uses such a system the robot
is already available. In this way, the lighting conditions during training is as
similar as possible to what they will be like when the system operates, thereby
providing a more stable system.

The term “optimal view” is used to refer to the viewing direction found dur-
ing training which gives the best estimate of the object state. The estimation
of object state is normally dependent on how many local features which can
be seen from each view and therefore there are one or more views that give
the best estimate since these views exhibit many features which in addition
are unique for the view. The optimal view can be found during the training
procedure. We apply the trained system to a number of test images of the
object from a number of views and check the confidence measurements. The
optimal view is the view that results in the highest confidence measurement.
If the ground truth is available it could be even better to measure the error in
the object state estimate and use this for detecting the optimal view. In the
case that there is multiple views which can be characterized in this way, one
of them is chosen as being optimal. It might be that different algorithms find
different optimal views for an object. There is no straightforward solution to
this problem, but an easy and reasonable approach is to use the optimal view
from the “best” algorithm. Which algorithm is best is decided on by measur-
ing how small the error of the estimate is in the optimal view. Algorithms
that give only estimates of orientation changes in the image plane are trained
by using images from the optimal view.
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6.1.3 Strategy to Find an Object

The system uses the following strategy to find an object, see also Figure 6.1.
This strategy assumes that the system first has been trained for a specific
object according to Section 6.1.2. The strategy can be divided into a number
of states, described below.

1. Random movement In this state, the camera is always looking straight
down. First, a movement to position the tool of the robot in the reference
plane is made. This is followed by a semi-random movement (6.2.1) of
the camera in the reference plane. After each movement an image is
acquired and analyzed. If the system does not find anything of relevance
it keeps on moving to a new random position in the plane. However, if
the pose estimation algorithms produce estimates of good confidence this
is taken as an indication that a relevant object is found and the system
changes state to the following state.

2. Center the object in the reference plane In this state, the camera
is moved in the reference plane until the discovered object is centered in
the image.

3. Move on a half-sphere When the object is centered in the image,
the system starts to move on a half-sphere with a fixed distance to the
object (6.2.1). These movements are made to reach the optimal view of
the object.

4. Center the object in the tangent plane When the optimal view
for pose angles is reached by moving on a half-sphere, the system again
centers the camera on the object, but now by moving in a plane tangent
to the half-sphere given by the optimal view.

6.2 Architecture of the Final Demonstrator

It is clear that we need purposeful movements of the camera and multi-cue
integration between algorithms as well as between several views. To implement
this we have ended up with a system architecture as seen in Figure 6.1. We
will now detail this architecture in the following sections.

6.2.1 System States

The system states presented in the previous sections can be summarized into
the following two modes
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Figure 6.1: VISATEC system architecture
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• Random movement to find something of interest (state 1).

• Purposeful movement of the camera toward the object’s optimal view
using multi-cue integration between 3D and 2D pose capable algorithms
(states 2, 3, and 4).

There are also the system modes for calibration and for learning an object
which are considered “off-line” modes. The following is a detailed presentation
of various aspects of the system.

Random Movement

This is the state (state 1) that the system starts in and returns to after each
successful positioning of the robot in the optimal view. The purpose of this
state is to ensure that the system can see the full area that it operates in. The
system only leaves this state if it finds something that is interesting.

The estimates from all algorithms are integrated by means of clustering
(Section 4.5) and when there is at least one cluster which has a confidence c
larger than some threshold t, then this is taken as an indication that there is
an object for which the system can estimate pose parameters, and later grasp.
If there are several clusters with c > t, the one with largest c is used.

The assumption is that t can be set to a value which allows us to assume
that an object for which c > t is possible to grasp, e.g., is not occluded by
other objects. If several objects are placed in a pile, some of them are oriented
so that they can be grasped whereas others cannot. The system starts by
removing the topmost objects, that are possible to grasp, and eventually the
other objects will also become possible to grasp.

Purposeful Movement

Purposeful movement refers to states 2, 3 and 4. Figure 6.2 shows the strat-
egy used for the purposeful movement. In these states, the system integrates
output from all its algorithms to form an estimate of the interesting object’s
state. This state estimate is used to change the position of the camera first by
moving it only in the reference plane to center the object in the image (state
2).

When the camera is centered on the object, the system moves on a half-
sphere towards the optimal view (state 2). This movement is made with a
number of steps, and this number can be managed in different ways. For the
purpose of system evaluation, a fixed number of steps has been used, but for an
operational system a more reasonable solution is to complete this state when
the camera movements become sufficiently small.
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Figure 6.2: Demonstrator object recognition and pose estimation search strat-
egy. From top left to bottom right: 1. First estimate of object pose. 2. Centering
of camera on object in plane parallel to base plane. 3. Movement of camera on
half-sphere in order to obtain ’optimal view’ of object. 4. Movement on tangen-
tial plane for final centering.
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As the manipulator is moving to center the object, estimates of pose made
at previous steps towards the object are integrated with the current one (Sec-
tion 4.5). The previous estimates are weighted with a function of the length of
the corresponding steps. This means that the further away an “old” estimate
is from the current position the less weight it gets in the integration.

When the object is centered, the system changes to state 3 in which it
moves the camera on a half-sphere to the optimal view. The assumption is
that the object is at the correct distance to the camera which, however, is
not always correct, e.g., for an object lying on top of another object. As a
consequence, the object may not be centered in the image when the optimal
view is reached. Consequently, when state 4 is completed the system changes
to state 5, in which it again centers the object in the image. The difference
to state 3 is that now the camera moves in a tangent plane to the half-sphere
perpendicular to the optimal view.

Calibration

There are two calibrations of the system that need to be done. First, we need
a camera calibration that estimates the camera projection matrix and the lens
distortion parameters. This calibration is made using a pin-hole camera model
and by calculating the parameters explicitly by means of a calibration grid.

Second, a hand-eye calibration is needed which estimates the position of
the camera relative to the robot tool. Figure 6.3 shows a schematic drawing
of how the camera is attached to the robot arm. The camera is the darker
box mounted on the manipulator arm and its coordinate system is FC . The
coordinate systems FR and FT are predefined in an industrial manipulator,
whereas an object coordinate system, FO, can be defined by the operator.
The hand-eye calibration finds the transformation that is marked X in the
figure, i.e. the transformation between FT and FC . Under the assumption
made in Section 6.1.1, i.e. the camera is attached to the robot in such a way
that the optical axis is parallel to the tool axis, it is possible to use a camera
without housing to perform a common tool calibration with the robot. The
transformation X estimated here is later used to transform the object pose to
world coordinates as discussed in Section 4.5.

6.2.2 System Parts

Figure 6.1 shows a number of system parts which here are presented in more
detail.
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Figure 6.3: Coordinate systems for robot

Image Acquisition

The purpose of this part is to capture an image from the camera and produce
an image which can be used in the subsequent processing. In principle, this
could include rectification of the image to take care of lens distortions or other
geometric distortions generated by the camera.

Supervisor

The supervisor implements the different states used for operating the system,
by continuously monitoring the parameters necessary to change from one state
to the other. It also implements the training system state.

Pose Estimation Algorithms / ROI

The camera image is used as input to a number of algorithms for pose estima-
tion. The following algorithms are implemented in the system, for a detailed
description see the references.

• 2D scene tensor which finds points of interests corresponding to 2D
corners and estimates there parameters of the corners to find rotation
and translation invariant doublets. See the deliverables related to WP3
and WP4, and [52, 70, 53]. In the following, this algorithm is referred to
as the Tensor algorithm.

IST-2001-34220 VISATEC Final Report Page 136/183



6.2 Architecture of the Final Demonstrator

• Log-polar which uses the standard Harris [32] point of interest detector
combined with a log-polar transform of the corresponding local region to
find rotation and scale invariant feature points. See [74]. In the following,
this algorithm is referred to as the Log-polar algorithm.

• Silhouette based Pose2D3D which recovers the 3D silhouette of the
surface CAD model with respect to the camera, see [62]. From the image
the outer contour of the object is used and the corresponding projection
rays are calculated to get a set of 3D point-line correspondences. Finally
the pose of the object is estimated by finding the rigid body motion
(rotation plus translation) which minimizes the euclidian distance of each
point-line constraint.

• 2D structure multivector which also uses the standard Harris [32]
point of interest detector combined with the structure multivector [19] to
compute rotation invariant features that describe the corresponding local
structure. In addition to features based on the structure multivector, also
Cartesian invariant features [24] are used. See the deliverables related to
WP3 and WP4. In the following, this algorithm is referred to as the 2D
algorithm.

The first three algorithms can estimate 3D pose and the last algorithm can
only estimate 2D pose.

In addition to these algorithms, the evaluation of the system is made relative
to a 2D edge based method provided by ISRA Systems. This method is not
integrated into the demonstrator system.

Experiments with the demonstrator can be found in sections 6.3 and 6.3.2.
The silhouette based Pose2D3D algorithm is treated separately in section 4.4
since it does not qualify for all of the experimental setups we describe in
section 6.3.

Multi-Cue Integration

Figure 6.1 shows that the system uses multi-cue integration both between
algorithms and between several views, i.e. robotic states or time steps. We
refer to section 4.5 for details on this topic.

6.2.3 Demonstrator Implementation

The demonstrator is implemented in an industrial environment at the labora-
tory of ISRA Systems. The implementation is based on software produced by
all three project partners, the robot controller is implemented by ISRA and
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Figure 6.4: Example image of experimental setup. The camera is fixed to the
robot arm looking down onto the workplace.

the rest of the system by CAU and LiU. As a consequence different software
and hardware components have to be connected, and in short the configuration
is as follows. There are two PCs, one running the ISRA software package and
the other one running the VISATEC software package. Both are connected by
Ethernet. The connection between the PC with ISRA software and the robot
controller is realized by a standard fieldbus interface (INTERBUS). Internally,
the ISRA software uses the VISATEC software as an image processing slave.
They communicate via a proprietary TCP/IP based communication protocol
realized by ISRA.

This section describes the experiments done at ISRA Vision and summa-
rizes the different setups. The experiments are divided into two groups. The
tests in section 6.2.4 and 6.3.1 are done in a real world environment. The
experiments in section 6.3.2 are done in a virtual environment. We begin our
description with the real world experiments as they demonstrate the function-
ality of the system and reflect the capabilities of the system operating in a
realistic environment.

Figure 6.4 shows an example image of the experimental robot system setup
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robot

light A light B

object

camera
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(rotation is around 
the optical axis of the 
camera)

Figure 6.5: Schematic drawing of experimental setup (top view). The camera
is fixed to the robot arm looking down onto the workplace.

at ISRA as it was used for training and operation. Figure 6.5 illustrates this
configuration schematically. There are two lights, A and B, which can be
switched on or off. The following light conditions are used:

• Light 1 Both lights A and B are turned on.

• Light 2 Light A is turned on, light B is turned off.

The background of the scene can be changed and different objects can be
placed onto the background. The following backgrounds are used:

• A black velvet (background 1)

• A conveyer belt (background 2)

• A calibration plate (background 3)

• A cardboard box with plastic tape (background 4)

During training of the system background 1 is always used. The following
object configurations are used:

• A single object.

• A single object to be detected is surrounded by other different objects
which do not occlude the first object.
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method obj. socket obj. bug parameter estimates for
tensor 94 177 (yaw, pitch, roll, x, y, scale)

log polar 94 177 (yaw, pitch, roll, x, y, scale)
2D 60 60 (roll, x, y)

multi cue 153 236 (yaw, pitch, roll, x, y, scale)

Table 6.1: Number of images used to train the algorithms for the different
objects and number of parameters estimated by the different methods.

• A single object to be detected is surrounded by other different objects of
which at least one occlude the first object.

Finally, there are two type of objects which the system is trained to recognize
and estimate pose for:

• A plastic socket with electrical outlets, referred to as socket.

• A casted metal housing of an electrical motor, referred to as bug.

Figures 6.6 and 6.7 show typical images taken during the experiments to exem-
plify the different scenes. It should be emphasized that not every combination
of all the above parameters have been considered during the testing.

The algorithms are trained for the different objects by capturing several
images (see table 6.1). During training the objects are placed on black velvet
(background 1) which makes it easy to segment the object from the back-
ground. The recognition algorithms produce pose estimates in image coordi-
nates and these are transformed into robot coordinates.

6.2.4 Experiments with Ground Truth

In order to produce test data which are comparable and analyzable, the camera
is always placed in a position in which is sees the object to be detected. Thus
during the tests the system state 1, called random movement in plane in section
6.1.3 is disabled. However, given this restriction, different staring positions can
be chosen for different test scenarios. Furthermore, each of the remaining states
2 to 4 are each given seven iterations:

• State 2: moving in the reference plane (iteration 1 - 7)

• State 3: moving on a half-sphere (iteration 8 - 14)

• State 4: moving on a tangent plane (iteration 15 - 21)
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Object: socket
Background: 1
Two light conditions

light1 light2

Object: socket
Background: 1
Two light conditions

light1 light2

Object: bug
Light: 1
Background: 1

Object: bug
Background: 2, 3, 4
Two light conditions

Figure 6.6: Example images for the different scenarios. The images were taken
during the experiments.
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Object: bug
Background: 1
Different light
Different object
configurations

light1 light2

Figure 6.7: Example images for the different scenarios. The images were taken
during the experiments.

In all the tests with ground truth the final position of the robot should cor-
respond exactly to the training position and the error in detection is measured
by comparing the deviation between the two positions.

General Test of the System

The first experiments performed at ISRA are done to test the general func-
tionality of the system. These tests are performed in the training environment
with background 1. The tests are done by moving the robot to a predefined
position (different from the training position). Then a set of different pose es-
timation procedures are selected. During a test run the system steps through
the three system states described above. For each of the seven iterations the
estimates and the new position of the robot is stored for the evaluation. Each
experiment is repeated with identical parameters at least five times for each of
the four algorithmic combinations (tensor/log-polar/2D/multi-cue). This was
not planned when we develop the test plan, but it turns out to be necessary as
one can see in the figures 6.12, 6.13, 6.14. The plotted curves originates from
exactly the same start situation, but differ obviously. The different results
comes mainly from the noise in the image and from positioning errors of the
robot at the beginning of each run. This proves to be true if one look at the
results of the synthetic setup in which the system behaves exactly the same
for each run.

The experiments are done with (table 6.2) and without (table 6.3) history-

IST-2001-34220 VISATEC Final Report Page 142/183



6.3 Experiments

method
scenario

tensor log po-
lar

2D multicue (log
polar + ten-
sor)

multicue ten-
sor + log po-
lar + 2D

redsocket / background 1 / configuration 1
light 1 10 10 7 3 10
light 2 5 5 3 4 5
redsocket / background 1 / configuration 2
light 1 2 2 fail 1 2
light 2 2 fail fail 1

Table 6.2: Test made without history cue integration.

cue-integration to evaluate how this kind of cue-integration improves the sys-
tem.

Experiments to Light Invariance

To test the system’s behavior relative to changes of the light conditions the
algorithms are trained when both lights (A and B) are turned on (setup called
light 1). The test procedure is then done in the same way as in the first
experiment except that light B is switched off (setup called light 2). The
configuration of the different light sources is shown in the schematic drawing
of figure 6.5.

Experiments in Cluttered Scenes

The algorithms are designed to work in cluttered scenes and should also work
on images were the object is partially occluded. To test these properties of
the algorithms several other objects are placed on the workplace (see figure
6.6 and 6.7 background). The test procedure is then done in exactly the same
way as in the non-cluttered configurations described in previous sections.

6.3 Experiments

6.3.1 Experiments without Ground Truth

To perform experiments with ground truth it is important to leave the object
at the training position. This restricts the experiments to situations where
the object is placed on the black velvet background used during the training if
ground truth is required. This situation, however, does not correspond to an
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method
scenario

tensor log polar 2D multicue tensor
+ log polar + 2D

redsocket / background 1 / configuration 1
light 1 5 5 5 5
light 2 5
bug / background 1 / configuration 1
light 1 5 5 5 5
light 2 5 5 5 5
bug / background 1 / configuration 2
light 1 5 5 5 5
light 2 5 5 1 5
bug / background 1 / configuration 3
light 1 3 3 2 1
light 2 2 1 4 1
bug / background 1 / configuration 4
light 1 1 1
light 2
bug / background 1 / configuration 5
light 1 3
light 2

Table 6.3: Test made with history cue integration.

IST-2001-34220 VISATEC Final Report Page 144/183



6.3 Experiments

method
scenario

tensor log polar 2D multicue tensor
+ log polar + 2D

bug / background 2 / configuration 6
light 2 1
bug / background 3 / configuration 7
light 2 1
bug / background 4 / configuration 8
light 2 1(with fail-

ures)
1

Table 6.4: Test without ground truth to test the robustness of the algorithms.

industrial setup. For this reason some tests are performed without knowing
the exact position of the object. In these experiments the objective is to test
the ability of the algorithms to detect the object in cluttered scenes. The
result is checked by verifying the position of an arrow indicating position and
orientation of the detected object in the image.

6.3.2 Synthetic Experiments

In order to obtain results with well-defined ground truth and free of any per-
turbations caused by inexact camera calibration and different light conditions,
it was decided to do some tests on synthetic data to evaluate the performance
of the system as well as the individual algorithms.

The setup for these experiments is exactly the same as for the real tests. The
modularity of the software system enables the encapsulation of the well-known
open-source ray tracing program povray to serve as a freely moveable camera
in a virtual environment. The advantage of this virtual environment is that
there is no influences from image noise and robot positioning error. Therefore,
it is possible to study the behavior of the system on ideal data. It shows, in
fact, that the system exhibits perfect repeatability when it comes to the start
positions. This means that given the same start position and with all other
parameters unchanged the system behaves exactly the same. In contrast to the
real tests, it is therefore not necessary to generate several test runs for the same
start position. On the other hand, it shows that above mentioned influences
are important since the real system exhibits a wide spread in performance for
fixed start position.

Figure 6.8 shows the object we use for evaluating the system on synthetic
data. The object shape is stored as ascii data in a povray-file while the tex-
ture is a simple bitmap. The virtual robot module receives its instructions after
each movement from the demonstrator and appends the correct camera set-
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Figure 6.8: The synthetic object used, a fictitious milk container. Left is the
top view as presented to the object in the first steps. The right image shows the
object from its optimal view.

tings to the object file. The virtual camera module then invokes the ray tracer
to process this file. The rendered image is passed back to the demonstrator as
resulting measurement from the movement.

The resolution of the virtual camera is comparable to that of the real camera
used. The images are converted to gray scale after rendering.

As in the simplest real world setup, the object is placed on a black back-
ground, for training as well as for detection. As a consequence, the simplest
environment possible is used and with this setup the demonstrator should
produce its best possible performance and show its limits.

6.4 Results

In this section the different experiments presented in Section 6.3 are analyzed
and the results are discussed.

We have decided to evaluate the measurements by calculating three different
errors:

• The position error is the Euclidean distance between the robot’s current
position and the training position.

• The angular error is calculated by expressing the rotational parts of
the two poses in quaternions and calculating the scalar product between
them. Thus the angular error corresponds to the rotation around the axis
with the smallest angle necessary to transfer one transformation into the
other.

• To take care of the fact that it is often difficult to estimate the full three-
dimensional rotation in a monocular setup we have decided to analyze
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the roll angle separately. The roll angle describes the orientation of the
object in the image plane. In the experiments we use the training position
as the target position and as such the estimated roll angle corresponds
directly to the roll angle error.

6.4.1 Results from the Real Environment Experiments

As already mentioned in section 6.3 the experiments in the real environment
are repeated several times, because the system behaves different despite of
the same parameter settings and the same starting position (figures 6.12, 6.13
and 6.14). To take this effect into account and to compare the accuracy of
the different algorithms in the real environment the average errors over five
realizations of the same setup are calculated and plotted.

The figures 6.9 and 6.10 show the angular and position error for the two
different light conditions used during the experiments with the socket. The
figures show that in this scenarios the cue integration in general improves the
robustness and accuracy of the system. This behavior is also visible in the
plots with the bug object, as one can see in figure 6.11. Here the multi-cue
integration between algorithms obviously outperforms the system utilizing only
one algorithm.

Especially the integration of the history information stabilizes the system
during runtime. The improvements of the history cue integration becomes
apparent when we look at the graphs in the figures 6.10 (top) and 6.15. The
angular error using multiple cues from different algorithms has a much higher
variance than the one with history. Most frequently the system without his-
tory integration ends up with also with higher errors. The history multi-cue
integration is particularly conducive if a single algorithm is executed. The
variance in the angular and the positioning errors within a single test run are
in these cases higher than the errors using multi-cue between algorithms and
thus the positive effect of the history is much stronger.

From the two figures 6.9 and 6.10 one can see that in general the errors
have more variance if the light condition differs from the training situation.
Especially in this situations the multi-cue integration stabilizes the system.

Another important property of the multi-cue integration is the robustness
against failures. If one of the algorithms fails the system using multi-cue
integration is still able to reach the final target position. This can be seen in
the figure 6.10, where the 2D algorithm fails in the last iterations and in figure
6.11, where the primary votes of the single algorithms return pose estimates
with very large errors. In these cases the result of the multi-cue integration is
still correct and the robot can reach the final destination.

We have compared the accuracy of the system with the algorithm provided
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by the industrial partner. In the figures 6.16 and 6.17 it seems that in most
cases the algorithms developed during the project can not outperform the
accuracy of the industrial algorithm in the roll angle estimates.

Regrettably we are not able to compare the positioning error. The indus-
trial algorithm is not integrated into the system and needs to be calibrated
independently. During the error analysis it turns out that the estimates from
the industrial algorithm are biased and the position results are not directly
comparable.

But there are other differences between these approaches, so that the di-
rect comparison is difficult anyway. First of all one has to mention that the
algorithms developed within the project are designed to work without human
interaction. The industrial algorithm needs to be tuned and the user has
to specify which of the features are descriptive for the specific object. The
VISATEC algorithms are used (trained) without special human interactions.

The second point is, that the algorithms are designed (and this concerns
also to parts of the 2D algorithm) in the mind of estimating the 3D position of
an object. This restricts the number of constraints usable in an algorithm and
doubles the number of parameters to be estimated. That clearly influences the
accuracy and robustness of the estimation procedures.

Another important difference is, that the algorithms that are integrated into
the demonstrator are based on features located at interest points, whereas the
ISRA algorithm uses edges. The set of edge points is much more dense than
the set of interest points currently used in the system. Further research will
therefore include contour and area information as an additional cue for the
system. We have already described our affords into this direction (see also
section 4.4, but here the automatic model generation is still missing.

The final system is developed, as described in section 6.1.3, to use a three
state procedure to reach a target position. Each state restricts the movements
of the robot to a plane or to a sphere. This design originates from the func-
tioning of the pose estimation algorithms and the structure of the training
sets used. During the experiments it turns out that a system allowing free
movements of the robot would probably perform better. The effect of state
changes during a test run can be observed in the real and in the synthetic
environment. Figure 6.9 (bottom), 6.13 and 6.18 (bottom) are examples for
this problematic behavior. If the system reaches a new state (iteration 7 and
14) it is not possible to correct failures resulting from the previous states. The
only possibility for the system is to correct the failure by adjusting another
parameter, which minimizes the error of the pose estimates according to the
image but not the error in the robot’s position.
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Figure 6.9: Results of the experiments with the socket object on black back-
ground. The plots show the average (over five realizations) of the robot’s angular
and position error at each iteration.
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Figure 6.10: Results of the experiments with the socket object on background 1
with one light switched off (scenario light 2). The plots show the average (over
five realizations) of the robot’s angular and position error at each iteration.
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Figure 6.11: Results of the experiments with the bug object on black background
with one light switched off (light condition 2). The plots show the average (over
five realizations) of the robot’s angular and position error at each iteration. The
2D algorithm fails in this scenario, but can improve the estimates in the multi
cue setup by using an initial guess of the objects pose from the other algorithms
(iteration 15-21).
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Figure 6.12: The robot’s angular error for five different realizations estimated
during the the experiments with the socket object. The curves of the multi-cue
integration always ends with an angular error less than 0.6 degrees, which is
only improved by two test runs using a single algorithm.
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Figure 6.13: The robot’s position error for five different realizations estimated
during the the experiments with the socket object.
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Figure 6.14: The robot’s roll angle error for five different realizations estimated
during the the experiments with the socket object. The curves of the multi-cue
integration always ends with an error less than 0.5 degrees, which corresponds
to the minimal errors reached by the best algorithms for this scene.
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Figure 6.15: Results for the roll angle error with the socket object on black
background with two different light conditions (light condition 1 at the top; light
condition 2 at the bottom). The roll angle corresponds to the orientation of the
object in the image plane.
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Figure 6.16: Results for the roll angle error in a two dimensional setup to
compare the results with the ISRA software. The roll angle corresponds to the
orientation of the object in the image plane. In this experiment the bug object is
placed on black background with two different light conditions (light condition 1
at the top; light condition 2 at the bottom). The curve for the ISRA algorithm
corresponds to the average error over five measurements. For convenience it is
drawn as a constant line over all iterations.
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Figure 6.17: Results for the roll angle error in a two dimensional setup to
compare the results with the ISRA software. The roll angle corresponds to the
orientation of the object in the image plane. In this experiment the bug object is
placed in a cluttered scene with two different light conditions (light condition 1
at the top; light condition 2 at the bottom). As in the previous figure the curve
for the ISRA algorithm corresponds to the average error over five measurements.
For convenience it is drawn as a constant line over all iterations.
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6.4.2 Results from the Experiments without Ground
Truth

The experiments without ground truth allow us to remove the black velvet
used during training. Because of time restrictions they are not done as sys-
tematically as the ground truth experiments, but can show the capabilities of
the system operating in situations very different from the training situation.
The test are also done without stepping through all of the system states, since
we do not have a qualitative measure when omitting the ground truth. We
rather canceled each test run as soon as the system seemed to have succeeded
or failed in recognizing the object.

The different tests made are listed in table 6.4. As one can see many of the
fields in the table are left blank, due to lack of time. But we can show, that at
least one of the algorithms in the system can detect the objects in the difficult
scenarios shown in figure 6.6.

The specific difficulties of the scenes are:

• changing light conditions

• regularly structured background (conveyer belt)

• contrast change at object boundaries (calibration plate)

• reflections on the background

• multiple similar objects

• shadows casted by nearby objects

From the results presented in the previous section we expect that the overall
system with multi-cue integration exhibits even better behavior.

6.4.3 Conclusions for the Real World Experiments

To conclude the experiments made in the real world environment we summarize
the main results:

• It has been shown that multi-cue integration improves the system per-
formance. The smoothing effect of the history-cue integration is clearly
visible and the integration between algorithms obviously increases the
robustness.
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• We have tested the system successfully using objects typical for an in-
dustrial application.

• We have demonstrated that it is possible to retrain the system to recog-
nize different objects by simply capturing new training sequences without
further human interactions.

• The system is also able to estimate the three dimensional pose of the
object with a monocular setup. This improves the capabilities of the
algorithms used up to now at ISRA Vision.

• We were surprised to what extend image noise influences the system
behavior (see also section 4.5).

6.4.4 Results in the Synthetic Environment

Figures 6.18-6.21 show all the tests performed for this setup. Whenever possi-
ble all three single algorithms are evaluated on their own. When there is more
than one algorithm employed, we use inter-algorithm multi-cue-integration.
Additionally, the ’history’ keyword means that we employed also multi-cue-
integration over time, meaning that we use old estimates to influence the esti-
mates of each step. This results generally in a smoothing of the demonstrator
movement and much better overall system performance. Note that, in con-
trast to experiments done in section 6.4.1, we do not use history-multi-cue-
integration for the individual algorithms here.

The pixel-to-world calibration of this setup has been done only coarsely,
which should be fine for a servoing system since it just influences the conver-
gence rate of the translational movements. The experiments show that for a
fixed set of parameters the system behaves exactly the same. That is different
for real-world images as illustrated in figures 6.12-6.14. We can conclude that
the image noise and, to a probably much lower extend, the robot positioning
error play an important role for system performance.

Let us have a closer look at the various experiments done. Like in section
6.4.1 each experiment has been done several times. Since the system trajectory
repeats itself for all parameters unaltered, we decided to change the start
position and the start roll angle for each run. Figure 6.18 shows the angular
error and the error of the roll angle explicitly for every of the ten runs and
each of the algorithms. We think that these graphs show quite impressively
that multi-cue-integration helps to stabilize system behavior. We do not show
this kind of graph for the displacement error. The effect is the same but of
lower magnitude.

For our further study we calculated the mean values of each error measure
over ten system runs. Figure 6.19, top, shows the mean angular error. The
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bottom of this figure displays a run where we deliberately made one algorithm
fail. Still, in both graphs, the system ends with a success. Mind the scale of the
ordinate! In the top graph we can see the smoothing effect of the history-multi-
cue-integration where the tensor plot oscillates around it, iteration 10 − 15.

It is striking, that the magnitude of the angular error is bigger than for the
socket or the bug. We think that this relates to the fact that we have sampled
the object much sparser during training: like for the other two objects, we
have used about 200 pictures as training set. Unlike for the other two objects,
these pictures are distributed on the whole upper half sphere and not only
up to a pitch of 35 degrees. The optimal view, on the other hand, as shown
next to the graph, is chosen in a way that it lies explicitly not within the
training views. In fact, it is chosen to lie as far away as possible from the four
adjacent views. And since the pose estimation algorithms interpolate between
the training views, the error is bound to increase for sparser sampling.

In figure 6.20 we see the positioning error. The absolute values shown here
do not say too much since we did not calibrate units to millimeter. Still,
one conclusion from this figure is that all algorithms perform in a similar well
matter given optimal conditions. On real world images, as show in section
6.4.1, this is different.

The 2D algorithm seems to perform especially well. It has been mentioned
elsewhere in this text that this is due to the fact that the individual evaluation
of the 2D algorithm begins on the optimal tangent plane. When it is executed
in compound with the other algorithms, it suffers from the errors carried forth
from the first steps as well.

In the last 7 iterations we can again see the smoothing done by integration
several cues over time. The multi-cue integration curve drops much slower
than do the curves of the individual algorithms due to the fact that there is
one strong and persistent guess from iteration 8 to 14. Remember that the
robot does not translate in this system step.

It is also remarkable that, unlike for the real world images, the position
error actually decreases within the last seven iterations, as it was intended to
do by the design of the system. This seems to show that the system was not
so well calibrated as we assumed it to be during the real world runs. We think
there has been an offset in the z-coordinate of the object there.

Finally, in figure 6.21 we show the roll angle error. The trajectories of the
roll angle behave completely different here from the ones seen e.g. in figures
6.15 and 6.17. Unlike for the real world images, the roll angle drops quickly
and evenly to around 0.1 degrees during the first seven iterations where only
the top view of the milk tetra-pack, see left of figure 6.8, is presented. We can
again see the smoothing effect of the history-cue integration. The shape of the
trajectory suggest that it would drop to an even lower error if allowed more
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iterations. Since the top view of the milk is member of the training set1, we can
conclude that the virtual system performs well on known views, much better
than the real-world system. The error between iterations 8 − 15 is coupled
closely to the angular error. We discussed it there. Between iterations 15− 21
the error decreases in the end after a first increase. As for the first centering
state, iterations 1 − 8, it would be interesting to allow more iterations to see
where the roll angle finally converges to.

An interesting remark is that the shape of the multi-cue integration tra-
jectory in the top and bottom graphs are quite similar while the individual
algorithms differ to some significant extend.

To sum things up, using synthetic images we cannot prove that a system
really works well in an industrial environment. But since we have shown that
in section 6.4.1, we can use the synthetic setup to show how well the system
might work or what possible mistakes we have made in the real-world setup.

Here are some selected points of what we have learned from this experiment:

• We where not able to show how different start positions influence the
system behavior for the real-world setup. This was due to the fact that
the system shows a different behavior each run. In the synthetic envi-
ronment the system repeats well for all parameters unchanged. Figure
6.18 shows the behavior for the runs with ten randomly chosen starting
positions and roll angles. We did not expect the influence of this being
so high, especially the roll angles differ greatly.

• The good repeatability of the virtual setup also shows that all algorithms
really work deterministic without a random element. That emphasizes
the importance of external parameters like image noise.

• The curve of the position error behaves completely different for the real-
world and synthetic setup within iterations 15−21. We can conclude that
we have made a systematic error during calibration, since this movement
on a tangent plane really should decrease errors.

• The smoothing effect of the history-multi-cue-integration is clearly visible
in the graphs. The ”forget-factor” of the history has been chosen in
a quite ad-hoc matter. For all the benefits this approach gives us, we
should be careful not to over-smooth the behavior of the system, since one
important thing for industrial application is speed and thus convergence
rate.

• The density of the sampling of the object on the half sphere during
training is crucial for system performance.

1which is always true, also for the real-world objects
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Figure 6.18: This figure is best viewed on a color printout. The angular (top)
and roll (bottom) error for 10 different start positions. We see that the tra-
jectories of the system are much more confined when multi-cue integration is
applied.
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Figure 6.19: Top: Mean of the angular error for 10 different start positions.
Bottom: The angular error for a selected single run where the parameters of the
tensor algorithm were tuned to yield especially bad results. This run was not
used in calculating the mean errors

IST-2001-34220 VISATEC Final Report Page 163/183



Chapter 6: The VISATEC Final Demonstrator

8 15 22
0

0.05

0.1

0.15

0.2

Robot position error MEAN

iteration number

un
its

Tensor (T)
Logpol (LP)
2D
T+LP+2D
T+LP+2D+history

8 15 22

0

0.05

0.1

0.15

0.2

Robot position error MEAN

iteration number

un
its

Tensor (T)
Logpol (LP)
2D
T+LP+2D
T+LP+2D+history

Figure 6.20: Top: Mean of the translation error for 10 different start positions.
Bottom: The translation error for a selected single run where the parameters of
the tensor algorithm were tuned to yield especially bad results. This run was not
used in calculating the mean errors
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Figure 6.21: Top: Mean of the roll angle error for 10 different start positions.
Bottom: The roll error for a selected single run where the parameters of the
tensor algorithm were tuned to yield especially bad results. This run was not
used in calculating the mean errors
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Appendix A

Geometric Algebra

Geometric algebra has a lot of useful applications and anyone interested may
read the introductions [58, 15, 14, 30, 33] as well as the papers on the topic
on this website1. Here, we will briefly state the things which are necessary to
know to understand section 2.5.

We will deal with the geometric algebra G4 derived from R
4 which consists

of the following orthonormal basis

{1, e1, e2, e3, e4, e12, e13,
′ e14, e23, e24, e34,

e123, e124, e234, e134, e1234 = I4}. (A.1)

The 1 indicates the basis of a scalar, the ei are the unit vectors of R4, the
eij are unit bivectors, the eijk are unit trivectors, and e1234 or I4 is called
pseudoscalar. Any linear combination of different types of basis elements is
called a multivector. The basis multivectors are spanning subspaces of G4 of
different grade. The grade operator 〈·〉i, 0 ≤ i ≤ 4, gives the component of the
i-th grade of any multivector.

The most important thing about this algebra is its product, the geometric
product. It is, for any two vectors a and b, defined to be

ab = a · b + a ∧ b (A.2)

The · product is called inner product. It is comparable to the standard scalar
product. The ∧ product is called outer product and is, in 3D, comparable
to the standard cross product. There is a lot to know about the geometric
product, however, the only we care about for now are the following simple

1
www.ks.informatik.uni-kiel.de
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rules for i 6= j 6= k:

eiei = ei · ei + ei ∧ ei = ei · ei = 1 (A.3)

eiej = ei · ej + ei ∧ ej = ei ∧ ej = eij = −eji (A.4)

(eiej)ek = ei(ejek) = eiejk = ei ∧ ejk

= eijk = −eikj = ekij = −ekji (A.5)

eieij = ei(eiej) = (eiei)ej = ej (A.6)

ei(αei + βej) = α + βeij = s (A.7)

Equation (A.3) says that basis vectors square to 1 in G4. The outer product
of a vector with itself is zero. Equation (A.4) on the other hand states that
the inner product of orthogonal vectors is zero while the outer product gives a
bivector. Note that the outer product is anticommutative, which means that
ei∧ej = −ej∧ei. We see that the geometric product of two basis vectors gives
a basis bivector. The product of three basis vectors gives a basis trivector, as
shown in equation (A.5). We also see here that this product is associative.
Again, swapping of two adjacent indices results in a sign change.

There are several reasons why we need bivectors, trivectors and pseu-
doscalars. In general these new algebraic entities in comparison to the vectors
of R4 result in the necessary flexibility to model the required phase concept in
higher dimensional space. At least for bivectors there is a very simple geomet-
ric interpretation which we understand when we regard equation (A.6). The
bivector eij represents the operation needed to rotate ei to ej, when applied
from the right. So, a basis bivector represents a rotation by 90 degree in the
plane spanned by the two vectors it was created from with the outer prod-
uct. That is very similar to the complex unit i. This behavior is generalized
in equation (A.7). It shows that the geometric product is distributive, but
that is not the main point. We regard the product of a basis vector and a
linear combination of basis vectors. Like in equation (A.6) this results in the
operation needed to rotate ei to αei + βej, a linear combination of a scalar
and a bivector, which we want to call a spinor s. A spinor is, thus, composed
of an element of grade zero (scalar) and an element of grade two (bivector).
When we associate again the eij with the imaginary unit i, the spinor looks
very much like an ordinary scaling-rotation as known from C. In fact, for
any fixed bivector B being a linear combination of basis bivectors, the spinor
s = α + β B

|B|
2 behaves like a scaling-rotation in C. Or, in other words, every

subalgebra generated by {1, B
|B|} is isomorphic to C.

2The magnitude of any multivector M is, as usual, the square root of the sum of squares
of its components.
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Useful 3rd Party Libraries

This appendix lists some 3rd party libraries which have been wrapped into the
PACLib system and proved useful to have.

• ImageMagick 1 is a robust collection of tools and libraries offered under
a usage license. It contains functions to read, write, and manipulate an
image in many image formats. Features:

– Supports over 87 major formats including popular formats like
TIFF, JPEG, PNG, PDF, PhotoCD, and GIF.

– With ImageMagick you can create images dynamically, making it
suitable for Web applications. You can also resize, rotate, sharpen,
color reduce, or add special effects to an image or image sequence
and save your completed work in the same or differing image format.

– Image processing operations are available from the command line,
as well as through C, C++, Perl, or Java programming interfaces.

• Torch 2 is a machine-learning library, written in simple C++. Features:

– A lot of things in gradient machines, that is, machines which could
be learned with a gradient descent. This includes multi-layered per-
ceptrons, radial basis functions, mixtures of experts, convolutional
networks and even time-delay neural networks. In fact a lot of
”modules” are available that you can plug as you want to get what
you need.

– Support vector machines, in classification and regression.

– Ensemble models such as bagging or adaboost.

– Non-parametric models such as K-nearest-neighbors, Parzen regres-
sion and Parzen density estimator.

1www.imagemagick.org
2www.torch.ch
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– Distributions topics, like k-means, Gaussian mixture models, hidden
Markov models, input-output hidden Markov models, and Bayes
classifier.

• Lapack 3 is an excellent and well-tested library for linear algebra with
dense matrices. Features:

– Provides routines for solving systems of simultaneous linear equa-
tions, least-squares solutions of linear systems of equations, eigen-
value problems, and singular value problems.

– The associated matrix factorizations (LU, Cholesky, QR, SVD,
Schur, generalized Schur) are also provided, as are related computa-
tions such as reordering of the Schur factorizations and estimating
condition numbers.

– Dense and banded matrices are handled, but not general sparse
matrices.

– In all areas, similar functionality is provided for real and complex
matrices, in both single and double precision.

• PVM 4 stands for Parallel Virtual Machine. It is a popular method
to combine manydifferent computers maybe even running different op-
erating systems, into one virtual machine. Such a virtual machine may
then be used to perform distributed computing of parallel algorithms.
A wrapper has been written such that PVM can be used directly in
PACLib.

• FFTW 5 is a C subroutine library for computing the discrete Fourier
transform (DFT) in one or more dimensions, of both real and complex
data, and of arbitrary input size. Features:

– High speed execution.

– Both one-dimensional and multi-dimensional transforms.

– Arbitrary-size transforms. (Sizes with small prime factors are best,
but FFTW uses O(N lg N) algorithms even for prime sizes.)

– Efficient handling of multiple, strided transforms. (This lets you
do things like transform multiple arrays at once, transform one di-
mension of a multi-dimensional array, or transform one field of a
multi-component array.)

– Real-to-complex transforms.

3www.netlib.org/lapack/index.html
4www.csm.ornl.gov/pvm/pvm home.html
5www.fftw.org
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– Transforms of real even/odd data (a.k.a. discrete cosine/sine trans-
forms, types I-IV). (New in version 3.0.)

• SANE6 stands for ”Scanner Access Now Easy” and is an application pro-
gramming interface (API)that provides standardized access to any raster
image scanner hardware (flatbed scanner, hand-held scanner, video- and
still-cameras, frame-grabbers, etc.)

• GTK7 GTK+ is a multi-platform toolkit for creating graphical user
interfaces. Offering a complete set of widgets, GTK+ is suitable for
projects ranging from small one-off projects to complete application
suites. We use it

– as GUI for the application which constitutes our test bed.

– to display images if you want to do it without using the test bed.

• OpenGL8 is the premier environment for developing portable, interac-
tive 2D and 3D graphics applications. Since its introduction in 1992,
OpenGL has become the industry’s most widely used and supported
2D and 3D graphics application programming interface (API). It incor-
porates a broad set of rendering, texture mapping, special effects, and
other powerful visualization functions. OpenGL is mainly used by the
CLU library for displaying images and visualizing 2D and 3D-graphics.

• CLU9 stands for ’Clifford algebra Library and Utilities’. It is a C++
Library that implements geometric (or Clifford) algebra. The complete
library contains the modules: CLU, CLUDraw and CLUParse.

– CLU implements the Clifford algebra functionality.

– CLUDraw uses OpenGL to visualize multivectors.

– CLUParse implements the CLUScript scripting language.

6www.mostang.com/sane
7www.gtk.org
8www.opengl.org
9www.perwass.de
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Appendix C

Publications

The following is a list of publications produced by members of the project
which fall within the scope of the project.

1. V. Banarer, C. Perwass, and G. Sommer. Design of a multilayered feed-
forward neural network using hypersphere neurons. In N. Petkov and
M.A. Westenberg, editors, Proc. 10th Int. Conf. Computer Analysis of
Images and Patterns, CAIP 2003, Groningen, The Netherlands, August
2003, volume 2756 of LNCS, pages 571–578. Springer-Verlag, 2003.

2. V. Banarer, C. Perwass, and G. Sommer. The hypersphere neuron. In
Proc. 11th European Symposium on Artificial Neural Networks, ESANN
2003, Bruges, pages 469–474. d-side publications, Evere, Belgium, 2003.

3. M. Felsberg and G. Sommer. The monogenic scale-space: A unifying
approach to phase-based image processing in scale-space. Journal of
Mathematical Imaging and Vision, 21:5–26, 2004.

4. B. Johansson and R. Söderberg. A repeatability test for two orien-
tation based interest point detectors. Technical Report LiTH-ISY-R-
2606, Linköping University, Dept. EE, Linköping University, SE-581 83
Linköping, Sweden, April 2004.

5. K. Nordberg. The structure tensor in projective spaces. Report LiTH-
ISY-R-2424, Dept. EE, Linköping University, SE-581 83 Linköping, Swe-
den, April 2002.

6. K. Nordberg. A fourth order tensor for representation of orientation
and position of oriented segments. Technical Report LiTH-ISY-R-
2587, Linköping University, Dept. EE, Linköping University, SE-581
83 Linköping, Sweden, May 2004.
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7. K. Nordberg and R. Söderberg. Detection and estimation of features for
estimation of position. In Ewert Bengtsson and Mats Eriksson, editors,
SSBA’04 Symposium on Image Analysis, pages 74–77, March 2004.

8. K. Nordberg and F. Vikstén. Estimation of a tensor based representation
for geometrical 3d primitives based on motion stereo. In Ewert Bengtsson
and Mats Eriksson, editors, SSBA’04 Symposium on Image Analysis,
pages 13–16, March 2004.

9. K. Nordberg and R. Söderberg. Detection and representation of complex
local features. In 2005 IEEE International Conference on Acoustics,
Speech, and Signal Processing, Philadelphia, USA, March 2005. IEEE.

10. K. Nordberg and F. Vikstén. Motion based estimation and represen-
tation of 3D surfaces and boundaries. In International Workshop on
Complex Motion (IWCM), Günzburg, Tyskland, October 2004. In press.

11. C. Perwass. Analysis of local image structure using intersections of
conics. Technical Report Number 0403, Christian-Albrechts-Universität
zu Kiel, Institut für Informatik und Praktische Mathematik, July 2004.

12. C. Perwass. Junction and corner detection through the extraction and
analysis of line segments. In R. Klette and J. Zunic, editors, Com-
binatorial Image Analysis, 10th International Workshop, IWCIA 2004,
Auckland, New Zealand, December 2004, volume 3322 of LNCS, pages
568–582. Springer-Verlag, 2004.

13. C. Perwass, V. Banarer, and G. Sommer. Spherical decision surfaces
using conformal modelling. In B. Michaelis and G. Krell, editors, 25.
Symposium für Mustererkennung, DAGM 2003, Magdeburg, volume 2781
of LNCS, pages 9–16. Springer-Verlag, Berlin, 2003.

14. C. Perwass and W. Förstner. Uncertain geometry with circles, spheres
and conics. In R. Klette, R. Kozera, L. Noakes, and J. Weickert, editors,
Geometric Properties from Incomplete Data. Kluwer Academic Publ.,
2005.

15. C. Perwass, J. Pauli, and G. Sommer. Visatec: Vision-based inte-
grated systems adaptive to task and environment with cognitive abilies.
Künstliche Intelligenz, 3:69–71, 2003.

16. B. Rosenhahn, R. Klette, and G. Sommer. Silhouette based human
motion estimation. In C.E. Rasmussen, H.H. Bülthoff, M.A. Giese,
and B. Schölkopf, editors, 26. Symposium für Mustererkennung, DAGM
2004, Tübingen, volume 3175 of LNCS, pages 294–301. Springer-Verlag,
Berlin Heidelberg, 2004.
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17. B. Rosenhahn, C. Perwass, and G. Sommer. Foundations about 2d-3d
pose estimation. CVonline, 2004.

18. B. Rosenhahn, C. Perwass, and G. Sommer. Free-form pose estimation
by using twist representations. Algorithmica, 38:91–113, 2004.

19. B. Rosenhahn, C. Perwass, and G. Sommer. Pose estimation of free-form
contours. Int. Journal of Computer Vision, 62(3):267–289, 2005.

20. B. Rosenhahn and G. Sommer. Pose estimation of free-form objects. In
T. Pajdla and J. Matas, editors, 8th European Conference on Computer
Vision, ECCV 2004, Prag, Czech Republic, volume 3021 of LNCS, pages
414–427. Springer-Verlag, Berlin Heidelberg, May 2004 2004.

21. B. Rosenhahn and G. Sommer. Pose estimation in conformal geometric
algebra, part I: The stratification of mathematical spaces. Journal of
Mathematical Imaging and Vision, 22:27–48, 2005.

22. B. Rosenhahn and G. Sommer. Pose estimation in conformal geomet-
ric algebra, part II: Real-time pose estimation using extended feature
concepts. Journal of Mathematical Imaging and Vision, 22:49–70, 2005.

23. B. Rosenhahn, G. Sommer, and R. Klette. Pose estimation of free-
form objects. Technical Report Number 0401, Christian-Albrechts-
Universität zu Kiel, Institut für Informatik und Praktische Mathematik,
March 2004.

24. G. Sommer. Applications of geometric algebra in robot vision. In Proc.
RIMS Symposium - Innovative Teaching in Mathematics with Geometric
Algebra, Nov. 20-23, 2003, Kyoto, pages 51–69, 2004.

25. G. Sommer. A geometric algebra approach to some problems of robot
vision. In J. Byrnes, editor, Computational Noncommutative Algebra and
Applications, NATO Science Series, pages 309–338. Kluwer Academic
Publishers, 2004.

26. G. Sommer, B. Rosenhahn, and C. Perwass. The twist representation of
shape. Technical Report Number 0407, Christian-Albrechts-Universität
zu Kiel, Institut für Informatik und Praktische Mathematik, July 2004.

27. G. Sommer, B. Rosenhahn, and C. Perwass. The twist representation of
free-form objects. In R. Klette, R. Kozera, L. Noakes, and J. Weickert,
editors, Geometric Properties from Incomplete Data, pages 3–22. Kluwer
Academic Publ., 2005.

IST-2001-34220 VISATEC Final Report Page 175/183



Chapter C: Publications

28. R. Söderberg. Compact representations and multi-cue integration for
robotics. Licentiate Thesis LiU-Tek-Lic-2005:15, Dept. EE, Linköping
University, SE-581 83 Linköping, Sweden, April 2005. Thesis No. 1160,
ISBN 91–85299–36–7.

29. R. Söderberg, K. Nordberg, and G. Granlund. An invariant and compact
representation for unrestricted pose estimation. In 2nd Iberian Confer-
ence on Pattern Recognition and Image Analysis, Estoril, Portugal, June
2005. IAPR. Accepted.

30. F. Vikstén. Methods for vision-based robotic automation. Licentitate
Thesis LiU-Tek-Lic-2005:16, Dept. EE, Linköping University, SE-581 83
Linköping, Sweden, April 2005. Thesis No. 1161, ISBN 91–85299–37–5.

31. F. Vikstén and A. Moe. Local single-patch features for pose estimation
using the log-polar transform. In 2nd Iberian Conference on Pattern
Recognition and Image Analysis, Estoril, Portugal, June 2005. IAPR.
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