
The structure tensor in projective spaces

Klas Nordberg
Computer Vision Laboratory

Department of Electrical Engineering
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Abstract

The structure tensor has been used mainly for represen-
tation of local orientation in spaces of arbitrary dimen-
sions, where the eigenvectors represent the orientation and
the corresponding eigenvalues indicate the type of structure
which is represented. Apart from being local, the structure
tensor may be referred to as “object centered” since it de-
scribes the corresponding structure relative to a local refer-
ence system.

This paper proposes that the basic properties of the
structure tensor can be extended to a tensor defined in a
projective space rather than in a local Euclidean space.
The result, the “projective tensor”, is symmetric in the same
way as the structure tensor, and also uses the eigensystem to
carry the relevant information. However, instead of orienta-
tion, the projective tensor represents geometrical primitives
such as points, lines, and planes (depending on dimension-
ality of the underlying space). Furthermore, this represen-
tation has the useful property of mapping the operation of
forming the affine hull of points and lines to tensor summa-
tion, e.g., the sum of two projective tensors which represent
two points amounts to a projective tensor that represent the
line which passes through the two points, etc.

The projective tensor may be referred to as “view cen-
tered” since each tensor, which still may be defined on a
local scale, represents a geometric primitive relative to a
global image based reference system. This implies that two
such tensors may be combined, e.g., using summation, in a
meaningful way over large regions.

1. Introduction

The structure tensor was introduced at the end of the 80’s for
the representation of local orientation. One of main advan-
tages of the structure tensor is that it provides a consistent
representation of both local orientation and type of structure
in spaces of arbitrary dimensionality. In practice, the struc-
ture tensor can be represented by a symmetricn�n matrix

for n-dimensional signal. For simples signals,

s(x) = g(xT n̂); (1)

wherex; n̂ 2 Rn, the corresponding structure tensor is

T = A n̂ n̂T ; (2)

whereA > 0. This indicates that orientation of the signal,
represented by the normal vector�n̂, is given by any nor-
malized eigenvector ofT that has a non-zero eigenvalue. In
the Fourier domain, the simple signal is concentrated to a
one-dimensional subspace parallel ton̂, and consequently
the eigenvectors ofT with non-zero eigenvalues span this
subspace. This can be generalized to arbitrary signals; if
the Fourier transform of the local signal is confined to a
subspace, then the eigenvectors ofT with non-zero eigen-
values span this subspace. In practice, non-zero must be
interpreted as “relatively large” compared to other eigen-
values that vanishes in a first order approximation.

It follows directly from the previous discussion that it
is the eigensystem of the structure tensor which carries the
orientation representation. The eigenvalues reflect the type
of structure, e.g., a simple signal corresponds to a single
non-zero eigenvalue, and the eigenvectors represent the ori-
entation of that structure. Hence, a rotation of the structure
should always be reflected in the same rotation of the ten-
sor’s eigenvectors.

Over the years several methods for approximating the
structure tensor have been presented. A method by Big¨un
[1] is based on estimating the inertia matrix of the signal’s
energy in the Fourier domain. Knutsson [5] [4] uses a set of
carefully designed quadrature filters in obtain better phase
invariance. Farneb¨ack [2] makes a polynomial approxima-
tion of the local signal and use separable polynomial filters
in combination with normalized convolution to get lower
computational complexity.

The structure tensor suffers from one weakness, it is ob-
ject centered. It represents the orientation of a structure
relative to a reference system attached to the structure it-
self, which means that two identical structures at different
global positions are represented by identical tensors. This
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is not a problem as long a the tensor is being used for lo-
cal operations, e.g., averaging. But even at the local scale,
averaging may be problematic, e.g., at a sharp corner where
two distinct orientations should be represented. In this case,
the local tensor average will, at best, indicate that there is
more than one dominant orientation by having two non-zero
eigenvalues. In general however, the corresponding pair of
eigenvectors will not represent the two distinct orientation.
The summation of structure tensors over some region will
either indicate a consistent orientation by having a single
non-zero eigenvalue or the presence of two or more orienta-
tions by having two or more non-zero eigenvalues, and only
in the first case will the eigenvectors carry relevant orienta-
tion information.

2. Projective spaces
A projective space can be thought of as a vector space
where the primary elements are equivalence classes of vec-
tors rather than vectors, and where two vectors are consid-
ered equivalent if they differ by a non-zero multiplicative
constant (the zero vector is typically not considered as an el-
ement of a projective space) . For example, if we start with
the vector spaceRn and then consider all one-dimensional
linear subspaces, corresponding to the above defined equiv-
alence classes, the subspaces define a projective space of
dimensionn� 1, denotedPn�1. This implies that any vec-
tor spaceRn can be embedded in a projective spaceP

n+1.
A canonical (but not unique) way to do this is to map any
vectorx 2 Rn to a vectorxH 2 Rn+1 as follows

xH =

�
x

1

�
: (3)

However,xH represents also an element inPn, the one-
dimensional subspace spanned byxH . This element is
unique in the sense that eachx 2 R

n maps to a distinct
element ofPn. However, not all elements ofPn represent
an element ofRn. Any elementyH 2 Rn+1 of the form

yH =

�
y

0

�
(4)

cannot be proportional to anxH defined in Equation (3),
and therefore does have a correspondingx 2 R

n. This can
be overcome by having theseyH 2 Pn represent “points at
infinity in the direction ofy”, a construction which proves
useful for certain applications.

Projective spaces have applications is many fields, and
one if their main advantage is that they allow affine and
bilinear transformations onRn to be expressed as linear
transformations onPn, which in most cases simplifies the
mathematics considerably and makes the mathematical ex-
pressions more compact. A typical example is the equations
related to projecting points in a 3D scene onto the camera

image in the standard pin-hole camera model. If standard
coordinates are being used, the mapping from scene coor-
dinates inR3 to image coordinates inR2 is expresses by
means of a bilinear transformation. By mapping both the
3D coordinates and the 2D coordinates, toP3 andP2, re-
spectively, by means of Equation (3) (often referred to as
using homogeneous coordinates), the bilinear transforma-
tion can be written as a linear mapping fromP3 to P2.

3. Tensors in projective spaces
The idea of using tensors on projective spaces is not new. In
fact, one of the more prominent examples is related to the
projective transformation from a 3D point in a scene to a 2D
image point. If two cameras at different locations are being
used, the mapping fromP3 to P2 will be different for the
two camera images, and result in two pointsx1;x2 2 P
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which, in general, are different. However, as was shown in
[3], x1 andx2 must always satisfy the following equation

xT1 F x2 = 0; (5)

whereF is the so-called fundamental matrix or tensor (3�3)
that is dependent only on the geometrical relation between
the two cameras and their internal parameters. The tensor
nature ofF is reflected by the fact that for any affine trans-
formation of the 3D space, there is a corresponding linear
transformation that transforms the tensor. Extensions has
also been made to define a similar tensor for the case of
corresponding points in three images, the so-called trilinear
tensor [6].

It should be mentioned that the above mentioned tensors
on projective spaces are rather different from the structure
tensor. The fundamental tensor and its relatives are not sym-
metric which means that an analysis of its eigensystem has
not been considered relevant (though singular value decom-
position is). Furthermore, the estimation procedures of the
structure tensor mentioned above are all stable from a nu-
merical point of view. The fundamental tensor, on the other
hand, can only be robustly estimated under certain condi-
tions which may not apply in general.

What we will do next, is to see how the properties of
the structure tensor can be combined with the simple math-
ematics of projective spaces.

4. Symmetric tensors on projective
spaces

A symmetric tensor, in practice represented by a symmetric
matrix, has a well-defined eigensystem in terms of a set of
eigenvalues, given by the roots of the corresponding char-
acteristic polynomial, and for each distinct eigenvalue there
is a linear subspace of corresponding eigenvectors. The di-
mensionality of the subspace is the same as the multiplicity
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of the eigenvalue as root of the characteristic polynomial.
This means that any eigenvectore may in fact be identified
with, at least, all vectors which are parallel to it since they
will also be eigenvectors and have the same eigenvalue ase.
This observation may be taken as a first indication that the
eigensystems of symmetric tensors have a relation to pro-
jective spaces.

In the case of symmetric tensors we know that two eigen-
vectors that have different eigenvalues are always orthog-
onal, a direct consequence of the spectral theorem. In
particular this means that if we, somehow, can divide the
eigenvalues into non-zero (or large) and zero (or small)
eigenvalues, the eigenvectors corresponding to the non-zero
eigenvalues are always orthogonal to the eigenvectors with
zero eigenvalues. If we restrict ourself to only positive
semi-definite tensors, i.e., to tensors which have eigenval-
ues equal to or larger than zero, the operation of summation
(using non-negative weights if desired) is closed on this set.
Furthermore, ifTs is the summation of a set of positive
semi-definite tensorsfTkg, thene is an eigenvector of zero
eigenvalue relativeTs if and only if this is true also for all
Tk. Furthermore, since the elements of the projective space
P
n are linear subspaces ofRn+1, the concept of orthogonal-

ity of vectors inRn+1 is transfered directly to orthogonality
between elements ofPn.

5. The projective tensor
The idea that will be explored in the following is based em-
bedding a vector spaceRn in a projective spacePn, using
Equation (3). Geometrical relations inRn are then intro-
duced which can be written as orthogonality relations in
P
n. These relations are then encoded in a symmetric ten-

sor defined onPn, such that the two orthogonal vectors fall
into different classes of eigenvectors, either with non-zero
eigenvalue or zero eigenvalue. Only the casen = 3 will
be discussed, since this is the simples that has most appli-
cations, but the results can be generalized to spaces of ar-
bitrary dimension. Also, the degenerate cases related to the
interpretation of the projective tensor when non-zero eigen-
vectors of the type described in Equation (4) appear will not
be discussed here.

Consider first a pointx 2 R3. Using homogeneous coor-
dinates, Equation (3), this point can be mapped toxH 2 R4.
A suitable tensor representation of this point is the rank one
tensor

Tpoint = A x
H
xT
H
; (6)

whereA > 0. Note that we may considerxH as an ele-
ment ofP3, and take any vector inR4 parallel toxH in-
stead ofxH in Equation (6). Alternatively, any eigenvector
of Tpoint with non-zero eigenvalue represent the same ele-
ment ofP3, which in turn is a representation ofx.

Let us now consider a plane inR3 that includesx. Given
a normal vector̂n of the plane, and its distanced to the
origin in the direction of̂n, the fact thatx lies in the plane
can be written as

(d n̂� x)T n̂ = 0: (7)

This relation can also be written as an orthogonality relation
between two vectors inR4,

xTH p = 0; (8)

wherexH is given by Equation (3), and

p =

�
n̂

�d

�
: (9)

According to the previous discussion the orthogonality re-
lation applies also toxH andp as elements ofP3, and con-
sequentlyp 2 P

3 can be used as a representation of the
plane.

Furthermore, it follows also thatp must be an eigenvec-
tor of Tpoint with eigenvalue zero. In fact, sinceTpoint

is represented by a4� 4 matrix, and has a single non-zero
eigenvalue, there is a three-dimensional subspace ofR

4 that
contains eigenvectors ofTpoint with eigenvalue zero. This
corresponds to a two-dimensional projective subspace that
contains representations of all planes that include the point
x. This observation corresponds to the well-known duality
principle which implies, e.g., that a point can be represented
by the set of all planes which includes the point, or that a
plane can be represented by the set of points which it in-
cludes.

Let us now consider the summation of two “point ten-
sors”T1 andT2, as defined in Equation (6), which rep-
resent two distinct pointsx1 andx2. For example, let us
define,

Tline = T1 +T2: (10)

This tensor is of rank two, and from the discussion above it
follows that the eigenvectors that have eigenvalue zero rel-
ative toTline is exactly the set of vectors which are eigen-
vectors of eigenvalue zero relative to bothT1 andT2. This
set of eigenvectors must then be the representations of all
planes which includes bothx1 andx2. The duality princi-
ple allows us to identify this set with the unique line that
includes bothx1 andx2. However, any summation of any
set of point tensors that represent points which lie on the
same line will result in a tensorTline of rank two which has
the same set of eigenvectors with eigenvalue zero.

Consequently, any rank two tensor can be identified with
a line inR3 either by having the two eigenvectors of non-
zero eigenvalue represent two distinct points inR3 that
uniquely defines the line, or, which is equivalent, by having
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the set of eigenvectors which have eigenvalue zero represent
a set of planes which all intersect at the line.

Finally, consider the summation of three “point tensors”
and apply the same arguments again. For example, forT1,
T2 andT3 that represent the pointsx1;x2;x3 2 R

3, not
lying on a line, define

Tplane = T1 +T2 +T3: (11)

This tensor is of rank three and any eigenvector of eigen-
value zero relative toTplane must also be an eigenvector of
eigenvalue zero relative toT1, T2 andT3. These eigen-
vectors must be the representations of all planes which in-
clude all three points, which in fact must be a unique plane.
However, any summation of any set of point tensors that
represent points which lie on the same plane will result in a
tensorTplane of rank three which has the same set of eigen-
vectors with eigenvalue zero. This includes summation of
point and line tensors as long as the lines lie in the plane
too.

Consequently, a rank three tensor can be identified with
a plane inR3 either by having the three eigenvectors of non-
zero eigenvalue represent three distinct points inR

3 that
uniquely defines the plane, or, which is equivalent, by con-
sidering the set of eigenvectors which have eigenvalue zero
as a single element ofP3 that represent the plane.

The summation of point tensors which represent four or
more points that do not lie in a plane always results in a
tensor of full rank. This tensor has no eigenvector of eigen-
value zero which is a natural consequence of the fact that
there is no plane which includes all these points.

Given a set of pointsP = fxk 2 R
3g, the corresponding

affine hullAfPg is defined as

AfPg = f
P
k

�k xk; xk 2 P;
P
k

�k = 1g: (12)

AfPg is the smallest affine space that contains all points
in P . It follows directly that, in this case,AfPg may also
be defined as the intersection of all planes that contain all
points inP .

To summaries this section, we may conclude that given
a set of pointsP , where each pointxk is represented by a
point tensorTk, defined in Equation (6), then the operation
of taking a summation of the tensorsTk results in a tensor
Ts that is of rank one, two, three, or four. However, in all
four cases, the set eigenvectors ofTs that have eigenvalue
zero (which may be an empty set) represents the intersection
of all planes which includes all points inP , and this is the
same as the affine hull ofP .

The tensors described in this section, of different ranks
for the representation of different geometric primitives, are
all referred to asprojective tensors.

6. Applications of the projective tensor
An immediate application of the projective tensor is the rep-
resentation of geometrical primitives in a 3D scene or in 3D
data that somehow has been registered by an image device,
e.g., a camera or a CT scanner. By first obtaining local es-
timates of the projective tensor, either in the form of point
tensors (rank one), or of arbitrary ranks, these can then be
summed in a following step to form robust descriptors of
linear or planar structures together with their absolute po-
sitions. This can be done over local neighborhoods as well
as larger regions since there are no restrictions on the re-
gion imposed for the summation. Furthermore, the projec-
tive tensor may be used to control region formation (or seg-
mentation) by providing evidence that each region contains
a consistent structure (e.g. line or plane).

In general, the projective tensor allows us to robustly rep-
resent, e.g., a line or plane structure in 3D data or a 3D
scene. The structure may not have to be represented by
a dense set of points, and can even be partially occluded.
As long as the summation is made over a region where all
points belong to the same structure, the result will be useful.

7. Estimation of the projective tensor
We next turn our focus on how the projective tensor can be
estimated. A direct consequence of the results derived in
Section 5 is that one way is to start by estimating projective
tensors of rank one which represent various points of inter-
est. Then the summation of these over some region will then
result in projective tensors that represent lines or planes, or
possibly the case that the corresponding points do not lie in
a plane at all. However, this is not the only approach that is
possible, and we may for example want to have the initial
estimation of projective tensors to result in tensors of higher
rank than one.

It should be noted that each distinct geometric primitive
is represented by equivalence classes of projective tensors
of a particular rank that share a common null space. This
makes the design of the estimation process rather flexible
since there is no unique projective tensor for each geometric
primitive.

Two different approaches for estimating projective ten-
sors are presented below.

7.1. Starting with structure tensors
The 3D structure tensor, described in Section 1, carries in-
formation about the orientation of geometric primitive, to-
gether with the type of primitive. The only additional infor-
mation needed to obtain a corresponding projective tensor
is the absolute position of the corresponding local structure,
which is implicitly given by where in a global, camera or
sensor centered, coordinate system the tensor is located. For
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each tensor, we can do an analysis of the tensor’s eigenval-
ues in order to determine which of the cases plane, line,
and isotropic we have. Based on this analysis, an appropri-
ate projective tensor can be assigned to the image position
based on the eigenvectors of the structure tensor and the po-
sition.

7.2. Base-line or motion stereo

Using standard methods for estimating the depth of image
points, typically using base-line or motion stereo, we can
obtain projective tensors of point type at the image points
for which the depth can be estimated with sufficient cer-
tainty. The certainty can, for example, be represented by
the non-zero eigenvalueA in Equation (6), which implies
that sum of these tensors result in a meaningful projective
tensor.

8. Summary

A projective tensor defined on a projective space has been
presented which can represent, in the 3D case, points, lines,
and planes in terms of a4�4 symmetric matrix. Compared
to the usual structure tensor, the projective tensor carries
information not only about orientation and type of struc-
ture, but also about the structure’s absolute position. Pro-
jective tensors of rank one represent points, rank two ten-
sors represent lines, and rank three tensors represent planes
in R

3. Furthermore, it has been shown that the represen-
tation of these geometrical primitives is consistent with the
operation of adding the projective tensors (possibly using
non-negative weights) in the sense that summation of point
tensors that all lie on a line or a plane amount to the corre-
sponding line or plane tensor.

The projective tensor can be used for the representa-
tion of structures, e.g., in three-dimensional image data or
scenes, when integration of evidence for a particular struc-
ture has to be made over a larger region. It can also be used
for image segmentation by indicating constistency of local
tensor data relative to a particular structure in a growing re-
gion.

Estmation of the 3D projective tensor can be done ei-
ther by starting with the usual 3D structure tensor and build
a projective tensor from that, or by estimating 3D image
or scene points, e.g., using base-line or motion stereo, and
then integrate the corresponding point tensors over suitable
regions.
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