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Abstract
It is hard to find another research field than functional magnetic resonance
imaging (fMRI) that combines so many different areas of research. Without the beautiful physics of MRI we would not have any images to look
at in the first place. To get images with good quality it is necessary to
fully understand the concepts of the frequency domain. The analysis of
fMRI data requires understanding of signal processing and statistics and
also knowledge about the anatomy and function of the human brain. The
resulting brain activity maps are used by physicians and neurologists in
order to plan surgery and to increase their understanding of how the brain
works.
This thesis presents methods for signal processing of fMRI data in real-time
situations. Real-time fMRI puts higher demands on the signal processing,
than conventional fMRI, since all the calculations have to be made in realtime and in more complex situations. The result from the real-time fMRI
analysis can for example be used to look at the subjects brain activity
in real-time, for interactive planning of surgery or understanding of brain
functions. Another possibility is to use the result in order to change the
stimulus that is given to the subject, such that the brain and the computer
can work together to solve a given task. These kind of setups are often
called brain computer interfaces (BCI).
Two BCI are presented in this thesis. In the first BCI the subject was able
to balance a virtual inverted pendulum by thinking of activating the left
or right hand or resting. In the second BCI the subject in the MR scanner
was able to communicate with a person outside the MR scanner, through
a communication interface.
Since head motion is common during fMRI experiments it is necessary to
apply image registration to align the collected volumes. To do image registration in real-time can be a challenging task, therefore how to implement
a volume registration algorithm on a graphics card is presented. The power
of modern graphic cards can also be used to save time in the daily clinical
work, an example of this is also given in the thesis.
Finally a method for calculating and incorporating a structural based certainty in the analysis of the fMRI data is proposed. The results show that
the structural certainty helps to remove false activity that can occur due
to head motion, especially at the edge of the brain.
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1
Introduction

"Yes. Terribly wrong. Your brain is not on file."
The Doctor (Emergency Medical Hologram)

1.1

Introduction

The area of functional magnetic resonance imaging (fMRI) started in the
1990’s and is still developing fast. While fMRI in the beginning mostly was
used to study single task activity maps, to learn more about the brain and
to understand how fMRI works, the research today is turning towards more
complex situations. One specific example of this is real-time fMRI and how
fMRI can be used as a brain computer interface (BCI). Real-time fMRI
puts higher demands on the signal processing since it has to be performed
in real-time but opens up many doors for interesting applications.

1.2

Outline

The thesis is divided into two parts, one theoretical part and one part
with the papers listed in the next section. The second chapter is about the
principles of magnetic resonance imaging and is followed by a chapter about
the basics of fMRI. Motion compensation is an important area in both MRI
and fMRI, this topic is covered in the fourth chapter. The principles of
robust fMRI analysis are given in chapter five. The sixth chapter covers
the methods and algorithms for signal processing of fMRI data in real-time,
with applications to brain computer interfaces and visualization of brain
activity. The main ideas for using graphic cards for speeding up calculations
are given in chapter seven. Chapter eight contains a summary of the papers
and chapter nine finishes the first part of the thesis with a discussion about
the papers and ideas for future work.
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1.3

Publications
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Submitted for publication
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1.4 Abbrevations

1.4

Abbrevations

This table lists some of the abbreviations that are used in this thesis, along
with their meanings.
MR
MRI
fMRI
QMR
CT
BCI
BOLD
FFT
RF
EKF
CCA
RCCA
PCA
ICA
GLM
SPM
SNR
EEG
MI
SVM
ANN
CPU
GPU
CUDA

Magnetic Resonance
Magnetic Resonance Imaging
functional Magnetic Resonance Imaging
Quantitative Magnetic Resonance
Computed Tomography
Brain Computer Interface
Blood Oxygen Level Dependent
Fast Fourier Transform
Radio Frequency
Extended Kalman Filter
Canonical Correlation Analysis
Restricted Canonical Correlation Analysis
Principal Components Analysis
Independent Component Analysis
General Linear Model
Statistical Parametric Mapping
Signal to Noise Ratio
Electroencephalography
Mutual Information
Support Vector Machines
Artificial Neural Networks
Central Processing Unit
Graphics Processing Unit
Compute Unified Device Architecture
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2
Magnetic Resonance Imaging

"Why pretend we’re going home at all when all we’re really going to do is
investigate every cubic millimeter of this quadrant, aren’t we?"
The Doctor (Emergency Medical Hologram)

2.1

History of MRI

Magnetic resonance (MR) was first used for spectroscopy rather than for
imaging. The idea of spectroscopy is to examine what kinds of element an
object consists of. The first MR image was published in 1973 and clinical
MR imaging started in 1984 by Philips. MRI was in the beginning called
nuclear magnetic resonange imaging (NMRI) but the nuclear part of the
name was removed since it gave negative associations to nuclear power. The
advantage with MRI, compared to computed tomography (CT), is that it is
harmless to the patient since no ionizing radiation is used. It is also better
if the goal is to examine soft tissue, such as muscle tissue or brain tissue,
while CT is better for hard tissue such as bone. The disadvantage with
MRI is that it can not be used for patients with metal implants, such as
pace makers, due to the strong magnetic field. The safety aspects of MRI
are thus very important.
Today there are many specialized areas of MRI, such as functional MRI
(fMRI) to study brain activity, diffusion MRI to measure diffusion of water,
and angiography to generate images of the arteries.
In order to get any images, a big strong magnet must be used and normal
values for the strength are 0.5 Tesla (T), 1.5T, 3T and 7T. The strength of
the magnetic field of the earth ranges from 30 µT to 60 µT which means
that the magnet in a 1.5 T MR scanner is about 50 000 times as strong. The
1.5T MR scanner at the Center for Medical Image Science and Visualization

15
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(CMIV), that has been used to collect fMRI data and to conduct the realtime fMRI experiments, is given in Figure 2.1.
The main sources for this chapter is the book "MRI From Picture to Proton" [57] by McRobbie et al. and the book "Principles of Magnetic Resonance Imaging, A Signal Processing Perspective" by Liang et al. [53].

Figure 2.1: The Philips Achieva 1.5T MR scanner at the Center for Medical
Image Science and Visualization (CMIV) that has been used to collect
fMRI data and also to conduct the real-time fMRI experiments.
Dr. Mats Andersson is ready for another set of experiments.

16

2.2 Spatial encoding

2.2

7

Spatial encoding

In order to know what location in the object the received signal relates to,
spatial encoding is needed. With the help of gradient fields the strength
of the B field varies spatially, as shown in Figure 2.2, such that the frequencies of the spins also vary spatially. The strength of the gradient is
normally expressed in millitesla per meter (mT / m) and maximum values
for gradients in a real scanner are in the range of 10 - 50 mT / m. The
gradients can not be turned on and off in an instant, but there is a certain
rise time and fall time. How fast the gradients are changed is defined by
the slew rate and typical values are 20 - 150 T / m / s.

Figure 2.2: Left: Without the gradient field, all the protons experience the same
magnetic field (B0 ) and thereby spin with the same frequency, making
it impossible to know from what part of the body the signal comes
from. Right: By applying a gradient field, the protons experience
a slightly difference magnetic field, making them spin with different
frequencies.

The most intuitive way to decode the spatial position is to have finely
tuned receivers that each collects data for one spatial position only. The
main problem with this approach is that the spatial resolution would be
equal to the number of receivers and it would also be very expensive to use
so many receivers. Since the protons only can spin with one frequency, it
is not possible to directly translate the spin frequency to more than a 1D
position.
The solution that is used instead is to navigate in k-space, the frequency domain, with the help of three different gradient fields, one in the x-direction,
one in the y-direction and one in the z-direction. In order to get the
2D (or 3D) position, we have to know the whole history of the applied
gradient fields. If we sample one slice at the time, we can encode the
z-position as the position of the slice that we excite.

17
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2.3

How to create an image

How to create an image from a MR scanner can be divided into 4 steps.
I Place the object in a strong magnetic field B0 .
II Send radiowaves into the object to excite the protons, this produces
the alternating B1 field.
III Receive radiovaves transmitted by the object while varying the magnetic field. Store the data and magnetic field parameters. If needed,
send more radiowaves to get more data.
IV Reconstruct the image or volume, normally by using an inverse fast
Fourier transform (FFT).
Step 1
The first step leads to that the spin of the protons align to the strong
magnetic field, as can bee seen in Figure 2.3.
n+ number of protons with low energy (parallel)
n− number of protons with high energy (anti-parallel)

Figure 2.3: Each proton can either be in the high-energy (anti-parallel) state or
the low-energy state (parallel). There will be a small excess of hydrogen nuclei in the low energy state and this results in a magnetic vector pointing in the direction of the B0 field. This image is reprinted,
with permission, from the Phd thesis by Ola Friman.

The difference between the number of protons with low energy and high
energy is given by
∆E
n+
= e− kT ≈ 1.000007
(2.1)
n−
where ∆E is the energy difference between the two states, T is the absolute
temperature and k is the Boltzmann constant (1.38 · 10−23 J/K). This
difference is very small but it causes a bulk magnetization vector M, along
the direction of the B0 field, i.e. along ẑ. This magnetization and its
changes over time is the basis of all MRI.
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Step 2
In the second step we add the RF-pulses to form the B1 field. The strength
of the B1 field is in the order of 50 mT and is perpendicular to the B0
field. This makes the magnetization vector start precessing with the Larmor
frequency w, according to
w = γB0

(2.2)

where γ is the gyromagnetic ratio and B0 is the strength of the big magnet,
γ = 42.58 MHz / T for the hydrogen nucleus. The magnetization is thus
flipped down from ẑ to the x − y plane, as can be seen in Figure 2.4. The
flip angle α is calculated as
α = γB1 τ

(2.3)

if the RF-pulse is rectangular, τ is the time length of the RF pulse. If the
pulse is not rectangular, the flip angle is calculated as
Z
α=

τ

γB1 (t)dt

(2.4)

0

Figure 2.4: When the RF-pulse is applied the magnetic vector is flipped down
in the x − y plane, along the indicated trajectory. This image is
reprinted, with permission, from the Phd thesis by Joakim Rydell.

In order for the receiver to pick up any signal, it has to be tuned to the
Larmor frequency.
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10
Step 3

In the third step we add gradient fields G, such that that the total magnetic
field B changes locally, and thereby the frequency also changes.
B(x) = B0 + G(x) = B0 + g n̂Tx, x = (x y z)T

(2.5)

where n is the direction of the gradient.
This gives the local magnetization, m
m(x, t) = m0 (x)e−iwt

(2.6)

w = w0 + ∆w(x) = w0 + γG(x) = w0 + γg n̂Tx

(2.7)

where

such that
T

m(x, t) = mo (x)e−i(w0 +γgn̂

x)t

(2.8)

Now look at the phase of m (the integral of the frequency)
Z
ϕabsolute =

t

w0 + γg n̂Tx dτ = w0 t + γg n̂Tx t

(2.9)

0

The term w0 t is spatially constant and is demodulated by the receiver. The
term γg n̂Tx t is the relative phase that we are interested in.
The signal S(t) that the receiver sees is the sum over the whole object Ωx
Z
S(t) =
Ωx

mo eiϕ dx =

Z

T

mo ein̂

xγgt

Z
dx =

Ωx

Tut

mo eix

dx

(2.10)

Ωx

where u is the three dimensional frequency.
This means that what we measure actually are samples of m in the Fourierdomain, also known as the frequency domain or k-space.
A constant gradient gives a constant speed sample trajectory in k-space.
Now we can change g and n̂ over time to search k-space in an appropriate
way.

20

2.3 How to create an image

11

The phase of the spins at position x and time t is given by
t

Z

γg(τ )n̂Tx(τ ) dτ

ϕ(x, t) =

(2.11)

0

The Fourier transform of m(x) can be written as
Z ∞
m(x)e−iϕ(x,t) dx =
F {m(x)} =
−∞
Z ∞
Rt
m(x)e−i 0 γ(gx (τ )x+gy (τ )y+gz (τ )z)dτ dx
=

(2.12)
(2.13)

−∞

If we compare this to the more common way to write the multidimensional
Fourier transform
Z

∞

F {m(x)} =

T

m(x)e−i2πx u dx

(2.14)

−∞

where
u = (kx ky kz )T

(2.15)

we get that the positions of the sample in k-space at timepoint t, kx (t),
ky (t) and kz (t), are given by

Z t
γ
gx (τ ) dτ
2π 0
Z t
γ
ky (t) =
gy (τ ) dτ
2π 0
Z t
γ
kz (t) =
gz (τ ) dτ
2π 0

kx (t) =

(2.16)
(2.17)
(2.18)

where gx , gy and gz are the gradient fields in the x-, y-, and z-direction
respectively. From these equations it is clear that we have to know the
whole history of the gradient fields in order to know the current position
in k-space.
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Step 4
In order to get an image from the collected data, the image has to be reconstructed. How the reconstruction is performed depends on how the data
have been sampled. If the data have been sampled on a regular cartesian
grid, it is sufficient to use an inverse 2D FFT. Otherwise more sophisticated reconstruction algorithms have to be applied. Figure 2.5 shows the
logarithm of the magnitude of the sampled k-space and the reconstructed
image.
When the inverse FFT has been applied, one might think that we now have
an image of real valued data. This is however seldom the case, mostly due
to imperfections in the magnetic fields and the electronics. The image data
is thus normally still complex valued, and the most common approach is
to simply return the image as the magnitude of the complex valued data.
There are however applications where it is necessary to use both magnitude
and phase of the complex valued data.

Figure 2.5: Left: The logarithm of the magnitude of the sampled k-space.
Right: The reconstructed image, obtained by applying an inverse 2D
FFT on the sampled k-space.

Slice selection
In order to only excite a slice, and not the whole object, a gradient
(in the z-direction) is added during the RF pulse. This leads to that only
the tissue where the Larmor frequency and the radiowave frequency are
the same will be excited. The thickness of the slice is controlled by the
bandwidth of the RF pulse and the strength of the gradient.

22
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Sampling in k-space

Since we are sampling in k-space, instead of in the image domain, we have
to use the inverted sampling theorem
∆kx ≤

1
1
∆ky ≤
Wx
Wy

(2.19)

where ∆kx and ∆ky are the distances between the samples in the x- and the
y-direction respectively, Wx and Wy is the physical size of the object (given
in millimeters and not in pixels), as shown in Figure 2.6. If we want to
increase the field of view (FOV) we have to sample more dense in k-space.
If we want to increase the spatial resolution, we have to sample further out
in k-space. Note that we sample in the continous k-space, therefore there
is no π or −π.
If we make the FOV too small, we will get spatial aliasing. Compare this
to when we get aliasing in the frequency domain if the sampling frequency
is too low.

Figure 2.6: Left: The object to be scanned, with width Wx and height Wy in
mm (not pixels). Right: The sampled k-space, each dot represents a
sample. In order to avoid spatial aliasing for this object, the distance
between the samples have to be less than ∆kx and ∆ky respectievly.

23

Chapter 2. Magnetic Resonance Imaging

14

2.5

Relaxations

The spins will not continue to precess forever. The signal that is measured
in MRI is a function of 3 parameters, proton density (PD), relaxation due
to energy loss (T1 ) and relaxation due to phase incoherence (T2 ). T1 is the
spin-lattice relaxation time that describes the longitudinal relaxation, i.e.
how long time it takes for the magnetic moment to return from the x − y
plane to the ẑ direction after an RF pulse. T2 is the spin-spin relaxation
time that describes the transverse relaxation, i.e. how long time it takes
for the protons to come out of phase in the x − y plane after an RF pulse.
For all tissues, T2 is always shorter than T1 .
The real values of T1 and T2 differs with the type of tissue. A coarse division can be made by dividing all the tissue into fluids (cerebrospinal fluid,
synovial fluid, oedema), water-based tissues (muscle, brain, cartilage, kidney) and fat-based tissues (fat, bone marrow). The different types of tissue
will have different intensities in the final image, depending on the scanner
settings. Below is an example of real T1 and T2 values for different tissue
types [57].
Tissue type
Fluids
Water-based
Fat-based

T1
1500 - 2000 ms
400 - 1200 ms
100 - 150 ms

T2
700 - 1200 ms
40 - 200 ms
10 - 100 ms

Depending on the given task, we want to produce images with different
weighting. The images can be PD-weighted, T1 -weighted or T2 -weighted.
If an image is T1 -weighted it means that we want the T1 contrast to be as
big as possible, i.e. that we can see a difference in the image for tissues
with different T1 relaxation time.
All the effects described above are summarized in the Bloch equation, which
is defined as
Mx x̂ + My ŷ (Mz − Mz0 )ẑ
dM
=γMxB−
−
dt
T2
T1

(2.20)

The Bloch equation describes the time dependent behaviour of M in the
presence of an applied magnetic field B. Mz0 is the thermal equilibrium
value for M in the presence of B0 only.
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From the Bloch equation we can derive the expressions for the longitudinal
Mz (t) = Mz0 + (Mz (0) − Mz0 )e−t/T1

(2.21)

and the transverse relaxation
Mxy (t) = Mxy (0)e−t/T2

(2.22)

Time zero means directly after the RF-pulse. These relaxations describe
what happens with the magnetized spin system after the RF-pulse, when
it returns to its thermal equilibrium.
The longitudinal relaxation describes the recovery of the magnetization to
the ẑ direction. This relaxation depends on T1 and is called spin-lattice relaxation. After the time T1 , Mz has regained 63% of its thermal equilibrium
value.
The transverse relaxation describes the destruction of the phase coherence
in the x − y plane. This relaxation depends on T2 and is called spin-spin
relaxation. After the time T2 , Mxy has lost 63% of its original value.
After some time, the relaxations comes into a steady state (ss). The expressions for the relaxations in the steady state can be derived from the
Bloch equation.
The longitudinal relaxation depends on the flip angle α and on the repetition time TR

Mzss =



Mz0 1 − e−TR /T1

(2.23)

1 − cos(α)e−TR /T1

The transverse relaxation also depends on the echo time TE

ss
Mxy
=



Mz0 1 − e−TR /T1
1−

cos(α)e−TR /T1

∗

sin(α)e−TE /T2

(2.24)

When a spin echo is used instead of a gradient echo, these expressions can
be simplified since the flip angle α is always 90 degrees for a spin echo. The
T2∗ is also changed to T2 .
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From these expressions we see that the repetition time is related to the T1
relaxation, and the echo time is related to the T2 relaxation. We have to
wait a certain time TR before we can apply another RF pulse, otherwise
there is no z-component to flip down in the x − y plane. We have to wait
a certain time TE until the echo is formed, in order to have a signal to
readout. The timecourses of the three gradient fields, the RF pulse and the
resulting signal for sampling of two lines in k-space are shown in Figure 2.7.

Figure 2.7: The gradient fields, GX GY Gz , for sampling of 2 lines using a gradient echo. RF is the radio frequency pulse and S is the signal. The
time between each RF pulse is called the repetition time, TR , and the
time between the pulse and the formation of the echo is called the
echo time, TE .
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Echo types

Directly after the RF pulse is applied the magnetic moment starts to return
to the ẑ direction and the spins start to dephase. This means that the signal
strength decays with time. One might therefore think that it is best to start
the sampling directly after the RF pulse when the signal is strong, but
there are however at least two problems with this approach. One problem
is that the coil has to be switched from being a transmitter to a receiver,
and this takes some time. The main problem is though that if we sample
directly after the pulse, we will not be able to see any difference in the
image between the different tissue types. Since the different tissue types
have different relaxation rates, we must wait a small time such that there
will be a difference in the relaxation itself, this is visualized in Figure 2.8.
The difference in the relaxation is what we see as a difference in the grey
scale values in the image for the different tissue types, i.e. the contrast.

Figure 2.8: Directly after the RF pulse is applied the signal is strong, but there is
however no difference in relaxation between the different tissue types
(blue and green lines) at this timepoint and we can thus not separate
the different tissue types in the image. To get contrast in the image,
we have to wait a short time before the sampling is started, in order
to maximize the contrast (red line). If we wait for too long, the signal
will be lost.

By waiting a small time after the RF pulse, the different tissue types get a
different relaxation but it also results in a dephasing of the spins. In order
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to get an as strong signal as possible, the spins have to be rephased again
and this is done by forming an echo. There are two ways to form an echo,
either by using a pulse (spin echo, SE) or by using a gradient field (gradient
echo, GE). Spin echoes are also called RF echoes. Gradient echoes are also
called field echoes.
To form a gradient echo, we first apply a negative gradient lobe immediately
after the excitation pulse. This causes rapid dephasing of the spins. We
then apply a positive gradient, this results in a rephasing of the spins. After
some time the spins will be in phase again and we have our echo. Gradient
echos however suffer from the inhomogeneity of the magnetic field and will
thus give worse image quality than if a spin echo is used. This is denoted
by T2∗ relaxation instead of T2 . The good thing with gradient echoes are
though that we can vary the flip angle and thus shorten the repetition time
TR . The timecourses for the gradient fields and the RF pulse for sampling
of a line using a gradient echo are given in Figure 2.9.

Figure 2.9: The gradient fields for sampling of a line using a gradient echo. The
slice selective gradient field Gz is applied at the same time as the RF
pulse, to excite a specific slice. Gy is used to select the current line
to sample in k-space. Gx is used to sample along this line. Gz is
often called Gss since the slice selection is done in the z-direction.

To create a spin echo, we let the spins dephase naturally after the 90◦
pulse and then apply another pulse, that is 180◦ instead of 90◦ , such that
the phase angles are reversed. This will result in that the spins rephases
again and after some time we have our echo. By using the phase reversal
trick, the echo height will only depend on T2 and not on the magnetic
field inhomogenities or tissue susceptibilities. Spin echoes give better image
quality but takes longer time since the flip angle always has to be 90 degrees.
The timecourses for the gradient fields and the RF pulse for sampling of a
line using a spin echo are given in Figure 2.10.
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Figure 2.10: The gradient fields and RF pulses for sampling of a line using a
spin echo. Note that there are two RF-pulses, one that is 90◦ and
one that is 180◦ , in order to reverse the phase angles.

To speed up the sampling process, there are methods called turbo spin echo
and turbo gradient echo, where several echoes are applied for one exciation.
This speeds up the acquisition process, but results in worse image quality.
Below are the resulting weighting of the images for different repetition times
and echo times, for a spin echo sequence [57]. The flip angle is always 90◦
for a spin echo sequence. A short TR here means less than 750 ms, and
long TR means more than 1500 ms. A short TE here means less than 40
ms, and long TE means more than 75 ms.

Short TR
Long TR

Short TE
T1 -weighted
PD-weighted

Long TE
Not useful
T2 -weighted

Below are the resulting weighting of the images for different echo times and
flip angles, for a gradient echo sequence [57]. The TR is always short (less
than 750 ms) for gradient echo sequences compared to spin echo sequences.
A short TE here means less than 15 ms, a long TE means more than 30 ms.
A small flip angle here means less than 40◦ and a large flip angle means
more than 50◦ .

Small flip angle
Large flip angle

Short TE
PD-weighted
T1 -weighted

Long TE
T2 -weighted
Not useful
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Sampling patterns

When the sampling is performed in k-space, different sampling patterns can
be used. The most common is to use a cartesian sampling pattern, since
the reconstruction then can be performed as an inverse FFT. Sometimes it
is however better to sample with other patterns, such as a spiral pattern.
The reconstruction then becomes much harder since a normal FFT can not
be used. A cartesian and a spiral sampling pattern are given in Figure 2.11.

Figure 2.11: Left: Sampling k-space using a cartesian sampling pattern.
Right: Sampling k-space using a spiral sampling pattern.

In some cases, the normal sampling in k-space, with one excitation per line,
is far too slow. In functional MRI (fMRI) for example, where the objective
is to study brain activity, it is necessary to get a volume of the brain
every or every other second. In this case a completely different sampling
approach has to be used. Instead of exciting the protons for every line of
k-space, a whole slice is sampled after one excitation, see Figure 2.12 for
the sampling pattern and Figure 2.13 for the gradient fields. The resulting
image quality is much worse than with normal sampling, but we do not
have to wait the set repetition time for each line, but only for each slice. A
slice of a T1 -weighted volume, that took about 5 minutes to acquire, and a
slice of a fMRI-volume, that took about 2 seconds to acquire, are given in
Figure 2.14.
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Figure 2.12: Left: For normal MRI, one line of k-space is sampled for each
excitation. Each time the protons are excited we return back to
origo. We have to wait the set repetition time for each line.
Right: For echo planar imaging, the entire slice is sampled after
one excitation. This results in a much faster sampling, but the
image quality is much worse.

Figure 2.13: The gradient fields and RF pulse for echo planar imaging, using
a gradient echo. We first excite the protons and select the current
slice. There are only small blips in Gy , to change the line in k-space.
Gx is alternating between positive and negative lobes, resulting in
that we move to the left in k-space for half of the lines and to the
right for the other half, as seen in Figure 2.12.
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Figure 2.14: Left: A slice of a high resolution T1 -weighted volume. The voxels
have a size of 1 x 1 x 1 mm. A gradient echo sequence have been
used, with one exication per line. The volume has a resolution of
240 x 240 x 140 voxels and took about 5 minutes to acquire.
Right: A slice of a low resolution fMRI volume, which is T2∗ weighted. The voxels have a size of 3 x 3 x 3 mm. A gradient
echo EPI sequence has been used, with one exciation per slice. The
volume has a resolution of 80 x 80 x 20 voxels and took 2 seconds
to acquire. The slices do not represent the same part of the brain,
but are only used to visualize the difference in the resulting image
quality when using conventional MRI sampling and EPI sampling.
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Properties of the Fourier transform

There are some properties of the Fourier transform that are very useful
when sampling in k-space. The most important property is that the Fourier
transform of a real valued signal is Hermitian. For a 1D signal this means
that
f (−x) = f (x)∗

(2.25)

i.e. that the complex conjugate of the function is equal to the original
function with the variable changed in sign. This property is valid for any
number of variables, in 2D it can be written as
f (−x, −y) = f (x, y)∗

(2.26)

This means that we only have to sample half of the k-space to be able
to reconstruct the image. Another way to look at it is that in the image
domain we have Nx ∗Ny real values, where Nx is the resolution of the image
in the x-direction and NY is the resolution in the y-direction. The Fourier
transform of an image is though complex valued, such that we have 2 values
in each pixel. For the number of values to be equal in the two domains,
we can remove half of the samples in k-space. If we sample the top half of
k-space, we can thus calculate what the bottom part will be. The top half
is first flipped upside down, then it is flipped from left to right and finally
we take the complex conjugate of the values. If we put the sampled top
half and the calculated bottom half together, we have the total k-space.
How the sampled data from half the k-space is used to calculate the whole
k-space is visualized in Figure 2.15.

Figure 2.15: Left: The top half of the k-space has been sampled. The image
shows the logarithm of the magnitude of k-space. Middle: The top
half of k-space is first flipped upside down, then it is flipped from
left to right and finally complex conjugated. Right: The two halves
of k-space are put together to create the total k-space.
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3D scanning methods

In order to scan a volume of data, several approaches can be used. The
easiest approach is to consider a volume as a number of 2D slices. We
excite and sample one slice at a time and then move on to the next slice.
This approach is called multi 2D (M2D). It is however rather slow since we
have to wait the set repetition time TR before we can sample the next line
in k-space. In order to circumvent this another aproach, called multislice
(MS), is used. The difference is that we do not sample a complete slice at
a time. Instead we sample one line of the first slice, then we sample the
same line in the next slice and so on. The advantage with this method is
that is much faster since the waiting due to the repetition time can be used
to excite and sample the same line in the other slices. The last approach
is to use true 3D sampling, where the whole volume is excited, instead of
one slice at the time.
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Functional Magnetic
Resonance Imaging

"Our neural pathways have become accustomed to your sensory input
patterns."
Riker, quoting Data’s definition of friendship

3.1

Purpose and history of fMRI

The main purpose of functional magnetic resonance imaging (fMRI) is to
study brain activity, in order to learn more about how the brain works.
fMRI is also used as a clinical tool prior to brain tumor surgery, to prevent removal of important brain areas. The advantage with fMRI compared to other techniques, is that it is non invasive, does not require any
harmful radiation (compared to SPECT, single photon emission computed
tomography) and has a higher spatial resolution than for example electroencephalography (EEG).
The first work related to fMRI was performed in 1990 by Ogawa et al. [68]
that observed that blood vessels became more visible as the amount of
oxygen in the blood increased. The first functional brain images were published by Ogawa et al. [69] and Belliveau et al. [6]. Today it is possible
to perform the statistical analysis while the subject is in the scanner, such
that the subject can look at it’s own brain activity. It is also becoming
more common with different kinds of brain computer interfaces, where the
subject can control some system with it’s brain activity.
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The BOLD signal and the balloon model

The main idea with blood oxygen level dependent (BOLD) fMRI is that
the intensity in the acquired images depends on the level of oxygen in the
blood. When the brain activity increases, the oxygen consumption in the
neurons increases. The body increases the cerebral blood flow to compensate for this, but overcompensates the blood flow such that the blood flow
increases more than the oxygen extraction. This in turn leads to that the
amount of oxygenated blood increases and the amount of deoxygenated
blood decreases. This leads to a decrease of the magnetic susceptibility,
which in turn increases the T2∗ relaxation and this gives a slightly higher
signal in the MRI image. The blood flow and the oxygen extraction in
a blood vessel, at the baseline state and the active state, is visualized in
Figure 3.1.
The difference for voxels with and without activity is however so small that
it is impossible to see any activity by simply comparing images from a brain
during rest and activity. The approach that is used instead is to let the
subject follow a stimulus paradigm, and then perform a statistical analysis
to compare the brain voxels at activity and rest.

Figure 3.1: Top: The blood flow, amount of oxygenated blood and oxygen extraction during rest, the baseline state. Bottom: The blood flow, amount
of oxygenated blood and oxygen extraction during activity. The neurons use more oxygen when they are active. The body increases the
cerrebral blood flow to compensate for this, but overcompensates such
that the amount of oxygenated blood is larger than in the baseline
state. The relation between oxygenated and deoxygenated blood will
affect the magnetic properties of the blood and can be seen as a small
change in the intensity in the images of the brain. This image is
reprinted, with permission, from the Phd thesis by Ola Friman.
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When a stimulus is sent to the brain, for example by activating one hand
for 20 seconds, there will be a response with a certain appearance. The
response will not come directly, but is delayed 3-8 seconds. First there is
an initial small dip, then there is a small overshoot and in the end there is
a post stimulus undershoot, as can be seen in Figure 3.2.

Figure 3.2: Left: The applied stimulus, for example activity for 20 seconds.
Right: The BOLD response from the applied stimulus, the response
is delayed 3-8 seconds and starts with a small initial dip. Then there
is a small overshoot and a post stimulus undershoot in the end. The
small initial dip is said to be due to that the amount of oxygen decreases first before the body has increased the blood flow. The difference compared to the baseline is normally not more than a few
percent.

A stimulus sent to the brain, for example in the form of a square wave,
will first be handled by the brain and then by the MR-scanner. The MRscanner will capture images of the brain at different timepoints. The brain
and the MR-scanner can together be seen as a black box to which we send a
signal, the stimulus, and then get an image sequence from the MR-scanner
from which we try to locate the brain activity. The black box system is
shown in Figure 3.3.

Figure 3.3: The known stimulus paradigm passes two main systems, the brain
and the MR-scanner, before it can be measured as intensity variations in the acquired MRI-images. This image is reprinted, with
permission, from the Phd thesis by Ola Friman.
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The balloon model proposed by Buxton et al. [11] tries to describe how the
blood flow in the brain reacts to a stimulus. The BOLD signal is in the
balloon model defined as the relative changes of the blood flow S, i.e. ∆S
S ,
and can be calculated with the following expression


q
∆S
= V0 k1 (1 − q) + k2 (1 − ) + k3 (1 − v)
S
v

(3.1)

where v is the normalized venous blood volume, q is the normalized total
deoxyhemoglobin content and k1 , k2 and k3 are three constants. V0 is the
actual venous blood volume fraction (e.g. 1-4%).
The differential equation for q is in the model given by
dq
1
=
dt
τ0



q(t)
E(t)
− fout (v)
fin (t)
E0
v(t)


(3.2)

and the differential equation for v is given by
dv
1
=
(fin (t) − fout (v))
dt
τ0

(3.3)

fin (t) is here the known stimulus paradigm and fout (v) can be modelled
to vary linearly or exponentially with v. Observe that fin (t) is a function
of time and that fout (v) is a function of volume. E is the net extraction
of O2 from the blood as it passes through the capillary bed and it can for
example be modelled with the following expression
1

E(fin (t)) = 1 − (1 − E0 ) fin (t)

(3.4)

An example of simulation of the BOLD signal with the balloon model is
given in Figure 3.4.

38

3.2 The BOLD signal and the balloon model

29

Figure 3.4: The figure shows an example of a simulation of the balloon model for
a number of timepoints. The inflow of blood is set by the user and
the result from the simulation is the normalized venous blood volume,
v, the normalized total deoxyhemoglobin content, q, and the resulting
BOLD signal.
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3.3

fMRI experiments

In order to perform an fMRI experiment, the stimulus paradigm first has
to be designed. The paradigm is used to tell the subject what to do,
and to know when the activity starts and stops. The design of the fMRI
experiments can be divided into two groups, block designs and event related
designs. An example of a block design and an event related design is given
in Figure 3.5.

Figure 3.5: Left: A block stimulus paradigm where the periods of activity and
rest normally are equally long, for example 20 seconds.
Right: An event related paradigm where the active periods consists
of spikes or blocks with varying length. This image is reprinted, with
permission, from the Phd thesis by Joakim Rydell.

During the experiment, volumes of the brain are collected continously, resulting in a timeseries in each voxel, as shown in Figure 3.6. It is common
to collect a volume every or every other second, giving a temporal resolution of 0.5 - 1 Hz. The subject normally receives instructions through
virtual reality goggles or through earphones. It can however be hard to use
the earphones, since the MR scanner is very noisy.
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Preprocessing of fMRI data

Before the statistical analysis is performed, different preprocessing steps
are normally applied to improve the statistical analysis. Some of these
preprocessing steps are further described in later sections.
• Since it is possible to move the head during the experiment, and the
fact that an experiment normally is several minutes long, it is necessary to perform motion compensation of the collected fMRI volumes
such that they are aligned. There exists a number of implementations
for registration of fMRI volumes. One example is the work by Cox
et al. [17] that in 1999 where able to perform motion compensation
in real-time. Cox et al. have also made the AFNI software [16] that
is used by many that work with fMRI. The most common tool for
fMRI analysis, and to some extent image registration, is the statistical parametric mapping (SPM) software by Friston et al. [29]. A
good comparison of fMRI motion compensation algorithms has been
done by Oakes et al. [67].
• The fMRI volumes are normally collected by sampling of one slice at
the time, using echo planar imaging (EPI). This means that the slices
in the volume are not taken at the same time. If a volume consists of
20 slices and it takes 2 seconds to acquire the volume, there is a 0.1
s difference between each slice. In order to compensate for this, slice
timing correction is applied.
• Due to imperfections in the scanner and brain activity that not can
be controlled, there will be drifts and trends in the fMRI data that
has to be removed prior to the statistical analysis. This is called
detrending and can be done in many ways. An example of how this
can be done is given by Friman et al. [28],
• Prior to any statistical analysis, it is common to normalize the data
such that it has zero mean and unit variance.
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3.5

fMRI Analysis

There are many ways to perform the statistical analysis of the fMRI data,
some examples are principal component analysis (PCA) [2], independent
component analysis (ICA) [12] and clustering of fMRI time series [35]. The
most common approach is though to use the general linear model (GLM)
that is implemented in the SPM software by Friston et al. [30]. This results
in a t-test value for each voxel and then a significance level is set, for
example 95% or 99%. Each voxel time series is tested to examine if there
is a significant difference of the values during rest and activity. The voxels
that have a t-test value that is significant are considered to be active. Since
the t-tests are performed separately, there is always a risk of that voxels
that not are active still will be considered to be active. If the length of the
rest and activity periods are the same, the t-test value can be translated
to a correlation value, that states the correlation between the stimulus
paradigm and the current voxel timeseries. A good overview of different
statistical approaches to analysis of fMRI data is given by Lazar [50].

Figure 3.6: In fMRI a number of slices is collected repeatedly during the experiment. It is common to have a volume of data for each second, the
fMRI data is thus 4D (3D + time). Each voxel will have a timeseries,
if this timeseries is similar to the stimulus paradigm, the voxel is considered to be active. This image is reprinted, with permission, from
the Phd thesis by Ola Friman.
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The general linear model

The general linear model (GLM) is the most used statistical method for
fMRI analysis. A general linear model explains the variation in Yj in terms
of a linear combination of the explanatory variables xjl , plus an error term
. This can be written as
Yj = xj1 β1 + ...xjl βl + ... + xjL βL + j

(3.5)

where Bl are the unknown parameters corresponding to each of the L explanatory variables. This approach is also known as regression analysis.
In matrix form this can be written as
Y = Xβ + 

(3.6)

where Y are the observations, i.e. all the voxels in the fMRI dataset, β
are the parameters that we want to find,  are the errors that can not be
explained by the model and X is the design matrix that is given by the
experiment setup.
Since the square wave formed stimulus paradigm will be deformed by the
brain dynamics it is not a good idea to try to match the stimulus paradigm
and each voxel time series directly. A better approach is to use a set of
temporal basis functions that can be combined to fit the time series of each
voxel. The GLM gives the weights of these basis functions, that are best in
a least squares sense. An example of temporal basis functions, and some
of their resulting linear combinations, is given in Figure 3.7.
The expression for how to get the best parameters can be found by minimizing the least square error 2 , which can be written as
2 = (Y − Xβ)T (Y − Xβ)

(3.7)

By setting the derivative of the least square error, with respect to the
parameters β, to 0, we get that
β̂ = (X T X)−1 X T Y

(3.8)

where β̂ are the estimated parameters. In detection theory, this is called
the best linear unbiased estimator (BLUE), if the errors are uncorrelated
with each other and and with the independent variables.
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If a weight W for each sample is known, for example a temporal certainty
as used by Rydell et al. [77], the least squares estimate can be extended
to a weighted least squares estimate. By instead minimizing the weighted
least squares error
2 = (Y − Xβ)T W (Y − Xβ)

(3.9)

we get that the best parameters can be found by
β̂ = (X T W X)−1 X T W Y

(3.10)

Figure 3.7: Top: The stimulus paradigm. Bottom left: Two temporal basis
functions, solid line and dashed line, that can be combined to different BOLD responses. Bottom right: Two different resulting
linear combinations of the two temporal basis functions. This image
is reprinted, with permission, from the Phd thesis by Joakim Rydell.
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Canonical correlation analysis

The problem with the GLM is that we do not fully take advantage of the fact
that if one voxel is active, there is a high probability that the neighbouring
voxels also are active. To include information from the neighbouring voxels,
and to increase the signal to noise ratio (SNR), it is common to apply
an isotropic Gaussian lowpass filter prior to the statistical analysis. The
problem with the lowpass filter is that the activity map will be blurred and
that small activity areas can be blurred out. It is thus a better idea to use
adaptive filtering, such that lowpass filters with different orientation and
different size are used in different parts of the fMRI volumes, in order to
prevent unnecessary smoothing. The GLM can however only find one set
of parameters, since it is designed for one multidimensional variable. In
order to find the best temporal parameters and the best spatial parameters
at the same time we have to use another approach. One way to do this
is to use canonical correlation analysis (CCA) [42] instead, GLM is only a
special case of CCA.
CCA finds the linear combinations of two multidmensional variables that
gives the highest correlation. We can think of it as correlation between the
projection of two multidimensional variables x and y. The projections are
given by wxT x and wyT y, i.e. a linear combination of the different variables
in each dataset.
Ordinary correlation ρ between the variables x and y can be written as

ρ= p

E{(x − µx )T (y − µy )}
E{(x − µx )T (x − µx )}E{(y − µy )T (y − µy )}

(3.11)

where E denotes expectation value and µ denotes mean value.
If we now use that x = wxT x and y = wyT y, and assume that the data has
zero mean, we get

ρ= q

E{wxT xy T wy }

(3.12)

E{wxT xxT wx }E{wyT yy T wy }

This can also be written as

ρ= q

wxT Cxy wy

(3.13)

wxT Cxx wx wyT Cyy wy

where Cxy is the correlation matrix between the variables, and Cxx and Cyy
are the correlation matrices for x and y respectively.
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To find the best linear combinations, we simply take the derivative of ρ
with respect to wx and wy , set it to 0 and solve the resulting equation
system. We though have to make sure that the weight vectors have unit
length, we denote this with ŵx and ŵy . It is then possible to show that the
best weights are given by an eigenvalue problem
−1
−1
Cxx
Cxy Cyy
Cyx ŵx = λ2 ŵx

(3.14)

−1
−1
Cyy
Cyx Cxx
Cxy ŵy

(3.15)

2

= λ ŵy

such that ŵx and ŵy are found as eigen vectors and the correlation is the
square root of the corresponding eigen value. There is however no guarantee
that the resulting matrices
−1
−1
Cxx
Cxy Cyy
Cyx

(3.16)

−1
−1
Cyy
Cyx Cxx
Cxy

(3.17)

are symmetric and the problem is then not an eigen value problem. A better
approach is to use the standard definition of CCA, where the matrices
instead are defined as
−1/2
−1
−1/2
Cxx
Cxy Cyy
Cyx Cxx

(3.18)

−1/2
−1
−1/2
Cyy
Cyx Cxx
Cxy Cyy

(3.19)

These matrices have the same eigen values as the previous matrices. The
eigen vectors of these matrices, here called a and b, are transformed to get
the original weight vectors ŵx and ŵy
−1/2
ŵx = Cxx
a

(3.20)

−1/2
Cyy
b

(3.21)

ŵy =

Note however that it is sufficeint to solve one of the eigen value problems,
since the solution to the other eigen value problem can be calculated from
the solution to the first problem.
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As temporal basis functions, we can use the functions given in Figure 3.7
or 3 sine waves and 3 cosine waves that are of the same frequency as the
stimulus paradigm, twice the frequency and three times the frequency. By
using both sine and cosine waves, we can create a sine wave with arbitrary
phase, to compensate for the unknown BOLD delay. An example of such
temporal basis functions is given in Figure 3.8.

Figure 3.8: Top: The stimulus paradigm. Bottom: The six different temporal basis functions that can be combined to fit the BOLD response.
This image is reprinted, with permission, from the Phd thesis by Ola
Friman.

CCA based fMRI analysis has been done by Friman et al. [27, 26] that first
used neigbouring pixels in a 3 x 3 neighbourhood as spatial basis functions.
The pixel basis functions are given in Figure 3.9.
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Figure 3.9: As spatial basis functions we can use different combinations of the
neighbouring pixels. It is however not a good idea to use the 9 pixels
in the 3 x 3 neighbourhood directly, since it will result in too many
basis functions such that CCA can find high correlations in too many
places. This image is reprinted, with permission, from the Phd thesis
by Ola Friman.

If we use CCA for the fMRI analysis it will thus find the combination of
temporal basis functions and the combination of spatial basis functions
that gives the highest correlation with the timeseries of the current voxel.
If we use too many basis functions however, CCA will find high correlations
everywhere. This is the reason why the pixel basis functions not are very
good to use in 3D, since we then will have 27 spatial basis functions if we
use a 3 x 3 x 3 cube. The work by Friman et al. was therefore extended
by instead using one small isotropic Gaussian lowpass filter and a number
of anisotropic Gaussian lowpass filters that when combined can create a
lowpass filter in arbitrary direction, to give CCA a lower number of spatial
basis functions to combine. The resulting filter is a lowpass filter in a certain
direction, and does thereby not smooth the data in the other directions,
which is the case if a single isotropic Gaussian lowpass filter is used. The
filters that were used by Friman et al. are given in Figures 3.10 and 3.11.

Figure 3.10: A better approach than using pixel basis functions is to use a number
of lowpass filters with different orientation, that can be combined to
a lowpass filter with arbitrary orientation. This image is reprinted,
with permission, from the Phd thesis by Ola Friman.
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Figure 3.11: The figure shows the same filters as in the previous image, but now
we look at the mesh of a more high resolution version of the filters.
This image is reprinted, with permission, from the Phd thesis by
Ola Friman.

In order to guarantee that the all the weights for the filters are positive, and
that the resulting BOLD model is plausible, restricted CCA (RCCA) [20]
was therefore used since it guarantees that all the resulting weights are positive. The reason why we only want positive weights for the filters is that
we otherwise might end up with a strange lowpass filter that has positive
coefficients in one direction and negative coefficients in another direction.
This would mean that a linear combination of the voxels in the first direction are positively correlated with the stimulus paradigm while the voxels
in the other direction are negatively correlated with the stimulus paradigm,
and this is probably not a very plausible form of the brain activity.
RCCA is however quite computationally expensive to use since the analyis
has to be iterated until there only are positive weights. Another problem
with RCCA is that the negative weights simply are set to 0 and then the
CCA is repeated with the constraint that the negative weight has to be
0. This will result in that the original filters are favourized, instead of
linear combinations of the filters. The analysis will thus not be rotation
invariant. Rydell et al. [78, 76] extended the work by Friman et al. to make
the analysis rotation invariant, by first finding the orientation of the filter
by constructing a tensor and then make a filter in that direction.
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Visualization of brain activity

The statistical analysis of the fMRI data results in an activity map, where
each voxel has an activity value that states how active that voxel was during
the experiment. To visualize this, it is common to put the low resolution
activity map into a high resolution T1 -weighted MRI volume, to easier see
the activity and the anatomical structure of the brain at the same time.
Since the voxels in the fMRI volumes normally have a physical size of
something like 3 x 3 x 3 mm and the voxels in the T1 -weighted volume
normally have a physical size of 1 x 1 x 1 mm, the activity map first have
to be interpolated to the same resolution as the T1 volume. Then it is
also necessary to register the two volumes, for example by maximizing the
mutual information between them, as proposed by Viola et al. [82]. The
resulting correlation map and a thresholded correlation map put on top of
a T1 volume is shown in Figure 3.12.

Figure 3.12: Left: The correlation map for a slice of the fMRI volume. The
correlation is colour encoded and the scale is given by the colour
bar.
Right: A threshold has been used and the activity map has been
registered to the T1 volume, to make it easier to see the activity and
the anatomical structure at the same time. The subject periodically
activated the right hand, and we can see activity in the left motor
cortex.

50

4
Motion Compensation
in MRI and fMRI

"Impossible is a word that humans use far too often."
Seven of Nine

4.1

Introduction

Since an fMRI experiment takes a couple of minutes to perform, there is
always a risk that the subject will move the head during the experiment
and this can result in false and/or misplaced activity in the resulting brain
activity map. It is, for example, common to see activity close to the edge of
the brain. This activity is however often false and the reason for this is that
the voxels close to the edge of the brain can change from being inside the
brain and outside the brain if the subject moves. These voxels will thus have
a much higher variance, that can be misinterpreted as activity, especially if
the subject moves the head in pace with the stimulus paradigm. In order to
compensate for the head movement, motion compensation algorithms must
be used, this is also known as image (or volume) registration. An example
of the estimated head movement during an fMRI experiment is given in
Figure 4.1. The maximum motion is only a couple of millimeters, but it is
sufficient to ruin the fMRI analysis.
The area of motion compensation for MRI can be divided into prospective
and retrospective motion compensation. The idea with prospective motion
compensation is to compensate for the head movement before the sampling
of the new line, slice or volume, while retrospective motion compensation
tries to compensate for the movement after the acquisition of the volume.
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Figure 4.1: In fMRI it is common to compensate for head movement prior to
the signal analysis. This plot shows the estimated translations of the
head during a 5 minutes long fMRI experiment. The blue curve is the
movement in the x-direction, the red curve is the movement in the
y-direction and the green curve is the movement in the z-direction.
The maximum movement is only about 1.5 mm, but it ruins the fMRI
analysis.

4.2

Prospective motion compensation

Prospective motion compensation tries to estimate the position of the head
using a number of navigator echoes [32], and then adjust the gradients
such that the k-space coordinate system is locked to the head of the patient, rather than to the MR scanner. This normally requires that the
MR scanner is reprogrammed and it is therefore not possible to use in
most cases. Prospective motion correction for example been done by Ward
et al. [83]. White et al. [86] extended the work by also including an extended Kalman filter (EKF) to include tracking of the head’s position and
rotation. Speck et al. [80] used another approach that included an optical stereoscopic tracking system that can handle fast and excessive head
motion better than navigator echoes. The problem with this approach is
however that additional equipment has to be used together with the MR
scanner.
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Retrospective motion compensation

The idea with retrospective motion compensation, from now on termed
image registration, is to find the translation and rotation of a volume,
compared to a reference volume, and then translate and rotate the altered
volume, back to it’s original position. Since the head can be considered to
be a rigid body, no deformations are allowed in the registration.
A problem with fMRI sampling is that the normally used acquisition sequence samples one slice at a time, using a multi 2D EPI sequence. It is
thus possible to have the head in different positions when acquiring the
different slices. Another way to look at it is that in order for the head
movement to be compensated by a rigid 3D registration, all the movement
has to be between the last slice of the previous volume and the first slice
of the current volume. Inter-slice movement can lead to that some parts
of the subjects head have been sampled more than once, and some parts
have not been sampled at all. Some work has been done in order to register
each slice separately to compensate for this. Kim et al. [44] showed how
to register individual fMRI slices into a high resolution anatomical volume.
Bannister et al. [73] proposed how to separately register each slice in a number of fMRI volumes and then applied Hermite spline interpolation to fill
in sampling voids. This method required 72 hours to compensate 20 fMRI
volumes and does thus not have much practical value. Similar work has
been done by Gedamu et al. [33] who instead used a Kaiser-Bessel function
to interpolate missing data.
To evaluate how well the reference volume and the altered volume fit a
number of similarity measures are used. Common examples are correlation,
mutual information, local phase relations, sum of squared differences etc.
Common clinical applications of image registration are to enable comparison of medical images from different modalities, such as MRI and CT, or to
compensate for movement between or during scanning sessions. In fMRI it
is used both for compensating for head movement and to put the low resolution activity map in the high resolution T1 volume. Image registration
is also used in order to warp a patient specific brain volume to a standardized model of the brain, in order to easier define different brain areas or
to compare brain activity from different patients. The basic idea of image
registration is given in Figure 4.2. An example of when image registration
is needed for same modality images is given in Figure 4.3 and an example
of multimodal registration is given in Figure 4.4.
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Figure 4.2: In image registration the objective is to find the movement field that
best describes the transformation between image I1 and image I2 .

Figure 4.3: Image registration is for example used to register images from different scanning sessions performed at different timepoints.

Figure 4.4: Image registration is necessary to register the activity map from a low
resolution fMRI dataset to a high resolution T1 -volume. The image
to the right is though an fMRI slice and not the activity map.
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Transformation models

Image registration is normally divided into different areas, depending on
the transformation model that is used. One area of transformation models
are linear transformations, that include translation, rotation, scaling and
other affine transforms. If the transformation is limited to rotation and
translation, the registration is rigid since the size and the shape of the
object can not change. The motion fields for rigid transformations can be
described by a few parameters. Another area of image registration is nonrigid registration where the shape and the size of the object can change, not
only globally but locally. These motion fields can however not be described
by a few parameters. In order to get a smooth transition between the local
motion fields, it is common to reguralize the motion field.
The methods that will be covered in this chapter are intensity based registration and phase based registration. First the basic optical flow algorithm
will be explained and then image registration by maximization of mutual
information will be explained.

4.5

Intensity based registration using
gradient filters

The most common way to register two images is to look at the intensity
itself. One way to do this is to calculate the optical flow between the images.

Figure 4.5: An object in the image has moved between two timepoints. The movement in the x-direction is ∆x, the movement in the y-direction is ∆y
and the time difference between the images is ∆t. The two images
and the time difference are given, the goal is to calculate the motion
vector that describes the movement between the images.
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The optical flow registration algorithm is based on 2 assumptions
I. The motion can locally be described as a pure translation ∆x.
II. The image can locally be described as a slanted plane.
The first assumption says that the intensity does not change between the
two images. The second assumption says that the image locally can be
described with a first order Taylor expansion.
By using the first assumption we can write that the pixel value at the
position (x, y) at timepoint t is equal to the pixel value at (x + ∆x, y + ∆y)
at timepoint t + ∆t, where ∆x is the movement in the x-direction, ∆y is
the movement in the y-direction and ∆t is the time difference between the
images. If the intensity changed between the two images, this would not
be true. This can be written as
I(x + ∆x, y + ∆y, t + ∆t) = I(x, y, t)

(4.1)

Using the other assumption, we apply a first order Taylor expansion to the
expression above and get
∆x∇x I + ∆y∇y I − ∆t(I1 − I2 ) = 0

(4.2)

where I2 is the second image and I1 is the first image and I1 − I2 is an
estimate of the time derivative.
If we divide each term by ∆t we get
∆x
∆y
∇x I +
∇y I − (I1 − I2 ) = 0
∆t
∆t

(4.3)

∆y
and since ∆x
∆t is the velocity in the x-direction vx and ∆t is the velocity in
the y-direction vy we finally get the classical flow equation

vx ∇x I + vy ∇y I − (I1 − I2 ) = 0

(4.4)

where ∇x I is the derivative of the image in the x-direction and ∇y I is the
derivative of the image in the y-direction.
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A more compact way to write this is
∇I T v − ∆I = 0

(4.5)

where ∇I = [∇x I ∇y I]T , v = [vx vy ]T and ∆I = I1 − I2 .
The derivative of the image tells us the possible directions of the movement,
since we only can detect movement if there is some structure in the image.
If an area of the image is flat, it is impossible to know if there has been any
movement or not. The velocity tells us how big the movement is, and the
scalar product projects the velocity on the gradient of the image.
To estimate the derivative of the image, we can apply a number of gradient
filters. The Sobel-operator is a common way of calculating the gradient of
an image, it will give the gradient and a lowpass effect in one direction, and
a lowpass effect in the perpendicular direction.
The Sobel-operator consists of two 3 x 3 filters, one that is used to calculate
the x-gradient and one that is used to calculate the y-gradient.


+1 0 −1
Gx = +2 0 −2 /8
+1 0 −1

(4.6)



+1 +2 +1
0
0  /8
Gy =  0
−1 −2 −1

(4.7)

The gradient magnitude can then be calculated as
G=

q

∇x I 2 + ∇y I 2

(4.8)

and the direction of the gradient can be calculated as

φ = arctan

∇y I
∇x I

!
(4.9)

where ∇x I is the filter response from Gx and ∇y I is the filter response from
Gy .
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A 1D example to further visualize the idea is given in Figure 4.6. The
displacement between the curves is ∆x, the difference in value between the
curves is ∆I and the estimated derivative is I 0 . The displacement can then
be estimated by
∆x =

∆I
I0

(4.10)

Figure 4.6: A 1D registration problem where we have two curves with a displacement. By using the difference between the curves and the estimated
derivative, we can estimate the displacement.

The problem with the optical flow equation is that we have two unknown
variables, the velocity in the x- and the y-direction, but only one equation.
One solution to this is to find the motion vectors that minimize the least
square error between the actual difference in image intensity in each pixel
and the intensity difference that is predicted by the motion field
2 =

X

(∇I i (xi )T v(xi ) − ∆I(xi ))2

(4.11)

i

In most of the pixels there will be more than one possible motion vector,
due to the aperture problem that is visualized in Figure 4.7.
We thus need a model for what the motion field should look like and find
the solution that is the best for all the pixels in some sense. We can find
this solution by minimizing the least square error between the difference in
image intensity that is predicted by our model and the actual difference in
image intensity.
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Figure 4.7: Since we try to estimate the movement locally by looking at a small
neighbourhood of the image (by using filters with a certain spatial
size), we have to handle the aperture problem. The true motion is
up and left at the same time. It is however only in the corners of this
image that we can find this true motion. In the flat areas we can not
find any motion at all, and at the lines (or edges) we can only find
the part of the motion that is perpendicular to the orientation of the
line (edge). Look for example at the line at the top of the image, all
the motion vectors that have the same y-component are equally good
estimates of the true motion, we can thus only estimate the y-part of
the motion but not the x-part in this part of the image. One solution
to this problem is to find the best fit to a model that describes the
movement of the whole image.

4.6

Parametrization of the motion field

The motion field in 2D can be modelled with the help of a 6-dimensional
parameter vector, p = [p1 , p2 , p3 , p4 , p5 , p6 ]T , according to
v(x) =

  

  
p1
p p
1 0 x y 0 0
x
p
+ 3 4
=
p2
0 1 0 0 x y
p5 p6 y
{z
}
|

(4.12)

B

i.e. the first two parameters is the translation and the last 4 parameters
make up the transformation matrix. The model for the motion field we use
is thus
v(xi ) = B(xi )p

(4.13)

This is only one example of a base for a parametrical model, i.e. B can be
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changed. If we replace the motion v(xi ) with B(xi )p in our error measure
we instead get
2 =

X

(∇I i (xi )T B(xi )p − ∆I(xi ))2

(4.14)

i

We then simply take the derivative of the error with respect to te parameter
vector p and get
X
∂2
=2
B Ti ∇I i (∇I Ti B i p − ∆Ii )
∂p

(4.15)

i

If we now set the derivative to 0 this gives the linear equation system
X

B Ti ∇I i I Ti B i p =

X

i

|

B Ti ∇I i ∆Ii

(4.16)

i

{z
A

}

|

{z
h

}

The optimal parameter vector is given by solving the equation system, i.e.
by
poptimal = A−1 h

(4.17)

Note that the equation system is easy to solve, 6 linear equations, but the
cumbersome part is to sum over all the pixels i. Since an image normally
consists of more than 10 000 samples, we will get a good estimate of the
parameter vector that has six components.
Note that we may not find the true displacement between the images. The
assumptions we make for the optical flow algorithm are not valid everywhere
in the image and the parameter vector we calculate is the best in the least
square sense, but it does not have to be the best solution locally. It is also
only the pixels with gradient information that contribute to the solution.
A way to imrpove the estimates is to iterate the algorithm.
One problem that can arise when iterating the algorithm is that the image
quality can become worse and worse in each iteration, since the interpolation that we have to do in each iteration will give the same effect as a
lowpass filter. One easy solution to this is to instead increment the parameter vector in each iteration, and always interpolate from the original
image. This approach can also be used in non-rigid registration, but then
the movement field has to be saved and incremented in each iteration, instead of the parameter vector.

60

4.6 Parametrization of the motion field

51

The complete algorithm uses the following steps in each iteration
• Convolve the image with one gradient filter in each direction, i.e. one
in the x-direction and one in the y-direction.
• Calculate differences in image intensity between the reference image
and the target image for each pixel.
• Setup the equation system, i.e. calculate the A-matrix and the
h-vector.
• Solve the equation system to get poptimal , and add this to the total
parameter vector, i.e. ptotal = ptotal + poptimal , in order to avoid
effects of repeated interpolation.
• Calculate a motion vector in each pixel, using the model for the motion field.
• Use interpolation and the calculated motion vectors to calculate the
adjusted image to be used in the next iteration.
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4.7

Phase based registration using
quadrature filters

The problem with the normal optical flow is that the assumptions that are
needed are not met by many images. Since the images can differ significantly in intensity, especially between different modalities, the local phase,
from for example quadrature filters, is better to use since it is invariant to
a change in intensity and varies more smoothly. A set of testimages where
the phase based approach is superior to the intensity based approach is
given in Figure 4.8. Phase based registration is not as common as intensity based registration, but has for example been done by Hemmendorff et
al. [39, 38], Mellor et al. [58] and Wrangsjö et al. [89].

Figure 4.8: Left: A simple testimage consisting of a white cross.
Right: A shading from left to right has been added to the testimage.
This will cause trouble for the gradient filters, since they pickup the
low frequency component, but not for the quadrature filters. The
local phase is also invariant to the intensity, making phase based
registration much more robust than gradient based registration.

A quadrature filter [36] is a complex valued filter for combined edge and line
detection. The real part of the filter, which is even, detects lines and the
imaginary part, which is odd, detects edges. The magnitude of the complex
filter response tells us the phase invariant signal intensity and the phase
tells us if there is an edge or a line, and what kind of edge or line. We use
log-normal quadrature filters Q, which in the Fourier domain are expressed
as polar separable functions with radial function R and directional function
D as function of frequency u.
Qk (u) = R(||u||)Dk (u)

C ln2

R(||u||) = e

||(u)||
u0
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C=

(4.18)

−4
B 2 ln(2)

(4.19)
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u0 is the centre frequency of the filter and B is the relative bandwidth,
given in octaves.
Since the phase conception is valid only if we define a direction of it, we
construct quadrature filters with different direction. The directions are
defined such that
(
(uT n̂k )2
Dk (u) =
0

uT n̂k > 0
otherwise

(4.20)

where n̂k is the directional vector for filter k. A quadrature filter is thus
zero in one half plane in the frequency domain. In order to get filters with
desired frequency response and spatial locality, advanced filter design is
necessary [46]. Quadrature filters can be used in many applications, for
example to estimate the local structure tensor [45] and to register images
of different intensity which will be explained here. The frequency response
of a quadrature filter with a centre frequency of π5 and a bandwidth of 2
octaves is given in Figure 4.9, the direction of the filter is along x. The real
and the imaginary part of the quadrature filter in the spatial domain are
given in Figures 4.10 and 4.11 respectively.

Figure 4.9: An ideal quadrature filter in the frequency domain, note that the filter
is zero in one half plane, defined by the direction of the filter. This
filter has a center frequency of π5 and a bandwidth of 2 octaves.
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Figure 4.10: The real part of a quadrature filter in the spatial domain, note that
the filter is even and is therefore a good line detector.

Figure 4.11: The imaginary part of a quadrature filter in the spatial domain,
note that the filter is odd and is therefore a good edge detector.
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The complex filter response q is an estimate of a bandpass filtered version
of the analytical signal
q = A · (cos(ϕ) + i · sin(ϕ)) = A · eiϕ

(4.21)

with magnitude A and phase ϕ. The magnitude is given by
A=

p
<(q)2 + =(q)2

(4.22)

and the phase is given by

ϕ = arctan

=(q)
<(q)

!
(4.23)

The idea of the phase concept is further visualized in Figure 4.12. The local
phase tells us if the filter has found a dark or a bright line or an edge and
its direction. If the magnitude of the filter response is low, it is however
not meaningful to interpret the phase, since it is then more or less noise.

Figure 4.12: The phase from the complex valued filter response tells us if there is
a line or an edge, and what kind of an line or edge (for example a
bright or a dark line). It is only meaningful to interpret the phase
if the magnitude is high.
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By using the local phase instead of the image intensity in the optical flow
registration algorithm, we get the optical flow equation of the phase ϕ
∇ϕT v − ∆ϕ = 0

(4.24)

∆ϕ = ϕ1 − ϕ2 = arg(q1 q2∗ )

(4.25)

where

q1 is the filter response from the reference image and q2 is the filter response
from the altered image and ∗ denotes complex conjugation. For image
registration, it is sufficient to use one filter in the x-direction and one in
the y-direction.
The phase gradients, i.e. the local frequency, can be estimated with the
following expression

 

∗ + q q∗
∗
∗
arg[q1x+ q1c
∇x ϕ
1c 1x− + q2x+ q2c + q2c q2x− ]
=
(4.26)
∗ + q q∗
∗
∗
arg[q1y+ q1c
∇y ϕ
1c 1y− + q2y+ q2c + q2c q2y− ]
where
qc = q(x, y)
qx+ = q(x + 1, y), qx− = q(x − 1, y)
qy+ = q(x, y + 1), qy− = q(x, y − 1)
For each voxel and each filter, we also use a certainty that is calculated
according to


p
∆ϕ 2
c = |q1 q2 | cos
(4.27)
2
This certainty measure requires that we have a high magnitude both for
the filter response from the reference image and for the filter response from
the altered image, and that the estimated phase does not differ too much.
If there is a big difference in the estimated phase it can for example mean
that the filter at the same pixel found an edge in the reference image and
a dark line in the altered image. Since the quadrature filters only gives the
phase in one direction, we need one certainty measure for each filter, such
that we know what filter to thrust in each point. The certainty approach
can be used in the intensity based registration as well, but it is not equally
obvious how to define a certainty from the intensity of the image.
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If we use our model v(xi )(xi ) = B(xi )p and minimize the least square
error in the same way as in the intensity based approach
XX
2 =
cik (∇ϕk (xi )T B(xi )p − ∆ϕk (xi ))2
(4.28)
k

i

2

by setting ∂
∂p = 0, we get the following equation system, that now is
weighted with the certainty c in each point and filter
XX
k

|

cik BiT ∇ϕik ∇ϕTik Bi p =

XX

i

k

{z
A

}

|

cik BiT ∇ϕik ∆ϕik

(4.29)

i

{z
h

}

We have to sum over all the pixels i and all the filters k, since we have
different certainties for the different filters. The rest of the algoritm is the
same as for the intensity based registration algorithm. Now we can go back
to the testimage with the applied shading and compare the two methods,
by looking at one line in the middle of the image. The comparison is given
in Figures 4.13 and 4.14. It is clear that the phase based approach is much
more robust since the local phase is invariant to the intensity.

4.8

Non-rigid registration

By adding a window function to the expression in 4.29, we can get several
local solutions rather than one global solution. The result will be a nonrigid registration instead of a rigid registration, such that we can create
motion fields that can handle cases that arise when the difference between
two images is not a simple translation or rotation.
Another approach to non-rigid registration in 2D is to use for example four
quadrature filters that are evenly spread in orientation. From the phase
difference, between the reference image and the altered image, for each
filter, we calculate a vector that tells us the motion in the direction of
the filter. The vectors from the different filters are then weighted together
with the certainty described previously. In order to translate a difference
in phase into how many pixels we should move the image, we have to
know the local frequency. The local frequency can either be estimated with
expression 4.26 or by the center frequency of the quadrature filters.
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Figure 4.13: We look at the middle line of the two testimages to compare the
intensity based and the phase based registration algorithms.

Figure 4.14: Left: In blue is the middle line of the original testimage and in
red is the middle line of the testimage with the added shading. The
intensity based method does not work very well here due to the shading.
Middle: In blue is the phase of the filter response, in the xdirection, from the original testimage and in red is the phase from
the filter response of the testimage with the added shading. This
seems much worse than the original lines, but we must remember
that it is only meaningful to interpret the phase if the magnitude is
high, otherwise the phase is more or less noise.
Right: Here we have multiplied the phase with the certainty and
now we see that is easy to find the displacement between the images.
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Mutual information based registration

One of the most common ways to register two images is to maximize the
mutual information between them, as proposed by Viola et al. [82]. A
good survey about mutual information based registration has been done
by Pluim et al. [72]. The advantage with the mutual information approach
is that we do not need any filters at all, and that the mutual information
similarity measure works for different intensity mappings of the objects
in the images. In order to calculate the mutual information between two
images, we first have to allocate each pixel value to a bin, in order to
calculate the probability of each intensity. Normally the number of bins is
100 to 256 but it can depend on the image content and it is not obvious that
we should have the same number of bins for the reference image and the
altered image. Legg et al. [52] proved that a good idea can be to calculate
the number of bins by using Sturge’s histogram rule, rather than simply
setting the number of bins to 100 or 256.
The mutual information (MI) between two variables a and b is given by

M I(a, b) =

N X
N
X
a=1 b=1

p(a, b)
p(a, b)log
p(a)p(b)

!
(4.30)

where N is the number of bins.
In order to find the parameters, normally assuming only translation and
rotation, that maximizes the mutual information we have to use some optimization algorithm. Examples of this are Nelder-Mead simplex optimization and Powell’s conjugate gradient descent method. One problem with
the mutual information is that the histogram can change significantly when
interpolation is performed. This will result in a highly discontinous optimization problem that is hard to solve. To avoid this, a special kind of
interpolation is normally used, where the histogram itself is modified instead of the image.
The main disadvantage with the mutual information approach is that it
may require hundreds of iterations before the solution is found, and since
we search for the best parameters (instead of calculating them directly by
minimizing a L2 -norm as described previously) it is also possible to get
stuck in a local minima. To improve the search algoritm, it is common
to also use the analytical derivative of the mutual information to help the
optimization. A numerical derivative would probably be too discontinous.
Even if the mutual information approach works for different intensities and
different modalities, it is not that hard to create a testimage where the
method fails. The main problem is that the mutual information uses the
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image intensity itself, but the intensity does not necessarily have to give
any information about how well the images fit. A better approach is to
use the mutual information of the local phase, as showed by Mellor and
Brady [59], Wong et al. [88] and Dalvi et al. [19]. The resulting mutual
information of the intensity and the mutual information of the local phase,
as function of rotation of one of the images, of the testimages in Figure 4.8
is given in Figure 4.15. It is clear that the local phase is superior to the
image intensity in this case as well.

Figure 4.15: Left: The mutual information as function of rotation when the
easy testimage was used both as reference image and target image.
The mutual information of the intensity is given in blue and the
mutual information of the local phase is given in green. In this
case the intensity and the local phase are equally good with a well
defined peak and a smooth decay. The mutual information values
have been normalized to have a maximum of 1, to easier compare
the curves. Right: The mutual information as function of rotation
when the easy testimage was kept constant and the testimage with
the added shading was rotated. Now there is a big difference in the
mutual information of the intensity and the local phase. Both still
have a well defined peak but the mutual information of the local
phase decays faster and notably smoother.
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Using several scales

For some images there is a big difference between the images, such that a
large translation and rotation is necessary in order to register the images.
This will be a problem in the registration algorithm since the filters have a
specific spatial size, and if the filters can not detect neighbourhoods in the
reference image and the altered image at the same time the registration will
fail. The easiest solution to solve this is to use larger filters, but this will
result in more calculations to get the filter responses. A smarter solution
is to instead perform the registration in several scales, since the distance
between the images, measured in pixels, will decrease if the images are
downsampled. We start on a coarse scale to find the best parameters in
that scale and then we continue with finer scales and finally finish on the
original scale. To avoid aliasing, we have to lowpass filter the images before
downsampling. As a side effect to being able to handle larger differences,
the registration will also be faster. Using several scales can improve the
results both for the optical flow algorithm and for the mutual information
algorithm.

4.11

3D Registration

The methods described above work equally well for 3D registration. The
only difference is that we have to use 3 filters and that we get 3 translations
and 3 rotations.
If we want to make sure that the transformation is rigid when the two first
described methods are used (intensity based registration using gradient filters and phase based registration using quadrature filters) it is in the 2D
case possible to write the motion model such that only a rigid transformation is allowed. In the 3D case it is however not possible to do the same
thing. In 3D the algorithm will result in a 12 dimensional parameter vector,
where the first 3 parameters is the translation and the 9 other parameters
make up the transformation matrix. In order to make sure that the transformation matrix only will result in a rotation, and no scaling or shearing,
the easiest way is to perform a single value decomposition (SVD) of the
matrix and set all the singular values to 1.
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Phase based volume registration
applied to fMRI

While every motion compensation algorithm in the comparison by Oakes et
al. [67] is based on the voxel intensity we use the phase based registration
approach for fMRI volumes as well. Since the increased brain activity will
increase the voxel intensity it can disturb the intensity based registration
algorithms and it is better to use the local phase since it is invariant to a
change of the intensity.
Since the phase based registration uses quadrature filters, it is necessary to
convolve each fMRI volume with a quadrature filter in each iteration. The
convolution itself can be quite time consuming since quadrature filters are
complex valued in the spatial domain and a 3D filter of the size 7 x 7 x 7
has 343 complex valued coefficients. Since we normally collect a volume of
data each second in real-time fMRI, the volume registration can not take
more than 0.5 s in order to have some time left for the remaining signal
processing.
To accomplish this, we implemented the convolution as a multiplication in
the frequency domain and optimized the rest of the code, using Matlab
mex-files, such that 3 iterations of the algorithm took 0.3 seconds on a
laptop with an Intel Core 2 Duo 2.2 GHz.
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Phase based volume registration
applied to QMR

Magnetic resonance quantification of the brain is an important aid for diagnosis of neurological diseases, such as multiple sclerosis (MS) and dementia.
It is applied to characterize the tissue compartments and to estimate the
volume of each tissue type, such as white tissue, grey tissue, myelin and
cerebrospinal fluid (CSF). Tissue that deviates from normal values can be
found automatically using computer aided diagnosis. Furthermore, absolute numbers assist in the quantitative follow-up of the patient. In order
for the quantification to have a clinical value, both the time in the MR
scanner and the time for the data analysis have to be minimized.
Quantitative magnetic resonance imaging (QMR) has the major advantage
that it provides absolute measurements of physical parameters. Parameters
such as relaxation rates, R1 and R2 , and proton density (PD) are independent of MR scanner settings and imperfections and are hence directly
representative of the underlying tissue characteristics. The relationships
between the relaxation rates (R1 , R2 ) and the relaxation times (T1 , T2 ) are
R1 =

1
T1

(4.31)

R2 =

1
T2

(4.32)

A challenge in MR quantification is to keep the scan time within clinically
acceptable limits. Especially for restless patients, long scan times prevent
a reasonable result. The quantification method that we have used is based
on the work by Warntjes et al. [84]. The MR sequence used is a single
multi-echo, multi-delay saturation recovery spin echo sequence providing
R1 , R2 , PD and the B1 field at high resolution (1 x 1 x 5 mm), in a scan
time of 6 minutes, covering the whole brain. We collect 4 different volumes,
with 6 echoes for each volume.
From the collected volumes it is possible to estimate the necessary physical parameters. To get a good estimate of the parameters, this however
requires that the volumes are perfectly aligned. If the patient moves during the acquisition of a volume there will be ghosting artifacts and this is
hard to remove. If the patient moves between two volumes this can however be handled by image registration. Since different settings are used
in the MR scanner, such as echo time and repetition time, the volumes
differ significantly in intensity and this results in a challenging registration
problem. The volumes are also of quite high resolution, for example 256
x 256 x 30 voxels, which means that the registration can take some time.
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In Figure 4.16 a slice of four volumes used in QMR are given. Since the
slices differ significantly in intensity the phase based approach is likely to
perform better than any intensity based approach. Different scaling of the
intensities had to be applied in order to be able to show the slices at the
same time, the real intensity difference is thus even bigger.
The raw data we get from the MR scanner is divided into magnitude volumes and phase volumes (not to be confused with the local phase we use
for the registration) for each of the four settings and for each of the six
echoes, i.e. a total of 48 volumes. Since the phase information from the
MR scanner is necessary in the brain tissue quantification, we have to register the phase volumes as well as the magnitude volumes. It is however not a
good idea to interpolate a phase volume to compensate for translation and
rotation, since the phase is periodic. We instead perform the registration
on the magnitude volumes to get the translation and rotation parameters,
and then apply the calculated parameters to the real and imaginary part,
separately, for each volume. Then we go back to magnitude and phase
again.
If the displacement between the volumes is too big, the quadrature filters
will not be able to see both the reference volume and the target volume
at the same time and the registration will fail. In order to handle this,
and to speedup the registration, we perform the registration in 3 different
scales. We first lowpass filter and downsample all the slices in each volume
a factor 5 and run the algorithm for a number of iterations. Then we move
to a finer scale where the volumes have been downsampled a factor 3 in x
and y. Finally we finish the registration on the original scale. The reason
why we only downsample in the x- and the y-direction is that the size of
the original volumes are 256 x 256 x 27 voxels, where each voxel has the
physical size of 1 x 1 x 5 mm. Downsampling in the z-direction would not
leave that many valid slices in the filter response. It also means that the
voxels in the most coarse scale will have an isotropic size of 5 x 5 x 5 mm.
We collected 2 different datasets with the same subject, to test the brain
tissue quantification with and without registration. In the first dataset, the
subject tried to lie still during the whole scanning. In the other dataset,
the subject was told to rotate the head, from right to left, between the
4 different volumes. We then performed the quantification on the dataset
without movement and used this as the ground truth to compare the results
with different registration algorithms on the dataset with movement.
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As comparison to our registration algorithm, we have used the statistical
parametric mapping (SPM) software, by Friston et al. [29], that is based
on the mutual information approach. This software has for example been
used by Ding et al. [25] in their tissue quantification. Volume 2, 3 and 4
were registered to the first volume. SPM registered volume 2 and volume
3 without any problem, but in order for SPM to manage the registration
of volume 4 we had to apply a lowpass filter of size 7 mm (full width half
maximum), otherwise the registration failed. This indicates that our phase
based registration algorithm is more robust to big intensity changes. The
resulting quantification of the relaxation rate R1 , without registration, with
registration by SPM and with registration by our phase based registration
algorithm is given in Figure 4.17. The resulting quantification of gray
matter for the same three cases is given in Figure 4.18. There are some
small but clearly visible differences in the resulting quantifications between
our phase based algorithm and SPM. How these differences relate to the
quality of the registration however remains to be explored by testing more
datasets.
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Figure 4.16: A slice from each of the four volumes that has to be registered to
each other in order for the brain tissue quantification to work properly. This is a challenging registration problem since the volumes
differ significantly in intensity. The most common approach is to
maximize the mutual information between a pair of volumes, with
the help of some optimization algorithm. This may however require
hundreds of iterations before a good match is found. We use the
local phase from quadrature filters, since it is invariant to the intensity, and calculate what the translation and rotation is, instead
of searching for the best parameters.
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Figure 4.17: Example of quantification of the relaxation rate R1 on an axial slice
of the brain on a healthy volounteer. A: Normal measurement without movement. B: Corrupted measurement where the subject rotated his head from right to left. Severe artifacts occur throughout
the image. C: Motion corrected image with our algorithm. D:
Motion corrected image with SPM.
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Figure 4.18: Example of quantification of the gray matter on an axial slice of the
brain on a healthy volounteer. A: Normal measurement without
movement. B: Corrupted measurement where the subject rotated
his head from right to left. Severe artifacts occur throughout the
image. C: Motion corrected image with our algorithm. D: Motion
corrected image with SPM.
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5
Robust fMRI Analysis

"I have an appointment with eternity and I don’t want to be late."
Dr. Soran

5.1

Introduction

While it might seem sufficient to perform image registration to compensate
for head movement, including registration of individual slices, Friston et
al. [31] state that as much as 90% of the variance in the voxel timeseries
can be accounted for by movement, after the fMRI volumes have been
aligned. Due to this, we decided to make ordinary fMRI analysis more
robust to head movement, not by improving the registration algorithms,
but by incorporating a structural certainty into the statistical analysis.
The main problem is that voxels close to lines or edges in the volumes will
have higher probability of high variance. This is especially true for voxels
close to the edge of the brain, in one volume they can be inside the brain
but in the next volume they can be outside the brain, if the patient moves
during the experiment. These voxels will have a much higher variance, that
can be misinterpreted as activity, than voxels that not are close to an edge
or line. The problem is not isolated to the edge of the brain, but basically
everywhere where there is a well defined structure, such as an edge or a line
due to gyri or sulci or the transition between gray and white matter. It is
common to see activity at the edge of the brain in activity maps, but even
though this activity often is false there is not much work done on trying to
remove it, by other means than image registration.
A related certainty approach is proposed by Rydell et al. [77] that calculate
a temporal certainty in order to get a robust correlation estimate. We on
the other hand use a structural certainty from a high resolution T1 -weighted
volume.
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Finding well defined structures in the brain

As described previously, quadrature filters are good at finding edges and
lines in an image or volume. We therefore convolved a T1 volume with three
quadrature filters, one in the x-direction, one in the y-direction and one in
the z-direction. We then calculated the certainty as one over the sum of
the magnitudes of the filter responses.
c(x, y, z) =

1
|qx (x, y, z)| + |qy (x, y, z)| + |qz (x, y, z)|

(5.1)

The sum of the magnitudes is a volume where we have a high value at
the edge of the brain and everywhere where there is an edger or line in
the brain. By taking one over the sum we get a certainty map with a low
certainty in these areas.
To make the transition between certain and uncertain areas more distinct,
we also apply a mapping of the certainty c to cm using the following function

cm =

(c (1 − a))b
(c (1 − a))b + (a (1 − c))b

(5.2)

where a = 0.25 and b = 4. The different steps for how to calculate the
structural based certainty is given in Figure 5.1.
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Figure 5.1: Top left: A slice of the segmented high resolution T1 volume.
Top right: The sum of the magnitudes of the filter responses.
Bottom left: The structural certainty, without the mapping.
Bottom right: The structural certainty, with the mapping to make
the transition between certain and uncertain areas more distinct.
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Normalized convolution

In order to use the structural certainty in the statistical analysis of the fMRI
data we have to include the certainty in the filtering of the fMRI volumes.
One way to include a certainty in the convolution is to use normalized
convolution that was introduced by Knutsson and Westin [47]. The idea of
normalized convolution is to be able to handle filtering and interpolation
of missing or uncertain data, by assigning a certainty to each sample.
Normalized convolution is also the best way to get rid of unwanted border
effects. Since the head and the brain always fit within the size of an fMRI
slice, otherwise we would get spatial aliasing, it is correct to set the pixels
outside the slice to 0 and there are no unwanted border effects if only 2D
filtering is used. Since the whole head normally though does not fit in an
fMRI volume, we will get unwanted border effects if we apply 3D filtering,
if we set the voxels outside the volume to 0. The filters will detect the sharp
edge between the brain voxels and the voxels outside of the volume that
are 0. The most simple approach to remedy this is to remove the non valid
slices in the filter response, but this means that we can not get any brain
activity values for these slices. By using normalized convolution instead,
we set the certainty to 1 inside the volume, and 0 outside the volume and
get rid of the unwanted border effects and can still get brain activity values
for all slices.
An example of the power of normalized convolution is shown in Figures 5.2,
5.3 and 5.4. About 80% of the samples in an ordinary image have been
removed randomly and set to 0. By setting the certainty of these pixels to
0, and 1 everywhere else, we can reconstruct the original image by using
normalized convolution.

82

5.3 Normalized convolution

73

Figure 5.2: The original image.

Figure 5.3: About 80% of the pixels have randomly been removed.
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Figure 5.4: The image has been reconstructed with the help of normalized
convolution.
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Normalized convolution can be divided into two cases, if the filter only has
positive coefficients or if the filter has both negative and positive coefficients. In the first case, the normalized filter response can be calculated
as
rn =

(c · I) ∗ f
c∗f

(5.3)

where c is the certainty, I is the image, f is the filter, · denotes pointwise
multiplication and ∗ denotes convolution. In the second case the calculation becomes much more complex and are not mentioned here. Since the
anisotropic filters used by Friman et al. [27] have both negative and positive
coefficients, we had to create another set of filters, to be able to use the
easy version of normalized convolution. We used three anisotropic lowpass
filters and one small isotropic lowpass filter. The anisotropic lowpass filters,
ALP , were generated with the help of a small isotropic Gaussian lowpass
filter, ILPS , and a large isotropic Gaussian lowpass filter, ILPL , according
to
ALP = ILPL · (1 − ILPS ) · cos(φ − φ0 )2

(5.4)

where φo was set to 0o , 60o and 120o .
The used filters are given in Figures 5.5, 5.6, 5.7, 5.8 and 5.9. The filters in
these figures are larger than the filters that actually were used in the fMRI
analysis.

Figure 5.5: The small Gaussian lowpass filter.
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Figure 5.6: The large Gaussian lowpass filter.

Figure 5.7: The first anisotropic lowpass filter.
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Figure 5.8: The second anisotropic lowpass filter.

Figure 5.9: The third anisotropic lowpass filter.
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A new approach to rotation invariant fMRI
analysis

While Friman et al. [27] use restricted CCA (RCCA) to guarantee that the
resulting filter only has positive weights, we propose another approach that
does not need RCCA. The problem with RCCA is that it is computationally
expensive to use, since the resulting weights are iterated until there are no
negative weights, and also that the original filters will be favourized, instead
of combinations of them, such that the analysis not is rotation invariant.
One approach to make the analysis rotation invariant has been proposed
by Rydell et al. [78]. By instead adding the absolute value of the negative
weight to all the weights, and then normalize the weight vector again, we
simply add an isotropic filter such that the resulting filter only has positive
coefficients. This solution is easier and also much faster to calculate since
RCCA is not needed in this case. If the resulting filter contains more
negative than positive coefficients, the signs of all the weights are first
flipped.
Note that there are two separate reasons why we want filters that only
have positive coefficients. The first reason is that we want to be able to use
the easy version of normalized convolution, and that version requires that
the filter only has positive coefficients. The second reason is that we want
the resulting combined filter to only have positive coefficients, as explained
earlier, to only detect plausible forms of brain activity.
A filter that is created as a linear combination of the three anisotropic
filters, and that has both positive and negative coefficients is given in
Figure 5.10. This filter is modified in two steps, visualized in
Figures 5.11 and 5.12.
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Figure 5.10: The original filter constructed by CCA. Since the filter has positive
coefficients in one direction and negative in another direction, it
does not correspond to a plausible activity. The reason is that the
voxels in the positive direction would be positively correlated with the
stimulus paradigm, and the voxels in the negative direction would be
negatively correlated, and such an activity pattern is not very likely
to occur in the brain.

Figure 5.11: By adding the absolute value of the negative weight to all the filter
weights, the main direction of the filter is preserved and the filter
now only have positive coefficients.
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Figure 5.12: After the adjustment of the filter weights, the small lowpass filter is
added in the end and we get an anisotropic lowpass filter.
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Results

We tested our fMRI analysis, with and without the structural certainty
on simulated and on real data. The simulated data was constructed with
the help of an fMRI simulator, that is further described in paper V. The
fMRI simulator puts a known activity pattern into a T1 volume and applies
rotation and translation before sampling of each fMRI slice, in order to
simulate head movement, including movement between the slices. Phase
based volume registration was then applied to each fMRI volume in the
synthetic fMRI dataset, to try to compensate for the head movement. Figure 5.13 shows the ground truth activity that was put into the T1 volume,
the estimated activity without using the structural certainty and the estimated activity when the certainty was used. It is clear that the structural
certainty helps the fMRI analysis to remove the false activity at the edge
of the brain.

Figure 5.13: Left: Ground truth activity for the simulated data.
Middle: Resulting activity map when no structural certainty is
used in filtering of the simulated fMRI data. Note the false activity
at the edge of the brain. The reason why the false activity is not
exactly at the edge of the brain, is that the segmented brain volume,
which is given in Figure 5.1, is slightly smaller than the original
brain volume. The segmented brain volume was used to generate
the simulated fMRI slices. Right: Resulting activity map when the
structural certainty is used. Using the certainty removes a lot of
the false activity at the edge of the brain.
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Since we in the simulated data know the ground truth, we also calculated
receiver operating characteristic (ROC) curves to compare the classification
performance between active and inactive voxels, as function of the correlation threshold. The resulting ROC curves are given in Figure 5.14. It is
clear that the structural certainty improves the classifiation performance.

Figure 5.14: ROC curves to compare the ability to classify between rest and activity, with and without the structural certainty.
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We also tested the certainty approach on real fMRI data. The resulting
activity maps, with and without using the certainty, is given in Figure 5.15.
The activity close to the corpus calossum has been removed by the certainty,
since this activity probably is introduced by movement of the sharp line
between the two hemispheres of the brain.

Figure 5.15: Left: Resulting activity map when no structural certainty is used in
filtering of the real fMRI data. Right: Resulting activity map when
the structural certainty is used. The activity close to the corpus
calossum has been removed by the certainty.
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Real-Time fMRI
With Application to
Brain Computer Interfaces

"Mind melds...the last time I heard the words "my mind to your mind", I
had a headache for two weeks."
Capt. Janeway

6.1

Introduction

While conventional fMRI started in the 1990’s the area of real-time fMRI
is in it’s infancy. One obvious explanation for this is that real-time fMRI
requires more processing power, since all the calculations have to be made
in real-time. For conventional fMRI it does not matter that much how long
time the analysis takes. Another explanation is that electroencephalography (EEG) had been used for a long time prior to fMRI to study brain
activity and due to its superior temporal resolution it was the prime choice
for real-time analysis. Cox et al. [18] was one of the first to perform realtime fMRI analysis in 1994.
During conventional fMRI experiments the subjects follows a pre-determined
stimulus paradigm, either with a block design or an event related design. In
this case we know the ground truth and can compare each voxel time series
with the stimulus paradigm, or rather find parameters that can model the
BOLD response. If the subject on the other hand acts freely, in order to
for example control a dynamical system by brain activity, the ground truth
is not known and other techniques have to be used.
Another difference is that in conventional fMRI, all the data is available
for the analysis. In real-time fMRI on the other hand, it is common that
only a part of the data is available. One example of this is that the analysis
is performed on a sliding window of for example the latest 100 seconds of
data. Sliding window analysis has for example been done by Gembris et
al. [34] and Nakai et al. [62]
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The main differences between conventional fMRI and real-time fMRI can
be summarized as
• All the calculations needed for motion compensation, detrending and
data analysis have to be made in real-time.
• If the subject acts freely, we do not know the ground truth of the
activity and we do not have a stimulus paradigm to compare each
voxel timeseries with.
• The analysis of the data is harder if we only have access to a small
part of the data, rather than all the data as in conventional fMRI.

6.2

Brain computer interfaces

If the brain activity is analyzed in real-time, the result can be feed back
to the subject in order to close the loop between the data analysis and the
stimulus given to the subject. To give instructions to the subject in the
MR scanner, it is common to use virtual reality (VR) goggles or earphones.
Earphones is normally a bad choice since the MR scanner is very noisy.
This kind of setup is often called a brain computer interface (BCI) since
the brain and the computer can work together to solve a given task, for example to regulate the brain activity, as showed by Weiskopf et al. [85] and
deCharms et al. [22]. Another example of an fMRI based BCI is the work
by Yoo et al. [92] where they perform spatial navigation in a labyrint by
imagination of different activities. However, they required about 2 minutes
of data and 20 seconds of calculations for each step in the labyrint. Ohlsson et al. [70] created a system that was able to detect where the subject
was looking. Lee et al. [51] have made a preliminary study on a thought
controlled robotic arm by using an fMRI based BCI.
Sitaram et al. [79] writes about fMRI based BCI as a tool for neuroscientific
research and treatment. deCharms et al [21] writes about applications of
real-time fMRI. Before fMRI was introduced, EEG was the prime choice for
BCI. Some examples are the work by Birbaumer [8] and Wolpaw et al. [87]
that made EEG based BCI for communication and control. An example
of a clinical application is given by Neuper et al. [63] that made a BCI in
order to help a patient with severe motor impairment.
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Comparison between EEG and fMRI

Prior to fMRI, the most common way to measure brain activity was with
the help of EEG where electrodes are connected to the skull to measure the
electrical activity of the neurons. In fMRI, the differences in blood flow are
measured, instead of the electrical activity itself.
Brain computer interfaces have mainly used EEG since the temporal resolution of the EEG signal is about 5 kHz, compared to 0.5 - 1 Hz for fMRI.
Even though the EEG signal normally is lowpass filtered and downsampled
to around 100 Hz, the temporal resolution is superior to fMRI. A problem
with the EEG signal is that the experiment normally has to be repeated 1520 times and averaged, since the signal is so weak and noisy. With the help
of compressed sensing, as showed by Lustig et al.[55], and more advanced
receiver coils, the temporal resolution of fMRI can be increased. Another
problem in fMRI is the delay of the BOLD signal, which can make it hard
to control a dynamical system in real-time if each input from the subject
is delayed 3-8 seconds. As described before, there is however a small initial
dip in the BOLD response that occurs almost instantly when the brain
activity is started. By looking for this small dip, as showed by Yacoub et
al. [91], the BOLD delay can be removed if the SNR is high enough.
The spatial resolution of fMRI is however much higher than for EEG. In
EEG it is common to use in the order of 20 - 256 electrodes and an inverse
problem has to be solved in order to get the spatial location of the activity,
since each electrode will pick up activity from more or less all locations in
the brain. This is normally done with the help of independent components
analysis (ICA). If a volume of data is acquired each second from the MR
scanner, the number of brain voxels can be in the order of 10 000 - 20 000,
where each voxel has the spatial size in the order of 3 x 3 x 3 mm.
In the real world, it is not so common to use 256 electrodes during an
EEG experiment since it takes a lot of time to place them and get good
conduction for all the electrodes. If 20 EEG electrodes are used, according
to the international 10-20 system [64], the usable bandwidth for EEG is
about 2000 samples per second (20 electrodes at 100 Hz), while the usable
bandwidth for real-time fMRI is about 10 000 samples per second (10 000
brain voxels at 1 Hz). EEG is also quite old and has probably reached it’s
potential while fMRI is still evolving rapidly.
Another way to look at it is that in the EEG data, there is an uncertainty
of where the brain activity is, since rather few electrodes are used. In the
fMRI data the uncertainty is on the other hand when the brain activity
occured. These different types of uncertainties are visualized in Figure 6.1.
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Figure 6.1: Left: In fMRI, we have a high certainty of where the brain activity occured, but not when. Right: In EEG we instead have a high
certainty of when the brain activity occured, but not where.

Figure 6.2: By combining data from EEG and fMRI it would be possible to get a
high certainty of both the temporal and spatial location of the brain
activity.
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Combining EEG and fMRI

Since EEG has a very high temporal resolution and fMRI has a very high
spatial resolution, it is very appealing to try to combine EEG and fMRI to
get the best of both worlds, to get a high certainty of both when and where
the brain activity is, as shown in Figure 6.2.
One problem is however that the gradient fields from the MR scanner will
introduce severe artifacts in the EEG signal. Since the gradient fields are
the same for each fMRI volume they can be removed to some extent. It
is also necessary to use a special EEG cap that can be used in the MR
scanner. The cap also needs to have additional resistors on each channel to
prevent burning of the skin, and these resistors further degrade the strength
of the EEG signal.
Some work about combining EEG and fMRI data has been done by Deneux
et al. [24] that used an extended Kalman filter (EKF). They provide nice
results on simulated data, where the EEG data helps the fMRI analysis
and vice versa. They have however not included any results from real data.
Correa et al. [14] have used multi-CCA, by Kettenring [43], in order to fuse
data from fMRI, EEG and structural MRI (sMRI).

6.5

Classification of brain activity

The main problem with BCI that use real-time fMRI is that if the subject
acts freely, we do not now the ground truth of the activity and do not have
any stimulus paradigm to compare each voxel time series with. On the
other hand if the brain activity is used as input to a BCI, it is not necessary
to know the exact amount of activity in each voxel, but it is sufficient to
know the type of activity, i.e. if the subject is resting, activating a hand or
thinking about diving. This leads to classification of brain activity, rather
than calculating a level of brain activity for each voxel.
When EEG is used as input to a BCI, classifiers are also used but instead
of classifying the brain activity, they can be used to classify if there is a
change in the EEG signal or not. Examples of this are the work by Manoj
et al. [56]
LaConte et al. [49, 48] were one of the first to classify brain activity in
real-time, by using support vector machines (SVM). Cox et al. [15] have
worked on classyfing activity patterns in the visual cortex and Hollmann
et al. [41] have showed that it is possible to predict human decisions.
We have used artifical neural networks (ANN) since they provide sufficient
classification performance and are easy to implement and understand. A
good overview of the field of ANN is given by Haykin [37].
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6.6

Artificial neural networks

In this section the theory behind ANN will be explained. The main idea
is to have a set of training vectors xµ with a known ground truth dµ . If
two classes are used, d can for example be set to 1 for the samples that
belong to the first class and to -1 for the samples that belong to the second
class. The network has a number of layers of nodes. If the classes are
linearly separable, one layer is sufficient but otherwise at least two layers
are needed. It is also necessary to use a non-linear activation function
between the different layers, otherwise the layers can be rewritten into a
single layer. Each node has a weight vector w that determines how the input
data to the node should be combined. By showing the training vectors, and
the corresponding correct classes, to the neural network the weights can be
updated in order to improve the classification performance.
Let s denote the output from the node, before the activation function is
applied, it is calculated as
sµ = wT xµ

(6.1)

for each training vector µ, i.e. a scalar product between the weight vector
w and the data vector x. Then the activation function σ is applied to the
resulting value, resulting in the value y
y µ = σ(sµ )

(6.2)

By using a quadratic error measure between the outputs from the nodes
and the correct outputs, the error e, as function of the weight vector w, can
be written as

e(w) =

N
X

(dµ − y µ )2

(6.3)

µ=1

In order to know how this error varies with the weights in each node, we
take the derivative of the error with respect to the weights wi for each node,
apply the chain rule for derivatives and sum over all the training vectors µ
N

N

µ=1

µ=1

X
∂e(w) X ∂e ∂y µ ∂sµ
2(y µ − dµ )σ 0 (sµ ) xµi
=
=
µ
µ
∂wi
∂y ∂s ∂wi
All the derivatives can then be collected in a vector
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N
X
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(y µ − dµ )σ 0 (sµ ) xµ

(6.5)

µ=1

If a linear activation function is used in a one layer network, the term σ 0 (sµ )
will become 1.
This can be written in matrix form, if the constant 2 is removed the result
is
∇w = ((y − d) . ∗ σ 0 (s))X T

(6.6)

This can be used in the expression for how to update the weights
wn+1 = wn − n∇w

(6.7)

such that the update rule, if we also divide with the number of training
vectors, becomes
wn+1 = wn −

n
((y − d) . ∗ σ 0 (s))X T
N

(6.8)

where n is the used step length.
For a two layer network the update rules become a bit more complex. Let
W denote the weight vector for a node in the first layer and let V denote
the weight vector for a node in the hidden layer, u denotes the result from
the output node.
It is now necessary to sum both over the number of training samples N
and the number of classes C, such that the error becomes

e(w) =

C X
N
X

2

(dµi − uµi )

(6.9)

i=1 µ=1

Since the error now depends on two variables, the weights W and V , we
have to make partial derivatives with respect to these weights separately.
For the outer layer we get
N

C

N

X X ∂e ∂uµn
X
∂e
2(uµi − dµi )yjµ
=
=
µ
∂Vij
∂un ∂Vnj
µ=1 n=1

µ=1
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This is the contribution from each hidden node j. The j index can be
eliminated by putting all the yj vectors into a matrix such that
∂e
= (ui − di )Y T
∂vi

(6.11)

This is the contribution from each output node i. We can now collect all
the ui and di vectors into a matrix in order to calculate the result for all
the output nodes at the same time
∇V = (U − D)Y T

(6.12)

This expression is very similar to the expression for the single layer network,
but U , D and Y are now matrices instead of vectors since we sum in two
steps.
For the hidden layer, the expression becomes
µ
µ
N X
C
X
∂e
∂e ∂uµi ∂yj ∂sj
=
µ
∂Wjk
∂uµi ∂yjµ ∂sµj ∂Wjk

(6.13)

µ=1 i=1

=

N X
C
X

2(uµi − dµi )(Vij σ 0 (sµj )xµk )

(6.14)

µ=1 i=1

In matrix form this can be written as
∇W = ((V T (U − D)). ∗ σ 0 (S))X T

(6.15)

If σ(s) = tanh(s) is used as an activation function, the derivative of the
activation function becomes

σ 0 (s) = sech2 (s) = (1 − tanh2 (s)) = (1 − Y )(1 + Y ) = 1 − Y 2

(6.16)

The final update rules, one for the hidden layer and one for the output
layer, become
Vn+1 = Vn −

Wn+1 = Wn −

n
(U − D) Y T
N

n
((V T (U − D)). ∗ (1 − Y 2 ))X T
N
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Figure 6.3 shows how a one layer ANN manages to classify samples from two
classes that are linearly separable. Figure 6.4 shows that a one layer ANN
fails to classify samples from three classes that not are linearly separable,
while Figure 6.5 shows that a two layer ANN manages to correctly classify
the samples.

Figure 6.3: Two classes that are linearly separable, classified by a one layer ANN.
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Figure 6.4: Three classes that not are linearly separable, incorrectly classified by
a one layer ANN.

Figure 6.5: Three classes that not are linearly separable classes, correctly classified by a two layer ANN.
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Balancing an inverted pendulum by thinking

Our first BCI consisted of a virtual inverted pendulum that could be balanced by thinking. The pendulum was pushed to the left by activating
the left hand, to the right by activating the right hand. If the subject
was resting, no force was applied (except the gravitational force). Since
imagination of motor activities induces approximately the same brain activity, as acually performing the activity, the pendulum could be balanced
by imagination of activating the left or right hand. The experiment setup
of our first BCI is given in Figure 6.6.

Figure 6.6: The experiment setup for our first brain computer interface using
real-time fMRI. The subject sees the red pendulum. The activity
for each new volume of data is classified and sent to the pendulum
simulator. The blue arrow shows the current classification of the
brain activity.

In order to classify the brain activity we used a one layer ANN with three
output nodes. The brain activity was classified as the activity corresponding to the output node with the highest output. The subject first performed
a training sequence in order to get data to train the ANN with. The training sequence consisted of four similar periods, where each period consisted
of 20 seconds of left hand activity, 20 seconds of rest and 20 seconds of
right hand activity. A volume of data was collected each second, resulting
in 240 training vectors for the ANN. Each volume had the resolution of
80 x 80 x 10 voxels, where each voxel had the spatial resolution 3 x 3 x 3
mm. To train the classifier on the brain voxels only, we used a spatial mask
by applying simple threshold on each volume. About 9000 of the 64000
voxels were considered to be inside the brain. Since the dimension of each
training vector, 9000, is much higher than the number of training vectors,
240, we used a linear activation function in order to prevent overfitting of
the training data. Our first approach was not to use all the brain vox-
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els, but to find important voxels by running a conventional fMRI analysis
first and then select voxels that had a high correlation with the stimulus
paradigm. This did however not work as well as using all the brain voxels.
One reason can be that we only tried to use about 10 voxels, a better result
might have been achieved if we increased this to 50 or 100 voxels. Another
reason why we abandoned this approach is that it is harder to use if three
(or more) classes are used, since it is then harder to define how to run the
conventional fMRI analysis. One idea that can be applied is to train the
classifier many times, and each time remove the voxel corresponding to the
smallest weight in the weight vector, this would however take a rather long
time and it is not that fun for the subject in the MR scanner to wait 30
- 60 minutes before the real-time phase can start. A method for selecting
important brain voxels for brain state discrimination has been proposed by
Åberg et al. [1], and it would be interesting to investigate how this method
would affect our activity classification in real-time.
A two layer network was also implemented and tested, but did not improve
the classification performance. The reason is mostly due to the fact that
the classifier works well when there is a long period of the same activity,
but fails sometimes during the transition between different activities, and
this will not be improved by a two layer neural network.
The subject was able to balance the pendulum during a test run of 7 minutes. In another test run we saved the classifications and the angle of
the pendulum during the real-time phase. To justify the success of the
controller, Figure 6.7 shows the logged angle of the pendulum and the classified activity during the real-time phase. The figure shows that the subject
could balance the pendulum for 250 s. The figure also shows the dynamical
properties of the pendulum. To validate that this significantly differs from
chance, 5000 simulation runs of 800 s each was performed with the pendulum simulator with random activity. 35 out of 59446 simulated balancing
attempts (0.059%) were then longer than 250 s.
The simulation of the inverted pendulum was constructed by solving the
differential equations that describes the dynamics of the system. In each
timepoint the applied forces are summed and are then used to calculate the
current angular acceleration. A small timestep is then taken to update the
angular velocity and the angle of the pendulum.
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Figure 6.7: The figure shows the angle of the pendulum, the red line, and the
classifications of activity, the blue stars, as a function of time in
the real-time phase. If the angle exceeds − π2 or π2 the pendulum is
restarted and the angle is set to zero, this happened 9 times in this
real-time phase. The test subject has to compensate for the delayed
BOLD-signal by changing activity a few seconds in advance. It is
easy to see that the test subject needed a couple of attempts first to
learn the dynamics of the system. The effective force applied to the
pendulum depends on the angle of the pendulum as cos(α). Angle 0
means that the pendulum is standing straight up, − π2 means that the
pendulum lies along the negative x-axis and π2 means that the pendulum lies along the positive x-axis. This means that it is easy to move
the pendulum when it is standing straight up, but it takes a long time
to straighten it up if the angle is close to − π2 or π2 . If the activity is classified as left activity, a force to the left on the pendulum
is applied and the angle of the pendulum decreases. If the activity
is classified as right activity, a force to the right is applied and the
angle of the pendulum increases. If the activity is classified as rest,
no force is applied (other than the gravitational force) and the pendulum continues to rotate in its current angular direction. Between
approximately timepoint 350 and 600 in the figure the pendulum was
successfully balanced by the subject.
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(a) The most important voxels for
classification of left hand activity at
one timepoint.

(b) The most important voxels for
classification of right hand activity at
one timepoint.

Figure 6.8: The figures show which voxels that are the most important for classification of brain activity at two timepoints. The importance maps
should not be interpreted as activity maps. It is clear that the voxels
in the motor cortex, as expected, are the most important. If head
movement was the reason that the experiment setup worked, the voxels at the edge of the brain would have been important for each classification. The explanation for the overlap for left and right hand
activity classification, which is not present for all timepoints, is that
the information that there is no activity in one side of the motor
cortex is important for the classification and that bilateral activation
of the motor cortex is common (but different for left and right hand
activation).

In this setup the motion compensation did not yet work in real-time during
the experiment but was used offline to verify that the motion compensation
did not dramatically affect the clasification performance. To further verify
that the balancing of the pendulum did not work due to head motion, since
it would be possible for the classifier to learn the position of the head for
left and right hand activity, we calculated the importance of each voxel
for each classification and showed that the voxels in the motor cortex were
the most important. Since the output from each node in the ANN can
be interpreted as a distance to the decision boundary, we calculated how
much each voxel contributed to this distance. The resulting importance
maps for two classifications are given in Figure 6.8. If the setup worked
due to head motion, the voxels at the edge of the brain would have been
the most important.
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We also tested the ANN classification performance offline with four different
datasets. Two datasets were collected when the subject really performed the
activities (R1, R2) and two datasets were collected when the subject only
imagined doing the activityes (I1, I2). All the datasets were 240 seconds
long. The resulting classification performance, as function of training data
and evaluation data is given in Tables 6.1, 6.2 and 6.3. The tables also
show that it is possible to train the classifier on imagined activities and
apply it on real activities, or vice versa. It is also clear that the motion
compensation does not significantly affect the classification performance.
Training data / Evaluation data
Without motion compensation
With motion compensation

R1/R2
93.7%
93.4%

R2/R1
86.3%
90.4%

I1/I2
86.7%
86.3%

I2/I1
85.8%
86.7%

Table 6.1: Neural network classification performance as function of training
dataset and evaluation dataset.

Training data / Evaluation data
Without motion compensation
With motion compensation

R1/I1
90.4%
90.8%

R1/I2
83.3%
83.8%

R2/I1
87.5%
87.1%

R2/I2
77.1%
77.9%

Table 6.2: Neural network classification performance as function of training
dataset and evaluation dataset.

Training data / Evaluation data
Without motion compensation
With motion compensation

I1/R1
90.0%
89.2%

I1/R2
90.0%
88.8%

I2/R1
89.6%
87.1%

I2/R2
91.7%
91.7%

Table 6.3: Neural network classification performance as function of training
dataset and evaluation dataset.

The developments here can be used for neuro-scientific investigations [41]
and also have a potential to aid people with communication disabilities,
such as locked in people [9]. Other possible applications are to learn how
control your own pain [23] or to serve as a tool for stroke [13] and Parkinson [90] patients to be able to train the damaged brain area and get realtime feedback for more efficient training.
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6.8

A communication interface

Our second BCI was a communication interface which was used for communication between the subject in the MR scanner and a person outside
the MR scanner. The idea of using a BCI for communication is not new
since it has been done previously with EEG. Many have how ever claimed
that fMRI is far too slow for a communication interface and we therefore
decided to make a communication interface to try to prove them wrong.
In this setup we gave the subject five degrees of freedom, by classifying
between five classes instead of three classes. Since the hand and the foot
are well separated in the motor cortex they are suitable for giving the
subject 4 degrees of freedom, and by also using resting as one class the five
classes are achieved. Since moving of the feet might introduce large head
movements, we decided to only move the toes.
A virtual keyboard with all the possible letters and functions for space and
delete was shown to the subject, as shown in Figure 6.9. The subject could
then steer a cursor to highlight the different letters and select the letters by
resting for four seconds. The subject could create words and communicate
with the person outside the MR scanner.

Figure 6.9: The communication interface that is presented to the subject in the
MR scanner.

One thing that arised during the creation of this BCI is that the order
of the activities in the training sequence will affect the performance of
the classifier. If we only use similar training sequences, the training data
will be biased since it will only contain 5 out of the possible 20 activity
transitions. The classifier will not be equally good at discriminating when
the activity for example changes from left hand to left toes as when the
activity changes from left toes to left hand. By permuting the training
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sequence in each period we can train the classifier with all the possible
activity transitions, without increasing the time for the training sequence.
This BCI might seem similar to the BCI by Yoo et al. [92], that navigate
in a labyrinth by imagination of different activities. Since they however
require 2 minutes of data and 20 seconds of calculations for each step in
the labyrint, their setup can not be considered to be a real-time fMRI setup.
We instead classify the brain activity every second.
The activation function in the ANN was changed to a softmax activation
function, such that the output from the nodes can be interpreted as posterior probabilities. The softmax activation function is defined as
exp(qi )
pi = Pn
j=1 exp(qj )

(6.19)

where pi is the output from node i and qi is the input to an output node.
The resulting outputs for one of the permuted datasets is given in Figure 6.10. It is clear that the classifier is quite certain of what the brain
activity is during the long periods of the same brain activity. As we approach a new activity the probability of the current activity decreases at
the same time as the probability of the new activity increases. This could
be used in order to earlier detect a change of the brain activity, than to
simply only look at the activity with the maximum probability.
To verify that the setup works, the subject in the MR scanner was given
the task to answer a question by using the interface. The subject was asked
to write the brand of his motorcycle and the subject tried to write ’Guzzi’
(which is short for the italian motorcycle brand ’Moto Guzzi’). The subject
could move the cursor on the virtual keyboard and select letters by resting 4
seconds in a row. The resulting trajectory in the real-time phase is given in
Figure 6.11. Here it is clear that it is rather easy to move the cursor longer
distances, as for example from ’Z’ to ’I’, while it is hard to stop at a certain
letter, due to the delay of the BOLD signal. The subject did not attempt to
correct the spelling, since it takes a rather long time to move the cursor to
a letter and select that letter. It was perhaps not the best idea to use rest
to select a letter, since it will take some time for all the current activity to
vanish. A better idea could be to use some completely different activity to
select a letter, for example doing matemathical calculations. This activity
will however also be delayed due to the delay of the BOLD signal.
To verify that the classifier works, and that the permuted training sequence
is better than the non permuted, we tested the classifier offline on four
different datasets. Two datasets were collected with the non permuted
training sequence (NP1, NP2) and two datasets were collected with the
permuted training sequence (P1, P2). All datasets were 420 seconds long
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Figure 6.10: The outputs from the five nodes in the ANN as function of time for
one of the permuted datasets. Since we use a softmax activation
function the outputs can be interpreted as posterior probabilities.
The five different activities are represented with different colours.
Note that the probability of a new activity increases at the same
time as the probability of the old activity decreases, this could be
used in order to earlier detect a change of activity.

and one volume of data was collected each second. The performance of
the classifier is given in Tables 6.4, 6.5, 6.6 and 6.7. As can be seen in the
tables, the classifier works well for longer periods of the same activity (the
periods were 20 seconds each in the used datasets). The problem is how to
improve the classifier for short bursts of activity.
In this setup the motion compensation had been optimized to run in realtime during the experiment. One possible application for this communication interface would be to let locked-in people communicate with the
outside world. The advantage compared to EEG is that it would be easier
to look at the brain activity at the same time, since fMRI has much higher
spatial resolution than EEG.
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Figure 6.11: The resulting trajectory in the real-time phase when the subject in
the MR scanner communicates with the operator of the BCI. The
message from the operator is given in green, the cursor is a red
square and the active letter is highlighted in red. The answer from
the subject is given in blue. The trajectory of the cursor is also given
in blue and the locations where a letter was selected are marked with
small red squares.
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Training data / Evaluation data
Classification performance

NP1/NP2
92.5%

NP2/NP1
89.2%

NP1/P1
84.0%

Table 6.4: ANN classification performance as function of training dataset and
evaluation dataset. A non permuted data sequence was used for training the classifier.

Training data / Evaluation data
Classification performance

NP1/P2
77.3%

NP2/P1
85.4%

NP2/P2
85.4%

Table 6.5: ANN classification performance as function of training dataset and
evaluation dataset. A non permuted data sequence was used for training the classifier.

Training data / Evaluation data
Classification performance

P1/P2
92.1 %

P2/P1
91.9%

P1/NP1
86.6%

Table 6.6: ANN classification performance as function of training dataset and
evaluation dataset. A permuted data sequence was used for training
the classifier.

Training data / Evaluation data
Classification performance

P2/NP1
86.4%

P1/NP2
87.8%

P2/NP2
85.9%

Table 6.7: ANN classification performance as function of training dataset and
evaluation dataset. A permuted data sequence was used for training
the classifier.
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Visualization of brain activity in real-time

If real-time fMRI analysis is used, the first application one might think of
is to visualize the brain activity in real-time, instead of only presenting it
as a static activity map. This can result in an interactive brain mapping,
where the physician can ask the subject to perform different tasks and get
the result directly. This could be very useful for planning of brain tumour
surgery [60, 7, 75, 74], compared to let the subject perform a number of
experiments and then look at static activity maps. If an open MR scanner
is used, it would be possible to perform the surgery at the same time as
the brain activity is estimated. Some work about surgery of brain tumours
with the help of an open MR scanner has been done by Zimmermann et
al. [93]. The brain activity can also be feed back to the subject, such that
the subject can monitor its own brain activity.
The problem with most of the approaches is however the presentation of
the brain and the activity at the same time. Since the activity normally
simply is put on the surface of the brain, it can be hard to see the anatomical structure of the brain at the same time. By instead treating the activity
signal as a light source in the anatomical volume, the anatomical structure
can be emphasized rather than concealed. In order to achieve this, a multiresolution approach has to be used, since the anatomical T1 volume and
the fMRI activity map are of very different resolution. Such an multiresolution approach has been proposed by Hernell et al. [40]. The resulting
visualization of using such an approach is given in Figure 6.12.
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Figure 6.12: By treatening the activity as a light source in the anatomical volume,
it is easy to see the activity and the anatomical structure at the
same time, which is not always the case. This image is created by
Tan Khoa Nguyen and Anders Ynnerman at the division of visual
information technology and applications (VITA) in Norrköping.
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7
Using Graphic Cards for Speeding
Up Image Processing

"You’re in love with a computer subroutine."
Tuvok

7.1

Introduction

One of the main differences between ordinary fMRI and real-time fMRI is
that in real-time fMRI all the calculations have to be made in real-time, i.e.
normally within 1-2 seconds. This makes it harder to perform any advanced
fMRI analysis in real-time since motion compensation, detrending and the
fMRI analysis has to be performed before a new volume is collected. There
are two approaches to perform more advanced fMRI analysis in real-time.
Either to reduce the computational complexity by focusing the analysis on
a region of interest (ROI), instead of the whole brain, or by increaseing the
processing power.
Bagarinao et al. [5] proposed the use of a PC cluster in order to perform
the fMRI analysis in real-time on a sliding window of data. Computer
clusters are, however, expensive, takes a lot of space and are not that easy
to manage. The performance will also be limited by the speed of the local
network. A better approach is to use the massive parallel processing power
of the graphics processing unit (GPU) on a modern graphics card. Graphic
cards from Nvidia can be programmed with a programming language called
CUDA, where CUDA stands for Compute Unified Device Architecture. A
comparison between the performance of the GPU and the processor (CPU)
as function of time is given in Figure 7.1. By using the GPU, it is not
uncommon to achieve speedups between 10 and 100 compared to optimized
CPU implementations.
The main source for this chapter is the Nvidia programming guide [66].
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Hardware model

Figure 7.1: The figure shows the theoretical performance for CPU’s and GPU’s.
The grey curve represents the performance for GPU’s from Nvidia
and the black curve represents the performance of CPU’s from Intel,
as function of time. GFLOPS/s stands for number of giga floating
point operations per second. This image is taken from the Nvidia
programming guide.

While the central processing unit (CPU) of any computer is good at serial
calculations and branching the GPU is very good at parallel calculations.
A modern CPU has 4-12 cores and can run in the order of 8 - 24 threads
at the same time. The current state of the art GPU from Nvidia have
240 cores and can run about 30 000 threads at the same time. The next
generation of GPU’s from Nvidia, called Fermi, will have 512 cores.
When a task is performed on the GPU, a number of threads are used. Each
thread performs a small part of the calculations. The threads are divided
into a number of blocks, the grid, with a certain number of threads per
block. The block index and the thread index are used in order for each
thread to calculate what data to operate on. The idea with grid, blocks
and threads is presented in Figure 7.2.
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Figure 7.2: The calculations are performed by a large number of threads on the
GPU. The threads are divided into a number of blocks, called the
grid, with a certain number of threads per block. Each thread has a
block index and a thread index, that is used to calculate what data to
operate on. Currently the grid can have two dimensions, while each
block can have three dimensions.
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A big difference between CPU’s and GPU’s is that the GPU has a lot of
different memory types, global memory, shared memory, texture memory,
constant memory and registers. The different memory types on the GPU
are shown in Figure 7.3. The global memory for the CPU and the GPU
is about the same, except that the memory bandwidth for the GPU is
much higher than for the CPU. The GPU has a memory bandwidth of
approximately 160 GB/s while the bandwidth of the CPU memory is about
25 GB/s. This might sound as an unnecessarily high bandwidth, but since
the bandwidth will be used by a large number of threads at the same
time, there will not be that much bandwidth for each thread. Many GPU
implementations are bound by the memory bandwidth, rather than by the
processing power. To hide the memory latencies, it is useful to use a large
number of threads, such that some threads can do calculations while the
other threads wait for reading from or writing to memory. The size of the
global memory is in the order of 256 MB to 2 GB.
When reading from and writing to global memory, it is important to make
sure that the writes and reads are coalesced. If they are coalesced, a lot
of reads or writes can be done in one single memory transaction during
one clock cycle to save time and memory bandwidth. It is for example
possible to read 16 values at the same time, instead of 16 separate memory
reads. The requirements for coalesced reading and writing depends on how
modern the graphics card is.
To reduce the memory bandwidth problems with the global memory the
shared memory should be used when possible, since it has a much higher
bandwidth. All the threads in the same block can read and write to the
shared memory. A good approach is thus to read data from global memory into shared memory, perform the calculations by reading and writing
to shared memory and then write the result back to the global memory.
However, the size of the shared memory is only 16 KB per multiprocessor,
which prevents some applications of using it. In Fermi the size of the shared
memory will be increased to 48 KB.
The registers are specific for each thread, to save variables that are needed
for the calculations made by each thread. The registers are the fastest
memory, but are limited in numbers.
The constant memory can be used for constants that will be read by all the
threads. The advantage compared to global memory is that the constant
memory is cached, and thereby much faster.
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If the threads will read the data in a local but not coalesced manner, texture
memory should be used since it is cached and can provide a speedup to using
ordinary global memory. Another advantage of the texture memory is that
it has hardware support for linear interpolation, which is very useful in, for
example, volume registration applications.

Figure 7.3: The hardware model for the graphic cards from Nvidia. Each multiprocessor has a number of processors. The Nvidia GTX 285 contains
30 multiprocessors, each containing 8 processor cores, resulting in a
total of 240 processor cores. Note the different types of memory, registers, shared memory, constant memory, texture memory and global
(device) memory. All the threads in the same block can read and
write to the shared memory. Each processor core has a number of
registers to store variables that are specific for each thread.
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The CUDA programming language

The CUDA programming language is based on the C programming language, with extensions for parallel calculations and copying data to and
from the graphics card.
A small code example for pointwise multiplication of the elements of two
vectors, b and c, is given below, N is here the number of elements in the
vectors.
Below is ordinary C code that runs on the CPU, we use a for-loop to loop
over all the elements in the vectors.
for (i = 0; i < N; i++)
{
a[i] = b[i] * c[i];
}
Below is CUDA code that runs on the GPU, in this case we write the
code for multiplication of one element, and then one thread per element is
launched such that each thread only performs one multiplication. Before
the kernel (function) is launched, we define the number of blocks with
dimGrid, and the number of threads per block with dimBlock. For several
reasons, that not will be mentioned here, it is optimal if the number of
threads per block is a multiple of 16, for example 256 or 512. For modern
graphic cards, the maximum number of threads per block is 1024. Since
this is a one dimensional problem, our blocks will be one dimensional but
they can have up to three dimensions.
dimBlock.x = 256, dimBlock.y = 1, dimBlock.z = 1
The number of blocks that we need depends on the number of elements to
be calculated, and the number of threads per block, such that
dimGrid.x = ceil(N/256), dimGrid.y = 1, dimGrid.z = 1
Note that we use ceil to round the number of blocks upwards in order to
get a sufficient number of blocks. If there are 257 elements in the vector,
we have to use 2 blocks with 256 threads each, but 255 of the threads in
the second block will not do anything. Each thread calculates a data index
from its block index and thread index, in order to know what part of the
data to operate on.
int i = blockIdx.x * blockDim.x + threadIdx.x;
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The actual code for the calculation is the same as for the CPU code
if (i < N)
{
a[i] = b[i] * c[i];
}
Note that the CPU loops over all the elements in the vector, while the GPU
instead uses the parallelism such that each thread calculates the result for
one element of the vector.
If we instead want to perform the same operation on a number of pixels in
an image, the dimensions of the grid and the blocks can be defined as
dimBlock.x = 16, dimBlock.y = 16, dimGrid.z = 1
dimGrid.x = ceil(WIDTH/16), dimGrid.y = ceil(HEIGHT/16), dimGrid.z = 1
where WIDTH is the width of the image and HEIGHT is the height of the
image. The x and y coordinates can be calculated as
int x = blockIdx.x * blockDim.x + threadIdx.x;
int y = blockIdx.y * blockDim.y + threadIdx.y;
and the position of the pixel in the memory is, if the pixels are stored row
by row, given by
int i = x + y * WIDTH;
To get coalesced memory reads in this 2D case, it is therefore important
that the threads read along the x-direction, and not along the y-direction.
For voxel operations, one might think that the next logical step is to use
dimBlock.x = 8, dimBlock.y = 8, dimBlock.z = 8
dimGrid.x = ceil(WIDTH/8), dimGrid.y = ceil(HEIGHT/8),
dimGrid.z = ceil(DEPTH/8)
where DEPTH is the number of slices in the volume. The problem is
however that the grid can only have two dimensions, while each block can
have three dimensions. Due to this, the dimensions instead have to be
something like
dimBlock.x = DEPTH, dimBlock.y = 1, dimBlock.z = 1
dimGrid.x = WIDTH, dimGrid.y = HEIGHT, dimGrid.z = 1
The problem with this setup is that the performance of the calculations
will not scale linearly with the resolution of the volume. In this case the
best performance will only be achieved if the number of slices in the volume
is a multiple of 16. For 4D data the problem is even more difficult. One
solution is to instead treat each slice separately and loop over the slices.
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Application to medical image processing

While the GPU is very good for calculations that can be made in parallel, it
is very poor at calculations that have to be made serially. If the GPU can be
used to speedup an algorithm thus greatly depends on if the algorithm can
be parallelized or not. The GPU should thereby not be considered as the
replacement of CPU’s, but rather as a complement used to speedup parallel
calculations. Fortunately, many algorithms in medical image processing are
well suited for parallelization.
Applications that will be covered here are convolution, image registration
and fMRI analysis.

7.6

Convolution on the GPU

Since medical image processing often relies on that a filter is used to extract
information from an image or volume, convolution is an important part
that needs to be done fast. Since the convolution operation is exactly
the same for each pixel or voxel, except for the borders of the image or
volume, this is perfectly suited for parallelization. If the filter is cartesian
separable, the convolution can be divided into a row convolution and a
column convolution which results in much fewer multiplications than a non
separable convolution. The best approach is to read pixel values from global
memory into shared memory, for example in block of 64 x 64 pixels since
it will fit exactly into the 16 KB shared memory, and put the filter kernel
in the constant memory. Each block then calculates the filter response
for the valid pixels in the block and then makes coalesced writes back to
global memory. An easier approach is to put the image in a 2D texture,
this approach will however be slower since the texture memory has a much
lower memory bandwidth than the shared memory.
One problem with convolution in the spatial domain, is that it requires a
lot of memory reads if we use a large filter and texture memory. While
shared memory is rather easy to use for 2D, convolution in 3D and 4D can
not take advantage of the shared memory to an equally large extent since
its size is only 16 KB. For 3D, only a cube of size 16 x 16 x 16 voxels fits
into shared memory. For 4D the maximum number of time voxels that fit
in the shared memory is 8 x 8 x 8 x 8, if the filter is of size 7 x 7 x 7 x 7 this
would only leave 2 x 2 x 2 x 2 valid filter responses for each block, which is
not very efficient (compare this to 58 x 58 valid filter responses per block
for a 7 x 7 filter in 2D convolution). To some extent this will be remedied
in Fermi when the size of the shared memory increases to 48 KB. A 3D
quadrature filter of the size 11 x 11 x 11 voxels has 1331 complex valued
coefficients, and results in equally many memory reads in each voxel. Each

124

7.7 Using the GPU and CPU together

115

voxel will also be read from the memory many times.
An alternate approach is to perform the convolution as a multiplication in
the frequency domain instead, since the convolution time then is the same
regardless of the size of the filter. The pointwise multiplication between the
filter and the image or volume is also perfectly suited for parallelization.
The problem with this approach is that the filters have to be saved as
images or volumes that have the same size as the image or volume to be
convolved. In 2D this is normally not a problem, but if we have a volume
of size 256 x 256 x 256 voxels and use 6 quadrature filters, for example to
estimate the local structure tensor in 3D, the filters themself will use 804
MB of memory. This does not leave that much space for the filter responses
if the graphics card only has 1 GB of global memory.
A good approach for spatial convolution is to combine filter networks, Andersson et al. [4], Svensson et al. [81] and graphic cards, since filter networks
can divide a large filter into a number of smaller filters that are applied sequentially. This will save a lot of multiplications and reads from global
memory. Andersson et al. [3] state that the multiplications, as a rule of
thumb, can be reduced a factor 10 in 2D, a factor 30 in 3D and a factor
100 in 4D.

7.7

Using the GPU and CPU together

The GPU and and the CPU can also work in symbiosis in order to solve
a computationally expensive problem. Volume registration by maximization of the mutual information between two volumes can be taken as an
example where the GPU and the CPU should work in symbiosis, rather
than implementing the whole algorithm on either one of them. Since the
GPU is good at parallel calculations and on trilinear interpolation, it takes
care of translating and rotating the volume each iteration and also the calculation of the mutual information. If phase mutual information is used,
the convolution with the quadrature filters is also performed on the GPU.
Mutual information calculation on the GPU has for example been done by
Lin et al. [54]. The CPU is good at serial calculations and branching and
should for this reason take care of the optimization algorithm that is used
to find the best parameters. In each iteration of the optimization algorithm, the CPU calculates a new set of parameters to be evaluated. The
parameters are sent to the GPU, which translates and rotates one of the
volumes according to the parameters. The GPU then calculates the mutual
information in parallel and sends the result back to the CPU.
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7.8

Phase based volume registration on the GPU

The idea of using graphic cards for medical volume registration is not new,
but since all of the existing implementations have used the voxel intensity
directly, see for example the work by Bui et al. [10] and Muyan et al. [61],
we decided to implement a phase based volume registration algorithm on
the GPU. The closest work that we could find was the work by Pauwels et
al. [71] that performed real-time phase based optical flow calculations on the
GPU. Their implementation was however for 2D and they only calculated
a motion vector in each pixel and did not perform any registration.
The phase based registration algorithm described previously was therefore
implemented on a graphics card, using the CUDA programming language,
to show the possible speedup by using a graphics card instead of the CPU.
In this implementation we implemented the convolution with the quadrature filters as a multiplication in the frequency domain, since it proved to
be faster than convolution in the spatial domain. An issue with FFT filtering on the GPU is however that the standard library for FFT, called
CUFFT, is not as optimized as the standard library for FFT on the CPU,
since the GPU hardware and the CUDA programming language is rather
new. Some work has therefore been done in order to speedup the GPU
FFT. One example is given by Nukada et al. [65] that implemented a 3D
FFT with 6 times better performance than the CUFFT. Since the FFT
constitutes a big part of the registration time, a 6 times improvement of
the FFT almost halved the registration time.
Calculating the local phase from the filter response is ideal for parallelization, as well as calculation of the phase gradients and the certainty for each
filter and voxel.
The part of the registration algorithm that was hardest to implement was
the summing over all the voxels, in order to setup the equation system.
In the CPU implementation this is easy, since it is only necessary to loop
over all the voxels and filters. In the GPU implementation this was done
by summing at many locations at the same time in three steps, to take
advantage of the parallelism. In the first step the summing was performed
along the x dimension, in the second step along the y dimension and finally
along the z dimension.
The easiest part of the implementation was the trilinear interpolation, since
texture memory have hardware support for this. The interpolation is therefore extremely fast, in the order of 1500 times faster than on the CPU.
We tested the algorithm on a number of volumes with different resolution,
one of them was a volume of size 128 x 128 x 128 voxels with a synthetic
3D cross. Ten iterations of the algorithm took 40 seconds on the CPU
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and 0.3 seconds on the GPU. If all the four processor cores would have
been used, it would have taken 10 seconds on the CPU, but multi core
support is not always easy to implement, especially if it is to be included
in a Matlab mex-file. The resulting speedup was thus 30 or 120. Saving
10 or 40 seconds might not seem as a big achievement, but if we neglect
the memory problems for a while and instead perform the registration on
2 volumes that have the resolution 512 x 512 x 512 voxels the speedup is
more useful. If the registration time scales linearly with the resolution, the
registration would take 10 or 40 minutes on the CPU and 19 seconds on
the GPU.
The registration of the QMR volumes, that was described previously, was
performed with our GPU implementation and with SPM. SPM needed 2
minutes to register the three volumes of size 256 x 256 x 27 voxels to the
reference volume, while our implementation managed to do it in 8 seconds.
GPU implementations can for this reason have a high clinical value, since
it can save time for doctors and clinicians.

7.9

fMRI analysis on the GPU

Analysis of fMRI data is another application that would fit the hardware
of the GPU. Since the calculation of a level of brain activity in each voxel
normally can be done independently, it would suit well for parallelization.
The problem with fMRI analysis is that if the GLM or CCA is used, a
matrix inverse is needed in each voxel and there is not yet any official
support for matrix inverses on the GPU. In the future fMRI analysis on
the GPU will certainly be possible, and can make it possible to run much
more advanced fMRI analysis in real-time or open up for more interesting
statistical approaches, that would not have been considered without the
extra processing power.
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8
Summary of Papers

"If there’s nothing wrong with me...maybe there’s something wrong with the
universe!"
Dr. Crusher

8.1

Introduction

This chapter provides brief summaries of the enclosed papers. Most of the
material in the papers have been covered in the first part of the thesis.

8.2

Paper I - Using Real-Time fMRI
to Control a Dynamical System by
Brain Activity Classification

This paper describes the first brain computer interface where the subject
was able to balance a virtual inverted pendulum by activating the left or
right hand or resting. The pendulum was pushed to the left by activating
the left hand, to the right by activating the right hand and the pendulum
was affected only by the gravitational force if the subject was resting. The
brain activity was classified by a one layer artificial neural network that was
trained with a training data set prior to the real-time phase. The subject
was also able to balance the pendulum by imagination of the activities, since
imagination of motoric activities generates almost the same brain activity
as real activity. In this setup we did not have any motion compensation
during the experiment, we simply calculated the importance of each voxel
to confirm that the voxels in the motor cortex were the most important for
the classification of the brain activity.
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8.3

Paper II - Phase Based Volume Registration
Using CUDA

In this paper we describe how we implemented the phase based volume
registration algorithm with the CUDA programming language. The idea
originated from the fact that it was hard to make the phase based volume
registration algorithm fast enough in order to be able to use it for the realtime fMRI experiments. The result was rather amazing, by using the GPU
we could run 10 iterations of the registration algorithm on a volume of the
size 128 x 128 x 128 voxels in 0.3 seconds, compared to 40 seconds on the
CPU. Since we wanted to make a fair comparison between the CPU implementation and the GPU implementation, further optimization of the CPU
implementation also resulted in that the algorithm became fast enough to
run in real-time on fMRI volumes on a standard laptop.

8.4

Paper III - Fast Phase Based Registration for
Robust Quantitative MRI

In this paper the power of the phase based volume registration and the
GPU were combined to solve a hard registration problem in quantitative
MRI (QMRI). The main idea with QMRI is to measure properties, such as
relaxation rates and proton density, that are invariant to scanner settings
and imperfections. A number of volumes, for example four, are collected
from the MR scanner with different settings and can then be combined in
order to estimate the desired parameters. For the estimates to be as good
as possible, the volumes have to be perfectly aligned and this can be done
with image registration. Since the volumes differ significantly in intensity,
the phase based registration approach described previously is perfect for
the job. While SPM needed about 2 minutes to register three volumes to
a reference volume (and almost failed one of the volumes), our algorithm
managed to do complete the task in 8 seconds. This shows the importance
of speeding up image processing algorithms, such that doctors and clinicians
can save time in their daily work.
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Paper IV - A Brain Computer Interface for
Communication Using Real-Time fMRI

This paper describes our second brain computer interface where the subject in the MR scanner and a person outside the scanner where able to
communicate. The subject was given five degrees of freedom, in order to
move a cursor on a virtual keyboard in four different directions and to select letters. The subject moves the cursor to the left by activating the left
hand, to the right with the right hand, up with the left toes, down with the
right toes and selects a highlighted letter by resting a number of seconds
in a row. The brain activity was, as in the first interface, classified with
a neural network. The activation function was changed from a linear to
a softmax, such that the output from the nodes could be interpreted as
posterior probabilities. The system is rather slow and does not work flawlessly but proves that communication through real-time fMRI is feasible,
disproving researchers that claim that fMRI is far too slow for similar kind
of setups. In this setup the phase based registration algorithm also ran in
real-time during the experiment.

8.6

Paper V - On Structural Based Certainty for
Robust fMRI Analysis

A way to incorporate a structural based certainty into the fMRI analysis, in
order to make it more robust to head movement, is presented in this paper.
Since motion induced false activity normally occurs at the edge of the brain,
and at other places where there is a well defined structure, we convolved a
high resolution T1 -weighted volume with a number of quadrature filters to
find the edges and lines. The voxels at an edge or line will have a higher
probability of high variance. The structural certainty was therefore set to
one over the sum of the magnitude of the filter responses. The certainty
was then integrated in the filtering of the fMRI volumes with the help
of normalized convolution. In order to know the ground truth of an fMRI
dataset, we constructed an fMRI simulator where we put an activity pattern
into a high resolution T1 volume, then we added motion between the slices
and simulated EPI sampling to get a simulated fMRI data set. We show
that our structural certainty removes a lot of the false activity, both on
the simulated data and on real data. A new approach to achieve rotation
invariant CCA analysis, that is faster and does not use restricted CCA, is
also proposed.
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Discussion

"I’ve been resting for two days straight, and resting makes me feel - well restless."
Neelix
This chapter gives a discussion about the presented theory, and completes
the chronological history of the research. Some ideas for future work are
also presented.
My first research was about fMRI-EEG fusion, how to combine data from
EEG and fMRI at the same time to get both a high temporal and spatial
resolution. This turned out to be very hard and was abandoned after some
months. This research however gave me some valuable knowledge about
EEG such that I better know the relative strengths and weaknesses of
fMRI.
One interesting aspect of research is that small problems can lead to new
interesting research topics. When the first brain computer interface with
the inverted pendulum did not work, we thought that this was due to
head movement. I therefore implemented a phase based 3D registration
algorithm to compensate for head movement in real-time. It turned out
however that it was not that easy to make it run in real-time on an ordinary laptop. Due to this, I implemented the algorithm on the GPU,
using the CUDA programming language, and then wrote a well received
article about the implementation. This implementation was also used to
solve a registration problem in quantitative MRI. Also since I wanted to
make a fair comparison between the CPU and the GPU implementation,
further optimization of the CPU code led to that the algorithm now runs in
real-time on an ordinary laptop. If the first brain computer interface had
worked at one of the first attempts, the motion compensation algorithm
might not have been implemented at all.
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It is also interesting that the combination of different research fields results
in new ideas that would not have been considered otherways. One example
of this is that the visualization group wanted to incorporate a certainty
measure in their visualization of the brain activity. This led us to think
about using a structural certainty in the statistical analysis of the fMRI
data. In order to include the certainty in the filtering of the fMRI data
we used normalized convolution, which incidently is much easier to do if
the filters that are used only contain positive coefficients. This led us to a
redesign of the filters, since the original filters contained both negative and
positive coefficients, and eventually also to a new much faster approach to
rotation invariant analysis since it does not involve restricted CCA.
The comments from reviewers can also have a large impact on your research. In the first article about the inverted pendulum we wrote in the
discussion part that our research in the future might be used for communication with locked-in people. One of the reviewers gave us the comment
that our research would never lead to such a communication interface, since
the temporal resolution of fMRI is far too low. One quite powerful source
of inspiration for research is to prove others to be wrong, therefore one idea
that came up after the inverted pendulum was to make a communication
interface which we also did. The communication interface is rather slow
and does not work flawlessly, but proves that it is possible to communicate
through real-time fMRI by selecting letters to form words, and not just
answer questions by classifying between yes and no.
While many think that the area of signal processing of fMRI data is more or
less explored, many things remain to be solved. One such thing is inter slice
movement that was described in one of the chapters. Even though some
work has been done to compensate for this, I believe that it is possible to
improve the algorithms even further. I think that normalized convolution
would suit perfectly for filling in sampling voids that can occur due to inter
slice movement, the only question is how to define the certainty of each
voxel.
CCA based fMRI analysis is good in the sense that it finds the best adaptive
filtering in each voxel. On the other hand, we actually want to restrict the
filtering to only occur along the cortex, since the brain activity is supposed
to be in the cerebral cortex and not in the white brain matter. One way to
do this is to first estimate the local structure tensor by applying a number
of quadrature filters on a high resolution volume that is T1 or T2 weighted,
and then let the orientation in each voxel steer the possible filters that CCA
can choose between. In order to prevent filtering between white and grey
matter, bilateral filtering can be used at the same time.
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