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Abstract

The thesis describes novel methods for image motion computation and template match-
ing.

A multiscale algorithm for energy-based estimation and representation of local spatio-
temporal structure by second order symmetric tensors is presented. An efficient spa-
tiotemporal implementation of a signal modelling method called normalized convolution
is described. This provides a means to handle signals with varying degree of reliability.

As an application of the above results, a smooth pursuit motion tracking algorithm that
uses observations of both target motion and position for camera head control and motion
prediction is described. The target is detected using a novel motion field segmentation
algorithm which assumes that the motion fields of the target and its immediate vicinity,
at least occasionally, each can be modelled by a single parameterized motion model. A
method to eliminate camera-induced background motion in the case of a pan/tilt rotating
camera is suggested.

In a second application, a high-precision image motion estimation algorithm perform-
ing clustering in motion parameter space is developed. The algorithm, which can handle
multiple motions by simultaneous motion parameter estimation and image segmenta-
tion, iteratively maximizes the posterior probability of the motion parameter set given
the observed local spatiotemporal structure tensor field. The probabilistic formulation
provides a natural way to incorporate additional prior information about the segmenta-
tion of the scene into the objective function. A simple homotopy continuation method
(embedding algorithm) is used to increase the likelihood of convergence to a near-
optimal solution.

The final part of the thesis is concerned with tracking of (partially) occluded targets.
An algorithm for target tracking in head-up display sequences is presented. The method
generalizes cross-correlation coefficient matching by introducing a signal confidence-
based distance metric. To handle target shape changes, a method for template mask
shape-adaptation based on geometric transformation parameter optimisation is intro-
duced. The presence of occluding objects makes local structure descriptors (e.g., the
gradient) unreliable, which means that only pixelwise comparisons of target and tem-
plate can be made, unless the local structure operators are modified to take into account
the varying signal certainty. Normalized convolution provides the means for such a
modification. This is demonstrated in a section on phase-based target tracking, which
also contains a presentation of a generic method for tracking of occluded targets by
combining normalized convolution with iterative reweighting.
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“Free fall is the natural state of motion.”

- In C. W. Misner, K. S. Thorne, J. A. Wheeler:Gravitation
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1
INTRODUCTION

1.1 Motivation

Image sequence analysis is concerned with the establishment of correspondences be-
tween images of a scene taken at consecutive moments in time. The purpose may be
to facilitate the reduction of the amount of data for storage or transmission, i.e.,data
compression, or to infer properties of the observed scene—to determine the 3-D shape,
position and velocity of moving objects—referred to asstructure from motion.

An important concept in image sequence analysis isspatiotemporal continuity. Due to
the laws of physics, the position and structure of a local image neighbourhood is unlikely
to change dramatically between successive images, and the changes that do occur create
distinctive patterns in the local spatiotemporal neighbourhood. This motivates the intro-
duction oflocal spatiotemporal signal modelsfor representation of aspects of the local
spatiotemporal neighbourhood that provide information about the temporal development
of the local spatial structure; much of the research in image sequence analysis has been
devoted to finding local features that are particularly stable in time. This whole subject
is closely related to fluid dynamics (and continuum mechanics in general). For instance,
assuming image brightnessf to be conserved leads to a continuity equation [74]

0=
D
Dt

f (x; t) = vx(x; t)
∂
∂x

f (x; t)+vy(x; t)
∂
∂y

f (x; t)+
∂
∂t

f (x; t)

which simply states that the spatiotemporal motion vector(vx;vy;1)T is everywhere or-
thogonal to the spatiotemporal gradient of the signal. This is the prototype motion con-
straint equation—we will meet several others in this thesis.

A large part of the thesis is devoted to a study of the local structure tensor, a model
of multidimensional local signal structure developed in the late 1980s. Until quite re-
cently, however, estimation of this model required special-purpose hardware, since it
involved convolution with large 3-D (quadrature) filters. Development of a novel filter
decomposition method, in combination with a generalised convolver structure, now al-
lows efficient estimation of local structure tensors on standard hardware, which makes
it a viable alternative to traditional gradient-based methods.
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A second theme of the dissertation is how to properly handle uncertainty in signals.
This includes signal dropouts, occlusion, structured noise, as well as class membership
ambiguity; the latter appears in motion analysis when local incomplete constraints are
spatially integrated to produce estimates of motion in a region that may contain multi-
ple motions. Statistical methods referred to asrobust estimatorsare useful for detecting
gross data errors when fitting models to large data sets, but they are of no help when
estimating local signal structure, since the data set is too small. However, if the un-
certainty of each signal value in the local neighbourhood is known, it is possible to
optimally estimate model parameters by minimising a weighted cost function. An inter-
esting problem occurs when estimation of global signal properties requires estimates of
local signal models in the presence of partial occlusion. This may occur, e.g., in object
pose estimation using an object model composed of primitives. If there are many primi-
tives, we may apply a robust estimator and dispose of those primitives whose estimation
where distorted by occlusion. A more efficient use of available data would be an itera-
tive algorithm which uses backprojection of the current estimate of the global model to
generate a signal certainty function from the reconstruction error, whereby estimates of
local models may be improved in partially occluded neighbourhoods.

1.2 The thesis

In Chapter 2 we present a novel efficient multiresolution algorithm for accurate and re-
liable estimation and representation of local spatiotemporal structure over a wide range
of image displacements. The chapter begins with an introduction to energy-based ap-
proaches to spatiotemporal local structure estimation and representation. It also pro-
vides an outline of certain recent technical results that motivated the work presented in
Chapters 2–5. We describe how the local spatiotemporal spectral energy distribution is
affected by spatial lowpass filtering and subsampling, and we investigate the practical
consequences of this. Then we consider how to process a resolution pyramid of local
structure estimates so that it contains as accurate and reliable estimates as possible—we
provide experimental results that support our reasoning.

In Chapter 3 the concept of signal certainty–based filtering and modelling is treated.
This addresses the important problem of how to properly process estimates with varying
degree of reliability. The chapter contains a general account of a method called nor-
malized convolution. We look at how this can be efficiently implemented in the case
of spatiotemporal filtering and modelling, and present experimental results that demon-
strate the power of the method.

Chapter 4 describes an active vision application of the concepts developed in the earlier
chapters. We present a smooth pursuit motion tracking algorithm that uses observations
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of both target position and velocity. The chapter contains novel efficient motion seg-
mentation algorithms for extraction of the target motion field. Excerpts from a number
of simulated and real tracking sequences are provided.

In Chapter 5 we continue the study of the tensor pyramid and develop a framework for
high-performance robust image motion computation. The resulting algorithm can handle
multiple motions in image regions and is able to detect motion constraint outliers.

Finally, in Chapter 6 we present several algorithms for contrast- and brightness-insensi-
tive target tracking in the presence of occlusion. First, we derive a simple generalisation
of the cross-correlation coefficient, and apply this to tracking in head-up display se-
quences, where the target is partially occluded by projected graphics symbols. Next, we
turn to phase-based matching, where the phase of outputs from complex bandpass-filters
(e.g., Gabor filters) is used to obtain displacement estimates of high accuracy. We use
normalized convolution to adapt the method to tracking of occluded targets. The above
algorithms require that the position of occluding objects can be determined in advance,
which is possible in many controlled or particularly simple environments, but not in
general. A third algorithm integrates normalized convolution with signal reconstruction,
which makes possible robust matching without prior detection of occlusion.

1.3 Notation

In choosing the various symbols, certain general principles have been followed. Vectors
are denoted by bold–faced lower–case characters, e.g.,u, and tensors of higher order by
bold-faced upper–case characters, e.g.,I . Thenorm of a tensorA is denoted bykAk.
This will usually mean the Frobenius norm. A ’hat’ above a vector indicates unit norm,
e.g.,û. Eigenvalues are denoted by the letterλ, and are orderedλ1 � λ2 : : : .

A certain abuse of notation will be noted, in that to simplify notation we do not discrim-
inate between tensors and their coordinate matrices that always turn up in numerical
calculations, e.g.,AT will denote the transpose of the matrixA.

Occasionally we will use the notationha;bi for the inner product between two possi-
bly complex–valued vectors. This is equivalent to the coordinate vector operationa�b,
where the star denotes complex conjugation and transposition. The notationa�b�∑aibi

will also appear for real vectors.

The signal is usually calledf (x) or s(x). Mostly this refers to a local coordinate system
centred in a local neighbourhood. The Fourier transform of a functions(x) is denoted
by S(u). The Laplace transform of a functiong(t) is denoted byG(s).
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2
REPRESENTATION OF LOCAL

SPATIOTEMPORAL STRUCTURE

A multiresolution (pyramidal) representation of spatiotemporal local structure by second-
order symmetric tensors is described. We present a fast algorithm for generation of a
sparse tensor pyramid where a coarse-to-fine scheme is used to determine the optimal
resolution level for each position.

2.1 Representing local structure with tensors

This section gives the necessary background information concerning the estimation and
representation of local spatiotemporal structure. The concepts presented here, and the
fact that the estimation procedure can be efficiently implemented, form a prerequisite
for the methods presented in later chapters.

2.1.1 Energy-based local structure representation and
estimation

One of the principal goals of low-level computer vision can be formulated as the de-
tection and representation of local anisotropy. Typical representatives are lines, edges,
corners, crossings and junctions. The reason why these features are important is that
they are of a generic character yet specific enough to greatly facilitate unambiguous
image segmentation. In motion analysis we are interested in features that are stable in
time so that local velocity may be computed from the correspondence of features in suc-
cessive frames. Indeed, many motion estimation algorithms work by matching features
from one frame to the next. A problem with this strategy is that there may be multi-
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ple matches, particularly in textured regions. Assuming that a feature is stable between
several successive frames, the local velocity may be found from a spatiotemporal vector
pointing in the direction of least signal variation1. The Fourier transform2 of a signal
that is constant in one direction is confined to a plane through the origin perpendicular to
this direction, Figure 2.2. If the feature is also constant in a spatial direction, i.e., it is an
edge or a line, there will be two orthogonal spatiotemporal directions with small signal
variation. This precludes finding the true motion direction, but constrains it to lie in a
plane orthogonal to the direction of maximum signal variation. A signal that varies in a
single direction has a spectrum confined to a line in this direction through the origin in
the Fourier domain, Figure 2.1. The discussion has focused the attention on the angular
distribution of the signal spectrum and its relation to motion estimation. We will here
outline two related methods for obtaining a representation of this distribution.

In the first method one estimates theinertia tensorJ of the power spectrum, in analogy
with the inertia tensor of mechanics. The inertia tensor comes from finding the direction
n̂min that minimises the function

J [n̂] =
Z
ku� (uT n̂)n̂k2jF(u)j2du =

Z
ku� n̂n̂Tuk2jF(u)j2du

which is simply the energy-weighted integral in the Fourier domain of the orthogonal
distances from positionsu to a line through the origin in thên-direction. If a signal is
constant in one unique direction, this direction is a global maximum ofJ . The orien-
tation of a signal may be defined as the outer productn̂n̂T which minimisesJ . A little
algebra leads to the following equivalent expression

J [n̂] = n̂TJn̂

In component form the inertia tensor is given by

Jjk =

Z
jF(u)j2(kuk2δ jk�ujuk)du (2.1)

SinceJ is a symmetric second order tensor it is now apparent thatJ is minimised by
the eigenvector ofJ corresponding to the smallest eigenvalue. From Parseval’s relation
and using the fact that multiplication byiuk in the Fourier domain corresponds to partial
derivation ∂

∂xk
in the spatial domain, Equation (2.1) may be written

Jjk =

Z
[k∇ fk2δ jk�

∂ f
∂xj

∂ f
∂xk

]dx

1There are several ways to more exactly define the directional signal variation, leading to different algo-
rithms. For our present discussion an intuitive picture is sufficient.

2When referring to the Fourier transform of the signal we always mean the transform of a windowed signal,
a ’local Fourier transform’.
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Spatial domain Fourier domain

Figure 2.1: A planar autocorrelation function in the spatial domain corresponds to en-
ergy being distributed on a line in the Fourier domain. (Iso-surface plots).

Figure 2.2: An autocorrelation function concentrated on a line in the spatial domain
corresponds to a planar energy distribution in the Fourier domain. (Iso-surface plots).

Figure 2.3: A spherical autocorrelation function in the spatial domain corresponds to a
spherical energy distribution in the Fourier domain. (Iso-surface plots).
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The integration is taken over the window defining the local spatiotemporal neighbour-
hood and may be organised as low-pass filtering of the derivative product volumes. The
derivatives themselves can be efficiently computed with one-dimensional filters.

Critics of the inertia tensor approach argue that the spatiotemporal lowpass filtering
causes an unwanted smearing3, and that the use of squared derivatives demands a higher
sampling rate than is needed to represent the original signal.

An alternative approach to energy-based local structure estimation and representation
was given by Knutsson. This procedure also leads to a symmetric second-order tensor
representation but it avoids the spatiotemporal averaging of the inertia tensor approach,
and the shift of the spectrum to higher frequencies. The concept of thelocal structure
tensorcomes from the observation that an unambiguous representation of signal orien-
tation is given by

T = Ax̂x̂T

wherex̂ is a unit vector in the direction of maximum signal variation andA is any scalar
greater than zero. Estimation ofT is done by probing Fourier space in several directions
n̂k with filters that each pick up energy in an angular sector centred at a particular direc-
tion. These filters are complex-valuedquadrature4 filters, which means that their real
and imaginary parts are reciprocal Hilbert transforms[34]. The essential result of this is
that the impulse response of the filter has a Fourier transform that is real and non-zero
only in a half-spacênT

k u > 0. One designs the quadrature filters to bespherically sep-
arable in the Fourier domain, which means that they can be written as a product of a
function of radius and a function of direction

Fk(u) = R(ρ)Dk(û)

The radial part,R(ρ), is made positive in a pass-band so that the filter response corre-
sponds to a weighted average of the spectral coefficients in a region of Fourier space5.
Figure 2.4 shows the radial part of the filter used in most experiments in this thesis.
This is alognormalfrequency function, which means that it is Gaussian on a logarith-
mic scale. The real benefit from using quadrature filters comes from taking the absolute
value (magnitude) of the filter response. This is a measure of the ’size’ of the average
spectral coefficient in a region and is for narrow–banded signals invariant to shifts of the
signal, which then assures that the orientation estimate is independent of whether it is

3This problem is particularly severe at motion boundaries and for small objects moving against a textured
background.

4Early approaches to motion analysis by spatiotemporal quadrature filtering are by Adelson and Bergen [2]
and Heeger [70]. These papers also discuss the relation to psychophysics and neurophysiology of motion
computation.

5Note that since the Fourier transform of a real signal is Hermitian there is no no loss of information from
looking at the spectrum in the filter’s ’positive direction’ only.
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Figure 2.4: Lognormal radial frequency function with centre frequencyπ=2
p

2.

obtained at an edge or on a line (phase invariance). The filter response magnitudesjqkj
are used as coefficients in a linear summation of basis tensors

Test= ∑
k

jqkjMk

whereMk is thedual of the outer product tensorNk = n̂kn̂T
k . TheMk’s are defined by

the reconstruction relation

∑
k

(S�Nk)Mk = S for all second order symmetric tensorsS (2.2)

where

A �B = ∑
i j

Ai j Bi j

defines an inner product in the tensor space. For the reconstruction relation to be satis-
fied we need at least as many linearly independent filter directions as there are degrees
of freedom in a tensor, i.e., six when filtering spatiotemporal sequences. The explicit
mathematical expression for theMk’s depends on the angular distribution of the filters,
but it is not too difficult to show that the general dual basis element is given by

Mk = [∑
i

Ni 
Ni]
�1Nk (2.3)
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where
 denotes a tensor (outer-) product6. When the filters are symmetrically dis-
tributed in a hemisphere this [62] reduces to

Mk =
4
3

Nk�
1
4

I

whereI refers to the identity tensor with componentsI i j = δi j .

As discussed earlier in this section, a signal that varies in a single directionx̂ (such as a
moving edge), referred to as asimplesignal, has a spectrum that is non-zero only on a
line through the origin in this direction. Writing this as

S(u) = G(x̂Tu)δline
x̂ (u)

whereδline
x̂ (u) is an impulse line in thêx-direction7, the result of filtering a simple signal

with a spherically separable quadrature filter can be written

qk =

Z
Fk(u)S(u)du =

Z
R(ρ)Dk(û)G(x̂Tu)δline

x̂ (u)du

= Dk(x̂)
Z ∞

0
R(ρ)G(ρ)dρ+Dk(�x̂)

Z ∞

0
R(ρ)G(�ρ)dρ

= aDk(x̂)+a�Dk(�x̂)

wherea is a complex number that only depends on the radial overlap between the filter
and the signal (a� being its complex conjugate). Since the filter is non-zero in only one
of the directions�x̂, the magnitude of the filter response is

jqkj= jaj jDk(x̂)+Dk(�x̂)j

Now, if we choose the directional function to be

Dk(û) =

(
(n̂T

k û)2 = (n̂kn̂T
k )� (ûûT) n̂T

k û > 0

0 otherwise
(2.4)

we see that Equation (2.1.1) reduces to

Test= ∑
k

jqkjMk = ∑
k

jaj(n̂kn̂T
k � x̂x̂T)Mk = ∑

k

jaj(Nk � x̂x̂T)Mk (2.5)

= jaj x̂x̂T

6The six independent components of a tensorA may be regarded as a vectora = vec(A) =

(a11;a22;a33;a12;a13;a23)
T . Equation (2.3) is then equivalent tomk = [∑i ni(Gni)

T ]�1nk, with a metric tensor
G = diag(1;1;1;2;2;2).

7This is defined as a product of one-dimensional delta-functions in the directions orthogonal tox̂.
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This proves that the suggested method correctly estimates the orientation tensorT of
Equation (2.1.1) in the ideal case of a simple signal. In general we may represent the
orientation of a signal by the outer product tensor that minimises the Frobenius distance

∆ = kTest�Ax̂x̂TkF =

q
∑i j (Ti j �Axixj)

2

It is not difficult to see that the minimum value is obtained whenA is taken as the largest
eigenvalue ofTest andx̂ the corresponding eigenvector.

Another relevant ideal case besides that of a simple signal is the moving point. The
spectrum of such a signal is constant on a plane through the origin and zero outside
it. In this case the estimated tensor will have two (equal) non-zero eigenvalues and
the eigenvector corresponding to the third (zero-valued) eigenvalue will point in the
direction of spatiotemporal motion(vx;vy;1)T .

The details of how the velocity components are recovered from the tensor are given in
Appendix A.1.1.

2.1.2 Efficient implementation of spherically separable
quadrature filters

We saw in the previous subsection that the inertia tensor method allows an efficient
implementation using one-dimensional derivative and low-pass filters. We now seek a
corresponding efficient implementation of the quadrature filtering method. A problem
with the quadrature filters is that spherical separability in general is incompatible with
Cartesian separability. We therefore inevitably introduce errors when trying to approx-
imate the multi-dimensional filters by a convolution product of low-dimensional filters.
The success of such an attempt naturally depends on the magnitude of the approxima-
tion error. Unfortunately, it is not entirely obvious how the filters should be decomposed
to simultaneously satisfy the constraints of minimum approximation error and smallest
possible number of coefficients. Given the shape of the present filters, with their rather
sharp magnitude peak in the central direction of the filter, it is natural to try a decompo-
sition with a one-dimensional quadrature filter in the principal direction and real-valued
one-dimensional low-pass filters in the orthogonal directions. With a symmetric distri-
bution of filters, taking full advantage of symmetry properties, this leads to the scheme
of Figure 2.5. The filter coefficients are determined in a recursive optimisation process
in Fourier space. With an ideal multi-dimensional target filterF̂(u), and our current
component product8 approximation of this,F(u) = ∏k Fk(u), we definetemporary tar-

8Convolution in the space-time domain corresponds to multiplication in the frequency domain.
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Figure 2.5: 3D sequential quadrature filtering structure.

gets

F̂i(u) =
F̂(u)

∏k6=i Fk(u)

for the component filters. We use this target filter to produce a (hopefully) better com-
ponent filter by minimising the weighted square error

Ei = kWi(juj)∏
k6=i

Fk(u) [ F̂i(u)�Fnew
i (u) ]k2

= kWi(juj) [ F̂(u)�Fnew
i (u)∏

k6=i

Fk(u) ]k2 (2.6)

whereWi(juj) is a radial frequency weight, typicallyWi(juj) ∝ juj�α+ε, see [62]. Equa-
tion (2.6) says that on average we will decrease the difference between the ideal filter
F̂(u) and the productF(u). The constraint that the filter coefficients are to be confined
to certain chosen spatial coordinate points (in this case ideally on a line9) is implemented
by specifying the discrete Fourier transform to be on the form

Fk(u) =
Nk

∑
n=1

fk(ξn)exp(�iξn �u); juj< π

9Some of the filters are for sampling density reasons ’weakly’ two-dimensional with a tri-diagonal form.
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where the sum is over all allowed spatial coordinate pointsξn. The optimiser then solves
a linear system for the least-square sense optimal coefficientsfk.

The optimisation procedure (definition of component target function and optimisation
of the corresponding filter) is repeated cyclically for all component filters until con-
vergence. For the present filters this takes less than ten iterations. The quality of the
optimised filters has been carefully investigated by estimating the orientation of certain
test patterns with known orientation at each position using the local structure tensor
method. The result is that the precision is almost identical to what is obtained with full
multi-dimensional filters, [9]. As an example, a particular set of full 3D filters requires
9�9�9�6= 8748 coefficients. A corresponding set of sequential filters with the same
performance characteristics requires 273 coefficients. This clearly makes the quadrature
filtering approach competitive in relation to the inertia tensor method10 which requires
partial derivative computations followed by multi-dimensional low-pass filtering of all
independent products of the derivatives.

The inertia tensor method is by Big¨un, [21, 22, 20, 23]. Pioneer work on its applica-
tion to motion analysis was done by J¨ahne, [77, 78, 79, 80]. The local structure ten-
sor representation and estimation by quadrature filtering was conceived by Knutsson,
[87, 88, 89, 90, 94, 93]. A comprehensive description of the theory and its application
is given in [62]. The efficient implementation of multidimensional quadrature filtering
is by Knutsson and Andersson, [91, 92, 9].

2.2 Low-pass filtering, subsampling, and energy distri-
bution

As described in Section 2.1.1 there is a direct correspondence between on one hand the
spatiotemporal motion vector of a local spatial feature and on the other hand the local
structure tensor. However, to robustly estimate the tensor, so as to to avoid temporal
under-sampling and be able to cope with a wide range of velocities, it is necessary to
adopt some kind of multiresolution scheme. Though it is possible to conceive various
advanced partitionings of the frequency domain into frequency channels by combina-
tions of spatial and temporal subsampling, [65], we opted to compute a simple low-pass
pyramidà la Burt [36] for each frame, and not to resample the sequence temporally.
The result is a partitioning of the frequency domain as shown in Figure 2.6. Each level
in the pyramid is constructed from the previous level by Gaussian low-pass filtering
and subsequent subsampling by a factor two. To avoid aliasing when subsampling it

10From a computation cost point of view, assuming the same size of the filters, disregarding the fact that the
inertia tensor method requires a higher sampling density to obtain comparable spatial resolution.
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spatial frequency

temporal frequency

Figure 2.6: Partitioning of the frequency domain by successive spatial subsampling.
The plot shows Nyquist frequencies for the different levels.

is necessary to use a filter that is quite narrow in the frequency domain. As is seen in
Figure 2.7, the result is that the energy is substantially reduced in the spatial directions.
This is of no consequence in the ideal case of a moving line or point, when the spectral
energy is confined to a line or a plane — the orientation is unaffected by the low-pass
filtering. However, the situation is quite different in the case of a noisy signal. Referring
to Figure 2.8, a sequence of white noise images that is spatially low-pass filtered and
subsampled becomes orientation biased since energy is lost in the spatial directions. A
possible remedy for this is to low-pass filter the signal temporally with a filter that is
twice as broad as the filter used in the spatial directions [65]. This type of temporal
filter can be efficiently implemented as a cascaded recursive filter, [59]. Nevertheless,
temporal filtering introduces an additional delay which may be problematic in certain
applications. A couple of experiments were therefore carried out to quantitatively de-
termine the influence of isotropic noise on orientation estimates in spatially subsampled
sequences. The orientation bias caused by the low-pass filtering11 and subsampling was
measured by computing the average orientation tensor over each sequence and deter-
mining the quotientλt=λspat, whereλt refers to the eigenvector in the temporal direction

11The low-pass filters were on the formF(ωx;ωy;ωt) = exp[�(
ω2

x
2σ2

spat
+

ω2
y

2σ2
spat

+
ω2

t
2σ2

t
) ].
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Pi

Figure 2.7: Gaussian low-pass filtering (σ=π=4) reduces the signal energy in the spatial
directions. The subsequent subsampling moves the maximum frequency down toπ=2
(dashed line). There is also some aliasing caused by the non-zero tail aboveπ=2.

andλspat to the average of the eigenvectors in the spatial plane.

In the first experiment the average orientation of initially white noise was computed.
The results are shown in Table 2.1. As expected, the average orientation becomes bi-
ased when not compensating for the energy anisotropy by temporal low-pass filtering.
However, the effect is quite small for moderate spatial low-pass filtering (σspat = π=4).
This is due to the fact that the quadrature filter used is fairly insensitive to high fre-
quencies, cf. Figure 2.4. Repeating the low-pass filtering and subsampling twice with
σspat = π=4 with no temporal filtering results in a quotient of 1:04, which indicates
that temporal filtering in fact may be unnecessary. This is important in real-time control
applications where long delays cause problems.

In a second experiment we used a synthetic volume with an unambiguous spatiotem-
poral orientation at each position. The sequence was designed to have a radially sinu-
soidal variation of grey-levels with a decreasing frequency towards the periphery, Fig-
ure 2.9. The volume was corrupted with white noise and subsequently low-pass filtered
(σspat = π=4) and subsampled. The change in average orientation caused by the noise
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Figure 2.8: Illustration of low-pass filtering and subsampling of a white noise sequence.
Plots show the spectral energy distribution in one spatial direction and the temporal di-
rection. Left: Spatial low-pass filtering reduces the signal energy in the spatial direc-
tions. Middle: Spatial subsampling leads to a rescaling of the spectrum.Right: The
energy anisotropy is compensated for by a temporal low-pass filtering with a filter that
is twice as broad as the corresponding filter in the spatial direction.

σspat σt = ∞ σt = 2σspat

π=4 1.03 1.03
π=8 1.19 1.03

π=16 1.57 1.01

Table 2.1: Results of low-pass filtering and spatial subsampling by a factor two of a
sequence of white noise. The numbers show the quotientλt=λspat of the average tensor.

remained below one degree with the signal–to–noise ratio as low as 0 dB SNR. This is
not surprising since the quadrature filter picks up a much smaller portion of the energy
from a signal with a random phase distribution over frequencies than from a signal with
a well-defined phase.

The conclusion of this investigation is that with an appropriate choice of radial filter
function of the quadrature filter, i.e., one that is comparatively insensitive to high fre-
quencies, the orientation bias induced by uncorrelated white noise when the sequence is
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Figure 2.9: Radial variation of grey-levels in test volume.

not temporally lowpass-filtered is negligible, with the possible exception of neighbour-
hoods that do not fit well to the filters or have little energy in the relevant passband. A
simple thresholding on the tensor amplitude may be used to dispose of such estimates.

2.3 Adaptive representation of local structure

2.3.1 General considerations

The construction of a low-pass pyramid from each image frame gives a number of sepa-
rate spatial resolution channels that can be processed in parallel. Consecutive images are
stacked in a temporal buffer which is convolved with quadrature filters. The magnitude
of the filter outputs are used in the composition of local structure tensors. The result
is a multiresolution pyramid of tensors. At each original image position there are now
several tensors, one from each level of the pyramid, describing the local spatiotemporal
structure as it appears at each particular resolution. The question arises how to handle
this type of representation of the local structure. The answer, of course, depends on the
intended application. Our primary intention is to assign 2-D image motion vectors to
positions by fitting parameterized models of the spatiotemporal motion vector field to
estimates in regions of the image. Interpreting the spatiotemporal motion vector as the
direction of minimal signal variation, it is clear that this information is readily available
in the tensor. For efficiency reasons we want to use the sparse multiresolution tensor
field as it is, without any data conversion or new data added. The problem of how to
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handle the tensor pyramid then reduces to that of determining the confidence value of
each estimate, i.e., how much a particular tensor should be trusted. For computational
efficiency it is also desirable to sort out data that does not contain any useful information
as early as possible in a chain of operations.

At this point it is appropriate to make the distinction between two entities of fundamental
importance to motion computation. We use the definitions by Horn, [73]. A point on an
object in motion traces out a particle path (flow line) in 3D space, the temporal derivative
of which is the instantaneous 3D velocity vector of the point. The geometrical projection
of the particle path onto the image plane by the camera gives rise to a 2D particle path
whose temporal derivative is the projected 2D velocity vector. The2D motion fieldis
the collection of all such 2D velocity vectors. Theimage velocityor optical flowis (any)
estimate of the 2D motion field based on the spatiotemporal variation of image intensity.
Several investigators [73, 137, 138, 108, 52, 55] have studied the relation between the 2D
motion field and the image velocity. The conclusion is that they generally are different,
sometimes very much so. A classical example is by Horn, [73]. A smooth sphere with
a specular12 surface rotating under constant illumination generates no spatiotemporal
image intensity variation. On the other hand, if the sphere is fixed but a light source is
in motion, there will be a spatiotemporal image intensity variation caused by reflection
in the surface of the sphere. The intensity variation caused by this type of ‘illusory’
motion can not be distinguished from that caused by objects in actual motion without a
priori knowledge or high-level scene interpretation. Adiffuselyreflecting (Lambertian)
surface also induces intensity variation caused by changes in angle between the surface
normal and light sources. This variation is typically a smooth function of position, and
independentof texture and surface markings. The conclusion is therefore that the optical
flow accurately describes the motion field ofpredominantly diffusely reflecting surfaces
with a large spatial variation of grey level.

2.3.2 Intra-level operations

The use of the local structure tensor for motion estimation is based on the assumption
that the spatiotemporal directions of largest signal variance are orthogonal to the spa-
tiotemporal motion vector. Theshapeof the tensor, regarded as an ellipsoid with the
semi-axes proportional to the eigenvalues of the tensor, cf. Figures 2.1 – 2.3, is a sim-
ple model of the local signal variation, with the longest semi-axis corresponding to the
direction of maximum signal variation. It is evident that when the signal variation is
close to uniform in all directions, no reliable information about the local motion direc-
tion is available. To qualify as a reliable estimate we require the neighbourhood to have
a well-defined anisotropy (orientation). This means that the smallest tensor eigenvalue

12Reflects like a mirror.
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Figure 2.10: Estimating degree of anisotropy of local neighbourhood.Solid line: Plane-
like anisotropy,µ =

p
λ2+1+1=(λ+ 1+ 1). Dotted line: Line-like anisotropy,µ=p

2λ2+1=(2λ+1).

should be substantially smaller than the largest one. It is beneficial to have a computa-
tionally cheap measure of anisotropy that does not require eigenvalue decomposition, so
that unreliable estimates of velocity may be quickly rejected from further processing. A
suitable measure is given by

µ=
jjTjjF
Tr(T)

=

q
∑i; j Ti j

2

∑k Tkk
=

p
∑k λk

2

∑k λk
1=
p

3 � µ � 1 (2.7)

In Figure 2.10µ is plotted as a function of degree of neighbourhood anisotropy. We sim-
ply threshold onµ, discarding tensors that are not sufficiently anisotropic. TheFrobenius
normof the tensor,kTkF , is a measure of the signal amplitude as seen by the filters. If
the amplitude is small, it is possible that the spatial variation of the signal may be too
small to dominate over changes in illumination—the tensor becomes very noise sen-
sitive. We therefore reject tensors whose norm is smaller than an energy thresholdη.
To become independent of the absolute level of contrast, one may alternatively reject
tensors whose norm is below a small fraction (say, a few percent) of the largest tensor
element in a frame.

2.3.3 Inter-level operations

Next, consider the relative reliability of tensors at different scales. With the filters (al-
most) symmetrically distributed in space, there is no significant direction dependence of
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Figure 2.11: Plots of errors as they appear at the finest scale, assuming an angular error
∆φ = 3:0�. Full line: finest scale,k=0. Dotted line: coarsest scale,k=3.
Left: Absolute speed error∆v as a function of speedv and scalek. The functions are
∆v(v;k) = 2k tan(arctan(2�kv)+∆φ)�v.
Right: Apparent angular error∆φ(v;k) as a function of speedvand scalek. The functions

are∆φ(v;k) = arctan(v)�arctan[2k tan(arctan(2�kv)�∆φ) ].

the angular error in the orientation estimation13. Consequently we expect the angular
error in the estimation of the spatiotemporal motion vector to be independent of direc-
tion. The angular error may be converted into an absolute speed error, which becomes a
function of the speed and the scale at which the estimate is obtained, Figure 2.11 (left).
Similarly it is interesting to see the angular error at each scale transformed into a cor-
responding angle at the finest scale, Figure 2.11 (right). This gives an indication of the
relative validity of the estimates obtained at different scales as a function of image speed.

There are a couple of additional relevant constraints:

1. The spatial localisation of the estimate should be as precise as possible.

2. Temporal aliasing should be avoided.

The first of these demands is of particular importance when using more sophisticated
models than a constant translation. It also leads to more accurate results at motion
borders. The second item calls for a short digression. Consider a sinusoidal signal

13For the test volume of Figure 2.9 corrupted with additive noise, the average magnitude of the angular error
is 0:8�, 3:0�, and 9:4�, for a signal–to–noise ratio of∞dB, 10dB, and 0dB respectively, [92].
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of frequencyω0 moving with speedv0 [pixels/frame]. The resulting inter-frame phase
shift is ω0v0. This phase shift is, however, ambiguous, since the signal looks the same
if shifted any multiple of the wavelength. In particular, any displacementv0 greater
than half the wavelength manifests itself as a phase shift less thanπ (aliasing). One
consequence of this is that an unambiguous estimate of spatiotemporal orientation can
strictly only be obtained if the speedv0 satisfies

v0 <
π

ω0
(2.8)

whereω0 is the maximum spatial frequency. In Figure 2.12 the situation is illustrated for
a one-dimensional signal moving with speedv. The non-zero spectral coefficients of the
spatiotemporal signal lie on a line through the origin, orthogonal to the spatiotemporal
motion vector, except for those coefficients that correspond to spatial frequencies above
the criticalω0(v) = π=v. Due to the periodic character of the spectrum of a sampled sig-
nal, high-frequency coefficients from the shifted copies of the original (continuous sig-
nal) spectrum enter the�π� ωx;ωt � π-square and distort the simple structure, thereby
violating the basic assumptions of our motion estimation approach. As is seen, a signal
with a significant high-frequency content may appear to move in the opposite direction
to the actual motion, a phenomenon referred to asmotion reversal. Note, however, that
if the signal in Figure 2.12 is spatially lowpass-filtered so as to eliminate all frequencies
ωx > ω0(v), then there is no distortion. This means that a valid velocity estimate can be
obtained at a coarser level in the pyramid.

The arguments presented above indicate that a tensor validity labelling scheme must
include some kind of coarse-to-fine strategy. With initial estimates at a coarse level we
can decide whether or not it is useful to descend to a finer level to obtain a more precise
result. If not, weinhibit the corresponding positions at the finer levels, i.e., we set a flag
that indicates that they are invalid, Figure 2.13. From the discussion above we see that
the decision on whether to descend to a finer level should be based on estimates of speed
and spatial frequency content. The local speed,s, is in the moving point case determined
by the size of the temporal component of the eigenvector corresponding to the smallest
eigenvalue of the tensor. In the case of a single dominant eigenvector (moving edge/line
case) the normal speed is determined by the temporal component of the eigenvector
corresponding to the largest eigenvalue. One finds (cf. Appendix A.1.2),

s=

8>><
>>:

r
e2
13

1�e2
13

numerical rank 1 tensorr
1�e2

33
e2
33

numerical rank 2 tensor

It appears that we have to compute the complete eigenvalue decomposition of the tensor.
This is actually not the case—it suffices to compute the eigenvalues, which can be done
very efficiently for small symmetric matrices. Then, using the fact that a symmetric
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Figure 2.12: Illustration of motion reversal (assuming rectangular sampling).

tensor can always be decomposed into

T = (λ1�λ2)T1 + (λ2�λ3)T2 + λ3T3

with

T1 = ê1êT
1 T2 = ê1êT

1 + ê2êT
2 T3 = ê1êT

1 + ê2êT
2 + ê3êT

3 = I

we create a rank 2 tensorT̃ by subtractingλ3I . This new tensor has the same eigenvec-
tors as the original tensor, but eigenvaluesλ̃1 = λ1�λ3, λ̃2 = λ2�λ3 andλ̃3 = 0.

Now that the tensor is of (at most) rank 2, there are a couple of interesting relations that
we can use to find the temporal components of the eigenvectors needed to compute the
local speed, namely

Tr T̃xy = λ̃1 (1�e2
13) (numerical rank 1 case)

detT̃xy = λ̃1 λ̃2e2
33 (numerical rank 2 case)

whereT̃xy refers to the leading 2�2-submatrix ofT̃, and Tr refers to the trace (sum of
diagonal elements) of a matrix. See Appendix A.1.3 for a proof of these elementary but
perhaps somewhat unobvious relations.
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Figure 2.13: The use of coarse-to-fine inhibition is here illustrated for a case with a
sharp motion gradient, e.g., a motion border between two objects.

With no information about local frequency content, we cannot use scalek to estimate
speeds significantly above 2k pixels/frame without risking aliasing. But from Figure 2.11
we see that when there is no aliasing, i.e., when the signal lacks spatial high-frequency
components, scalek is more accurate than the next coarser one up to 1:5� 2k pix-
els/frame, and taking into account the better spatial localisation of the estimate, it may be
profitable to use the finer scale up to 2k+1 pixels/frame. Clearly, optimal use of the pyra-
mid therefore requires information about the local frequency distribution of the signal.
It should, however, be noted that the influence of high-frequency errors is substantially
reduced by the spatial lowpass filtering performed before subsampling and by the com-
paratively low high-frequency sensitivity of the spatiotemporal quadrature filters. The
fact that the amplitude spectrum in natural scenes typically varies likeR(ρ) � ρ�α,
α > 0, [38, 132], also contributes favourably. We have already seen that moderate spa-
tial lowpass-filtering without a corresponding temporal filtering has a negligible biasing
effect on the orientation estimate. To decrease the influence of aliasing on the finest level
of the pyramid, one could therefore apply a Gaussian lowpass-filter withσ = π=2.

Finally, an outline of the tensor pyramid algorithm is given in Figure 2.14.
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Figure 2.14: Illustration of the multi-level tensor field estimation procedure.

2.4 Experimental results

In this section we demonstrate the validity of the suggested procedure for building an
adaptive tensor representation of local spatiotemporal structure. The construction of
appropriate motion constraints and the actual computation of image velocity from these
are deferred to a later chapter.

First, let us consider the coarse-to-fine data validation process. We use the synthetic
Yosemite fly-through sequence by Lynn Quam [69], Figure 2.15 (top). This is a com-
puter animation of a flight through Yosemite valley that was generated by mapping aerial
photographs onto a digital terrain map. Motion is predominantly divergent with large
local variations due to occlusion and variations in depth. The true velocity is known and
ranges from 0 to 5 pixels/frame. For this sequence we obtain the distribution of esti-
mates in Figure 2.16 when the tensor magnitude threshold is chosen so as to result in a
coverage of 90%. (The sky region was excluded.) The presence of estimates outside the
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Figure 2.15: Top: Frames 3 and 11 from the Yosemite sequence. Image size is 196�316
pixels.Bottom: Frames 4 and 12 from the MPEG flower garden sequence. Image size is
240�320 pixels.

specified intervals for levels 0 and 1 is mainly due to the fact that the corresponding local
neighbourhoods have a predominantly one-dimensional signal variation, so that normal
speeds are computed; these are lower than the actual speed when the orientation of the
structures does not coincide with the direction of motion. Hence, the estimates are not
(necessarily) incorrect. A second example of the pyramidal distribution of estimates,
the MPEG flower garden sequence, Figure 2.15 (bottom), is shown in Figure 2.17. The
motion is predominantly horizontal, with the camera moving from left to right. When,
as in these examples, there are valid tensor estimates at multiple levels covering a cer-
tain image position, the question arises how to combine them as constraints of the local
motion. For the sake of simplicity we have chosen just to pick the finest level that has
a valid tensor and interpolate between the nearest neighbours at this level to refine the
spatial localisation. This issue should, however, be further investigated.

In Figure 2.18 (left) we show a histogram of̃λ1 = λ1�λ3, the largest eigenvalue of the
rank-reduced tensor, and in Figure 2.18 (right) the average deviation from orthogonality
between̂e1 and the true spatiotemporal motion vectorṽ = (vx;vy;1)T as a function of
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Figure 2.16: Yosemite sequence.Upper row: Distribution of estimates for three levels
in the pyramid. Black indicates the presence of a valid estimate. The speed limits were
(in pixels per frame):kvk < 1:5 for level 0, 1:2< kvk < 4:0 for level 1, and 2:4< kvk
for level 2.Lower row: Actual regions with speeds in the specified intervals.

λ̃1. The large average error that appears for smallλ̃1 > 0 confirms that thresholding on
the norm and anisotropy of the original tensor to remove unreliable estimates is correct.
Interestingly, once these estimates have been removed, there is only a very weak relation
between the size ofλ̃1 and the quality of the estimate, which suggests thatλ̃1 is not useful
as a confidence value. In Figure 2.19 histograms of the deviations from orthogonality
between the two largest eigenvectors of the tensors surviving thresholding andṽ are
shown. Clearly,̂e1 is the most reliable on average. In Chapter 5 we continue the study
of the tensor and derive an appropriate local motion constraint.
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Figure 2.17: Flower garden sequence. Distribution of estimates for three levels in the
pyramid. Black indicates the presence of a valid estimate. The speed limits were (in
pixels per frame):kvk < 1:5 for level 0, 1:2< kvk < 4:0 for level 1, and 2:4< kvk for
level 2.
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Figure 2.18: Yosemite sequence.Left: Histogram of size of the largest eigenvalueλ̃1.
Right: Average angular error as a function ofλ̃1.

2.5 Conclusions

A computationally efficient algorithm for generation of a multiresolution representation
of local spatiotemporal structure by symmetric second-order tensors has been presented.
For each level in a Gaussian lowpass pyramid we construct tensors using the quadrature-
filter based method developed by Knutsson. A coarse-to-fine procedure is used to deter-
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Figure 2.19: Yosemite sequence. Histograms of deviations from from orthogonality
between the true spatiotemporal motion vector and the eigenvectors of the tensor.Left:
arcsin(ê1 � ṽ=kṽk). Right: arcsin(ê2 � ṽ=kṽk).

mine the optimal pyramid level to represent the local structure of each image position.
The validity of the method has been demonstrated using realistic test-sequences.

This work was inspired by the adaptive multi-scale coarse-to-fine scheme of Battiti,
Amaldi, and Koch [16]14. Their starting point is the Horn-Schunck gradient-based reg-
ularization method for optical flow computation, and a coarse-to-fine procedure where
an approximate solution at a coarse level is used as an initial value for the iteration at
the next finer level. The authors present an error analysis that gives the expected relative
velocity error as a function of velocity and scale when using a certain derivative approx-
imation to estimate the brightness gradient. This is then used to detect those points at
the coarse level whose velocity estimates can not be improved at a finer level, i.e., points
where the coarse level is optimal. The motion vectors of the corresponding points at the
finer level are then simply set to the interpolated values from the coarse level and are not
updated in the iteration at this level.

14See [139] for a discussion of biological aspects of this and other coarse-to-fine strategies for motion
computation.



3
A SIGNAL CERTAINTY APPROACH

TO SPATIOTEMPORAL FILTERING

AND MODELLING

The idea of accompanying a feature estimate with a measure of its reliability has been
central to much of the work at the Computer Vision Laboratory. In recent years a formal
theory for this has been developed, primarily by Knutsson and Westin, [100, 97, 96,
98, 147, 150, 149]. Applications range from interpolation (see the above references)
via frequency estimation [99] to phase-based stereopsis and focus-of-attention control
[145, 151]. In this chapter an outline of the principles of normalized convolution (NC) is
given together with some new results. This is followed by a description and experimental
test of a computationally efficient implementation of NC for spatiotemporal filtering and
modelling using quadrature filters and local structure tensors. The experiments show that
NC as implemented here gives a significant reduction of distortion caused by incomplete
data.

3.1 Background

Normalized convolution (NC) has its origin in a 1986 patent [95] describing a method to
enhance the degree of discrimination of linear filtering by making operators insensitive
to irrelevant signal variation.

In 2-D signals the local structure tensor is given byT = λ1e1eT
1 +λ2e2eT

2 . A possible
descriptor of local signal orientation is the rank-1 tensorT̃ = T � λ2I . The norm of
T̃, kT̃k = λ1� λ2, may then be interpreted as aconfidence valuefor the orientation
estimate. An alternative but equivalent representation of orientation [62] is given by
the complex numberf = (λ1� λ2)exp(2iφ), with φ = arccos(x̂ � e1), wherex̂ is some
reference direction.
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Given an estimate of the local orientation at each image position, we may apply operators
sensitive to patterns of spatial variation of orientation, e.g., to detect circular symmetries
or to estimate curvature. The question then arises how to take into account the varying
confidence value of the orientation estimates; it can not be done by simple linear matched
filtering.

Supposeg is a complex-valued filter kernel designed to detect a certain orientation pat-
tern. Further, let the magnitude of each coefficient be a measure of how important it is
that the corresponding signal and kernel orientations coincide. The reason why linear
filtering is insufficient is easily seen if we consider a neighbourhood whose orientation
variation corresponds perfectly to that of the filter, and then perturb the phase of one
signal component, i.e., change the orientation. The resulting decrease in the magnitude
of the filter response can be fully compensated for by increasing the confidence of the
component orientation estimate. What is needed is evidently a similarity measure insen-
sitive to this interference between the statement of a descriptor and its confidence value,
but still capable of taking the confidence values into account in the matching.

The patented method is based on a combination of a set of correlations. The following
four filter responses are needed at each position:

s1 = hg; f i ; s2 = hg; jfj i ; s3 = h jgj; f i ; s4 = h jgj; jfj i

wherej � j denotes the magnitude of the filter or signal coefficient . The first term,s1, cor-
responds to a standard correlation between filter and the signal. Assuminghjgj;1i = 1,
the fourth term,s4, may be interpreted as an operator-weighted mean of the signal con-
fidence values. Similarly,s3 is an operator-weighted mean signal coefficient, whereass2

represents a signal confidence-weighted sum of the operator coefficients.

The four filter results are combined into

s =
s4s1�s2s3

sγ
4

(3.1)

whereγ is a constant controlling the model selectivity; it is typically set to one. The nu-
merator in Equation (3.1) can be interpreted as a standard correlation weighted with the
local mean confidence minus the ‘mean’ operator acting on the ‘mean’ data. The denom-
inator is a normalization factor controlling the model- versus confidence-dependence of
the algorithm. The procedure is referred to as aconsistencyoperation, since the result is
that the operators are made sensitive only to signals consistent with an imposed model.
See Figure 3.1 for an example. It was not until quite recently [150] that it was realized
that the above method may be regarded as a special case of a general method to deal
with uncertain or incomplete data,normalized convolution(NC).
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(a) (b) (c) (d)

Figure 3.1: Consistency operation. (a) Image. (b) Magnitude of orientation esti-
mate. (c) Magnitude of linear parabolic symmetry operator response (corner detector).
(d) Consistency operation,γ = 1. From [62].

3.2 Normalized and differential convolution

Suppose that we have a whole setfbkg of operators to apply upon our signal windowf. It
is possible to regard the operators as constituting a basis in a linear spaceB = spanfbkg,
and the signal may locally be expanded in this basis. In general, the signal cannot be per-
fectly reconstructed from this expansion when it belongs to a space of higher dimension
thanB . A local Fourier expansion is, however, an example of a completely recoverable
expansion, which is further simplified by the basis functions being orthogonal.

There are infinitely many ways of choosing the coefficients in the expansion when the
filters span only a subspace of the signal space. A natural and mathematically tractable
choice, however, is to minimize the Euclidean orthogonal distance between the signal
and its projection onB . This corresponds to the linear least–squares (LS) method.

Let us formulate the LS method mathematically. Choose a basis for the signal space and
expand the filters and the signal in this basis. Assume that the dimension of the signal
space isN, and that we haveM filters at our disposal. The coordinates of the filter set
may be represented by anN�M matrix B and those of a scalar signalf by anN�1
matrixF. The expansion coefficients may be written as anM�1 matrixF̃. All in all we
have

B =

2
4 j j ::: j

b1 b2 ::: bM

j j ::: j

3
5 F =

2
64

f1
...
fN

3
75 F̃ =

2
64

f̃ 1

...
f̃ M

3
75

We assume thatN�M.
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The LS problem then consists in minimising

E = kBF̃�Fk2

As discussed above, a signal value corresponding to a feature estimate should be accom-
panied by a confidence value. When a measurement is unreliable, there is no point in
minimising the projection distance for the corresponding element. On the other hand,
one wants small distortion for the reliable components. This leads to the weighted linear
least–squares (WLS) method, with an objective function

EW = kW(BF̃�F)k2

whereW = diag(w) = diag(w1; : : : ;wN) is anN�N diagonal matrix with the confidence
weights. LettingA� denote complex conjugation and transposition of a matrixA one
finds

EW = (F̃�B��F�)WTW(BF̃�F) = � � �=
= F̃�B�W2BF̃�2F̃�B�W2F�F�W2F = F̃�GF̃�2F̃�x�c

SinceG is positive definite we may use a theorem that states that anyF̃ that minimizes
EW also satisfies the linear equation

GF̃ = x

Consequently

F̃ = G�1x = (B�W2B)�1B�W2F

Introducing the notationab= diag(a)b for element-wise vector multiplication we may
express this in terms of correlations

F̃ =

2
64
hw2b1;b1i : : : hw2b1;bMi

...
...

hw2bM;b1i : : : hw2bM;bMi

3
75
�12
64
hw2b1; fi

...
hw2bM; fi

3
75

It turns out to be profitable to decompose the weight matrix into a productW2 = AC
of a matrixC = diag(c) containing the data reliability and a second diagonal matrix
A = diag(a) with another set of weights for the filter coefficients, corresponding to a
classical windowing function. Consequently a realized filter is regarded as a productab
of the windowing functiona and the basis functionb. In this perspective it is clear that
the above equation is unsatisfactory, but fortunately a little algebra does the job:

hw2bi ;b j i = hacbi ;b j i = habi ;cbj i = habi b�j ;ci
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and

hw2bi ; fi = hacbi ; fi = habi ;cfi

We arrive at a final expression for normalized convolution

F̃ =

2
64
hab1b�1;ci : : : hab1b�M;ci

...
...

habM b�1;ci : : : habM b�M;ci

3
75
�12
64
hab1;cfi

...
habM;cfi

3
75 (3.2)

Note that we must designM(M +1)=2 newouter product filtersabi b�j in addition to
the originalM filtersabi . The same expression as the above may be derived from tensor
algebra regarding the process as a change of coordinate system in a linear space with a
metric whose coordinates areac in the original basis. One then finds thatG contains the
coordinates of the metric expressed in thefbkg basis, whereasG�1 is the metric coordi-
nates expressed in the basisdual to fbkg. The dual basis consists of the operatorsfbkg
for which hbi ;b j i = δi

j . From the tensor algebra perspective Equation (3.2) describes

a coordinate transformation of the signal fromfbkg to fbkg. To be able to compare
the output of the normalized convolution with a standard convolution it is necessary to
transform back to the dual basis. This is achieved by operating with the metric onF̃, but
since the varying reliability of data has now been compensated for, the transformation is
achieved by using a matrix

G0 =

2
64
hab1b�1;1i : : : hab1 b�M;1i

...
...

habM b�1;1i : : : habM b�M;1i

3
75 (3.3)

where1= (1;1; : : : ;1)T . This matrix may be precomputed since it is independent of the
data weights.

Of course, the resultant output from the NC computation must be accompanied by a
corresponding certainty function. There are three factors that influence this function:
the input certainty, the numerical stability of the NC algorithm, and independent cer-
tainty estimates pertaining to new feature representations constructed from the NC filter
responses1. The numerical stability of the algorithm has to do with the nearness to sin-
gularity2 of the metricG. This is quantified by thecondition number[61]

κ(G) = kGkkG�1k

1For instance, an estimate of dominant orientation may be accompanied by a certainty functionc= λ1�λ2
λ1

.
2We will here not discuss the possible use of generalised inverses, such as the Moore–Penrose pseudo-

inverse, but see, e.g., [109, 116].
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For the 2-normκ(G) = λ1(G)=λM(G), the quotient between the largest and smallest
eigenvalues. A possible certainty measure that takes into account the magnitude of the
input certainty function is given by

c(G) =
1

kG0k2kG�1k2
(3.4)

The total output certainty function is then a product ofc(G) and the feature representa-
tion certainty.

To summarise, what have we achieved by this effort? From the original signal we have
at each of the original positions arrived at an expansion of the signal in the basisfbkg
within a window described bya, theapplicability function, given a data weighting func-
tion c, thecertainty function. In this way we have imposed amodelonto the original
signal and by transforming back to the dual basis usingG0, the result is as is we had
applied standard filtering on this model.

What is the relation between normalized convolution and the consistency operation de-
scribed earlier? Suppose that the linear spaceB spanned byfbkg is divided into two
subspacesS andL , that are orthogonal in the standard Euclidean metric. This orthogo-
nality relation may no longer apply under the data reliability-dependent metricG. The
result is that, to filter a signal using the NC approach, one may have to expand the signal
in more basis functions than those which are of primary interest, the reason being that
the new metric induces correlations between previously orthogonal basis functions. If
not enough basis functions are used, the signal model may become inaccurate and the
resultant filtering output misleading. Suppose that we are interested in filtering the sig-
nal with the basis functions inS , but want to include the ones inL to model the signal.
It is then possible to reduce the size of the metric matrix to be inverted in normalized
convolution from the originalM�M to Dim(S)�Dim(S). This is described in in detail
in [147]. Just asB , the basis coordinate matrix may be decomposed,B = (S L). When
Dim(L) = 1 we obtain the following expression for the projection off on S

F̃S = (L�ACLS�ACS � S�ACLL �ACS)�1(L�ACLS�A � S�ACLL �A )CF

For the important caseL = (1;1; : : : ;1)T (DC component), this may in terms of corre-
lations be written

F̃S= G�1
S

2
64

ha;cihab1;cfi�hab1;ciha;cfi
...

ha;cihabDim(S);cfi�habDim(S);ciha;cfi

3
75 (3.5)

with

GS(i; j) = ha;cihabi b�j ;ci�habi;cihab�j ;ci (3.50)
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This is referred to asnormalized differential convolution(NDC). If we have a single filter
ab, insensitive to constant signals, and with the property thatbb� = (1;1; : : : ;1)T , we
obtain

fS=
ha;cihab;cfi�hab;ciha;cfi

ha;ci2�jhab;cij2 (3.6)

This is (almost) Equation (3.1) withγ = 2.

3.3 NDC for spatiotemporal filtering and modelling

In this section we will apply NDC in its most simple form, Equation (3.6), to the prob-
lem of estimating and modelling a local spatiotemporal neighbourhood. The model we
use is the local structure tensor presented in Section 2.1.1 and already extensively used
in this thesis. Recall that it is estimated as a linear combination of six basis tensors with
coefficients equal to the magnitude of six corresponding quadrature filter responses. The
question now arises where and how to apply normalized convolution. One possibility
is to use the six quadrature filters plus a lowpass filter (or more accurately, their corre-
sponding basis functions, yet to be defined) as our signal model space. However, this
is for efficiency reasons not possible, since it would require 7�8=2= 28 new complex
outer-product filters and inversion of a 6�6 complex matrix at each position. Instead we
have to resort to a much more modest approach, namely to perform the NC at the quadra-
ture filter level. The quadrature filter consists of an even real and an odd imaginary part
that are reciprocal Hilbert transforms. With a supplementary constant basis function we
consequently have at our disposal three basis functions. Being complex, the quadrature
filter may be writtenh(x) = m(x)exp[ iφ(x)] = m(x)(cosφ(x)+ i sinφ(x)), wherem(x)
is themagnitudeandφ(x) thephase. It is natural to letm become the applicability, and
the real and imaginary parts of exp[iφ(x)] the two non-constant basis functions in NC.
With three basis functions we have to generate four new outer-product filters:m(x),
m(x) cos2 φ(x), m(x) sin2 φ(x) andm(x) cosφ(x) sinφ(x). Of course, the trigonometric
identity sin2 φ+ cos2 φ = 1 makes it possible to dispose of one of the filters, so we are
left with three extra. Since signal and certainty are filtered separately, and the product
filters are applied only to the certainty, the grand total is(3+5)=2= 4 times as many
3D-convolutions in NC as in the original algorithm. An equivalent formulation uses two
complexbasis functions exp[�iφ(x)] plus a constant function which also leads to three
new (real) filters. Note that when a real-valued signal is expanded in such a basis, the
optimal coefficients of the two complex basis functions will necessarily be equal except
for a complex conjugation, so the number of free parameters are the same as in the case
of real basis functions. A ’poor man’s NC’ may be implemented using asinglecomplex
basis functionb = exp[ iφ(x)] plus a constant function. This corresponds to neglecting
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the off-diagonal elements of the metric which results when using the above model with
two complex basis function (cf. Equation (3.5)),

GS=

�
ha;ci2�jhab;cij2 ha;cihab2;ci�hab;ci2

con jug: ha;ci2�jhab;cij2
�

Since the certainty function is positive, the termha;ci2 will always be significant, and
for a sufficiently smooth certainty variation the off-diagonal elements are negligible.
The real profit from using a single complex basis function is of course that we save one
complex correlation, sinceab2 is needed only for computing the off-diagonal elements.
Westelius [145] has investigated the diagonal-metric approximation for one-dimensional
signals, and concludes that the error introduced is small in relation to the achieved re-
duction in computational complexity.

Having thus introduced the use of a single complex basis function, it is straightforward
to apply the NDC formula Equation (3.6), once we have generated the applicability fil-
ter a = m(x). For efficiency reasons this should be implemented as a separable filter.
Since the applicability function is closely related to the quadrature filter, we look for
an implementation that can take advantage of this relationship. This is important for
two reasons. First, the design of the separable filters is done by optimisation (cf. Sec-
tion 2.1.2) so generally there is a certain discrepancy between the resulting filter and the
ideal 3D function. Two completely independent optimisations, one for the applicability,
one for the quadrature filter, do not take into account the fact that the applicability func-
tion should be equal to the magnitude of the realized quadrature filter. Second, there
is a possibility of further reducing the number of operations. An important observation
(cf. Section 2.1.2) is that the 3D quadrature filter may be decomposed into two orthogo-
nal one-dimensional lowpass filters and a (predominantly) one-dimensional quadrature
filter, which suggests using the two lowpass filter outputs in the applicability filtering,
just adding a third lowpass filter next to the 1D quadrature filter. However, there is one
complication: the coefficients of the applicability filter must be positive, which adds
an extra constraint to the optimisation of the lowpass filters. This means that the opti-
misation of Equation (2.6) turns into a non-negative least-squares problem, which we
solve by an active set method, see [26]. The resultant 3D quadrature filters are not sig-
nificantly inferior to the ones generated by the unconstrained optimisation described in
Section 2.1.2.

Figure 3.2 shows the pattern of sequential filtering that produces the quadrature and
applicability filter responses, which may be compared with Figure 2.5. Note that we
need two such structures—one to filter the signal-certainty product, and one to filter
the certainty function itself. It is straightforward to generalise this scheme to include
the ab2-filter required when using two complex basis functions. This filter is then of
course also decomposed into the two lowpass filters followed by a third complex filter,
optimised so that the complete 3-D filter becomes identical toab, except that the phase
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Figure 3.2: 3D sequential quadrature/applicability filtering structure.

value of each coefficient is doubled. To be able to use the NC result in the construction
of the tensor we must transform back to the dual coordinates using theG0-matrix of
Equation (3.3). Since the quadrature filter is insensitive to constant signals, this reduces
to a multiplication byha;1i, the sum of the applicability filter coefficients, in the case of
a single complex basis function.

From the NC quadrature filter responses and their output certainties , Equation (3.4),
we now proceed to construct the local structure tensor. The proper treatment of the cer-
tainty function related to the tensor construction procedure requires some modification
of the presentation given in Section 2.1.1, Equations (2.1.1), (2.2) and (2.3), since a non-
constant certainty function can be interpreted as a change of basis tensorsNk and their
associated dualsMk. To take into account the filter response certaintiesck, we set

Test= ∑
k

jqkjMk
(fckg) = [∑

i
ci Ni
Ni ]

�1 ∑
k

jqkjck Nk (3.7)

The numerical stability of the procedure depends on the nearness to singularity of the
6� 6-matrix [∑i ci Ni 
Ni ]. We may consequently use its condition number to con-
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struct a certainty function for the tensor estimation, in exactly the same way as in Equa-
tion (3.4). The computational burden of inverting a 6�6-matrix at each spatial position
is considerable. To avoid unnecessary operations the relative sizes of the filter certain-
ties should be monitored so that precomputed matrices are used whenever the certainty
variation is sufficiently isotropic. In this way the truly hard work is generally limited to
a small fraction of the positions in each frame.

3.4 Experimental results

To determine the performance of the NDC implementation we used an onion-shaped
64-cube 3D volume, Figure 3.3 (left), for which the actual dominant 3D orientation
is known at each position. We did not investigate the performance at the filter level,
and, in particular, the phase behaviour was not accounted for. [Recall that only the
magnitude of the filter response is used when constructing the tensor.] However, these
properties have been thoroughly investigated by Westelius [145] for one-dimensional
quadrature filters. The orientation estimation test was done by multiplying each 2D
image with a certainty function set to zero at a number of rows in the central part and
to one everywhere else. The idea is that we want to disregard the values in the zero-
certainty slice when computing the 3D orientation outside the slice. Of course, by setting
the signal value to zero we introduce an artifact that the standard convolution cannot
handle. The question is how well the NDC algorithm will do. We chose to look at the 3D
orientation half-way through the volume, at frame 32. The dominant 3D orientation at
each spatial position was estimated from the tensor and compared with the ’actual’ value.
An average angular error for each row was computed by averaging over the columns.
The test was repeated for three different levels of white noise,∞ dB, 10 dB, and 0 dB,
Figures 3.3 – 3.15. As is seen, the NDC implementation quite successfully manages
to capture the correct orientation at the mask border whereas the standard algorithm
estimates an ’incorrect’ signal orientation several pixels outside the border due to the
artifact edge generated by the zero-mask. Also, note that the imposed signal model
appears to have a very beneficial effect on the performance for noisy signals. Further
aspects of certainty of tensor estimates are discussed in Chapter 5.

3.5 Discussion

There are several possible ways to generalise normalized convolution. We have chosen
to use the condition number of the metric as a measure of the output signal certainty.
In fact, this scalar measure conveys only a small part of the information contained in
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the metric. An eigenvalue decomposition of the metric reveals much more about which
parts of signal space that can be trusted—how later computational stages should handle
such wealth of information efficiently remains an open question, however.

A second aspect concerns the initial generation of certainty values. Normalized convo-
lution provides a framework for taking into account varying signal confidence values at
subsequent processing stages, but says nothing about how they are produced initially.
In the applications that have been published up to now, it is assumed that the certainty
function can be generated a priori by some detection process that is itself insensitive to
the uncertainty in signal values. For example, consider recognition of a partially oc-
cluded object. The unoccluded parts of the object may be segmented using colour or
some other texture descriptor, and a matching algorithm based on normalized convo-
lution can then be applied to identify the extracted object fragment. In Chapter 6 we
discuss how to extend normalized convolution in image matching to situations where
such prior determination of the certainty function is not possible.
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Figure 3.3: Left: Slice 32 from the test sequence.Right: Orientation error in degrees
for each row averaged over all columns.
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Figure 3.4: Output certainty functions.Left: Mask width 4 pixels.Right: Mask width
20 pixels.
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Figure 3.5: Noise-free sequence. Mask width 4 pixels. Average orientation error in
degrees for each row.Left: Standard convolution.Right: Normalized convolution.
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Figure 3.6: Noise-free sequence. Mask width 4 pixels. Errors inside mask deleted.
Average orientation error in degrees for each row.Left: Standard convolution.Right:
Normalized convolution.
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Figure 3.7: Noise-free sequence. Mask width 20 pixels. Errors inside mask deleted.
Average orientation error in degrees for each row.Left: Standard convolution.Right:
Normalized convolution.
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Figure 3.8: Left: Slice 32 from the test sequence corrupted with white noise at 10dB
SNR.Right: Orientation error in degrees for each row averaged over all columns.
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Figure 3.9: 10dB SNR. Mask width 4 pixels. Average orientation error in degrees for
each row.Left: Standard convolution.Right: Normalized convolution.
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Figure 3.10: 10dB SNR. Mask width 4 pixels. Errors inside mask deleted. Average
orientation error in degrees for each row.Left: Standard convolution.Right: Normalized
convolution.
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Figure 3.11: 10dB SNR. Mask width 20 pixels. Errors inside mask deleted. Average
orientation error in degrees for each row.Left: Standard convolution.Right: Normalized
convolution.
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Figure 3.12: Left: Slice 32 from the test sequence corrupted with white noise at 0dB
SNR.Right: Orientation error in degrees for each row averaged over all columns.
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Figure 3.13: 0dB SNR. Mask width 4 pixels. Average orientation error in degrees for
each row.Left: Standard convolution.Right: Normalized convolution.
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Figure 3.14: 0dB SNR. Mask width 4 pixels. Errors inside mask deleted. Average
orientation error in degrees for each row.Left: Standard convolution.Right: Normalized
convolution.
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Figure 3.15: 0dB SNR. Mask width 20 pixels. Errors inside mask deleted. Average
orientation error in degrees for each row.Left: Standard convolution.Right: Normalized
convolution.
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4
SMOOTH PURSUIT TRACKING

In this chapter we present a simple application within the realm ofactive vision, us-
ing concepts developed in the previous chapters. Active vision1 [7, 5, 10, 11, 12, 13,
6, 40, 43] is a paradigm that regards vision as a process with a purpose, a closed loop
involving the observer and the environment with which it interacts. Control of sensing
is stressed—the current goal of the system dictates attention. Active vision also empha-
sizes the importance ofproprioceptionin facilitating and resolving ambiguities in the
perception of the environment. This involves knowledge of the observer’s own position,
motion, as well as accurate models of sensors and actuators.

We present computationally efficient algorithms for smooth pursuit tracking of a single
moving object. We use knowledge of pan and tilt joint velocities to compensate for
camera–induced motion when tracking with a pan-tilt rotating camera. In a second
algorithm we allow camera translation and assume the background motion field in the
vicinity of the target can be fitted to a single parameterized motion model.

Most computer vision tracking algorithms derive the motion information necessary for
the pursuit from observation of target position only. The reason why observations of
velocity are not used is of course the computational cost of accurate measurement—
most real-time algorithms match pairs of consecutive images and then it is just not pos-
sible to obtain accurate and stable velocity estimates. Advances in signal processing
theory with designs of highly efficient sequential and recursive filtering schemes for ve-
locity estimation challenge the old established ’quick–and–dirty’ approaches to motion
tracking. In our work we use the multi–resolution local structure tensor field method
described in Chapter 2 to obtain high-quality estimates of velocity which we then use
actively in prediction and segmentation. The algorithms readily incorporate the signal
certainty/modelling formalism developed in the previous chapter.

1Approximate synonyms: Animate Vision, Attentive Vision, Behavioural Vision, Purposive Vision.
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4.1 Space–variant sensing

A visual system, whether biological or artificial, that has the ambition to provide its
host with useful information in a general setting, must be able to process information at
multiple spatial and temporal resolutions. Discrimination of detailed shape and texture
requires very high spatial sensor resolution, whereas reliable estimation of high speeds
demands large receptive fields. To cover the broad spectrum of spatial and temporal fre-
quencies that appear in the visual input of higher animals or autonomous robots, a whole
range of resolution levels is needed. The problem is that any information processing sys-
tem has a limited capacity, which means that an implementation must make some sort
of compromise. The eyes of higher animals have developed into space-variantfoveal
sensors which have decreasing spatial resolution towards the periphery. The density of
sensory elements is several orders of magnitude higher in the centre of the field of view,
the fovea, than in the periphery. Correspondingly, in the primary visual cortex there are
several times as many neurons engaged in processing foveal signals as there are neurons
dedicated to peripheral information. To compensate for the lack of spatial resolution
in the periphery, the visual system constantly shifts its gaze direction to bring periph-
eral stimuli of potential interest into the centre of the field of view for scrutiny. This
is done by means ofsaccades, fast ballistic eye movements to foveate the target. The
concept of a space-variant sensor, or fovea for short, has been carried over to the field of
computer vision. There exist several hardware approaches, e.g., [127, 118]. A software
approach is to compute a complete multi-resolution pyramid, but to throw away most of
the data. An example is the log–Cartesian fovea [42], where a multi-resolution region-
of-interest (ROI) is defined within the pyramid. From each level an equal size window
is kept, which means that the finer levels cover a smaller part of the field of view than
the coarser levels. There is no restriction to the position of the centre of the ROI, and
consequently no explicit gaze direction change is needed for high resolution processing
in the periphery. Of course, image processing on this type of data structure can be quite
complicated. We use a simple version [145] of the log–Cartesian fovea, where the ROI
is always at the centre of the field of view and of constant size, Figure 4.1.

4.2 Control aspects

We now give a short account of the basics of human voluntary smooth pursuit track-
ing [75, 41, 35, 117, 106, 154]. The tracking process always involves an initial shift of
attention to the stimulus, or target. If the target is not initially foveated, i.e., positioned
in the centre of the field of view, a saccade is produced. The eyes then accelerate to
their final speed within approximately 120 msec. Interestingly, this final speed is ap-
proximately 10% less than the speed of the target, so that the eyes tend to lag behind
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Figure 4.1: Log–Cartesian fovea.Left: Input image. Middle: Octave-based lowpass
pyramid. From each level of the pyramid the central part is extracted. The result is
equivalent to a space-variant sensor with a number of separate resolution channels of
equal size.Right: Combined image. Borders between different resolution levels have
been marked. Note that all resolution channels cover the central part of the field of view.

the target. This is compensated for by occasional saccades that recentre the target in
the fovea. The principal stimulus for pursuit movements is retinal slip, i.e., the trans-
lational image velocity of the target, though there is also evidence for a weak position
error component for small sudden target offsets from the fovea, with the pursuit velocity
being proportional to the offset. A conventional negative feedback controller, Figure 4.2,
is not able to accurately model the characteristics of the human smooth pursuit system.
The reason is that the model is unstable with the high gain and long delays that are found
experimentally. High gain, of course, is necessary to obtain good accuracy in pursuit, but
can be very problematic in systems with long delays. To overcome this problem, evo-
lution has developed a quite different concept, Figure 4.3, where an internal (adaptive)
model of the ocular motor system is used to predict the eye velocity and subsequently to
reconstruct the target velocity. This is a manifestation of the fact that ’the brain knows
the body it resides in’ [35].

Next, we consider the design of the controller for a machine vision smooth pursuit
tracker. Although control issues are not central to our work, there are at least two aspects
of a motion estimation based smooth pursuit tracker that distinguish it from most other
trackers, so a certain digression may be justified. Most algorithms, whether for pas-
sive or active tracking, only use observations of position. Furthermore, the delay of the
observations is regarded as negligible. When these conditions apply there are standard
algorithms for state reconstruction, e.g., the so–calledα–β– andα–β–γ–filters, [14]. We
want to use both position and velocity observations, and cannot ignore that the estimates
are delayed several sampling interval units. We define the overall goal of our control
algorithm as to keep the centroid of the target motion field stationary in the centre of the
field of view. Note that this consists of two conflicting sub–goals, namely to stabilize
the target on the image, and to bring the target closer to the centre. A choice has to be
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Figure 4.2: A (too) simple model of the human smooth pursuit system. P(s) is the
transfer function of the ocular motor system, X and E the target and eye positions, re-
spectively. K� 0:9, T� 0:04 sec. With the experimentally verified delayτ � 0:13 sec,
this system is unstable.

−1
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______Σ e−s τ1 e−s τ2 P(s) e−s τ3
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e−s( 3τ  +1 τ   )

Figure 4.3: A more accurate model of the human smooth pursuit system (disregarding
interaction with the saccade system). This appears to first have been proposed by Young,
[155]. The system utilizes an internal (adaptive) model of the ocular motor system to
predict the eye velocity and uses this to reconstruct the target velocity. This effectively
turns the system into an unconditionally stable feed–forward controller. After [117].

made regarding which of these should have the highest priority. From an active vision
perspective it may be argued that it is important to keep the target still, e.g., to facilitate
a time–consuming object recognition process. This implies that the ’optimal’ strategy
may be to use velocity compensation and occasional ’catch–up’ saccades to recentre the
object in the field of view. We have successfully experimented with velocity error com-
pensation combined with a weak position error compensation and catch–up saccades.
The reason for including a smooth position error component is that there are certain
technical problems associated with saccades. First, camera heads driven by stepping
motors, such as the KTH and Aalborg heads [40], are very fast at executing small steps,
but disproportionately slow for large movements. Second, even with fast motors, there is
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always a recovery period after each saccade during which no observations can be made,
due to the fact that the temporal buffers of the spatiotemporal filters must be refilled. By
including a weak smooth position error compensation we can avoid some saccades and
the associated information loss, without compromising image stability too much. Since
there is no a priori reason for a coupling between motion in horizontal and vertical di-
rections, we use separate algorithms for each spatial dimension. Letx(kT) denote the
position of the target at timet = kT, whereT is the sampling interval. Assuming a slow
acceleration, we have approximately

x((k+1)T) = x(kT)+Tẋ(kT)

ẋ((k+1)T) = ẋ(kT)+Tẍ(kT)

A state model that assumes constant velocity is unrealistic. When one has to take into ac-
count planned target velocity changes, it is common to model acceleration as a stochastic
drift process, e.g., an IAR process, [33]. The control is achieved by specifying camera
head joint velocities, and we assume that the motor controller is significantly faster than
the pursuit loop. With state variablesX1(k) = x(kT), X2(k) = ẋ(kT), andX3(k) = ẍ(kT),
we then arrive at the following closed–loop state equation

X(k+1) = AX(k)+Bu(k)+ν =

2
41 T 0

0 1 T
0 0 1

3
5X(k)+

2
4T

1
0

3
5u(k)+

2
4 0

0
v(k)

3
5

wherev(k) is white noise. We use state variable feedback

u(k) =�LX (k) =�
�
up ud 0

�
X(k)

with up andud constants that determine the influence of positional and velocity errors,
respectively. The state is reconstructed from observations by Kalman filtering. Now,
because of the temporal buffer depth, observations of position and velocity are delayed
several sampling intervals so we have to use a multi–step predictor. The observations
are

y(k) = CX(k)+ ε =
�
1 0 0
0 1 0

�
X(k)+

�
e1(k)
e2(k)

�

wheree1(k) and e2(k) are assumed to be white noise processes. The optimal linear
m–step predictor is then given by (e.g., [8])

X̂(kjk�m) = AmX̂(k�mjk�m)+

k

∑
i=k�m+1

Ak�i Bu(i�1)

where the reconstructor is given by

X̂(kjk) = [I �KC ][AX̂(k�1jk�1)+Bu(k�1)]+Ky(k)
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HereK is the 3� 2 Kalman gain matrix, the properties of which depend on the noise
processesν andε, whose covariance matrices are

R1 = E[ν(k)ν(l)T ] =

2
40 0 0

0 0 0
0 0 σ2

ν

3
5δkl R2 = E[ε(k)ε(l)T ] =

�
σ2

pos 0
0 σ2

vel

�
δkl

The (stationary) Kalman gain is then given by

K = APCT [CPCT +R2 ]
�1

where the prediction error covariance matrixP satisfies

P= R1+APAT�APCT [CPCT +R2 ]
�1CPAT [discrete matrix Riccati equation]

It is difficult to estimate the process variancesσ2
ν, σ2

pos andσ2
vel, so we regard them,

as well as the feedback parametersup andud, as free parameters that we have at our
disposal to make the system behave appropriately.

4.3 Motion models and segmentation

4.3.1 Segmentation

The process of motion–based image segmentation in a system with focus of attention
control consists of two separate stages—an ’early’preattentivedetection stage and a
’late’ object recognition orientedattentivestage. The parallel preattentive process de-
tects local structure in the motion field and thereby indicates where potentially inter-
esting stimuli appear in the field of view. The local structures of interest are optical
flow patterns characteristic to objects in motion, such as those shown in Figure 4.4. In-
deed, neurons that are sensitive to this type of stimuli have been found in the primate
visual system, [129, 47]. The problem of detecting independently moving objects with
a moving observer is nontrivial, see, e.g., [37, 130]. Recently Ferm¨uller and Aloimonos
[5, 53, 50, 51], based on earlier work by Nelson [111], have found a class of motion
constraints that, given bounds on egomotion, allows a moving observer to detect local
motion patterns that can not originate from the motion of the observer. In a computer
vision system the preattentive process may be implemented as a set of convolutions of
the velocity estimates with symmetry operators [20, 148]. The magnitude of the filter
responses defines a ’potential field’ with local extrema at interesting points. It is possi-
ble to devise algorithms where the attention is attracted to successive interesting points,
to a certain extent analogously to the interaction between a particle and a field of force
[145].
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Figure 4.4: Characteristic motion vector patterns generated by solid objects in motion.

Once a moving object has become the focus of attention, segmentation enters the second,
attentive stage. The overall goal of this stage is usually regarded as to provide informa-
tion for the inference of object shape and 3D depth and motion, a problem referred to as
structure from motion. Considering the importance of this, it is not surprising that the
amount of literature is absolutely enormous, see, e.g., [71, 68] and references therein.
Most structure recovery methods rely on accurate estimation of the motion field. Aloi-
monos and Ferm¨uller (above references) suggest robust methods based onqualitative
properties of motion and bounds on egomotion.

Here we confine ourselves to a much more restricted task—to extract the 2D projection
of a single moving rigid object, fit its 2D motion vectors to a parameterized model, and
track it by smooth pursuit. The basic assumption we make is that, at least occasionally,
the motion field in the immediate vicinity of the target can be fitted to a single param-
eterized model, Figure 4.5. When this applies, we can use a very simple procedure to

V (x,y,p )
o

V (x,y,p )
b

Figure 4.5: Basic assumption of the approach is that, at least occasionally, we can find a
region in which the target and background motion fields each fit a single parameterized
model.

extract the target. The idea is to estimate the background motion in an annular region
surrounding the target, and then use this to predict motion in the region inside the annu-
lus. The local motion estimates in the central region that are not well predicted by the
annular motion model are interpreted as due to the target motion. We can formulate this
as an iterative algorithm.



54 Smooth pursuit tracking

(a) (b)

Figure 4.6: Illustration of the motion segmentation process.

1. We assume that a rough estimate of target size and position is available. This
defines a predictedtarget region. Initially this must be provided either by a pre-
attentive motion detector or by top-down prediction.

2. Fit a motion model to a ring around the target region, and if the model has a small
residual, use it to predict the motion in the target region. For each position, we
compare the predicted value with the actual estimate, and if the error is small, we
set a flag to mark that the estimate is consistent with the ring model.

3. If the prediction is satisfactory for most positions, we merge the ring and the
central region to a new target region and repeat the process. The interpretation
is that both the ring and the central region are completely contained within the
background or the target.

4. If the ring model does not cover all data in the target region, we fit a motion model
to the remaining estimates in the region. If this model gives a small residual we
assume that we have found the target, otherwise we merge the ring and the central
region to a new target region and repeat the process.

Figure 4.6 provides an illustration of two typical segmentation situations. The result
of a successful segmentation process is a set of target motion parameters and the set
of points whose motion estimates were used to estimate the parameters. We use the
lowpass–filtered confidence values of the motion estimates in these points to construct a
simple moving average model of the target. On those occasions when the segmentation
process fails, i.e., when the region grows beyond a predetermined maximum size, we
use the target model and predicted values of the motion parameters to pick out estimates
in the original target region for model fitting. The use of prediction of velocity and posi-
tion increases the robustness against interference from occlusion. Comparison between
predicted and estimated motion parameters permits detection of incorrect parameter es-
timates which would correspond to unreasonable acceleration.
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In the case of a pan/tilt rotating camera it is possible to use an alternative procedure
based on elimination of the camera–induced background motion field. From Figure 4.7
it is easy to convince oneself that an accurate expression for the camera–induced dis-
placement is given by

0
@∆x

∆y
0

1
A= ω� r +

1
f

ẑ� (ω� r) r

whereω= (ωx;ωy;0)T is the angular velocity vector. At each position we may construct

ẑ

optic centre

ωy

x̂

x∆

r = 
−f

 x
 y(    )

image plane

Figure 4.7: Illustration of displacement induced by pan rotation of camera.

a unit length spatiotemporal displacement vectorû and multiply each tensor̃T with a
factor that is a measure of the inconsistency between the tensor and the the background
displacement direction. One possible choice is a ’soft threshold’

f (û; T̃) = 1�exp[� ûT T̃ û
kT̃kσ2

]

This method to eliminate self–induced background motion is actually similar to how
we pick out tensors that are consistent with model predictions (see above)—it may be
regarded as a kind of focus–of–attention. The basic idea is illustrated in Figure 4.8,
where a cone symbolises the (hard or soft) threshold angle. With the use of motion
elimination the extraction of the target in the rotating camera case is achieved by simply
increasing the target region until no further data consistent with the target motion is
found.
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Egorotation cone Retinal slip cone

Figure 4.8: Eliminating irrelevant motion.Left: Cone centered at vector pointing in
direction of camera-induced motion. The line segment (which becomes a plane in the
spatiotemporal space) moves with respect to a static background, since it does not inter-
sect with the cone.Right: Cone centered at the target’s predicted spatiotemporal velocity
vector. The line segment may belong to the target, since the corresponding 3D plane is
inside the cone.

4.3.2 Motion models

We have experimented with three different motion models—pure 2D translation, trans-
lation and expansion/contraction, and affine transformations. Concerning parameter es-
timation, computational efficiency was stressed—costly iterative methods were regarded
as unacceptable. The pros and cons of this are discussed at the end of this section.

The case of pure translation is particularly simple, as illustrated in Figure 4.9. If a
set of local structure tensors2 emanate from a single pure 2D translation, thesumof
the tensors,Tsum, will be of rank 2 with the eigenvector corresponding to the smallest
eigenvalue pointing in the direction of spatiotemporal motion. If the tensors do not come
from a single translation,Tsumwill have a significant third eigenvalueλ3. Consequently
we can use the quotientλ3=TrTsumas a measure of the deviation from pure translation.

When there is a significant velocity component orthogonal to the image plane, we have
to take into account the perspective transformation. Restricting ourselves to a single

2We use the rank 2 tensorsT̃ introduced in Section 2.3.
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(a) (b) (c) (d)

Figure 4.9: Tensor averaging. (a), (b): Two edges in common motion, creating planes
in the 3D spatiotemporal space. Orientation tensors (ideally of rank 1) visualised as el-
lipsoids with eigenvectors forming principal axes. The eigenvector corresponding to the
largest eigenvalue indicates orientation of plane. (c), (d): Averaging of tensors ‘sym-
bolically’ shown in (c) gives as result an estimate of the true motion, now from the
eigenvector corresponding to thesmallesteigenvalue of the tensor (d), which ideally is
of rank 2.

spatial dimension, the perspective transformation equation may be written

x=� f
X
Z

(4.1)

where f is the camera constant,x denotes the image coordinate,X the corresponding
world coordinate, andZ the orthogonal distance from the camera lens to the object.
Differentiating Equation (4.1) with respect to time, we find

ẋ= f
X
Z2 Ż � f

Ẋ
Z

(4.2)

Assuming that the variation in depth of the visible part of the target along the line of sight
is small compared with the viewing distance (weak perspective), we conclude that the
apparent velocity of a projected point is a linear function of its distance from the image
coordinate centre. In Figure 4.10 we see that this means that the spatiotemporal velocity
vectors converge at a point, which we may call the spatiotemporal focus-of-expansion,
xSTFOE(t). To find this point, one may use some kind of clustering scheme or proceed as
follows. The spatiotemporal motion vector atx = (x;y; t)T is parallel tox� xSTFOE(t).
Ideally the local structure tensorT̃(x) has no projection in this direction, so that

T̃(x)(x�xSTFOE) = 0
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Figure 4.10: Spatiotemporal convergence of velocity vectors. At any given time, the
spatiotemporal tangent vectors converge atxST FOE(t).

We can find a least squares optimal value ofxSTFOE in a spatial regionR by minimising

E = ∑
x2R

(x�xSTFOE)
T T̃(x)(x�xSTFOE)

= xT
STFOE∑ T̃(x)xSTFOE�2xT

STFOE∑ T̃(x)x+∑xT T̃(x)x

Since∑ T̃(x) is positive (semi–) definite, it follows that the optimalxSTFOE is a solution
to the linear equation system

∑ T̃(x)xSTFOE= ∑ T̃(x)x

So in addition to the sum of tensors that we use for the pure translation model estimation,
we need the vector sum∑ T̃(x)x. The translation component of the motion can be
found from the average spatiotemporal motion direction∑Tr T̃(x)(x� xSTFOE). The
pure translation model and the translation+depth model are complementary in the sense
that the first should be used only when the sum of tensors is close to rank-deficient, in
which case the latter will not work.

An alternative way to proceed when modelling the motion field as a fronto–parallel
translation plus motion orthogonal to the image plane is to make the ansatz�

u
v

�
= a

�
x
y

�
+

�
u0

v0

�
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We will not describe this in detail, since it is a simple special case of our final approach,
namely to model the motion field as anaffine transformation�

u
v

�
=

�
a11 a12

a21 a22

��
x
y

�
+

�
u0

v0

�
(4.3)

This type of motion model has recently become a popular choice for the segmentation
stage of video sequence coding algorithms, e.g., [83, 105, 141, 49]. One reason for this is
that it can be shown that the general motion of a planar surface patch under orthographic
projection can be expressed as an affine transformation.

The linear transformation represents rotation in the image plane, depth motion and shear,
while the constant part describes translation in the image plane.

Rewriting Equation (4.3) as
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we obtain for each positionxk a constraint fora

T̃(xk)ṽ(xk) =

0
@tk

11xk tk
11yk tk

11 tk
12xk tk

12yk tk
12

tk
12xk tk

12yk tk
12 tk

22xk tk
22yk tk

22
tk
13xk tk

13yk tk
13 tk

23xk tk
23yk tk

23

1
Aa+

0
@tk

13
tk
23
tk
33

1
A= Aka+bk = 0

A least-squares optimal solution may then be computed based on the QR-decomposit-
ion [61] of A = (AT

1 : : :A
T
K)

T .

We useα–β–filters [14] for prediction of the four target motion parametersa11,a12, a21,
anda22 during tracking.

4.4 Experimental results

To determine the accuracy of the affine parameter estimates a synthetic 2D profile, Fig-
ure 4.11, was subjected to sequences of affine transformations. The object covered
100� 100 pixels when not transformed. A simple camera simulation was generated
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by adding 10 dB SNR additive uncorrelated noise and motion blurring (moving aver-
age). All experiments started with the object in a standard position, centred in the field
of view. Results are shown in Figures 4.12 – 4.15.

An advanced graphics simulation environment, [146, 145], was used for development
and evaluation of the tracking routines. The tracker was implemented on a simulated
standard Puma 560 robot with a mounted (stereo–) camera head, Figure 4.16. The use
of a simulated environment has a number of advantages—it allows for a wide range
of experimental situations, it provides true velocity and position which can be used in
algorithm performance evaluation, and it makes you independent of special purpose
hardware. Simulation can certainly never replace performance in ’the real world’ as the
final criterion of failure or success—particularly when there is a real-time constraint—
but it is extremely useful in early stages of development.

The sequence in Figure 4.18 shows smooth pursuit with the robot initially approaching
the target, then moving parallel to it, and finally stopping in front of the approaching
target. Note how the robot’s manœuvers are reflected in displacement of the target from
the centre of the field of view. In Figure 4.19 the weights (confidence values) of the
local motion estimates that were used to extract the target are superimposed on the target
which is tracked with a rotating camera.

The code has been ported to the Aalborg University Camera Head Demonstrator, Fig-
ure 4.17. Although only a few experiments were carried out with the installed code, we
consider them sufficient as a ’proof of concept’, see Figures 4.20 and 4.21. The image
processing was done at a moderate 2 Hz on a Unix workstation by importing the video
signal to the above mentioned graphics simulation package. The simulation package
code communicated with the onboard camera head controllers via sockets to issue com-
mands and receive actual camera head joint velocities and positions. We anticipate a
more careful implementation not involving the graphics package to achieve at least 10
Hz.
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Figure 4.11: Textured profile with 10 dB SNR additive uncorrelated noise and image
blurring.
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Figure 4.12: Expansion. (a)a11 = a22 = 0:005. (b)a11 = a22 = 0:01. (c)a11 = a22 =

0:02. (d)a11 = a22 = 0:04.
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Figure 4.13: Rotation. (a)a12=�a21= 0:01. (b)a12=�a21= 0:02. (c)a12=�a21=

0:04. (d)a12 =�a21 = 0:08.
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Figure 4.14: Translation. (a)vx = vy = 0:5. (b) vx = vy = 1. (c) vx = vy = 2.
(d) vx = vy = 4.
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Figure 4.15: Composite transformation. (a)a11 = a12 =�a21 = a22 = 0:015.
vx =�vy = 1: (b) a11 = a12 =�a21 = a22 = 0:03.vx =�vy = 2:
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Figure 4.16: Robot simulation. Left eye, right eye, and overview. The test platform
consists of a simulated Puma 560 robot with a mounted stereo camera head.

Figure 4.17: The Aalborg University Camera Head Demonstrator system.
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Figure 4.18: Simulated sequence with a translating camera. A box is transported on a
conveyor belt. The small cross marks the centroid of the target motion field, whereas the
large cross simply marks the centre of the image.
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Figure 4.19: Simulated sequence. The confidence values of the extracted motion esti-
mates are superimposed on the target.
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Figure 4.20: ’To and fro’—a real–time smooth–pursuit tracking sequence recorded at
the Laboratory of Image Analysis, Aalborg University.
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Figure 4.21: ’Walking the plank’—a real–time smooth–pursuit tracking sequence
recorded at the Laboratory of Image Analysis, Aalborg University.
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4.5 Discussion

The segmentation methods presented above are related to several other approaches for
motion tracking with an active camera. Nordlund and Uhlin [112, 134] fit two consec-
utive frames to a global 2D displacement model (translation or affine transformation)
and detect the centroid of the target displacement field from the residual image. The
benefit of this method is that it is computationally efficient. An obvious drawback is the
loss of locality, which implies very strong assumptions about the global structure of the
scene. Also, the quality of tracking, i.e., the ability to stabilize the target on the image,
is compromised by the lack of precise motion estimates.

Murray and Basu [107] use a modification of image subtraction combined with elim-
ination of camera–induced motion to track a moving object with a pan/tilt rotating
camera—they do not address the case of a translating camera. Again, the lack of ac-
curate motion estimates prevents good image stabilization.

Tölg [131], see also [124], uses a differential–based optical flow algorithm [135] which
makes it possible to extract the target motion field by clustering—only fronto–parallel
motion is treated. T¨olg, assuming a pan/tilt rotating camera, also compensates for
camera–induced motion, but bases this on motion vector subtraction, which assumes that
the true motion vector can be accurately estimated by local measurements. However, it
is known that in general only the localnormalvelocity, i.e., the component parallel to
the spatial gradient, is available with some precision without spatial integration.

The question of how to represent the target region shape has been addressed by many
authors in the field of image sequence coding, but has attracted comparatively little at-
tention in active tracking. The principal use of shape information in tracking is to imple-
ment a spatial weight mask—a kind of focus–of–attention. Meyer and Bouthemy [105]
use a region descriptor (convex hull) to detect occlusion from region area size changes.
Though their motion–based region segmentation method, [32], is unsuitable for real–
time applications, the idea of a more structural region representation is conceivable also
for sparse motion fields using tools from computational geometry, [133, 136].

Possibly the only reason for using linear least squares methods for motion parameter es-
timation is that they are computationally efficient, which of course is critical in real–time
tracking. A well–known problem with linear least squares methods is their sensitivity to
outliers. There exist several techniques, referred to asrobust estimation, [76, 67], where
outliers are rejected in an iterative process. A second problem with the formulation
of affine motion parameter estimation we have used is that constraints that correspond
to large values ofkxk become unproportionally influential, since the error measure is
proportional tox and y. Both these problems are addressed in Chapter 5—they in-
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evitably leads to algorithms that are much more computationally expensive than linear
least squares.

Presently, we see two main applications ofnormalized convolutionin pursuit tracking
based on spatiotemporal filtering. First, it is possible to shorten the recovery period
following a saccade by several sampling intervals by giving the old pre–saccade frames
that are left in the temporal buffer a certainty value equal to zero. In this way a rough
estimate of the post–saccade target velocity can be produced very quickly. Second, it is
possible to integrate normalized convolution with focus–of–attention control by using
zero–certainty masks to suppress interference from known structures, such as a robot
arm or already modelled objects. Details of this are given in [147, 145, 151]; also see
Chapter 6.



5
IMAGE MOTION COMPUTATION

The purpose of this chapter is to demonstrate the usefulness of the local structure tensor
pyramid for image motion computation. We determine an appropriate local motion con-
straint and show how to incorporate certainty information. To obtain high accuracy in
motion computation, a high-quality motion estimation algorithm is required. We present
a robust algorithm that fits multiple parametric motion models within image blocks. In
a probabilistic mixture model framework we search for the maximum of an a poste-
riori distribution for the motion parameters. Neighbour interactions are introduced to
impose spatial coherence and to incorporate hints from prior texture segmentation. The
optimisation is done using a simple homotopy continuation scheme.

5.1 Introduction

There are two main classes of methods used for image motion computation. Inreg-
ularization methods, for each spatial position a local cost is defined consisting of one
term that penalizes violation of the local motion constraint and a second regularization
term that encourages spatial coherence. The optimal optical flow field estimate is then
found by minimising the total cost. Though the methods have been considerably refined
(multi-grid methods, adaptive regularization, etc.) since the original approach by Horn
and Schunk [74], they are still considered comparatively inaccurate (but see, e.g., [27]).

The second main class of approaches is referred to asregression methods, where para-
metric motion models are fitted to the motion constraints. Parametric motion models
usually assume that the spatial variation of image motion can be described by a low-
order polynomial. The simplest case, corresponding to a zero-order polynomial, is of
course the assumption of pure translation. The image motion generated by a rigid pla-
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nar patch under perspective projection may be described by the linear eight-parameter
model (see, e.g., [128])�

vx(x;y)
vy(x;y)

�
=

�
a0+a1x+a2y+a6x2+a7xy
a3+a4x+a5y+a6xy+a7y2

�
(5.1)

When the distance to the surface is much larger than its depth variation, the second-order
terms can be neglected, and we recover the well-known affine model.

It is unrealistic to expect simple parametric motion models to apply to an entire scene;
the question how to tie local motion constraints to different motion models is highly
non-trivial, and has attracted many investigators.

One approach is to combine parameter estimation with image segmentation, based either
on motion, e.g., [140, 32], or image intensity, e.g., [46, 27]. In the latter case it is
assumed that a region with a smooth intensity variation corresponds to a single object.
Of course, segmentation based on other texture features is also conceivable.

Other approaches, e.g., [85, 57], use a predefined segmentation of each image, typically
into fixed-sized blocks, and estimate a parameter set for each such region. The problem
with these methods is that the regions in general have no relation to motion borders in the
image; choosing small regions to decrease the risk of multiple motions may lead to inac-
curate motion estimates (generalised aperture problem, [81]). A solution to this problem
is of course to use a method that can handle multiple motions within a region. Several
such approaches have recently been proposed, e.g., [18, 81, 30, 84]. Below, we gener-
alise the well-known mixture model using tools from statistical physics, and present an
implementation based on local structure tensor estimation and Gaussian mixtures.

5.2 Motion constraint from the local structure tensor

In motion analysis each local structure tensor constrains the spatiotemporal direction
vectorṽ = (vx;vy;1)T to be orthogonal to the eigenvector(s) corresponding to the non-
zero eigenvalue(s) of the ’isotropy compensated’ tensor

T̃ = T�λ3I = λ̃1ê1êT
1 + λ̃2ê2êT

2

Note that this constraint in general is more powerful than the usual spatiotemporal gra-
dient constraint̃v �∇ f = 0, since with the exception of neighbourhoods with a perfectly
one-dimensional signal variation (e.g., a moving line),T̃ will have two non-zero eigen-
values, and consequently two eigenvectors orthogonal toṽ; in theory, the correct local
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Figure 5.1: Distribution of coefficients((ṽ � ê1); λ̃2=λ̃1(ṽ � ê2))
T for the Yosemite se-

quence. Left: Scatter plot with superimposed histogram level contours.Right: His-
togram. The components of the covariance matrix areC11 = 3:22�10�3, C12 =C21 =

0:06�10�3, C22 = 3:03�10�3.

image motion vector could therefore be recovered. However, in practice it is due to sig-
nal noise and model error better to fit a motion model to the constraints in a region of
the image.

We now proceed to investigate the statistical properties of the tensor’s motion predic-
tion. The reason why we do this is that we need to know which deviations to expect
between the motion constraints and the actual motion field when we formulate the mo-
tion estimation algorithm. From the histograms in Section 2.4 we see that theangular
deviationfrom orthogonality between the actual spatiotemporal direction vectorṽ and
the eigenvectorŝe1 andê2 of the tensor is roughly Gaussian. For small anglesφ� sinφ,
so that the angular deviations are given by the scalar products(ṽ � êi)=kṽk. Using the
amplitude-normalized tensorP= λ̃�1

1 T̃, we construct an error vectorε̃=Pṽ=kṽk, which
is a projection of a unit vector in the direction of spatiotemporal motion onto the plane
spanned bŷe1 andê2, followed by a scaling of the component in theê2-direction by a
factor λ̃2=λ̃1; this scaling turns out to be essential. Using test sequences where the true
velocity is known at each position, we then study the distribution of the coefficients of
ε̃ in a coordinate system with the eigenvectors as basis vectors, Figure 5.1, and find that
the distribution has zero mean, is unimodal and circular symmetric. This implies that the
constraint provided bŷe2 is less reliable than that ofê1, but that this asymmetry is com-
pensated for by the factorλ̃2=λ̃1 � 1. The results suggest that an appropriate model for
the distribution of the error vectorε̃ is a two-dimensional Gaussian probability density
function with covarianceσ I and zero mean. This model may, however, be somewhat
refined by taking into account the descriptor certainty.
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When the quadrature filter responses are obtained by normalized convolution, the asso-
ciated filter output certainty is given by Equation (3.4). Taking into account the filter
certainties, the tensors are then constructed according Equation (3.7). Each tensor is
accompanied by a certainty value determined by the numerical properties of the tensor
construction process. The effect of signal certainty reduction is not easy to quantify in
general terms because of the different types of certainty variations that may occur; one
example is shown in Figure 5.2. However, this and other experiments indicate that the
’whitening’ relationhkε̃(1)k2i � chkε̃(c)k2i holds fairly accurately.

With this final observation we are now ready to formulate a model for the error vector
pdf. We choose a two-dimensional symmetric Gaussian distribution, not forε̃, but for
the variableε =

p
cε̃, so that

p(εjṽ) = 1
2πσ2 exp(� ε2

2σ2 ) (5.2)

with

ε2
= c

kPṽk2

kṽk2 ; P=
1

λ̃1
T̃ = ê1êT

1 +
λ2�λ3

λ1�λ3
ê2êT

2

Note that the computation ofP does not require finding the eigenvectors ofT.

What the above discussion has lead to is a generalisation of the notion of parameter es-
timation from incomplete constraints, where we are now able to take into account the
confidence value of each constraint. For a pure translation motion model, each eigen-
vector constrains the local motion to a line in the(vx;vy)-plane. 1=

p
c may then be
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Figure 5.3: Constraint lines in the case of a pure translation model. High constraint
certaintyc corresponds to narrow lines.

interpreted as a measure of the relativecompatibility widthof these constraint lines, as
shown in Figure 5.3. A low-certainty constraint is compatible with a wide range of ve-
locities, whereas a high-confidence constraint strongly penalises inconsistent velocities.
In the same way, the quotientλ1�λ3

λ2�λ3
determines the compatibility width of the constraint

provided by the eigenvectorê2 relative that of̂e1.

5.3 Mixture model for motion parameter estimation

Based on the results of the previous section, we now consider the design of a motion
estimation algorithm. The goal of image motion estimation is (loosely) to assign 2-D
motion vectors to (preferably all) positions in the image; in some cases, e.g., trans-
parency, it may be desirable to assign more than one vector to each position. The set
of vectors is chosen which minimises a cost function involving the local motion con-
straints. A basic assumption we make is that each constraint corresponds to one motion
vector. Further, we assume that the set of constraints may be divided into disjunct sub-
sets,classes, such that the associated motion vector field in each class is well described
by a single parametric motion model. We know that when the motion field of classi is
correctly estimated, the corresponding set of constraint error vectorsfεi

kg will have an
approximately Gaussian distribution according to Equation (5.2). Of course, it is unre-
alistic to expect the motion field to fit the model perfectly – a natural surface is rarely
exactly planar – but we will assume that such modelling errors can be incorporated in
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the varianceσ2
i . The motion estimation problem then actually consists in dividing the

local constraints into disjunct classes, in such a way that the error vectors within each
class, for an appropriate set of motion parameters, become ’as normally distributed as
possible’.

Let the binary(0;1) variableQjk equal one if and only if descriptorTk is associated with
classj, i.e.,

∑
j

Qjk = 1 8k (5.3)

The likelihood function for the parameter set is given by

L(fQjkg;fθ jg;fmjg) = ∏
j ;k

[mj pj(εkjθ j) ]
Qjk

whereθ j is the model parameter vector of classj, andmj denotes the a priori probability
that a constraint belongs to classj; we regard this as an unknown parameter that has to be
estimated. Assuming independent observations, the likelihood function coincides with
the conditional probability density of the observed constraints,p(fεkgjfQjkg;fθ jg;fmjg).
Taking into account the a priori probability of the parameters, we then arrive at the a pos-
teriori distribution

p(fQjkg;θ jfεkg) =
p(fQjkg;θ)L(fQjkg;θ)

p(fεkg)
(5.4)

with θ = (θT
1 ; : : : ;θ

T
N;m0; : : : ;mN)

T . We note that because of Equation (5.3), the sum of
L over all possible segmentations is given by the finite mixture likelihood

∑
fQg

L = L(θ) = ∏
k

[∑
j

mj pj(εkjθ j) ]

Assuming a separable priorp(fQjkg;θ) = P(fQjkg) p(θ), with P(fQjkg) uniform, the
marginal distribution for the parameters is then

p(θ jfεkg) =
p(θ)L(θ)R
p(θ)L(θ)dθ

(5.5)

The usual approach is now to pick those parameters that maximise Equation (5.5), the
most probableparameter set; a special case is the maximum likelihood choice, which
assumesp(θ) to be uniform. However, our primary interest is not the parameters them-
selves, but their associated parameterized functions. Such a function may vary signifi-
cantly over parameter sets with appreciable probability, in which case it is often better
to compute expectation values

Efv(x;θ)g=
Z

v(x;θ) p(θ jfεkg)dθ
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It may therefore be worthwhile to take a little closer look at Equation (5.5), which we
write

p(θ jfεkg) =
exp(�Kh(θ))R

exp(�Kh(θ))dθ
(5.50)

with

h(θ) =� 1
K ∑

k

log[∑
j

mj pj(εkjθ j) ]�
1
K

logp(θ) (5.6)

Here K denotes the total number of constraints. ForK large, the integral in Equa-
tion (5.50) will be completely dominated by contributions from the neighbourhood of
the positionθMP whereh attains its minimum, so that by Taylor-expanding the exponent
and retaining only terms up to second order, we obtain

p(θ jfεkg)�
r

det(
KH
2π

) exp[�K
2
(θ�θMP)TH(θ�θMP) ]

with

[H]i j =
∂2h

∂θi∂θ j

����
θ=θMP

(5.7)

The most probable estimate thus turns up as the expectation value in a normal approx-
imation of p(θ jfTkg). Since we have chosen the velocity to be a linear function of
the motion parameters, in this approximation we getEfv(x;θ)g= v(x;θMP). Also, note
from Equation (5.6) that the maximum likelihood approximation becomes increasingly
accurate asK ! ∞.

The Hessian matrix, Equation (5.7), is the key to model comparison in Bayesian theory.
As explained in [103], the appropriate model complexity criterion is the denominator of
Equation (5.5), which is referred to as theevidencefor the modelH . In the Gaussian
approximation the logarithm of this is

logp(fεkgjH )� logL(θMP)| {z }
log likelihood

+ logp(θMP)� 1
2

log[det(
KH
2π

)]| {z }
complexity penalty

In our present case, the model evidence could be used to determine the appropriate
number of distinct classes and motion model degrees of freedom. When there is a large
number of classes or parameters, it is common to use approximative techniques, such
as the Akaike information criterion (AIC) [3], or the Schwartz criterion [123], which
replace the above complexity penalty with�d and�(d logK)=2, respectively, whered
is the total number of estimated parameters.
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The computation of the most probable parameter set is a constrained maximization prob-
lem

maximise logL(θ)p(θ) = ∑
k

log[∑
n

mnpn(εkjθn) ]+ logp(θ) (5.8)

subject to g= ∑
n

mn = 1

We will assume thatp(θ) = ∏n p(θn). Local extrema may be found with the Lagrange
multiplier method

∂ logL(θ)
∂mj

= λ
∂g

∂mj
,∑

k

pj(εkjθ j)

∑nmnpn(εkjθn)
= λ

,∑
k

qjk ,∑
k

mj pj(εkjθ j)

∑nmnpn(εkjθn)
= λmj (5.9)

∂ logL(θ)p(θ)
∂θ j

= λ
∂g
∂θ j

, ∑
k

∂
∂θ j

∑nmnpn(εkjθn)

∑nmnpn(εkjθn)
+

∂ logp(θ)
∂θ j

= 0

, ∑
k

qjk
∂ logpj(εkjθ j)

∂θ j
+

∂ logp(θ j)

∂θ j
= 0 (5.90)

whereqjk, ’ownership probability’, is the expectation value ofQjk given the current
parameter estimates. Starting with an initial guess these equations may be solved itera-
tively, with each iteration consisting of (1) computation of new ownership probability es-
timatesqjk, followed by (2) updates of the mixture proportionsmj and solution of Equa-
tion (5.90) for the parametersfθig. This is an instance of the Expectation-Maximization
(EM) algorithm [45, 104]. An important feature of the EM-algorithm is that it actually is
unnecessary to solve Equation (5.90) completely at each iteration, i.e., to find the maxi-
mum of the posterior distribution given the current ownership parameters. It is sufficient
to move in the gradient direction, which can be shown to always decrease the distance
to the most probable parameter set.

Assuming a uniform prior distribution for the component variances, Equation (5.90)
gives

∑
k

qjk
∂

∂σ2
j

logpj(εkjθ j) =�∑
k

qjk
∂

∂σ2
j

[ log(2πσ2
j )+

ε2(Tk;θ j)

2σ2
j

] = 0

so that

σ2
j =

∑k qjk ε2(Tk;θ j)

2∑k qjk
; j = 1: : :N (5.10)
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Actually, the uniformity assumption is somewhat oversimplified, since it is easily seen
that the likelihood function is unbounded if arbitrarily small variances are allowed. Also,
there are local optima corresponding to very large variances, with classes comprising
several neighbouring cluster peaks in parameter space. We avoid these problems by
clamping the class width to an interval[σmin;σmax].

For the motion parameter seta j (cf. Equation (5.1)), we have

∑
k

qjk ck
∂

∂a j
[
ṽ(xk;a j)

T P2
k ṽ(xk;a j)

ṽ(xk;a j)
T ṽ(xk;a j)

]+
∂ logp(a j)

∂a j
= 0; j = 1: : :N (5.11)

In our experiments, we have used prior distributionsp(a j)∝ exp[�∑n(ajn=a0n)
2K ]; K 2

Z+, a convenient way to restrict the parameters to intervals[�a0n;a0n]. To have tensors
from multiple scales contributing at each spatial position, we must be able to apply scale
transformations to the motion vector. Assuming a pyramid with reduction by a factor
two between successive levels, a tensor from levels (with s= 0 corresponding to the
finest scale) should be compared with the vector

ṽs =

0
@2�s 0 0

0 2�s 0
0 0 1

1
A ṽ = Qsṽ

Expressing the polynomial motion model asṽ=X(x)ãwith ã=(aT ;1)T , Equation (5.11)
is then

∂E j

∂a j
=

∂
∂a j

[∑
k;s

qjks
cks

2σ2
j

ãT
j XT(xk)QsP2

ksQsX(xk) ã j

ãT
j XT(xk)Q2

s X(xk) ã j
� logp(a j)] = 0; j = 1: : :N

Essentially any gradient search algorithm can be used for solving this equation; in our
experiments we have used the Polak-Ribi`ere conjugate gradient algorithm [115].

A type of error that we have not yet taken into account occurs where the local spatiotem-
poral structure significantly deviates from our basic assumptions, such as at motion bor-
ders. The most simple way to model suchoutliers is to assume that they are generated
by a uniform outlier distribution. This is, however, unnecessarily restrictive. A more
flexible model was proposed by Jepson and Black, [81]. The domain ofε is assumed
to be tiled with broad Gaussian outlier distributions such that their sum is everywhere
approximately constant. The outlier probability of a particular constraint then cannot
exceed what occurs in a situation in which there is just a single outlier component with
non-zero a priori probability, saym0, and the position of the residual happens to coin-
cide with the mean value of this component process. This upper boundm0p0 is then
used as the outlier probability estimate,m0 being estimated according to Equation (5.9).
A heuristic motivation [68] forp0(ε) = p0 for all residuals in the data set is that when
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comparing two residuals, the smallest one should consistently be deemed as more likely
to have originated from a valid estimate; it is, however, not necessary to assume that the
underlying outlier process is uniform. Jepson and Black suggest the following procedure
to determine the constantp0. The basic idea is to consider a situation where the outlier
probability should be 1=2. A simple case is when there is just a single motion class
with non-zero a priori probabilitym0

1 and widthσ1, while the rest of the constraints are
regarded as outliers. One then decides that data at a distanceρσ from the cluster centre
should be assigned an outlier probability of 1=2, which leads to

p0 =
m0

1

(1�m0
1)2πσ2

1

exp(�ρ2
=2)

Above, we briefly discussed model complexity criteria to use when comparing different
motion model orders and number of component processes (i.e., classes). Equally impor-
tant is to be able to efficiently identify the most obvious candidate classes for revision,
so that not all possible combinations of model order and number of components have to
be tested. This search is done by model validation. When there are too few component
processes, or too low model order, a parameter vector may end up in between several
cluster peaks in the parameter space with a class width sufficient to include all peaks, or
one or several clusters may end up in the outlier class. As a consequence, the resulting
residual vectorsε will diverge significantly from the assumed model distribution. In
Section 5.2 we found that the ’true’ residual vectors tend to be approximately normally
distributed with a covariance matrixσ2I , and this guided us in choosing a model for the
component distributions. To determine if the observed distribution of residual vectors
for componentj, sayr j(εjθ j), is consistent with the model, we compare the distribu-
tion with what is expected for the model. The most common goodness-of-fit measures
are the well-known chi-square and likelihood ratio (LR) tests, which are asymptotically
equivalent. To take into account the probabilistic class membership of estimates, these
methods require a minor modification. The domain ofε is divided intoB bins, and,
for each classj, theownership probabilityis accumulated for residuals that end up in
the same bin. If the segmentation and parameter estimation are correct and the model
hypothesis holds, the bin count setf∑k2bqjkgB

b=1 will then be approximately multino-
mially distributed, which is the basis of the chi-square and LR tests. The test statistics
are

X2
j =

B

∑
b=1

(∑k2bqjk� pjb ∑k qjk)
2

pjb ∑k qjk
l j = 2

B

∑
b=1

(∑
k2b

qjk) log
∑k2b qjk

pjb ∑k qjk

where pjb is the probability for an estimate to end up in binb, as predicted by the
component model; this may be computed by numerical quadrature. The statistics are
asymptoticallyχ2(B� 1�N)-distributed, whereN is the number of estimated model
parameters. A decision to split classj is taken if the statistic is greater than a threshold
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χ2
α(B�1�N), whereα is a chosen significance level, such thatP(X > χ2

α( f )) = α for
X 2 χ2( f )1. See Figure 5.4 for a demonstration of the method. A similar procedure may
be used to determine if there are too many components. These situations are typically
characterized by two or more component distributions describing the same data with
similar parameters, so the problem reduces to deciding whether there is a significant
discrepancy between them (homogeneity test). In this case the statistics are

X2 = ∑
j

B

∑
b=1

(∑k2bqjk� p�b∑k qjk)
2

p�b ∑k qjk
l = 2∑

j

B

∑
b=1

(∑
k2b

qjk) log
∑k2b qjk

p�b ∑k qjk

wherep�b = ∑ j ∑k2bqjk=∑ j ;k qjk. If the observations are samples from the same distri-
bution, the statistics are asymptoticallyχ2((B� 1)(J� 1)) distributed, whereJ is the
number of classes compared.

A gradient search method will only converge to the nearest local maximum of the likeli-
hood. Also, the mixture model approach presented here assumes the class memberships
of different descriptors to be unrelated, which is unrealistic. However, by borrowing
some basic concepts from statistical physics, it is possible to modify the above algo-
rithm so that a better solution can be found.

5.4 Neighbour interactions and embedding algorithm

In the derivation of the mixture model in Section 5.3 it was implicitly assumed that the
class memberships of motion constraints at different spatial positions are independent
of each other. The assumption of spatial independence is equivalent to extra degrees
of freedom in model fitting, allowing physically unlikely solutions. We now wish to
enhance the model by incorporating demands of local spatial continuity, and also be able
to utilize a priori (possibly probabilistic) information regarding dependencies between
constraints. There are numerous local spatial feature relations that function as indicators
of common motion, the most obvious and reliable being similarity in grey-level. A great
number of methods to deal with this type of local stochastic relation has been developed
within the context of texture segmentation. In recent years, various Markov Random
Field (MRF) approaches [39] have attracted particular attention. A stochastic processQ
is called a MRF if

P(QkjQl ; l 2
[
i

ηi) = P(QkjQl ; l 2 ηk)

1The expectation value ofχ2( f ) is f .
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Figure 5.4: Model validation. (a) Histogram (21� 21 bins on[�1;1]� [�1;1]) of a
symmetric Gaussian model distribution withσ2 = 0:09. (b) Realization of the model.
(c) Realization of a mixture distributionr(ε), consisting of two Gaussians withσk = 0:2.
The distance between the components was chosen so that

R
r(ε)ε2dε= 0:09. (d) Mixture

with σk = 0:1. Each realization consists of 1500 observations. To make the expected
number of observations in each bin greater than 5, neighbouring bins in the periphery
(jεj> 0:5) were merged, resulting in 108 effective bins. The chi-square/LR statistics are
95=87, 430=850, and 5100=4800.

whereηk, theneighbourhoodof k, satisfies

k 62 ηk

l 2 ηk ) k2 ηl

This means that the onlyQl ’s that influenceQk are those associated with sites in the
neighbourhoodηk of k. The Hammersley-Clifford theorem [19] (loosely) states that
a stochastic process is a MRF if and only if its joint probability function is a Gibbs
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distribution with the same neighbourhood system, i.e., it is of the form

P(fQkg) =
1
Z

exp[�γH(fQkg)]

whereγ andZ are constants, andH =∑c2CVc(fQkg) is referred to as theenergy function.
c denotes aclique, a set of sites that are all neighbours (in the above sense); single sites
are allowed.C is the collection of all cliques.Vc, thepotentialassociated with clique
c, is an arbitrary function offQkgk2c. This provides a means to incorporate the local
dependency discussed above by constructing a prior distribution.

A simple way to implement an assumed class membership dependency between pair
of sitesk and l is to introduce potentialsVkl = �1

2 ∑ j wklQjkQjl , with symmetric cou-
plingswkl = wlk that are positive if we have reason to believe thatk andl belong to the
same class, and negative if we think they belong to different classes. In this case the a
posteriori distribution, Equation (5.4) becomes

p(fQjkg;θ jfεkg) =
p(θ) p(fQjkg)L(fQjkg;θ)

p(fεkg)

=
p(θ) exp[�∑ j ;k Qjk (E jk� γ

2 ∑l2ηk
wklQjl ) ]

p(fεkg)
=

p(θ)e�U(Q)

p(fεkg)
(5.12)

where we have introduced the shorthand notationE jk =� log[mj pj(εkjθ j)].

For fixedθ j ’s, this is a type of distribution that has been intensively studied in statistical
mechanics, where it serves as a model for magnetic materials. It is referred to as a Potts
spin model2.

As before we want to sum over all instances offQjkg consistent with Equation (5.3) to
obtain the marginal distributionP(θjfεkg), the logarithm of which we then maximise to
obtain the most probable motion parameters. However, due to the interaction between
ownership variables this summation is much more difficult than our previous calcula-
tion, and we will have to resort to an approximate technique. In Appendix A.2 we use
a variational method to derive the so-called (zeroth-order) mean-field approximation,
which is given by

log[∑
fQg

p(θ) p(fQjkg)L(fQjkg;θ)]�∑
k

log[∑
i

e�Eik+γ∑l2ηk
wkl q

�

il ]

� γ
2 ∑

j ;k

q�jk ∑
l2ηk

wklq
�
jl + logp(θ) (5.13)

2It is known in the statistics literature as the auto-logistic model, [19].
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where the ownership probabilitiesq�jk are fixed-points of the relaxation

q(t+1)
jk =

e�E jk+γ ∑l2ηk
wkl q

(t)
jl

∑i e
�Eik+γ ∑l2ηk

wkl q
(t)
il

=
mj pj(εkjθ j )eγ ∑l2ηk

wkl q(t)jl

∑i mi pi(εkjθi)eγ ∑l2ηk
wkl q

(t)
il

(5.14)

The mean-field approximation replaces the stochastic spatial interaction with a deter-
ministic term, and thus treats units at different sites as statistically independent. The
new term is a function of the mean activity of the neighbouring units, an approxima-
tion that becomes increasingly accurate for larger neighbourhoods, which follows from
a central limit theorem.

The maximization of the new objective function may be done in an iterative manner
(EM-algorithm) similar to that of the original function, Equation (5.8), with each it-
eration consisting of (1) computation of ownership probabilities based on the present
estimate ofθ, followed by (2) maximization of Equation (5.13) with fixed ownership
probabilities. This leads to formulas identical to those for the original objective func-
tion, with the exception that the ownership probabilities are now computed according
to Equation (5.14). In Appendix A.2 we also show that it is possible to construct an
alternative objective function whereq is regarded as an independent variable,

�F̃(θ;fqjkg)+ logp(θ) = ∑
j ;k

qjk(�E jk +
γ
2 ∑

l2ηk

wkl qjl )�∑
j ;k

qjk logqjk + logp(θ)

(5.15)

with ∑ j qjk = 1. The stationary points of this cost function coincide with those of Equa-
tion (5.13). The advantage of this formulation is that it allows more general optimisation
methods that may be faster than the linearly convergent standard EM-algorithm [110].
We will, however, not pursue this matter further here.

A cost function similar to Equation (5.15) has been proposed by Weiss and Adelson
[142, 143], who suggest a weighting function

wkl ∝ exp(�kxk�xlk2

σ2
1

� jI(k)� I(l)j2
σ2

2
)

whereI(k) is the image intensity at positionk.

To determine an appropriate value for the interaction constantγ we may employ a rea-
soning similar to that used when setting the outlier constantp0 in Section 5.3. We can
arrange so that the maximum attainable value of the sum∑l2ηk

wklqjl is one, and that this
occurs when there is a complete spatial coherence between sitek and its neighbours, and
the class membership of the neighbours is unambiguous. Again, consider the case where
there is a single motion class with non-zero a priori probability, with the rest of the data
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regarded as outliers. Suppose now that a constraint receives maximum influence from
its neighbours. The size ofγ then determines how much the distance from the cluster
centre to outlier probability 1=2 is increased, compared to a case with no neighbourhood
coherence. To increase the distance fromρσ to kρσ, chooseγ = (k2�1)ρ2=2.

We will now address the problem of convergence to local optima of the objective func-
tion, or perhaps more accurately, how to rationally handle the initial range of uncertainty
in parameter values so as to increase the likelihood of obtaining a good solution. The
posterior probability distribution, Equation (5.12), belongs to a one-parameter family of
exponential distributions

p(fQjkg;θ jfεkg;β) =
p(θ)e�βU

R
p(θ) ∑fQge�βUdθ

(5.16)

whereU is defined in Equation (5.12). For these distributions, approximations similar
to those that led to Equation (5.14) result in expectation values that are fixed-points of
the relaxation

q(t+1)
jk (β) =

e�β[E jk�γ ∑l2ηk
wkl q

(t)
jl ]

∑i e
�β[Eik�γ ∑l2ηk

wkl q
(t)
il ]

(5.17)

The associated mean-field objective function becomes

log[∑
fQg

p(θ) p(fQjkgjβ)L(fQjkg;θjβ)]�
1
β ∑

k

log[∑
i

e�β[Eik+γ∑l2ηk
wkl qil ]]

� γ
2 ∑

j ;k

q�jk ∑
l2ηk

wklq
�
jl + logp(θ)

The alternative objective function is

�F̃(θ;fqjkgjβ)+ logp(θ) = ∑
j ;k

qjk(�E jk +
γ
2 ∑

l2ηk

wkl qjl )�
1
β ∑

j ;k

qjk logqjk + logp(θ)

(5.18)

with ∑ j qjk = 1;8k. Equations (5.10) and (5.11) remain valid as the EM maximization
step for the entire family of distributions. Our interest in this generalisation is based on
the observation that for smallβ Equation (5.18) is dominated by the entropy-term, which
leads to ownership probabilitiesqjk = 1=J, i.e., all assignments being equally probable.
If ∑kE jk is convex, the objective function then has a single maximum. Asβ is increased,
the trivial partitioning (or fixed-point of Equation (5.17)) will suddenly become unstable
and the single class will split into several distinct ones [119]. Further splittings will
occur with increasingβ. At β = 1 we recover the original Bayesian formulation with
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Figure 5.5: Sample objective function for different values ofβ. (a)β= 1:0, (b)β= 0:75,
(c) β = 0:40.

qjk representing the probability that constraintk was generated by processj. These
observations suggest an iterative method, referred to as anembedding algorithm[4],
where the solution obtained at a smallβ is used as an initial guess for the solution at
a slightly larger valueβ+∆β. This process is repeated untilβ = 1. If the increment
∆β is sufficiently small, the starting value for each newβ will in general be close to
the solution, and an efficient gradient search algorithm, such as a conjugate gradient or
(quasi-)Newton method, converges very rapidly. The embedding algorithm may then be
interpreted as tracking of a curve along which the gradient of the objective function with
respect toθ andfqjkg is zero; this of course does not apply should the curve turn back
towardsβ = 0, in which case the gradient search algorithm must be able to converge
to a more distant stationary point/curve. The embedding algorithm is a simple example
of a homotopy continuation method[4], which is a general denomination for methods
to obtain solutions toF(x) = 0 by constructing a deformation or homotopyH(x;λ),
such thatH(x;1) = F(x), and tracing solution curvesH(x;λ) = 0 from λ = 0 to λ = 1;
the idea is to constructH such that the initial equationH(x;0) = 0 has a simple (or
known) solution. The embedding algorithm assumes that the solution curve may be
parameterized byλ. There is certainly no guarantee that the embedding algorithm will
converge to the global optimum atβ = 1, but if the large-scale structure of the objective
function is preserved at smallβ there is a good chance that the parameter set arrives at
a decent position forβ = 1. The following argument provides support for this assumed
structure preservation. One effect of lowering the value ofβ in a stochastic system
satisfying Equation (5.16) is that the average value ofU increases. IfP(β) denotes
the set of all distributions with a specific average value ofU coinciding with that of
p(fQjkg;θ jfεkg;β), it can be shown [44] that if the Kullback-Leibler discrepancy is
introduced as a distance measure, the exponential family traces out the shortest path from
p(fQjkg;θ jfεkg;β = 1) to any setP(β = β0), indicating that the exponential family is
maximally stable.
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We now demonstrate the principle of the embedding algorithm by a simple example.
Suppose we have two scalar signal observationsξ1;ξ2 and a two-class objective function

�F̃ =� ∑
k=1;2

∑
j=1:2

qjk [ρ(jθ j �ξkj)+∑
l 6=k

αqjl ]�
1
β ∑

k=1;2
∑

j=1:2
qjk logqjk

whereρ is a non-convex functionρ(x) = Cx2=(σ2 + x2). We takeα > 0, which cor-
responds to a prior belief that the two observations belong to different classes. Due to
symmetry, the objective function may be reduced to two dimensions,

F̃ 0 = qρ(jθ�ξ1j)+(1�q)ρ(jθ�ξ2j)+2αq(1�q)+
1
β
[qlogq+(1�q) log(1�q) ]

Figure 5.5 shows the objective function for three different values ofβ; note that it is
always symmetric under the transformationq! (1� q), ξ1 ! ξ2. In Figure 5.5 (a),
β = 1, the objective function has two dominant peaks but also small local maxima at
the opposite end of the ridges. These local optima are gone in Figure 5.5 (b), where
β = 0:75, which means that a gradient search will lead to the global optimum. For even
smaller values ofβ, Figure 5.5 (c), the entropy term, which is maximized forq= (1�
q) = 0:5, dominates completely. It is evident that by choosing the initialβ sufficiently
small, the suggested embedding algorithm will converge to the global optimum for this
particular problem.

Mean-field methods for optimisation appeared first in the late 1980s as approximations
to simulated annealing [86]. For this reason they are often referred to asmean-field- or
deterministic annealing. Some of the principal contributors to the theory are Blake and
Zisserman [31] (computer vision), Bilbro, Snyderet al. [24, 25] (image restoration), Pe-
terson and S¨oderberg [114] (graph partitioning), and Roseet al. [119, 120] (clustering).
Noteworthy recent extensions are by Hofmann and Buhmann [72].

5.5 Experimental results

The accuracy of the motion estimation algorithm was tested using the Yosemite se-
quence.

We have already established that the quality of the constraints provided by the tensor
pyramid is excellent. In fact, a very simple algorithm produces motion estimates of the
highest standard. Spatial lowpass-filtering of the tensor field is equivalent to a weighted
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Figure 5.6: Yosemite sequence. Frame 7 and the corresponding true motion field (sub-
sampled).

least-squares fitting to a constant translation model in the local neighbourhood, since

∑
i2η j

w(xi �x j)
kPi ṽk2

kṽk2 =
ṽT

kṽk

 
∑

i2η j

w(xi �x j)P2
i

!
ṽ
kṽk

The optimalṽ is then given by the eigenvector corresponding to the smallest eigenvalue
of the smoothed tensor. By lowpass-filtering the tensor fieldP2 using a 21�21 pixels
Gaussian kernel withσ = 6, and discarding resulting tensors with too small quotient
λ2=λ1, we obtain an average spatiotemporal angular deviation arccos(ṽest� ṽtrue) equal
to 2:23� with standard deviation 1:94� at a coverage of 70%, and 2:44��2:06� at 90%
coverage. This procedure is similar to the Lucas-Kanade method [102], the only signif-
icant difference being that in this case a field of spatiotemporal gradient outer products
∇ f (∇ f )T is used. Barronet al. [15] report an average error of 2:80��3:82� at approx-
imately 35% coverage for this method.

Let us proceed to an experiment using the proposed algorithm. We used affine motion
models to describe the motion field in each block, the size of which was 49�49 pixels,
except for the rightmost column, where they consisted of 71� 49 pixels. The spatial
interaction was chosen simply aswkl = 1=24,ηk = f l jmax(jxk�xl j; jyk�yl j)� 2g. The
minimum value for the residual distribution widthσ was set to 2�. The initial value forβ
was 0:05, and it was increased by ten percent for each new level. For eachβ, 20 iterations
of gradient search (EM-iteration) were used to maximise the current objective function,
and for each such iteration, 10 ownership probability relaxation steps were performed.
The algorithm converged to a single affine model (plus outliers) in each block, except for
two blocks in the upper right corner, where there is a significant motion discontinuity,
Figure 5.8. There is another significant discontinuity in the centre of the image; the
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Average Standard Proportion of estimates with errors below:
error deviation < 1� < 2� < 3� < 5� < 10�

2:06� 1:72� 26:8% 60:9% 80:0% 95:0% 99:5%

Table 5.1: Performance for the Yosemite sequence.

Technique Average Standard Density
error deviation

Lucas & Kanade [102] 2:80� 3:82� 35 %
Uraset al. [135] 3:37� 3:37� 14.7 %
Fleet & Jepson [57] 2:97� 5:76� 34.1 %
Black & Anandan [27] 4:46� 4:21� 100 %
Black & Jepson [28] 2:29� 2:25� 100%
Juet al. [84] 2:16� 2:0� 100%
Tensor averaging 2:23� 1:94� 70%
Advanced algorithm 2:06� 1:72� 100%

Table 5.2: Comparison of error results for the Yosemite sequence. NB: all errors com-
puted without the sky region.

reason why this did not result in multiple models in the corresponding block is probably
that there were too few valid tensor estimates in that region. A disadvantage of our
approach is that parameter estimates in neighbouring blocks are implicitly assumed to be
independent. It is likely that regularization of motion parameters between neighbouring
blocks, c.f. [84], could further improve the results. Tables 5.1 and 5.2 present some
performance characteristics pertaining to this experiment and a comparison with other
published results (c.f. [15] for a systematic study of the performance of these and other
algorithms).

The MPEG flower garden sequence, Figure 5.9, has a more significant element of mo-
tion discontinuity. In this case, we used a block size of 60�60 pixels. As expected, the
algorithm converged to two models (the maximum allowed in the current implementa-
tion) in blocks containing parts of the tree and the background.
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Figure 5.7: Yosemite sequence.Left: Velocity vector error (subsampled).Right: Spatio-
temporal angular error distribution.

Figure 5.8: Yosemite sequence. Segmentation of the upper right corner.

5.6 Conclusions

This chapter began with a study of the statistical properties of the motion constraints pro-
vided by the eigenvectors of the local structure tensor, which led us to model the residual
distribution as a 2-D symmetric Gaussian distribution for the variableε, in which the
confidence value of the tensor estimate and the relative reliability of the eigenvectors
were taken into consideration.

By simply spatially lowpass-filtering theP2 tensor field and at each position computing
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Figure 5.9: Flower garden sequence.Upper left: Frame 8.Upper right: Outliers.Lower
left: ’Background’.Lower right: ’Foreground’.

the local motion estimate from the eigenvector corresponding to the smallest eigenvalue
of the smoothed tensor, we obtain results for the Yosemite sequence in the range of the
most accurate approaches that have been published.

We then incorporated the residual distribution into a robust probabilistic framework for
motion computation, capable of handling constraint outliers and multiple motions. Inter-
actions between neighbouring positions were introduced to encourage spatial coherence.
This resulted in a complex objective function, but using tools from statistical physics
we derived a tractable approximate objective function, and formulated a continuation
method for its optimisation. The performance of the algorithm was demonstrated on
realistic test sequences.
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6
TRACKING OF OCCLUDED

TARGETS

Several algorithms for contrast- and brightness-insensitive tracking of partially occluded
targets are presented. First, we generalise the cross-correlation coefficient by introduc-
ing a certainty-based metric in signal space, and apply this matching measure to target
tracking in head-up display sequences. Next, in a section on phase-based matching,
we use normalized convolution to generate reliable estimates of local structure in oc-
cluded signals. These two algorithms require prior determination of the position of the
occluding objects, which is reasonable in many controlled environments. A third algo-
rithm combines normalized convolution with signal reconstruction, and renders possible
tracking in the presence of unknown occluding objects.

6.1 Target tracking in head-up display sequences

An algorithm for target tracking in head-up display sequences is presented. To achieve
reliable target detection in the presence of occluding display symbology, we use a novel
template matching method that takes into account the position of known occluding ob-
jects. The method generalizes cross-correlation coefficient matching by introducing a
signal confidence–based distance metric. We emphasize the importance of accompany-
ing the similarity measure with a confidence value, and show how to use this to achieve
high-quality target position reconstruction. To handle target shape changes, we formu-
late a two-stage algorithm where the approximate position of the target is first deter-
mined by the above procedure, but using a geometrically transformed template. The
position estimate is subsequently refined by geometric transformation parameter opti-
mization.
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Figure 6.1: Head-up display system.

6.1.1 Background and basic principles

The design of a modern fighter aircraft, such as the SAAB JAS 39 ’Gripen’, is a tremen-
dously complex task involving state-of-the-art components from many engineering sub-
fields. Perhaps the most salient feature of the latest generation of designs is the extreme
dependence on advanced automatic control systems. Increasing demands of high perfor-
mance and agility have lead to unstable platforms that rely on full-time active control.

One method to evaluate the performance of the control system is based on analysis of
aiming sequences. The ’Gripen’ is equipped with a fixed automatic gun, which means
that to aim, the pilot must turn the entire aircraft in the correct direction. The gun sight
is graphically generated on thehead-up display(HUD), Figure 6.1, which is a transpar-
ent glass screen positioned in the pilot’s line of sight that displays various symbols and
information. The instantaneous position of the gun sight is computer-controlled and de-
pends on the distance to the target and its velocity relative to the aircraft. To evaluate the
pilot’s ability to control the aircraft, test engineers may ask the pilot to track a particular
point on the target, or to switch between multiple points. To record the aiming process,
a small camera, Figure 6.1, is mounted between the pilot and the HUD.

The typical gun sight configuration is shown in Figure 6.2; additional symbols may
appear in specific situations. The tracer line, which shows the computed projectile tra-
jectory, varies both in direction and length. The target distance indicator is an arc whose
length varies with the distance to the target.
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Figure 6.2: Gun sight symbology.

Much of the analysis of the aiming sequences has been done manually. For each suc-
cessive image, the operator registers the position of the target and the gun sight aiming
point. The extracted position data is then further analysed to determine if specified re-
quirements are met. Manual tracking is a tedious time-consuming task that in this type
of sequences often is imprecise, and one therefore wishes to automatize tracking of the
gun sight aiming point and the target. What complicates this is of course that the dis-
play symbology tends to cover parts of the target – indeed, the very idea of aiming is
to place the aiming point on the target. This makes traditional correlation or differ-
ential matching approaches unsuitable. A possible solution is to regard the signal as
being ’contaminated’ with occasional gross errors,outliers. Various ’robust’ distance
measures [76] have been developed to limit the influence of outliers, , e.g., in the most
simple case replacing the standard sum of squared differences (SSD)∑(mi � si)

2 with
∑ρ(mi�si), whereρ is a non-convex function withρ0 bounded – a typical example be-
ing the Lorentzianρ(x) = log(1+(x=σ)2). Loosely, robust methods utilize the fact that
when an overwhelming majority of estimates are valid, the proportion of these that gives
rise to small residuals is sufficient to determine appropriate parameter estimates. This
requires a large data set and/or a small proportion of outliers, which unfortunately does
not apply to the HUD sequences, where the target typically occupies some 10�10 pix-
els. However, the sequences have one favourable characteristic: the occluding symbols
are comparatively easy to detect.

Below we present a modification of the correlation coefficient that takes into account the
position of the occluding symbols, while preserving invariance to changes in brightness
and contrast. There are two ways of obtaining information about which parts of the
display are covered by symbols. All graphics commands issued are logged, and the
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Figure 6.3: Top: Histogram of directions to line segments whose extension go through
the aiming point.Bottom: Corresponding image. Only estimates inside the sight ring
contribute to the histogram.

image position of the symbols at each moment may therefore in theory be reconstructed
using projective geometry. Of course, this requires detailed knowledge of the camera
orientation, which in practice is difficult to obtain with sufficient accuracy and varies
between different cameras and aircrafts. A more general method is to use matched
filtering.

The gun sight ring symbol is a very salient feature, the position of which is readily deter-
mined by standard correlation matching. The tracer line may subsequently be detected,
e.g., from a histogram of directions to line segments whose extension go through the
aiming point in the centre of the sight ring., Figure 6.3.

We then generate aweight maskwith zero weight at positions covered by the sight, and
non-zero weight elsewhere. The purpose of this mask is simply to inform subsequent
detection algorithms how much the value at each pixel should influence the matching.
The basic idea is that of subspace projection – only a subset of the basis elements (pixels
in this case) is used when comparing signal and template; more generally, each weight
could have any value between zero and one.

Having found the position of the sight ring and tracer line, we proceed to detect less
conspicuous, possibly partially occluded symbols, in particular the target radar symbol,
using this method of weighted template matching.

Finally, we search for the target itself, taking into account all the detected graphics
symbols. The target tracking system is outlined in Figure 6.4.



6.1 Target tracking in head-up display sequences 97

detect sight

detect tracer line

generate certainty
mask

detect target radar
symbol

combine certainty
masks

detect target
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Figure 6.4: Target tracking system.

6.1.2 Correlation coefficient in certainty metric

Let m denote the template mask ands a signal window, both regarded as vectors inRn.
Further, letc (certainty window) be of the same dimensionality, with componentci � 0
quantifying the relevance of the corresponding signal componentsi . An elementary
measure of similarity used in template matching is the cross-correlation, which is easily
generalized to take into account a spatial weighting functionc by setting

R(c) =
∑i cimisi

∑i ci
=
hm;Csi
h1;C1i

where we have made explicit our interpretation of the certainty function as defining a
metric in signal space. For vectorsu;v 2 Rn, the functional

hu;Cvi= hu;diag(c)vi= ∑
i

ciuivi

defines an inner product on (at least a subspace of)R
n. Here[diag(a)]i j = aiδi j . The

norm ofu is given bykuk=
p
hu;Cui.

Unfortunately cross-correlation is very sensitive to the variations in brightness and con-
trast that frequently occur in long sequences, which forces us to seek a measure invariant
to such changes. The cross-correlation coefficient is of course a natural candidate. First,
to ensure invariance to changes in mean intensity, we construct vectorsm̃(c) and s̃(c)
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orthogonal to1, i.e., satisfying

0= hm̃(c);C1i = hs̃(c);C1i

Gram-Schmidt orthogonalization results in

m̃(c) = m� hm;C1i
h1;C1i 1 (similarly for s̃(c))

To implement the invariance to changes in contrast, the template and signal window are
given unit norm

m̂(c) =
m̃(c)p

hm̃(c);Cm̃(c)i
(similarly for ŝ(c))

The certainty-based cross correlation is then simply the inner product of these vectors

r(c) = hm̂(c);Cŝ(c)i

The number

Cr(c) =

p
hm̃(c);Cm̃(c)i hs̃(c);Cs̃(c)ip

hm̃;m̃i

is proportional to the signal amplitude and the total certainty, and may be used as a
confidence value for the matching. It should be evident from Figure 6.6 that it is the
fmatch value,confidenceg pair that defines what is meant by a ’good match’.

A second spatial weighting functiona, ’applicability’, may be associated with the tem-
plate. The applicability quantifies the significance of matching a particular part of the
template to the corresponding part of the signal. For instance, the relation [113]

Z
∇ f (∇ f )T dx = �∇∇

Z
f (x+ξ) f (ξ)dξ

����
x=0

is used in feature-based matching to determine the distinctiveness of a feature, [60];
the Hessian of the autocorrelation function evaluated at the origin being a measure of
the sharpness of the correlation peak. An applicability function emphasizing corners,
crossings and isolated points with sharp correlation peaks may be obtained by gradient
filtering the template mask, average filtering the gradient products to integrate them
spatially, and setting the applicability at each position according to a monotonically
increasing function of the determinant of the integrated squared gradient matrix. An
example is shown in Figure 6.5. In the head-up display sequences the applicability
function is primarily used to take into account graphics symbols present in the template
mask when it is extracted from an image, cf. Figure 6.8. We obtain a new inner product

hu;ACvi= hu;diag(a)diag(c)vi
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Figure 6.5: Applicability emphasizing local structures with sharp autocorrelation peaks.

r(c)

r

Cr

mask

signal

certainty

Figure 6.6: Principles of certainty-based matching. The graph shows the values of the
certainty-based cross-correlation coefficientr(c), the standard cross-correlation coeffi-
cient r, and the confidence valueCr for each of the six signal-certainty pairs. In this
schematic example, the template mask, signal window, and signal certainty are all bi-
nary (0/1).

The generalisation ofr(c) to r(a;c) is straightforward, and the corresponding confidence
value is given by

Cr(a;c) =

p
hm̃(a;c);ACm̃(a;c)i hs̃(a;c);ACs̃(a;c)ip

hm̃(a);Am̃(a)i
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6.1.3 Target position reconstruction

The certainty-based matching procedure generates a match outputr with a correspond-
ing confidenceCr . To achieve greatest possible accuracy, and to decrease the influence
of spurious good matches at positions with low signal certainty, it is essential to take
into account the confidence values when determining the target position. We do this
by picking the local region (e.g., 5�5 pixels) that has the highest correlation sum and
a corresponding confidence sum exceeding a given threshold, and fitting a quadratic
polynomial

r̃(x) = r̃(x;y) = r0+ r1x+ r2y+ r3x2+ r4xy+ r5y2

to the data using the weighted linear least squares method with the confidence values as
weights, i.e.,

(r0; : : : ; r5) = argmin∑
x

Cr(x) [ r(x)� r̃(x) ]2

This problem is easily solved using, e.g., singular value decomposition. The target po-
sition estimate is then taken as the position of the maximum of ˜r, the computation of
which amounts to solving a linear system of equations. The Hessian of ˜r(x) is a mea-
sure of the sharpness of the correlation peak, and may be used to construct a confidence
measure for the position estimate.

The position estimate confidence values should be utilized when reconstructing the tar-
get position by temporal filtering. In the experiments presented below, the target position
estimates from the correlation were smoothed based on the linear state equation

x(t +1) =

2
4x(t +1)

ẋ(t +1)
ẍ(t +1)

3
5=

2
41 1 1

2
0 1 1
0 0 1

3
5x(t)+

2
4 0

0
ε(t)

3
5

= Ax(t)+ ε(t)
y(t) =

�
1 0 0

�
x(t)+η(t) = Cx(t)+η(t)

with uncorrelated noise variables satisfying

E [ε(t)ε(s)] =V1(t)δst E [η(t)η(s)] =V2(t)δst

The observation noise variance estimate is directly related to the position estimate con-
fidence value, and a possible choice isV2(t) ∝ [detHr ]

� 1
2 , whereHr is the Hessian of

r̃(x). The state is then linearly reconstructed using the Kalman filter

x̂(tjt) = x̂(tjt�1)+K(t) [y(t)� x̂(tjt�1) ]

x̂(t +1jt) = Ax̂(tjt)
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whereK(t) is the time-dependent gain matrix [14].

In our preliminary implementation we have, however, settled for constant variancesV1

andV2, and used the associated stationary filter. Figure 6.7 shows comparisons with
manual tracking for six test sequences. When assessing the quality of the algorithm
from these plots, it is important to realize that manual readings may deviate from the
actual position of the target by several pixels in each coordinate, particularly when the
target is substantially occluded.

6.1.4 Adaptive template

To successfully track a 3D-target in long sequences, simple correlation matching with
a single fixed 2D template is in general insufficient, because of the substantial changes
in shape that the target’s 2D projection undergoes. There are several ways to handle
such transformations. One is to simply interrupt the tracking when the best fit decreases
below a given threshold, and then restart with a new template. Another possibility is to
use multiple template masks, and estimate the transformation of the target by interpo-
lation. We use this second approach to detect the radar symbol, which has a variable
2D-orientation. A third option is to adapt the template to the target’s deformation.

Let x denote position in the template mask. We will assume that this corresponds to a
target positionT(x;p(t)) in imaget, wherep is a transformation parameter set. In our
experiments,T was chosen as an affine transformation

T(x;p) =
�

p1x+ p2y+ p3

p4x+ p5y+ p6

�
; (6.1)

which covers the main shape changes that occur for a predominantly planar target at
large distances from the observer.

The matching problem now consists in maximising the objective function

E(p) =
hm̃;ACs̃ip

hm̃;ACm̃i hs̃;ACs̃i

with s̃= s̃(a;c(p);p), m̃ = m̃(a;c(p)) andC = diag(c(p)). The signal and certainty
windows s̃ andc are created by geometric transformation (warping) of the signal and
certainty function according to Equation (6.1), which corresponds to aligning the target
to the template. We perform the optimisation in two stages. The approximate location
of the target may be determined by the method described in the previous subsections,
but now correlating the signal with a warped template, using the current shape transfor-
mation parameter estimates. This approximate solution is then used as an initial guess
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Figure 6.7: Upper rows: Single frames from six test sequences. This set of sequences
is representative for the various backgrounds, contrasts, noise levels, target sizes and
image velocities that can be anticipated in aiming sequences.Lower rows: Deviation
between automated tracking and manually estimated target position. Manual reading
has an accuracy of approximately�2 pixels in each coordinate.
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for a direction set method [1] that refines the parameter estimates. The reason why we
divide the optimisation process into two stages is that each function evaluation requires
warping to create the signal and certainty windows, which is quite expensive since it in-
volves interpolation. Usually, the inter-frame displacement is dominated by translation,
which is efficiently dealt with by the first stage.

To transform the signal (and evaluateE(p)), it is necessary to use grey-level interpo-
lation. There is a slight complication here when the signal window contains display
symbols. The lowpass character of interpolation causes smearing and consequently dif-
fusion of the symbol into its immediate surroundings. To prevent this, the certainty
function may be used as a weighting function in the interpolation. For instance, in bi-
linear interpolation the grey-value at a non-integer position(ξ̂; η̂) is found from its four
closest pixels by using the local approximation

f (ξ;η) = b0+b1ξ+b2η+b3ξη

The coefficients are easily found from the four constraints provided by the neighbouring
pixels. Starting at the upper left pixel and going clockwise, denote the pixel valuesf1 to
f4. Let the horizontal and vertical distances from the upper left pixel to(ξ̂; η̂) bedξ̂ and
dη̂, respectively. One then finds that

f (ξ̂; η̂) = (1�dξ̂)(1�dη̂) f1+dξ̂(1�dη̂) f2+dξ̂dη̂ f3+(1�dξ̂)dη̂ f4

= ∑
i

wi fi

Similar relations exist for other interpolation schemes. This formulation of interpolation
is easily generalized to take into account the signal certainty by setting

f (ξ̂; η̂) = ∑i c(i)wi fi
∑ j c( j)wj

To prevent non-zero certainty to spread inside the area covered by symbols, a weighting
function that emphasizes positions with low certainty is used when interpolating the
certainty function.

An example of the adaptation process is shown in Figure 6.8.

6.1.5 Discussion

Weighted matching is certainly not new. In fact, many feature-based matching algo-
rithms take into account confidence values for estimates of feature position. The con-
fidence values may include factors such as feature uniqueness, autocorrelation function
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Figure 6.8: Target shape change compensation. The window shows the estimated trans-
formation ofa(x)m(x), the product of the applicability and the template mask.

width, and the reciprocal of the estimated noise variance, [60]. There are also ways
for feature-based algorithms to handle missing correspondences caused by occlusion,
e.g., by using so-called phantom points, [121]. Our proposed intensity-based method
is less general than algorithms based on matching of invariant features such as corners
and edges, since it is invariant only to changes in mean intensity (brightness) and signal
amplitude (contrast), and assumes a signal deformation that can be modelled by a pa-
rameterized geometric transformation. However, these properties are perfectly adequate
for high-precision tracking of planar patches and leads to a simple algorithm that avoids
combinatorial optimisation and outlier detection which are necessary to obtain reliable
feature correspondences.

Cross-correlation is closely related to differential matching. Our assumed model may be
written

η(x; t) = s(T(x;p); t)� (1+λ1)m(x)�λ2 (6.2)

whereη is uncorrelated white noise andT is given by Equation (6.1). At timet +∆t we
obtain

η(x; t +∆t) = s(T(x;p+∆p); t +∆t)� (1+λ1+∆λ1)m(x)� (λ2+∆λ2)
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but from Equation (6.2)

s(T(x;p+∆p); t +∆t)� s(T(x;p); t +∆t)+(1+λ1)(∇xm(x))T
(

∂T(x;p)
∂x

)
�1 ∂T(x;p)

∂p
∆p

Provided that the geometric transformationT(x;p) results in sufficient alignment of the
target to the template (i.e.,∆p is small), the parameter updates∆λ1, ∆λ2, and∆p may be
efficiently estimated by linear least-squares1 [63]. Unfortunately, in our application the
template mask frequently contains occluding symbols (cf. Figure 6.8), which means that
local image structure operations, such as the gradient, are unreliable. There are then two
options – to design an algorithm that uses only pixel-wise operations, which is the case
of our proposed method, or to modify the required local structure operation to take into
account the signal certainty. The latter is indeed possible using normalized convolution,
and in the next section we present a matching algorithm employing this concept.

Earlier we discussed robust distance measures as a means to handle occlusion. An alter-
native iterative approach performs simultaneous classification and parameter estimation.
In this case the SSD would be replaced by a weighted sum∑wi(mi � si)

2 wherewi is
small if si is classified as an outlier; the procedure is referred to as iteratively reweighted
least squares (IRLS). In the next section we present a novel method for tracking of oc-
cluded targets that combines iterative reweighting with normalized convolution.

6.2 Certainty-based phase matching

An alternative to intensity-based template matching is to filter the signal and template
with complex-valued bandpass-filters (preferably quadrature filters), and compare the
argument (phase) of the outputs. As demonstrated by Fleet [57], the phase behaviour
is very resistant to contrast and shading variations, as well as to geometric distortions.
Phase-based matching has primarily been used in binocular disparity estimation (stere-
opsis), [122, 82, 152], which is usually posed as a one-dimensional problem. 2-D match-
ing using phase was suggested by Burt et al. [37]; see also [81, 144], and is most closely
related to edge- and zero-crossing matching, which may be regarded as special cases of
phase-based matching corresponding to specific values of the phase.

Phase-based matching provides an excellent environment for a demonstration of the
concept of local signal modelling by normalized convolution.

1To make the method robust it must be implemented over multiple scales.
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6.2.1 Phase-difference method

A basic result which often serves to motivate the use of phase information in matching is
the Fourier shift theorem [34], which states that a translation of a signal manifests itself
as a phase modulation of the Fourier transform, i.e.,

g(x) = f (x+δx) , G(u) = eiu�δxF(u) (6.3)

whereF andG denote the Fourier transforms of functionsf andg, respectively. We may
sample the Fourier coefficients by convolvingf andg with a complex harmoniceiu0�x,
resulting in outputsof (x;u0) andog(x;u0),

of (x;u0) =

Z
eiu0�(x�ξ) f (ξ)dξ = eiu0�xF(u0)

og(x;u0) =

Z
eiu0�(x�ξ) f (ξ+δx)dξ = eiu0�(x+δx)F(u0)

From the above result it immediately follows that at each position the following relation
holds

u0 �δx = [φg(x)�φ f (x) ]2π +k2π = Arg [o�f (x;u0)og(x;u0) ]+k2π (6.4)

where�π< [φ(x) ]2π = Arg [o(x) ]� π denotes the principal value of the argument, and
k2Z equals the number of complete periods of the harmonic (with sign) in the interval
from the origin toδx. This is one equation forn unknown inRn, so to recover the shift
we must filter with at leastn harmonics, and the set of frequency directions must span
R

n. Since the numberk cannot be recovered from the phase difference, it is necessary
to ensure that only frequenciesju0j< π=jδxj are used.

The idea of comparing the phase of sampled Fourier coefficients is central to the phase-
difference method. However, to construct a useful algorithm we must make a transition
to the local spectrum. If we have a space-variant displacement fieldδx = δx(x), the
above procedure obviously does not work. Strictly speaking, it does not work even if
we do have a pure translation, since we cannot convolve the signal with a filter that has
infinite extent. To estimate the local displacementδx(x0) we must decrease the influence
of positions distant fromx0. A natural approach to achieve this is to introduce a window
functionw(x�x0) [144] that emphasizes positions in the vicinity ofx0, which results in
a windowed transform

F fw(x�x0) f (x)g=
Z

w(x�x0) f (x)e�iu�xdx = e�iu�x0 [hu � f ] (x0)

where

hu(x) = w(�x)eiu�x
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This shows that the above sampling of Fourier coefficients by convolving with harmon-
ics now corresponds to convolving the signal with filtersw(�x)eiu0�x. If w is Gaussian,
these are Gabor filters, Figure 6.9. The Fourier transform of the impulse response is
given by

F fw(x)eiu0�xg= 2πW(u)�δ(u�u0)

which clearly shows that instead of sampling individual Fourier coefficients of the signal,
we are now essentially computing a local mean value around the centre frequencyu0 of
the filter. The width of this local region is inversely proportional to the spatial extent of
the window function (uncertainty relation). Since the principal function of the filter is to
compute a local mean value of the signal in the Fourier domain, it does not necessarily
have to be on the form harmonic� window function; we may use any complex-valued
bandpass filter that, like a Gabor filter, has its nonzero Fourier coefficients concentrated
to a constant-phase ’bump’ at the centre frequency. One particular property not satisfied
by Gabor filters (and the square-windowed filters proposed by Weng [144]) is that the
filter preferably should have nonzero Fourier coefficients only in the half-space specified
by the filter’s principal direction. The reason is that the spectrum of natural images tends
to be concentrated to low frequencies, in particularu = 0 (DC-component)2. If the filter
extends to the origin and into the opposite half-space, the phase estimate may become
significantly distorted by the mean and low frequency variations of the intensity. A
filter that has support only in one half-space of the Fourier domain is by definition a
quadrature filter.

The effect of filtering a signal with a complex-valued bandpass filter is most easily vi-
sualised in 1D. In Figure 6.10 the result of filtering a white noise signal with a Gabor
filter is shown. We see that either of the output components may be described as a si-
nusoidal signal withslowly varyingamplitude and frequency, a frequency that naturally
stays close to the filter’s centre frequency. It is therefore meaningful to write the output
as

o(x) = A(x)eiφ(x) (6.5)

whereA(x)� 0 is referred to as the instantaneous amplitude andφ(x) the instantaneous
phase. An important observation is that the output phase has a very strikinglinear vari-
ation over most of the interval – of course, for a single-frequency signal, the phase will
be perfectly linear. Phase linearity is indeed also to be expected generally, as shown by
Fleet and Jepson [58], except in the scale-space vicinity of so-called phase singulari-
ties, which are points where the filter output passes through the origin in the complex
plane. Phase linearity simply means that the slope of the phase function is constant on
the interval[x;x+ δx], the implication of which is that translation distance is exactly

2Asymptotically, the energy spectrumF�F typically varies asjuj�1.



108 Tracking of occluded targets

−3

−2

−1

0

1

2

3

−3

−2

−1

0

1

2

3

0

0.5

1

horizontal frequency

vertical frequency

Figure 6.9: Fourier transform of the impulse response of eight Gabor filters distributed
in four orientations at two different distances from the origin.

proportional to phase difference, so that (cf. Equation (6.4))

ω(x) �δx(x) = [φg(x)�φ f (x) ]2π +k2π = Arg [o�f (x)og(x) ]+k2π (6.6)

whereω(x) = ∇φ(x) is referred to as the instantaneous frequency. To cope with devi-
ations from perfect linearity, one often takesω(x) = (ω f (x)+ωg(x))=2 as an estimate
of the instantaneous frequency. Of course, we still have the problem that a filter that
extends to a distancejumaxj from the origin in the Fourier domain can only recover dis-
placementsjδxj < π=jumaxj. To overcome this, a multi-scale coarse-to-fine alignment
strategy is usually adopted. This refers to a procedure where the signals are first filtered
with low-frequency filters that can handle large shifts, after which they are geometrically
transformed (warped) towards each other to compensate for the estimated shift. A filter
set with higher centre frequency may then be applied to refine the process, and so on.
Warping may also be used to iteratively improve alignment on a single scale; assuming
the phase to vary continuously betweenx andx+ δx (no singularity), it follows from
Taylor’s theorem that the effect of deviations from perfect phase linearity diminishes as
the two signals are warped towards each other.

The computation of the local frequencyω(x) is facilitated by the relation [55]

φ(x) = arctan

�
Im [o(x) ]
Re[o(x) ]

�
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Figure 6.10: Top left: White noise signal.Top right: Gabor filter response (imaginary
component dashed).Bottom left: Magnitude.Bottom right: Phase. (Adopted from [56].)

so that

ω(x) = ∇φ(x) =
Re[o(x) ] Im [∇o(x) ]�Re[∇o(x) ] Im [o(x) ]

A2(x)
(6.7)

which avoids the problem of differentiating the discontinuous wrapped phase function
explicitly.

A phase-based target tracking algorithm may be constructed as follows. A template
set is generated by filtering an original grey-value template mask with complex-valued
two-dimensional bandpass filters (e.g., Gabor filters) in several (at least two) directions.
To handle large displacements it is necessary to apply several families of filters with
different centre frequencies. For each of these complex templates, we also need the
gradient images of the real and imaginary component fields, to be able to compute the
local frequency according to Equation (6.7). To describe a space-variant displacement
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field we use a parameterized geometric transformation model. Let coordinatesx denote
position in the template mask, andT(x;p(t)) the corresponding target position in image
t, with p a transformation parameter vector. Att + δt the transformation isT(x;p(t +
δt))� T(x;p(t)+δp). Provided that a good estimate ofp(t) is available, we determine
δp by warping the candidate image region towards the template to compensate for the
current transformation estimate. The residual displacementδx(x) is then related toδp
by

T(x;p(t)+δp) = T(x+δx(x);p(t))

Taylor-expanding and keeping only terms to first order we obtain

∂T(x;p(t))
∂p

δp =
∂T(x;p(t))

∂x
δx(x) (6.8)

The warped image region is convolved with filters that can handle ’large’ displacements.
Matching of corresponding filter output phases then amounts to solving the following
over-determined linear equation system (cf. Equation (6.6))

ω j
(xi)

T
(

∂T(xi ;p(t))
∂xi

)
�1 ∂T(xi ;p(t))

∂p
δp = [φ j

s(xi)�φ j
m(xi) ]2π = Arg [o� j

s (xi)o
j
m(xi) ]

(6.9)

wherej = 1: : :M denotes filter directions, andi = 1: : :N positions in the template/region.
The image region may then be further warped to compensate for the estimatedδp, so
that a set of filters tuned to higher frequencies can be applied to improve the alignment
further.

As mentioned above, nonlinear phase variations appear in the vicinity of singularities.
These regions may be detected [55] and the corresponding phase estimates discarded.
Fleet suggests the criterion

k∇ log[o(x)]� iu0k � τσfreq

for a singularity-free neighbourhood, whereτ is a constant andσfreq is the standard
deviation of the filter in the Fourier domain.

6.2.2 Phase-based image matching with uncertain data

To make phase-based matching able to handle uncertain data requires a different ap-
proach than what was used for intensity-based matching. The reason is that phase-based
methods involve features that say something about the structure in the local neighbour-
hood of a pixel. When the signal has a variable confidence value in the vicinity of a
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particular position, the local structure becomes ambiguous. One way to deal with this is
to fit a model to the signal, taking into account the signal confidence, and then determine
the local phase from the model. This may be done using normalized convolution.

Normalized 2D complex bandpass filtering may be implemented similarly to the nor-
malized 3D quadrature filtering described in Section 3.3. Let the filter in directionêk

be given bymk(x)exp[iφk(x)] on magnitude-phase form. For this filter direction we use
a signal model consisting of the basis functionsbk

0(x) = 1, bk
1(x) = exp[iφk(x)], and

bk
2(x) = exp[�iφk(x)]. Choosing the corresponding applicability as the filter magni-

tude functionak = mk(x), the required filters areak, ak exp[iφk(x)], andak exp[2iφk(x)],
where the last one is needed only for computation of the off-diagonal entry of the met-
ric. Sequential decomposition of the filters in each direction is shown in Figure 6.11.
As described in Section 3.3, this generic decomposition allows efficient implementa-
tion of multidimensional quadrature filters, but requires a special optimisation technique
and a convolver that can handle 1-D (or bidiagonal) filters oriented in arbitrary direc-
tions. If a standard Cartesian 1-D decomposition along the coordinate axes is requested,
the bandpass filters must be Gabor filters whose Gaussian envelope corresponds to the
applicability function.

Computation of instantaneous frequency requires gradient filtering of the bandpass filter
output (cf. Equation (6.7)). It proves useful to express the filter output Equation (6.5)
as [55]

o(x) = A(x)eiφ(x) = A(x)ei(φ(x)�u0�x)eiu0�x = olp(x)eiu0�x (6.10)

whereu0 is the centre frequency of the filter. The gradient is then

∇o(x) = ∇olp(x)eiu0�x + iolp(x)eiu0�xu0 = ∇olp(x)eiu0�x + io(x)u0 (6.11)

Sinceo(�) has its spectrum concentrated to the vicinity ofu0, olp(�) is lowpass. This
means that in a local neighbourhood it may be adequately approximated using the basis
functionsb0(x)=1,b1(x)= x andb2(x)= y; the coefficients of the latter basis functions
are then interpreted as the gradient. In terms of normalized (differential) convolution,
with an appropriate applicability functiona, we have

∇̃olp = G�1dl p

where

dlp
i = ha;cihabi ;col pi�habi;ciha;col pi; i = 1;2

and

Gi j = ha;cihabib j ;ci�habi;cihabj ;ci; i, j = 1;2
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af2kafkak

a?

Figure 6.11: Generic sequential decomposition of filters in a single direction used in
normalized phase computation. The subscripts? andk indicate whether the filter is
oriented orthogonally or parallel to the resulting 2D-filter. The product filteraf2 is only
required when filtering the signal certainty.

But, going back to Equation (6.11)

habi ;col pieiu0�x = eiu0�x ∑
ξ

colp(x+ξ)abi(ξ)

= ∑
ξ

colp(x+ξ)eiu0�(x+ξ)abi(ξ)e�iu0�ξ = habie
iu0�(�);coi; i = 1;2;3

so that

∇̃o(x) = G�1d+ io(x)u0

with

di = ha;cihabie
iu0�(�);coi�habi;cihaeiu0�(�);coi; i = 1;2

Consequently, normalized computation of the gradient of the bandpass-filter output re-
quires filtering the certainty function with the six real-valued filtersa, ab1, ab2, ab1b2,
ab2

1, andab2
2, whereas the signal-certainty product should be filtered with the complex-

valuedaeiu0�x, ab1eiu0�x, andab2eiu0�x. Choosing the applicability function as a symmet-
ric Gaussian, each filter may be implemented sequentially using 1D filters, Figure 6.12.
The certainty function used in the gradient computation is the output certainty from the
corresponding normalized bandpass filtering (cf. Equation (3.4)).
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Figure 6.12: Normalized gradient estimation. Sequential decomposition of the six real-
valued filters. The three additional modulated filters (for each bandpass output) may
similarly be decomposed into 1D-filters.

6.2.3 Certainty mask generation from signal reconstruc-
tion error

Normalized convolution provides a means to obtain reliable estimates of local structure
in the presence of partial occlusion, given that the occluding object has been detected
and segmented from the signal. In a controlled environment this is often possible, but
in general it is certainly not, and we therefore seek a method to automatically generate
a certainty mask for image matching. The key to this is signal reconstruction (model
backprojection).

Assuming the discrepancy between the warped signal window and the template mask to
be solely due to global variations in brightness and contrast, we expect the residual

η(x;A;C) = s(T(x;p))�Am(x)�C

to be small for appropriate values ofA andC . If there were no occlusion, the parameters
A andC could be efficiently estimated using the linear least-squares method. To handle
occlusion, letΓm define the set of image pixels that may be covered by the target. This is
a well-defined notion determined by the uncertainty in the geometric transformation pa-
rameter values. InΓm, residuals are assumed to be generated by either of two stochastic
processes: a spatially uncorrelated normal processp1 with zero mean at positions cov-
ered by the target, and an outlier processp0 elsewhere, with the property thatp0(η) = p0

for all residuals. At each position, let the probability of choosing the normal process be
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P1. The log-likelihood of a set of observations is then

logL(A;C) = ∑
i2Γm

log[(1�P1)p0+P1p1(ηjxi ;A;C)]

with

p1(ηjx;A;C) =
1p

2πσ2
exp(�η2(x;A;C)

2σ2 )

The likelihood may be maximized iteratively by the EM algorithm (cf. Section 5.3),
with each iteration consisting of (1) computation of ownership probabilities

q(mji) = P1p1(ηjxi ;A;C)

(1�P1)p0+P1p1(ηjxi ;A;C)

followed by (2) update of the prior probability

P1 =
1
jΓmj ∑

i2Γm

q(mji;k)

updating ofσ and solution of the linear system

∑
i2Γm

q(mji;k)
��

m2(xi) m(xi)

m(xi) 1

��
A
C

�
�
�

m(xi)s(xi)

s(xi)

��
= 0

This produces optimal estimates ofA andC given the current image windows(T(x;p)).
Of course, in tracking the window will for each new image initially not be properly
placed, since the correct transformation has not yet been determined. However, in nat-
ural images the spectrum has a dominant low-frequency content, which means that the
autocorrelation function is quite wide. Most residuals are therefore only marginally af-
fected by a small shift, with the notable exception of positions near sharp edges and
lines. Consequently, we generally expect the algorithm to converge to a solution with
the ownership probabilityq small at positions covered by structures other than the target
(and in the vicinity of linear structures).

Upon convergence, a binary-valued certainty function may be generated by applying
Bayes’ decision rulec(xi) = θ(q(mji)�1=2), with θ(�) denoting Heaviside’s step func-
tion.

The above procedure is from a theoretical point of view somewhat unsatisfactory. The
reason is that the features that we use for matching (local phases) are more or less in-
variant to many signal variations that significantly affect grey-level matching, a typical
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example being a shading gradient. Here is a suggestion for an alternative approach.
Suppose we use a single two-dimensional signal model

s(x+ξ)� o0(x)+
K

∑
k=1

(ok(x)eiφk
(nk�ξ)+o�k(x)e

�iφk
(nk�ξ)) =

K

∑
l=0

ol (x)bl (ξ)

to determine the normalized complex bandpass-filter outputs, rather than theK one-
dimensional models we used in Section 6.2.2. Of course, the coupling introduced be-
tween different filter directions will lead to a large metric tensor (instead ofK small
ones), and a more computationally intensive method. Normalized convolution corre-
sponds to choosing the coefficients to minimise the cost function

E1 =
1
2 ∑

j
∑

i2R j

a(xi�x j)c(xi)(∑
l

os
l (x j)bl (xi �x j)�s(xi))

2

whereR j denotes the neighbourhood ofx j . A good fit to the local template structure
corresponds to a small value of

E2 =
1
2 ∑

j
∑

i2R j

a(xi�x j)c(xi)(∑
l>0

(os
l (x j)�Ajo

m
l (x j)e

i∆φl
(x j ;δp))bl (xi�x j))

2

whereAj 2 R, and∆φ j(xi ;δp) is given by the left hand side of Equation (6.9). This
equation corresponds to minimisingE2 with respect toδp, assuming the basis functions
bl all being mutually orthogonal, which, in this case, is a reasonable approximation.

Our principal objective is to correctly estimateδp. We propose a combined minimisation
of E1 and E2, allowing modification of the certainty function. The idea is to force
the algorithm to choose coefficients that are compatible with both template and signal.
Where this is not possible, the certainty should be lowered. Consider

E = (1�α)E1+αE2+σ2∑
j

∑
i2R j

ai j [�(1�ci) logp0+ci log
ci

P1
+(1�ci) log

1�ci

1�P1
]

whereai j = a(xi �x j) andci = c(xi). � logp0 represents the cost of settingci to zero,
and the last two (entropy) terms favourci = 0=1. It is easily seen that the optimal
coefficients satisfy

(1�α)G(n)os(n)+α

0
B@

0 � � � 0
... G̃(n)
0

1
CAos(n) = (1�α)d+αAn

0
B@

0 � � � 0
... G̃(n)
0

1
CAom(n)ei∆φ(n)

where

[om
( j)ei∆φ( j)

]l = om
l (x j)e

i∆φl
(x j ;δp)

; [os
( j)]l = os

l (x j) ; [d]l = habl ;csi
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andG̃(n) is the metric matrixG(n) without the first column and row.

Minimisation with respect tocn leads to

c(xn) =
P1e

�
η2(xn)

σ2

(1�P1)p0+P1e
�

η2(xn)
σ2

where

η2
(xn) =

1
2 ∑

j2Rn

a(xn�x j) [ (1�α)(∑
l

os
l (x j)bl (xn�x j)�s(xn))

2

+α(∑
l>0

(os
l (x j)�Ajo

m
l (x j)e

i∆φl
(x j ;δp))bl (xn�x j))

2]

The optimal value for the amplitude is given by

An =
(õm(n)ei∆φ(n))� G̃(n) õs(n)

(õm(n)ei∆φ(n))� G̃(n) õm(n)ei∆φ(n)

whereõs is identical toos except that the first element is missing. Setting the derivative
of E with respect toP1 to zero, one finds

P1 =
∑ j ∑i2R j

a(xi�x j)c(xi)

∑ j ∑i2R j
a(xi�x j)

=
1
N ∑

j
∑

i2R j

a(xi�x j)c(xi)

whereN denotes the number of pixels in the signal window. An iterative algorithm may
be devised that for each iteration updates the certainty function andP1, re-estimates the
coefficientsos, δp and the amplitudes, and computes a new reconstruction errorη.

6.2.4 Experimental results

To demonstrate the principles of the approach, a synthetic test sequence with a trans-
lating and rotating target was generated. The inter-frame transformation, 1� rotation
and

p
8 pixels translation, was chosen so that a single-scale implementation would be

sufficient. Responses from four Gabor filters in the directions 0�, 45�, 90�, and 135�

were used. The filters had circular symmetric envelope, centre frequencyπ=2 and a
bandwidth of 0:8 octaves.

The tracking process was started by choosing the initial position of the candidate target
region to coincide with the actual centre position of the target, i.e., no global search
for the target was performed. For each image, the target image region was rewarped
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Figure 6.13: Tracking of a translating and rotating target in a synthetic sequence.

into registration with the mask using bilinear interpolation until the estimated residual
displacement was below 0:30 pixels. Typically, this required two iterations. Estimated
target position and orientation for every tenth image are indicated by a white box in
Figure 6.13.

If an occluding pattern is introduced, the algorithm fails immediately, Figure 6.14. Set-
ting the signal certainty to zero at positions covered by the occluding pattern stabilizes
the algorithm, as shown in Figure 6.15. The performance is virtually indistinguishable
from the non-occluded case, which, of course, cannot be expected in general.

Finally, the first algorithm of Section 6.2.3 was used to automatically generate a certainty
window. The segmentation process converged in less than ten iterations, and consistently
produced correct results, which again led to tracking performance comparable with the
non-occluded case, see Figure 6.16.
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Figure 6.14: The tracking algorithm fails when the target is partially occluded.

Figure 6.15: Performance of the tracking algorithm when the signal certainty is set to
zero at positions covered by the occluding pattern.

6.3 Conclusions

The ability to handle partial occlusion is an important feature of a ’general purpose’
tracking system. Many matching criteria possess this attribute, at least to the extent that
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Figure 6.16: Certainty mask generated from signal reconstruction error. Black corre-
sponds toc= 1, white toc= 0.

the target is not lost when some occlusion occurs. However, if we require the precision
of position estimates to be only marginally affected, we are left with a much smaller set
of algorithms. Robust distance measures are particularly insensitive to moderate amount
of occlusion, as demonstrated here and elsewhere [29, 64]. However, when a significant
portion of the target region is occluded, and/or the data set is small, an alternative ap-
proach is required. In controlled or otherwise particularly simple environments (such as
the layered head-up display sequences) it is often possible to track potential occluding
objects, which render possible use of modified similarity measures that ignore known
occluded parts in matching. This is the approach taken in the first algorithm of this
chapter.

Descriptors of local signal structure, such as gradient, local phase and frequency, may
be used to achieve sub-pixel accuracy in matching and to produce similarity measures
invariant to changes in illumination and geometry. However, local structure estimates
are affected by occlusion, whether it is detected or not. Normalized convolution pro-
vides a means to optimally estimate local structure in signals with missing or uncertain
samples. Combined with outlier detection this makes possible robust tracking without
prior detection of occluding objects.
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7
DISCUSSION

The thesis has treated various aspects of one fundamental problem in image sequence
analysis—how to track image properties in space and time. In this final chapter, we
identify some of the limitations of our proposed methods and suggest extensions or
alternatives.

7.1 Representation of local spatiotemporal structure

The local structure tensor approach to image motion computation is based on the as-
sumption that in the neighbourhood of each position(x; t), the spatiotemporal signal is
constant in the direction(vx(x);vy(x);1), Figure 7.1. Taking into account the fact that
quadrature filters take up a great deal of space—it is very difficult to achieve reasonable
quadrature for filters smaller than 9�9�9 pixels—this is a quite restrictive assumption.
In particular, it does not allow a substantial variation in contrast, or multiple simultane-
ous motions such as transparency, mirror reflection, and occlusion borders. But there is a
difference between not being able to represent certain types of motion, and to produce an
erroneous estimate: if we can detect where the local neighbourhood is inconsistent with
our assumed model, we can give the corresponding motion constraint a low confidence
value so that it does not influence the estimation of motion parameters (or whatever
method we use to compute 2-D motion). An anisotropy thresholding is often sufficient
to dispose of inconsistent estimates, but it does not work for a neighbourhood containing
two predominantly one-dimensional additive signal variations, since the corresponding
spectrum is confined to a plane.

Representation of multiple simultaneous motions requires a more powerful model than
the structure tensor. Shizawa and Mase [125, 126] propose a higher-order tensor model;
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Figure 7.1: Local translation assumption. In each spatiotemporal neighbourhood (ball),
the signal is assumed to be uniquely defined by its value on a slice orthogonal to the
direction of spatiotemporal displacement(vx;vy;1).
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Figure 7.2: Additive motion. The spectrum is confined to two intersecting planes or-
thogonal to the respective spatiotemporal displacement vectors.

their approach is closely related to that of Big¨un (c.f. Section 2.1.1). For two simulta-
neous additive motions, which is characterized by the spectrum being confined to two
intersecting planes1, Figure 7.2, they suggest the local constraint

ωT ûv̂T ωF(ω) = ωTUmωF(ω) = 0 (7.1)

whereû andv̂ are unit vectors in the directions of spatiotemporal displacement. A least-

1Corresponds to mirror reflection. A straight occlusion boundary also roughly satisfies this criterion.
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squares optimalUm minimises the cost function

E(Um) =

Z
(ωTUmω)2jF(ω)j2dω =

Z
(Um�ωωT)2jF(ω)j2dω

= ∑
i jkl

[Um]i j

Z
[ω
ω
ω
ω]i jkl jF(ω)j2dω [Um]kl

The final form shows that the optimum value satisfies the eigenvalue equation

∑
kl

Z
[ω
ω
ω
ω]i jkl jF(ω)j2 dω [Um]kl = λmin[Um]i j ; 8i; j

In matrix-vector form this is a 9-dimensional system. However, ifUm = ûv̂T minimises
E , so doesVm = v̂ûT , which implies that there is redundancy in the eigenvalue equa-
tion. The symmetric tensorUs = Um+Vm allows a reduction to six dimensions. It is
convenient to introduce the vector notation

us
= vec(Us

) = (Us
11;U

s
22;U

s
33;U

s
12;U

s
13;U

s
23)

T

ω2 = vec(ωωT) = (ω2
x;ω

2
y;ω

2
t ;ωxωy;ωxωt ;ωyωt)

T

in terms of which the (now generalised) eigenvalue equation is

G
Z

ω2(ω2)T jF(ω)j2dωGus = λminGus (7.2)

whereG = diag(1;1;1;2;2;2). The two displacement vectors may subsequently be re-
covered from the estimatedus based on the eigenvalue relations

Us û+ v̂
kû+ v̂k = (ûv̂T

+ v̂ûT
)

û+ v̂
kû+ v̂k = kû+ v̂k(û+ v̂)

Us û� v̂
kû� v̂k = (ûv̂T

+ v̂ûT
)

û� v̂
kû� v̂k =�kû� v̂k(û� v̂)

so that ifλ+, λ� are the nonzero eigenvalues ofUs, andê+, ê� the corresponding eigen-
vectors, we obtain

û =

s
λ+

λ+�λ�
e++

s
�λ�

λ+�λ�
e�

v̂ =

s
λ+

λ+�λ�
e+�

s
�λ�

λ+�λ�
e�

The computation of the matrix elements in Equation (7.2) may be done in the spatial
domain using the relationZ

ωkωl ωmωnjF(ω)j2W(ω)dω =

Z
(iωkiωl F(ω))(iωmiωnF(ω))

�W(ω)dω

= (2π)3
Z ∂2 f (x0)

∂x0k∂x0l

∂2 f (x0)
∂x0m∂x0n

w(x�x0)dx0



124 Discussion

where we have explicitly included a weighting function to achieve locality. The ap-
proach of Shizawa and Mase is, in theory, easily generalised to an arbitrary number of
simultaneous additive motions: to estimaten motions, derivatives of ordern must be
computed.

Langleyet al. [101] use spatiotemporal quadrature filters to estimate local mean fre-
quency in the corresponding passbands. Wherever there is power, Equation (7.1) may
be written

uxuyω2
x +vxvyω2

y +(uxvy+uyvx)ωxωy+(ux+uy)ωxωt +(vx+vy)ωyωt +ω2
t = 0

With more than five measurements of local frequency(ωx;ωy;ωt), we obtain a redundant
linear system for the coefficient vector(uxuy;vxvy;(uxvy+ uyvx);(ux+ uy);(vx + vy))

T .
The motion components(ux;uy), (vx;vy) may then be computed from the estimated coef-
ficient vector by straightforward algebraic manipulations. Due to the aperture problem
(which occurs when the moving structure locally has a single orientation, so that the
spectrum is confined to a line) this approach will not work in general, but each filterk
produces a local frequency estimateωk that constrains the spatiotemporal displacement
vectorv j of one motionj to a plane orthogonal to the frequency vector2, ωk � v j = 0,
and a clustering algorithm that is capable of handling multiple motions, such as the one
proposed in Chapter 5, may then be used to classify the constraints and integrate them
spatially. This very attractive approach, pioneered by Fleet and Jepson [57, 55], does
not require construction of an explicit elaborate representation of local structure, but
uses the information provided by each filter response directly.

7.2 Target tracking and image matching

We have argued for the use of quadrature phase information in image matching, based
on its stability against variations in illumination and geometric distortion. As we saw
in Chapter 6, it is easy to compensate for global variations of contrast and brightness
in correlation- or differential-based matching methods, but this does not include more
general intensity changes such as shading gradients or self-shadowing. However, recent
results suggest an elegant way to compensate for variations due to changing illumination
conditions.

For a surface illuminated by a single point-source, the irradiance (received power per
unit surface area) is given byI0n̂ � d̂i , whereI0 is the source intensity,̂n the surface unit
normal, and̂di a unit vector pointing towards the light source. For a diffusely reflecting
(Lambertian) surface, the radiance (emitted power per unit surface area and unit solid

2Assuming the passband contains energy from a single motion.



7.2 Target tracking and image matching 125

angle) is constant for all directions, and equalsrI0n̂ � d̂i=π, wherer is the reflectance
factor (albedo). The albedo and surface normal may be determined from three images
taken from the same viewpoint but with different light source directionsd̂i , provided the
corresponding source intensities are known, and there is no self-occlusion—this is the
basis of photometric stereo [73]. The same three images may alternatively be linearly
combined to reconstruct the appearance of the scene under new lighting conditions.
Again, this does not apply to the case of self-shadowing, but it turns out that a linear
combination of a moderate number of images taken under different lighting directions
often suffice to reconstruct with small error the appearance of a scene under arbitrary
illumination conditions [48, 66, 17]. This suggests the following generalisation of our
model Equation (6.2), [63]

η(x; t) = s(T(x;p); t)�m(x)�∑
i

λibi(x) (7.3)

with b1(x) = m(x) andb2(x) = 1 to compensate for contrast and brightness changes,
and additional basis functionsbi to take into account other illumination variations.

We have used a parameterized geometric transformationT(�;p) to compensate for view
changes, which for substantial viewpoint changes is only feasible for very simple ge-
ometries, such as planar patches. Black and Jepson [29] represent the appearance of a
3-D object by a small set of canonical views, and use a parameterized geometric trans-
formation to align the current image to the nearest canonical view. Each canonical view
may be represented by a linear combination model similar to Equation (7.3).

Image matching using quadrature phase, as presented in this thesis, may be regarded as
a feature-based matching method with a dense field of primitives, in contrast to, e.g.,
interest-point-, zero-crossing- or edge-based approaches. Wu and Bhanu [153] suggest
a view-based object representation where each canonical view consists of a set of multi-
resolution/orientation Gabor filter responses sampled in a sparse grid. The stability of
phase information may allow substantial information reduction without significant loss
of matching performance. However, the sensitivity to occlusion is likely to increase.
Wu and Bhanu use an iterative procedure to detect and remove outlier grid nodes corre-
sponding to occluded parts of the object, but since the filter set applied to each grid node
may be used to accurately model the corresponding signal neighbourhood, it seems that a
scheme combining normalized convolution and object model backprojection, similar to
those presented in Section 6.2.3, would allow a more efficient use of partially occluded
node neighbourhoods.

* * *
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A
TECHNICAL DETAILS

In this appendix we provide some of the more technical details that for continuity reasons
were omitted in the main text. Most results are quite elementary, but it was felt that they
should be included for the sake of completeness.

A.1 Local motion and tensors

A.1.1 Velocity from the tensor

There are two fundamental cases.

1. Moving point, Figure A.1. The spatiotemporal line traced out by the moving
point has a tangent vectorvST = (vx;vy;1)T which is parallel to the eigenvec-
tor ê3 = (e31;e32;e33)

T corresponding to the smallest eigenvalue of the tensor.
Consequently the velocity is given by

v = (vx;vy)
T =

1
e33

(e31;e32)
T (A.1)

2. Moving line, Figure A.2. The moving line creates a plane in the spatiotemporal
volume. In this case the true velocity can not be determined, since it is impossible
to detect any velocity component parallel to the line. However, the component
vnorm normal to the line is easily recovered by noticing that its spatiotemporal
counterpartvST

norm is orthogonal to the eigenvectorê1 corresponding to the largest
eigenvalue, as well as to a vectorl = (e12;�e11;0)T parallel to the line of inter-
section of the motion plane andt = t0. But

e1� l = (�e11e13;�e12e13;e
2
11+e2

12)
T
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so that

vnorm=
�e13

e2
11+e2

12
(e11;e12)

T (A.2)

since the temporal component ofvST
norm equals 1.

A.1.2 Speed and eigenvectors

We have claimed that

s=

s
e2

13

1�e2
13

T rank 1 (A.3)

s=

s
1�e2

33

e2
33

T rank 2 (A.4)

are measures of the magnitude of local velocity.

Proof: (A.3) follows from (A.2) since

kvnormk2 =
e2

13

(e2
11+e2

12)
2
(e2

11+e2
12) =

e2
13

e2
11+e2

12
=

e2
13

1�e2
13

Similarly, (A.4) follows from (A.1) since

kvk2 =
1

e2
33

(e2
31+e2

32) =
1�e2

33

e2
33

2

A.1.3 Speed and Txy

We have claimed that

TrTxy = λ1(1�e2
13) T rank 1 (A.5)

detTxy = λ1λ2e2
33 T rank 2 (A.6)

Proof: WhenT is of rank 1 the leading 2�2-submatrix is

Txy = λ1

�
e2

11 e11e12

e11e12 e2
12

�
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Figure A.1: Moving point case.Left: Image plane.Right: Spatiotemporal volume.
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Figure A.2: Moving line case.Left: Image plane.Right: Spatiotemporal volume.
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Sinceke1k2 = e2
11+ e2

12+ e2
13 = 1, (A.5) follows. WhenT is of rank 2 the leading

2�2-submatrix is

Txy =

�
λ1e2

11+λ2e2
21 λ1e11e12+λ2e21e22

λ1e11e12+λ2e21e22 λ1e2
12+λ2e2

22

�

so that the determinant is

detTxy = λ1λ2 [e
2
11e

2
22+e2

12e
2
21�2e11e12e21e22] = λ1λ2 (e11e22�e12e21)

2

But

e33 = [e1�e2]3 =

������
x̂ ŷ t̂

e11 e12 e13

e21 e22 e23

������
3

= e11e22�e12e21

and we are done.2

A.2 Objective function approximation by variational free
energy minimization

The variational free energy minimization method was developed by the physicists Feyn-
man [54] and Bogoliubov in the context of statistical mechanics.

Let

e�βF = ∑
fQg

exp[�β∑
j ;k

Qjk (E jk�
γ
2 ∑

l2ηk

wklQjl )] = ∑
fQg

e�βU(Q)
; β > 0

F is sometimes referred to as thefree energy. An approximation toF is given by the
variational free energy

βF̃(a) = ∑
fQg

R(Q;a) log
R(Q;a)
e�βU(Q)

whereR is a separable distribution

R(Q;a) =
1
ZR

exp(�∑
j ;k

Qjkajk)

The basic idea is now to determine the parameter seta that minimises the difference
betweenF̃ and F. To motivate this particular choice of approximating function, we
introduce the conditional distribution

P(Q) = P(Qjθ) = exp(�βU(Q))

∑fQgexp(�βU(Q))
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which allows us to write

βF̃(a) = ∑
fQg

R(Q;a) log
R(Q;a)
P(Q)

+βF = DKL(RkP)+βF

whereDKL(RkP) is the Kullback-Leibler distance (or relative entropy), a statistical mea-
sure of the discrepancy ofR from P; it is always nonnegative and vanishes only for
R= P. This equation consequently shows that the optimal parameter set is that which
minimisesF̃(a). Yet another form of the variational free energy is

βF̃(a) = β ∑
fQg

R(Q;a)U(Q)+ ∑
fQg

R(Q;a) logR(Q;a) = βhUiR�SR

wherehUiR is the average ofU under the distributionR(Q;a), andSR is the entropy
of R. This expression for̃F is most useful, since both terms are easily evaluated for a
separable distribution. Introducing the notationhQjkiR = qjk, we obtain

hUiR = ∑
j ;k

qjk (E jk�
γ
2 ∑

l2ηk

wklqjl )

and

SR = ∑
fQg

R(Q;a)(∑
j ;k

Qjkajk + log[∑
fQg

exp(�∑
i;l

Qil ail )]) = ∑
j ;k

qjkajk +∑
l

log(∑
i

e�ail )

The expectation value ofQil underR is

qil = ∑
fQg

Qil e
�∑ j;k Qjkajk

∑fQge�∑ j;k Qjkajk
=� ∂

∂ail
log(∑

fQg

e�∑ j;k Qjkajk) =� ∂
∂ail

∑
k

log(∑
j

e�ajk)

=
e�ail

∑ j e
�ajl

(A.7)

Further, we have

∂
∂aim

hUiR = ∑
j

∂qjm

∂aim
(E jm� γ ∑

l2ηm

wmlqjl )

∂
∂aim

SR = qim+∑
j

ajm
∂qjm

∂aim
� e�ail

∑ j e
�ajl

= ∑
j

ajm
∂qjm

∂aim

so that

∂
∂aim

F̃(a) = ∑
j

∂qjm

∂aim
(E jm� γ ∑

l2ηm

wmlqjl �
1
β

ajm)



132 Technical details

which is zero for

ajk = β(E jk� γ ∑
l2ηk

wklqjl ) (A.8)

Combining Equations (A.7) and (A.8), we obtain a recursive definition of the expectation
value ofQjk

q(t+1)
jk =

e�β(E jk�γ ∑l2ηk
wkl q

(t)
jl )

∑i e
�β(Eik+γ ∑l2ηk

wkl q
(t)
il )

=
[mj pj(εkjθ j )]

β eβγ ∑l2ηk
wkl q

(t)
jl

∑i [mi pi(εkjθi)]
β eβγ ∑l2ηk

wkl q
(t)
il

An asynchronous (nonlinear Gauss-Seidel) update scheme which cycles through the
sitesk and applies this rule for each componentj converges to a fixed-point. This fol-
lows from the observations

∂
∂qjk

F̃(q)
��
qjk=q

(t+1)
jk

= 0
∂2

∂qik∂qjk
F̃(q) =

1
βqik

δi j

which show that the suggested update rule for each sitek minimisesF̃ in the subspace
spanned by the localq variables.F̃ will consequently always decrease as we move from
site to site, and since it is bounded, the relaxation will converge to a fixed-pointfq�jkg.
The optimal approximation toF is then

F̃ =�1
β ∑

k

log[∑
i

e�β(Eik+γ∑l2ηk
wkl q

�

il )]+
γ
2 ∑

j ;k

q�jk ∑
l2ηk

wklq
�
jl

The term quadratic inq is vacuous and may in this formulation be omitted. However,
the fact that the variational energy attains a minimum forq� may be utilized to construct
a generalised objective function whereq is regarded as an independent variable,

�F̃(θ;fqjkg)+ logp(θ) = ∑
j ;k

qjk(�E jk +
γ
2 ∑

l2ηk

wkl qjl )�
1
β ∑

j ;k

qjk logqjk + logp(θ)

with ∑ j qjk = 1;8k.
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Linköping University, Sweden, S–581 83 Link¨oping, Sweden, 1995. Dissertation
No 379, ISBN 91–7871–530–X.

[146] C-J. Westelius, J. Wiklund, and C-F. Westin. Prototyping, Visualization and Sim-
ulation Using the Application Visualization System. In H. I. Christensen and
J.L. Crowley, editors,Experimental Environments for Computer Vision and Im-
age Processing, volume 11 ofSeries on Machine Perception and Artificial Intel-
ligence, pages 33–62. World Scientific Publisher, 1994. ISBN 981-02-1510-X.

[147] C-F. Westin.A Tensor Framework for Multidimensional Signal Processing. PhD
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