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Abstract

Three-dimensional (3D) volume data has become increasingly common with the
emergence and wide availability of modern 3D image acquisition techniques. The
demand for computerized analysis and visualization techniques is constantly grow-
ing to utilize the abundant information embedded in these data.

This thesis consists of three parts. The first part presents methods of analyz-
ing 3D volume data by using second derivatives. Harmonic functions are used to
combine the non-orthogonal second derivative operators into an orthogonal ba-
sis. Three basic features, magnitude, shape, and orientation, are extracted from
the second derivative responses after diagonalizing the Hessian matrix. Two ap-
plications on magnetic resonance angiography (MRA) data are presented. One of
them utilizes a scale-space and the second order variation to enhance the vascular
system by discriminating for string structures. The other one employs the local
shape information to detect cases of stenosis.

The second part of the thesis discusses some modifications of the fast marching
method in 2D and 3D space. By shifting the input and output grids relative to
each other, we show that the sampled cost functions are used in a more consistent
way. We present new algorithms for anisotropic fast marching which incorporate
orientation information during the marching process. Three applications illustrate
the usage of the fast marching methods. The first one extracts a guide wire as
a minimum-cost path on a salience distance map of a line detection result of a
flouroscopy image. The second application extracts the vascular tree from a whole
body MRA volume. In the third application, a 3D guide wire is reconstructed from
a pair of biplane images using the minimum-cost path formulation.
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The third part of the thesis proposes a new frame-coherent volume render-
ing algorithm. It is an extension of the algorithm by Gudmundsson and Randén
(1990). The new algorithm is capable of efficiently generating rotation sequences
around an arbitrary axis. Essentially, it enables the ray-casting procedure to quickly
approach the hull of the object using the so called shadow-lines recorded from the
previous frame.
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1

Introduction

1.1 Thesis Outline

As the thesis title suggests, the work consists of three parts:

• Part I. Enhancement and Detection of Second Order Variation

• Part II. Fast Marching Methods

• Part III. 3D Visualization

All three parts describe new algorithms that process 3D volume data. Each
part starts with algorithms for the 2D case and then continues with generalizing
the algorithms to handle the 3D case. Experiments are done on medical data sets,
but most of the algorithms could be applied to other application areas as well.

The three parts are relatively independent and can be read in any order. How-
ever, some algorithms developed in Part I are used as basic tools in Part II. Parts I
and III are reproduced with minor changes from the licentiate thesis of Lin (2001)
whereas Part II contains the most recent material.

Part I presents methods of analyzing 3D volume data by using second deriva-
tives. Chapter 2 gives the motivation to exploit the second derivatives together
with a short overview of the work. A full treatment is given in Chapter 3 where
local features are successfully extracted from the second derivative responses both
in 2D and 3D space. Related approaches are also discussed in this chapter. Two
applications on 3D magnetic resonance angiography data are given in Chapter 4.
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2 Chapter 1 Introduction

The first one enhances the string-like vessels in the volume. The second one is to
detect stenosis, the narrowing of arteries that is likely to forebode a stroke. Chap-
ter 5 concludes the works of this part.

Part II is about fast marching methods. Chapter 6 formulates the minimum-
cost path problem for both iso- and anisotropic settings. The original fast march-
ing method reviewed in Chapter 7 is used to find the minimum-cost path in the
isotropic case. The shifted-grid fast marching methods are also proposed here
and numerical experiments are conducted. Chapter 8 focuses on the topic of
anisotropic fast marching. We first review the ordered upwind method by Sethian
and Vladimirsky (2001b) and then propose the simplified anisotropic fast march-
ing. Special speed functions are suggested which lead to fast implementations.
These methods are extended to the 3D space in Chapter 9. The usefulness of the
methods are demonstrated by three medical applications in Chapter 10. The first
one is to extract a guide wire in 2D fluoroscopy images, the second one is to ex-
tract a 3D vascular tree from whole body magnetic resonance angiography data,
and the final one is to reconstruct a 3D guide wire from two biplane images.

Part III is on frame-coherent rendering, a technique dedicated for volume vi-
sualization. Chapter 11 is an overview on volume visualization and ray casting
acceleration algorithms. Chapter 12 first describes the original 2D frame-coherent
algorithm by Gudmundsson and Randén (1990). An improved algorithm is then
presented. The new algorithm is capable of efficiently generating rotation se-
quences around an arbitrary axis in 3D space.

1.2 Contributions

The main contributions of the thesis is summarized as follows:

• Part I

– Self-contained frameworks for efficient analysis of 2D and 3D image
data using second derivatives, Sections 3.1.1 – 3.1.3, and 3.3.

– A new complete shape-space for simple and intuitive construction of
shape discriminating filters, Section 3.3.3.

– Comparisons of the second derivative approach to other related works,
Sections 3.2 and 3.3.5.

– Two applications where the above theory is successfully applied, Chap-
ter 4.

• Part II

– The shifted-grid fast marching for a more consistent use of a sampled
cost function, Section 7.2.
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– Simplified anisotropic fast marching and extensions to 3D space, Sec-
tions 8.3.2 and 9.2.

– Special speed profiles that lead to efficient implementation of anisotropic
fast marching, Sections 8.4 and 9.2.2.

– Three path extraction applications using the fast marching methods
(Chapter 10), introducing the following new main ideas:

∗ Cost function construction using line enhancement, non-maximum
suppression, and a salience distance transform, Section 10.3.

∗ Fast marching with tip-tracking, Section 10.5.

• Part III

– An improved frame-coherent rendering algorithm which is capable of
rendering a rotation sequence around an arbitrary axis, Section 12.2.

– The ray-casting procedure to quickly approach the hull of the object,
Section 12.2.2.

Performing research is in many aspects a collaborative effort. In retrospect it
can be hard to say exactly which ideas originated from whom and which ideas
triggered which new ideas. The work in this thesis has been done in close col-
laboration with my supervisor Professor Per-Erik Danielsson, Pelle. Much of the
theory in Part I is based on his ideas, but most of the formulation, implementation
and experimentation found in this thesis is original work. The research behind
Part II was conducted more independently. The idea of shifting the grid in the
fast marching was proposed by Pelle. Part III was done in collaboration with Dr.
Björn Gudmundsson as well. Pelle came up with the concept of shadow-lines for
the continuous case and I focused on the problems occurring when formulating
the method for the discrete case.

1.3 Publications

Certain results of the thesis have previously been published by:

• Danielsson and Lin (1998)
Segmentation of 3D-volume Using Second Derivatives. In Proc. International
Conference on Pattern Recognition, ICPR’98.

• Lin (1999)
Analysis of 3-D Image Data Using Second Derivatives. Master’s thesis, Na-
tional University of Singapore.
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• Lin, Danielsson, and Gudmundsson (2000)
Frame-Coherent Volume Rendering. In Proc. International Conference on Com-
puter Graphics and Imaging.

• Danielsson, Lin, and Ye (2001)
Efficient Detection of Second Degree Variations in 2D and 3D Images. Journal
of Visual Communication and Image Representation 12(3).

• Lin and Danielsson (2001)
Stenosis Detection Using a New Shape Space for Second Order 3D-Variations.
In Proc. of Information Processing in Medical Imaging, IPMI’01.

• Danielsson and Lin (2001)
A New Shape Space for Second Order 3D-Variations. In Visual Form 2001,
Proc. of 4th International Workshop on Visual form.

• Lin (2001)
Enhancement, Detection, and Visualization of 3D Volume Data. Licentiate
thesis, Linköping University.

• Danielsson and Lin (2003)
A Modified Fast Marching Method. In Proc. of Scandinavian Conference on
Image Analysis, SCIA’03.

Omitted from the list are some articles presented at national symposia.



Part I

Enhancement and Detection of
Second Order Variation
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2

Introduction

2.1 Background and Motivation

The subject of second derivatives and spherical harmonics have been broached at
the Electrical Engineering Department of Linköping University for some time by
Danielsson (1980), Lenz (1986), Danielsson and Ye (1988), and Danielsson (1995).
This part of the thesis underscores that second derivatives of 2D or 3D signals are
of fundamental importance in image enhancement, segmentation, analysis and
many other tasks in image processing. Since it is common to describe the local
behavior of a function using derivatives, it is quite natural to analyze an image
by estimating the derivatives at each point. Like every function, a local variation
around a point in an image may be decomposed into a sum of an odd and an even
function. The odd variations may be detected by the first derivatives (the gradi-
ent) and the even variations by the second derivatives. Since odd variations are
invisible to second derivatives and vice versa, the first and second derivatives are
important and necessary complements to each other. In many cases, the contribu-
tions from higher order derivative can be neglected.

Another motivation for exploring the second derivatives comes from the re-
cent interest in 3D volume data analysis triggered by the emergence of many
modern 3D image acquisition techniques. Although the human vision system is
very efficient in interpreting structures in ordinary 2D images, it is less powerful
when dealing with 3D volume data sets. It is still very common to visualize volu-
metric data by displaying them slice by slice or using simple maximum intensity

7



8 Chapter 2 Introduction

projections (MIP). More advanced surface and volume rendering techniques are
available, but as long as the renderings are based only on intensity information,
their usefulness is largely restricted.

In many cases, the original 3D volume is too rich in information. Preprocess-
ing techniques that can discriminate among different shapes and orientations are
highly wanted for. There are many features in 3D data that contain even varia-
tions. For example, certain bone and skin tissues in volumes obtained from com-
puted tomography (CT) or magnetic resonance (MR) are flat and disk-like, while
vascular structures are mostly string-like. As we will see in this thesis, second
derivatives are quite useful to find, enhance and discriminate among these fea-
tures.

The main problem to be addressed in this first part of the thesis is to define
and retrieve useful local descriptors from the second derivative responses. These
quantities are magnitude, orientation and shape. As we know, there are three second
derivatives in 2D images (fxx, fyy, fzz) and six in 3D images (fxx, fyy , fzz , fxy , fxz ,
fyz). The attempt of describing the local neighborhood by magnitude, orientation
and shape is hindered mainly by two facts. In the first place, the second deriva-
tive operators are not orthogonal to each other and therefore, the magnitude is
not simply the L2-norm of the response vector. Secondly, the local orientation is
entangled with the shape information. To solve these problems, we first create
an orthogonal operator set from the second derivative operators with the help of
circular harmonic and spherical harmonic functions in 2D and 3D space, respec-
tively. After transforming the second derivative response vector to this orthogonal
space, the magnitude can be read out directly as the vector length. To separate the
orientation and shape information is more complicated. To this end, we intro-
duce the prototype concept, by which any local variation can be interpreted as a
rotated version of its prototype. A procedure called derotation is then employed
to separate the shape and orientation information. This procedure can be realized
directly in the orthogonal operator space in the 2D case. In the 3D case, it is prefer-
ably implemented by diagonalizing the Hessian matrix. The shape information is
contained in the eigenvalues while the eigenvectors describe the local orientation.

2.2 Organization

Chapter 3 presents the theoretical background of the work. First, the orthogonal
space of the harmonic operators is constructed. We then present how to retrieve
the magnitude, orientation and shape quantities after mapping the second deriva-
tive responses into this space. Related approaches, such as steerable filters by
Freeman and Adelson (1991), ridge detection by Lindeberg (1998) and shape in-
dex and curvedness by Koenderink and van Doorn (1992) in 2D and the ellipsoid
model in 3D by Frangi et al. (1998), are also discussed.
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Two applications on magnetic resonance angiography (MRA) data are given
in Chapter 4. The first one employs the shape feature of strings to enhance blood
vessels while the second one comprises the design of a low-level stenosis detector
directly from the 3D prototype shape space.





3

Second Derivatives and
Spherical Harmonics

3.1 2D Theory

3.1.1 The Second Order Derivative Operators

The 2D Fourier transform operates from the signal domain (x, y) to the Fourier
domain (u, v). The Fourier space can be described using polar coordinates (ρ, θ)
such that (u, v) = (ρ cos θ, ρ sin θ). The derivative operator given in the signal and
Fourier domains is

∂

∂x

F⇐⇒ j2πu = j2πρ cos θ. (3.1)

Taking the derivative of a function is a well-known ill-posed problem (Bracewell
1986). To regularize the derivative operation, operators for derivative estimation
are constructed by convolving (3.1) with differentiable functions.

Hence, we introduce the regularization function h0(r), which is circular sym-
metric and has continuous partial derivatives up to the second order (h0(r) ∈
C2∗). The second derivative operators in 2D space are then




gxx

gyy

gxy


 =




∂2

∂x2

∂2

∂y2

∂2

∂x∂y


 ∗ h0(r)

F⇐⇒




Guu

Gvv

Guv


 = −4π2H0(ρ)




u2

v2

uv


 = H2(ρ)




cos2 θ

sin2 θ

sin θ cos θ




(3.2)

∗f ∈ Ck ⇔ f has continuous partial derivatives of order ≤ k.

11



12 Chapter 3 Second Derivatives and Spherical Harmonics

in the signal and Fourier domain where H2(ρ) ≡ −4π2ρ2H0(ρ).
The angle between the two functions (Guu, Gvv) are defined as

cos(∠(Guu, Gvv)) =
Guu · Gvv

|Guu| · |Gvv| =

∫ π

−π
cos2 θ · sin2 θdθ√∫ π

−π
cos2 θ · cos2 θdθ

√∫ π

−π
sin2 θ · sin2 θdθ

=
1/4π√

3π/4
√

3π/4
=

1
3
. (3.3)

The common radial function H2(ρ) is cancelled out and omitted in this calculation.
Already from (3.2), we find that these two functions can not be orthogonal to each
other since the angular parts of Guu and Gvv are both non-negative.

Since the Fourier transform preserves the total energy of a function, the rela-
tion in (3.3) holds also in the signal domain. Thus, derivative operators (gxx, gyy)
in the signal domain are non-orthogonal and form the same angle ∠(gxx, gyy) =
arccos(1/3) = 70.53◦.

By linear combination and proper normalization, an orthogonal basis function
set (B20, B21, B22) can be constructed using one zero order and two second order
circular harmonics (See Appendix B) as,




B20

B21

B22


 =

√
1
3




1 1 0√
2 −√

2 0
0 0 2

√
2






Guu

Gvv

Guv


 =

√
1
3
H2(ρ)




1√
2 cos 2θ√
2 sin 2θ


 . (3.4)

The coefficients in (3.4) are chosen to satisfy the normalization condition∫ π

−π

B2
2i(ρ)dθ =

2π

3
H2

2 (ρ) for i = 0, 1, 2. (3.5)

Theorem 3.1 If a function is separable into one radial variation and one circular har-
monic variation, then the Fourier transform preserves the angular variation and the radial
function in the two domains are Hankel transforms of each other.

A proof of Theorem 3.1 is given in Appendix A.
Using theorem 3.1, we get the signal domain counterpart of (3.4), the orthogo-

nal harmonic operator set b2,

b2 =




b20

b21

b22


 =

√
1
3




1 1 0√
2 −√

2 0
0 0 2

√
2






gxx

gyy

gxy


 =

√
1
3




h20(r)√
2h2(r) cos 2θ√
2h2(r) sin 2θ


 . (3.6)

Note that although the radial function H2(ρ) is common for all three components
in the Fourier domain, there are two signal domain counterparts denoted as h20(r)
and h2(r), respectively. This is because B20 is a zero-order circular harmonic, so
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70.53◦

fb2

b20

b21

b22

gxy

gxx

gyy

Figure 3.1 The 3D-space spanned by operators (b20, b21, b22).

that H2(ρ) and h20(r) correspond over zero-order Hankel transform, while B21

and B22 are second order circular harmonics, so that H2(ρ) and h2(r) correspond
over a second order Hankel transform.

If h0(r) = e−r2
, we can identify h20(r) and h2(r) without invoking the Hankel

transform as follows,

gxx =
√

3
2

(b20 +
1√
2
b21) =

1
2
(h20(r) + h2(r) cos 2θ),

gxx =
∂2

∂x2
h0(r) = 2(2x2 − 1)h0(r) = 2(r2 − 1 + r2 cos 2θ)h0(r), (3.7)

which yield

h20(r) = 4(r2 − 1)h0(r),

h2(r) = 4r2h0(r). (3.8)

The space spanned by the operators b2 is called the harmonic function space
and is shown in Fig. 3.1. The second derivative operators can also be found as the
linear combinations

gxx =
√

3
2

b20 +
√

3
2
√

2
b21 and gyy =

√
3

2
b20 −

√
3

2
√

2
b21. (3.9)

Seen as bipolar images, the harmonic operators and the derivative operators take
the appearance shown in Fig. 3.2.

We see from Fig. 3.2 that operator b21 and b22 are rotated versions of each other.
A 45◦ rotation of b22 image brings about b21 as

b45◦
22 =

√
2
3
h2(r) sin 2(θ + 45◦) =

√
2
3
h2(r) cos 2θ = b21.
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b20 b21 b22 =
√

8
3
gxy gxx gyy

Figure 3.2 Bipolar images of the operators.

Any operator that resides on the equator, which is the great circle passing b21

and b22 in Fig. 3.1, is a rotated version of b21 as

x · b21 + y · b22 =

√
2
3
h2(r)(x cos 2θ + y sin 2θ)

=

√
2
3
h2(r) cos 2(θ − µ), µ =

1
2

arg(x, y). (3.10)

Since the Laplacian b20 is circular symmetric, any combination of the three
operators will attain a shape solely determined by its latitude on the sphere. To
the left of Fig. 3.3, we show isocurves for constant shapes on the harmonic function
sphere.

The angle µ in (3.10) is determined by the ratio between b21- and b22- com-
ponents only and stays the same along any meridian between two poles. This
is illustrated to the right in Fig. 3.3. The operator x · b21 + y · b22 is obtained by
rotating operator b21 with the angle µ counterclockwise. Therefore, the angle µ is
closely related to the local orientation and is called rotation angle. It will be further
discussed shortly.

3.1.2 Magnitude, Shape, and Orientation

Since the basis functions in the harmonic operator set b2 are linear combinations
of the second derivative operators, the b2-space can be used as a general feature
space for the second order variation in a local neighborhood.

Assume that an image f(x, y) has been convolved with the harmonic opera-
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Figure 3.3 Isocurves in the harmonic function space. Left: Operators on the same
circle have the same shapes. Right: Operators on the same circle have the same
rotation angles.

tors. At each point (x, y), we obtain a response vector fb2 = (f20, f21, f22)T as

fb2 =




f20

f21

f22


 = f ∗




b20

b21

b22


 = f ∗

√
1
3




1 1 0√
2 −√

2 0
0 0 2

√
2






gxx

gyy

gxy




=

√
1
3




1 1 0√
2 −√

2 0
0 0 2

√
2






fxx

fyy

fxy


 . (3.11)

An arbitrary response vector fb2 was portrayed already in Fig. 3.1. If in the neigh-
borhood around (x, y), f(x, y) contains mostly second order variations, its dom-
inant features will be captured in fb2 and can then be examined in the harmonic
function space.

Our goal is to deduce useful quantities that describe the local neighborhood
from the response vector. The response vector fb2 has three degrees of freedom.
Two of these are magnitude and orientation. The third one is shape†. The magni-
tude a is defined by the length of the vector fb2 as

a = ‖fb2‖ =
√

f2
20 + f2

21 + f2
22. (3.12)

In the space shown in Fig. 3.3, we can easily separate the shape and orientation
information since the former one is given by the latitude and the latter one by the

†As a comparison, we note that the gradient contains only magnitude and orientation information.
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longitude on the unit sphere. We assign latitude angle τ as a quantity that measure
the shape,

τ = arctan
f20√

f2
21 + f2

22

, (3.13)

and the rotation angle µ for the orientation

µ =
1
2

arg(f21, f22). (3.14)

In Table 3.1, we list some archetypal 2D shapes – blob, valley, saddle, ridge
and also the second derivative operators in the b2-space at different shape angles
τ . Somewhat surprisingly, the valley and ridge detectors are not quite identical to
the second derivative operators gxx and gyy. Valley and ridge are lines of different
polarity. A line is constant along the “line axis” and has an even profile in the
perpendicular direction. The convolution of a line oriented along the y-axis with
the derivative operators gyy and gxy will give zero responses since there is no
variation along the y-axis. Thus, in the b2-space, the response vector fb2 of this
line should have zero projections on both gyy and gxy . Since

gyy =
√

3
2

(b20 − 1√
2
b21),

gxy =
√

3
2
√

2
b22,

the responses fyy = fxy = 0 yield f22 = 0 and
√

2f20 = f21. These conditions are
satisfied by the two vectors

±(

√
1
3
,

√
2
3
, 0)

in the b2-space. The ± sign depends on the line polarity. Thus, the optimal line
detector will have the shape angle τ = ± arctan

√
1/2 in the b2-space. The mis-

match between the optimal line detector and second derivative operators is di-
rectly caused by the fact that the two derivative operators gxx and gyy are not
orthogonal.

3.1.3 Prototypes

The problem of finding local magnitude, shape and orientation of second order
variations in the 2D space seems to be solved. However, when dealing with the 3D
second derivative responses in the next section, we will find that these quantities
are deeply entangled and more difficult to extract. Therefore, we introduce the
“prototype” concept here which will be used later.
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First, the idea of prototype is borrowed from Lenz (1986) who proposes that
any neighborhood can be seen as a rotated and/or amplified version of certain
prototype. In our case, the goal is to find the second order prototype variation
p(x, y) as well as the amplification and the amount of rotation from any given
neighborhood f(x, y).

Since any rotation of the pattern f(x, y) only causes redistribution between the
responses f21 and f22, the prototype p(x, y) is defined to be the one for which the
harmonic response pb2 = (p20, p21, p22)T satisfies p22 = 0 and ‖pb2‖ = 1. The
definition restricts the prototypes to be those whose harmonic response vectors
are on the semicircle passing b20 and b21 in Fig. 3.4. As we know from the previ-
ous analysis that any half circumference lying between the two poles will contain
all possible shapes in the b2-space, this semicircle is a complete prototype space.
Seven shapes corresponding to Table 3.1 are given to the right of Fig. 3.4 as bipolar
images. In Table 3.1, these prototypes are also expressed as linear combinations of
the derivative operators as well as harmonic functions.

As a summary, we conclude that from the harmonic response vector fb2 , we
can derive the three basic quantities for describing the local second order varia-
tion, namely

magnitude: a = ‖fb2‖,

orientation: µ = 1
2 arg(f21, f22),

shape: τ = arctan
(
f20/

√
f2
21 + f2

22

)
.

Shape description τ
Combination

Derivative Operators Harmonic Functions

Dark blob π/2
√

1
3
(gxx + gyy) b20

Derivative operator arctan
√

2
√

8
3

gxx

√
2
3
b20 +

√
1
3
b21

Valley arctan
√

1/2 gxx − 1
3
gyy

√
1
3
b20 +

√
2
3
b21

Saddle 0
√

2
3
(gxx − gyy) b21

Ridge − arctan
√

1/2 −gyy + 1
3
gxx −

√
1
3
b20 +

√
2
3
b21

Derivative operator − arctan
√

2 −
√

8
3

gyy −
√

2
3
b20 +

√
1
3
b21

Bright blob −π/2 −
√

1
3
(gxx + gyy) −b20

Table 3.1 Prototypes in 2D space. Their shape angles and expressions as linear
combinations of derivative operators and harmonic functions.
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dark blob g
xx valley

saddle

−g
yyridge bright blob

Figure 3.4 Left: The meridian where the prototypes reside. Right: The prototypes
listed in Table. 3.1.

3.1.4 Lines and Line Orientation

As shown in Table. 3.1, lines are found in the b2-space where the shape angle
τ = ± arctan

√
1/2. The following lineness quantity was defined by Danielsson

and Ye (1988) as

kline =
2
√

2f20

√
f2
21 + f2

22

2f2
20 + f2

21 + f2
22

. (3.15)

According to the arithmetic-geometric mean inequality, the quantity kline gets its
maximum value 1 when 2f2

20 = f2
21 + f2

22 or equivalently, when the local shape is
a pure line. It is minimized to 0 when the local shape becomes a saddle or a blob.

To describe the local orientation, we previously used the rotation angle µ in
(3.14). It is the orientation of the local variation relative to its shape prototype,
so that these two align with each other after rotating the prototype with angle µ

counterclockwise.
From Fig. 3.4, we see that prototypes of a ridge and a valley are running in

directions 90◦ apart. From a mathematical point of view, this is not a problem
since a ridge and a valley are two different shapes. The gradual change from a
valley to a ridge is illustrated in Figure 3.5.

In general, valleys and ridges located symmetric about the equator plane are
perpendicular to each other. However, since the common notation of a line and
its orientation does not distinguish between valley and ridge, it might be cumber-
some to use the rotation angle µ directly as the local line orientation.
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Figure 3.5 Gradual change of prototype shapes from a valley (far left) to a ridge
(far right).

This dilemma was solved in (Danielsson and Ye 1988) by introducing a new
response pair [

l1

l2

]
= 2f20

[
f21

f22

]
. (3.16)

For negative f20, l1 and l2 will attain opposite polarities to f21 and f22, respec-
tively. Therefore, regardless of its polarity, the orientation of the line can now be
defined as

µ′ =
arg(l1, l2) − π

2
, (3.17)

where a line aligned with the x-axis has µ′ = 0. See Fig. 3.6.

l
1

l
2

Figure 3.6 Ridges and the valleys are aligned in the (l1, l2)-space.
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3.2 Related Works

3.2.1 Steerable Filters

The term steerable filter, introduced by Freeman and Adelson (1991), describes a
class of filters in which a filter of arbitrary orientation φ can be synthesized as a
linear sum of a given set of rotated versions of itself, so that

gφ(x, y) =
M∑

g=1

kj(φ)gφj (x, y), (3.18)

where the superscript indicates the orientation of the filters. We say that gφ is
steerable using the basis filters gφj .

A simple example of a steerable filter is the directional first derivatives of
a two-dimensional Gaussian. The horizontal and the vertical derivatives of the
Gaussian are

g0◦
1 = −2xe−(x2+y2)/2,

g90◦
1 = −2ye−(x2+y2)/2,

where the subscript indicates the order of the derivative, and the superscript in-
dicates the angle of the derivative direction. It is straightforward to show that a
filter g1 at an arbitrary orientation φ can be synthesized by g0◦

1 and g90◦
1 as

gφ
1 = cos φ · g0◦

1 + sin φ · g90◦
1 . (3.19)

Since g0◦
1 and g90◦

1 span the set of gφ
1 filters, they are called the basis filters for gφ

1 .
The cos φ and sin φ terms are called the interpolation functions for the basis filters.

The case of a steerable filter implementing a directional second derivative is
less trivial. However, the steerable property of the second derivative operators is
quite easy to illustrate using the harmonic space. Without loosing generality, we
assume all the operators are normalized to unit length in the b2-space in the fol-
lowing discussion. From Table. 3.1, we know that the second derivative operators
gφ
2 are located on a latitude circle with the shape angle τ = arctan

√
2. Any three

operators gφ1
2 , gφ2

2 and gφ3
2 on this circle will form a basis where gφ

2 can be steered,
i.e. can be written as a linear sum of the basis filters. Freeman and Adelson (1991)
choose the three basis filters as (g0◦

2 , g60◦
2 , g120◦

2 ). The steering condition is then

gφ
2 = k1(φ)g0◦

2 + k2(φ)g60◦
2 + k3(φ)g120◦

2 , (3.20)

where

kj(φ) =
1
3
(1 + 2 cos 2(φ − φj)), (3.21)
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with φ1 = 0◦, φ2 = 60◦ and φ3 = 120◦.
More generally, any operator in the b2-space is steerable, normally by three

basis functions located on the same latitude, with the exception of the operators on
the pole and the equator where only one or two basis are needed, respectively. The
result obtained from the analysis of the harmonic function space in Fig. 3.1 and
3.3 is consistent with the theorem by Freeman and Adelson (1991). This theorem
claims that if a filter g is expanded in a Fourier series in polar angle φ as

g(r, φ) =
N∑

n=−N

an(r)einφ, (3.22)

then T basis functions are sufficient to form a basis in (3.18), where T is the number
of non-zero coefficient an(r) in (3.22). In the b2-space, the operators located at the
pole, on the equator or in the other parts of the sphere can be expanded into one,
two and three terms, respectively, in the form of (3.22). Thus, the steerable basis
in these three cases must consist one, two and three functions.

The steerable filters can be used for local orientation analysis. Freeman and
Adelson (1991) showed an example where the orientation is extracted from the
outputs of quadrature pairs. The “oriented energy” E2(φ) is defined as

E2(φ) = (f ∗ gφ
2 )2 + (f ∗ hφ

2 )2, (3.23)

where f is the signal and hφ
2 is approximation of the Hilbert transform of gφ

2 . The
equation (3.23) can be written as a Fourier series in angle,

E2(φ) = C1 + C2 cos 2φ + C3 sin 2φ + higher order terms · · · . (3.24)

The local orientation is then obtained as

φ =
arg(C2, C3)

2
. (3.25)

If the neighborhood has a quadratic form, the second derivatives of Gaussian
will capture most of the variation and the responses to their Hilbert transform will
become negligible. In this case, the formulas for C2 and C3 (Freeman and Adelson
1991) yield

C2 = 0.5(f2
xx − f2

yy)

C3 = −(fxx + fyy)fxy (3.26)

In our notation, we find that

C2 =
3

2
√

2
f20f21 and C3 = − 3

2
√

2
f20f22.
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Thus, the orientation obtained in (3.25) is − arg(l1, l2)/2 which is similar to the
result in Section 3.1.4.

From the expansion in (3.22), it is evident that more complicated patterns re-
quire basis functions of higher order than zero and two. However, we believe that
among the high order derivatives, the second order ones are the most important
complement to the gradient. In general, they capture most of the even variation
in the neighborhood.

When designing the steerable filters for second derivatives of a Gaussian, Free-
man and Adelson (1991) choose three basis filters as (g0◦

2 , g60◦
2 , g120◦

2 ). However,
this basis is also modified to the ordinary second derivative operator set (gxx, gyy,

gxy) in order to achieve separateness. We believe that our approach is more com-
plete since with approximately same amount of calculation, we are able to extract
an extra shape quantity. Shape information is certainly also embedded in the re-
sponses to the basis of the steerable filter. However, due to the non-orthogonality
of the bases, the deduction of shape becomes cumbersome and remains unex-
plored.

3.2.2 Line Detection by Lindeberg

Lindeberg (1994) emphasizes the importance of including scale information when
extracting features from image data since “objects in the world and details in im-
ages, only exist as meaningful entities over limited ranges of scale”. The scale-
space representation L of a given signal f is obtained by convolving f by Gaussian
kernels g of various widths t = σ2,

L(·; t) = g(·; t) ∗ f, (3.27)

and the scale-space derivative is defined naturally as

Lxαyβ (·; t) = ∂xαyβ (g(·; t) ∗ f) = gxαyβ (·; t) ∗ f. (3.28)

Since the amplitude of the derivatives tends to decrease due to smoothing op-
erations, normalized derivatives are used. Lindeberg (1998) introduces the γ-
parameterized normalized derivatives as

∂x,γ−norm = tγ/2∂x. (3.29)

For simplicity, in the following discussion of the work by Lindeberg (1998) on
line detections with automatic scale selection, we leave out the scale selection part.
A local orthogonal coordinate system (p, q) is introduced at every image point
(x0, y0) to eliminate the mixed second-order derivative Lpq. See Fig. 3.7 (right).
The (p, q)-system is achieved by rotating the coordinate system with an angle β
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defined by

cos β|(x0,y0) =

√√√√√1
2


1 +

Lxx − Lyy√
(Lxx − Lyy)2 + 4L2

xy





(x0,y0)

sinβ|(x0,y0) = sgn(Lxy)

√√√√√1
2


1 − Lxx − Lyy√

(Lxx − Lyy)2 + 4L2
xy





(x0,y0)

. (3.30)

By eliminating the cross second derivative response, the definition of the line
point is simplified. The points on a ridge, for instance, should satisfy




Lp = 0,
Lpp < 0,

|Lpp| ≥ |Lqq|,
or




Lq = 0,
Lqq < 0,

|Lqq| ≥ |Lpp|.
(3.31)

A close look at the angle β shows that it is essentially the same as the rotation
angle µ given in (3.14). In Fig.3.7, we indicate β in both b2-space and the signal
space. By rotating the coordinate system, the direction information is taken away
from the local signal while the shape information is unchanged. In the (p, q)-
system, the underlying signal becomes aligned with its prototype form. As shown
in Fig. 3.4, the prototype of the ridge runs along the x-axis which becomes q-
axis in the (p, q)-system. This shows that the second ridge condition in (3.31) is
unnecessary since it will never be satisfied. This is easy to verify from the formulas

Lpp = (Lxx + Lyy −
√

(Lxx − Lyy)2 + 4L2
xy),

Lqq = (Lxx + Lyy +
√

(Lxx − Lyy)2 + 4L2
xy), (3.32)

where it is obvious that the condition Lqq < 0 and |Lpp| > |Lqq| cannot be satisfied
simultaneously.

After the ridge detection, Lindeberg (1998) defines three different ridge strength
measurements as

ML = max(|Lpp|, |Lqq|),
NL = (L2

pp − L2
qq)

2,

AL = (Lpp − Lqq)2.
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x

y

q

p

b21

b22

2β β

Figure 3.7 Left: Angle β in the (b20, b21)-space. Right: The (p, q)-system by
rotating the original signal coordinate by angle β.

Translated to harmonic responses, these entities yield

ML = max

(∣∣∣∣∣
√

3f20 ±
√

3
2

√
f2
21 + f2

22

∣∣∣∣∣
)

,

NL = 3f2
20 ·

3
2
(f2

21 + f2
22),

AL =
3
2
(f2

21 + f2
22).

Considering the locations of these responses in the b2-space, we find that the
ML entity has very little shape selection ability; it will give strong responses to
all second order variations. The third entity AL is a saddle response rather than
a line response. The second entity NL is the only one that suppresses both blob
and saddle shapes and enhances the features in between them where ridge can
be found. These insights, easy to conclude from the b2-space in Fig. 3.4, are com-
mented and verified by experiments in (Lindeberg 1998).

3.2.3 Shape Index and Curvedness

Koenderink and van Doorn (1992) derived the local shape and curvedness from
established curvature measures in differential geometry theory. A gray-scale 2D
image f(x, y) can be seen as a 2D surface (x, y, f(x, y)) in 3D space. At every point
on the surface, the principal curvatures κ1 and κ2 measure the maximum and
minimum bending of the surface. In standard differential geometry, two other
local quantities – the Gaussian curvature K and H are commonly used. They are
the geometrical mean (K = κ1κ2) and arithmetic mean (H = (κ1 + κ2)/2) of the
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principal curvatures. They are in general computed as

K =
fxxfyy − f2

xy

1 + f2
x + f2

y

, (3.33)

H =
fxx + fyy + fxxf2

y + fyyf2
x − 2fxfyfxy

2(1 + f2
x + f2

y )3/2
. (3.34)

In the situation when the magnitude of the gradient is zero, the Gaussian curva-
ture and mean curvature are simplified as

K = fxxfyy − f2
xy = det(H), (3.35)

H =
fxx + fyy

2
=

1
2

trace(H). (3.36)

Thus, κ1 and κ2 are the eigenvalues of the Hessian matrix.
Koenderink and van Doorn (1992) argued that the Gaussian curvature and the

mean curvature, although convenient in works of mathematical nature such as the
investigation of global properties of manifolds, are not indicative of local shapes.
For example, “bending a surface without stretching conserves the Gaussian curva-
ture, although this action definitely changes the shape in the commonsense of the
word”. Since “all local approximations for which the ratio of the principal curva-
tures is equal are of the same shape”, a polar coordinate system (κ1, κ2) is defined
as shown to the left of Fig. 3.8. The direction in this space encodes the shape,
whereas the distance from the origin encodes the size. Furthermore, Koenderink
and van Doorn (1992) observed that the diametrically opposite points represent
opposite shapes, whereas points that are symmetric about the κ1 = κ2-axis repre-
sent features 90◦ apart. Thus, two quantities – the shape index s and curvedness c

are defined as

s =
2
π

tan−1

(
k2 + k1

k2 − k1

)
(κ1 ≥ κ2) (3.37)

c =

√
κ2

1 + κ2
2

2
(3.38)

All surface patches, except for the planar patch which has an indeterminate
shape index, map to the segment s ∈ [−1,+1]. At the extreme ends where s equals
to 1 or -1, the local shape is a spherical cap or cup. Ridge or valley appears when s

equals to 0.5 or -0.5. Between the cup and valley, there are trough-shapes, whereas
between the cap and ridge, there are dome-shapes. The symmetrical saddle occurs
when s is 0. The situation is summarized in Table 3.2.

If we again think the 2D surfaces as a gray-scale image, in which the surface
height represents the intensity, we find several similarities between Koenderink
and van Doorn (1992)’s work and ours. First, the shape definition is identical.
The spherical cup and cap correspond to the dark and bright blob, respectively.
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f21

f20

shape

curvedness

A

A

B
B

C

C

κ1κ1

κ1

κ2

κ2

Figure 3.8 Left: The (κ1, κ2)-space in which shape index and curvedness are de-
fined. The antipodal points A and C represent opposite shapes. Points A and
B are related by a reflection on the κ1 = κ2-axis. They represent features that
are 90◦-rotated versions of each other. Right: The (f20, f21)-space. The previous
relationship of the shape between points A,C and A,B hold the same.

s -1 -0.5 0 0.5 1

spherical cup valley saddle ridge spherical cap

Table 3.2 The shape index s and the corresponding shapes.

In both works, half of a circle is found sufficient to represent all the local shapes.
The principal curvatures are rotation-invariant, therefore they contain only shape
and magnitude information. By finding the principal curvature of the surface,
we solve the problem of finding the prototype of the local neighborhood. This
will become clearer when the idea of derotation is formally introduced in the next
section.

A difference emerges from our previous analysis that the second derivative
operators are not orthogonal. Since the principal curvatures κ1 and κ2 are com-
puted by convolving the image with the second derivative operators, we argue
that it is not appropriate to portray the responses in an orthogonal space as to the
left of Fig. 3.8. Rather, an alternative plot is given to the right of Fig. 3.8. The
quantities f20 and f21 are the response to the operators b20 and b21 which are or-
thogonal, while the principal curvatures form an angle of 70.53◦. This new space
is consistent with the intuitive notion of shape and keeps most properties of the
(κ1, κ2)-space, i.e. the vector direction in this space represent the shape and the
length represent the size or the magnitude of the second order variation in our
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definition; the antipodal points A and C represent opposite shapes or equiva-
lently, shapes of different polarities and the reflected points A and B about the
f20-axis represent features that are 90◦-rotated versions of each other.

As mentioned above, the direct connection between the classical curvature
measures defined in differential geometry and the Hessian matrix assumes that
the magnitude of the gradient is zero. If this is not the case, the deduction to the
second order shape space will be more complicated.

3.3 3D Theory

3.3.1 Extensions to 3D Space

The method of constructing orthogonal harmonic basis functions from the sec-
ond derivative operators in 2D space is directly extensible to the 3D space. Let
ho(r) ∈ C2 represent a rotationally symmetric 3D function. For the second deriva-
tive operators in the signal and Fourier domains, we use notations

g2 = (gxx, gyy, gzz, gxy, gxz, gyz)T ,

G2 = (Guu, Gvv, Gww, Guw, Guw, Gvw)T ,

where

u = ρ sin θ cos φ, v = ρ sin θ sinφ, w = ρ cos θ.

They correspond to each other as




gxx

gyy

gzz

gxy

gxz

gyz




=




∂2

∂x2

∂2

∂y2

∂2

∂z2

∂2

∂x∂y
∂2

∂x∂z
∂2

∂y∂z



∗ h0(r)

F⇐⇒




Guu

Gvv

Gww

Guv

Guw

Gvw




= −4π2H0(ρ)




u2

v2

w2

uv

uw

vw




= H2(ρ)




sin2 θ cos2 φ

sin2 θ sin2 φ

cos2 θ

sin2 θ sin φ cos φ

sin θ cos θ cos φ

sin θ cos θ sin φ




,

(3.39)

where h0(r) and H0(ρ) are a Fourier transform pair and H2(ρ) = −4π2ρ2H0(ρ).
By calculations similar to (3.3), we find that operators Guu, Gvv and Gww mu-

tually have angles 70.53◦ between each other while the cross derivative operators
Guv, Guw and Gvw are orthogonal to each other and to the other operators. These
relations are preserved over the Fourier transform due to the power theorem. In
Fig. 3.9, we plot (gxx, gyy, gzz) in an orthogonal space spanned by the basis func-
tions (c20, c21, c22), which will be introduced shortly in (3.42).
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To construct an orthogonal basis function set, one zero order and five second
order spherical harmonics are employed. The five second order spherical harmon-
ics are

3

2
cos2 θ − 1

2
,

√
3

2
sin2 θ cos 2φ,

√
3

2
sin2 θ sin 2φ,

√
3

2
sin 2θ cos φ,

√
3

2
sin 2θ sin φ,

as in Appendix B. The coefficients are set to bring the Euclidean norm of the five
components to unity.

Thus, the operator set G2 are combined into the orthogonal basis set

C2 = (C20, C21, C22, C23, C24, C25)T

as




C20

C21

C22

C23

C24

C25




=




√
1
6

√
1
6

√
1
6

0 0 0

−
√

5
24

−
√

5
24

√
5
6

0 0 0√
5
8

−
√

5
8

0 0 0 0

0 0 0
√

5
2

0 0

0 0 0 0
√

5
2

0

0 0 0 0 0
√

5
2







Guu

Gvv

Gww

Guv

Guw

Gvw




= H2(ρ)




√
1
6√

5
24

(3 cos2 θ − 1)√
5
8

sin2 θ cos 2φ√
5
8

sin2 θ sin 2φ√
5
8

sin 2θ cos φ√
5
8

sin 2θ sin φ




,

(3.40)

where following normalization and orthogonality conditions are easy to verify,

∫ 2π

0

∫ π

0

C2
2i sin θ dθ dφ =

4π

6
H2

2 (ρ) for i = 0, 1, 2, 3, 4, 5,

∫ 2π

0

∫ π

0

C2iC2j sin θ dθ dφ = 0 i 6= j.

Theorem 3.2 If a function is separable into one radial variation and one spherical har-
monic variation, then the Fourier transform preserves the angular variation and the radial
function in the two domains are Hankel transforms of each other.

The theorem was formulated by Stein and Weiss (1971) and proved by Andersson
(1991).

As in the 2D case, because of the above theorem and because the Fourier trans-
form preserves the total energy, the inverse Fourier transform of the set C2, de-
noted as c2, is an orthogonal basis function set in the signal domain,

c2 = M · g2, (3.41)
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Figure 3.9 Left: The 3D-space spanned by operators c20, c21 and c22. The second
derivative operators gxx, gyy and gzz are also presented in this space. Right: Top
view of the space to the left.

where M is the 6 × 6 matrix in (3.40). More explicitly, the harmonic operators are
linear combinations of the derivative operators as

c2 =




c20

c21

c22

c23

c24

c25




=




√
1
6h20(r)√

5
24h2(r)(3 cos2 θ − 1)√
5
8h2(r) sin2 θ cos 2φ√
5
8h2(r) sin2 θ sin 2φ√
5
8h2(r) sin 2θ cos φ√
5
8h2(r) sin 2θ sin φ




=




√
1
6 (gxx + gyy + gzz)√
5
24 (2gzz − gxx − gyy)√

5
8 (gxx − gyy)√

5
2gxy√
5
2gxz√
5
2gyz




. (3.42)

Similar to the situation in the 2D case, the radial variation H0(ρ), common for
all six basis function in the Fourier domain, corresponds over two Hankel trans-
forms of different orders with the functions in signal domain. Since the harmonic
variation is of zero order for the Laplacian operator c20 and of second order for the
five other basis functions, the two radial variations obtained over Hankel trans-
forms of different orders are denoted as h20(r) and h2(r) just as in the 2D case.
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3.3.2 Outline of the Derotation Procedure

To measure the local second order variation in a volume f(x), we calculate the
harmonic response vector fc2 = (f20, f21, f22, f23, f24, f25)T at every (x, y, z) as

fc2 = f ∗ c2 = f ∗ (M · g2) = M · (f ∗ g2) = M · fg2 , (3.43)

where fg2 = (fxx, fyy, fzz, fxy, fxz, fyz)T . Note that the harmonic response fc2 is
computed via the second derivative responses. The main reason for this seem-
ingly indirect computation is that the second derivative operators are possible to
compute with highly separable operators and thus improve the efficiency.

The six-dimensional harmonic response vector is more difficult to interpret
geometrically than its three-dimensional counterpart in the 2D space. Even so,
we have the same goal in mind, namely to transform the response vector into
the three quantities magnitude, orientation and shape which are more suitable for
further high-level analysis.

Since the operator set is orthogonal, the magnitude of local second order vari-
ation is simply defined by the L2-norm of the response vector,

‖fc2‖ =
√

f2
20 + f2

21 + f2
22 + f2

23 + f2
24 + f2

25. (3.44)

To separate the orientation and shape information, we make the following ob-
servation. An arbitrary rotation in 3D space can be decomposed into three con-
secutive rotations around the coordinate axes. Therefore, amongst the six degrees
of freedom in fc2 , three are taken by the orientation, one by the magnitude. The
remaining two will then represent shape. We claim,

Theorem 3.3 (corollary) Except for variation due to rotation, the second order variation
of a 3D function has three degrees of freedom.

In the sequel we will interpret any neighborhood f(x) as a rotated version of
a prototype p(x), the harmonic response pc2 of which has the form

pc2

4
= (p20, p21, p22, 0, 0, 0)T . (3.45)

Since p(x) has non-zero responses only in the first three positions, it may be de-
scribed by the subspace spanned by (c20, c21, c22) in Fig. 3.9. The length of the
response vector pc2 represents the magnitude, and its direction in (c20, c21, c22)-
space should reveal the shape. Because p(x) and f(x) only differ by orientation,
this is the magnitude and shape of the second-order variation of the original f(x)
as well.

The procedure to recover the second order variation prototype p(x) from f(x)
is called derotation. Two methods have been proposed and discussed in (Daniels-
son 1995) and (Lin 1999). The first one performs derotation directly on the har-
monic response vector while the second one obtains this result by diagonalization
of the Hessian matrix. Illustrations of the two methods are shown in Fig. 3.10.
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In both cases, the dashed lines indicate that f(x) is created as a rotated version
of p(x). To the left, the harmonic responses fc2 is calculated via fg2 and via the
derotation R we obtain the harmonic responses pc2 of the prototype, that is

pc2 = R · fc2 . (3.46)

Such a procedure R may employ a series of rotations that gradually deplete the
three cross derivative responses in fc2 as described in (Danielsson 1995). In any
case, the net rotation is a 6× 6 matrix from which the orientation can be extracted
as a sequence of three planar rotations.

+

*

R

p(x) f(x)

pc2 fc2

fg2

*

+

p(x) f(x)

pc2

R
pg2

fg2

Figure 3.10 Illustrations of two approaches of derotation.

The second method of derotation uses the Hessian matrix and is conceptually
illustrated to the right in Fig. 3.10. The Taylor expansion of a 3D function in a
neighborhood of x0 is

f(x0 + δx) = f(x0) + δxT∇ + δxTHδx + O(‖δx‖3), (3.47)

where ∇ is the gradient vector (fx, fy, fz)T and H the Hessian matrix,

H =




fxx fxy fxz

fxy fyy fyz

fxz fyz fzz


 . (3.48)

The local second order features are captured by H. A straightforward step in
analyzing the quadratic variation δxTHδx in (3.47) is to reduce it to a canonical
form (all cross-derivatives having zero coefficients) via a 3D rotation in the signal
space (x, y, z). This is equivalent to the matrix algebra problem of diagonalizing
H as

RTHR = RT




fxx fxy fxz

fxy fyy fyz

fxz fyz fzz


R =




pxx 0 0
0 pyy 0
0 0 pzz


 . (3.49)
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As shown by (3.42) and (3.43), the three cross-derivatives (fxy, fxz, fyz) are
identical to (f23, f24, f25) in the harmonic response fc2 except for a scale factor.
Therefore, the diagonalization of the Hessian also returns the prototype response
pg2 . In a neighborhood where f(x) is dominated by the second order variation,
we can write f(x) ≈ xTHx, and the derotation procedure is then

f(Rx) ≈ xT RTHRx = xT Λx = p(x). (3.50)

To the right in Fig. 3.10, we see that the derotation step takes place directly
on the second derivative response fg2 . Note that the rotation matrices in the two
methods are denoted differently as R and R, respectively. R is a 3 × 3 matrix that
rotates the signal as shown in (3.50), while R is a 6× 6 matrix that operates on the
harmonic response vector in (3.46).

The vector pg2 = (pxx, pyy, pzz)T is the second derivative responses of the pro-
totype, which appears as the eigenvalues in (3.49). The upper-left 3× 3 submatrix
M of M in (3.40) and (3.43) can be carried over to compute the harmonic responses
as

pc2 =




p20

p21

p22


 = M · pg2 =




1√
6

1√
6

1√
6

−
√

5
24 −

√
5
24

√
5
6√

5
8 −

√
5
8 0






pxx

pyy

pzz


 . (3.51)

For simplicity, we keep the same notation pc2 as in (3.45) for its first three compo-
nents since the remaining three are all zeros.

3.3.3 Shape Redundancy in the (c20, c21, c22)-space

After derotation, the second order variation in a neighborhood of f(x) is projected
as pc2 in the (c20, c21, c22)-space. The vector pc2 is computed from pg2 as shown
in (3.51). Though pg2 consists of the eigenvalues of the Hessian matrix, there are
six possible permutations of the three eigenvalues, each one bringing a different
response vector pc2

‡. These six harmonic response vectors correspond to the same
shape taking on six different orientations in the signal space. This fact reveals that
as a shape-space, the (c20, c21, c22)-space has a six-fold redundancy. Therefore, a
consistent and unique manner of identifying the eigenvalues with (pxx, pyy, pzz)
is necessary.

In different ordering schemes of the eigenvalues, the Laplacian response p20

remains the same, while the values of p21 and p22 vary. Therefore, it is adequate
to limit the discussion on the (c21, c22)-plane.

‡Actually, when all the eigenvalues are the same, all six permutations will give the same pc2 ; when
two of eigenvalues are the same, there will be three different pc2 .
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The basis function set (c21, c22) can be written in polynomial form as[
c21

c22

]
=

√
5
8

h2(r)
r2



√

1
3 (2z2 − x2 − y2)

x2 − y2


 . (3.52)

A rotation around c20-axis with 120◦ or 240◦ creates two other sets[
c31

c32

]
=

[
− 1

2

√
3

2

−
√

3
2 − 1

2

][
c21

c22

]
=

√
5
8

h2(r)
r2



√

1
3 (2x2 − y2 − z2)

y2 − z2


 , (3.53)

[
c41

c42

]
=

[
− 1

2 −
√

3
2√

3
2 − 1

2

][
c21

c22

]
=

√
5
8

h2(r)
r2



√

1
3 (2y2 − z2 − x2)

z2 − x2


 . (3.54)

The polynomial expressions for both these sets are identical to the ones of
(c21, c22) except for cyclic permutations of the signal space coordinates. The shapes
they represent in the signal domain are therefore identical.

This is not surprising. The projections of the three derivative operators (gxx, gyy ,
gzz) on the (c21, c22)-plane were shown in Fig. 3.9. They are 120◦ apart and di-
vide the circle evenly. When a local neighborhood f(x) rotates around the vector
(1, 1, 1) (the cube diagonal) with 120◦, or equivalently the coordinate axes permute
as (x → z, y → x, z → y), the derivative responses will permute accordingly. From
Fig. 3.11 we see that the actual permutation of the signal space variable correspond
to a 120◦ rotation around c20-axis in the (c20, c21, c22)-space. Another permutation
of the coordinate axis (x → y, y → z, z → x) has the harmonic responses rotated
240◦ around c20.

Rotations of the signals around x, y or z-axis by 90◦ also create duplicate shapes
in the (c20, c21, c22)-space. For example, a rotation around the z-axis with 90◦ cor-
responds to the replacement of (x, y) by (y,−x) in the basis functions, The new
basis functions are[

1 0
0 −1

][
c21

c22

]
=

√
5
8

h2(r)
r2



√

1
3 (2z2 − x2 − y2)

y2 − x2


 . (3.55)

Similarly, rotations around x and y-axis with 90◦ produce[
− 1

2 −
√

3
2

−
√

3
2

1
2

][
c21

c22

]
=

√
5
8

h2(r)
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1
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 , (3.56)

and [
− 1

2

√
3

2√
3

2
1
2

][
c21

c22

]
=

√
5
8

h2(r)
r2



√

1
3 (2x2 − z2 − y2)

z2 − y2


 , (3.57)
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Figure 3.11 Linear combinations in the (c21, c22)-subspace illustrate the effect of
permutations of the signal space coordinates. The polynomial forms taken from
(3.52)–(3.57) are used to indicate each basis function. Different basis function
pairs are portrayed in different line-styles.

where (y, z) and (x, z) are replaced by (z,−y), (z,−x) in the polynomials respec-
tively. All these basis function are of course in the (c21, c22)-plane and their axes
are portrayed in Fig. 3.11, with different line styles.

In total, the same shape appears six times in the (c20, c21, c22)-space in six dif-
ferent rotated versions. Hence, one sixth of the 360◦ equator is sufficient to de-
scribe the (c21, c22) component of all the shapes. We select the 60◦ sector located
symmetrically around the c22-axis as the “chosen sector”, knowing that any of the
other 60◦-sectors would be just as fine.

The non-redundant shape space of 3D second order variations then consists
of a 60◦ spherical wedge of the unit sphere as portrayed in Fig. 3.12. The zero-
crossing surfaces of various prototype shapes are plotted at proper locations on
the wedge. In this rendering scheme the plane and string do not look ideal. How-
ever, we will show below that they are indeed the prototypes of these two shapes.
All the shapes are defined by two angles τ1 and τ2 where

τ1 = arg(
√

p2
21 + p2

22, p20), (3.58)

τ2 = arg(p21, p22), (3.59)

as illustrated in Fig. 3.13. In Table. 3.3, we list the prototype shapes in Fig. 3.12
together with their shape angles. Additionally, the prototypes are also expressed
as combinations of derivative operators and harmonic functions. Note that the
axially symmetric shapes like string, plane and double cone are found at the two
boundaries of the wedge and are symmetrically located around the c22-axis.
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Figure 3.12 The non-redundant shape-space for second order 3D variations.
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Figure 3.13 The shape angles τ1, τ2 defined in the (c20, c21, c22)-space.
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Shape
description

τ1 τ2
Combination

Derivator Harmonic

Dark blob π/2 0 1√
6
(gxx + gyy + gzz) c20

Dark string arctan( 2√
5
) π/3 1√

24
(3gxx + 3gzz − 2gyy) 2

3
c20 +

√
5

6
c21 +

√
15
6

c22

Dark dbl. cone 0 π/3 −
√

5
24

(2gyy − gxx − gzz) 1
2
c21 +

√
3

2
c22

Bright plane − arctan( 1√
5
) π/3 1

4
(gxx + gzz) − gyy −

√
1
6
c20 +

√
5
24

c21 +
√

5
8
c22

Dark plane arctan( 1√
5
) 2π/3 − 1

4
(gyy + gzz) + gxx

√
1
6
c20 −

√
5
24

c21 +
√

5
8
c22

Bright dbl. cone 0 2π/3
√

5
24

(2gxx − gyy − gzz) − 1
2
c21 +

√
3

2
c22

Bright string − arctan( 2√
5
) 2π/3 1√

24
(3gyy + 3gzz − 2gxx) − 2

3
c20 −

√
5

6
c21 +

√
15
6

c22

Bright blob −π/2 0 − 1√
6
(gxx + gyy + gzz) −c20

Table 3.3 Axially symmetric shapes, their shape angles and expressions as linear
combinations of the derivative operators and the harmonic functions.

For pc2 to be located inside the chosen spherical wedge, the responses p21 and
p22 should satisfy the condition

π

3
≤ arg(p21, p22) ≤ 2π

3
,

which is translated to

− 1√
3
≤
√

5
24 (2pzz − pxx − pyy)√

5
8 (pxx − pyy)

≤ 1√
3

and

√
5
8
(pxx − pyy) > 0,

and further simplified to

pyy ≤ pzz ≤ pxx. (3.60)

Hence, if we first order the eigenvalues as λ1 ≥ λ2 ≥ λ3, they are then identi-
fied with the prototype responses as

pxx ≡ λ1, pyy ≡ λ3, pzz ≡ λ2. (3.61)

3.3.4 Orientation

We first define the orientation of a local pattern f(x) to be the rotation necessary
to align it with its prototype p(x). By ordering the eigenvalues as in (3.60), the
corresponding eigenvectors constitute a 3 × 3 rotator R = [rxx, ryy, rzz], which
performs the rotation that aligns the signal with the prototype and satisfies (3.49).

In 3D space, any arbitrary rotation can be decomposed into a sequence of three
planar rotations. Assuming a rotation sequence around axes z, y, z using indepen-
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dent angles (α, β, γ), we may express the rotation as

R = Rz(γ)Ry(β)Rz(α)

=




cos γ − sin γ 0
sin γ cos γ 0

0 0 1






cos β 0 sin β

0 1 0
− sin β 0 cos β





cos α − sin α 0
sin α cos α 0

0 0 1


 (3.62)

=




cos α cos β cos γ − sin α sin γ − sin α cos β cos γ − cos α sin γ sinβ cos γ

cos α cos β sin γ + sin α cos γ − sin α cos β sin γ + cos α cos γ sin β sin γ

− cos α sin β sin α sin β cos β


 .

By identifying the numerical values in the eigenvectors with this analytical
form of R, we can find the angles (α, β, γ). However, when defining and describ-
ing the orientation of axially symmetric shapes using this scheme, we encounter
a problem similar to the one of finding line orientation in 2D space. The orienta-
tions defined by (α, β, γ) in (3.62) are relative to the orientations of the prototypes
and thus are not the same for same shapes with opposite polarities in Fig. 3.12.

An easy orientation measure can be defined directly using the eigenvectors of
the Hessian matrix. Previously, we have been thinking of the eigenvector matrix
R as a rotator that aligns the signal with the prototype. Now the eigenvectors
rxx, ryy and rzz are interpreted as a new coordinate system. The local neighbor-
hood is mapped to the prototype, the axes of which are along the directions given
by these eigenvectors. Therefore, vector rxx gives the x direction, ryy gives the
y direction and rzz gives the z direction. The eigenvalues are simply the second
derivative responses along these three eigenvectors.

For example, the prototype of a bright string is along the x-axis and a dark
string is along the y axis as shown in Fig. 3.12. If a local neighborhood resembles a
bright string structure, after derotation, its axis is found to be along the direction
given by rxx. The dark string on the other hand will be along ryy.

3.3.5 More on Shapes

Incompleteness of the Ellipsoid Model

To describe shapes embedded in the Hessian matrix, an ellipsoid model is con-
sidered by Frangi et al. (1998). Blob-like, string-like (elongated) and plane-like
(flattened) ellipsoids all have their distinct eigenvalue responses. This was first
observed by Koller (1994). The ellipsoid shapes and their corresponding eigen-
values are listed in the upper half in Table. 3.4. This table is used by Frangi et al.
(1998), Lorenz et al. (1997), and Sato and Tamura (2000) to design different filters
and procedures for feature enhancing and segmentation. A geometric interpreta-
tion of such an ellipsoid model was introduced by Frangi et al. (1998) and shown
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Feature type Polarity Eigenvalues

Blob bright λ1 � 0, λ2 � 0, λ3 � 0

Blob dark λ1 � 0, λ2 � 0, λ3 � 0

String bright λ1 ≈ λ2 � 0, λ3 ≈ 0

String dark λ1 ≈ λ2 � 0, λ3 ≈ 0

Plane bright λ1 � 0, λ2 ≈ λ3 ≈ 0

I.
E

lli
ps

oi
d

ty
pe

Plane dark λ1 � 0, λ2 ≈ λ3 ≈ 0

Double cone bright λ1 � 0, λ2 � 0, λ3 � 0

II
.

Double cone dark λ1 � 0, λ2 � 0, λ3 � 0

Table 3.4 Second order variations have two different types: I. Ellipsoid type; II.
Non-ellipsoid type.

in Fig. 3.14. The axes of the ellipsoid are given by the directions of three eigenvec-
tors. The corresponding eigenvalues are the semi-lengths of the axes. Therefore,
the ellipsoid model represents the dual of the actual shape. For instance, a string
that has the shape of an elongated ellipsoid will by definition have a disk-like
ellipsoid model.

λ1
λ2λ3

Figure 3.14 The ellipsoid model of the local second order variation.

However, the assumption that second order variations in 3D space can be mod-
eled by an ellipsoid is incomplete to start with. It is valid only when all eigenval-
ues of the Hessian have the same sign. The Hessian matrix is indefinite and thus is
not restricted in this way. It has a much richer variation than what is possible to
convey by an ellipsoid. Surprisingly, several authors seem to have neglected this
fact, probably because many common second order variation matrices and ten-
sors are indeed positive definite or semi-positive definite. Among these are the
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Figure 3.15 Eight prototype shapes along the left meridian of the spherical wedge
in Fig. 3.12 are rendered by their zero-crossing surface.

covariance matrices, diffusion tensors and tensors derived from quadrature filter
responses.

We introduced an alternative shape space of second order variations expanded
by spherical harmonic functions as shown in Fig. 3.12. In Fig.3.15, we illustrate
the prototype shapes along the left-most meridian of the wedge by rendering the
zero-crossing surfaces. It starts as a dark blob at the north-pole, and gradually
becomes an elongated ellipsoid, followed by a circular cylinder. Then a circular
hyperboloid of one sheet appears which turns into a double cone at the equator.
Below the equator, the two cones become separated and a hyperboloid of two
sheets emerges. The two sheets stretch out and eventually become parallel. Then
they fold back and create an bright ellipsoid which finally transform back to a
bright blob at the south-pole.

A walk along any direction on the spherical wedge results in a gradual change
among different shapes. In Fig. 3.12, we indicate the areas where all the eigen-
values have the same sign. We see that shapes in the middle part of the shape
space are totally ignored by the ellipsoid model. These shapes include the elliptic
double cone and the elliptic hyperboloid as listed in the lower part in Table. 3.4.

In the following, we discuss two symmetric shapes, which are of special inter-
est in many feature extraction and image analysis applications. In Section 4.2, the
advantage of the awareness of the complete shape space will be demonstrated by
an example of stenosis detection.

Strings

An ideal string in the 3D space is a cylinder with circular cross-section and infinite
extension in the axis direction. Along the string axis there is no signal variation,
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while the variation on the cross-section can be described by a radial function. To
find out where an ideal string is projected to in the (c20, c21, c22)-space, we use a
string model as

f(x, y, z) = s(x2 + y2). (3.63)

The axis of the string runs along the z-axis and the intensity function s in the
(x, y)-plane is a continuous, second-order differentiable function§ of the radius.
We can for example use the Gaussian,

f(x, y, z) = s(x2 + y2) =
1

2πσ2
e−(x2+y2)/2σ2

. (3.64)

The Hessian of (3.63) yields

H =




2 · s′ + 4x2 · s′′ 4xy · s′′ 0

4xy · s′′ 2 · s′ + 4y2 · s′′ 0

0 0 0


 , (3.65)

whose characteristic polynomial is

λ3 − (4 · s′
+ 4(x2 + y2) · s′′

)λ2 + (4 · s′2 + 8(x2 + y2) · s′ · s′′
)λ = 0. (3.66)

Solving this equation, the eigenvalues are 2s
′
, 2s

′
+ 4s

′′
(x2 + y2) and 0. Therefore,

in the central axis of the string where x2 + y2 = 0, the eigenvalues are 2s
′
, 2s

′
and

0. Away from the central axis, the two non-zero eigenvalues become more and
more different.

Assuming s is a decreasing function so that s′ < 0 , the string is brighter
than the background. The eigenvalues are assigned to the prototype derivative
responses according to (3.60) as pxx = 0, pyy = pzz = 2s′. This bright string
prototype projects itself in the (c20, c21, c22)-space at


p20

p21
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 =
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5
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5
8 0






0
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2 · s′


 =

√
6s′




2
3√
5

6

−
√

15
6


 , (3.67)

as indicated on the right meridian in Fig. 3.12.
We can deduce the result even without the string model. Assuming the string

is along the z-axis, as there is no variation along this direction, its derivative re-
sponse fzz should be zero. In addition, since the variation along the x and y-axis
are the same, it has the same fxx and fyy values. Since

gzz =

√
6
5
(
√

5
3

c20 +
2
3
c21), (3.68)

§This restriction is in fact superfluous since even if s is not differentiable, its derivatives are still
estimated using the Gaussian regularized derivative operators.
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condition

fzz = 0 and fxx = fyy

yield

f22 = 0 and
√

5f20 = −2f21.

This string will be mapped in the (c20, c21, c22)-space at

±
(

2
3
,−

√
5

3
, 0

)
, (3.69)

where the sign ± depends on the string’s polarity, i.e. with the positive sign, it is
a dark string, and with the negative sign, a bright string.

To map them into the prototype section given by Fig. 3.12, these two responses
are rotated by −120◦ and 120◦ respectively around the c20-axis. As we analyzed
in the previous section, this is equivalent to a permutation of the coordinates in
the signal space. Finally, we find the prototype of the dark string along the y-axis
and the bright one along the x-axis will be projected at(

2
3
,

√
5

6
,

√
15
6

)
and

(
−2

3
,−

√
5

6
,

√
15
6

)
,

respectively.

Planes

An ideal plane has an even variation along its normal direction and is constant
in the directions perpendicular to the normal. Assume that the normal is in the
z-direction. The ideal plane can then be represented as

f(x, y, z) = s(z2). (3.70)

The only non-zero item in the Hessian matrix is

fzz = 2 · s′ + 4z2 · s′′. (3.71)

Therefore, the eigenvalues are 0, 0 and 2 · s′ + 4z2 · s′′. In the median plane where
z = 0, the eigenvalues are 0, 0 and 2s

′
.

Assuming s to be a decreasing function so that s′ < 0, the plane appears
brighter than the background. The prototype derivative responses are ordered
according to (3.60) as pxx = pzz = 0, pyy = 2s′, therefore, the prototype of a bright
plane is aligned with x, z-plane. The harmonic responses are
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Therefore, it can be found at (
−
√

1
6
,

√
5
24

,

√
5
8

)
,

on the lower half of the left meridian in Fig. 3.12.
Similarly, if the plane is darker than the background, s′ > 0, its prototype

derivative responses will be ordered as pyy = pzz = 0, pxx = 2s′. The prototype of
the dark plane has the normal along x-axis, and its harmonic responses are
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 , (3.73)

which is located on the upper part of the right meridian in Fig. 3.12 at(√
1
6
,−
√

5
24

,

√
5
8

)
.
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Applications to MRA Volumes

4.1 Enhancement of Blood Vessels

4.1.1 About MRA Data

Magnetic Resonance Angiography (MRA) is a special MR technique for imaging
the vascular system. While the motion of blood usually generates undesired ar-
tifacts in conventional MR images, in MRA imaging, this property is deliberately
utilized to enhance and detect flows. MRA is now a standard tool for providing
anatomical information of vascular systems.

In a 3D MRA volume, the voxels representing vessels are expected to have
higher intensities than the voxels from static tissues. Therefore, Maximum Inten-
sity Projection (MIP) or similar algorithms have been used to visualize the vascu-
lar structures. However, background and noise might still be similar to or even
exceed the vessel intensity along many projection rays. The detection and en-
hancement of the blood vessels is therefore an interesting topic in medical image
processing for mere visualization purposes. Clearly, such detection/enhancement
will also serve as an initial step for segmentation, something for which MIP is in-
applicable. As the blood vessels are generally bright tubular objects, they should
fit our definition of strings, one of the basic structures for which highly discrimi-
native detectors can be developed based on the previous chapter.

Experiments below are carried out on MRA data from a human neck (236 ×
176 × 25 voxels). The volume contains typical acquisition artifacts and noise. Fig-
ure 4.1 shows two axial slices of the original data set. Although the vessels have

43
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Figure 4.1 The 5th slice (a) and the 10th slice (b) from the original data set.

high intensity and are clearly visible in each slice as bright dots, other non-vessel
tissues, such as skin, bone, etc. also appear quite bright. The intensity of the ves-
sels and the bright part of the non-vessel areas are approximately the same. Con-
sequently, the MIP result turns out to be rather obscure as shown in Figure 4.2(c).

4.1.2 The Method

String Enhancement

The stringness at every voxel is measured by the dimensionless factor

kstring =

(
− 4√

5
p20

√
p2
21 + p2

22

p2
20 + 4

5 (p2
21 + p2

22)

)
·
(
−
√

3
p21

p22

)
. (4.1)

The first factor in kstring is designed following the strategy of line detection from
(Danielsson and Ye 1988) presented in Section 3.1.4. It reaches its maximum value
1 when

√
5p20 = −2

√
p2
21 + p2

22 or equivalently, when the shape angle τ1 equals
to − arctan(2/

√
5) in Fig. 3.12. It decreases to 0 when the shape changes to bright

blobs or dual cones, and reaches its minimum value -1 when τ1 = arctan(2/
√

5).
The second factor reaches its maximum value 1 when the shape angle τ2 =

2π/3 and its minimum value -1 when the shape angle τ2 = π/3. By combining
these two quantities, the shape factor kstring returns the maximum value 1 for
string shapes, 0 for dual cones or blobs and negative values for planes.
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Besides a high kstring value, a string should also present itself with a reason-
ably high second order magnitude ‖fc2‖ (3.44). The final “stringness” output at
every voxel is a product of the string factor kstring and this magnitude.

In the string enhancement procedure, the computation of the Hessian eigen-
values is the most time-consuming part. It is however possible to avoid most of
the eigenvalue calculation without sacrificing the effect of the enhancement pro-
cedure. The main idea is to stop processing the voxel when we are sure that it is
not a string voxel. The first stop point is after computing the magnitude ‖fc2‖. A
threshold value is set to leave out further processing of voxels that gives too small
magnitude responses. Voxels with low intensity and also in low second variation
neighborhood, typically the background voxels, will be ruled out.

From Fig. 3.12 and Table. 3.3, we find that an ideal bright string satisfies the
following condition

p20

‖pc2‖
=

f20

‖fc2‖
=

traceH/
√

6
‖fc2‖

= −2
3
. (4.2)

Since the computation of f20/‖fc2‖ does not require the knowledge of Hessian
eigenvalues, it can be evaluated before calculating the eigenvalues. We may limit
futher process to the voxels whose values of f20/‖fc2‖ are in the range [− 2

3 −
δ,− 2

3 + δ]. In this way, we speed up the procedure by taking away the voxels that
will be mapped to shapes such as blobs, saddles and planes. These strategies are
discussed in more details in (Danielsson et al. 2001).

Kernel Separability and Scale

The string enhancement procedure is implemented at different scales in order to
find vessels of different diameters. The general idea is based on the scale-space
theory presented briefly in Section 3.2.2 (Lindeberg 1994). To produce an unique
output, the multi-scale outputs undergo a scale selection procedure (Lindeberg
1998).

We first discuss the construction of discrete kernels used to create multiple
scales. Convolution kernels can be expressed by polynomials. For instance,

1 1 ⇔ 1 + p, (4.3)

1 1 ∗ 1 1 = 1 2 1 ⇔ 1 + 2p + p2. (4.4)

In this notation, the Gaussian smoothing kernel can be approximated by

(1 + p)n(1 + q)n(1 + r)n2−3n, (4.5)

where 2−3n is a normalization factor. This approximation is supported by the bi-
nomial theorem as the n + 1 coefficients in the polynomial (1 + p)n approach a
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Gaussian distribution with increasing n. Kernels constructed in this manner are
highly separable. Except for the obvious separability between the dimensions,
they can be further decomposed into a set of binomial kernels along each dimen-
sion. Hence, only additions and subtractions are involved in the calculation.

We design the second derivative operators by differentiating the symmetric
Gaussian kernel. To compute the six second derivative responses in the 3D space,
we use the following scheme,

f · (1 + p)n(1 + q)n(1 + r)n




(1 − p)


 (1 − p) ≈ ∂2

∂x2 f

(1 − q) ≈ ∂2

∂x∂y f

(1 − q)


 (1 − q) ≈ ∂2

∂y2 f

(1 − r) ≈ ∂2

∂y∂z f

(1 − r)


 (1 − r) ≈ ∂2

∂z2 f

(1 − p) ≈ ∂2

∂x∂z f

. (4.6)

The Gaussian smoothing filter is first applied to the 3D function f(x, y, z) and then
the branches consisting of derivative operations are followed. In this way, com-
putational work is saved by maximally reusing the common Gaussian low-pass
filtered result not only for all three dimensions but also among different scales of
smoothing.

By counting terms in (4.6), we find that for every voxel, the six second deriva-
tive responses can be obtained in 3n + 9 additions/subtractions. Here, 3n opera-
tions are used for the common smoothing part and 9 operations are used to gen-
erate the individual second derivative responses. As prescribed by the last factor
in (4.5), after every addition a division of 2 is applied, which is implemented by a
simple shifting operation.

The amplitude of the derivative responses decrease with increased smooth-
ing level. To integrate responses from different levels, normalization has to be
introduced. The normalization factor is derived from the requirement that for
second derivative operators of different scales, the integral between the two zero-
crossing points should be constant over the variance t (Lindeberg 1994). Since the
zero-crossings appear at −√

t and
√

t, it follows that

∫ √
t

−√
t

gxx(x; t)dx = −
√

2√
eπt

, (4.7)

and the normalization factor in (4.7) may then be set to t. Alternative normaliza-
tion criteria and factors can be found in (Lindeberg 1998) and (Lorenz et al. 1997).

For the discrete operators, the normalization factor can be deduced in a similar
manner (Lindeberg 1994). Denoting the sum of the negative coefficients in the
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n (1 + p)n(1 − p)2 Σ t t′

2 1 0 −2 −2 0.5 0.968

4 1 2 −1 −4 −6 1.0 1.290

6 1 4 4 −4 −10 −18 1.5 1.721

8 1 6 13 8 −14 −28 −56 2.0 2.212

10 1 8 26 40 15 −48 −84 −180 2.5 2.753

12 1 10 43 100 121 22 −165 −264 −594 3.0 3.336

Table 4.1 The discrete second derivative kernels and the normalization factor.

n 2 4 6 8 10 12 14 16 18 20 22

t 0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0 4.5 5.0 5.5

t′ 0.968 1.290 1.721 2.212 2.753 3.336 3.960 4.356 4.783 5.236 5.712

error 93.6% 29.0% 14.7% 10.6% 10.1% 11.2% 13.1% 8.9% 6.3% 4.7% 3.9%

Table 4.2 The comparison of normalization factor t and t′ for kernel size ranging
from 5 to 25.

polynomial (1 + p)n(1 − p)2 as
∑

, the normalization factor t′ yields

t′ =

√
2
eπ

/

∑
2n

. (4.8)

In Table. 4.1, we first list the coefficients of the polynomial (1 + p)n(1 − p)2.
Since it is symmetric, only the left half is shown. We notice that with the increase
of n, the discrete Gaussian approximation approaches the continuous one and the
difference between t and t′ decreases. This can be seen more clear in Table. 4.2.

The maximum and the minimum scale is chosen to be able to cover the range
of the vessel widths. To effectively compute multi-scale information, not all the
scales in this range are selected. In our experiment, we empirically choose the
series of kernels with n = 2, 4, 8, 14, 22, thus the smoothing kernels are of size 3, 5,
9, 15 and 23, respectively.

The string-parameter kstring is dimensionless and does not require normaliza-
tion. The second derivative response magnitude ‖fc2‖ should be normalized by
t′. The normalized response of the string enhancement filter at scale s yields

fstring,s = t′s · kstring,s · ‖fc2‖s. (4.9)
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The final stringness value is obtained by simply saving the maximum value across
the scale levels (Lindeberg 1998) as

fstring = max
s

fstring,s. (4.10)

4.1.3 Results and Discussions

Figure 4.2 shows the 9th axial slice from the original data set, the same slice after
string enhancement, the MIP of the original volume and the MIP of the volume
after string enhancement. We find the MIP quality is substantially improved com-
paring Figure 4.2 (c) and (d).
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Figure 4.2 (a) the 9th slice from the original image data set, (b) same slice after
string detection, (c) original MIP of the whole volume, (d) the resulting MIP.

To view the effect from the enhancement filter more clearly, intensity profiles at
three typical areas are shown in Figure 4.3, 4.4 and 4.5. They are taken along lines
horizontally crossing big vessels, small vessels and the bright area visible at the
top of the original slice in Figure 4.2 (a). Each set includes five intensity profiles
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from the individual filters and one from the final merged result. The original in-
tensity is represented by ‘· · · ’, and the resulting intensity by ‘—’. We want to find
out how the intensities change according to the string enhancement procedure
and also the effects of the multi-scale approach.

• In the original slice in Fig. 4.2, we see a large bright area in the upper part
of the image. However, the signal lacks local variation. Therefore, both the
magnitudes of the second derivative responses and the stringness factors are
very small and so are the final stringness results as shown in Fig. 4.5.

• Another bright feature in the original data set is the skin. Its local shape is
similar to our definition of a plane. Therefore, the stringness factor kstring

becomes negative. Thus, even if the the magnitude of second derivative
response are substantial, multiplication with the stringness factor will bring
about a negative value presented as zero in the final result. The effect can
be viewed in Fig. 4.3 and 4.4 at the two outer-most maxima in the original
signal.

• The vessels are of two different sizes. The large ones have a diameter of
about 6 voxels, and the largest reponses appear at Fig. 4.4 (d) where the
smoothing kernel is of size 15. The small ones have a diameter of about 2
voxels. The dominating responses in Fig. 4.3 are found where the smoothing
kernels are of size 3 and 5. Furthermore, the stringness responses of the
vessels found at these best-matched kernels are of the similar magnitudes.
We take this as an indication that the multi-scale approach is necessary and
the chosen normalization factors are appropriate.

• We observe that in Fig. 4.4 (a) the small kernels also produce non-zero re-
sponses inside the big vessel. They appear at the walls of the vessel where
the string detector will give responses to curved surfaces. This phenomenon
has been discussed in detail by Koller (1994). Fortunately, when the vessels
have higher intensity than the background, the positive responses will only
be produced inside the vessels. These result will eventually be merged into
the results from the large kernels.

• The enhancement procedure causes some narrowing of the vessels, which is
most clearly seen in Fig. 4.2. Since the local feature is no longer string-like
at the vessel wall, vessel narrowing is a general phenomena of the vessel
enhancement filters that discriminate for string properties. Therefore, the
proposed string enhancement algorithm might not be suitable for accurate
segmentation or quantitative analysis, but can serve as a good initial step in
these procedures.
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Figure 4.3 Intensity profiles at y = 103. (a) to (e) are the string enhanced re-
sults with the smoothing kernel sizes of 3, 5, 9, 15 and 23, respectively. (f) is the
merged result. ‘· · · ’ represents the original intensity, ‘—’ represents the resulting
intensity.
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Figure 4.4 Intensity profiles at y = 114. (a) to (e) are the string enhanced re-
sults with the smoothing kernel sizes of 3, 5, 9, 15 and 23, respectively. (f) is the
merged result. ‘· · · ’ represents the original intensity, ‘—’ represents the resulting
intensity.
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Figure 4.5 Intensity profiles at y = 139. (a) to (e) are the string enhanced re-
sults with the smoothing kernel sizes of 3, 5, 9, 15 and 23, respectively. (f) is the
merged result. ‘· · · ’ represents the original intensity, ‘—’ represents the resulting
intensity.
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4.2 Stenosis Detection

4.2.1 Stenosis Detection According to Frangi et al.

A model-based technique for stenosis quantification in MRA data was presented
by Frangi et al. (2000). The algorithm first enhances the vessel structures and then
segments the vessel using a deformable model.

The enhancement filtering step is especially important since it provides the
input to the deformable model. A filter V(x, σ) is designed to enhance the blood
vessels which correspond to the shape called bright string in Fig. 4.6. It is a non-
linear combination of the eigenvalues of the Hessian matrix computed at each
voxel of the image as

V(x, σ) =


 0 if λ2 > 0 or λ3 > 0,(

1 − exp
(
−R2

A
2α2

))
exp

(
−R2

B
2β2

) (
1 − exp

(
− S2

2c2

))
if λ2 ≤ 0 and λ3 ≤ 0.

(4.11)

where

RA =
|λ2|
|λ3| , RB =

|λ1|√|λ2λ3|
, S =

√∑
j

λ2
j , (4.12)

and the eigenvalues are ordered according to their magnitudes as

|λ1| ≤ |λ2| ≤ |λ3|. (4.13)

The three quantities RA, RB and S are designed to punish cross-sectional asym-
metry, blobness and low energy, respectively. The parameters α, β and c are set to
tune the sensitivity of the filter to such deviations from perfect strings. The filter
is applied at different scales in order to detect vessels with different radii. This
is done by adjusting the parameter σ in the Gaussian kernel from σmin to σmax.
To integrate these results and obtain a unique filter response at each voxel, the
maximum response across the scales is taken,

V (x) = max
σmin≤σ≤σmax

V(x, σ). (4.14)

We will now present and examine several problems that may occur when the
above string enhance filter is applied on vessels containing stenosis.

Energy attenuation

The energy S in (4.11) is defined as the L2-norm of the eigenvalues of the Hessian,

S2 =
∑

λ2 = p2
xx + p2

yy + p2
zz = 2p2

20 +
4
5
(p2

21 + p2
22). (4.15)
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From the orthonormal shape space introduced in the previous chapter, we know
that the rotation- and shape-invariant energy is

E = ‖pc2‖2 = p2
20 + p2

21 + p2
22. (4.16)

Both quantities are rotation invariant, which is a desirable property in the present
application. However, since the derivative operators are not orthogonal, it is not
appropriate to use the L2-norm of their responses as an energy measure. Com-
paring the right side of (4.15) with (4.16), we see that S over-emphasizes the p20

component. It returns high values for shapes close to the pole in Fig. 4.6 and low
values for shapes near the equator.

In a stenotic vessel, the local shape is deformed to be something between a
bright string and a double cone in Fig. 4.6. Since the stenosis is located closer
to the equator than an ordinary vessel (a string) in the shape space, the energy
measure S will be unnecessarily attenuated. A filter using S fails to enhance the
stenosis area.

Dark string

Bright string

Dark plane

Bright plane

Bright blob

Dark blob
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λ , λ , λ >01 2 3
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Signal space coordinates

Double cone
Double cone

stenosis

c20

c21

c22

Figure 4.6 The same shape space as in Fig. 3.12. The possible location of stenosis
shape is marked. The difference is that around the wedge, zero-crossings of ideal
strings and planes rather than the prototypes are portrayed.
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Inappropriate ordering of the eigenvalues

A diminished response V(x, σ) in a stenotic area is also due to the ordering scheme
of the eigenvalues in (4.13). The filter is tuned to achieve its maximum at the center
of a perfect bright string where the eigenvalues satisfy

|λ1| ≈ 0 λ2 ≈ λ3 � 0 (4.17)

The eigenvalue λ1 measures the second order variation along the symmetric axis
of the string. In a normal string shape, it is close to zero. When the bright string
shape approaches the double cone, λ1 becomes positive and increases. If we still
order the eigenvalues according to (4.13), once the magnitude of this positive
eigenvalue exceeds one of the other two, the original roles of λ1 and λ2 will be
swapped. Therefore, at this point we now have λ2 > 0 in (4.11), and the output of
the nonlinear filter V(x, σ) will be set to 0.

By using multi-scale approaches, this problem is somewhat relieved, since the
narrow stenotic vessel is likely to be captured by a small-scale filter. However, if
vessel diameter changes abruptly, even this strategy will fail.

Another probable remedy would be to relax the zero-setting condition in (4.11).
Unfortunately, a new problem then surfaces immediately. The local orientation
is assigned to be the direction of the eigenvector corresponding to the eigenvalue
with the smallest magnitude, which is λ1. Once λ1 and λ2 swap their positions, an
orientation perpendicular to the axis direction will be reported. The orientation
thus becomes inconsistent around the stenotic area. This effect is shown in the
middle-left of Fig. 4.8. Therefore, most tracing programs will have difficulties to
continue beyond the stenosis.

An easy solution to the local orientation can be found directly from Fig. 4.6.
On the left-most meridian, y is the symmetrical axis for the prototype shapes in
the signal space. Therefore, the eigenvector associated with pyy should be the
local orientation. Similarly, on the right-most meridian where the bright string
presents, the eigenvector associated with pxx depicts the local orientation. In the
current discussion, since the blood vessels are brighter than the background, the
latter case is employed.

4.2.2 The New Stenosis Detector

The Stenosis phantom

We first introduce a mathematical phantom of a stenotic vessel defined as

s(x, y, z) =




1 if − Rb(1 − e−x2/σ2
s ) − Rs) ≤

√
y2 + z2

≤ Rb(1 − e−x2/σ2
s ) + Rs,

0 otherwise.

(4.18)
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Figure 4.7 Left: The definition of the stenosis phantom. Right: a central slice of
the phantom.

where the notations are illustrated in Fig. 4.7. The parameter Rs is the radius of
the narrowest part, Ra is the radius of the normal vessel lumen and Rb = Ra−Rs.
The ratio between Rs and Ra is related to the degree of the stenosis and σs decides
how abrupt the stenosis occurs.

The voxelized 3D phantom is convolved with a local averaging filter. This
gives a blurring effect at the boundary area, which coarsely simulates the partial-
volume effect in MRA data. A central slice is shown on the right in Fig. 4.7. A 3D
surface rendering of the phantom is given in Fig. 4.8.

The Detector

Directly based on the shape space in Fig. 4.6, we propose the following stenosis
detection condition,

SHAPE =
(

α ≤ p20

pc2

≤ β

)
and

(
p21

p22
≤ γ

)
,

STEN = (‖pc2‖ · SHAPE ≥ t) . (4.19)

SHAPE is a binary function, which is set to true when three conditions controlled
by the parameters α, β, γ are mutually satisfied. The parameters α, β and γ dis-
criminate against shapes which are below, above and to the left, respectively of the
stenosis region in Fig. 4.6. Therefore, SHAPE is true only when the local shape is
projected in this stenosis region.

The binary function STEN in (4.19) is the final stenosis indicator. It considers
both the binary shape information and the local second order energy. The pa-
rameter t is introduced to discriminate against low second order energy. In the
experiment below, we have set the parameters to α = −0.58, β = 0 and γ = −0.1.

Experimental Results

For comparison, we applied both the filter V (x) in (4.14) and the stenosis detector
(4.19) to the phantom with the results shown in Fig. 4.8. V (x) is an integrated re-



4.2 Stenosis Detection 57

Figure 4.8 Top left: A stenotic vessel phantom. Top right: Wire-frame represen-
tation of the phantom, with stars indicating the STEN response. Middle left: A
central slice. Local orientation is taken from the eigenvector of the eigenvalue with
the smallest magnitude. Gray-level is computed as in (4.15). Middle right: Local
orientation taken from the eigenvector of pxx. Gray-level is computed as in (4.16).
Bottom left: The function V (x). Bottom right: The function ‖pc2‖ · SHAPE.

sult from three scale levels. We see that by using the second order energy defined
in (4.16), the energy at the stenosis location is better preserved. The orientation
in the stenotic area is consistent with the neighborhood by taking the local ori-
entation from the eigenvector of pxx. Finally, the result STEN gives appropriate
indications of the stenosis.

The new stenosis detector has also been applied to two clinical contrast en-
hanced (CE) MRA volumes with carotid arteries. We are indebted to Dr. Alejan-
dro Frangi for access to the CE MRA data sets. Fig. 4.9 shows two cases where
stenosis indications seem to appear at appropriate places.

So far, only a few data sets have been available for experiment. Therefore, we
do not claim to have a general solution to the problem, but rather regard it as one
simple example of many possibilities of using the shape space proposed.
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Figure 4.9 The top row from left to right shows: Maximum Intensity Projection
(MIP) of a stenotic region in a CE MRA dataset, wire-frame representation with
stars denoting the stenotic area, another viewing direction of the volume. The
bottom row shows another stenosis case.
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Conclusion

We present a complete scheme of employing second derivatives to analyze the
second order variations. The main idea is to separate and extract the magnitude,
orientation, and shape information from the second derivative responses. The
second derivative operators are combined into harmonic functions to achieve or-
thogonality. We show that for 2D images, the separation and extraction are rather
easy and can be done from intuitive analysis, while for 3D volume images, the
situation is more complicated. Hessian matrix diagonalization is generally em-
ployed as in the works by Koller (1994), Frangi et al. (1998), Lorenz et al. (1997),
and Sato and Tamura (2000). Different features possess different eigenvalues as
shown in upper part of Table. 3.4. Heuristical approaches are taken to create fil-
ters, procedures that discriminate and/or enhance various features according to
this table.

As mentioned in Section 3.3.5, an ellipsoid model is often applied to analyze
the local features contained in the eigenvalues. However, we have pointed out
such modeling is incomplete. This fact is most easily demonstrated in the 2D
case. If the two eigenvalues are identical, the local variation is circularly symmet-
ric. If they are different but still having the same sign, the local variation tapers
off so that the iso-density curves are ellipses rather than circles. However, if the
eigenvalues have different signs, the local intensity variation becomes saddle-like.
Ignoring the sign difference is to identify the saddle-shape with an ellipse, which
is clearly not appropriate.

A major contribution of this part of the thesis is an alternative shape space of
second order variations in 3D space. It is spanned by the orthogonal spherical
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harmonic functions as presented in Chapter. 3 and plotted in Fig. 3.12. This new
shape space is complete as well as non-redundant in the sense that there is a 1-
1 correspondence between any second order variation and a point on the unit
sphere of this space. By combining the eigenvalues into harmonic responses and
mapping them into the new shape space, local shapes are revealed.

A “stringness” filter is designed from the shape space and applied to MRA
data for vessel enhancement. We show that the time-consuming eigenvalue com-
putation can be avoided in many cases based on the analysis of the shape space.
Furthermore, a novel stenosis detector is defined directly on the shape space.
Since the stenotic area in a vessel generally has a shape that is not included in the
ellipsoid model, methods deduced from the ellipsoid model will simply be blind
to it. As shown in the stenosis detector application, the new shape space may be
expected to improve both the theoretical understanding and the implementation
of Hessian based analysis in various applications.
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Fast Marching Methods
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6

Introduction

6.1 The Minimum-Cost Path

The minimum-cost path problem has been considered in different research commu-
nities with applications such as robotics, geometric optics, geographic information
system, wire routing, etc. One common form of the problem is to find the shortest
path on a finite graph where different weights are assigned to every arc linking
two vertices. A shortest path between two vertices in the graph is the one that
has the lowest cumulative cost among all the admissible paths. A number of al-
gorithms based on graph search and dynamic programming are available in the
graph theory literature. The most known shortest path algorithm was proposed
by Dijkstra (1959).

A more general version is the weighted region problem considered by Mitchell
and Papadimitriou (1991) and Mitchell (2000). The domain is partitioned into a
finite number of polygons and different costs are assigned to each polygon. The
minimum-cost path between two arbitrary points are found based on the fact that
the optimal path will bend at the region boundary according to the “Snell’s law of
refraction”, well known from optics.

In this work we use a Cartesian sampled data set to define the cost function
τ in 2D and 3D image space. The goal is to find a path C(s) : [0,∞) → Rn that
minimizes the cumulative travel cost from a starting point A to some destination
B in Rn.
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If the cost τ is only a function of the location x in the image domain, then the
cost function is called isotropic. The minimum cumulative cost at x is defined as

U(x) = min
CAx

∫ L

0

τ(C(s))ds, (6.1)

where CAx is the set of all paths linking A and x. The path length is L and the
starting and ending points are C(0) = A and C(L) = x, respectively. The path
that gives the minimum integral is the minimum-cost path (Cohen and Kimmel
1997). The solution of (6.1) satisfies the Eikonal equation

‖∇U‖ = τ, (6.2)

which was originally developed by Hamilton and Burns for geometrical optics (De-
schamps 2001). It describes a wave front propagation scenario with the speed of
the wave front given as 1/τ(x) at each point x. The solution U(x) is thus com-
monly interpreted as the first arrival time of the wave at point x.

An efficient Dijkstra-like method was first proposed to solve the problem in
the context of isotropic optimal trajectory problem in control theory by Tsitsiklis
(1995). Later, it was proposed independently by Adalsteinsson and Sethian (1995)
in the context of isotropic front expansion. The method was named the fast march-
ing method and was extended and detailed by Sethian (1999). In the following we
are interested in applying and improving the fast marching method to solve (6.2)
and consequently finding the minimum-cost paths on 2D and 3D Cartesian grids.

If the cost function τ is also dependent on the local direction of travel, i.e. if it
is a function of both location C(s) and direction C ′(s), it is called anisotropic. The
minimum arrival time is then defined as

U(x) = min
CAx

∫ L

0

τ(C(s), C ′(s))ds. (6.3)

Solving (6.3) is considerably more difficult than (6.1). In the continuous space,
the solutions are in principle given by the Hamilton-Jacobi (HJ) equation (Tsitsiklis
1995). An exact solution of the HJ equation is usually impossible to find. We are
seeking numerical solutions that are consistent with the viscosity solution, which is
a weaker but unique solution to the HJ equation (Crandall and Lions 1983).

An ordered upwind method was proposed by Sethian and Vladimirsky (2001a)
based on a control-theoretic discretization. A detailed version is given by Sethian
and Vladimirsky (2001b). The fundamental difference between the control the-
ory and the front expansion formulation is that the former interprets the starting
point A as the exit point and tries to find the fastest way to reach A from x while
the latter one looks for the time it will take to advance the front originating from
A to pass point x. In this work, we give intuitive arguments based on the front
propagation framework. However, the methods are derived using adaptations of
formulations found in the control theory literature.
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The reason we do not use the already established graph search method is as
follows. Let us first note that it is always possible to produce a cost grid-graph
from the sampled data τ . However, for the common Cartesian sampling pattern of
a digital image, the path generated this way will be made by segments with only
vertical, horizontal and possibly also diagonal directions. Thus, the graph-based
method suffers inherently from metrication errors, comparable to the cumulative
errors in the simplest distance transform of city-block type. A good review of this
matter can be found in the work by Cohen and Kimmel (1997).

The concept of generalized geodesy was presented by Soille (1994). The distance
to the starting point is computed by accumulating gray values along the paths
which are expanded in all directions from the starting point. However, these paths
only consist of segments linking the neighboring grid points and therefore is still
graph-based with the above mentioned metrication errors.

The approach used in the weighted region problem by Mitchell and Papadim-
itriou (1991) and Mitchell (2000) on the other hand, is geared towards the case
where the partition of the region is fairly coarse. Under the current setting of the
problem, the weighted region approach is unlikely to be implemented in a cost-
effective manner.
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Isotropic Fast Marching

7.1 The Fast Marching Method

7.1.1 The Eikonal Equation and its Discrete Form

If the cost function is isotropic, the arrival time map U satisfies the Eikonal equa-
tion

‖∇U‖ = τ. (7.1)

We are mainly interested in the discrete version of (7.1). On a 2D Cartesian grid
with coordinates i and j, Rouy and Tourin (1992) showed that the solution to the
following equation will give the correct viscosity solution ui,j for U at i, j.

max(ui,j − ui−1,j , ui,j − ui+1,j , 0)2 + max(ui,j − ui,j−1, ui,j − ui,j+1, 0)2 = τ2
i,j .

(7.2)

A single-pass algorithm to solve (7.2) was proposed independently by Tsitsik-
lis (1995) and Adalsteinsson and Sethian (1995). Adalsteinsson and Sethian (1995)
named it fast marching. The principal strategy of this algorithm is to introduce an
order in the selection of the grid points, in a way similar to the well-known Dijk-
stra algorithm (Dijkstra 1959). This order is based on the fact that the arrival time
u at any point depends only on neighbors that have smaller values. Thus, one-
sided differences in (7.2) that look in the “upwind direction of the moving front”
is sufficient when solving (7.1).
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In the 2D Cartesian space shown in Fig. 7.1 (a), the cost function is defined at
the cross-positions in the center of each pixel. Assume that towards the point C, a
planar wave is arriving in the northwest quadrant as in Fig. 7.1 (c). Because in the
isotropic case, the fastest way of traveling always occurs along the direction that
is perpendicular to the wave front (Bellman and Kalaba 1965), the arrival time uC

at point C satisfies

uC − uA = τC cos φy,

uC − uB = τC cos φx. (7.3)

Since φx and φy are complementary angles, we have

(uC − uA)2 + (uC − uB)2 = τ2
C ,

which is one possibility of the quadratic equation in (7.2) with

ui,j = uC , ui−1,j = uB, ui,j−1 = uA, ui+1,j = ui,j+1 = ∞.

7.1.2 Tsitsiklis’s Deduction

The same results can also be derived from the optimal trajectory problem rooted
in the control theory as done by Tsitsiklis (1995). Similar deductions will be done
for the modified fast marching methods in the upcoming sections. In Fig. 7.1 (b),
assume that the minimal path to point C arrives from the quadrant AB and inter-
sects AB at point D. The arrival time at point C is computed based on uA and uB

and is denoted as uAB(C). It is the sum of uD and the time of traveling from D

to C. By assuming the wave to be planar, the value uD can be approximated by
linear interpolation as

uD = t1 · uA + t2 · uB, (7.4)

where t1 and t2 are given in Fig. 7.1 (b), satisfying the conditions t1 + t2 = 1 and
t1, t2 > 0. The arrival time uAB(C) is then

uAB(C) = min
t1,t2

(t1uA + t2uB +
√

t21 + t22 · τC), (7.5)

where τC = τ(C) is the cost at point C. The remaining three quadrants are han-
dled in the same way, so that the arrival time through each quadrant is given as
an expression on the form of (7.5). The arrival time value assigned to uC is the
smallest value of the four.

Before solving the minimization in (7.5), we repeat the important proof of the
causality condition by Tsitsiklis (1995). The condition is formulated in the follow-
ing lemma.
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Lemma 7.1 (Causality condition) The arrival time u at a point only depends on the
neighbors that have strictly smaller u-values.

Proof: Let uAB(C) be the arrival time computed from point A and B as shown
in Fig. 7.1 using (7.5). Since the expression minimized in (7.5) is convex
and continuously differentiable, we associate a Lagrange multiplier λ to the
constraints t1 + t2 = 1. Then, we can write the Kuhn-Tucker optimality
conditions (Råde and Westergren 1990) for t1 and t2 as

∂uAB(C)
∂t1

= uA +
t1√

t21 + t22
· τC = λ,

∂uAB(C)
∂t2

= uB +
t2√

t21 + t22
· τC = λ. (7.6)

Thus,

uAB(C) = t1(λ − t1√
t21 + t22

· τC) + t2(λ − t2√
t21 + t22

· τC) +
√

t21 + t22 · τC = λ.

(7.7)

When t1, t2 > 0, we have uAB(C) > uA and uAB(C) > uB.

When t1 = 0, uAB(C) depends on point A only. It is trivial to see that
uAB(C) = uA + τC > uA as the cost is non-negative. The case when t2 = 0 is
handled in a similar manner.

The minimization (7.5) can be solved either iteratively or analytically. The
closed form solution can be deduced as

duAB(C)
dt1

= uA − uB + τC · 2t1 − 1√
t21 + (1 − t1)2

= 0,

⇒ t1,2 =
1
2
± uB − uA

2
√

2τ2
C − (uA − uB)2

,

⇒ uAB(C) =
1
2

(
uA + uB +

√
2τ2

C − (uA − uB)2
)

.

This is exactly the solution to the quadratic equation (7.2) when the wave is com-
ing from the quadrant defined by point A and B. If uAB(C) < uA or uAB(C) < uB

or uAB(C) is not real, the assumption t1, t2 > 0 is erroneous. In this case, the
minimum path is either through another quadrant or through point A or B. The
minimum of the expression in (7.5) is then

uAB(C) = min(uA, uB) + τC .

To conclude, the minimization of (7.5) is

uAB(C) =

{
1
2 (uA + uB +

√
2τ2

C − (uA − uB)2) if uAB(C) > uA and uAB(C) > uB,

min(uA, uB) + τC otherwise.

(7.8)
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Figure 7.1 (a) Cartesian grid. The arrival time at point C is to be computed from
point A and B. (b) The arrival time at point C is approximated as the summation
of the arrival time at point D and the time of traveling from D to C. (c) Alternative
interpretation of (b) given by the direction cosines.

7.1.3 The Fast Marching Algorithm

Based on (7.8) and Lemma 7.1, the fast marching method is summarized in Out-
line 7.1 and illustrated in Fig. 7.2. The method resembles Dijkstra’s shortest path
algorithm and can be motivated as follows. Since u(xm) is the smallest among
the not yet accepted points, and u-values only depend on points that have smaller
u-values than itself, u(xm) will not be changed further and can be moved to the
Accepted set.

The updating step after accepting point xm is given in Algorithm 7.2. In the
updating scheme given inside the box, new values are only computed from al-
ready accepted points. This is an efficient implementation since unnecessary cal-
culation are excluded.

For good efficiently, the Trial set should be stored in a min-heap data structure
as described by Tsitsiklis (1995) and Sethian (1996). The complexity of the fast
marching method for ”marching” N points is O(N log N) where the complexity
of min-heap maintenance is O(log N) in each iteration.

7.1.4 Back-Propagation

To determine the minimum-cost path after the end point is reached, a back-propa-
gation from the end point to the starting point is carried out (Cohen and Kimmel
1997). In the isotropic marching case, the fastest traveling is always along the
direction perpendicular to the wave front, i.e. the iso-curve of the arrival time
u (Bellman and Kalaba 1965). Therefore, the minimum-cost path can be found
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by a gradient descent in the arrival time function u. A simple descent can be
implemented by point-by-point stepping the neighbor with the smallest u-value.
The smoothness of the path extracted this way is restricted by the pixel resolution
and might be zigzagged. More advanced numerical techniques such as Heun’s
method or the Runge-Kutta method will give a smoother path.

Outline 7.1 The fast marching algorithm

• Definition:

– Accepted is the set of all grid points at which the u-value will not be
changed.

– Trial is the set of grid points to be examined. Their u-values have been
computed.

– Far is the set of all the other grid points. Their u-values have never been
computed.

– The cost function τ(x) is the cost of traveling at each grid point.

• Initialization:

– Trial set is the starting point x0, with u(x0) = 0;

– Far set is all the other grid points with u(x) = ∞;

• Loop:

– Let xm be the Trial point with the smallest u-value;

– Move it from the Trial set to the Accepted set;

– Update neighbors of xm using Algorithm 7.2;
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Figure 7.2 The fast marching method. The point xm has the minimum arrival
time among all the Trial points. It will be moved to the Accepted set and the
arrival times of its neighbors are to be updated.

Algorithm 7.2 Update neighbors of xm, 4-neighbor scheme

• For each non-accepted 4-connected neighbor x of xm:

– If x is Far, move it to the Trial set;

– u(x) = min{u(x), uxjxm
(x)} with uxjxm

(x) computed as follows:

– Let (A1, A2) and (xm, B2) be two pairs of the opposite neighbors of x
(See Fig. 7.2).

if uxm
< uB2 then

uxj
= min(uA1 , uA2);

if uxj
< uxm

then
uxjxm

(x) = 1
2 (uxj

+ uxm
+
√

2τ2
x − (uxj

− uxm
)2);

else
uxjxm

(x) = uxm
+ τx;

end if
else

uxjxm
(x) = ∞;

end if
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7.2 Modified Fast Marching Methods

7.2.1 Shifted Input-Output Grids

In Fig. 7.1, when updating the arrival time value uC from the northwest, the cost
τC is used in the quadrant ABC. In the same quadrant, if the updating is done
from the northeast to the point B, the cost used to compute uB will be τB. In fact,
the cost defined at a point may be used in any of the four quadrants around it
depending on from which direction the front approaches. The influence areas of
cost τ therefore overlap as shown in Fig. 7.3 (a) and (b). The cost to be used is
dependent on the marching direction.

(a) (c)

l                    l                    l

5            5            5            5

5            5            5            5

5            5            5            5

5            5            5            5

5            5            5            5 l                    l                    l

l                    l                    l

l                    l                    l                    l

l                    l                    l                    l

l                    l                    l                    l

(b)

5            5            5            5

5            5            5            5

5            5            5            5

l                    l                    l                    l

l                    l                    l                    l

l                    l                    l                    l

AA A

B BB C CC
τCτB

τABC

Figure 7.3 (a, b) In the original fast marching method cost (×) and arrival
time (•) are defined at the same grid points. The influence areas of τB (a) and
τC (b) overlap. (c) Alternative sampling pattern where cost (×) is defined inside
the grid cell and arrival time (•) is computed at the grid point.

To overcome this problem, Danielsson and Lin (2003) propose to define the
cost function and compute the arrival-time at half-grid offset positions relative to
each other. As shown in Fig. 7.3 (c), the input cost function is now defined in the
center of the grid cell, i.e. the rectangle bounded by four neighboring grid points.
The output u-values are computed at the grid points as before. If an application
requires that input function τ and output function u must have a common grid,
we suggest that one either resamples the input function before or resamples the
output after the fast marching process.

Under the new sampling conditions, we will solve the same minimization
problem in (7.5) with the cost value τC replaced by τABC (the cost value inside the
grid cell surrounded by grid points A,B and C). It is easy to see that Lemma 7.1
is still valid. Thus, the outline of the fast marching algorithm can be applied ex-
actly as it is. In computing the u-values using (7.8), we replace Algorithm 7.2 in
Outline 7.1 with Algorithm 7.3. We name the modified fast marching method the
shifted-grid (SG) fast marching method.



74 Chapter 7 Isotropic Fast Marching

Algorithm 7.3 Update neighbors of xm, shifted-grid, 4-neighbor scheme

• Definition: The Near set is defined for every Trial point x as

NS (x) = {xjxk | xjxk are diagonal neighbors to each other

and 4-connected to x}.

• For each non-accepted 4-connected neighbor x of xm:

– If x is Far, move it to the Trial set;

– u(x) = min{u(x),minxjxm∈NS(x)(uxjxm
(x))} with uxjxm

(x) computed
as follows:

– uxjxm
(x) = 1

2 (uxj
+ uxm

+
√

2τ2
xjxmx − (uxj

− uxm
)2) ;

if not (uxjxm
(x) > uxj

and uxjxm
(x) > uxm

) then
uxjxm

(x) = min{uxj
, uxm

} + τxjxmx ;
end if

7.2.2 Eight-Connected Neighbors

Danielsson and Lin (2003) also propose to include all the 8-connected neighboring
points instead of the 4-connected points when updating the u-values. The use of
eight neighbors has also been suggested by Kim (2001) and Tsitsiklis (1995). In
contrast to these works however, we use the shifted-grid geometry as shown in
Fig. 7.4. We will update uC by solving the following minimization problem from
the octant given by AB ,

uAB(C) = min
t1,t2

(t1uA + t2uB +
√

1 + t21 · τABC),

s.t. t1 + t2 = 1 and t1, t2 > 0. (7.9)

The minimizations in the other seven octants are done in a similar way. The arrival
time value assigned to uC is the smallest value of the eight.

In order to apply the outer loop of the fast marching algorithm, the causality
relation has to hold under the new geometry. This is proven by the following
lemma, using the same idea as in Lemma 7.1.

Lemma 7.2 (Causality condition) The arrival time u at a point only depends on the
8-connected neighbors that have strictly smaller u-values.

Proof: Let uAB(C) be the arrival time computed from point A and B as shown in
Fig. 7.4 according to (7.9). The expression to be minimized in (7.9) is convex
and continuously differentiable. Associate a Lagrange multiplier λ to the
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Figure 7.4 (a) The costs are now defined inside grid cells (×) and the arrival
times are computed at the grid points (•). (b) The arrival time at point C is to
be computed from the 8-connected neighboring points A and B. (c) Alternative
interpretation of (b) given by the direction cosines.

constraints t1 + t2 = 1, we can write the Kuhn-Tucker optimality conditions
for t1 and t2 as

∂uAB(C)
∂t1

= uA +
t1√

1 + t21
· τABC = λ,

∂uAB(C)
∂t2

= uB = λ. (7.10)

Substitute uA and uB from (7.10) to the expression in (7.9), we obtain

uAB(C) = t1(λ − t1√
1 + t21

· τABC) + t2λ +
√

1 + t21 · τABC

= λ − t21√
1 + t21

τABC +
√

1 + t21 · τABC

= λ +
1√

1 + t21
· τABC . (7.11)

When t1 > 0, uAB(C) is greater than uA = λ − t1/
√

1 + t21 · τABC and uB = λ

since the cost τABC is always positive.
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When t1 = 1, uAB(C) depends on point A only. It is trivial to see that
uAB(C) = uA +

√
2τABC > uA. And when t1 = 0, uAB(C) depends on point

B and uAB(C) = uB + τABC > uB.

The proof is also valid for the ordinary, non shifted-grid case.

The minimization (7.9) can be solved analytically. The closed form solution
can be deduced as

duAB(C)
dt1

= uA − uB +
t1√

1 + t21
τABC = 0,

⇒ t1 =
uB − uA√

τ2
ABC − (uB − uA)2

. (7.12)

If τABC ≤ √
2 · (uB − uA), the minimum arrival time computed from AB is

achieved when the updating is from point A directly. If uB ≤ uA, uAB(C) is de-
pendent on point B only. To conclude, the closed form solution uAB(C) of (7.9)
is

uAB(C) =




uB + τABC if uB ≤ uA,

uA +
√

2 · τABC if τABC ≤ √
2 · (uB − uA),

uB +
√

τ2
ABC − (uB − uA)2 otherwise,

(7.13)

where A and B are 4-connected neighbors, A is a diagonal neighbor to C and B

is 4-connected to C (Fig. 7.4). The pseudo-code for computing uAB(C) is given by
Subroutine 7.4.

Subroutine 7.4 Compute uAB(C) from the diagonal neighbor A and the 4-
connected neighbor B

Input: uA, uB, τABC

Output: uAB(C)
if uA < uB then

if τABC ≤ √
2 · (uB − uA) then

uAB(C) = uA +
√

2 · τABC ;
else

uAB(C) = uB +
√

τ2
ABC − (uB − uA)2 ;

end if
else

uAB(C) = uB + τABC ;
end if
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Algorithm 7.5 Update neighbors of xm, shifted-grid, 8-neighbor scheme

• For each non-accepted 8-connected neighbor x of xm,

– If x is Far, move it to the Trial set;

– In every quadrant around point x,

∗ x4 is the one of the two 4-connected neighbors to x that has the
smaller u-value;

∗ x8 is the diagonal neighbor to x;

∗ Compute ux8x4(x) using Subroutine 7.4;

– u(x) = min{u(x), u(x) computed from all four quadrants};

Alternatively, it is possible to deduce the same result using the direction cosines
as before (Fig. 7.4 (c)),

uB − uA = τABC cos φy,

uC − uB = τABC cos φx. (7.14)

To implement the 8-neighbor shifted-grid fast marching method, we apply
Outline 7.1 with the updating step Algorithm 7.2 replaced by Algorithm 7.5. Algo-
rithm 7.5 computes the arrival time at point x from all directions and contains a
lot of redundancy. When a Trial point becomes accepted, we only need to compute
the arrival time at its neighbors from the octants that including the newly accepted
Trial point. Taking this into account a more efficient updating scheme is given in
Algorithm 7.6. Here, we only update the 4-connected neighbors of the newly ac-
cepted point xm from the line segments containing xm. For example, in Fig. 7.4 (a),
when B is the newly accepted point, the arrival time at its 4-connected neighbor
C is to be computed. Two u-values are computed from two line segments AB and
EB using Subroutine 7.4. The smallest value among uAB(C), uEB(C) and the old
u(C) will be assigned to C.

Furthermore, we note that updating a diagonal neighbor such as point D from
B in Fig. 7.4 (a) is unnecessary. The reason is as follows. If D is actually dependent
on B, that is the wave is coming from either BA or BC, one of the inequalities
uB < uA < uD and uB < uC < uD must hold. Thus the correct u-value will be
assigned to D later on when either of the 4-connected neighbors A or C become
accepted.
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Algorithm 7.6 Update neighbors of xm, shifted grid, improved 8-neighbor scheme

• Definition: Near set is defined for every Trial point x as

NS (x) = {xjxk | 4-connected points to each other,

one is diagonal neighbor to x,

the other one is 4-connected neighbor to x}.

• For each non-accepted 4-connected point x of xm,

– If x is Far, move it to the Trial set;

– u(x) = min{u(x), min
xjxm∈NS(x)

(uxjxm
(x))} with uxjxm

(x) computed by

Subroutine 7.4.

7.3 Numerical Experiments

To compare the proposed shifted-grid fast marching methods in Section 7.2 with
the original fast marching in Section 7.1, we give the following numerical exam-
ples. The cost functions are chosen so that the analytical result of the arrival time
uanalytic can be found. Three types of cost functions are used, namely:

1. τ(x) = h(|x − x0|). The cost τ is defined as a function of the distance from
the starting point x0.

2. τ(x) = 1/(ax + by + c). The reciprocal of the cost function (speed) is a linear
function.

3. τ(x) =
√

(∂u/∂x)2 + (∂u/∂y)2. The cost τ is computed from a continuous
and differentiable u function according to the Eikonal equation.

The cost functions for the original and the shifted-grid fast marching methods
are sampled at half-grid offset as in Fig. 7.3, so that the output u-values are aligned
and can be compared. Furthermore, since the analytical results of the u-values of
these three types of cost functions are easy to compute, these results are used as
the golden standard for comparison. In all three examples, there are 56 × 56 grid
points with ∆x = ∆y = 1. The three different fast marching methods used are:

FM: the original 4-neighbor fast marching, Algorithm 7.2.

SGFM-4: the shifted-grid 4-neighbor fast marching, Algorithm 7.3.

SGFM-8: the shifted-grid 8-neighbor fast marching, Algorithm 7.6.
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Figure 7.5 Cost function τ1(x) = 1. (a) Iso-curves of the analytical solution of u.
Iso-curves of errors when applying FM (b) and SGFM-8 (c).

For the first type of cost function, the minimum-cost path between the start-
ing point and an arbitrary point is a straight line linking these two points. The
analytical result of the arrival time u can be computed as an integral along this
line. Assuming that we have an uniform cost function τ1(x) = 1 everywhere and
the starting point is in the middle, the analytic u-values are simply the Euclidean
distance to the starting point. The iso-curves of uanalytic become circles shown in
Fig. 7.5 (a). Fig. 7.5 (b) and (c) show the difference curves between uanalytic and
two results obtained by applying original fast marching and the shifted-grid 8-
neighbor fast marching, respectively. The shifted-grid 4-neighbor method is omit-
ted since it will give exactly the same result as the original fast marching in this
case where the cost function τ(x) is constant.

From Fig. 7.5 (b), we see that errors are small along the vertical and horizon-
tal directions and increase rapidly in the region around 45 degrees. When using
eight neighbors to update the u-value (Fig. 7.5 (c)), errors are small along verti-
cal, horizontal and also diagonal directions, and large in regions between these
directions.

For the second type of the cost function, we choose a function that is uniform
along the horizontal direction and decreases downwards along the vertical direc-
tion,

τ2(x) =
1

y + 1
.

The starting point at (x, y) = (28, 0) is in the middle of the top row. Fig. 7.6 (a)
shows the iso-curves of the analytical solution of u. Fig. 7.6 (b), (c) and (d) are
the error images after applying the ordinary fast marching, the shifted-grid 4-
neighbor and 8-neighbor fast marching, respectively. As expected, the shifted-
grid 8-neighbor algorithm gives the most accurate result among the three. It is
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also interesting to note that though both are relying on four neighbors when com-
puting the arrival time, the shifted-grid fast marching is more accurate than the
original fast marching (Table 7.1).

For the third type of cost function, we start from the given u-value

u(x) = 1 − cos
x

20
· cos

y

20
.

The iso-curves of u is shown in Fig. 7.7. The cost function can be deduced accord-
ing to the Eikonal equation τ(x) =

√
(∂u/∂x)2 + (∂u/∂y)2, thus

τ3(x) =
1
20

√(
sin

x

20
cos

y

20

)2

+
(
cos

x

20
sin

y

20

)2

. (7.15)
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Figure 7.6 Cost function τ2(x) = 1/(y + 1). (a) Iso-curves of the analytical
solution of u. Iso-curves of errors when applying FM (b), SGFM-4 (c) and SGFM-
8 (d).
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Figure 7.7 Cost function as defined in (7.15). (a) Iso-curves of the analytical
solution of u. Iso-curves of errors when applying FM (b), SGFM-4 (c) and SGFM-
8 (d).

The starting point is located in the middle of the image. The experiment results
are shown in Fig. 7.7. Again, the result given by the shifted-grid 8-neighbor fast
marching method is the best among the three.

To conclude, we measure the numerical errors as

L∞ Error = max(|u − uanalytic|),
L2 Error = mean(|u − uanalytic|2),

and list the result in Table 7.1.
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L∞ Error τ1 τ2 τ3

FM: 1.1290 0.2209 3.8709

SGFM-4: 1.1290 0.1863 3.0939

SGFM-8: 0.2754 0.1863 0.5245

L2 Error τ1 τ2 τ3

FM: 0.4991 0.0240 7.9358

SGFM-4: 0.4991 0.0048 0.8526

SGFM-8: 0.0276 0.0004 0.0504

Table 7.1 L∞ and L2 Errors of the arrival time computed with different fast
marching methods.

As shown in the previous examples, the shifted-grid fast marching gives more
accurate numerical results than the original one, especially when 8-connected
neighbors are involved. However, this does require more computation. Com-
paring the 4-neighbor cases, we find that in the original fast marching, when up-
dating the arrival time u at a point x, computations only need to be done from one
quadrant in Algorithm 7.2. In the shifted-grid formulation, it has to be done from
all quadrants, since the costs are defined differently in each of them. This does not
mean the computation is quadrupled. In Algorithm 7.3, we see that after point xm

becomes accepted, its non-accepted neighbors are updated only from quadrants
including xm. There will be two of such quadrants. Therefore, Algorithm 7.3
will be twice as expensive as Algorithm 7.2 in general. In the case of using eight
neighbors, the amount of computation remains the same as the 4-neighbor case
in Algorithm 7.3 by applying Algorithm 7.6. Here, only two octants that include
point xm will be used to update the non-accepted neighbors. Overall, in the 2D
case the shifted-grid modification of fast marching doubles the amount of compu-
tation required for the traditional version.
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Anisotropic Fast Marching

8.1 Definition

Traditional isotropic fast marching is unable to utilize orientation information as
input data directly. Such orientation can be deduced either from some of the plen-
tiful image enhancement techniques that produce vector-valued results, or from
high-dimensional images produced by advanced imaging modalities. Simple ex-
amples of the first category can be the gradient computed from a scalar image or
line orientation estimated from the second derivatives as in Section 3.1.4. An ex-
ample of the second category is the magnetic resonance (MR) diffusion tensor im-
age from which both the magnitude and orientation information can be deduced
(Basser et al. 1994).

In this chapter, we try to include the local orientation into the fast marching
process. Attempts have been made by Parker et al. (2002) to assign the cost func-
tion dynamically based on the local orientation and the front direction during the
marching process. Here, we define the cost functions to be not only location de-
pendent but also orientation dependent. We name this function the anisotropic cost
function and its reciprocal the anisotropic speed function.

At any specific location, the cost/speed as a function of the orientation can be
described by a cost/speed profile. Thus, in the isotropic case, the speed profile is
circular, i.e. no preference is given to any direction. In the anisotropic case, we
consider an elliptic speed profile as an example. The ellipse is used to model a
travel that is the fastest along the “preferred” direction given by the major axis

83
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and slows down gradually for other directions so that the slowest speed occurs
along the minor axis, perpendicular to the preferred direction. The maximum and
minimum speeds can be adjusted by the ratio between the major and the minor
axes of the ellipse. One advantage of the elliptic speed profile is that when the
major and the minor axes are equal, it degenerates to the isotropic circular profile.

To compute the arrival time u at every point, we can formulate the problem
as a minimization problem as before. Assume that u-value at point C is to be
computed from the values at points A and B as in Fig. 8.1. We are seeking the
solution of the minimization

uAB(C) = min
t∈[0,1]

(
tuA + (1 − t)uB +

‖~θ(t)‖
f(~θ(t))

)

= min
t∈[0,1]

(
tuA + (1 − t)uB + ‖~θ(t)‖τ(~θ(t))

)
. (8.1)

Here, ~θ(t) is a vector that gives the direction of the speed/cost,

~θ(t) = xC − (txA + (1 − t)xB).

Its length ‖~θ(t)‖ is the distance between C and the interpolated point between
A and B. Function f(~θ(t)) is the local speed along the traveling direction ~θ(t)
and τ(~θ(t)) is the corresponding cost. In ordinary fast marching they are defined
at point C and in the shifted-grid fast marching they are defined inside triangle
ABC.

A

B

C

~θ

t

1 − t

Figure 8.1 The arrival time to point C is evaluated from A and B. The speed is
dependent on the direction of ~θ.

8.2 A Basic Problem

Though the formulation of the anisotropic problem is similar to the isotropic one,
the Dijkstra-like fast marching method can not be directly applied to the anisotropic
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problem. This is because the fundamental causality relation in Lemmas 7.1 and
7.2 no longer holds. An example illustrating this point is given by Sethian and
Vladimirsky (2001b) and will be detailed below.

Imagine a 2D speed function f = 1/τ that has an elliptic profile and is the
same everywhere. The iso-curves of the analytical solution of the arrival time u

will be a set of concentric ellipses with the starting point as the center. The result
we obtain by applying the ordinary fast marching method with the minimization
done according to (8.1) is shown in Fig. 8.2. The speed ellipses have major axes
a = 3, minor axes b = 1, and the major axes are along (0, 1), (0.5, 1) and (1, 1) in
Fig. 8.2 (a), (b) and (c), respectively. It is easy to notice that when the ellipse is
aligned with the coordinate axis as in Fig. 8.2 (a), the resulting iso-curves of the
arrival time u well resemble the correct solution deduced from the continuous sit-
uation. However, for ellipses along other directions, the result of the fast marching
method (Fig. 8.2 (b) and (c)) deviate largely from the correct solution and can not
be explained by numerical errors only.
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Figure 8.2 The iso-curves of the arrival time with uniform elliptic (a = 3, b = 1)
speed profile computed by the fast marching method. The major axes are along (a)
(0, 1), (b) (0.5, 1), (c) (1, 1), respectively.

To explain this phenomenon, a close-up view of the bottom-right corner of
Fig. 8.3 (a) is shown in Fig. 8.3 (b) with a grid superimposed. Point C is under
examination, i.e. being considered to be moved to the Accepted set. Since the speed
profile is uniform, the minimum-cost path from the starting point to C is a straight
line connecting these two points. To obtain the correct arrival time at point C, the
final value of uC should be computed along the minimal-cost path. Assuming
the updating relies on 4-connected neighbors, uC should then be computed from
points A and B in Fig. 8.3 (b). But since point A lies outside the iso-curve passing
point C, we have uA > uC . The fact that a point with a larger arrival time should be
used to update a point with a smaller arrival time violates the causality condition.
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In other words, in (8.1) we can not conclude that uAB(C) > uA and uAB(C) > uB

despite the fact that uAB(C) is computed from uA and uB. If we still use Outline 7.1
with the updating done according to (8.1), point C will only be updated from
neighbors that are smaller than itself, i.e. from the quadrant BD in Fig. 8.3. Point
C will be moved to the Accepted set before A, and point A will never be able to
influence C. This is the reason behind the wrong results shown in Fig. 8.2 (b) and
(c).

'

(a) (b)

A A

B C

D

Figure 8.3 (a) The iso-curves of the arrival time with elliptic speed profile. (b)
A close-up view where the gradient direction at C points towards BD while the
characteristic direction points towards AB.

To solve the minimum-cost path problem, or equivalently, the wave propaga-
tion problem, the arrival time should be updated along the characteristic direction,
which is the direction of the minimal-cost path. The fast marching method up-
dates along the gradient direction. In the isotropic case, these two directions coin-
cide and thus the one-pass Dijkstra-like fast marching delivers correct result. As
illustrated in this ellipse example, this is no longer the case for anisotropic speed
profiles.

8.3 Anisotropic Fast Marching Methods

8.3.1 The Ordered Upwind Method and its Simplification

A one-pass method that deals with the anisotropic problem is proposed by Sethian
and Vladimirsky (2001b) from the view of an optimal trajectory problem rooted in
control theory. The idea is still to update the grid points in a monotonic sequence
by following the characteristic direction. Since the characteristic direction and the
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Figure 8.4 (a) Anisotropic case where the travel cost to point x is smaller along
xax than along xix. (b) Two cases where the arrival time at point C is to be
computed from non-adjacent points A and B.

gradient direction do not coincide in the anisotropic situation, a larger neighbor-
hood is needed in the updating procedure to include the characteristic directions.
In the following, we adapt the analysis by Sethian and Vladimirsky (2001b) and
show that the size of this neighborhood is bounded, so that a one-pass method is
still possible to enforce. The definitions of Accepted, Trial and Far set are the same
as in Outline 7.1.

First we show that it is necessary to compute the arrival time from non-adjacent
neighbors. In Fig. 8.4 (a), the u-value at point x is to be updated. A level set, i.e.
an iso-curve of the arrival time u is illustrated to the left of x. In the isotropic case,
the minimum-cost path will be perpendicular to the wave front and the u-value
should be computed directly from point xi. In the anisotropic case however, the
cost of a path connecting xa and x might be cheaper than that of xix. Intuitively,
though point xa is not the closest point on the iso-curve to x, it cannot be infinitely
far away.

Assume that f(x, ~θ), the speed function of both location x and direction ~θ, is
Lipschitz-continuous and bounded as

0 < f1 ≤ f(x, ~θ) ≤ f2 < ∞.

The anisotropy coefficient is defined as Υ = f2/f1. The point xa will be the furthest
when the maximum speed f2 is along xax and the minimum speed f1 is along xix.
For the cost along xax to be cheaper, the distance between x and xa is bounded
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by

‖x − xa‖
f2

≤ ‖x − xi‖
f1

⇒ ‖x − xa‖ ≤ ‖x − xi‖Υ. (8.2)

Since the arrival time at point x is to be computed, x must be adjacent to the level
set curve. In a triangulated mesh with diameter h, we have

‖x − xi‖ ≤ h.

Therefore, the distance between x and xa in Fig. 8.4 (a) is bounded by hΥ. In
the special case of a uniform Cartesian grid, we have h =

√
2. Two examples are

illustrated in Fig. 8.4 (b) when uC is to be computed from points A and B which
are not adjacent to C.

Second we show that it is sufficient to update x from the neighborhood bound-
ed by hΥ. Again, we refer to Fig. 8.4 (a). Now the curve on the left side is inter-
preted as the front of the Accepted points (which is not necessarily the iso-curve
of the arrival time u). Assume that the Trial point x has the smallest arrival time
among all the points in the Trial set, and the minimum-cost path to x will inter-
sect the front curve at point xa. Point x′ is another Trial point which is adjacent
to xa. The upper-bound of the distance between x and xa can be deduced as

uxa
+

‖x − xa‖
f2

≤ ux ≤ ux′ ≤ uxa
+

‖x′ − xa‖
f1

⇒ ‖x − xa‖ ≤ ‖x′ − xa‖Υ = hΥ.

Let Accepted Front (AF) be the set of the Accepted points that have Trial neigh-
bors. For every Trial point x, a Near Front (NF) can be defined as the part of AF
that is “relevant to x”:

NF(x) = {xjxk ∈ AF | ∃x̃ on xjxk s.t. ‖x − x̃‖ ≤ hΥ}. (8.3)

It contains all the segments in AF that has a distance to x smaller than hΥ. Based
on the previous analysis, the arrival time at point x will only depend on the points
that are included in NF(x). These insights were the base of the non-iterative, or-
dered upwind, anisotropic fast marching method in Outline 8.1 given by Sethian
and Vladimirsky (2001b).

Compared to the isotropic fast marching method, several issues in the ordered
upwind scheme for the anisotropic problem make the algorithm much more time-
consuming. One problem is that the number of re-computation of the arrival time
u for every Trial point is much larger. From Outline 8.1, we see that the tentative
value of u(x) is computed in two different situations:

• u(x) is first computed using the entire NF(x)at the moment when x is added
to the Trial set (8.4) ∗.

∗This computation step is erroneously missing in the paper of Sethian and Vladimirsky (2001a), but
is included in the expanded report of the same authors (Sethian and Vladimirsky 2001b).
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Outline 8.1 The ordered upwind method for the anisotropic problem

• Definition:

– Accepted, Trial, and Far sets are defined as in Outline 7.1.

– Accepted Front (AF) is the set of Accepted points that has Trial neighbors.

– Near Front (NF) is defined for every Trial point x as the part of AF that
is “relevant to x” as in (8.3).

• Initialization:

– Trial set is the starting point x0, with u(x0) = 0;

– Far set is all the other grid points with u(x) = ∞.

• Loop:

– Let xm be the Trial point with the smallest u-value;

– Move it from the Trial set to the Accepted set;

– Move the Far neighbors x of xm to Trial set, compute their u-values as

u(x) = min
xjxk∈NF(x)

{uxjxk
(x)}; (8.4)

– Update all the other Trial points x such that xm ∈ NF(x)

u(x) = min{u(x), min
xmxi∈NF(x)

uxmxi
(x)}; (8.5)

• u(x) is then re-computed every time when the newly accepted point x̃ be-
longs to NF(x)(8.5).

Another problem is that each computation is usually done iteratively and is there-
fore much slower than the direct evaluation of the analytical expression in the
isotropic case.

Several heuristic methods were proposed by Sethian and Vladimirsky (2001b)
to tackle the first problem. One possibility is to replace the global anisotropic coef-
ficient Υ by a local one Υ(x), and thus decrease the size of NF(x)and consequently
the amount of re-computation. Another one is to widen NF(x)by a factor of 2 in
computing u(x) when x is just added to the Trial set (8.4). By doing so, the re-
computation at every time a point belongs to NF(x)becomes accepted could be
totally avoided (8.5), and a substantial speed-up is achieved. For more details,
please refer to the original work.
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8.3.2 Anisotropic Fast Marchings

We propose two alternative methods to attain anisotropic fast marching. The ba-
sic structure of the fast marching method is maintained and the updatings are re-
stricted to be done from the immediate neighbors only, as in the isotropic case.
From the previous section, we know that the result computed in this manner
might not converge to the solution of the original problem in the continuous space.
However, several reasons make this restriction appealing and reasonable.

The first and the most important reason is that this restriction will decrease the
number of re-computation of the arrival time u at every point, and thus largely
improve the efficiency of the algorithm. In the ordered upwind method in Sec-
tion 8.3.1, computations of u-values are done in the neighborhood bounded by
hΥ, where h is the mesh diameter and Υ is the anisotropic coefficient defined
as the ratio between the maximum and minimum speed. Even with moderately
anisotropical speed profiles, this leads to a large amount of computation.

Secondly, as seen in Fig. 8.4 (b), the updating from the non-neighboring points
AB to C will cross more than one grid cell. For simplicity, the ordered upwind
method in Section 8.3.1 uses the cost at point C to be the cost on the whole path.
The cost function is thus sampled irregularly. This problem is alleviated by re-
stricting the updating to be from the immediate neighbors only. The idea of defin-
ing the costs in the grid cells as in Section 7.2 can be used here as well. This way,
we ensure that the cost function is interpreted in a consistent way.

Thirdly, from numerical experiments we found that by using 8-connected neigh-
bors in computing the arrival time, errors are largely reduced compared to the case
where only 4-connected neighbors are used. One example is shown in Fig. 8.5.
Again, we use the uniform elliptic speed profile with the major axis a = 3, the
minor axis b = 1, and the major axis along (0.5, 1). The results of applying the
4-neighbor and the 8-neighbor fast marching are shown in Fig. 8.5 (b) and (c), re-
spectively. The differences between the results obtained from these two methods
and the continuous solution are plotted in Fig. 8.5 (d) and (e). The errors using
the 8-neighbor scheme are about one tenth of those using the 4-neighbor scheme
in this case.

One explanation can be found in Fig. 8.3 (b). If eight neighbors are considered,
point C will be updated from A′B, which happens to be the octant that contains
the characteristic direction. Therefore, the right solution will be obtained for C.
Without rigid proof, we expect that the 8-neighbor scheme covers a larger neigh-
borhood than the 4-neighbor scheme, and therefore is more likely to include the
characteristic direction.

The algorithms for the 4-neighbor and 8-neighbor anisotropic updating schemes
are given in Algorithm 8.2 and Algorithm 8.3, respectively. Since the causality
condition is no longer true, the points are not accepted in a monotonic order, i.e.
if xi is accepted after xj , we are not sure whether uxi

> uxj
or uxi

≤ uxj
. Conse-
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Figure 8.5 Uniform elliptic speed profile (a = 3, b = 1) along direction (0.5, 1),
iso-curves of (a) the analytical solution of u, (b) the solution computed by the 4-
neighbor fast marching method, (c) the solution computed by the 8-neighbor fast
marching method, (d) errors when applying the 4-neighbor fast marching method,
(e) errors when applying the 8-neighbor fast marching method.

quently, in the case when the 8-neighbor scheme is used, we cannot update only
four neighbors by the reasoning given in Section 7.2.2 for Algorithm 7.6 but have
to update all eight neighbors. The simplified anisotropic fast marching methods
are constructed by inserting these schemes into the original fast marching method
in Outline 7.1. We will from now on try to solve anisotropic problems using these
simplified methods.

8.3.3 Back-Propagation

Just as in the isotropic case, after the marching process, the minimum-cost path
between the end point and the starting point is to be determined. The minimum-
cost path is along the characteristic direction, which in the anisotropic case does
not in general coincide with the gradient direction. Thus, strictly speaking, the
minimum path can not be extracted by gradient descent method. However, with
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an elliptic speed profile or any speed profiles that is strictly convex, there is a one-
to-one and onto mapping between the gradient and the characteristic direction
(Sethian and Vladimirsky 2001b). Therefore, by estimating the gradient of the u-
map, we are indeed able to derive the characteristic direction and thus find the
minimum-cost path.

Algorithm 8.2 Update neighbors of xm, anisotropic, 4-neighbor scheme

• Definition: The Near set is defined for every Trial point x as

NS (x) = {xjxk | diagonal neighbors to each other,

both are 4-connected neighbors to x}.

• For each non-accepted 4-connected point x of xm:

– If x is Far, move it to the Trial set;

– For every xjxm ∈ NS (x),

if xj is Accepted then

uxjxm
(x) = min

t∈[0,1]

(
tuxj

+ (1 − t)uxm
+
√

t2 + (1 − t)2 · τ(~θ(t))
)

with ~θ(t) = x − (txj + (1 − t)xm) (Fig. 8.6);

else

uxjxm
(x) = uxm

+ ‖x − xm‖ · τ(x − xm);

end if
u(x) = min{u(x), uxjxm

(x)};

x xj

xm

~θ

t

1
−

t

Figure 8.6 The value uxjxm
(x) is to be computed from uxj

and uxm
.
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Algorithm 8.3 Update neighbors of xm, anisotropic, 8-neighbor scheme

• Definition: The Near set is defined for every Trial point x as

NS (x) = {xjxk | 4-connected points to each other,

one is diagonal neighbor to x,

the other one is 4-connected neighbor to x}.

• For each non-accepted 8-connected point x of xm:

– If x is Far, move it to the Trial set;

– For every xjxm ∈ NS (x),

if xj is Accepted then

uxjxm
(x) = min

t∈[0,1]

(
tuxj

+ (1 − t)uxm
+
√

1 + t2 · τ(~θ(t))
)

with ~θ(t) = x − (txj + (1 − t)xm) (Fig. 8.7 left);

or
uxjxm

(x) = min
t∈[0,1]

(
tuxm

+ (1 − t)uxj
+
√

1 + t2 · τ(~θ(t))
)

with ~θ(t) = x − (txm + (1 − t)xj) (Fig. 8.7 right);

else

uxjxm
(x) = uxm

+ ‖x − xm‖ · τ (x − xm) ;

end if
u(x) = min{u(x), uxjxm

(x)};

xx xj

xj xm

xm

~θ
~θ

tt

Figure 8.7 The value uxjxm
(x) is to be computed from uxj

and uxm
. Left: xm is

a 4-connected neighbor to x. Right: xm is a 8-connected neighbor to x.
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8.4 Special Anisotropic Speed Functions

8.4.1 Analytical Solution to the Minimization Problem

Assuming that the updatings take place in an 8-connected neighborhood as in
Fig. 8.3 (a), the minimization (8.1) becomes

uAB(C) = min
t∈[0,1]

(
tuA + (1 − t)uB + ‖~θ(t)‖τ(~θ(t))

)
(8.6)

where the local cost τ is dependent on the path direction ~θ(t) (Fig. 8.8 (b)). Without
losing generality, we can define the cost to be a function of θ = ∠~θ. In the first
octant in Fig. 8.8 (a), we have θ = π + arctan t. By differentiating the expression to
be minimized in (8.6) with t and substituting

∂θ

∂t
=

∂ arctan t

∂t
=

1
1 + t2

into the result, we get

∂uAB(C)
∂t

= uA − uB +
t√

1 + t2
τ(θ) +

√
1 + t2

∂τ(θ)
∂θ

∂θ

∂t

= uA − uB +
t√

1 + t2
τ(θ) +

1√
1 + t2

∂τ(θ)
∂t

. (8.7)
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~θ

t

Figure 8.8 (a) The arrival time of point C is to be computed from one of the eight
octants around it. (b) The situation where the computation is from the first octant.

As seen in (8.7), the direction-dependent cost function τ complicates the mini-
mization problem in (8.6). The general minimization for anisotropic fast marching
has to be solved iteratively, for example using the “golden section search” as done
by Sethian and Vladimirsky (2001b). The overall efficiency of the algorithm is
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therefore largely dependent on the particular iterative numerical method used.
These iterative numerical methods are typically much slower than the direct eval-
uations of analytical expressions as used in the isotropic case. Therefore, special
cost functions where analytical solutions can be found for the minimization prob-
lems are highly wanted. In the sequel, we will utilize cost functions τ(x, ~θ(t)) of
the type (a(x)t+b(x))/‖~θ‖. This will convert (8.1) into a linear function which can
be solved analytically.

8.4.2 The Rhombus Speed Profile

Let the speed profile have a rhombus shape as shown in Fig. 8.9 (a) described as

∣∣∣∣ x

ra

∣∣∣∣+
∣∣∣∣ y

rb

∣∣∣∣ = 1,

where ra and rb are the radii along x- and y-axis.
The speed along ~θ, where

~θ = (tx, ty) = ‖~θ‖(cos ∠~θ, sin ∠~θ),

is the length of the radius r along that direction. It satisfies

r ·
(∣∣∣∣∣cos ∠~θ

ra

∣∣∣∣∣+
∣∣∣∣∣ sin ∠~θ

rb

∣∣∣∣∣
)

= 1,

with x = r cos ∠~θ and y = r sin ∠~θ. Note that ~θ is not a unit vector but has the
length ‖~θ‖ which is the traveling distance as will be given later. The speed/cost
function on the other hand, is only dependent on the direction given by ~θ.

The cost function τ(~θ) is the reciprocal of the speed which yields

τ(~θ) =
1
r

=

∣∣∣∣∣cos ∠~θ

ra

∣∣∣∣∣+
∣∣∣∣∣ sin ∠~θ

rb

∣∣∣∣∣ = 1

‖~θ‖

(∣∣∣∣ txra

∣∣∣∣+
∣∣∣∣ tyrb

∣∣∣∣
)

.

In a more general case, the rhombus is not aligned with the coordinate axis but
along a given direction ~n,

~n = (cos α0, sin α0),

as in Fig.8.9 (b). The vector ~n is the preferred direction along which the fast prop-
agation is wanted. For example, it can be assigned as the line orientation in an
image to promote a fast traveling along the linear structure. The cost function
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ra
ra

rbrb r r

~θ ~θ

~n

~n

xx

yy

α0

Figure 8.9 (a) An anisotropic rhombus speed profile aligned with the coordinate
axis. (b) A rhombus speed profile along the preferred direction ~n.

τ(~θ), still defined as the reciprocal of the radius, becomes

τ(~θ) =

∣∣∣∣∣cos ∠(~n, ~θ)
ra

∣∣∣∣∣+
∣∣∣∣∣ sin ∠(~n, ~θ)

rb

∣∣∣∣∣
=

1

‖~θ‖

(∣∣∣∣∣~n · ~θ
ra

∣∣∣∣∣+
∣∣∣∣∣~n × ~θ

rb

∣∣∣∣∣
)

=
1

‖~θ‖

(∣∣∣∣cos α0tx + sin α0ty
ra

∣∣∣∣+
∣∣∣∣cos α0ty − sin α0tx

rb

∣∣∣∣
)

. (8.8)

where ∠(~n, ~θ) is the angle between the vectors ~n and ~θ.

The 4-Neighbor Case

In the updating scheme that relies on the 4-connected neighbors, the variable ~θ =
(tx, ty) in the four quadrants shown in Fig. 8.10 (a) is

~θ = (−t, t − 1), (t, t − 1), (t, 1 − t), (−t, 1 − t) (8.9)

respectively, with 0 ≤ t ≤ 1. The situations in the first and the second quadrants
are illustrated in Fig. 8.10 (b).

The general minimization problem (8.1) in this special case is to minimize the
expressions in (8.10), obtained by substituting (8.9) and (8.8) into (8.1), subject to
0 ≤ t ≤ 1.

tuA + (1 − t)uB +

∣∣∣ t(cos α0−sin α0)+sin α0
ra

∣∣∣+ ∣∣∣ cos α0−t(cos α0+sin α0)
rb

∣∣∣ (1, 3)∣∣∣ sin α0−t(cos α0+sin α0)
ra

∣∣∣+ ∣∣∣ cos α0−t(cos α0−sin α0)
rb

∣∣∣ (2, 4)
(8.10)

Different expressions are obtained in different quadrants and are summarized in
(8.10). The numbers inside the parentheses after each expression indicate in which
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Figure 8.10 The arrival time of point C is to be computed from one of the four
quadrants around it. (b) The situations in the first and the second quadrants.

quadrant the expression should be used. Note that the variables ra and rb are actu-
ally 2D functions ra(x) and rb(x) which together with ~n(x) define the anisotropic
cost function τ(x, ~θ).

The 8-Neighbor Case

In the updating scheme that utilizes eight nearest neighbors, the variable ~θ in the
eight octants shown in Fig. 8.8 (a) can be written as

~θ =
(−1,−t), (−t,−1), (t,−1), (1,−t), octant 1 to 4,

(1, t), (t, 1), (−t, 1), (−1, t), octant 5 to 8,
(8.11)

where t is defined in Fig. 8.11 in different octants and satisfies 0 ≤ t ≤ 1.

2
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B

BB

B CCCC

~n~n
~n~n

~θ

~θ~θ

~θ

α0α0α0α0

t

tt

t

Figure 8.11 The arrival time at point C is to be computed from one of the eight
octants around it. From left to right, the situations in the first, second, third and
fourth octants.

As before, by substituting (8.11) and (8.8) into (8.1), different expressions are
obtained in different octants. To minimize (8.1) is to minimize one of the following
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expressions subject to 0 ≤ t ≤ 1. The numbers inside the parentheses after each
expression indicate in which octant the expression should be used.

tuA + (1 − t)uB +

∣∣∣∣cos α0 + t sin α0

ra

∣∣∣∣+
∣∣∣∣ t cos α0 − sin α0

rb

∣∣∣∣ (1, 5)∣∣∣∣ t cos α0 + sinα0

ra

∣∣∣∣+
∣∣∣∣cos α0 − t sin α0

rb

∣∣∣∣ (2, 6)∣∣∣∣−t cos α0 + sin α0

ra

∣∣∣∣+
∣∣∣∣cos α0 + t sin α0

rb

∣∣∣∣ (3, 7)∣∣∣∣− cos α0 + t sin α0

ra

∣∣∣∣+
∣∣∣∣ t cos α0 + sinα0

rb

∣∣∣∣ (4, 8)

(8.12)

Direct Minimization

Both (8.10) and (8.12) are linear. The minimum of the expressions will be found at
t = 0, t = 1 or at the t values that bring one of the expressions inside the absolute
signs to zero. For example, to minimize the first expression in (8.10), t should be
substituted with

0, 1, −cos α0

sin α0
, or

sin α0

cos α0
,

and to minimize the first expression in (8.12), t should be substituted with

0, 1, − sin α0

cos α0 − sin α0
, or

cos α0

cos α0 + sinα0
.

The smallest of these results, subject to 0 ≤ t ≤ 1, is the minimum of the expres-
sion. In fact, in both 4- and 8-neighbor cases, the minima are obtained either at the
boundary with t = 0, 1 or for a t-value corresponding to one of the two rhombus
axes directions.

To conclude, when the speed has a rhombus profile and the updatings are
limited to be from the immediate neighbors only, the minimization problem in
(8.1) can be solved by Subroutine 8.4. It should replace the numerical evaluations
inside the boxes in Algorithms 8.2 and 8.3.

Subroutine 8.4 Direct minimization with a rhombus speed profile

• Decide which quadrant/octant the updating is from;

• Find the corresponding expression to be minimized in (8.10)/(8.12);

• Evaluate the expression at t = 0, t = 1 and at the two t values that bring
one of the two absolute expressions to zero, and choose the smallest result
subject to 0 ≤ t ≤ 1.
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Examples

In Fig. 8.12, we show simple examples of applying the rhombus speed profile. The
speed functions are uniform rhombus profiles with the major axis ra = 3 and the
minor axis rb = 1. In the left, middle and right column in Fig. 8.12, the preferred
traveling directions ~n are along (0, 1), (0.5, 1) and (1, 1), respectively.

Ideally, the iso-curves of the arrival time u should be a set of concentric rhom-
buses. Along the axis direction in Fig. 8.12 (a) and (b), and also the diagonal
direction in Fig. 8.12 (f), the resulting iso-curves of the arrival time do well resem-
ble the result of the continuous case. Along other directions, the situation is less
ideal. The results deviate significantly from the continuous cases, and the reason
is that the causality condition is no longer satisfied. Still, from Fig. 8.12 we ob-
serve that along the preferred directions, the travels are indeed faster than along
any other directions. This feature will be employed in the next chapter when we
are interested in extraction of linear structures. Furthermore, the result obtained
by applying the 8-neighbor fast marching is more accurate than the 4-neighbor
version, which is readily seen by comparing Fig. 8.12 (b), (c) and (e), (f).
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Figure 8.12 Iso-curves of arrival time with a rhombus (ra = 3, rb = 1) speed
profile. The major axses are along (0, 1), (0.5, 1), and (1, 1) for the left, middle
and right columns, respectively. The images in the first row are results from the
4-neighbor anisotropic fast marching and the images in the second row are results
from the 8-neighbor anisotropic fast marching.
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Comments

The minimization step in the anisotropic problem can indeed be solved efficiently
for rhombus-shaped speed profiles. In fact, the expression to be minimized be-
comes linear and the solution is found by a few substitutions and comparisons.
Unfortunately, the rhombus speed profile does not become a circle as an ellipse
will do when ra = rb. Rather, it will degenerate into a square, with its diagonals
along the two axes. Thus, it is not suitable for isotropic marching since travel-
ing along the axes directions are biased. Even so, the dominating effect of the
rhombus profile, that it marches faster along a preferred direction, could still be a
desired feature for many applications as will be shown in the next chapter.

There is no one-to-one mapping between the gradient direction and the charac-
teristic direction for the rhombus speed profile. Even so, to extract the minimum-
cost path after marching, we use the gradient descent method, which extracts rea-
sonable paths in the applications.

8.4.3 The Sine-Shape Cost Function

As a special case of the rhombus speed profile, we can assign the cost function to
be

τ(~θ) = τ0 · | sin ∠(~n, ~θ)| = τ0 · |~n × ~θ|
‖~θ‖

= τ0 · | cos α0ty − sinα0tx|
‖~θ‖

, (8.13)

where τ0 is a scalar value, ~n = (cos α0, sin α0) is the preferred direction and ~θ =
(tx, ty) is the actual traveling direction. The reason we introduce the sine-shape
cost function is to further promote traveling along the preferred direction. As
defined in (8.13), if the travel direction ~θ is aligned with the preferred direction ~n,
the cost will be zero.

The minimization of (8.1) in this case can be deduced in the same way as in the
previous section. In the 4-neighbor case, we minimize one of the expressions in
(8.14) subject to 0 ≤ t ≤ 1 with the variable t given in Fig. 8.10. Which expression
to use is decided by the quadrant in which the updatings occurs. Indices of the
quadrants are indicated in the parentheses after the expressions in (8.14).

tuA + (1 − t)uB +
τ0 · | cos α0 − t(cos α0 + sinα0)| (1, 3)

τ0 · | cos α0 − t(cos α0 − sinα0)| (2, 4)
(8.14)

In the 8-neighbor case, one of the four expressions in (8.15) is to be minimized
subject to 0 ≤ t ≤ 1 with variable t given in Fig. 8.11. Which expression to use is
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decided by the octant in which the evaluation occurs. Indices of the octants are
indicated in the parentheses after every expression.

tuA + (1 − t)uB +

τ0 · |t cos α0 − sinα0| (1, 5)

τ0 · | cos α0 − t sin α0| (2, 6)

τ0 · | cos α0 + t sin α0| (3, 7)

τ0 · |t cos α0 + sinα0| (4, 8)

(8.15)

In Fig. 8.13, we show the result of applying a uniform sine-shape cost function
with τ0 = 1. In the left, middle and right columns in Fig. 8.13, the preferred travel
directions ~n are along the vectors (0, 1), (0.5, 1) and (1, 1), respectively.

The sine-shape cost function has an infinite anisotropic coefficient. Ideally, the
iso-curve of the arrival time u should be a set of parallel lines along the preferred
direction ~n. Since there is no cost at all to travel along ~n, every point along these
lines should have the same arrival time.

From Fig. 8.13 we observe that when the preferred direction is aligned with the
coordinate axes (Fig. 8.13 (a), (d)), or diagonal for the 8-neighbor anisotropic fast
marching (Fig. 8.13 (f)), the computed u-values are consistent with the continuous
solution. Along other directions, results deviate from the continuous ones. As
expected, the results given by the 8-neighbor scheme are more accurate than the
4-neighbor scheme.

8.4.4 Numerical Experiments

The following example illustrates the difference between the iso- and anisotropic
fast marching method in a less trivial case. In Fig. 8.14 (a) is an image of a spi-
ral. After line detection, the line response l(x) and the local orientation ~n(x)
(Fig. 8.14 (b)) are obtained and used to define the cost function for the anisotropic
fast marching. Four different cost functions are defined as

τ1(x) = lmax − l(x),

τ2(x, ~θ) = (lmax − l(x)) ·
(∣∣∣∣∣cos ∠(~n, ~θ)

3

∣∣∣∣∣+
∣∣∣∣∣ sin ∠(~n, ~θ)

1

∣∣∣∣∣
)

,

τ3(x, ~θ) = (lmax − l(x)) ·
(∣∣∣∣∣cos ∠(~n, ~θ)

5

∣∣∣∣∣+
∣∣∣∣∣ sin ∠(~n, ~θ)

1

∣∣∣∣∣
)

,

τ4(x, ~θ) = (lmax − l(x)) ·
∣∣∣sin ∠(~n, ~θ)

∣∣∣ .
The first cost function τ1 is isotropic while τ2, τ3, and τ4 are anisotropic. The func-
tion l(x) is the local line response computed according to Section 3.1.4 and lmax is
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Figure 8.13 Iso-curves of arrival time with sine-shape (τ0 = 1) cost function.
The major axses are along (0, 1), (0.5, 1), and (1, 1) for the left, middle and right
columns, respectively. The images in the first row are results from the 4-neighbor
anisotropic fast marching and the images in the second row are results from the
8-neighbor anisotropic fast marching.

the maximum of all l(x). By subtracting the line response from lmax, we get a large
cost at locations where the line responses are low and a low cost where the line
responses are high. The vector ~n is the line orientation (Fig. 8.14 (b)) computed
from the original image using the method given in Section 3.1.4. The second and
third cost functions have rhombus speed profiles with τ2 having ra/rb = 3 and
τ3 having ra/rb = 5. The fourth cost function is a sine-shape cost function. All
these anisotropic cost functions are designed to encourage traveling along the line
orientation.

To compare the result of applying different cost functions with iso- and aniso-
tropic marching, we use the central point in Fig. 8.14 (a) as the starting point.
Five thousand points are marched for each case and the results are shown in
Fig. 8.14 (c), (d), (e), and (f), respectively. As expected, the anisotropic march-
ings have traveled much longer compared to the isotropic case. Among the three
anisotropic cases, the sine-shape cost function gives the longest track and the
rhombus speed profile with a larger ra/rb ratio gives a longer track than the one
with a smaller ra/rb ratio. This is to be expected. In the anisotropic case, travel-
ing is promoted along the preferred direction. Hence, the 5000 steps will take us
longer along the spiral.
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(a) (b)

(c) (d)

(e) (f)

Figure 8.14 (a) The original spiral image. (b) After string detection, local orien-
tation is given as a short line at every string point. (c) The result of 8-neighbor
isotropic fast marching of 5000 points. (d, e, f) The results of 8-neighbor anisotropic
fast marching of 5000 points using τ2, τ3, and τ4, respectively.





9

3D Fast Marching

9.1 The 3D Isotropic Case

The fast marching method can be extended to 3D space rather easily. The discrete
form of the Eikonal equation in 3D corresponding to (7.2) is

max(ui,j,k − ui−1,j,k, ui,j,k − ui+1,j,k, 0)2

+ max(ui,j,k − ui,j−1,k, ui,j,k − ui,j+1,k, 0)2

+ max(ui,j,k − ui,j,k−1, ui,j,k − ui,j,k+1, 0)2 = τ2
i,j,k. (9.1)

To solve ui,j,k from (9.1) is equivalent to minimize

ui,j,k = min
t1,t2,t3

(t1u1 + t2u2 + t3u3 +
√

t21 + t22 + t23 · τi,j,k) (9.2)

s.t. ti ≥ 0 and
∑

i

ti = 1,

with u1 = ui±1,j,k, u2 = ui,j±1,k, and u3 = ui,j,k±1.

Details of solving (9.1) and (9.2) can be found in the works by Deschamps (2001)
and Tsitsiklis (1995) amongst others.

To compute the arrival time at every grid point, it is possible to utilize 6-, 18-
or 26-connected neighbors. We can also use the shifted input-output grids as dis-
cussed in Section 7.2. In the 3D case, the cost function is then defined inside the
3D grid cells, which are cubes bounded by eight neighboring grid points. As-
sume that in Fig. 9.1, the arrival time at the central point D is to be computed

105
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A1
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A3

B1

B2

B3C

D

x

y

z

Figure 9.1 3D Cartesian grid used in the fast marching method. The arrival time
at point D is to be computed from the direction given by the arrow.

and the wave front is arriving from the direction given by the arrow. Detailed
formulations of the minimization are given in the following for using 6-, 18-, and
26-connected neighbors. The cost τ used in the equations is the cost defined at
grid-point D for ordinary fast marching and the cost defined inside the grid cell
(the gray cube in Fig. 9.1) in the shifted-grid case.

In the case of 6-connected neighbors, the arrival time at point D depends on
values at points A1, A2 and A3 (Fig. 9.2 (a)). There are eight possible octants to
consider. In the one given in Fig. 9.1, the minimization problem takes the form

uA1A2A3(D) = min
t1,t2,t3

(t1uA1 + t2uA2 + t3uA3 +
√

t21 + t22 + t23 · τ) (9.3)

s.t. ti ≥ 0 and
∑

i

ti = 1.

In the case of 18-connected neighbors, the arrival time at D is computed from
different cube faces in Fig. 9.1. These faces are defined by three grid points, one of
which is a 6-connected neighbor to D and the other two are face-diagonal neigh-
bors to D (e.g. Fig. 9.2 (b)). There are 24 such faces in total, e.g., A2B1CB2,
A3B3CB2 in Fig. 9.1. In Fig. 9.2 (b), the square used is A2B1CB2 and the mini-
mization problem can then be formulated as

uB1B2A2(D) = min
t1,t2

(t1uB1 + t2uB2 + (1 − t1 − t2)uA2 +
√

t21 + t22 + 1 · τ) (9.4)

s.t. t1 ≥ 0, t2 ≥ 0, and t1 + t2 ≤ 1.

In the case of 26-connected neighbors, the arrival time at D is computed from
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Figure 9.2 The arrival time at point D is computed from (a) 6-, (b) 18- and (c)
26-connected neighbors.

triangular parts of the cube face. These triangles have three vertices that are 6-
connected, face-diagonal and body-diagonal neighbors to D, respectively. There
are 48 such triangles in total. In Fig. 9.2 (c), A2B1C is such a triangle. The mini-
mization problem yields

uA2B1C(D) = min
t1,t2

(t1uA2 + t2uC + (1 − t1 − t2)uB1 +
√

1 + (1 − t1)2 + t22 · τ)

(9.5)

s.t. t1 ≥ 0, t2 ≥ 0 and t1 + t2 ≤ 1.

The minimizations in (9.3), (9.4) and (9.5) can be solved explicitly using the
Kuhn-Tucker condition in a similar manner as done by Tsitsiklis (1995). Details
on solving (9.5) are given in Appendix C. All solutions are analytic and inherently
fast.

The updating schemes may also be deduced from the direction cosines. In the
6-, 18-, and 26-neighbor cases, the arrival time uD computed from the points in
Fig. 9.2 should satisfy

uD − uA1 = τ cos φx, uD − uA2 = τ cos φy, uD − uA3 = τ cos φz, (9.6)

uA2 − uB1 = τ cos φx, uD − uA2 = τ cos φy, uA2 − uB2 = τ cos φz, (9.7)

uA2 − uB1 = τ cos φx, uD − uA2 = τ cos φy, uB1 − uC = τ cos φz (9.8)

respectively, where

cos2 φx + cos2 φy + cos2 φz = 1.

The outer-loop of the 3D fast marching method is identical to the one described
by Outline 7.1. The updating of the arrival time u at every point is summarized
in Algorithm 9.1. Though we may rely on 18 or 26 neighbors to compute the ar-
rival time at every point, it is only necessary to update the 6-connected neighbors
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at every step in the isotropic fast marching by the same reasoning given in Sec-
tion 7.2.2 for Algorithm 7.6. To extract the minimum-cost path after the marching,
2D back-propagation techniques are extended to 3D directly.

Pseudo-code for computing uD using its 6-connected neighboring point A, B,
and C by solving (9.3) is given in Subroutine 9.2. The 18- and 26-neighbor cases
are somewhat more complicated. The implementation of these cases can be done
by following Appendix C.

Algorithm 9.1 Update neighbors of xm, 3D isotropic, 6-, 18-, or 26-neighbor
schemes

• Definition: The Near sets of x are denoted as NS6 (x), NS18 (x), and NS26 (x),
in the 6-, 18-, and 26-neighbor’s cases. The relationships to point x are illus-
trated in Fig. 9.2.

• For each non-accepted 6-connected neighbor x of xm:

– If x is Far, move it to the Trial set;

– Update u(x) by

u(x) = min{u(x), min
xjxkxm∈NS(x)

(uxjxkxm
(x))}

with uxjxkxm
(x) computed by solving (9.3), (9.4), or (9.5) for the 6-, 18-,

or 26-neighbor’s cases, respectively;

Subroutine 9.2 Compute uABC(D) from 6-connected neighbors uA, uB and uC

Input: uA, uB, uC , τ , where C is the point that just became accepted
Output: uABC(D)

if A and B are both Accepted then
uABC(D) = 1

3 (uA + uB + uC +
√

3(τ2 − u2
A − u2

B − u2
C) + (uA + uB + uC)2 ;

else if A is Accepted then
uABC(D) = 1

2 (uA + uC +
√

2τ2 − (uA − uC)2) ;
else if B is Accepted then

uABC(D) = 1
2 (uB + uC +

√
2τ2 − (uB − uC)2) ;

else
uABC(D) = uC + τ ;

end if
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9.2 The 3D Anisotropic Case

9.2.1 The 3D Updating Neighborhood

For the anisotropic case in 3D space, the causality is violated for the same reasons
as in Section 8.2. Still, using the argument given in Section 8.3.2, we may restrict
the updating to take place from the immediate neighbors only. Then, just as in the
isotropic case, it is possible to rely on 6-, 18-, or 26-neighborhoods while comput-
ing the arrival time u. We discuss the 6- and 26-neighbor cases in detail here. In
the following, we assume that the arrival time at point D is to be computed from
its neighboring points A, B, and C. The cost τ(~θ) used in the equations is the cost
defined at grid-point D for the ordinary fast marching and the cost defined inside
the octant ABCD for the shifted-grid fast marching.

In the 6-neighbor case, minimization is done in each octant according to

uABC(D) = min
(
|ti|uA + |tj |uB + |tk|uC + ‖~θ‖ · τ(~θ)

)
(9.9)

s.t. (ti, tj , tk) is inside the triangle defined by ABC.

The vector ~θ = (−ti,−tj ,−tk) gives the direction of travel. Points A,B and C are
the 6-connected neighbors to D found along the ±x,±y and ±z axes, respectively.
One example is plotted in Fig. 9.3.

x

y

z

ti
tj

tk

A

B

C

D

Figure 9.3 The arrival time at D is to be computed from the 6-connected neigh-
boring points A, B, and C.

When using 26-connected neighbors, the arrival time to a point D is computed
as if the minimal path is coming from one of the triangles on the face of a cube
that is centered at D with edge-length equal to 2. There are 48 such triangles.
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The triangulation of a cube face is shown in Fig. 9.4. Points A,B and C are a 6-
connected neighbor, a face-diagonal neighbor, and a body-diagonal neighbor to
D, respectively. With a cube face perpendicular to the x-, y- or z-axis, the vectors
from the cube face to the center point are

~θ = (±1,−ti,−tj), ~θ = (−tj ,±1,−ti), or ~θ = (−ti,−tj ,±1), (9.10)

respectively.

(b)(a)

1
23
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ti

ti
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ii
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Figure 9.4 The arrival time at point D (not visible in the figure) is to be computed
from its three neighboring points, i.e. the direct neighbor A, the face-diagonal point
B, and the body-diagonal point C.

In the notation given by Fig. 9.4 the minimization from each of these triangles
requires two different expressions. In octants 1, 4, 5, 8 (Fig. 9.4 (a)), it is

uABC(D) = min
(
(1 − |ti|)uA + (|ti| − |tj |)uB + |tj |uC + ‖~θ‖ · τ(~θ)

)
, (9.11)

and in octants 2, 3, 6, 7 (Fig. 9.4 (b)), it is

uABC(D) = min
(
(1 − |tj |)uA + (|tj | − |ti|)uB + |ti|uC + ‖~θ‖ · τ(~θ)

)
. (9.12)

Both (9.11) and (9.12) are subject to the condition that (ti, tj) should be inside the
triangle ABC.

Algorithm 9.3 comprises the 6- and 26-neighbor anisotropic updating schemes.
The simplified 3D anisotropic fast marching method is obtained by inserting Al-
gorithm 9.3 into Outline 7.1 of Section 7.1.
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Algorithm 9.3 Update neighbors of xm, 3D anisotropic, 6-/26-neighbor schemes

• Definition: The Near sets of x are denoted as NS6 (x), and NS26 (x), in the 6-,
and 26-neighbor cases. The relationships to point x are illustrated in Fig. 9.2.

• For each non-accepted 6-/26-connected neighbor x of xm:

– If x is Far, move it to the Trial set;

– For every xjxkxm ∈ NS6 (x)/NS26 (x):
Compute uxjxkxm

(x) by solving (9.9)/(9.11) or (9.12) for the 6-/26-
neighbor cases respectively;

u(x) = min
{
u(x), uxjxkxm

(x)
}

;

9.2.2 Special Anisotropic Speed Functions

The Octahedron Speed Profile

The minimizations of (9.9), (9.11), and (9.12) generally have to be solved iteratively
just as in the 2D case. To avoid this slowdown of the anisotropic fast marching
method, we want to find special cost/speed functions that have simple analytical
solutions to the minimization problem.

As a direct extension of the 2D rhombus profile, we can design a speed pro-
file shaped as an octahedron (Fig. 9.5). When the octahedron is aligned with the
coordinate axis as in Fig. 9.5 (b), it is described as∣∣∣∣ x

ra

∣∣∣∣+
∣∣∣∣ y

rb

∣∣∣∣+
∣∣∣∣ z

rc

∣∣∣∣ = r ·
(∣∣∣∣ sinα cos β

ra

∣∣∣∣+
∣∣∣∣ sinα sin β

rb

∣∣∣∣+
∣∣∣∣cos α

rc

∣∣∣∣
)

= 1 (9.13)

with radii ra, rb and rc defined in Fig. 9.5 (b) and r being the radius in the arbitrary
direction (sin α cos β, sin α sinβ, cos α). The speed along the direction is the length
of the radius r and the cost is 1/r. Let

~θ = (tx, ty, tz) = ‖~θ‖(sin α cos β, sin α sin β, cos α). (9.14)

The cost along ~θ is

τ(~θ) =
1
r

=
1

‖~θ‖

(∣∣∣∣ txra

∣∣∣∣+
∣∣∣∣ tyrb

∣∣∣∣+
∣∣∣∣ tzrc

∣∣∣∣
)

. (9.15)

In Fig. 9.5 (c), we have rotated the octahedron to align with

~n = (sinα0 cos β0, sin α0 sin β0, cos α0).

As before, we want to find the cost along the arbitrary vector ~θ in (9.14). To do this,
we can rotate the octahedron in Fig. 9.5 (c) to its standard position as Fig. 9.5 (b)
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Figure 9.5 (a) The 3D coordinate system. (b) The 3D speed profile is an octahe-
dron aligned with the coordinate axis. (c) The 3D speed profile is an octahedron
along ~n.

by a rotation of −β0 around z-axis, followed by a rotation of −α0 around y-axis.
The vector ~θ is then rotated to

~θ′ =




t′x
t′y
t′z


 =




cos α0 0 − sin α0

0 1 0

sin α0 0 cos α0






cos β0 sin β0 0

− sin β0 cos β0 0

0 0 1






tx

ty

tz




=




cos α0 cos β0, cos α0 sin β0, − sin α0

− sin β0, cos β0, 0

sin α0 cos β0, sinα0 sinβ0, cos α0






tx

ty

tz


 =




~n1 · ~θ
~n2 · ~θ
~n · ~θ


 , (9.16)

where

~n1 = (cos α0 cos β0, cos α0 sinβ0,− sin α0),

~n2 = (− sin β0, cos β0, 0).

The cost along ~θ in Fig. 9.5 (c) is thus equal to the cost along ~θ′ in Fig. 9.5 (b),
which can be found out by substituting (9.16) into (9.15),

τ(~θ) =
1

‖~θ‖

(∣∣∣∣ t′xra

∣∣∣∣+
∣∣∣∣ t′yrb

∣∣∣∣+
∣∣∣∣ t′zrc

∣∣∣∣
)

=
1

‖~θ‖

(∣∣∣∣∣~n1 · ~θ
ra

∣∣∣∣∣+
∣∣∣∣∣~n2 · ~θ

rb

∣∣∣∣∣+
∣∣∣∣∣~n · ~θ

rc

∣∣∣∣∣
)

. (9.17)

The variable ra, rb, and rc are all 3D functions ra(x), rb(x), and rc(x), which to-
gether with ~n(x) define the 3D anisotropic cost function τ(x, ~θ).
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With this general expression of the cost of an octahedron speed profile, we
are able to deduce the analytical solution to the minimization problems in (9.9),
(9.11) and (9.12). Note that we did not consider any rotation around ~n which
should be included in a complete general 3D rotation. This would have required
three consecutive planar rotations instead of two. The two axes ra and rb of the
octahedron are normally set to be equal.

The 6-Neighbor Case Fig. 9.3 shows three 6-connected neighbors of D. By sub-
stituting the cost (9.17) into (9.9), the minimization problem with an octahedron
speed profile yields

uABC(D) = min

(
|ti|uA + |tj |uB + |tk|uC +

∣∣∣∣∣~n1 · ~θ
ra

∣∣∣∣∣+
∣∣∣∣∣~n2 · ~θ

rb

∣∣∣∣∣+
∣∣∣∣∣~n · ~θ

rc

∣∣∣∣∣
)

, (9.18)

s.t. (ti, tj , tk) is inside the triangle defined by ABC.

The vector ~θ = (−ti,−tj ,−tk) gives the traveling direction, and point A, B, and C

are 6-neighbors to D along the x-, y-, and z-axes, respectively.
Linear optimization problems are typically solved by the simplex method (Press

et al. 1988). We do not directly apply the simplex method here because (9.18) con-
tains expressions with absolute signs which will lead to a set of linear problems
instead of a single one. Still, we can use the fundamental theorem of linear opti-
mization which says that if a minimum exists for a linear function, it can be found
at a vertex of the original simplex. This is so because a linear function always has
a nonzero vector gradient. In the interior of the simplex, we can always decrease
the function by gradient descent until we hit a boundary which is one dimension
less than the original simplex. Along the boundary, we descent along the gradient
projected to this boundary until we arrive a boundary with another dimension
less, etc. Finally, the minimum will be found at a point, a vertex of the original
simplex.

From the above analysis follows that we can solve the minimization problem in
(9.18), by evaluating the expression at all vertices and just pick the smallest result.
The vertices should be located inside the triangle determined by the neighboring
points ABC, and satisfy three boundary conditions, the first one being

|ti| + |tj | + |tk| = 1, (9.19)

and the other two being any of the following conditions:

~n1 · ~θ = 0, ~n2 · ~θ = 0, ~n · ~θ = 0,

ti = 0, tj = 0, tk = 0. (9.20)
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The 26-Neighbor Case The minimization problem in the 26-neighbor case is ob-
tained by substituting (9.17) into (9.11) or (9.12) as

uABC(D) = min

(
(1 − |ti|)uA + (|ti| − |tj |)uB + |tj |uC +

∣∣∣∣∣~n1 · ~θ
ra

∣∣∣∣∣+
∣∣∣∣∣~n2 · ~θ

rb

∣∣∣∣∣+
∣∣∣∣∣~n · ~θ

rc

∣∣∣∣∣
)

,

(9.21)

or

uABC(D) = min

(
(1 − |tj |)uA + (|tj | − |ti|)uB + |ti|uC +

∣∣∣∣∣~n1 · ~θ
ra

∣∣∣∣∣+
∣∣∣∣∣~n2 · ~θ

rb

∣∣∣∣∣+
∣∣∣∣∣~n · ~θ

rc

∣∣∣∣∣
)

,

(9.22)

s.t. (ti, tj) is inside the triangle ABC.

The vector ~θ is

~θ = (±1,−ti,−tj), ~θ = (−tj ,±1,−ti), or ~θ = (−ti,−tj ,±1),

depending on which cube face the neighboring points are located. Point A, B, and
C are direct neighbor, face-diagonal, and body diagonal to point D, respectively.

Both (9.21) and (9.22) are linear problems. Therefore, the minima need to be
searched at the vertices only. The vertices should be located inside the triangle
defined by points A, B, and C and satisfy two of the following conditions:

~n1 · ~θ = 0, ~n2 · ~θ = 0, ~n · ~θ = 0,

ti = 0, tj = 0, |ti| = |tj |. (9.23)

Direct Minimization We conclude that when the speed has an octahedron-shaped
profile and the computation of the arrival time is limited to be from the immedi-
ate neighbors, Subroutine 9.4 gives a non-iterative way of solving (9.9), (9.11) and
(9.12), which may be used to replace the boxed text in Algorithm 9.3.

Subroutine 9.4 Direct minimization with a 3D octahedron speed profile, 6-/26-
neighbor schemes

• Compute the vertices by intersecting the boundary conditions in (9.19),
(9.20)/(9.23);

• Decide which octant/triangle the updating is from and delete the vertices
that are not inside the octant/triangle;

• Evaluate the expression in (9.18)/(9.21) or (9.22) at the valid vertices and
choose the smallest;
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Examples In Fig. 9.6 and Fig. 9.7 we show a few simple examples of applying the
octahedron speed profile. We use speed functions that have uniform octahedron
profiles with the major axis rc = 3 and the two minor axes ra = rb = 1. In the first,
second and the third row in Fig. 9.6 and Fig. 9.7, the preferred traveling directions
are along (1, 0, 0), (1, 1/2, 1/3), and (1, 1, 1), respectively. Since the computed ar-
rival time is stored in a 3D volume, the minimum intensity projections along the
x, y, and z directions are shown in the first three columns to give an impression of
the 3D results. Surface rendered results are shown in the last column.

Ideally, the iso-surface of the arrival time u should be a set of concentric oc-
tahedrons. This is the case when the speed profile is aligned with the coordinate
axes as in the first rows of Fig. 9.6 and Fig. 9.7. However, because the causality
condition is no longer satisfied when the speed is not aligned with the coordinate
axes, the results delivered by the anisotropic fast marching methods will deviate
from the continuous result. The deviations are especially severe when using only
6 neighbors in computing the u-values as seen in the second and the third row in
Fig. 9.6. When 26 neighbors are used, the results are much improved as seen in
Fig. 9.7. We observe that along the preferred directions, the marching is indeed
much faster than along any other directions. These features can be utilized in
extraction of linear structures in 3D as will be described in the next chapter.

Comments The octahedron speed profile is introduced as a direct extension of
the rhombus speed profile in 2D. By using the octahedron speed profile, the oth-
erwise complicated minimization step in the anisotropic problem is simplified to
a linear problem. The disadvantage is similar to the rhombus speed profile in
2D, i.e., the octahedron-shaped speed profile does not become an isotropic sphere
when ra = rb = rc. Rather, it will become a cube, with its diagonals along the
axes. Thus, it is not perfect for isotropic marching since traveling along the axes
directions are biased. For anisotropic marching on the other hand, the dominating
effect of the octahedron profile is that it marches faster along a preferred direction.
This could be a desirable feature to exploit in many applications. After the march-
ing, the gradient descent method is used to extract the path between the starting
and the end points.
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Figure 9.6 Minimum intensity projections of the arrival time u computed with
octahedron speed profiles using 6 neighbors. The major axes are along (1, 0, 0), (1,
1/2, 1/3), and (1, 1, 1) for the first, second, and third row, respectively. The first,
second, and third columns show the projections from x-, y-, and z-axis direction.
The fourth column is the surface-rendered result u.
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Figure 9.7 Minimum intensity projections of the arrival time u computed with
octahedron speed profiles using 26 neighbors. The major axes are along (1, 0, 0),
(1, 1/2, 1/3), and (1, 1, 1) for the first, second, and third row, respectively. The first,
second, and third columns show the projections from x-, y-, and z-axis direction.
The fourth column is the surface-rendered result u.
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The Plane-Shaped Speed Function

As a special case of (9.17), the cost function can be defined as

τ(~θ) =
1

‖~θ‖
·
∣∣∣∣∣~n · ~θ

rc

∣∣∣∣∣ . (9.24)

If the traveling direction along ~θ is normal to the pre-defined direction ~n, the cost is
the smallest. Along the direction ~n, the cost is the largest. Thus, this cost function
encourages propagation in the plane that is perpendicular to ~n and suppresses the
traveling along ~n.

In the 6-connected neighborhood, we want to find the ~θ = −(ti, tj , tk) that
gives

uABC(D) = min

(
|ti|uA + |tj |uB + |tk|uC +

∣∣∣∣∣~n · ~θ
rc

∣∣∣∣∣
)

,

s.t. (ti, tj , tk) is inside the triangle defined by ABC.

Since this is a linear problem, the minimum search only needs to be done at the
simplex vertices. These vertices satisfy

|ti| + |tj | + |tk| = 1,

and two of the following conditions,

~n · ~θ = 0, ti = 0, tj = 0, tk = 0.

In the 26-connected neighborhood, we want to find the ~θ that minimizes one
of the following expressions:

uABC(D) = min

(
(1 − |ti|)uA + (|ti| − |tj |)uB + |tj |uC +

∣∣∣∣∣~n · ~θ
rc

∣∣∣∣∣
)

,

or

uABC(D) = min

(
(1 − |tj |)uA + (|tj | − |ti|)uB + |ti|uC +

∣∣∣∣∣~n · ~θ
rc

∣∣∣∣∣
)

,

s.t. (ti, tj) is inside the triangle ABC.

The vector ~θ is

~θ = (±1,−ti,−tj), ~θ = (−tj ,±1,−ti), or ~θ = (−ti,−tj ,±1), (9.25)

depending on from which cube face the minimum cost path takes off.
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The minimum search is limited to the simplex vertices that satisfy two of the
following conditions:

~n · ~θ = 0, ti = 0, tj = 0, or |ti| = |tj |.

In Fig. 9.8, we show simple examples of applying the planar-shaped speed
profile in a 26-neighbor version of anisotropic marching and with a slight modifi-
cation of the cost function as

τ(~θ) =
1

‖~θ‖
·
∣∣∣∣∣~n · ~θ

rc

∣∣∣∣∣+ ε.

The small constant ε prohibits the anisotropic coefficient to become infinite and
makes the result easy to observe. The parameters are rc = 1 and ε = 0.1 in Fig. 9.8.
The suppressed propagation direction is (1, 0, 0), (1, 1/2, 1/3), and (1, 1, 1) for the
first, second, and third row, respectively. As before, minimum intensity projec-
tions along the x, y, and z directions are used to show the computed 3D u-values.
Surface rendered u-values are shown in the rightmost column. The isosurface of
the arrival time is indeed a planar-shaped as expected. Hence, we conclude that
the planar-shaped cost function can be used in applications where propagation
perpendicular to a given direction is desired.



120 Chapter 9 3D Fast Marching

Figure 9.8 Minimum intensity projections of the arrival time u computed with
planar speed profiles using 26 neighbors. The normal of the planes are set to (1,
0, 0), (1, 1/2, 1/3), and (1, 1, 1) for the first, second, and third row, respectively.
The first, second, and third columns show the projections from x-, y-, and z-axis
direction. The fourth column shows the surface-rendered result u.
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Path Extraction Using
Fast Marching

10.1 Introduction

Path extraction is a common image processing task in which we extract linear
structures such as central axes or region boundaries in gray-scale images. Iter-
ative tracking or region growing procedures are frequently used for these pur-
poses but such methods tend to be rather heuristic and/or application specific.
The fast marching approach, on the other hand, is able to find a well-formulated
Minimum-Cost Path (MCP) over a predefined cost function.

Ideally, it is always possible to define a cost so that the desired path will be
the MCP. In a non-trivial path extraction problem, however, to find a suitable cost
function can be a problem of itself.

Section 10.2 reviews some existing modifications of the basic fast marching
method. These methods are adapted to the path extraction problems to improve
the efficiency of the path-finding process as well as the accuracy of the resulting
path. The modifications concern both the marching algorithm and suitable defini-
tions of the cost function.

We modify these ideas further when applying fast marching to three medical
path extraction applications in Sections 10.3–10.5. The first application requires
processing on a 2D image, the second on a 3D volume, and the third on a set of
2D images as input to a 3D fast marching.

121
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10.2 Modifications of Fast Marching for Path
Extraction

10.2.1 Fast Marching with Freezing

When applying the MCP formulation to path extraction we may assume that the
cost around the path is smaller than most of the background areas. Therefore, dur-
ing the marching process, it is likely that the points that have been marched (the
points in the Accepted set), will soon form an elongated shape along the wanted
path. For simplicity, we consider one-sided marching, either because the start-
ing point is located at the boundary of the image, or it is the head of the path,
or marching towards the other side is blocked. The front points, i.e. the Trial
points, that are far from the starting point are the head of the front and the front
points that are close to the starting point is the tail of the front. Here, far and close
are measured by the length of the MCP to the starting point. Clearly, the points
marched from the head are more likely to contribute to the final path than the
points marched from the tail. However, in the fast marching methods presented
so far the order of the points to be marched is solely decided by the recorded cu-
mulative cost at every point. The points are processed in an order determined by
their u-values, regardless of their location.

To utilize the assumption that the points near the tail will not contribute to
the final path, a method called freezing was suggested by Deschamps (2001). To
freeze a point means that the marching of the front is stopped at that position.
Such an effect is achieved by moving the point to be frozen to the Accepted set
while setting its u-value to ∞. The updatings of the u-values at the neighboring
points are omitted since the frozen point should not have any influence any more.
Clearly, we would like to freeze points at the tail of the front, especially when the
shape has indeed begun to attain an elongated shape. To be able to distinguish
between points at the head from the ones at the tail, the path lengths from the
starting point to every other point are computed. This can be done at the same
time as the ordinary fast marching process by propagating a unit cost from the
starting point. Then, knowing the current maximum path length, it can be decided
that a voxel in the Trial set should not be processed if its path length is smaller
than some predefined threshold. Pseudo-code of fast marching with freezing is
given in Outline 10.1, adapted from the one proposed by Deschamps (2001). For
simplicity, the path length is computed as a city block length.
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Outline 10.1 Fast marching with freezing

• Definition:

– Trial, Far, Accepted sets for computing arrival time u as defined previ-
ously (Outline 7.1 in Section 7.1.3);

– A distance map d to record the length of the MCP;

– dmax is the maximum path length and dth is a given thresholding value;

• Initialization:

– The Trial set contains the starting point x0, with u(x0) = 0, d(x0) = 0;

– The Far set contains all the other grid points with u(x) = ∞, d(x) = ∞;

– The maximum path length dmax = 0;

• Loop:

– Let xm be the Trial point with the smallest u-value;

– Move it from the Trial set to the Accepted set;

– if d(xm) < dmax − dth

∗ u(xm) = ∞;

∗ d(xm) = ∞;

– else

∗ dmax = max(d(xm), dmax);

∗ Update the arrival time u at every non-accepted neighbor of xm

(using e.g. Algorithm 7.2 in Section 7.1.3);

∗ Update the path length d at every non-accepted neighbors of xm

by letting d(x) = min(d(xm) + 1, d(x));
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10.2.2 Fast Marching with Non-Accumulated Costs

In a system designed for virtual colonoscopy, Wan et al. (2002) presented an al-
ternative path finding technique, which is a rather drastic deviation from the tra-
dition fast marching. An effort is made to avoid the ”corner-hugging tendency”
of the extracted path, which is caused by the definition of the MCP and is there-
fore a typical result from the fast marching method. To begin with, the original
3D image is binarized and a distance transform is applied to the interior of the
colon. The cost function is defined as the inverse of the distance to the boundary.
The marching has the same structure as the traditional fast marching but does not
accumulate the cost along the path by solving the Eikonal equation. Instead, the
points in the Trial set are sorted by their local costs only. Since the central points
will then have larger distances to the boundary and smaller costs compared to
the ones located on the sides, throughout the elongated object the propagation
front will rather grow forward to include new central points than the side points
adjacent to the tail.

10.2.3 Fast Marching with Recursive Term

A third approach, proposed by Florent (1999) can be seen as a blend of the pre-
vious technique and the traditional fast marching. Here, the Eikonal equation is
modified by introducing a so-called recursive term . The discrete form of the 3D
Eikonal equation then becomes

max(ui,j,k − α · ui−1,j,k, ui,j,k − α · ui+1,j,k, 0)2

+ max(ui,j,k − α · ui,j−1,k, ui,j,k − α · ui,j+1,k, 0)2

+ max(ui,j,k − α · ui,j,k−1, ui,j,k − α · ui,j,k+1, 0)2 = τ2
i,j,k. (10.1)

with the recursive coefficient α ∈]0; 1]. For α = 1, this is the traditional formu-
lation of fast marching. With α = 0, we have ui,j,k = 1/

√
3τi,j,k, which means

that just as in the previous case there is no accumulation of costs. The u-values
are then determined by the local cost and the Trial set will be sorted accordingly.
When the parameter α is between 0 and 1, (10.1) reduces impact of the u-values
of the neighboring points when computing ui,j,k and thus also reduces ui,j,k com-
pared to the case α = 1. Deschamps (2001) claims that this will encourage the
front to propagate further in the direction of a tubular structure and thus improve
the path extraction ability. However, since ui,j,k computed by (10.1) is no longer
guaranteed to be larger than the u-values of the neighbors it is computed from, the
causality condition is violated and the marching result could be unpredictable.

In the two last modified fast marching methods, we should also note that since
the computed u-values are no longer the solution to the Eikonal equation, the path
can not be extracted by gradient descent of u. Instead, a link to the father point
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has to be recorded for every point during the propagation, and the final path is
found by backtracking the stored links.

10.3 2D Guide Wire Extraction

10.3.1 Introduction

In endovascular intervention procedures, a guide wire is brought into a vessel
lumen for various purposes. The accurate positioning of the guide wire is of-
ten crucial for an intervention to be successful (Baert and Niessen 2002), (Palti-
Wasserman et al. 1997). Tracking the position of the guide wire in a sequence of
X-ray images (fluoroscopy images) can be made both simple and robust by using
the position on the present frame to estimate the position in the next (Baert et al.
2002). However, this recursive technique still requires a separate and probably
more elaborate method to locate the wire in the first frame. The method presented
in this section is designed for this latter purpose. It can certainly also be used for
identifying and tracking a guide wire in a single shot image.

We extract the guide wire in X-ray images as a minimum-cost path. To obtain
an accurate and efficient extraction, we will modify the fast marching method
itself and spend considerable effort on finding suitable cost functions.

The freezing technique discussed in Section 10.2.1 is well-suited in extracting
a long path such as a guide wire. On top of that, we also apply the anisotropic fast
marching discussed in the previous chapters, employing orientation of the wires
derived from the original X-ray images. The anisotropic marching is then able to
produce a rapid propagation along the wire and a slow movement along other
directions. We will show that the combination of anisotropic marching and the
freezing technique leads to a very efficient marching process.

Cost is crucial in path extraction using fast marching since the extracted path
is a minimum-cost path of the specific cost selected. Ideally, it is always possi-
ble to define a cost so that the desired path will be a minimum-cost path. For a
non-trivial path extraction problem, such a cost is often difficult to define. Many
cost/speed functions have been proposed in various path extraction applications.
Deschamps (2001) generates the cost function directly from the image intensity as
τ(x) = |I(x) − Imean|α + w for path construction in a virtual colonoscopy system
built on CT volume data. Wink et al. (2001) define a cost function based on the
responses from a line enhancement filter for a vessel axis determination problem.
For vessel tracking in angiography volumes, Avants and Williams (2000) assign
the cost as the level of degeneracy in pixel energy.

As pointed out by Deschamps (2001), two steps are normally involved when
designing the cost function. The first is to identify features that describe the prop-
erty of the path. The second step is to convert these features into a cost function
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so that the desired path will be an MCP of the cost. We suggest that a distance
transform can often be a good way of mapping features to a cost function, espe-
cially when the features are sparse lines or edges, which indeed is the case of the
present application. We will propose an efficient and robust guide wire extraction
method using a salience distance map as the cost.

10.3.2 Methods

Freezing and Anisotropic Fast Marching

The guide wire is to be extracted as a minimum-cost path using the fast marching
method. Fast marching with freezing is a suitable modification of the ordinary
fast marching method for the wire extraction problem. It not only improves the
efficiency of the marching but also decreases the risk of creating leaks to the back-
ground.

The anisotropic fast marching discussed in the early chapters allows propa-
gation to be biased along different directions. A vector field of line orientation
of the original image can be deduced as in Section 3.1.4. We may then construct
a cost function that is small along the line orientation and large otherwise. A
rhombus or an ellipse speed profile are both reasonable choices for this purpose.
The anisotropic marching is then able to produce a rapid propagation along the
wire and a slow movement along other directions which will improve both the
efficiency and the accuracy of the extraction.

To illustrate these ideas, we show in Fig. 10.1 fast marching results on an X-
ray image using isotropic marching, isotropic marching with freezing, anisotropic
marching, and anisotropic marching with freezing, respectively. The cost is set to
τ(x) = I(x) − 100 in this specific example. The starting and end points are given.
The freezing threshold is set to dth = 5. A rhombus speed profile is used with
ra/rb = 3. Marchings are initialized by the starting point and terminated once the
end point is found. All methods extract the guide wire correctly subject to visual
inspection.

The number of points processed by the four different methods are 20686 and
3522 for the isotropic marching without and with freezing, and 12135 and 1230 for
the anisotropic marching without and with freezing. As expected, the original fast
marching visits most points before termination. The freezing technique radically
decreases the number of points to be processed. The anisotropic marching with
freezing processes the least number of points.

Cost Using the Salience Distance Transform

Line Detection X-ray images are often characterized by low contrast, low signal-
to-noise ratio, and uneven background. Therefore, cost functions constructed
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Figure 10.1 (a) The original image. Fast marching results using (b) isotropic
fast marching without freezing, (c) isotropic fast marching with freezing, dth =
5. (d) The line orientation map. Fast marching results using (e) anisotropic fast
marching without freezing, (f) anisotropic fast marching with freezing, dth = 5.

from the image intensity fail to give successful extraction most of the time. Since
the guide wires are line-like in X-ray images, the cost could be deduced from line
features. To detect lines in the image, a line enhancement step is first applied.

The enhancement filter we use here is the one given in Section 3.1.4. First, the
second order harmonic response fb2 is obtained as a linear combination of three
second derivative responses fxx, fyy, and fzz ,

fb2 =




f20

f21

f22


 =

√
1
3




1 1 0
√

2 −√
2 0

0 0 2
√

2






fxx

fyy

fzz


 . (10.2)

The line response is a product between a lineness parameter kline (Danielsson and
Ye 1988) and the magnitude of fb2 . Since the guide wire appears as dark line in
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the image, the lineness parameter should be positive to depict such a line. The
line response at every point is set as

l(x) =


kline · ‖fb2‖ = 2

√
2f20

√
f2
21+f2

22
2f2

20+f2
21+f2

22

√
f2
20 + f2

21 + f2
22 kline > 0

0 Otherwise.
(10.3)

And the line direction is

arg(f20f21, f20f22) − π

2
. (10.4)

The line enhancement result of an X-ray image is shown in Fig. 10.2 (b). The
result is inverted so that strong line responses appear as dark pixels and the back-
ground are white. The second derivative operators are constructed by differen-
tiating the Gaussian kernel of size σ = 1.5. The choice of the line enhancement
filter does not seem crucial and other methods such as the one used by Baert and
Niessen (2002) could also be used.

After the line enhancement, a non-maximum suppression step (Canny 1986) is
carried out along the direction perpendicular to the line. Only local maxima along
the perpendicular direction to the line are kept (see Fig. 10.2 (c)).

Salience Distance Transform A distance map is potentially a good cost func-
tion. By definition, the distance map has low values on or near the line, which
increase gradually when moving away from the line. It will thus encourage prop-
agation along the guide wire and slow down the process in the background. Gaps
between the line segments are nicely handled. In the gaps, the distance values
will be relatively small and easy to cross by the marching step.

The distance map is normally generated from a binary image obtained by
thresholding. There are two disadvantages here. First, a threshold value is always
a balance between rejecting a real feature point and accepting noise. Second, by
making the image binary, some important information may be lost. To overcome
these problems, the salience distance map was introduced by Rosin and West (1995)
to incorporate the salience of the features. For example, a simple salience distance
value at every point is defined as the distance to the nearest line point weighted
by the line response of that point.

More specifically, a cost function can be constructed in the following way. The
line detection result of the image is thresholded at 0, i.e. all points that are greater
than 0 are line points. Denote the line points as a set X , the distance from any
point x to X is

DX(x) = D(x,y∗) = min{D(x,y) : y ∈ X},

where y∗ is the point in X closest to x.
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The cost function, as a salience distance map, is then defined as

τ(x) =
DX(x) + 1

l(y∗)
. (10.5)

On a line point, the cost is decided by its own line response, i.e., τ(x) = 1/l(x). In
the background, the cost is the distance to the nearest line point weighted by the
inverse of the line response at that point. Therefore, if the distance is computed
from a strong line point, the cost τ(x) in (10.5) will be low; if it is from a weak
point, e.g. a background noise, the cost will be high. Cost function constructed
this way is shown in Fig. 10.2 (f). For comparison, we also show distance maps
computed in the thresholded line images. In Fig. 10.2 (d) and (e), the distance map
are computed in images where 3% and 10% of the strongest line points are kept,
respectively.

It is clear that only keeping 3% of the line points is insufficient to represent the
true wire. If 10% are kept, the background noise is severe and might lead to an
incorrect marching. Finding an optimal threshold requires careful manual fine-
tuning and is not always possible. The salience distance map does not require any
such threshold selection. Fig. 10.2 (f) clearly shows that distinct low cost values
have been assigned along the wire and the background noise is much suppressed.
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Figure 10.2 (a) The original image. (b) Line enhancement result. (c) Line detec-
tion result after non-maximum suppression of (b). (d, e) Distance maps computed
on the thresholded line image when 3% (d) and 10% (e) of the strongest line points
are kept. (f) The salience distance map.
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10.3.3 Experiments and Discussion

Using the new cost function, we conducted experiments with iso- and anisotropic
marching with and without freezing on the image in Fig. 10.2. The parameters
are the same as in Fig. 10.1 and the result is shown in Fig. 10.3. Obviously, the
salience distance map is a very good cost in this case. In all the marching results,
the points marched are more concentrated around the guide wire compared to
the results using the same methods in Fig. 10.1. Marchings with freezing follow
the guide wire especially well (Fig. 10.3 (b) and (d)). Leakings are visible when
freezing is not used in both iso- and aniso-tropic marching (Fig. 10.3 (a) and (c)).
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(c) (d)
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Figure 10.3 Fast marching results using (a) isotropic fast marching without freez-
ing, (b) isotropic fast marching with freezing, dth = 5, (c) anisotropic fast march-
ing without freezing, (d) anisotropic fast marching with freezing, dth = 5.

The first frames of five fluoroscopy sequences were used to test the proposed
methods. These test images are shown in the first column in Fig. 10.4 with ad-
justed contrast so that the wires are visible.

For all these experiments the same parameters are used as for Fig. 10.1 and
Fig. 10.2. The distance parameter for freezing is dth = 5, the anisotropic marching
using a rhombus speed function that has ra/rb = 3, and the size of the line en-
hancement kernel is σ = 1.5. The cost function is defined as in (10.5). Table 10.1
shows that the isotropic marching processes more points than the anisotropic
marching in all five tests, which is expected since the line direction is able to en-
courage marching along the wire in the anisotropic case.

Fig. 10.4 shows the test images, the line-enhanced images, the cost functions
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Image 1 2 3 4 5

Iso-FM 2343 916 1146 932 1161

Aniso-FM 2269 681 808 586 911

Table 10.1 Number of points processed using the iso- and anisotropic fast march-
ing in the five test images.

and the extracted paths. We are pleased to see that the method is able to extract the
correct paths in all the images, even in the very noisy image at the top. The bottom
image contains a small dark object next to the wire. This object has a strong line
response, and causes a small artifact in the extracted path.

Finding a line from a noisy image is likely to be considered as a rather low-level
image processing problem which can be solved using many different methods.
The main advantage of the proposed method is that it is almost parameter-free.
The only data-dependent parameter of the method is the size of the line enhance-
ment kernel. It is given by the thickness of the wire, which is assumed to be
known. The remaining two parameters dth for freezing and ra/rb for anisotropic
marching are both rather insensitive to correct extraction of the wire as they mainly
influence the efficiency of the method.
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Figure 10.4 From left to right: the original images; the line enhanced images; the
salience distance maps (cost functions); the extracted wires overlaid on the original
images.
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10.4 3D Vascular Tree Extraction from Whole Body MRA

10.4.1 Background

It is nowadays possible to perform fast whole body magnetic resonance angiog-
raphy (MRA) imaging with standard equipment (Ruehm et al. 2001). An ongoing
clinical study on cardiovascular diseases in the Uppsala University Hospital is
conducted on a big population (> 1000) of 70 years old asymptomatic volunteers.
The study comprises whole body contrast enhanced (CE) MRA, echocardiogra-
phy (ECG) and many other biochemical, genetical, and immunological tests. The
study also records the dietary habits of the volunteers and will continue to do so
over a 5-year period to observe the evolution of their cardiovascular functions.
There are two main goals, the first one being to build a statistical model of the
population with respect to their cardiovascular function. Among other things, this
will be a great help to evaluate and document the efficiency of new treatments. A
second goal is to identify the risk factors for cardiovascular diseases.

A whole body CE-MRA volume is comprised of four sub-volumes covering
the head and torso, the abdomen, and the upper part and the lower part of the
legs (Fig. 10.5). The first step of this study is to extract the whole body arterial tree
from the CE-MRA volumes, which will become an important basis for performing
further clinical measures.

Figure 10.5 Example of a whole body data set. The image is a concatenation of
the MIPs of the 4 sub-volumes produced by the imaging protocol.

To extract the vascular tree is often the first step towards the segmentation of
the vascular structure, which has been an active subject of research in the past
few years (Gerig et al. 1993) (Aylward and Bullit 2002). A segmented vascular
system is useful for investigation, surgery planning, and treatment. The CE-MRA
volumes for these purposes are normally taken at specific local regions, using pro-
tocols that are optimized for the image quality. The whole body CE-MRA volumes
on the other hand, are taken with a protocol optimized for speed and patient com-
fort. Therefore, the whole body volumes typically have lower resolution and more
noise than the “regional” ones. The low resolution is not a major problem since
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we do not want to find all existing vessels in the volume, only the main subset of
the vascular tree, which is common for all the data sets.

Many methods have been presented for extracting the central axis of a blood
vessel. Most of these use a tracking based approach or a cost minimization ap-
proach or a combination of the two (Aylward et al. 1996) (Wink et al. 2000) (Frangi
et al. 1999) (Gerig et al. 1993). We are interested in extracting a subset of the arte-
rial tree that is common for all the whole body volumes and think it is reasonable
to investigate the fast marching method for this specific purpose.

10.4.2 A Vascular Tree Extraction Method

Seeding the MIP

To apply a fast marching method, a starting point and termination conditions are
always required. Here, we may assume that a set of seed points have been in-
serted in the volume as the starting and end points for the vascular tree. These
seed points can be specified manually on the maximum intensity projection (MIP).
An algorithm for this purpose was proposed by Tizon (2003) and consists the fol-
lowing steps:

• Compute a binary z-buffer volume (Parker et al. 2000) when the MIPs are
generated. The z-buffer volume has ones at the voxels that have their values
projected to the MIP, i.e. these voxels contain the maximum value found
along a ray along the z-direction (the depth direction). The other voxels are
set to zero.

• In the z-buffer volume, perform a connected component labeling.

• The operator clicks on the MIP image to place the seed points;

• The 2D position of every seed point is adjusted by searching and picking the
local maximum value in the 2D neighborhood;

• Find the voxel in the z-buffer volume.

– If only one voxel is found, return it;

– If more than one voxel is found,

∗ If they are connected, return any one of them;

∗ If they are not connected, return to the operator;

In most cases, the seeding procedure will return useful data successfully. Fig. 10.6
shows the placement of the seed points in one set consisting of four sub-volumes.
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Figure 10.6 MIP of four sub-volumes from the whole body CE-MRA volume.
Seeds points are given in every projection.

Cost Function

The whole body CE-MRA volumes have good contrast. Therefore, it should be
possible to construct the fast marching cost function directly from the intensity.
However, inspired by the work of Wan et al. (2002) (see Section 10.2.2), we con-
struct the cost function from the distance-from-background (DFB) value. In this
way, the centricity of the path will be improved and the fast marching with freez-
ing will also be more efficient.

The volume is first thresholded to separate the vessels from the background.
At every voxel inside a vessel, the DFB-value D(x) is defined as the Euclidean
distance to the nearest background voxel, and for all the other voxels, D(x) is 0.
The steps of defining the cost function can be summarized as follows,

• Find the appropriate thresholding value from the MIP;

• Threshold the volume and define voxels to be either vessel or background;
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• Compute the DFB-value D(x) for every vessel voxel using the Eucledian
distance transform;

• Assign the cost function τ(x) to 1/(D(x) + α);

The parameter α is a small scalar introduced to avoid infinite cost in the back-
ground. As we will see in experiments later, when severe stenosis exists, the pos-
sibility of marching through the background is essential for the path extraction
to succeed. In all of the following experiments, the parameter is set to α = 0.1.
For the voxels in the vessels, the further away from the boundary, the larger its
distance to the background. Thus, the central voxels will have smaller costs than
the boundary ones.

Fast Marching from Multiple Seeds

A set of seed points are given in each volume as seen in Fig. 10.6. The general situ-
ation of multiple path extraction with multiple seeds as input has been discussed
by Cohen (2001) and Cohen and Deschamps (2001). An obvious approach is to
extract a set of paths from every pair of possibly linked seeds. As the vascular tree
anatomy is known, this is quite easy to implement. Here, we propose an approach
that will both employ the known geometry and avoid unnecessary computations.

First we classify the seed points into three classes as shown in Fig. 10.7. The
starting points are the seeds at the tips of the vessels in the vascular tree to be
extracted. The end points are either at the root or the central points of the tree.
The remaining seed points are called middle points.

Figure 10.7 The four sections of the whole body vascular tree. The seed points are
classified to three groups. The starting points are marked with •, the end points
with N and the middle points �.

With seeds classified, we start to extract the vascular tree using fast marching
with freezing as follows:
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• For every starting point:

– Initialize the fast marching with freezing using a starting point;

– Fast marching loop

∗ If an end point is reached, record the end point as the termination
point, and exit this marching;

∗ If a middle point is reached, first record it in the end point set, then
empty the Trial set, and finally process the middle point;

∗ If an existing path is reached, record the meeting point as the ter-
mination point, and exit this marching;

– Find the path from the termination point to the starting point by back-
propagation;

There are two special conditions in this algorithm compared to the ordinary
fast marching. The first one is that if the middle point is reached, the Trial set
will be emptied. Since we are sure that the middle point is on the path to be
extracted, all the other Trial points that are not dependent on this middle point will
not contribute to the final path and thus can be safely removed from consideration.

The second condition is that if an already existing path is reached, the fast
marching will terminate. This is because in several cases multiple seed points
will join into one path before arriving at the common end point. It is certainly
redundant to go through the marching several times for the same joint path.

There is a risk that for two very close vessels after the path of one of these ves-
sels has been extracted, the marching front of the other vessel enters this neigh-
boring one. This will cause an early termination and give a wrong path. The
risk of such early terminations for neighboring vessels is reduced by using a tight
freezing threshold.

10.4.3 Experiments and Discussion

All images were captured on a 1.5T Gyroscan Intera (Philips Medical Systems,
Best, the Netherlands) using the standard body coil and a specially built table top
extender. The sequence was a 3D RF-spoiled gradient echo with TR/TE/flip =
2.6/1.0/30. The matrix was 512 × 512 (pixel spacing 0.78125 mm) and the FOV
was 400 mm with 30 partitions of 4 mm thickness, zero-filled and interpolated to
60 partitions of 2 mm.

The result is shown in Fig. 10.8. The MIPs are taken for the four sub-volumes
and the extracted vascular tree is overlaid. We note that paths are successfully ex-
tracted even in the presence of aneurysm and stenotic vessels in the abdomen part
of Fig. 10.8 (up-right). Close up views of these two cases are shown in Fig. 10.9. In
the aneurysm, because the cost function is defined as the inverse of the distance to
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Figure 10.8 The extracted vessel tree overlaid onto the MIPs of the volume.

the background, the path stays quite central in the lumen. In the stenotic vessel, a
reasonable path is also found.

Thanks to the high contrast of the volumes, the simple cost function based on
distance map of the thresholded intensity values works nicely. For thin vessels
close together, there is however a risk for the marching to incorrectly go from
one vessel to another by “short-cutting” the background. A more discriminative
cost function utilize the string-enhancement is better at avoiding such cases. Such
a cost function is however more computationally expensive and will not handle
non-string like objects such as an aneurysm. An adaptive combination of the two
cost functions could be the solution for a robust and complete vascular tree ex-
traction.
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Figure 10.9 Close-up views of the aneurysm (top row) and the stenosis (bottom
row) in Fig. 10.8 (up-right). Left: MIPs from different directions with the extracted
path overlaid. Right: 3D surface renderings of the vessels with the extracted path.

10.5 3D Path Reconstruction from Biplane Images

10.5.1 Background

The problem of 3D path reconstruction based on biplane images is often encoun-
tered in clinical diagnosis and therapy. Two such examples are wire-guided en-
dovascular intervention and insertion of catheters for intravenous drip. During
these procedures, it is important to know the accurate position of the intervention
tools. 3D reconstruction using imaging modalities such as CT or NMR is not pos-
sible due to their complexity. The alternative is to reconstruct the 3D path from a
pair of more easily available 2D X-ray images taken from two different directions.

To reconstruct the 3D path, a two-stage bottom-up strategy is often considered
(Baert et al. 2002), (Wahle et al. 1995): The catheter is first detected separately in
the 2D projection images. Reconstruction of the trajectory in the 3D space is then
carried out between the corresponding points on the two views using epipolar
geometry based on the ideas proposed by Dumay et al. (1994). Unfortunately,
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automatic correspondence determination can be difficult and manual assignment
assistance is time-consuming and tedious.

To avoid this problem, direct 3D approaches has been proposed recently. In the
works by Canero et al. (2000), Canero et al. (2002) and Molina et al. (1998), a so-
lution based on the snake concept is presented. In the beginning of the algorithm,
an elastic 3D curve is initialized in the 3D space. It is then deformed in order to
adapt its projections to match the biplane images. An internal energy measure is
defined to control and preserve the smoothness of the 3D curve while the exter-
nal energy decreases when the projections of the 3D curve are getting close to the
curves defined by the biplane images.

Another direct 3D reconstruction is proposed by Bender et al. (1999) using it-
erative reconstruction steps. At each step, a new point on the catheter is estimated
along the catheter direction. This 3D direction is estimated from already recon-
structed points. Then a feedback loop is invoked to correct the estimated point.
This is done by first projecting the estimated point onto the 2D planes. The 2D
positions are then fine tuned and backprojected into the 3D space. The 3D point
which has the shortest distance to both projection rays is regarded as the correct
point and replaces the first estimation.

There are several advantages of direct 3D methods: first, the points correspon-
dence problem between the projections is inherently solved. Second, the informa-
tion contained in the biplane images is used simultaneously and hence the meth-
ods are also inherently robust against misleading structures in the projections,
such as loops and intersections. Finally, the 3D constraints such as the smooth-
ness of the curve can be enforced.

In this work, first presented in the paper of Lin (2003), we propose a novel
direct 3D path reconstruction method based on the fast marching algorithm. In
the following discussion, we concentrate on the reconstruction step and assume
that the biplane projection geometry is known, and that the image distortions
such as the pincushion (curved input screen) and the sigmoidal effect (the S-shape
distortion due to the earth magnetic field variation) are already corrected.

10.5.2 Cost Function

Our assumption is that the curve to be reconstructed in the 3D space is a minimal-
cost path. For this assumption to be true, a proper cost function should be defined
in the 3D space based on the information in the biplane projections. The cost
should be low on the desired 3D path and high in the background.

We assume the simplest situation where the biplanes are aligned with the vol-
ume faces and the images are obtained via orthogonal projection as shown in
Fig. 10.10. A volume is generated from the two backprojected volumes of the
biplane images. A 2D illustration of this procedure is shown in the lower part of
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Fig. 10.10. There is no restriction on how the cost τ(x) should be reconstructed
except that it should be low at points that are likely to belong to the 3D path and
high in the background and other structures. Since the projections of the 3D wire
are linear structures, one possibility is to assign low values for the lines in the bi-
plane images and sum the two backprojected biplane images volumes to generate
the cost function volume.

=

project

project

Figure 10.10 Top: Biplane image generated through orthogonal projections. Bot-
tom: Reconstruction from two projections in a slice.

Given that X-ray images are characterized by a low signal-to-noise ratio, the
first processing applied to the biplane images is line enhancement. The actual
line enhancement filter was described in (10.3). The line responses l1 and l2 are
thresholded into binary images and the distance transforms D1, D2 to the line
points are computed. Two cost functions are computed as

τ1(x, z) = eD1(x,z) · e−α·l1(x,z), τ2(y, z) = eD2(y,z) · e−α·l2(y,z), (10.6)

where α is an adjustable parameter that tunes the influence of the line response.
Finally, the 3D cost τ is defined as the sum of the corresponding τ1 and τ2,

τ(x, y, z) = τ1(x, z) + τ2(y, z). (10.7)

The first factor in the cost functions in (10.6) favors points on or close to the line
structures. The second factor favors points with high line responses. The advan-
tage of using the distance to the line points in the cost function is that even if there
is a small gap in the line response, the cost in the gap will still be relatively small
since they are close to the lines.

The construction of the cost function can be summarized as follows:
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Figure 10.11 (a) The helix phantom. (b) and (c) Two projections corrupted by
Gaussian noise. (c) and (d) Line enhanced result. (e) Surface rendering of log τ , τ

being the 3D cost function.
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Figure 10.12 Maximum intensity projection of − log τ , τ being the 3D cost func-
tion.

• Enhance the line structure in each biplane image and compute the cost in
each image (e.g. (10.6));

• Construct the 3D cost function by combining the contributions from the two
biplane images according to the known geometry (e.g. (10.7));

An example is illustrated in Fig. 10.11. Two projections are generated from a bi-
nary helix phantom (Fig. 10.11 (a)). The projections are corrupted with Gaussian
noise (Fig. 10.11 (b) and (c)) and line enhancement is conducted (Fig. 10.11 (d) and
(e)). A 3D cost function τ is constructed using (10.7). A surface rendering of log τ

is given in Fig. 10.11 (f). Maximum intensity projections of − log τ from three axes
directions are shown in Fig. 10.12.

As illustrated in Fig. 10.13, there will be ambiguities in the reconstructed vol-
ume no matter how the reconstruction is done. Given the two projections as
in Fig. 10.13(a), it is not possible to tell whether Fig. 10.13 (b) or (c) is the ac-
tual situation. In Fig. 10.14, two projections are taken from a helix phantom
(Fig. 10.14 (a)). The cost function constructed from these two projections contains
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ambiguity which is clearly seen in the surface rendered result in Fig. 10.14 (f) and
the maximum intensity projection of − log τ in Fig. 10.15.

Even with more advanced algebraic reconstruction techniques (ART), the am-
biguity problem cannot be solved with only two projections. Fortunately, as will
be shown subsequently, with the 3D fast marching approach, information from
the previous and subsequent slices will be taken into account and resolve ambi-
guities properly in many situations.

(a) (b) (c)

Figure 10.13 Ambiguity exists when reconstructing a volume from its two pro-
jections.

Figure 10.14 (a) The helix phantom. (b) and (c) Two projections corrupted by
Gaussian noise. (c) and (d) Line enhanced result. (e) Surface rendering of log τ , τ
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Figure 10.15 Maximum intensity projection of − log τ , τ being the 3D cost func-
tion.
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f1
f2

projection 2 projection 1

Figure 10.16 The general geometry of taking biplane images.

For more general geometries such as the perspective projection, the 3D cost
function is only slightly more complicated to construct. It should be noted that
it is not necessary to have the cost pre-computed at every voxel before the fast
marching starts. Instead, these quantities can be calculated on demand during the
marching. When the marching process encounters a voxel, the cost of which is
not defined, the voxel will be first projected onto the two biplanes according to
the known perspective geometry (Fig. 10.16). The costs τ1 and τ2 will then be in-
terpolated at the exact impact points of the two rays and τ(x) is finally computed
using (10.7).

10.5.3 Fast Marching with Tip Tracking

After assigning the 3D cost function from the biplane images, ordinary 3D fast
marching with freezing is applied to extract the 3D path. This simple approach is
able to find a correct path in many cases. However, in some ambiguous situation
such as the one shown in Fig. 10.14, freezing is not able to locate the actual path.

One possible remedy is to utilize the orientation information. On the 2D pro-
jection images, line orientation is possible to deduce. Orientations in 3D can then
be reconstructed from the projections. That is, given the two vectors ~v1 and ~v2 in
the projection planes, a 3D vector ~v is to be found that will project onto the 2D
planes as ~v1 and ~v2. In the simple orthogonal geometry, let the orientation vectors
in the two projection planes be

~v1 = (x1, z1), ~v2 = (y2, z2).

The reconstructed 3D orientation is then computed as

~v = (
x1

z1
,
y2

z2
, 1). (10.8)
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Note that vector ~v might not exist or be unique. When it does not exist, we
simply do not assign any orientation to the voxel. If ~v is not unique, the curves
on the two projection planes are likely to be located in an epipolar plane which
will be discussed in Section 10.5.5. In the following experiments, no orientation is
given at such undetermined locations.

Unfortunately, anisotropic fast marching using this reconstructed 3D orienta-
tion vector field does not improve the situation. The main reason is that the ori-
entation is reconstructed for all voxels, both in the desired areas as well as in the
areas that are erroneous due to ambiguity. The anisotropic marching will thus be
attracted into both the desired and the unwanted area.

Another approach is to compute the direction of the tip of the tracked curve
as the tracking progresses. By only looking for new voxels in the approximate
forward direction of the tip, the tracking should be able to avoid getting into erro-
neous areas.

We now introduce a method that tries to integrate the tip direction computa-
tion into the fast marching framework. How to do this is not self-evident since the
marching not only takes place at the tip but at all positions of the marching front.
However, by keeping track of the unweighted path length d as in Outline 10.1, we
may identify the voxel with maximal path length d = dmax as the tip. The direc-
tion ~vtip of the tip is adjusted when voxels close to the tip are placed in the Accepted
set. In our experiments, we have used a simple recursive adjustment by updating
~vtip with 20% of the reconstructed direction ~v of the newly accepted voxel and
80% of the current ~vtip. The tip direction will hereby be smoothly changed as the
marching progresses. The anisotropic marching still uses the octahedron speed
profile. However, we have added the following important condition. In order to
avoid marching in directions opposite to the direction of the tip, we ignore the
updating of u if it is not coming from the direction approximately along the tip
direction. On top of this we are still using the freezing technique. The complete
algorithm is given in Algorithm 10.2.

10.5.4 Experiments

We first evaluate the proposed method on a synthetic helix phantom. Projections
are taken from two axial directions and Gaussian noise is added. After line en-
hancement and cost function construction in the 2D images, 3D costs are gener-
ated. The distance thresholds for fast marching are set to dth = 5 and dtip = 2
when used. In Fig. 10.17 and Fig. 10.18, ordinary fast marching with freezing is
carried out between a pair of given points. The extracted paths are shown both in
2D and 3D in the last two columns of Fig. 10.17 and Fig. 10.18. They correspond
well with the phantom. The method copes well with the presence of small gaps
in the line responses and the sharp bendings of the projected line found in the
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Algorithm 10.2 Fast marching with freezing and tip tracking

• Construct the cost and orientation in 3D using the information from the 2D
projections according to Section 10.5.2;

• Initialize the anisotropic marching from a user given starting point and di-
rection ~vtip.

• Loop:

– Let xm be the trial point with the smallest u-value;

– Move xm from the trial set to the accepted set

– if d(xm) < dmax − dth;

∗ Freeze the point xm;

∗ Break the iteration and continue with the next xm;

– if ~v(xm) · ~vtip < 0

∗ ~v(xm) = −~v(xm);

– if xm is at the tip of the front, (e.g. if d(xm) > dmax − dtip)

∗ Adjust ~vtip with ~v(xm);

– for every non-accepted neighbor x of xm

∗ if ~v(x) · ~vtip < 0

· ~v(x) = −~v(x);

∗ Compute utemp(x) and the updating direction ~θ;

∗ if ~θ · ~v(x) > 0

· u(x) = min(u(x), utemp(x));

second view of Fig. 10.18.

In Fig. 10.19, we show an example where the ordinary fast marching with
freezing fails to find the correct 3D path. The extracted 3D path is projected to the
third view of the phantom, where the error is clearly visible. Note that the projec-
tions of the erroneous wire onto the two input planes coincide with the projection
of the true wire. The tip tracking algorithm is able to extract the wire correctly as
shown in Fig. 10.20.

In the second experiment, we use a phantom data set obtained from a clinical
setting. The true cone-beam geometry of this setting was not known. For simplic-
ity, we incorrectly assume the two projections to be parallel and orthogonal. The
head part of the guide wire is reconstructed. From the frontal and lateral view in
Fig. 10.21, we observe that the extracted wire coincides well with the projections.
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Figure 10.17 From left two right: two projections of the helix corrupted by Gaus-
sian noise with starting and end points marked with ’∗’; line enhancement results;
2D cost functions; extracted 3D path projected onto the original projection images;
3D view of the helix and the extracted path marked with ’·’.

Figure 10.18 From left to right: two projections of the helix corrupted by Gaus-
sian noise with starting and end points marked with ’∗’; line enhancement results;
2D cost functions; extracted 3D path projected onto the original projection images;
3D view of the helix and the extracted path marked with ’·’.

10.5.5 Conclusion and Discussion

We have proposed a novel method of 3D path reconstruction from biplane im-
ages. A 3D fast marching is carried out using the cost functions deduced from
the biplane projections. It has inherent advantages as a direct 3D reconstruction
method. Point pairing between the projections is avoided and information from
the two projections is used simultaneously. This improves the robustness and ef-
ficiency compared to the 2D methods. Still, the reconstructed cost function may
contain ambiguities and mislead the marching process. One attempt has been
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Figure 10.19 Fast marching with freezing. The first two rows, from left to right:
two projections of the helix corrupted by Gaussian noise; line enhancement results
with starting and end points marked as ’+’ and ’∗’, respectively; 2D cost functions.
Last column: The extracted 3D path projected onto the three projection images as
red dots.

made to improve the situation by integrating the tip direction into the fast march-
ing process. Unfortunately, this is not a complete remedy. As an ill-posed inverse
problem, an inherent difficulty of path reconstruction from the biplane images is
that different 3D curves can project identically in two view planes (Bullitt et al.
1997). It is impossible to reconstruct a 3D path when its projections lie in the same
epipolar plane on both views. The marching process will get lost in the epipolar
plane and possibly be trapped into the erroneous areas. The solutions are to ei-
ther skip the part that lies in the epipolar plane using a manual or an automatic
method, or to increase the number of projections so that the epipolar plane will
disappear.

Although the method is proposed for solving the guide wire reconstruction
problem, we believe it has the potential for general 3D-curve retrieval from 2D
images.
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Figure 10.20 Fast marching with freezing and tip tracking. The first two rows,
from left to right: two projections of the helix corrupted by Gaussian noise; line
enhancement results with starting and end points marked as ’+’ and ’∗’, respec-
tively; 2D cost functions. Last column: The extracted 3D path projected onto the
three projection images as red dots.

150 200 250 300 350

200

250

300

350

400

150 200 250 300 350

200

250

300

350

400

Figure 10.21 2D projections of the reconstructed 3D path. The estimated guide
wire coincides well with the biplane projections.
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3D Visualization
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11

Overview

11.1 Volume Visualization

Volume visualization is the process of producing 2D images from a 3D array of
sampled scalar data. The array is called a volume and each element of the array is
called a voxel. Volume visualization can be classified in different ways depending
on various criteria and properties. Some of the common ones are the following.

Projection geometry All visualization methods to be considered here project a
3D volume onto a 2D image plane, the screen. With respect to the projection geom-
etry, there are two basic types, namely, parallel projection and perspective projection.
In a parallel projection method, the viewer is assumed to be infinitely far from the
object volume. At closer distances, especially when the view-point is inside the
volume, the more costly perspective projection becomes necessary to create real-
istic images. Interactive volume navigation is a typical application that requires
perspective projections.

3D property Different properties of the 3D volume can be exploited for render-
ing purposes. A Depth image is generated by recording the distance from the
screen to the first point above a certain threshold value along the ray. If the
maximum value along each ray is recorded instead, a Maximum Intensity Pro-
jection (MIP) is obtained. Object-background segmentation can be defined by a
threshold value and the object surface can be displayed using different shading
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techniques. Finally, opacity can be assigned to each voxel and so called composite
images are generated to convey the surfaces as well as the interior of semitrans-
parent objects.

Implementation With respect to implementation, we distinguish between indi-
rect and direct methods. The best-known indirect method is the classical marching-
cube algorithm. This algorithm first builds a geometrical representation of iso-
surfaces in the volume according to an intensity threshold. Then the created
polygonal mesh can be rendered efficiently using graphics hardware.

The direct methods on the other hand, produce images by directly processing
the volume without an intermediate geometrical representation. They can be fur-
ther divided into the two major classes as object-order and image-order algorithms.
In an object-order method, the volume is traversed in a front-to-back or back-to-
front order, where each voxel is processed to determine its contribution to the im-
age. In an image-order algorithm, rays are cast from each pixel in the image plane
into the volume. A specific ray function is used to combine the data encountered
along a ray into a pixel value in image space (Schroeder et al. 1998). Various ray
functions realize different 3D properties as mentioned previously. The visualiza-
tion techniques together with representative algorithms are listed in Table 11.1.

indirect direct

object order image order

marching cube splatting ray-casting

(Lorensen and Cline 1987) (Westover 1990) (Levoy 1990a)

Table 11.1 Categorization of volume visualization technique.

11.2 Ray-casting Acceleration Algorithms

In this treatise, we focus on direct image-order volume rendering methods, with
ray-casting as a basic ingredient. Such algorithms have the advantages of being
flexible and able to produce images of high quality. Unfortunately, basic ray cast-
ing is a time-consuming task. Various acceleration methods have been proposed
to improve the performance. Most of the acceleration methods take advantage of
various cases of coherence in the rendering procedure. Five kinds of coherence are
possible in ordinary volume rendering, namely i) intra-ray, ii) inter-ray, iii) intra-
frame, iv) inter-frame, v) intra-volume coherence. In a 4D rendering application
with time as the additional dimension, it is possible to define inter-volume coher-
ence as well.
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An example of intra-ray coherence is found in (Wan and Kaufman 1999) where
the trilinear interpolation is modified to bilinear and simplified trilinear interpo-
lation to expedite the ray-casting computation.

After observing the similar forms of digital parallel rays, i.e. inter-ray co-
herence, Yagel and Kaufman (1992) suggested using a pre-calculated template
in ray casting. In order to tessellate the volume completely with the same 26-
connected discrete templates, all rays should then start from one of the volume
face (Fig. 11.1). A 2D image warping procedure has to be applied to generate the
final image.

An algorithm that exploited intra-frame coherence was proposed by Levoy
(1990b). It is based on the observation that “it is highly probable that between two
pixels having identical or similar color we will find another pixel having the same
or similar color” (Yagel 1996). The algorithm first will cast a sparse grid of rays
into the volume data and then progressively refine the image.

When rendering a sequence of image frames from the same volume, inter-
frame coherence has been exploited by Gudmundsson and Randén (1990) with
the incremental method. This method is also the basis of our algorithm that will
be presented in detail in the next section. Yagel and Shi (1993) extended the result
from only rendering the surface to the semi-transparent case.
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Figure 11.1 Template

The intra-volume coherence is the most commonly addressed type of coher-
ence. It employs the fact that an ordinary volume contains clusters of similar
or even empty voxels. For example, in medical volumes the percentage of empty
voxels can typically be as high as 70%–95% (Levoy 1990a). By fast traversal through
the homogeneous regions or by skipping the empty areas altogether one should
be able to improve the efficiency of the ray casting. To this end, one can build
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intra-ray
coherence

• simplified interpolation (Wan and Kauf-
man 1999)

inter-ray
coherence

• ray template (Yagel and Kaufman 1992)

intra-frame
coherence

• progressive refinement in the image
space (Levoy 1990b)

inter-frame
coherence

• incremental rotation technique (Gud-
mundsson and Randén 1990), (Yagel and
Shi 1993)

intra-volume
coherence

• hierarchical spatial enumeration (Levoy
1990a)

• reduction of the sampling rate in the ho-
mogeneous area (Danskin and Hanrahan
1992)

• distance map (Zuiderveld et al. 1992)

• Polygon Assisted Ray Casting (PARC)
(Sobierajski and Avila 1995)

• boundary cell-based acceleration (Wan
et al. 1998)

Table 11.2 Different acceleration techniques in ray-casting (see text for details).

various octree or pyramid structures to represent the original data set. During ray
casting, the hierarchical structure helps the rays to advance fast by either skipping
the empty area (Levoy 1990a) or sampling homogeneous regions more sparsely
(Danskin and Hanrahan 1992). Zuiderveld et al. (1992) introduce the usage of a
pre-calculated distance map to skip empty areas in the volume. Polygon Assisted
Ray Casting (PARC) is proposed by Sobierajski and Avila (1995). A polygonal rep-
resentation is first created which encloses all important regions in the volume in
PARC. Rays are then only sampled between the borders of the polygons instead
of between the volume boundary. Further extension is done by Wan et al. (1998),
where the more accurate boundary cells are extracted and used as starting and
ending position for the rays.

A summary of the above mentioned algorithms is given in Table. 11.2. The
table is not meant to be complete but to serve as a rough guide for the common
acceleration techniques used in ray casting.
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Frame-Coherent Volume
Rendering

12.1 An Inter-Frame Coherence Algorithm

12.1.1 Previous Work

The human vision system can synthesize the 3D data much better if the volume
is displayed dynamically rather than statically (Randén 1991). To simulate rota-
tions of a volume, a sequence of views is to be generated. An inter-frame frame
coherence algorithm – the incremental algorithm (INC) – was proposed by Gud-
mundsson and Randén (1990) to speed up the generation of such sequences by
exploiting the coherence among adjacent frames.

The basic idea is presented in Fig. 12.1 together with the coordinate system in
use. The object coordinate system (x, y, z) is the natural coordinate system of the
volume data. The rays and the images are defined in the image coordinate system
(i, j, k). The ij-plane is the image plane (screen) and is fixed with respect to the
viewer.

Fig. 12.1 shows a simplified example of the INC algorithm, where the y-axis in
the volume, the j-axis in the image space, and the rotation axis are parallel to each
other. A threshold value is used to define the surfaces of the object in the volume.
This may seem highly restrictive, but we will show in the next section that various
extensions can be made easily. In this simplified case, it is sufficient to consider a
volume slice that projects onto one row of pixels in the image.

Initially, as shown to the left of Fig. 12.1, a full ray-casting is employed to
generate the first frame. For each slice, a list is created to record the encountered
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Figure 12.1 Incremental rendering. Left: Full ray-casting is employed and the
encountered surface points are recorded in the screen buffer. Right: The screen
buffer is transformed according to the rotation, and new rays are cast to detect new
object points.

surface points in the image space. The j-value is omitted in the list since it is
constant for every slice. Optionally, we may also store other information such as
the local gradient in the list. In the subsequent view shown to the right of Fig. 12.1,
instead of doing a full ray-casting, we transform the entries in the list according
to the rotation as

 i′

k′


 =


 cos ∆φ − sin ∆φ

sin∆φ cos ∆φ




 i − ic

k − kc


+


ic

kc


 , (12.1)

where ∆φ is the rotation angle and (ic, kc) is the center of rotation.
When the rotation angle is small, we can expect that most of the surface points

in the list will remain visible, a few of them will become hidden, while some new
surface patches will emerge. One important insight is that when surface points
switch their relative positions in the list, a potential occlusion occurs which should
trigger a removal from the list. Examples can be found in Fig 12.1. Point (i4, k4)
that precedes (i3, k3) in the left frame is overtaken by (i′3, k

′
3) after the transforma-
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tion in the right frame. It should therefore be removed from the list. After elimi-
nating the hidden points, the remaining points in the list are used to compute the
new pixel values.

Surface points that become visible after the rotation have to be detected by
casting new rays into the volume. The positions of these rays are the pixels imme-
diately next to the left of a visible pixel in Fig. 12.1. The algorithm also has to cast
rays when two neighboring points slide apart and create a gap in the image.

Thus, the INC algorithm has two passes. The first one transforms the list and
removes hidden points. The second one casts new rays into the volume. However,
in the implementation, these two passes are integrated to one. See Algorithm 12.1.
A left-to-right scan of the current list transforms every surface point according
to (12.1). If its i value is greater than all the previous ones, the point remains
visible and stays in the list as the overtaking rule suggests. We then check the
pixel position to the left to see whether it is empty. If so we enter a loop of casting
new rays into the volume further and further to the left. The backtracking stops
when we arrive at a pixel which is previously checked or when the new rays
have hit background consecutively for more than n times. Here, n is a predefined
parameter which will be discussed shortly.

The overtaking rule used to determine whether a point will become hidden
in the new frame is necessary but not sufficient. An example is shown by Gud-
mundsson and Randén (1990) (Fig. 12.2). In the right frame, the surface points in
the marked sector will be mistaken as invisible since they are overtaken by the
small square in the middle. Fortunately, these surface points will be rediscovered
by new rays cast to the left of the small square to fill the “gap”, although this
is more time-consuming and wasteful since their new positions could have been
computed by (12.1).

When disjunct parts exist in a slice, there is a problem which may lead to image
artifacts. Consider the situation depicted in Fig. 12.3. After the rotation, new rays
will be cast to the left of “b”. If the parameter n in Algorithm. 12.1 is set to be 1, the
left-scan procedure will stop after casting one single ray that hits the background.
In order not to miss the part marked with “a”, the parameter n has to be increased.
This again decreases the efficiency of the algorithm.
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Algorithm 12.1 Original incremental algorithm
{Initialization};
for each slice j do

for each point (in, kn) in the list from left to right do do
(i′n, k′

n)=Transform (in, kn); {as in (12.1)}
if i′n ≤ imax then

remove (i′n, k′
n) from the list; {it probably becomes hidden}

else
imax = i′n;
i = round(i′n); k = round(k′

n);
compute image value at (i, j);
i = i − 1;no hit = 0;
{check whether visible surface appears to the left}
while (image(i, j) is background and no hit ≤ n) do

k = Raycast(i, j);
if k is background then

no hit = no hit + 1;
else

no hit = 0;
insert (i, k) in the list; {new visible surface point}

end if
compute image value at (i, j);
i = i − 1;

end while
end if

end for
end for
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Figure 12.2 A false “gap” is created by the overtaking rule. Rays are needed in
the right view to discover the gray area.
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Figure 12.3 In order not to miss the part marked with “a”, parameter n has to be
set greater than 1.



162 Chapter 12 Frame-Coherent Volume Rendering

x

y

z

volume

j
i

k

image

k
m

intermediate image

l

Figure 12.4 The three coordinate systems.

12.1.2 Two Extensions

The Rotation Axis

The INC algorithm requires the rotation axis and the j-axis to be parallel. If the
rotation axis is not parallel to the j-axis, but still parallel to the image plane, Al-
gorithm 12.1 can still be used with a minor modification as following. We first
introduce a new coordinate system by rotating (i, j, k) around the k direction so
that the j-axis becomes parallel to the rotation axis. This new coordinate system
(l,m, k) is shown in the middle of Fig. 12.4 and is called the intermediate coor-
dinate system. The lm-plane is the intermediate image plane and the m-axis is
kept to be parallel to the rotation axis. To use the INC algorithm, we replace the
image plane with the intermediate image plane in Algorithm 12.1. Finally, a 2D
transform is applied to the intermediate image to obtain the final image.

We note that to use the INC algorithm, the image sequence does not need to
be a rotation sequence. As long as the geometrical transform ((12.1) being one
example) between two adjacent views is known, Algorithm 12.1 can be applied.
Good speedup is achieved as long as the difference between two views is small. A
speed-up factor about 10 was reported by Gudmundsson and Randén (1990) for
depth-coding image sequences with incremental angles less than 8◦.

Ray Function

As a ray-casting method, the INC algorithm can be modified from rendering only
the object surface to rendering semi-transparent objects (Yagel and Shi 1993). Since
not only the first encountered point, but the others along the ray will contribute to
the image, new image values can not be calculated directly from the coordinate or
other pre-recorded information any more. Instead, we record the first encountered
non-empty point during ray-casting. A new ray is then cast from this position to
compute the pixel value in the new rendering frame. The main saving compared
to full ray casting is that instead of starting from the boundary of the volume, the
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ray can leap forward and begin from the recorded first non-empty point along the
ray.

12.1.3 Discussion

There are two difficulties in INC, namely, new ray-casting and hidden point re-
moval. Ray-casting is a time-consuming task and as few new rays as possible
should be cast. On the other hand, all regions where previously occluded objects
may appear should be checked to guarantee the image quality. In the work by
Gudmundsson and Randén (1990), rays are sent at the silhouette border of the
known object. The parameter n is pre-selected to determine the maximum num-
ber of background hits before the new ray casting stops. To speed up the process,
n is generally set to a small number, typically 1. Unfortunately, this strategy can
miss small disjoint objects and cause image degrading as shown in Fig. 12.3. Yagel
and Shi (1993) suggests the use of bounding boxes around the objects which re-
quires rather extensive preprocessing of the volume.

Removal of hidden points was partially solved by Gudmundsson and Randén
(1990) in the case where the rotation axis is parallel to the viewing plane. Yagel
and Shi (1993) suggest to project every visible point to several neighboring image
pixel positions. Such a neighborhood is called a footprint. In each pixel, depth
comparison is activated and the point with the smallest depth value is retained.
This procedure requires a complicated and careful design of the footprint to avoid
artifacts.

When describing the INC algorithm, Yagel and Shi (1993) use the object space
as the fixed reference space. Rotation of the object is simulated by moving the
image plane around the volume. The image coordinate list is modified to a co-
ordinate buffer on the image plane. The fixed object coordinate of the surface
point or the first non-empty point along the ray is recorded in this buffer. Though
Gudmundsson and Randén (1990)’s explanation seems to be natural to the end
viewer, Yagel and Shi (1993)’s description is more straightforward in implementa-
tion. Both essentially describe the same algorithm, and we will use them alterna-
tively depending on the context.

In the next section, we will propose an improved incremental algorithm using
the novel shadow-line idea. It solves the problem of where to cast new rays and
which points to remove from the list. Furthermore, it is applicable to arbitrary
rotation axis.
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12.2 An Improved INC Algorithm

12.2.1 The Shadow-Line and its Property

For simplicity, the following discussion still assumes surface rendering. The same
volume slice as in Fig. 12.1 is presented to the left in Fig. 12.5. When casting a
ray from i1, the encountered object point is A1. On the path from A1 along the
ray direction to background B1, points are occluded to the viewer by A1. The line
A1B1 is a shadow cast by A1 in this view, and is therefore called the shadow-line
of A1. Every non-background pixel on the screen has such a shadow-line in the
volume. When the volume rotates, the shadow-lines project themselves onto the
screen. We call these projections the shadow-line footprint (SLF) as shown to the
right in Fig. 12.5.

i

k k
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x

z

x
z

i1
i1'i2 i3

i4 i2' i4'i3'

shadow-line
footprints

A1

B1

Figure 12.5 Incremental rendering with shadow-lines. Left: Full ray-casting is
employed. The dotted lines are the shadow-lines cast by the surface points. Right:
New rays are cast from the shadow-line footprint areas but starting from their
intersections with the shadow-lines. Hence, the dashed part of the rays are tracked
in one leap, only the solid part is real stepped through.

Three important properties of shadow-lines will be employed in the ray-casting
procedure:

• In a parallel projection, all shadow-lines are parallel to each other.

• In the image plane, all new visible surfaces will appear in the footprint areas
only.

• No visible points exist between the starting point of a ray and its first inter-
section with a shadow-line.
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The first property follows from the fact that the shadow-lines have the same
direction as the previous rays. When the rays are parallel, so are the shadow-lines.

The second property follows from the fact that all the new-visible points must
have been previously occluded, that is “in the shadow ”. Therefore, to find out all
the new-visible object surfaces in the new image frame, we only need to probe the
union of the footprints of the shadow-lines from the previous frame.

The third property is valid since if a point is neither visible nor occluded by
anything, it must be empty. This property provides a further possibility of accel-
erating the ray casting algorithm. When sending a ray from the footprint area,
the starting position can be safely moved forward to its first intersection with the
shadow-line. This is indicated to the right in Fig. 12.5.

All these statements are valid for any rigid transformations. To illustrate the
general case with arbitrary rotation axis, we fix the object and simulate the rotation
by changing the view direction in Fig. 12.6. To further simplify the situation, we
assume the rays are emitted from a plane on the volume face xz. This plane is
called the base-plane. A “previous ray” was cast from A1 and encountered the
object at surface point A. This ray would exit the volume at B. AB is therefore the
shadow-line cast by A in this view. The new view direction is along the “current
rays”. The footprint A2B2 can now be computed from the shadow-line AB given
the new view direction. Rays are cast from A2B2 to detect newly visible object
points. The actual stepping of the ray starts from the intersection position with
the shadow-line AB along the solid line shown in Fig. 12.6.

12.2.2 Rendering with Shadow-lines

Two problems with the original INC algorithm, namely, the removal of hidden
surface points and detection of all new visible surface points will be solved by us-
ing the shadow-line and its footprint in the rendering algorithm. A necessary con-
dition for a previously visible point to become hidden in the new view is that the
point is located behind a shadow-line. Therefore, if the shadow-lines are projected
onto the screen from close to far, by the time a hidden point is to be projected onto
the screen, its screen position will already be taken by the footprint of a shadow-
line that is closer to the screen. Each shadow-line is defined by a visible leading
point in the screen buffer such as A in Fig. 12.6. Hence, by imposing a scan order
in the screen buffer so that the shadow-lines are projected onto the screen from
close to far, the problem of hidden point removal will be solved automatically.

In the base plane, the correct scan order takes a direction opposite to the direc-
tion of the shadow-line footprint points to. For example, in Fig. 12.5, the shadow-
line footprint is pointing towards the left. If we scan the screen buffer from the
left to the right, the closer the shadow-lines are to the screen, the earlier they will
be projected.
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Figure 12.6 (a) 3D view of space-leaping with Shadow-line, the dash part can be
safely leaped. (b) front, side and top views of (a).

In the settings given in Fig. 12.6(a), the shadow-line footprint A2B2 is pointing
up-left on the xz-plane. The scan direction from top to down and from left to
right will satisfy the requirement. Formally, in the object coordinate (x, y, z), if the
current and previous viewing directions ~vc and ~vp are

~vp = (xp, yp, 1), ~vc = (xc, yc, 1), (12.2)

the direction of the shadow-line footprint A2B2 is ~vp − ~vc. The scanning direction
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of the screen buffer is therefore

~vc − ~vp = (xc − xp, yc − yp, 0), (12.3)

which can be decomposed to xc −xp along the x-axis and yc − yp along the y-axis.
Four different situations are illustrated in Fig. 12.7.

Figure 12.7 The scan order of the screen is opposite to the direction of the shadow-
line. The direction of the SLF is given by (12.3) and indicated with bold arrows.

Thus, to detect new-visible surfaces, new rays will be cast from those areas
covered by the shadow-line footprints in the base-plane. Depending on the dif-
ference between the views, the size of this area varies. However, according to the
definition of the shadow-line and its second property, probing in these areas are
both sufficient and necessary. Using the third property of the shadow-line, the
new rays do not have to be emitted from the screen, but can leap forward to its
intersection with the shadow-lines.

12.2.3 Discrete Implementation Using Templates

Ray-casting requires a kind of 3D line generation which visits a set of voxels by
incremental steps in x, y and z. Time can be saved if this stepping sequence is pre-
calculated and used without alteration for all rays in a parallel projection. This
approach is named template-based ray-casting and was suggested by Yagel and
Kaufman (1992). For speed reasons, we choose a 26-connected line template and
use nearest neighbor interpolation. The template should tessellate the volume
without gaps and/or overlaps. To achieve this, the volume face most parallel
to the image plane is chosen to be the base-plane for the template placement as
shown in Fig. 11.1.

The image projected on the base-plane is an oblique view of the volume. As
mentioned, a 2D warp transform is needed to restore the base-plane image to the
final image result. The relationships between the object space coordinates, the
base-plane coordinates and the final image coordinates are discussed in detail in
Appendix. D.



168 Chapter 12 Frame-Coherent Volume Rendering

The Discrete Shadow-Line Footprint

We are interested in the discrete form of the shadow-line footprint (SLF). To find
it out, we assume that the base-plane is the xy-plane and the viewing direction is
most parallel to the positive z-direction as in Fig. 12.8. The discrete SLF is retrieved
by projecting every voxel on the shadow-line to the base-plane along the current
viewing direction. This procedure is illustrated in the top of Fig. 12.8. The dark-
gray discrete line is the template of the previous ray. The projections to the base-
plane are along the light-gray lines, all of which are the templates for the current
rays. For clarity, only every fifth projection is shown. All these projections take
the same template form originating from the base-plane.

In the base-plane, the union of the projected pixels is the discrete SLF shown
to the bottom-left in Fig. 12.8. The direction of the SLF on the base-plane is given
by (12.3) in the continuous coordinates. For comparison, an 8-connected discrete
line calculated from (12.3) is shown to the bottom-right in Fig. 12.8. Somewhat
surprisingly, we find that the true footprint to the left is rather different from the
8-connected line to the right. It is neither a 8-connected or 4-connected discrete
line, nor a subset of them. It is highly irregular and is not necessarily connected.

The appearance of the SLF may be puzzling but is explained by Fig. 12.9. As-
sume that the ray template along ~vp origins from voxel A(x0, y0, 0) on the base-
plane and voxel B(x1, y1, z1) on this ray template projects itself onto the base-
plane at C(x2, y2, 0) along the new ray template. The offset between A and C

will be comprised of two parts, one is the projection of the template AB and the
other part is of the template BC. Each part is marked clearly in Fig. 12.9. The
coordinates of (x2, y2) of C are thus

x2 = x0 + round(xp · z1) − round(xc · z1),

y2 = y0 + round(yp · z1) − round(yc · z1). (12.4)

The two rounding operations that are necessary to calculate the x- and y-offset
between A and C lead to rather bizarre appearances of the discrete SLF. Further-
more, we know from the calculation that the values of x2 and y2 are not monotonic
when z1 increases monotonically.

The SLF Template

Since the templates of AB and CB are both translation-invariant on the base-
plane, the SLF AC will have the same form regardless of its starting position.
Therefore, it is possible to formulate AC as a template. By using the template, the
projection of the shadow-line onto the base-plane is much more efficient, espe-
cially when the difference between two adjacent views is small. The footprint will
then be much shorter than the shadow-line.
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Figure 12.8 Top: To find out the discrete form of the SLF, voxels on the previous
ray template (dark gray) are projected onto the base-plane by templates along the
new ray direction (light gray). Every fifth such projection is portrayed. Bottom
left: The discrete form of SLF obtained from the top plot. Bottom right: The discrete
form of SLF as an 8-connected line of the given direction.
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Figure 12.9 Explanation of the discrete SLF. See text for details.
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We design the SLF template to include three entries, namely, the offsets xtemp

and ytemp of voxel C relative to voxel A on the base-plane and the depth value z

of voxel B that leaves the footprint at C. By recording the z-value, new rays can
leap forward and start from this depth.

To generate the SLF template, we first list the projections onto the base-plane
from every voxel on the previous ray. From (12.4), we have


xtemp(z)

ytemp(z)


 =


round(xp · z) − round(xc · z)

round(yp · z) − round(yc · z)


 . (12.5)

One example is tabulated in Table. 12.1. We find that there are duplicates of the
offset pair (xtemp, ytemp). Also, neither are xtemp or ytemp monotonic.

The reoccurrence of the offset pair (xtemp, ytemp) simply shows that different
voxels along the shadow-line can be projected to the same location on the base-
plane. As mentioned previously, the more parallel the two viewing directions
are, and thus the shorter the SLF, the more voxels will be projected to the same
location. Among all the duplicates of the offset pair (xtemp, ytemp), only one is
needed in the SLF template. We pick the pair that associates with the smallest
depth value z. This z-value is the depth of the first intersection voxel between the
ray and the shadow-line.

One may think the SLF template can be generated by run-length coding Ta-
ble. 12.1, that is each (z, xtemp, ytemp) triplet contains a pointer to the first triplet
after it that has a new (xtemp, ytemp) pair. However, the situation is more compli-
cated because xtemp and ytemp are non-monotonic.

Under the projection list in Table. 12.1, arrows point out the triplets (z, xtemp,

ytemp) that should be included in the SLF templates when the shadow-lines start at
depths (zstart) 0, 1 and 2, respectively. For example, when the shadow-line starts at
depth 0, the triplets (0, 0, 0), (2, 1, 0), (4, 0, 1), (5, 1, 1) and (9, 1, 2) will be included
in the SLF template. We notice that the triplet (3, 0, 0), which is skipped when
zstart equals 0 and 1, is kept when zstart equals to 2. Thus, a separate template has
to be generated for shadow-lines starting from every different depth.

The SLF template generated from Table. 12.1 is shown in Table. 12.2. It should
be interpreted together with Fig. 12.9 as follows: When processing the surface
voxel B in the base-plane buffer, we first use its z-value as the index zstart to
Table. 12.2. For instance, if zstart is 5, then the 5th row in Table. 12.2 get started.
We first compute the coordinate (x0, y0, 0) of A, which is the origin of the previous
ray. After that, we read out the offset pair (xtemp, ytemp) if the corresponding
z(depth) value is not empty. Projection is conducted by writing the z value at
location (x0 + xtemp, y0 + ytemp) in the base-plane buffer.
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z(depth) 0 1 2 3 4 5 6 7 8 9 · · ·
xtemp 0 0 1 0 0 1 1 1 0 1 · · ·
ytemp 0 0 0 0 1 1 0 1 1 2 · · ·
zstart = 0 −−−−−→−−−−−→−→ −−−−−−−−−−−−→
zstart = 1 −−→−−−−−→−→−−−−−−−−−−−−→
zstart = 2 −−→−−→−→−−−−−−−−−−−−→

Table 12.1 The projections of every voxel on the previous ray template.
(xtemp, ytemp) is the offsets relative to voxel A in Fig. 12.9.

xtemp 0 1 0 1 1 · · ·
ytemp 0 0 1 1 2 · · ·
zstart z(depth)

0 0 2 4 5 9 · · ·
1 1 2 4 5 9 · · ·
2 3 2 4 5 9 · · ·
3 3 6 4 5 9 · · ·
4 6 4 5 9 · · ·
5 6 8 5 9 · · ·
6 6 8 7 9 · · ·
7 8 7 9 · · ·

Table 12.2 The SLF template. See text for details.

Other Problems

Previously we claimed that as long as the screen buffer is scanned in the direction
opposite to the SLF as in Fig. 12.7, the shadow-lines will be projected to the screen
from close to far and thus the hidden voxel removal will be achieved automati-
cally. In the discrete situation however, this claim is not always valid. One such
example is shown in Fig. 12.10. The discrete templates are along the previous and
current viewing directions ~vp and ~vc, respectively. The SLF is pointing to the left.
In the previous frame to the left in Fig. 12.10, voxels R and S are on two different
rays and both visible. In the new frame, the shadow-line of R will be processed
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R

S

R

S

v -vp c

vc
vp

T

Figure 12.10 Both R and S are visible in the frame to the left. To the right, R will
be projected to the base-plane before S. A replacement has to be envoked for S to
take position T . See text for details.

before the one of S since it is closer to the base-plane in this setting. Thus, R will
be projected to T before S although R is occluded by S in the new view as shown
to the right in Fig. 12.10.

In order to avoid such discretisation artifact, depth comparison is conducted
between R and S when projecting S. Replacement occurs when a voxel that has
larger depth was projected to the base-plane earlier. Still, by imposing the scan
order as shown in Fig. 12.7, the amount of such replacements are minimized.

It is difficult to decide when to stop traversing the SLF. The discrete SLF as
the one in Fig. 12.8 does not tile the base-plane. When stepping along the SLF, a
pixel which is already taken by another shadow-line is therefore not a sufficient
indicator to stop the traversal. The SLF may reappear after portions of it have
been occluded by other SLFs. A safe strategy would be to project all the shadow-
lines from start to end. However, the projection procedure would then be O(N3).
As a compromise between accuracy and speed, we use a pre-defined parameter d.
When the SLF has given no contribution to the base-plane for more than d times,
we assume that all the following positions are already taken and stop following.

Another problem occurs when the base-planes are different between two ad-
jacent views. In this case, the previous SLF template does not exist any more. For
simplicity, we perform a full ray-casting for such frames.

Complexity of Shadow-line Projection

Assuming the volume has N3 voxels (N voxels per side), the image contains N2

pixels and rays are cast at every image pixel with N samples along the ray, the
complexity of the brute-force ray-casting is O(N3).

In the INC algorithm, rays can leap forward to skip the empty voxels in the
volume. To achieve this, shadow-line projection is required. Without using the
SLF template, the complexity of projecting each shadow-line is O(SL), where SL
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is the length of the shadow-line. Since SL is proportional to the depth of the
volume, the complexity of the projection is O(SL · N2) ∝ O(N3).

By using SLF templates as in Table. 12.2, the operations needed for projecting
each shadow-line is proportional to the length of the SLF which is SL ·sin θ, where
θ is the angle between the two viewing directions. The total complexity is still
O(SL · sin θ · N2) ∝ O(N3) but with a much smaller factor when θ is small.

As presented previously, early termination of SLF is enabled. That is, if the
footprint of a certain shadow-line does not contribute to the image buffer for more
than d-times, the stepping through on the SLF will terminated. Since there are in
total N2 pixels in the image, at most O(N2) operations are required to write the
image buffer. Besides that, each shadow-line will check at most d positions in
vain before it terminates. Notice that since the parameter d is only dependent on
the discrete form of SLF and not on the volume resolution, the complexity of the
shadow-line projection will be O(N2 + dN2) ∝ O(N2).

The Implementation

There are several coordinates involved in the implementation for which full de-
tails are given in Appendix D. Here, we denote the object volume coordinates
as (x, y, z), the previous and the current base-plane coordinates as (u1, v1) and
(u2, v2), respectively.

The base-plane coordinates are 2D translations of one of the volume cube face
depending on the view direction. During the rendering process, two buffers on
the base-plane are defined. The first one stores the object coordinates of the sur-
face voxels that are encountered in the view and is called the coordinate buffer
(C buffer ). Since the surface voxels are used to define the shadow-lines in the
next frame, C buffer is kept between the frames.

The second buffer, the Z buffer on the base-plane is only active in one frame.
It stores the depth information of the projected shadow-lines. During ray-casting,
rays are leaped forward to start from the recorded depth.

Since the coordinate of the base-plane is only a translation of the volume face,
the previous analysis of fast footprint projection using Table. 12.2 is still valid. The
discrete implementation is summarized in Algorithm 12.1.

Algorithm 12.1 Discrete implementation of the improved INC algorithm

Step 1: initialization

for every pixel (u2, v2) in the new base-plane do
Z buffer(u2, v2) = depthmax + 1;
C buffer new(u2, v2) = background;

end for
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Step 2: shadow-line Projection

Compute the SLF template { Table. 12.2};
for every (u1, v1) in C buffer new do {scan according to (12.3)}

B = C buffer old(u1, v1); {voxel B in Fig.12.9}
if B 6= background then

invalid = 0;
Compute coordinates (u2A, v2A) of A; {voxel A in Fig. 12.9}
Find the first non-empty depth value on row depth of (B) in Table. 12.2;
while not end of the shadow-line AND invalid < d do

Get triplet (xtemp, ytemp, depth) from Table. 12.2;
(u2, v2) = (u2A + xtemp, v2A + ytemp); {the footprint coordinates.}
if Z buffer(u2, v2) > depth then

Z buffer(u2, v2) = depth;
if depth == depth of (B) then {the surface voxel}

C buffer new(u2, v2) = B;
else

C buffer new(u2, v2) = background;
end if
invalid = 0;

else
invalid = invalid + 1;

end if
move to next column in Table. 12.2;

end while
end if

end for

Step 3: image generation

for every pixel (u2, v2) in the base-plane do
if C buffer new(u2, v2) 6= background then

computer image value at (u2, v2);
else if Z buffer(u2, v2) ≤ depthmax then

cast ray at (u2, v2) from Z buffer(u2, v2);
if encounter non-background voxel B then

computer image value at (u2, v2);
C buffer new(u2, v2) = B;

end if
end if

end for
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12.3 Experiment and Discussion

In our experiment, a CT volume which contains a human skull from a cadaver
is used as a test data set. The volume is embedded in a plastic material that has
been molded into the shape of a human head. It consists of 99 slices, each with
a resolution of 256 × 256. The tests use a threshold value to generate an opaque
surface. The surface is shaded using the Phong illumination model implemented
with a lookup table (Lacroute 1995), (Schroeder et al. 1998).

The left column in Fig. 12.11 shows two images from a rotation sequence. On
the right, areas where new rays are sent after transforming the previous frame
are shown as white pixels. The black areas are occupied either by background
or by previously visible voxels. The incremental angles between the successive
views are 1◦, 2◦, 4◦, and 8◦ for plot (a), (b), (c), and (d) in Fig. 12.11, respectively.
As expected, the larger the difference between the successive view directions, the
more pixels in the image need to be probed by sending new rays.
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Figure 12.11 Left: Two renderings from a rotating sequence. Right: Positions
where new rays are cast into the volume. Angles between successive views are
1◦, 2◦, 4◦, and 8◦ for (a), (b), (c), and (d), respectively.

The performance results of the new INC algorithm and the brute-force full ray-
casting are summarized in Table. 12.3. They are all measured on a SUN UltraSPARC-
IIi 440MHz workstation with 2MB Ecache. Times are the average time for render-
ing each frame in a rotation sequence of 360◦ with indicated incremental angles.
Total time includes all steps required to render a new frame. They are broken
down to three parts, namely head time, ray time and warp time. In the INC al-
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gorithm, ordinary ray-casting is realized by two steps, i.e., shadow-line projection
and image generation. Times of these two steps are listed separately.

The total rendering time of the incremental method increases when the incre-
mental angles become larger. The head time, shadow-line projection time and
warp time are approximately unchanged. The increase of the image generation
time is due to two facts. Firstly, when the incremental angle is big, there is less
coherence between the adjacent frames and more rays have to be cast into the
volume as shown in Fig. 12.11. More importantly, since a full ray-casting has to
be carried out whenever the base-plane changes, the long ray-casting time from
these frames will influence the results. There are four or five such frames in a 360◦

rotation sequence. When the incremental angles are large, there are fewer “nor-
mal” frames and thus the time spent by the full ray-casting frames will contribute
more to the final average results.

The INC algorithm has a slightly longer head time compared to the full ray-
casting case. This is mainly due to the computation of the SLF templates. How-
ever, the head time counts for less than 3% of the total time. It is thus regarded as
negligible.

We also find that the shadow-line projection in the INC algorithm is a rather
time-consuming part. One possible acceleration is to lower the resolution of the
shadow-line. For instance, we can merge several shadow-lines into one that casts
a larger footprint to the base-plane. Rays will have to travel more in the next step.
Still, overall performance will probably be improved in this way.

The time required to warp images from the base-plane to the image plane is
about 11% of the total time in the full ray-casting algorithm. However, with the
speed-up of other steps in the improved INC algorithm, it becomes a significant
percentage of the overall time. The warping here is implemented using a naive
bilinear interpolation. Fast implementations such as texture mapping do exist,
but are not our main interest and will not be discussed further.

The extra memory usage for the INC algorithm compared to the full ray-
casting algorithm is modest. It includes two base-plane buffers and the SLF tem-
plate.

Overall, the improved INC algorithm brings about 3–4 times speed-up in the
total rendering time. If the final warping step is not taken into account, the speed-
up factor is about 5–8 times for incremental angles ranging from 1◦ to 8◦.

12.4 Conclusion

We proposed an improved frame-coherent rendering algorithm based on the orig-
inal INC algorithm by Gudmundsson and Randén (1990). The new algorithm is
capable of rendering a rotation sequence around any arbitrary axis. The problems
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INC FR

Angle 1◦ 2◦ 4◦ 8◦

Total time 80 86 94 109 331

Head time 3 3 3 3 2

Ray time
22 21 21 20

291
21 25 33 50

Warp time 37 37 37 36 36

Table 12.3 Rendering time when using full ray-casting and incremental render-
ing with incremental angles equal to 1◦, 2◦, 4◦, and 8◦. Total time is broken down
to head time, ray time and warp time. For the INC algorithm, the ray time includes
shadow-line projection and image generation.

of hidden points removal and new surface discovery are both solved by using
shadow-line concept.

The improved INC algorithm essentially allows the ray-casting procedure to
quickly approach the hull of the object. This is done by pushing the rays to start
from the intersection with the shadow-lines. The main advantage of a frame-
coherent method is that no preprocessing is required when rendering the volume.
Instead, the full ray-casting of the first frame can be seen as a preprocessing step.
After that, information collected in each frame is utilized for generating the next
frame. This property can be utilized in rendering applications where the often
tedious preprocessing steps are not desired, e.g. when the classification parameter
of the volume are to be tested. When the difference between frames are small,
i.e. the coherence of the frames are large, more time saving is achieved using
the improved INC algorithm. Useful applications can be found when generating
rotation sequences with small incremental angles or stereo image pairs.

As a frame-coherent rendering algorithm, the improved INC method is blind
to the coherence inside the object. In the worst case, when semi-transparent object
is defined and rays are cast through large hollow spaces inside the object, frame-
coherent algorithms may not bring much speed-up. Volume-coherent methods
such as the ones using octree structures will be the most appropriate and efficient
solution. Still, it is possible to combine the proposed frame-coherent method with
existing volume-coherent methods to achieve better overall result.
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Proof of Theorem 3.1

Theorem A.1 If a function is seperable into one radial variation and one circular har-
monic variation, then the Fourier transform preserves the angular variation and the radial
function in the two domains are Hankel transforms of each other.

hn(r)ejnϕ F2⇐⇒ Hn(%)ejnφ

where

Hn(%) = (−j)nHn[hn(r)]

Proof: The Fourier transform of hn(r)ejnϕ in the angular direction yields

F2[hn(r)ejnϕ] =
∫ ∞

0

∫ 2π

0

hn(r)ejnϕe−j2π%r cos(φ−ϕ)dϕrdr

=
∫ ∞

0

hn(r)ejnφ

∫ 2π

0

e−j2π%r cos(φ−ϕ)e−jn(φ−ϕ)dϕrdr

= ejnφe−jn π
2

∫ ∞

0

hn(r)
∫ 2π

0

e−j2π%r cos(φ−ϕ)e−jn(φ−ϕ−π
2 )dϕrdr

= ejnφ(−j)n

∫ ∞

0

hn(r)
∫ 2π

0

ej2π%r sin(α)e−jn(α)dαrdr

= ejnφ(−j)n

∫ ∞

0

hn(r)2πJn(2πr%)rdr

= ejnφ(−j)nHn[hn(r)] = ejnφHn(%)

where Jn(·) is the n-th order Bessel function. Q.E.D
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B

Harmonic functions

n=0 n=1 n=2 n=3

k=2 1 cos φ cos 2φ cos 3φ

sinφ sin 2φ sin 3φ

k=3 1 sin θ cos φ
√

3/2 sin2 θ cos 2φ
√

5/8 sin3 θ cos 3φ

sin θ sin φ
√

3/2 sin2 θ sin 2φ
√

5/8 sin3 θ sin 3φ

cos θ
√

3/2 sin 2θ sinφ
√

15/4 sin2 θ cos θ cos 2φ

√
3/2 sin 2θ cos φ

√
15/4 sin2 θ cos θ sin 2φ

3/2 cos2 θ − 1/2
√

3/8 sin θ(5 cos2 θ − 1) cos φ

√
3/8 sin θ(5 cos2 θ − 1) sin φ

1/4 cos θ(5 cos 2θ − 1)

Table B.1 Harmonic functions of degrees n = 0, 1, 2, 3 in two and three dimen-
sions.
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C

The Kuhn-Tucker Condition
for Solving (9.5)

In this appendix, we will show how to solve (9.5) explicitly. First, as in Fig. C.1,
let A be the closest point to D (6-connected neighbor), let B be the second closest
point to D (face diagonal neighbor) and let C be the one furthest away (body
diagonal neighbor). The variables t1, t3 are defined along BA and BC.

We are to solve

uD = min
t1,t3

(t1uA + (1 − t1 − t3)uB + t3uC +
√

1 + (1 − t1)2 + t23 · τ) (C.1)

s.t.

t1 ≥ 0, t3 ≥ 0 and t1 + t3 ≤ 1 (C.2)

A

A

B

B

C

C

D

t1
t1

t3

t3

t1 < 0

t3 < 0

t1 + t3 > 1

Figure C.1 The arrival time at point D is to be computed from triangle ABC.
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The Kuhn-Tucker (K-T) condition gives the necessary condition to the con-
strained optimization problem. If we want to solve

max f(x1, x2, . . . , xn)

s.t.

xi ≥ 0, for i = 1, 2, . . . n

g1(x1, x2, . . . , xn) ≤ c1

g2(x1, x2, . . . , xn) ≤ c2

...

gm(x1, x2, . . . , xn) ≤ cm,

with the Lagrangian function given by:

L = f(x1, x2, . . . , xn) +
m∑

j=1

λj(cj − gj(x1, x2, . . . , xn))

the solution must satisfy:

∂L
∂xi

≤ 0; xi ≥ 0; xi
∂L
∂xi

= 0;

∂L
∂λj

≥ 0; λj ≥ 0; λj
∂L
∂λj

= 0;

for all i = 1, 2, . . . , n and j = 1, 2, . . . ,m.
To minimize uD in (C.1) is equivalent to maximize −uD. The Lagrangian is

L = −uD + λ(1 − t1 − t3).

The derivatives are

∂L
∂t1

= uB − uA +
1 − t1

1 + (1 − t1)2 + t23
· τ − λ,

∂L
∂t3

= uB − uC − t3
1 + (1 − t1)2 + t23

· τ − λ,

∂L
∂λ

= 1 − t1 − t3.

There are seven possible cases of the K-T condition. They correspond to the cases
that the minimums are found inside triangle ABC, along edges AB, BC and CA

and at vertices A, B and C, respectively.
Let k1 and k2 be

k1 = uA − uB and k2 = uB − uC .
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Solutions to t1, t3 and uD for the seven different cases are

ABC : t1 = 1 − k1√
τ2 − (k2

1 + k2
2)

, t3 =
k2√

τ2 − (k2
1 + k2

2)
,

uD = uA +
√

τ2 − (k2
1 + k2

2),

AB : t1 = 1 − k1√
τ2 − k2

1

, t3 = 0, uD = uA +
√

τ2 − k2
1,

BC : t1 = 0, t3 =
√

2k2√
τ2 − k2

2

, uD = uB +
√

2
√

τ2 − k2
2,

AC : t1 = 1 − t3, t3 =
k1 + k2

2
√

τ2 − 1
2 (k1 + k2)2

, uD = uA +

√
τ2 − 1

2
(k1 + k2)2,

A : t1 = 1, t3 = 0, uD = uA + τ,

B : t1 = 0, t3 = 0, uD = uB +
√

2τ,

C : t1 = 0, t3 = 1, uD = uC +
√

3τ.

We first assume the minimum is found inside triangle ABC, if t1 and t3 satisfy
condition (C.2), we have an optimal solution for problem. Otherwise, we try to
find the minimum along the boundaries AB, BC and AC. If still no solution
satisfies (C.2), we finally consider the three cases from the vertices A, B and C.





D

Mathematics for the
Implementation of the

Improved INC Algorithm
This appendix gives details on the 3D transformations involved in the discrete im-
plementation of the improved INC algorithm. It is based on the work by Lacroute
(1995) and Hearn and Baker (1994).

D.1 The Four Coordinate Systems

We use four coordinate systems illustrated in Fig. D.1: object coordinates, stan-
dard object coordinates, base-plane coordinates, and image coordinates. All are
right-handed coordinate systems.

The object coordinate system is the natural coordinate system of the volume
data whose axis are labeled ox, oy and oz.

The standard object coordinate system is formed by permuting the axes of the
object coordinates so that the principal viewing direction is along the third coor-
dinate axis. The principal viewing direction is the object-space axis direction that
is most parallel to the viewing direction. The standard object coordinate system
axes are labeled with x, y and z.

The base-plane is on the volume face that is most parallel to the view plane.
The base-plane image is an oblique view of the volume along the view-direction.
It can be formulated by shearing the standard object space as in (Lacroute 1995).
The base-plane coordinates has its origin align with the upper-left corner of the
base-plane image. The axes are labeled u, v and w.

The image coordinate system is the coordinates of the final image and labeled
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volume

object coordinates

w

v

u

base-plane coordinates

j

i

k

image

image coordinates

Permutation

x

z

standard object
coordinates

y

P

Oblique view,
Translate

T*S

Warp

W

M

View

oz

ox

oy

Figure D.1 The four coordinate systems and their relationships.

i, j and k. The ij-plane is a view-plane, and the positive direction of the k-axis is
the view-direction.

The viewing transformation matrix M from the object space to the image space
is




i

j

k

1


 = M




ox

oy

oz

1


 . (D.1)

where the viewing matrix is decomposed as

M = W · T · S · P, (D.2)

consisting of the factors warp (W ), translation (T ), shear (S), and permutation (P ).
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D.2 Transformations

D.2.1 The Viewing Transformation

The directions of image coordinate axes i, j and k are given by the normal vectors
~p, ~q, ~n in the object space. The vector ~n is the view-direction. The upper-left corner
of the image is at (Iox, Ioy, Ioz). The viewing transformation is

M =




pox poy poz 0

qox qoy qoz 0

nox noy noz 0

0 0 0 1


 ·




1 0 0 −Iox

0 1 0 −Ioy

0 0 0 −Ioz

0 0 0 1


 . (D.3)

D.2.2 Permutation

The transformation from the object coordinates to the standard object coordinates
can be deduced from the view-direction ~n. The component of ~n that has the largest
magnitude decides the axis and the polarity decides the direction. For example if
nox has the largest magnitude and it is negative, then the principal view-direction
is along the −x-axis.

The object space is transformed to the standard object space by a permutation,


x

y

z

1


 = P ·




ox

oy

oz

1


 . (D.4)

Fig. D.2 shows six different relationship between the two coordinates and the
corresponding permutation matrix P .

D.2.3 Oblique View and Translation

The view-direction n in the standard object space can be calculated as


nx

ny

nz

1


 = P ·




nox

noy

noz

1


 . (D.5)

The base-plane image is an oblique view on the xy-plane along the direction
(nx, ny, nz). The oblique view can be formulated as a shear operation (Lacroute
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Figure D.2 The relationship between the object coordinates and the standard ob-
ject coordinates and the corresponding permutation matrix P .

1995). The shear coefficients in the x and y directions are

sx = −nx

nz
sy = −ny

nz
. (D.6)

The shear transformation is

S =




1 0 sx 0

0 1 sy 0

0 0 1 0

0 0 0 1


 . (D.7)

The oblique view of the volume is on one volume surface. Its origin is not
located on the origin of the standard object coordinates. Four possible situations
are illustrated in Fig. D.3.
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v
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Figure D.3 Definition of the base-plane coordinate systems.

To create the base-plane coordinates, a translation is necessary after the shear
transformation. From left to right in Fig. D.3, the translation coeffients are

1. sx ≥ 0, sy ≥ 0, tx = ty = 0,

2. sx ≥ 0, sy < 0, tx = 0, ty = −sy · zmax,

3. sx < 0, sy ≥ 0, tx = −sx · zmax, ty = 0,

4. sx < 0, sy < 0, tx = −sx · zmax, ty = −sy · zmax.

The transformation from the standard object coordinates to the base-plane coor-
dinates is achieved by




u

v

w

1


 =




1 0 0 tx

0 1 0 ty

0 0 1 0

0 0 0 1







1 0 sx 0

0 1 sy 0

0 0 1 0

0 0 0 1







x

y

z

1


 . (D.8)

D.2.4 Warp

To transform the base-plane image to the final image, a 2D-warp operation is per-
formed. In (D.2), all the matrix except the warp matrix W are known. Therefore,
The warp matrix is

W = M · P−1 · S−1 · T−1. (D.9)

The 2D-warp matrix W2d is arrived by deleting the third row and third column
of W . 


i

j

1


 = W2d




u

v

1


 . (D.10)
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Figure D.4 The rotation axis.

D.3 Rotation around an Arbitrary Rotation Axis

If we are rendering a rotation sequence of the volume, the viewing transformation
matrix M ′ is deduced from the given rotation parameters in the following way. Let
the rotation axis l pass the point (xl, yl, zl) in the object space forming the angles
θ and φ with the ox and oz-axis respectively as shown in Fig. D.4. To simulate a
rotation of the volume with α around the given axis, the image coordinates should
rotate −α around the rotation axis. The geometry transform R can be formulated
as

R = TlRz(θ)Ry(φ)Rz(−α)Ry(−φ)Rz(−θ)T−1
l , (D.11)

where the translation matrices are

Tl =




1 0 0 xl

0 1 0 yl

0 0 1 xl

0 0 0 1


 and T−1

l =




1 0 0 −xl

0 1 0 −yl

0 0 1 −xl

0 0 0 1


 , (D.12)

while Ry and Rz are the rotation matrices around the y and z-axis as

Rz(θ) =




cos θ − sin θ 0 0

sin θ cos θ 0 0

0 0 1 0

0 0 0 1


 , (D.13)
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Ry(θ) =




cos θ 0 sin θ 0

0 1 0 0

− sin θ 0 cos θ 0

0 0 0 1


 . (D.14)

Let the previous viewing matrix as (D.3), the directions of new image coordi-
nate axis are given by (~p′, ~q′, ~n′) as




p′ox p′oy p′oz 0

q′ox q′oy q′oz 0

n′
ox n′

oy n′
oz 0

0 0 0 1


 = RT




pox poy poz 0

qox qoy qoz 0

nox noy noz 0

0 0 0 1


 (D.15)

and the upper-left corner point I ′ are computed as




I ′ox

I ′oy

I ′oz

1


 = R
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The new viewing transformation matrix M ′ is thus

M ′ =
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