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Abstract
Reinforcement learning is a general and powerful way to formulate complex learning problems and acquire good system behaviour. The goal of a
reinforcement learning system is to maximize a long term sum of instantaneous rewards provided by a teacher. In its extremum form, reinforcement
learning only requires that the teacher can provide a measure of success.
This formulation does not require a training set with correct responses, and
allows the system to become better than its teacher.
In reinforcement learning much of the burden is moved from the teacher
to the training algorithm. The exact and general algorithms that exist
for these problems are based on dynamic programming (DP), and have a
computational complexity that grows exponentially with the dimensionality
of the state space. These algorithms can only be applied to real world
problems if an ecient encoding of the state space can be found.
To cope with these problems, heuristic algorithms and function approximation need to be incorporated. In this thesis it is argued that local
models have the potential to help solving problems in high-dimensional
spaces and that global models have not. This is motivated with the biasvariance dilemma, which is resolved with the assumption that the system
is constrained to live on a low-dimensional manifold in the space of inputs
and outputs. This observation leads to the introduction of bias in terms of
continuity and locality.
A linear approximation of the system dynamics and a quadratic function describing the long term reward are suggested to constitute a suitable
local model. For problems involving one such model, i.e. linear quadratic
regulation problems, novel convergence proofs for heuristic DP algorithms
are presented. This is one of few available convergence proofs for reinforcement learning in continuous state spaces.
Reinforcement learning is closely related to optimal control, where local
models are commonly used. Relations to present methods are investigated,
e.g. adaptive control, gain scheduling, fuzzy control, and jump linear systems. Ideas from these areas are compiled in a synergistic way to produce
a new algorithm for heuristic dynamic programming where function parameters and locality, expressed as model applicability, are learned on-line.
Both top-down and bottom-up versions are presented.
The emerging local models and their applicability need to be memorized
by the learning system. The binary tree is put forward as a suitable data
structure for on-line storage and retrieval of these functions.
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Chapter 1

Introduction
This work deals with issues concerning learning and knowledge related to
memory and machines. The strong connection between learning, knowledge
and memory is found in most explanations of what it means to learn something. As an example, consider this paragraph about knowing (Wittgenstein, 1958):
150. The grammar of the word \knows" is evidently closely
related to that of \can", \is able to". But also closely related to
that of \understands". ('Mastery of a technique')

Since learning could be described as e.g. to master through experience, to
gain knowledge or to memorize, it becomes clear that all these concepts
are intimately related. The engaging question of knowledge acquisition
has divided philosophers into two opposing parties, the empiricists and the
rationalists. This matter will be discussed in some detail in chapter 8.
The apple has been a symbol for knowledge for quite some time. The
apple also acts as a symbol of power. As such, it rst appeared with the
Roman emperors symbolizing world dominion. This tradition is still alive,
e.g. in Sweden where a golden apple is one of the regalia. An old Greek
word for power, or to make something possible, is mechane. This word is
related to another Greek word, machina, which is the origin of the word
machine. The quest for machines that learn from memorized experiences is
one of the great challenges of modern science. Machines, which today are
claimed to possess an ability to learn, show a remarkable rigid behaviour,
far behind that of the simplest biological organisms. However, a machine
capable of learning would indeed possess the attributes here ascribed to
the word machine. It would by all means be a very powerful tool, making
things possible which are out of reach for any machine with a limited set

2

Introduction

of useful but pre-speci ed behaviours. In the next section, we point out
that any attempt to scale up todays machines with \hardwired", domain
speci c, knowledge will be almost impossible.

1.1 Background
By employing learning instead of tuning rigid system models by hand, enormous amounts of e ort could be saved in the process of system development. In both aviation and robotics applications, the major part of the
project development cost tends to concern model tuning that occurs after
the basic design process has been completed. Cutting those costs can be of
vital importance, e.g. when cost overruns may cause a product line to be
cancelled. The employment of learning systems also entails the possibility
for faster adaptation to new tasks or products. This should be of interest
to the automobile and electronics industry, where the time required to put
out a new product on the market can be crucial (Werbos, 1996).
Another important venture in modern society is the development of
autonomous systems, e.g. industrial robots. However, the range of tasks in
which such machines can be used is presently limited due to their inability to
learn. Present "intelligent" machines are more or less rigid. The responses
of the system are pre-speci ed, by human programmers, for all foreseeable
situations. It takes little thought to realize that very few real life tasks can
be solved by this strategy.

Learning and a priori knowledge

Let us start out with the assumption that we have complete knowledge
of the task the system is supposed to solve. This is a suitable prerequisite for employing so called expert systems. These are systems with very
limited learning capabilities, but equipped with a large database of expressions telling the system what to in every situation within in a certain
problem domain. Building a fairly general system by scaling up expert
systems would require a prohibitively large amount of information to be
coded into databases and computer programs. As an example, consider a
one-dimensional block world with n di erent blocks and where all con gurations of the blocks are valid. This results in n! di erent situations to
be stored in the database, a task which soon becomes infeasible when the
number of blocks grows.
Another aspect relates to software reliability. It is known that over
60% of the bugs in the software can be traced back to activities before
the writing of the code. Even ecient software inspection methods will

1.1 Background
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not remove more than about 80% of the bugs. All errors are not found
and corrections may give rise to new ones. If we aim for a system with
a reasonable degree of generality, it will be a formidable if not impossible
task to achieve this only by equipping the system with a huge amount of a
priori knowledge.
Uncertainty is often claimed to be the major reason for employing learning systems (Tsypkin, 1973). Even when the environment is predictable, it
can be more ecient to leave the system with a certain amount of adaptability than to hardwire everything a priori (Hinton and Nowlan, 1987).
Both these e ects are ingredients in the process of evolution, and can be
illustrated with the representative power of the human genes. Vertebrates
have somewhere around 104 , 105 genes (Stern, 1973). Even if every atom
in them were utilized, they could not possibly code for all possible synapses
in the human brain. There are some 1011 neurons in the brain (Shepherd
and Koch, 1990) which results in the order of 1011 ! possible connectivity
patterns. Hence, only a very small fraction of the brain's functionality can
be coded in the genes, and the rest is left to be learned by the individual.
Our quest must be for systems which to some extent are provided with
a priori knowledge, but where most of their emergent behaviour is acquired
by learning. This will be an ecient way to produce robust and exible machines which are able to cope with variations both in the environment and
within the system itself. Furthermore, if the system is able to do reinforcement based learning, the teacher can be liberated from the burden of being
able to solve the task the system is to accomplish. Only a performance
measure, i.e. a reinforcement signal, need to be presented to the system in
order to make it learn the task. This situation could be exempli ed with
some complex industrial process where it is much easier to establish the
quality of the produced material than to determine how to adequately control the process. Moreover, a performance measure is the only information
available, if the desired behaviour can not be explicitly speci ed by the
designer.

Symbolic AI and connectionism
Two of the main approaches in search of intelligent behaviour are inspired
by models of biological systems, which possess the desired abilities. One
course is that of arti cial intelligence (AI), which makes use of introspection to nd out how humans process information in an intelligent way.
This perceived, conscious process is then imitated in a computer simulation environment. In classical AI, the emphasis is on building symbolic
representations that are presumably so called because they stand for some-
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thing. Typically these representations are discrete and arbitrary crafted by
hand.
Another course in a somewhat opposite direction is the approach called
connectionism. Driven to extremes, this approach states that the lack of
intelligent behaviour in today's learning machines is due to the di erence
in the underlying computational structure between present machines and
biological systems. Intelligent behaviour will emerge if the underlying computational structure is the right one. However, the widely accepted ChurchTuring thesis denies that intelligent behaviour should depend on any speci c
underlying computational structure (Minsky, 1967). In the same way as it
is possible to build machines that y but do not utter their wings, it is
possible to design machines that show intelligent behaviour but lack the
perceived conscious process found by human introspection.
Both of the methods described above are of introspective nature, either
with respect to human psychology or physiology. An alternative is to adopt
a more behaviouristic approach. With such a view as little as possible is
assumed about the inside of the system a priori. The interest is instead
focused on the relations between the system's stimuli and responses. Analysis of stimuli which do not result in appropriate responses is considered
meaningless.

Generalization and bias
The functionality of biological systems may be copied but need not be implemented literally. Instead, the route seems to go through the implementation of good algorithms, rather than through literal simulation. Learning
systems must be able to acquire their knowledge from experiences and generalize this information to handle novel situations. Choosing one way of
generalization before another is to introduce bias, e.g. choosing how to
project the in nite dimensional information in the environment down onto
a limited set of basis functions. For a general purpose system it is dicult
to determine how to bias its behaviour towards important properties of a
problem, and at the same time avoid minor details. However, geometric domains unlike the symbolic ones studied in arti cial intelligence, incorporate
a natural bias, that of continuity.
The neural network structures, suggested by the connectionists, work
in a geometric domain and make use of the continuity bias to perform a
simple form of generalization, that of interpolation and extrapolation. The
bias of continuity and metric spaces is in fact intrinsic to all parameterized
approximation techniques. By regularization, we can constrain the number
of parameters while striving for a low approximation error over a large input
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space. When a parameter in such a structure is adjusted, it will a ect the
approximation throughout the region of in uence of that parameter. Thus,
by constraining the approximation function, the lessons learned from the
training samples are automatically generalized (Baker and Farell, 1992).
We propose a design based on a dynamic structure that expands to t
the complexity of the problem. The structure is expanded by re nement
through employment of local models. This approach introduces another
bias, that of locality. By adapting the local model distribution, we reduce
the e ect of the curse of dimensionality and should be able to achieve a good
t using relatively few models. A binary tree is proposed as a structure for
representation of system behaviour. The global model of system behaviour
is formed by synthesis of the fragmented and localized models, or modules,
in the leaves of the tree.

Human computation
An interesting question is how many models that may be needed for real
life tasks. Let us look at the human brain for a speculative estimate. From
what is known, it seems as if the brain is made up of a number of functionally di erent areas joined together with ordered ber bundles. Recent
ndings estimate the number of such modules to be about 200 (Omohundro,
1987). Human computations, e.g. visual recognition, take times around 0:5
seconds to perform. Since the time intervals in the response times in the
ring of an individual neuron are about 0:005 seconds, it seems to be at
most 100 sequentially operating layers of neurons from stimulus to response
(Omohundro, 1987). The function of a single module, corresponding to a
simple local leaf model or a branch-and-bound operation in an interior node
of the tree, could presumably be implemented with a few layers of neurons.
This means that perhaps some 20 to 40 modules are active along any path
from input to output. The depth of a binary tree representing somewhere
around 200 models will be about 8, which is of the same order of magnitude as the result from the above consideration. The functionality of the
brain, with its 1011 neurons, is largely unknown. Hence, it goes without
saying that the estimates previously presented should be taken with a pinch
of salt. Nevertheless, they indicate the order of magnitude of the bounds
within which an intelligent system could be designed.
Some functional similarities, between biological systems and the algorithm proposed in this thesis, may deserve to be pointed out. Locality is
found to be important to biological systems for applying serial processing
to a massive amount of parallel data. Particularly the locus of memory and
computation appear to coincide in biological nervous systems (Omohundro,
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1990). In the representation presented in this thesis, models of behaviour
and the experiences supporting them can be thought of as stored in the
same place. Also the bene ts of locality for focus of attention exploited in
biological systems have a counterpart in so-called branch-and-bound methods used in the suggested algorithm.

Learning and vision

The computer vision community is taking a growing interest in learning
systems. The reason is that learning seems to be crucial to the development of systems based on computer vision. We previously mentioned three
situations where learning need to be employed, and it so happens that
building computer vision systems t into all three categories.
First, if there is no lack of prior information a vision-based system
is not called for at all. Hence, we employ vision to allow the system to
be adaptive and operate in an uncertain environment where learning is a
necessary ingredient. Second, visual input gives rise to huge signal spaces
which makes it hard to nd suitable signal representations to hardwire into
the system, and it also complicates the incorporation of possible a priori
knowledge. Third, trusting evolution, vision seems to be a capability which
is more ecient to learn than to code explicitly in the genes. Consider the
experiment where two kittens were raised in the same environment, while
attached to each other via a \carousel" apparatus (Held and Hein, 1963).
One of the kittens could walk around freely while the other one was carried
around as a passive observer in a gondola, attached to the rst kitten via
the carousel. Later, when tested on a series of depth perception tasks, the
active kitten performed normally while the passive kitten basically acted
as if it was blind. Hence, experience and feedback seems to play a crucial
role in the development of visually guided behaviour.

1.2 Contributions
The main contributions presented in this thesis are contained in chapters 4 {
8. Remaining chapters provide introductory material, argumentations and
a summary with an outlook. Three main contributions can be identi ed:
 Proofs of convergence for four types of greedy adaptive critics, applied
to the problem of linear quadratic regulation (LQR), chapter 4.
 The employment of local quadratic functions for approximation of
the expected long-term reinforcement and generation of optimal responses, chapters 5 and 8.
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 Ecient on-line estimation, representation, and synthesis of local
models using a binary tree-structure, chapters 6 and 7.

That theoretical understandings of system behaviour is very important
is exempli ed by the rst mathematical model to describe plant behaviour.
It is attributed to J. C. Maxwell who in 1868 used di erential equations
to explain instability problems encountered with James Watt's yball governor. The use of local LQR models allows us to rely on rm theoretical
grounds, when analyzing the global closed loop behaviour of these models.
Proper bias is necessary in order to make learning possible, a fact commonly referred to as the bias-variance dilemma. We argue that the employment of local models provides us with a promising route towards making
reinforcement learning possible in high-dimensional state spaces.
Our behaviouristic view leads us to the insight that changing system
behaviour is the key to local model distribution. Under the assumption of
piecewise continuity, state space applicability can be induced from temporal
locality. A particular kind of binary tree-structure, the bumptree, allows
for on-line storage and retrieval of the emerging local models and their
applicabilities.

1.3 Thesis outline
The basic idea of learning by reinforcement and its connection to the behaviouristic view is discussed in chapter 2. Treated here are also the issues
concerning task de nition in terms of reinforcements, and the bias-variance
dilemma which impedes our wish for a general tabula rasa learning system.
Chapter 3 relates reinforcement learning to optimal control and establishes the notation for dynamic programming, a general way to solve this
type of optimization problems.
In chapter 4, we treat the discrete-time linear quadratic regulation problem and present proofs of convergence for a number of reinforcement learning algorithms that greedingly learn the optimal control policy.
The bias-variance dilemma is resolved in chapter 5, where a Bayesian
approach is employed to bias the learning system and give it protection
against the curse of dimensionality. Two reasonably harmless priors, continuity and locality, are introduced based on general assumptions about the
physics of the system and its environment.
A key feature of using local models in learning control is the association
of temporal location with state space locality. To achieve this, parameters
estimated by an adaptive system must be stored in a data structure that
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associates system state and local controller parameters and allows for efcient local model update and retrieval. In chapter 6 it is argued that a
binary bumptree-structure is a suitable data structure for this purpose.
Our approach to a exible and general system is to start out with a
simple system, and increase its complexity only if better performance is
required. The problem of how to estimate and distribute new local models
is addressed in chapter 7.
Local models can be combined in a number of ways in order to obtain
a global model for use in the current point in state space. This issue is
discussed in chapter 8 which also contains an experiment where reinforcement learning using distributed local models is shown to solve a simple but
illustrative non-linear control task.
Finally, the thesis is summed up in chapter 9 which also contains an
outlook on important future research activities.

Chapter 2

Philosophical frame
In this chapter we present our view on machine learning and its purpose.
Earlier, we motivated learning systems with a lack of a priori knowledge
or our inability to incorporate it in the system which we want to solve the
task at hand. We aim at a exible system that is general enough to learn
how to solve a vast number of tasks. In order to achieve this, we would
like to specify as little as possible about how the problem should be solved
and instead leave this for the system to discover. This ts nicely into the
philosophical view called empiricism, where knowledge is claimed to be
gained through experiences only.
However, the bias-variance dilemma impedes such a quest for a general
and exible system if strategies on an evolutionary time scale are left aside.
It becomes necessary to introduce proper bias in order to make learning
possible on the level of individual systems. This causes us to turn to the
view of rationalism, where learning is claimed to be possible only when certain constraints are put on the learning system. It then becomes important
what constraints to impose on the system since we do not want to harm its
generality too much. These issues will be discussed in chapter 5.
It should be stressed that we are aiming for a system that is capable
of learning, not at explaining how biological systems are able to acquire
knowledge and learn. This is similar to a behaviouristic view where the
inside of the system serves no other purpose than to analyze the system's
behaviour in order to be able to predict future responses. With this view,
what matters is the possibility of training the system to solve its task, not
to explain how the solution was obtained.
Another important question dealt with in this chapter is how to train
the system to solve a task. Here, we propose and motivate reinforcement
learning as the choice of a general and powerful learning methodology.
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2.1 Learning theory
This section gives a rough description of empiricism and rationalism, the
two main theories of learning. There is a strong connection between learning and knowing. The theory of knowledge is studied by philosophers under
the name of epistemology. Learning can be given a lax de nition as \acquisition of knowledge through experience". Knowledge acquisition implies
a change in a system's abilities before and after something is learned. A
more rigid de nition of learning is found in a standard work on learning
theory, Theories of learning (Bower and Hilgard, 1981):
Learning refers to the change in a subject's behaviour or behaviour potential to a given situation brought about by the subject's repeated experiences in that situation, provided that the behaviour change cannot be explained on the basis of the subject's
native response tendencies, maturation, or temporary states.

This de nition exposes a fundamental point in our behaviouristic view of
learning. If there is no change in the system's abilities before and after it
is claimed to have \learned" something, we believe it is not correct to talk
about the process as learning at all.
In order not to have the terms arti cial system and subject mixed up,
an explanation may be called for. Subjects refer to biological systems and
arti cial systems refer to man-made systems whereas the term system is
used as a broader concept covering all sorts of systems.
What causes the acquisition or the change of a system's behaviour? In
the answers to that question the concept of mind turns up. One should be
a bit careful when speaking about minds in relation to arti cial systems
since the answers where intended to describe human and animal behaviour.
However, a review of two opposing answers may be worthwhile. There exist
two theories in the philosophical community concerning how knowledge
arises and the relation between experience and organization of mind. On
one side are the empiricists and on the other the rationalists. Both admit
that experience plays a role in acquiring knowledge, but they di er in how
big a role that is. The debate is still alive and has also turned up under
the guise of \nature versus nurture". However, today most researchers
have moved beyond the either-or debate, satis ed with the conclusion that
models and data both are necessary for knowledge acquisition.

2.1 Learning theory
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Figure 2.1: System views. Empiricism (left) and rationalism (right).

Empiricism

Empiricists claim that experience is the only source of knowledge. Experience in terms of sensory information is given a special emphasis. These
sensory sensations become associated in the mind because they occur closely
together in time as we interact with the environment. The degree of association is determined by how vivid, frequent, durative and recent the
sensations are. Another characteristic of this view is that complex ideas
are built from a stock of simpler ideas and the other way round, implying
that complex ideas can be reduced into simpler ones. Two learning mechanisms are recognized. First, sensory information is represented internally in
terms of a memory. Second, complex ideas are formed by connecting, or associating, simple ideas that are experienced contiguously, i.e. close together
in time. These associations are then used for prediction and explanation of
events. The possibility of re ection, i.e. to recall memories, compare them
and store the conclusion as a new association, is what makes the di erence between a system based on empiricism and a passive stimuli recorder.
Hence, even the empiricists admit that a model need to be employed in order to interpret raw data. The strong position of association as the model
in empiricism is well illustrated with a quote from Pavlov: \The same thing
can be said of our thinking. Beyond association there is nothing more in
it" (Pavlov, 1955). Famous promoters of the view of empiricism are the
philosophers John Locke (1632{1704), David Hume (1711{1776), and John
Stuart Mill (1806{1873).

Rationalism

Rationalists such as Descartes (1596{1650), Leibnitz (1646{1716), and Kant
(1724{1804) on the other hand claim that reason, not experience, is the
prime source of knowledge. Kant put it this way (Kant, 1952): \Although
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all our knowledge begins with experience, it by no means follows that it
all originates from experience." Sensory data is considered as raw material
which needs to be interpreted according to certain innate assumptions or
self-evident truths with which the mind is constrained when it all begins.
One example of such a constraint is the fact that all events take place in
a spatio-temporal framework. Kant saw this as the projection of the selfevident truth of Euclidean geometry, with which all of us are born. For real
knowledge, it is necessary to constrain the thought relationships over and
above the raw sensory data. What answer does a rationalist give to the
question about how these constraints were acquired? One answer is natural selection through evolution, and another that he does not know how
they evolved but that he knows that they are present in systems capable
of learning. Evolution di ers from learning according to the rationalists,
since the forms of learning they consider are biased by innate perceptual
assumptions without which learning as they see it would not take place.

Learning and evolution
To make a distinction between learning and evolution seems quite hard to
motivate, at least if considering the more lax de nition of learning mentioned earlier. Hence, evolution could also be seen as a form of learning since at another higher level of abstraction, \spices" gain knowledge
through experiences in the environment. It can be shown that learning
on the individual level can help guiding learning on the evolutionary level,
even if the gained knowledge is not inherited (Hinton and Nowlan, 1987).
Leaving the individual with a degree of adaptability can hence be advantageous, even if the environment is predictable. It may be more ecient
in terms of the total space and time needed for the evolutionary and individual learning processes to reach a certain level of system performance.
We already commented on this fact in the previous chapter, by giving the
example concerning the information capacity of the human genes.
Most of the common principles referred to by the rationalists are found
by introspection and may not be relevant when applied to non-human learning systems. Using too speci c metaphors and trying to imitate biological
phenomena may be misleading, as was demonstrated with the bird-airplane
metaphor. When designing machine learning systems, where the goal is not
to imitate the human thought process in terms of logic and language, but
to perform problem-solving in terms of response generation, we would like
to adapt the view of empiricism. It should be possible to teach the system to discover the various heuristics and rules that apply to the task at
hand. In absence of universal constraints to put on the system, it becomes
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interesting to look at what can be done with few assumptions about the
\inside" of the system.
By taking this view, it seems as if we will end up with a black box system
and a theory about the system which is reminiscent of that of Skinner, who
claimed to have no theory at all (Skinner, 1950). If devoid of theory is
interpreted as devoid of models, such a radical claim must be rejected. To
believe in the possibility for \model free" learning systems is a delusion.
Without models with which sensory data can be interpreted, the data will
remain unrelated instances, from which no meaningful response can be
inferred. Some model must be imposed on a learning system, but not
necessarily the ones found by human introspection.
In the next section we present a relationship between the a priori constraints put on the system and the resulting model error. These facts are
valid regardless of the structure of the learning system. It turns out that
general black box learning is impossible to achieve based on a limited number of observations.

2.2 Bias and variance
The essence of the bias and variance dilemma lies in the fact that error
arising from an attempt to explain or predict a phenomenon in the environment may be decomposed into two components, known as bias and
variance. Parsimonious models lead to high bias while versatile models
su er from high variance. Thus, if the system starts out with what the
empiricist Locke called a tabula rasa, an unused blackboard, it will result
in slow convergence in the sense that huge training sets are required to
achieve acceptable performance. This is the e ect of high variance and is a
consequence of the large number of parameters that need to be estimated.
Prohibitively large training sets are then required to reduce the variance
contribution to estimation error. Note that this has to do with the size of
the training set and cannot be circumvented by a suitable choice of implementation, e.g. by using parallel architectures and fast hardware. The only
way to control the variance in complex inference problems is to constrain
the estimation. However, and this is the other face of the dilemma, such an
approach is bias prone. Proper constraints are hard to identify for complex
problems and any constrained scheme is likely to be incorrect for the task
at hand, i.e. highly biased.
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Learning can be seen as a stochastic process, where the stochasticy is rooted
in the environment in which the learning system is embedded. We adopt
the view that adapting weights in a parametric function is merely one form
in which empirical knowledge about the environment may be encoded in a
model. However, the possibility of applying mathematics to parameterized
models clearly makes this choice advantageous. By empirical we here mean
that our knowledge of the environment is due to a set of measurements
that characterize the phenomenon we wish to describe or predict. Consider
predicting a phenomenon in the environment with a model y = f (x). Here
the vector x contains the set of independent variables from which we want
to predict the phenomenon y. Let us also assume, without loss of generality,
that the phenomenon y is given by a scalar.
If the mean square error (MSE) is used as a measure of the prediction
error for our model, it can be shown that (Geman et al., 1992):
E fj y , f (x)j2 j xg  E fj y , E fy j xgj2 j xg:
(2.1)
Hence, the best prediction in the MSE-sense is given by the conditional
expected value of the phenomenon, given the values of the variables we
want to infer it from:
f (x) = E fy j xg:
(2.2)
Due to the stochastic nature of the environment we write the functional
relationship between x and y as:
y = f  (x) + e = E fy j xg + e ; E fe j xg = 0:
(2.3)
Here, the random expectational model error is denoted by e.
The optimal function f  is a mathematical entity which is impossible to
implement in real life, due to the appearance of the expectational operator
which requires an in nite number of samples to be evaluated.
What we can aim for is an approximation of the optimal functional
relationship, using a parameterized family of models, f (x; w). To measure
model quality we again employ an MSE-measure. Here, we measure the
distance between the parametric approximator and the optimal model:
V (w) = E fj f  (x) , f (x; w)j2 g:
(2.4)
We see that the best parameters, for a given parameterization, f (x; w), are
given by the ones that minimize the model error in eq. (2.4):
w = arg min
V (w ):
(2.5)
w
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However, in order to nd the best parameters, we have to rely on a nite
number of measurements or observations of y and x, given by fyi ; xi g; i =
1; : : : ; N . We search for the parameters that minimize the prediction error
over the training data set:
1
wN = arg min
w N

N
X
i=1

j yi , f (xi; w)j :
2

(2.6)

The quality of a model estimated from N observations, when applied
to a new set of data with the same distribution as those in the training set,
can now be established (Ljung, 1987):
E fV (wN )g = E fj f  (x) , f (x; wN )j2 g
 E fj f  (x) , f (x; w )j2 g +
(2.7)

2
E fj f (x; w ) , f (x; wN )j g:
(2.8)
Hence, the estimation error can be decomposed into a sum of two terms,
bias (2.7) and variance (2.8).
The rst term (2.7), given by the expected squared di erence between
the best approximator and the optimal function, represents the bias of
the approximation. When the number of observations grow, N ! 1, we
have that the optimal parameters will be estimated, i.e. wN ! w from
eq. (2.6) and the second term vanishes. In the limit this means that the
approximator will result in the best approximator within the parameterized
family of functions given by f (x; w).
The second term (2.8) denotes the variance of the approximation and is
given by the average of the squared distance between the best approximator
and the approximator obtained from N observations. We noted that the
variance term will vanish when the number of observations grow to in nity.
How fast will this term be reduced? The variance term can in fact be
approximated by

m:
E fj f (x; w ) , f (x; wN )j2 g  E fe2 g N

(2.9)

Here the model order, given by the number of parameters, m = dim(w), in
the approximating function turns up (Ljung, 1987). The variance E fe2 g is
that of the optimal predictor f  (x), as de ned in eq. (2.3).

The bias-variance dilemma

From the discussion in the previous paragraph, we know that the estimation error can be decomposed into bias and variance. The bias-variance
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dilemma arises when we try to make both these terms small. Small bias
calls for a versatile model family which means that many parameters need
to be estimated, but many parameters lead to high variance which can only
be reduced if more observations are made. On the other hand, small variance for a x number of observations can only be obtained if the number of
parameters is small, but this in turn means that the optimal function may
be out of reach for the parameterized family of functions. Hence, there is
often a tradeo between the bias and variance contribution to the estimation error which makes for a kind of \uncertainty principle" (Grenander,
1951).
Much of the excitement about arti cial neural nets revolves around the
promise to avoid the tedious, dicult, and generally expensive process of
articulating heuristics and rules for machines that are to perform dicult
tasks. We would like to train our system to discover the various heuristics
that apply to the task at hand. In the discussions about neural networks,
it appears that the main focus has been on the possibility of asymptotic
convergence towards the optimal function. If the neural net is capable
of representing any function, it is of course also capable of optimal performance, whatever the task. Such a learning system can be said to be
unbiased, since it is not a priori dedicated to a particular class of solutions, but the price to pay for achieving low bias is high variance. Simply
put, dedicated machines are hard to build but easy to train and vice versa
(Geman et al., 1992).
What about the argument that the brain is a proof of existence of
learning systems that do not require prohibitively large set of observations
in order to achieve near optimal performance? There are tasks that humans
can learn to solve from experiencing only a few examples. This type of
one-shot learning seems to be an example of quick and reliable perceptual
learning which contradicts the conclusions of the previous discussion on the
bias-variance dilemma. The explanation is that the dilemma vanishes, if
we are willing to give up generality and purposefully introduce bias. By
doing this, the error due to variance can be signi cantly reduced, and good
performance can be obtained from a small number of observations (Geman
et al., 1992).
From the preceding discussion we can conclude that learning complex
tasks, with a reasonable sized training set, is essentially impossible without
the introduction of carefully designed biases into the learning system. This
means that identi cation and exploitation of harmless biases, \orthogonal"
to the class of problems at hand, becomes of fundamental importance.
Which among a number of models with the same predictive power is more
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preferable or \true"? It could for example be argued that simple models
should be preferred, but it is then important to note that what is considered
as simple depends on the language, e.g. the family of functions we employ
to describe the approximating model. What we humans consider as simple
depends on our ability to express it in a simple way.
In chapter 5 this issue is further investigated, and we argue that preferring models that are local in state space is a good candidate for a useful
and harmless bias.
The bias-variance discussion also brings about an insight into the schism
between empiricists and rationalists. According to the dilemma, it seems
plausible that learning at the evolutionary time scale biases the system
architecture in order to make it possible for the individual, with a rather
limited length of life, to learn application speci c tasks based on a small
number of observations. Hence, the empiricists are right in the sense that
experience is the single source of knowledge, if evolution is included. However, also the rationalists are right in that individual learning is possible
only if the individual is biased with appropriate constraints, re ecting the
environment in which the system is to carry out its tasks.

2.3 Behaviourism
Behaviourism is all about the same issues as machine learning { prediction
and control of a system's behaviour, drilling. The mission for a behaviourist
is to make his subject produce the desired results. By no means should this
choice of a behaviouristic view on machine learning be seen as an advocacy
for behaviourism in general. The behaviouristic view taken here is rst
of all a technological one, which can be useful when formulating control
methods.
John B. Watson, the leader of the behaviouristic revolution, explains
learning as Pavlovian conditioning. A response is associated with a stimulus
such that after the learning trial, the stimulus will result in the associated
response with a certain probability. A key mechanism for learning is the
system's ability to keep a memory of both past stimuli and responses. In
our presentation, the notion of stimulus should not be taken only to mean
current sensory input. We will consider the stimulus to be a state vector,
completely describing the situation at the time the system is asked to produce its output. According to the behaviourists, the learning system can
be viewed as a black box which behaviour can be modelled with a probability distribution over the product space of the stimuli and response spaces.
Hence, a stimulus and its associated response can be treated together as
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Figure 2.2: Approximating an optimal behaviour (left) with a probability distribution (right).
a decision. Note that the same stimulus may be associated with several
equally plausible responses resulting in a multi-modal distribution. When
the system has learned to solve a problem its decisions will be generated
from an optimal behaviour distribution, (OBD).
Consider a task where the optimal system behaviour is to produce a
sine wave, as illustrated to the left in g. 2.2. This behaviour can then be
approximated with a probability density function, having its maxima along
the decisions which constitute the optimal behaviour, as shown to the right
in the same gure. Here the probabilities are re ected in the grey levels of
the graph, the whiter the more probable the decision.
Behaviourism is in perfect accordance with our view of learning { a
phenomenon that has to be re ected in a change in system behaviour in
order to be acknowledged. It is also in line with our quest for a predictable
system that can learn to produce the desired results, not for a model that
explains learning in biological systems. Now, having decided to work with
a behaviouristic view, we still need to determine how the system should be
informed about what to do. This is the issue of the next section.

2.4 Learning methodologies
The reason for building a learning system must be that there exists one or
more tasks that the system is expected to learn to carry out. What kind of
tasks are there then? Barto makes the distinction between non-associative
and associative learning tasks (Barto, 1992). This reference contains links
to much of the relevant literature on reinforcement learning, a technique to
be discussed in the next section. Non-associative tasks call for the system
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to nd an optimal response without the use of stimuli information, see
the middle of g. 2.3. This type of systems has been investigated under
the name of learning automata, e.g. by (Narendra and Thathachar, 1974).
Sometimes also the class of genetic algorithms for function optimization is
labelled as non-associative learning (Holland, 1975).
In associative tasks, however, the system is to nd a mapping from
stimuli to responses. The latter tasks are more related to the type of
learning discussed in the previous section and are the ones that will be
dealt with here. Non-associative tasks can also be seen as a special case of
the associative tasks, where the response is to be invariant to the stimuli.

The system-environment loop

The idea that the observed a systems actions is essential for the system's
learning capabilities, is at the very hart of the work in this thesis. This has
been illustrated in several experiments in perceptual psychology. The two
following examples relate to humans and vision in particular, and demonstrate that actions play a central role in learning visual tasks. They also
strongly suggest that closing the system-environment loop is necessary for
a system to learn successfully, as illustrated to the right in g. 2.3 (Wilson
and Knutsson, 1993).
1. In a number of optical rearrangement experiments (Held and Hein,
1958), actions were shown to be necessary for adaptation to take
place. Subjects were to view the world through a pair of goggles that
optically displaced or rotated the eld of view. In one experiment, the
subject viewed his hand under three di erent conditions and was then
tested for the degree of adaptation. First, the hand was not moved at
all, second the hand was moved by the experimenter, and third the
subject moved the hand himself. Adaptation to the distortion took
place under the last condition but not under the rst two.
2. Another goggle experiment was performed, were subjects either were
allowed to walk around in the environment for an hour, or were moved
around sitting in a wheel chair (Held and Bossom, 1961; Mikaelian
and Held, 1964). Then, adaptation to the distortion due to the goggles were tested. Again, adaptation took place when the subject was
free to walk, but not when only allowed to watch. Compare this with
the situations in the left and right of g. 2.3.
Somehow the system must be told whether or not its responses are advisable. A natural way of doing this is to reward it, whatever this may
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Figure 2.3: Neither sensing (left), nor responding (middle), will
alone suce for ecient learning to take place { closing the systemenvironment loop is essential (right).
mean, when it gives good responses, or at least when the task is completed
to satisfaction. Even the behaviouristic theories that claim contiguity alone
to suce for generation of associations between stimuli and responses, admit that rewards in uence outcomes. However, they claim that rewards do
not add anything new to associative learning. Guthrie, one of its most vigorous advocators, state the one law of learning as follows (Guthrie, 1935):
A combination of stimuli which was accompanied by a movement
will on its recurrence tend to be followed by that movement.

Loosely interpreted, the previous quote can be interpreted as one learns
what one does. With this view, it becomes important to make the system do
what you want it to do from the very beginning of the learning procedure.

Supervised learning
The approach where desired behaviour is attached to the proper stimuli is
known as supervised learning. This method is the one most frequently used
by engineers in the design of arti cial neural networks. Here, the system
is trained by being told the correct response, y , to each stimulus, x, as
illustrated to the left in g. 2.4. Since this can not be done for all possible
stimuli, the system will have to generalize from a number of descriptive
examples, chosen by the teacher.
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Figure 2.4: Three di erent learning methodologies. Supervised
learning (left), unsupervised learning (middle), and reinforcement
learning (right).

Unsupervised learning
Another class of learning systems are called unsupervised learning systems.
This relates to the absence of an external teacher who tells the system what
to do. Instead, the teacher or learning rule, is x and built into the system
from the start, see the middle of g. 2.4. These systems are often used to
learn auto-association, i.e. to associate a stimulus with itself, which can be
useful in for example clustering or pattern recognition tasks. The exibility
of such a system is rather limited, and unsupervised learning can be looked
upon as a special form of supervised learning. Here, the teacher is replaced
by a prede ned performance measure and a search strategy, which are both
integrated with the system.

Reinforcement learning
A third category contains reinforcement learning systems. This term seems
to be coined by Minsky in the early 1960's (Minsky, 1961). Independently,
it also turned up in control theory (Waltz and Fu, 1965). However, it is
only recently that these two branches of reinforcement learning have been
recognized by each other (Sutton et al., 1991). In reinforcement learning,
rewards are used to de ne tasks for the system, as shown to the right in
g. 2.4. This methodology ts nicely into the behaviouristic branch that
claim reinforcement to be the main factor involved in association. This
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branch evolved from a combination of associative and hedonistic schools.
Hedonism refers to the desire for pleasure and the avoidance of pain as to
motivate systems to learn. This is also re ected in Thorndike's law of e ect
(Thorndike, 1911):
Of several responses made to the same situation, those which are
accompanied or closely followed by satisfaction will, other things
being equal, be more rmly connected with the situation, so that,
when it recurs, they will be more likely to recur; those which
are accompanied or closely followed by discomfort will, other
things being equal, have their connections with that situation
weakened, so that, when it recurs, they will be less likely to
occur. The greater the satisfaction or discomfort, the greater
the strengthening or weakening of the bond.

This principle bears some resemblance to Darwin's principle of evolution
through natural selection, but here it means survival of the most pleasant
behaviours. The resemblance is no coincidence, since many of the psychologists of the early twentieth century were attracted by the work of Darwin.
Since the terms pleasure and pain are used within a behaviouristic framework, they cannot be subjective classi cations. Instead, what is meant is
that states which a subject frequently puts itself in, tries to remain in or
does nothing to avoid, are called states of pleasure and states which are
avoided or not tried to maintain are labelled as painful.

2.5 Reinforcement learning
Instead of de ning rewards as stimuli that the system tries to receive as
often as possible, referred to as the frequency principle, one can work the
other way round and de ne the system from the rewards. When constructing arti cial learning systems, we can equip them with a sensory input
devoted to receiving payo s. Now, using the law of e ect, the behaviour of
the system may be de ned by stating that rewarded responses become the
most frequent ones. This makes it possible to de ne tasks for the system via
the reinforcement stimuli. The duality of the law of e ect described above
was rst discussed by Meehl as a rebuttal to critiques of the law. Critics
of the law of e ect have argued that it is not an empirical law, but rather
a de nition of a reinforcing event. If a reinforcer is de ned as something
that strengthens a stimuli-response coupling, the law with this substitution
then states that a stimuli-response pair closely followed by something that
strengthens the coupling will receive an increment in its strength. This is
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an obvious circular argument. Meehl found that the law is used in two different modes (Meehl, 1950). In an initial "de nitial" mode, the law is used
to discover that a stimuli is a reinforcer, e.g. nding that scratching a dog
behind its ears reinforces a desired behaviour in a training situation. The
other mode is a "predictive" one, where the reinforcing stimulus is found
to be useful also for reinforcing other behaviours. Reformulated with this
in mind, the law of e ect can be stated as:
A reinforcer can be used to increase the probability of any learnable response.

This means that stimuli fall into two di erent categories, those which
can be used as reinforcers, and those which can not. To be complete, the
list should also include stimuli that could be assigned a reinforcing e ect by
learning, i.e. secondary reinforcers. For a summary of di erent conjectures
on what these stimuli have in common, see (Kimble, 1961).
A major advantage in favour of the reinforcement learning paradigm is
that it does not require a teacher who tells the system exactly what to do in
each situation (Samuel, 1959). The teacher only needs to learn the \rules"
of the task, which is almost always easier than knowing how to solve a task
{ \a minute to learn, a lifetime to master". As an illustration, consider the
following example (Valtonen, 1993):
Imagine for example the problem of building a machine to play
backgammon. One could of course use a supervised learning system and provide it with an expert's move as the desired output.
This system can never become better than the expert, maybe
more alert, but not really better. A more natural situation is
to use the outcome of the game as the reinforcement signal to
a learning system. By this we have the possibility to achieve a
system better than any expert.

This approach was used by Tesauro in designing a system that learns to play
backgammon of world champion class (Tesauro, 1990). The possibilities
opened by systems that learn and improve their behaviour through selfplay have thrilled the imagination (Falken, 1957). One such example is
the strategic computer for War Operation Plan Response (WOPR) that
appears in the movie \Wargames" (Lasker and Parkes, 1983). The purpose
of the WOPR was to run a program that would learn how to \win" a
nuclear war by simulation and self-play.
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Comparison with supervised learning
Since supervised learning is by far the most popular training method for
arti cial learning systems, it is appropriate to make a few comments on
how reinforcement learning di ers from supervised learning. That learning
involves the idea of a system improving its performance over time, according
to some task dependent measure, is compatible with most of the theoretical
views presented earlier. This measure can be thought of as a function,
de ned over the set of possible system models. Each model in this space
induces a system behaviour. Hence, the function de nes a hypersurface,
on which each point corresponds to the performance of a particular system
behaviour. Now, to improve its behaviour, the system has to move towards
higher and higher points on this performance surface.
An important di erence between supervised and unsupervised learning,
lies in what information about its performance the system is fed with. In
supervised learning, the system has information about the gradient of the
performance function with respect to the model parameters. The gradient of the performance function at a point in the model space is a vector
pointing in the direction of steepest ascent. This is illustrated to the left in
g. 2.5, where directed information is available in each point. All vectors
point towards the point of optimal behaviour, located at the origin. Hence,
the system has directed information about how to change its behaviour in
order to improve its performance, at least locally. The directed information
is not often the true gradient itself, but rather an error vector computed as
the di erence between the desired and actual system responses. The price
to pay for being able to tell the system both if and how its performance
is to be changed is that the correct responses to the di erent stimuli have
to be known. The learning task has to be solved from the beginning, at
least for some representative cases from which the system can generalize
by interpolation.
In reinforcement learning, on the other hand, the teacher does not tell
the system anything about the desired response, but instead lets it know
how good, or bad, it performed. This corresponds to the value of the performance function at a given behavioural point, meaning that no directed
information is given to the system. An illustration of this relationship is
given to the right in g. 2.5, where the value of the performance function
is indicated with iso-lines, and the optimal performance is obtained at the
origin. Another way to understand this is to compare, for a scalar response
task, the error signal used in a supervised learning system to the credit signal used in a reinforced system. A negative error, i.e. a di erence between
desired and actual output, would tell the system that the output was too
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Figure 2.5: In supervised learning the correct response is known,
which means that an estimate of the gradient of the system's performance with respect to the model parameters can be obtained
(left). This is in contrast to reinforcement learning, where only the
value of the system's performance is known (right). The optimal
parameters are here located at the origin.
high. However, the critic being negative means nothing in itself. Maybe it
is the highest reward that can be given to the system.
The problem with undirected information can be solved by employing
optimal control techniques, where the reinforcement itself is modelled. The
model of the future reinforcement is then used to infer rewarding responses.
In the following section, we take a rst step towards formalizing this approach.

Problem formulation
From the previous paragraph it is clear that reinforcement learning is a
general method of learning and that any supervised learning task can be
reformulated as a reinforcement learning task, e.g. by conversion of the
error vector to a monotonous function using the norm of the error vector.
The norm could then be used as reinforcement to the system. In contrast to
supervised learning, the reinforced system is told neither if nor how its performance can be improved. There are many problems, where it is dicult
or even impossible to tell the system which response is the desired one for
a given stimuli, or where there may be several correct responses to a single
stimuli. However, it may be quite easy to decide when the system has succeeded or failed in a task, e.g. to check if a TV set is working properly after
being assembled by the system, or to give a statement about some overall
measure of the system's performance. Other examples of situations where
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correct answers are hard to obtain, but where a measure of performance is
available, can be taken from the area of process control, or from the video
coding community, where test panels are employed to give their judgement
of the image quality for di erent settings of the coding/decoding structure.
A general way of formulating the mission of a learning system is as
the maximization of a scalar performance index, e.g. the expected future
reinforcement. This maximization is subject to constraints imposed by the
system's dynamics and its environment. The entity to maximize can be
viewed as the expected value of a utility function F and the task is to at
each time instance j , nd the best response yj according to:

yj = arg max
E fF (fui ; yi g; uj ; yj ; fuk ; yk g)g:
yj k

(2.10)

The function F depends on the current output yj , what has happened up
to the actual time instance j , i.e. the input signals uj and fui ; yi g , i < j ,
as well as on the future fuk ; yk g, k > j . Here, we denote the raw sensory
inputs with u. We will later combine past inputs and outputs into a state
vector x, which is the general entity previously referred to as the stimulus.
In all practical situations, the estimate of F will be uncertain. The
utility function is then to be treated as a random variable, and so should
the best response. From results in the eld of game theory and genetic
algorithms it is known that a sound strategy for generating a response
under uncertainty is to generate it according to its probability of being the
best one (Goldberg, 1989). Hence, what we are looking for is the optimal
probability distribution of responses, p (y):

p (yj ) = P (yj = y~j):

(2.11)

Often the search for the optimal probability distribution is simpli ed
dramatically to a search for the most likely response only. This maximum
likelihood approach yields:

yj = arg max
p (yj ):
yj

(2.12)

In most formulations of reinforcement learning and optimal control it
is furthermore assumed that the system under consideration is Markovian,
i.e. that everything that has happened in the past can be described by a
state vector associated with the current time instance. This means that
we assume that the information in the set fui ; yi ; uj g can be transformed
into a single state vector xj . In practice, this transformation often implies
a reduction of information since the dimensionality of the state space must
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not be prohibitively high. The result is a risk for perceptual aliasing e ects
where di erent states are confused with each other. As we noted in chapter
1, nding a suitable way of transforming past sensory and output data into
a state vector is a delicate and problem dependent task beyond the scope
of this thesis.

Exploration and exploitation
Active exploration is a necessary component in a learning system which
builds models of its environment. Moreover, if no estimate of the gradient
of the performance measure is available, appropriate actions can only be
found if the system performs repeated trials and compares the outcomes.
However, having performed an action the environment will in general cause
the system to view a di erent stimulus, making it impossible to try new
responses to the previous stimulus.
This type of learning relates to what psychologists has studied under
the name of trial-and-error learning. The term stems from Thorndike, who
used to call it trial-and-success and later preferred to call it learning by
selecting and connecting (Thorndike, 1898). The behaviour of an individual
is supposed to be re ected in its consequence for receiving reinforcement
according to the law of e ect.
There is a fundamental trade-o between the system's ability to explore
and exploit. At the heart of this con ict lies the observation that the
property of being the best alternative is not an intrinsic property, but a
relative one that cannot be found without evaluating and comparing all
the alternatives. The cost of exploring, in terms of failures and learning
time, must be considered in relation to the learning e ect it gives raise to. If
care is not taken when combining exploration and exploitation, the trade-o
can result in an undesirable tie { a passive system that neither explores nor
exploits. This issue is reminiscent of the problem of model interpolation,
described in section 8.2. A solution in terms of selective attention, making
the system switch between the two behaviours, has been proposed (Thrun
and Moller, 1992). A more traditional way to search the performance space
is to introduce a stochastic component to the system behaviour. In control
theory this relates to the demand for the system to be suciently excited
during the identi cation process (
Astrom and Wittenmark, 1989).
A number of di erent techniques for directed search has been suggested
for systems operating in nite state spaces (Barto and Singh, 1990; Sutton,
1990a; Moore, 1990; Atkeson et al., 1995). Two examples are error-based
and recency-based exploration. Error-based exploration try to provoke the
system into states where it has performed bad, in order to improve its
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knowledge in this domain. Recency-based exploration takes a dynamical
view of the system. Old knowledge is supposed to be inaccurate and the
system is forced to explore states that has not been visited for a long time.
These approaches remain to be extended for use in continuous state spaces.
Another exploration principle, working in the continuous domain, is the
shifting set-point algorithm (Atkeson et al., 1995). This algorithm attempts
to decompose the learning problem into two separate tasks on di erent time
scales. At the faster time scale it acts as a dynamic controller by trying to
keep the environment at a chosen set-point in state space. On the slower
time scale the set-point is shifted to accomplish a desired goal.

Credit assignment problems
In a complex system that in some way is supposed to improve its performance, there is always a problem in deciding what part of the system
that deserves credit or blame for the overall performance of the system.
This is called the credit-assignment problem (Minsky, 1961), or to be more
speci c the structural credit-assignment problem. In supervised learning,
the desired response is known and this problem can be solved, since the
error in each of the response components is known. This is for instance
used in the backpropagation algorithm for training of feed-forward neural
nets (Werbos, 1974; Rumelhart et al., 1986). Another form of the credit
assignment problem is referred to as the temporal credit assignment problem. This problem always arises when the reinforcement relates not only
to the situation in which it was received, but also to the way this situation
was reached. As an example, consider the situation when the loosing team
scores one goal during the last seconds of a football match. It would not
be clever to blame the responses responsible for the last scored point for
the loss of the game. However, the problems of credit assignment can be
approached by employing techniques based on dynamic programming and
optimal control. This is discussed in detail in chapter 3.
Optimal control methods for coping with the problem of temporal credit
assignment bear some resemblances to what psychologists call secondary
reinforcement. The term was used by Tollman who claimed that reward
expectancies are the bits of knowledge we learn (Tollman and Brunswik,
1935). The expectancies are called secondary, since direct or primary reinforcement is propagated backwards. A stimulus that through some response
leads to a pleasant situation will be considered pleasant too. In optimal
control, the utility function to maximize can be viewed as the sum of the
primary and the secondary reinforcements.
Since the only piece of information available to the system about its
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performance is the reinforcement signal, it is important that this signal
is informative enough to allow learning. As far as arti cial learning systems are concerned, the generation and distribution of reinforcements have
not yet received much attention (Gullapalli, 1990; Borga, 1995). In the
psychological community these questions have, however, long been under
investigation and found to have profound e ects on learning and forgetting.
The best known investigator of this issue is Skinner who studied reinforcement schedules (Ferster and Skinner, 1957). He discovered that the
generation and delivery of reinforcement can be crucial to the system's
learning capabilities. The reinforcement should give some hint of whether
or not the system is on the right track in solving the problem, even if the
best solution is far away. One way is to make the reinforcement signal adaptive, so that it initially gives a great deal of credit for a relative moderate
improvement, but gets harder in its critic as the system improves its behaviour. This method of modifying behaviour by successive approximation
is called shaping in the psychological community. How is the current performance of the system to be evaluated if the goal refers to properties of future
actions? One approach is to use an adaptive subgoal performance measure
(Mendel and McLaren, 1970). The idea is that maximizing the subgoal performance measure will lead to the goal. The subgoal measure is adaptive
which means that the system itself should learn a measure that is consistent
with the goal at hand. Similar ideas have been used by psychologists such
as Skinner under the name of response chains. Skinner argued that most
complex behaviours can be synthesized from simple stimuli-response pairs.
The common way to achieve this is to work backwards, starting with the
behaviour leading to the ultimate goal and then prepending the chain with
new subgoals to be reached before reinforcement is delivered.
These ideas have been applied to the eld of reinforcement learning by
a number of researchers. Some approaches are based on a pre-speci ed set
of subtasks or behaviours, which the machine should learn how to combine
(Maes and Brooks, 1990; Mahadevan and Connell, 1992; Gullapalli, 1992;
Singh, 1994), while other approaches aim at a system that learns a temporal
decomposition of the task (Sutton, 1995; Schmidhuber, 1991).

Punishment
Another issue is whether or not to make use of negative reinforcement when
training the system. Thorndike repudiated a law of weakening by annoying aftere ects. Punishment, as he saw it, does e ect learning but only
indirectly, e.g. by leading the subject to do something di erent from the
punished response in presence of the annoying stimuli (Thorndike, 1932).
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Skinner did not view punishment as the opposite of reward. He considered
punishment as ine ective, since it is only temporary without lasting e ects
(Skinner, 1938). However, this argument is not too convincing since the
same thing could be said about reinforcement where response extinction
appears when reinforcement is withdrawn. Studies by Azrin and Holz has
shown that punishment under some constraints gives rise to the opposite
e ects of reinforcement (Azrin and Holz, 1966).
Nonetheless, it seems as if there often is more information in a positive
reinforcement than in a negative one. Consider teaching a behaviour from
positive versus negative examples. In most cases, the desired behaviour
spans over fewer stimuli-response pairs than do the undesired ones. Clearly,
being told not to give a certain response does not contain much information
about what do to instead, at least in tasks where there are more than two
possible responses to a stimulus. This implies that more information is
needed when the system is trained by being told what not to do than when
it is told what to do. Another e ect of using negative reinforcement is
that it may cause the system to be passive and non-explorative. In fear
of being punished, the system does not dare to nd out how to improve
its behaviour. However, a model of really dangerous and bad responses
may act as a useful complement to the distribution of optimal responses,
particularly when exploring the state space or when the task is to avoid
certain situations (Borga, 1995).

2.6 Conclusions
We began this chapter with the quest for a system, general enough to solve
a vast number of tasks. It should preferably be able to achieve this without
having any built-in a priori knowledge, much in line with an empiristic
view of how knowledge is gained. However, we were impeded by the biasvariance dilemma which states that generality comes with a demand for
huge training data sets. This can only be a orded if huge amounts of time
is available since observations are obtained through interaction with the
environment. Hence, it is not realistic for learning on the level of individual
systems. In order to make individual learning e ective, bias need to be built
into the system. This brought us closer to a rationalistic view on knowledge
acquisition. Hence, it becomes important to ensure that the bias introduced
is harmless in that it does not a ect the desired generality of the system,
otherwise there is a risk that some of the problems the system is supposed
be able to solve becomes unsolvable.
The view of behaviourism was noted to be in accordance with our view
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of learning. If our e orts in training the system do not result in a change
of its behaviour or behavioural potential, we can not claim that learning
has occurred at all. Behaviourism is also in line with our wish for a system
that learn to predictably produce the desired results. We are not interested
in an explanation or a model of the \mental" processes inside the system.
Moreover, the behaviouristic view suggests a general approach to the
design of learning systems which can improve their behaviour beyond that
of their teacher. The basic idea is that of learning by reinforcement. A
problem to be solved by the machine is de ned as the maximization of its
expected reinforcement which gives a measure of the system's performance.
In this way, the exact response to associate with a given stimulus need
not to be known by the teacher. It is noteworthy that little attention
has so far been paid to the question of how to combine the distribution
of reinforcement with the design of the learning system in order to make
training as e ective as possible. However, this question may turn out to
be of major importance in the development of learning systems capable of
solving truly complex tasks { robot pedagogics.
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Chapter 3

Optimal control
It is only recently that the close relationship between reinforcement learning
and adaptive optimal control has been widely recognized (Sutton et al.,
1991). A good introduction to these relations is given by (White and Sofge,
1992). Here we will only brie y comment on the di erences and similarities
between reinforcement learning and optimal control that arise from the
assumptions made in these two approaches.
The basics of dynamic programming (DP) will be presented since it is the
only exact and \ecient" way to solve this type of problems in stochastic
and noisy domains. For a more thorough treatment of this subject see a
textbook, e.g. (Bertsekas, 1995). The problem with DP is that even though
it is ecient compared to other alternatives it will break down when applied
to problems in high-dimensional state spaces because its complexity grows
proportional to the number of states which in turns grows exponentially
with the dimensionality of the state space (for a x quantization). This and
other problems associated with function approximation in high-dimensional
spaces are known as the curse of dimensionality.

3.1 Relations to reinforcement learning
The mission in optimal control is to maximize a scalar performance index
subject to constraints imposed by the system's dynamics and its environment. This coincides with the problem de nition of reinforcement learning
as stated in section 2.5 in the previous chapter, where it was claimed that almost all learning problems can be stated as maximization problems, where
the entity to maximize is the expected value of a utility function F . The
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task is to, at each time instance j , nd the optimal response yj :

yj = arg max
E fF (xj ; yj ; fxk ; yk g)g:
yj k
The function F depends on the current output yj , what has happened up
to the actual time instance j , summarized in the state vector xj and the
future fxk ; yk g, k > j .
In unsupervised learning we often have complete knowledge of the function F , since we ourselves have invented the measure against which the
self-organizing structure should be evaluated. In this case the function F
is typically based on information or energy aspects.
The situation is a bit di erent in supervised learning. Here we know
the correct response y and often also the form of the function F . If not,
the assumption is that if we get close to the correct targets, this will result
in a high value of F . Typically one decides for F to be the negative sum
of squared errors between the generated responses and the correct ones.
Now, let us rule out the possibilities of either having complete knowledge
of the function F or having a set of training data fxi ; yi g telling us what
the correct output is for a given input. In this case we will have to rely on
an estimate of the function F . This estimate becomes a random variable
F~ , and so does the estimate of the best response, y~ . This brings us to
the general problem formulation derived for learning systems in chapter 2.
Hence, what we should be looking for is the optimal probability distribution
of responses, p (y):
p(yj ) = P (yj = yj)  Ek fF~ (xj ; y; fxk ; yk g)g:
A standard assumption in reinforcement learning is that F~ can be written as a sum of instantaneous utilities or rewards, r(xj ; yj ):

F~ = F~ (xj ; yj ; fxk ; yk g) =

N
X
i=j

r(xi ; yi ; i):

This means that the task is de ned as to maximize the expected long term
pay-o . The time dependence is usually modelled as exponential decay of
future rewards making rewards in the far away future less important and
the total sum convergent:

X
X i,j
F~ = r(xi ; yi ; i) =
r(xi ; yi):
N

N

i=j

i=j

(3.1)
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Let us focus on the case where the only information available is a measure of
the instantaneous reward, r. Then there are, broadly speaking, two ways
to approach the problem of nding the optimal policy di ering in what
function to parameterize: backpropagation of utility and adaptive critics.

Backpropagation of utility
The category of reinforcement learning algorithms known as backpropagation of utility (Werbos, 1992b) is related to traditional methods from optimal control theory such as explicit criterion minimization (ECM) (
Astrom
and Wittenmark, 1989) and model predictive control (MPC) (Morari, 1993).
Both approaches assign a priori models to the instantaneous reward r, the
environment f , as well as the constraints h. In ECM, the policy is parameterized as g(x; w) and a maximum likelihood solution to eq. (3.1) is sought
in terms of the parameter vector w:

w = arg max
Ef
w

N
X
k=j

r(xk ; g(xk ; w); k) g:

(3.2)

MPC methods truncate the e ective horizon of the problem to the next
M  N time steps and solve directly for the optimal N next responses:

X
fyk gMk=j = arg max
E
f
r(x ; y ; k) g:
fyk g k=j k k
M

(3.3)

Often only the rst of the obtained responses is executed and a new optimization is performed when the e ect of the response shows up in the next
state. Common to ECM and MPC is that the solution is constrained by:

xj +1 = f (xj ; yj )
h(xj ; yj ) = 0:
The solution to either eq. (3.2) or (3.3) is obtained using non-linear programming or discrete versions of traditional variational techniques.
These methods do not handle stochastic systems where there might
be several equally good outputs for a single input. Once the solution is
found, parameters in the environmental model f are estimated and used
for calculation of the optimal system parameters w. The quality of the
solution is restricted by the quality of the t between the environmental
model and the actual environment.
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Adaptive critics

When the term reinforcement learning is used it often refers to the category of algorithms that are known as adaptive critics. The term is also
appropriate for the network built by Grossberg and his colleagues to model
secondary reinforcement (Grossberg and Levine, 1987). However, this network is proposed as part of a model for certain aspects of animal learning
and it is not obvious how to apply this model to engineering applications.
In reinforcement learning no a priori model of the instantaneous reward
r is known. Explicit models for the environment are maintained by some
algorithms. Common to all algorithms in this category is also that the
sum function of the expected value of F in eq. (3.1) is parameterized, e.g.
Q(x; y; w) = E fF (x; y)g. In this case, the maximum likelihood response
y (x; w) = arg maxy Q(x; y; w) can be used in the search for optimal parameters:

X
w = arg max E f r(xk ; y (xk ; w); k) g:
N

w

k=j

(3.4)

In contrast to backpropagation of utility no constraints need to be introduced in this case. The solution to this equation is found by dynamic
programming (DP), the only exact and \ecient" method for nding optimal strategies over time in noisy non-linear environments. The problem
with true DP techniques is that the cost of running them is proportional,
or worse, to the number of possible states of the environment. This number
grows exponentially with the number of dimensions for a x quantization
of the state space. Dynamic programming will be described in more detail
in section 3.2.
Note the resemblance between the two problem formulations in eqs.
(3.2) and (3.4). They di er only in which function to parameterize and what
method to use to nd the maximum. In backpropagation of utility, the parameterization of y = g(x; w) induces a parameterization of E fF (x; y)g and
the optimum is found by non-linear programming or variational calculus.
Adaptive critics parameterize E fF g = Q(x; y; w) which induces a parameterization of the response y(x). A solution for the optimal parameters is
found using dynamic programming.

3.2 Dynamic programming
One of the most important strengths of DP and adaptive critics is that they
are applicable also to problem formulations involving stochastic systems.
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This is because the parameterized function Q(x; y; w) can be used as a
probability distribution, p(y j x; w). In this review we will, for ease of
notation, leave out the expectation operator and assume that the maximum
likelihood solution in eq. (2.12) is sought.
We will from now on refer to the system as the total of the environment,
f , and the regulator or policy, g. The system is assumed to be Markovian
in terms of the state vector x and the regulator output y, i.e. the next state
of the system only depends on the previous state and the present output
from the regulator
xk+1 = f (xk ; yk ) ; yk = g(xk ):
(3.5)
This formulation implies that the regulator is provided with a valid state
vector. If this is not the case we su er from perceptual aliasing and need
to somehow extract the hidden state information from whatever signals
available. The standard attempt to solve this problem is to expand the
state space representation by introducing some type of memory (Watkins,
1989). One classic example is to build an observer using a Kalman lter.
A key function in dynamic programming is the value function, here
denoted by V (x), which models the long term reward collected using a
regulator g and starting out with the system in state x:

Vg (xj ) = F (xj ; g(xj )) =

N
X

r(xk ; g(xk ))

k=j
r(xj ; g(xj )) + Vg (f (xj ; g(xj )))

=
(3.6)
An optimal regulator is now de ned as a mapping g that will result in the
largest possible collection of rewards:
V (x)  Vg (x) ; 8 fg; xg:
(3.7)
This also means that there may exist several di erent optimal regulators,
but they all induce the same optimal value function V . Dynamic programming is a number of techniques that enable us nd the optimal value
function as well as the optimal regulator or policy, as it will most frequently
be referred to from now on. Note that in order to make practical use of
the following discussion for systems working in continuous state spaces a
parameterization of either V or g is necessary.

The optimal policy

By combining the recursive formulation of the value function in eq. (3.6)
with the de nition of the optimal value function in eq. (3.7) we see that
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Figure 3.1: For any intermediate point B , on an optimal trajectory
(solid line AC ), the rest of the trajectory (BC ) must coincide with
an optimal trajectory (solid line BC ) as computed with this point
B as the starting point.
using the optimal regulator, i.e. following the optimal policy, g will give
rise to a maximal long term reward:
Vg (x)  V (x) = r(x; g (x)) + V (f (x; g (x))):
(3.8)
This now gives us an expression for the optimal response since the equation
above states that the output from an optimal regulator y must maximize:
y = g (x) = arg max
fr(x; y) + V(f (x; y))g:
(3.9)
y

This property of the optimal trajectory, illustrated in g. 3.1, was described
by R. E. Bellman (Bellman, 1957) as follows:
An optimal trajectory has the property that at an intermediate
point, no matter how it was reached, the rest of the trajectory
must coincide with an optimal trajectory as computed from this
intermediate point as the starting point.
As a historical remark it can be noted that the rst time this principle
arose was in connection with the famous Brachystochrone problem, which
had been published as a mathematical challenge in June 1696 by Johann
Bernoulli:
Find the path AMB down which a movable point M must by
virtue of its weight fall from A to B in the shortest possible
time.
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Newton presented a solution in January 1697, anonymously, but Bernoulli
recognized the style (ex ungue leonem - \by the claws of the lion") (Goldstine and Grave, 1991).

Bellman's optimality equation

Now, let us go back and combine eqs. (3.9) and (3.8) to obtain what is
known as Bellman's optimality equation:
V (x) = max
fr(x; y) + V (f (x; y))g:
(3.10)
y
This equation can be stated in a more compact form by the introduction
of the Q-function (Denardo, 1967; Watkins, 1989). This function describes
the long term reward if we output an arbitrary y this time instance and
then use our regulator g to generate future outputs:

Qg (x; y) = r(x; y) + Vg (f (x; y)):
(3.11)
From this de nition we see that Vg (x) = Qg (x; g(x)). We then nd that

the optimal Q-function must obey the following:
Q (x; y) = r(x; y) + V (f (x; y))
= r(x; y) + Q (f (x; y); g (f (x; y))):
An advantage with this formulation is that now we can nd optimal responses without reference to a model of the environment f :
y = g (x) = arg max
Q (x; y):
(3.12)
y
It also makes Bellman's optimality equation become particularly simple:
V(x) = max
Q (x; y):
(3.13)
y 
Basically there are two ways of learning the optimal policy y = g (x), policy
iteration and greedy iterations, also known as certainty equivalence control.
These two approaches will be discussed next.

Policy iteration

In this case we iterate nestled loops alternating between policy evaluation
and policy improvement. The inner loop evaluates the current xed policy
g and nds its corresponding value function Vg which satis es
Vg (x) = r(x; g(x)) + Vg (f (x; g(x))):
(3.14)
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Once this function is estimated the policy is updated in an outer loop to
be in accordance with the new estimate of V :

g(x) = arg max
fr(x; y) + Vg (f (x; y))g:
y

(3.15)

These two loops are then iterated till convergence. It has been shown that
this procedure will indeed converge to the optimal value function and the
optimal policy if the two steps above can be solved correctly (Howard,
1960).

Greedy iteration

In this case both the steps involved in policy iteration are performed together. Hence, we directly try to nd the optimal value function and the
optimal policy using a bootstrapping procedure where the current policy is
always considered to be the optimal one, i.e. that g^ = g . The search is
often done using iterative techniques and in each iteration of a single loop,
the parameterized estimate V^  is updated as to satisfy Bellman's optimality equation and this results in the policy being updated to what would be
the optimal policy if V^  was the optimal value function V :
V^(x) = r(x; g^ (x)) + V^ (f (x; g^ (x)))
g^ (x) = arg max
fr(x; y) + V^(f (x; y))g:
y
This motivates why the method is also called certainty equivalence control
since the current estimate of the optimal value function is treated as if it
was the optimal one in the derivation of the new estimate of the optimal
policy. In this case the two equations above are evaluated in reverse order
because the focus is on the parameterized policy g^ (x; w) and the update
of the parameters w induces an updated version of V^ (x).

3.3 The curse of dimensionality
It was noted earlier that the computational complexity of true DP is proportional to the number of states. This is easily seen by rewriting eq. (3.6)
with vectors and matrices (Bradtke, 1994):

vgT x = rgT x + vgT Tx; 8x:

(3.16)

Here, x is a vector representing the state of the system such that xi = 1 if
the system is in state number i and zero in all other components. The value
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Figure 3.2: Even if each dimension is only split in two, the number
of quantized states will grow exponentially as 2N , where N is the
dimension of the space.
function and the instantaneous reward function are expressed as scalar
products between the state vector and vectors describing the state values,
Vg (x) = vgT x, and rewards r(x; g(x)) = rgT x, respectively. A matrix T
describes the state transitions f (x; g(x)). Policy evaluation is performed
by solving eq. (3.16) for vg :

vg = (I , T ),1 rg :

(3.17)

From this it is clear that the memory requirements for storing the value
function will be proportional to the number of states N and that the policy
evaluation step will correspond to solving a system of N linear equations.

Uniform space quantizations
A uniform quantization of a continuous state space will result in an exponential growth of the number of states as illustrated in g. 3.2. Hence
the computational complexity of true dynamic programming will also grow
exponentially with the dimensionality of the state space. Richard Bellman,
one of the originators of dynamic programming, noted that this growth
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makes the search for the optimal policy problematic and coined the phrase
curse of dimensionality referring to this phenomenon: (Bellman, 1957)
: : : determining this maximum is quite de nitely not routine
when the number of variables is large.
This explains why adaptive critics in continuous domains by necessity need
to rely on parameterized functions and hence becomes approximations to
true DP.

3.4 Conclusions
This chapter treated the close relationship between optimal control and
reinforcement learning. In both approaches an instantaneous scalar performance index is to be maximized in the long run subject to constraints
imposed by the system's dynamics and its environment.
Also the basics of dynamic programming, the only exact and \ecient"
way to solve the optimal control problem in stochastic and noisy domains,
were presented. It was noted that the problem with DP is that it will break
down when applied to problems in high-dimensional state spaces because
its complexity grows proportional to the number of states, which in turns
grows exponentially with the dimensionality of the state space for a x
quantization. This and similar problems associated with function approximation in high-dimensional spaces are known as the curse of dimensionality.
In order to circumvent this curse, true dynamic programming needs
to be approximated. This problem can be seen as twofold. First, nd a
suitable set of parameterized basis functions that can represent the function
F . Second, come up with a learning algorithm that nds the optimal
policy given that we have parameterized representations for all functions
involved. The maximization procedures needed in DP can of course be
implemented in a number of ways but their complexity will now depend
on the dimensionality of the continuous state space, not the number of
quantized states arising in a xed space quantization. However, if the
dimensionality of the state space grows large enough, we will still su er the
curse of dimensionality since the maximization procedure will \de nitely
not be routine" in this case either.

Chapter 4

Linear quadratic regulation
This chapter treats what is known as the problem of discrete-time linear
quadratic regulation (LQR). This will serve as a starting point for the
discussion of designing reinforcement learning algorithms based on adaptive
critics for more complex systems. Such systems can be treated as locally
linear with a quadratic instantaneous cost function.

4.1 Value function approximation
A number of success stories can be found in the literature where reinforcement learning have been applied to problems in continuous state spaces.
One of the many examples is due to White and Sofge, then at McDonnellDouglas, who developed a process for production of high-quality composite
materials (Sofge and White, 1990). This allowed the company access to a
multi-billion dollar market which had previously been unattainable since
no ecient production process was available.
The theoretical understanding of why and when these algorithms work
is, however, inadequate. In the past, proofs of convergence for reinforcement
learning algorithms have been restricted to nite-state systems and function
approximation in terms of look-up tables representing the value function
(Sutton, 1988). Recently, Baird shown convergence for value function approximation applied to nite state systems (Baird, 1995). The requirement
is that the function approximator is general enough to represent any value
function. Several other authors have presented a variety of proofs for nite
state systems, e.g. (Watkins, 1989; Dayan, 1992; Watkins and Dayan, 1992;
Jaakkola et al., 1994; Tsitsiklis, 1994).
To our knowledge there are only two results available for problems in the
continuous domain. The rst is due to Werbos, where he shows consistency
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for heuristic dynamic programming (HDP) applied to a linear system in a
continuous state space (Werbos, 1990a). However, also the instantaneous
pay-o function is linear which unfortunately results in lack of an optimal
strategy. The second result was presented by Bradtke and deals with linear
quadratic regulation (LQR) problems (Bradtke, 1993). This proof is limited
to a special form of reinforcement learning known as Q-learning. It is based
on policy iteration which consists of nested loops with policy evaluations in
the inner loop and policy improvements in the outer loop. In this chapter
we present proofs of convergence for a number of reinforcement learning
algorithms that learn the optimal policy by greedy iterations. Here the
parameters in the policy are always updated towards the optimal ones as
soon as a xed number of new samples have arrived, without waiting for
an evaluation of the current policy to converge.

4.2 Setting the stage
In the following we will concentrate on what is known as the problem
of discrete-time linear quadratic regulation (LQR). Consider the discretetime, continuous multi-variable system where the system, consisting of the
environment and the regulator, is described by linear mappings

xk+1 = f (xk ; yk ) = Axk + Byk
(4.1)
yk = g(xk ) = Lxk :
(4.2)
where the matrices A 2 Rnn and B 2 Rnm constitute a controllable
pair (A; B ). Controllability means that there exists a sequence of control
outputs fyj gNj=1 that transfers every initial state x0 to any nal state xN .
Formally this requirement can be stated as

rank [A AB A2 B : : : An,1 B ] = n:

(4.3)

It can then be shown that this also means that a stabilizing feedback matrix
L 2 Rmn can be found, so that the matrix A + BL has all its eigenvalues
in the open unit disc. The instantaneous cost (negative reward) associated
with this system is a quadratic form

r(xk ; yk ) = xTk P xk + ykT R yk ;
(4.4)
where P is positive semide nite and R is positive de nite, denoted by P  0
and R > 0 respectively. We consider the matrices P and R to be symmetric,
since a quadratic form with a non symmetric matrix can be restated as one
with a symmetric matrix.
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Note that we can restrict our treatment, without lack of generality, to
the case in eq. (4.4) where the instantaneous cost in terms of x and y is
described by a block diagonal cost matrix G with blocks P and R. The
reason for this is that any LQR problem, where the instantaneous cost is
given by a full matrix G,

xT P S x
r(xk ; yk ) =
 0;
T
y

S

R

y

can be stated as a problem with a block diagonal cost matrix as in eq. (4.4).
This is achieved by a change of coordinates:

u=x
v = y + R,1 S T x:
This leads to a LQR problem in the new variables u and v in place of x and
y. In this case the matrices A and P , in equations (4.1), (4.2), and (4.4),
are replaced with A , BR,1S T and P , SR,1 S T respectively. Naturally
the full cost matrix G must be positive semide nite also in this case.
The task is now to nd the feedback system g that maximizes the reward
(minimizes the cost) in the long run. This can more speci cally be stated
as the minimization of the discounted sum of the instantaneous costs

Vg (xk ) =

1
X

j ,k

r(xj ; yj ) =

j =k

1
X
j =k

j ,k

(xTj Pxj + yjT Ryj );

(4.5)

where 0 <  1 is the discount factor.
It can be shown that the optimal feedback is linear, g (x) = L x, which
yields xk+1 = (A + BL)xk = Dxk (
Astrom and Wittenmark, 1989). For
such a system the value function V modelling the long term cost becomes
a quadratic form

V (xk ) =
=
=

1
X

j ,k

j =k

1
X

i

(xTi+k Pxi+k + yiT+k Ryi+k )

i=0

1
X
i=0

= xTk

(xTj Pxj + yjT Ryj )

i xT (P
i+k

1
X
i=0

+ LT RL)xi+k

i (DT )i (P

+ LT RL)Di xk = xTk Kxk :
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This sum will be convergent since the matrix D has all its eigenvalues in
the open unit disc. Since it is a sum of positive numbers it follows that the
matrix K  0. Again, we consider the matrix K in the quadratic form to
be symmetric.
If the matrices describing the system and the instantaneous cost are
known, we can calculate K as the unique positive semide nite solution to
a linear equation:

V (x) = r(x; g(x)) + V (f (x; g(x))); 8x
K = P + LT RL + (A + BL)T K (A + BL)

(4.6)

For a linear system with a quadratic cost, also the Q-function becomes
a quadratic form:
 T  
Q(xi ; yi ) = r(xi ; yi ) + V (xi+1) = xyi P0 R0 xyi + xTi+1 Kxi+1
i
i
=
=

x T x 
i
i
T
yi G yi + (Axi + Byi) K (Axi + Byi)
x T AT 
x  x T x 
i
i
i
i
yi G + B T K (A B ) yi = yi H yi :

This shows that the matrix H describing the Q-function will be positive
semide nite too since it is a sum of G  0 (block-diagonal with the blocks
P  0 and R > 0) and a term of the form F T KF which is also positive
semide nite since K  0.

4.3 Adaptive critics
As stated in chapter 3 there is a di erence between adaptive critics and
techniques from optimal control using backpropagation of utility. In optimal control one often poses an optimization problem that is solved for
optimal feedback parameters given a system model. The solution is then
fed with the estimated system parameters to give optimal parameters for
the system at hand.
Adaptive critics, on the other hand, try to model the value function or
one of its relatives describing the long term reward. This estimate can then
be used to nd optimal feedback in a number of ways as will be described
later. Another di erence is that some of the adaptive critics do not need to
estimate an explicit model of the environment and that stochastic systems
can be treated within the framework. This chapter will, however, only
consider the deterministic LQR problem.

4.3 Adaptive critics
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There are several variants of adaptive critics in the literature. Two of
the most common are temporal di erence (TD) methods (Sutton, 1988)
and Q-learning (Watkins, 1989). These two methods, as well as most of
the adaptive critics presented in the literature so far, have been classi ed in
four categories (Werbos, 1992c). The classi cation is based on the choice
of function to model and parameterize, see table 4.1.
Method
Model
HDP
Heuristic Dynamic Programming V (x)
DHP
Dual Heuristic Programming
@V=@x
ADHDP Action Dependent HDP
Q(x; y)
ADDHP Action Dependent DHP
@Q=@x and @Q=@y
Table 4.1: Relationships between adaptive critics and their models.
Each of these adaptive critics will be given a short presentation in terms
of what estimates and parameterizations are needed to produce targets for
an algorithm that learns the model of the appropriate value function or its
gradient. At the end of each section a proof of convergence for the method
applied to the LQR problem will be given.

Heuristic dynamic programming

Heuristic DP, which includes TD-methods, is a method for estimating the
value function V . If the policy is not x, but updated with policy iteration
or greedy iteration, the value function corresponding to the optimal policy
can be estimated. Estimating the value function for a given policy only
requires samples from the instantaneous reward function r, while models of
the environment and the instantaneous reward are needed to nd the value
function corresponding to the optimal policy. As seen earlier, the value
function for a policy g can be de ned recursively as
V (x) = r(x; g(x)) + V (f (x; g(x))):
We can use the right hand side of this equation as targets d for an iterative
scheme based on any supervised learning algorithm that tries to approximate V with a parameterized model V (x; w):
d(x; r; f; w) = r(x; g(x)) + V (f (x; g(x)); w):
(4.7)
Given an estimate wi , of the optimal parameter vector, we greedingly search
for a new parameter vector wi+1 that minimizes the expected squared error
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between the model and the target:
wi+1 = arg min
E fjV (x; w) , d(x; r; f; wi )j2 g:
w x

(4.8)

Since a new parameter vector de nes new targets, this is a moving target
problem which gives rise to an iterative scheme for nding the parameter
corresponding to the optimal policy. To prove that this iterative scheme
converges to the optimal parameter and that the scheme is possible to
implement is the topic of this paragraph.
However, we begin by determining how to parameterize the policy the
policy g(x) = g(x; u) and nding the proper response parameters according
to Bellman's optimality equation using our estimate of V :
u = arg max
fr(x; g(x; u)) + V (f (x; g(x; u)); w)g:
(4.9)
u
One way to search for the optimal parameters is to employ an optimization
algorithm based on the gradient @Vg(u) (x)=@u. In these calculations, the
requirement for a number of models becomes evident:

@V = @r @g + @V @f @g :
@u @g @u @f @g @u

(4.10)

We see that we need models of three derivatives besides the known model
of the derivative of our policy g with respect to its parameters u. The
three models are the derivative of the instantaneous reward r with respect
to the response g, that of the value function V with respect to the next
state vector f , and also the derivative of the environment f with respect
to the response g. These derivatives can be obtained e.g. by di erentiating
parameterized models of the functions r(x; y); V (x), and f (x; y).
Now, let us turn to the LQR problem and look at the parameterization
of the di erent functions involved. In this case we will parameterize four
functions according to:

V (x) = xT Kx
r(x; y) = xT Px + yT Ry
(4.11)
f (x; y) = Ax + By
y = g(x) = Lx:
(4.12)
The parameters, P; R, of the instantaneous cost and the parameters, A; B ,

of the environment can be obtained using any standard identi cation algorithm. The parameters of the value function can then be estimated by
iterative minimization of the moving target problem in eq. (4.8) through
greedy, i.e. certainty equivalence, control.
First, let us look at how to generate responses. Use the expressions
for the parameterized functions in eqs. (4.11) and (4.12) to obtain the
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derivatives needed in eq. (4.10). In the LQR case, we obtain the maximum
of eq. (4.9) by solving @V=@u = 0 for u. Since we have @g=@u 6= 0, we can
simplify this equation to yield:

 @r @V @f  @g
+

@r + @V @f
=
(4.13)
@g @f @g @u
@g @f @g
= 2yT R + 2(Ax + By)T KB
= yT (R + B T KB ) + xT AT KB:
The second row comes from the facts that g = y and that the next state,
f = Ax + By, is assigned the value V (f ) = f T Kf which means that
@V=@f = 2f T K . The equation above let us solve for the proper response
y = g(x; u) = ,(R + B T KB ),1 B T KAx = Lx;
(4.14)
where we view the parameter vector u as the vectorized version of the
matrix L, i.e. u = vec(L) according to the de nition of the vec-function in
the appendix section A.2. Note that the parameterization of V (K ); r(P; R),
and f (A; B ) induces a parameterization of the policy g(K; R; A; B ).
If all parameters are known, the matrix K  , corresponding to the optimal policy, can be found as the unique positive semide nite solution to a
non-linear Riccati equation. This Riccati equation is obtained by inserting
the expression for the optimal policy in eq. (4.14) into eq. (4.6). After some
rearranging of terms the result becomes:
K  = P + AT (K  , K  B (R + B T K  B ),1)B T K  A
(4.15)
Estimating the matrices involved in the above equation and solving for
the optimal matrix K  would be to proceed according to backpropagation
of utility. However, if we use an adaptive critic to nd a di erentiable
model for V , we see from eq. (4.13) that, given the model of V , only two
additional matrices need to be estimated, @r=@y and @f=@y.
Now, let us employ a greedy adaptive critic approach to estimate the
parameters of the optimal value function. We return to the iterative scheme
based on the minimization of eq. (4.8) with respect to Ki+1 , the matrix
corresponding to the new parameter vector wi+1 :
Ki+1 = arg min
E fjxT Kx , d(x; r; f; Ki )j2 g:
K x
0 =

With the notations x and k = v(K ), de ned in section A.3 and A.4 of
appendix A, this update rule becomes:
ki+1 = arg min
E fjxT k , d(x; r; f; Ki )j2 g:
(4.16)
k x
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This de nes a quadratic error function in terms of the linear operator

k, which means that there exists a unique minimum given by the standard
least squares solution:

,

ki+1 = Ex fxxT g ,1 Exfx d(x; r; f; Ki )g:

(4.17)

The target for the HDP learning algorithm was de ned in eq. (4.7). Using
the parameterization for our system given by eqs. (4.11) and (4.12), the
target can be expressed as:

d(x; r; f; Ki ) = r(x; y) + V (f (x; g(x)))
= xT Px + yT Ry + f T Ki f
= xT Px + yT Ry + (Ax + By)T Ki (Ax + By):
Note that all information that we need in order to produce targets for
HDP is the current reward and the value function evaluated in the state
the system enters after our current response has been applied.
Insertion of the above expression for the target d into eq. (4.17) together
with the greedy response y = L(Ki ) x gives:

,



ki+1 = ExfxxT g ,1 Ex fx (xT (P + LT (Ki )RL(Ki ))x
+ xT (A + BL(Ki ))T Ki (A + BL(Ki ))x)g
,

= Ex fxxT g ,1 Ex fxxT v(P + LT (Ki )RL(Ki )
+ (A + BL(Ki ))T Ki (A + BL(Ki )))g
,

= Ex fxxT g ,1 Ex fxxT g v(F (Ki ; L(Ki )))
= v(F (Ki ; L(Ki ))):
(4.18)
Since the matrix corresponding to ki+1 is symmetric, this iterative scheme
can be restated on matrix form:

Ki+1 = F (Ki ; L(Ki ))
= P + LT (Ki )RL(Ki ) + (A + BL(Ki ))T Ki (A + BL(Ki )):
This scheme has been proved to converge to the optimal parameter matrix
K  , which de nes the unique positive semide nite solution to the Riccati
equation (4.15), see for example (Lancaster and Rodman, 1995). The assumptions are that K0  0, R > 0, P  0, (A; B ) is a controllable pair,
and that the response is generated according to eq. (4.14).
The expectation values that appears in the update rule (4.17) are unobtainable in a practical implementation. However, since the expectation
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values cancel out each other in eq. (4.18) it is sucient to make use of the
following two sums:

Ci =

ji
X

j =ji,1

xj xTj ; qi =

ji
X

j =ji,1

xj d(xj ; r; f; Ki ):

Since we are free to chose the samples
xj , it should be no problem to
P
T
obtain a non-singular matrix Ci = xx from ji , ji,1 = dim(x) linearly
independent samples.
This means that we can implement the iteration scheme as the multiplication between the inverse of the calculated non-singular covariance matrix
Ci and the vector qi according to:
v(Ki+1 ) = Ci,1 qi
X
X
= ( xj xTj ),1 xj d(xj ; r; f; Ki )
(4.19)
X T ,1 X T
= ( xj xj )
xj [ xj (P + LT (Ki )RL(Ki )) xj
+ xTj (A + BL(Ki ))T Ki (A + BL(Ki )) xj ]
X
X
= ( xj xTj ),1 ( xj xTj ) v(P + LT (Ki )RL(Ki )
+ (A + BL(Ki ))T Ki (A + BL(Ki )))
= v(F (Ki ; L(Ki ))):
The result is exactly the same iterative scheme as obtained in (4.18) from
the minimization of the error function in eq. (4.8).
Since the scheme in eq. (4.18) converges, so does the iterative scheme
given by eq. (4.19). The limit is given by the matrix, K  , constituting
the optimal value function for the linear quadratic system described in eqs.
(4.11) and (4.12).

Dual heuristic programming

Dual heuristic programming is a method for estimating the gradient of the
value function, @V=@x, rather than V itself. To do this, we need samples
from a function describing the gradient of the instantaneous reward function
@r=@x as well as a di erentiable model of the environment. To derive the
update formula for DHP we start out with recursive formulation for the
value function and then di erentiate it with respect to the state vector x:
V (x) = r(x; g(x)) + V (f (x;g(x)))
@V = @r + @r @g + @V @f + @f @g  :
(4.20)
@x
@x @g @x @f @x @g @x
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The right hand side of eq. (4.20) can be used as target d for an optimization
algorithm that tries to approximate Vx = @V=@x with a parameterized
model Vx (x; w):

d(x; rx ; rg ; fx; fg ; f; w) = rx + rg gx + Vf (fx + fg gx ):

(4.21)

Di erentiation with respect to a variable is denoted with a subscript. Given
an estimate wi , of the optimal parameter vector, we minimize the moving
target problem de ned by the expected squared error between the model
and the target to greedingly obtain a better estimate wi+1 :

wi+1 = arg min
E fkVx (x; w) , d(x; rx ; rg ; fx ; fg ; f; wi )k2 g:
w

(4.22)

This paragraph treats the implementation of this iterative scheme and the
issue of its convergence towards the optimal parameter vector.
In order to generate responses and improve our policy with respect to a
new estimate of the gradient of the value function we need to parameterize
our policy g(x) = g(x; u) and solve Bellman's optimality equation using
our current estimate of @V=@x. As seen in the previous section the optimal
parameters can for example be found by a gradient algorithm based on
@V=@u:

@V = @r @g + @V @f @g :
@u @g @u @f @g @u

(4.23)

In the calculations of this gradient, the expression for @V=@f but in HDP
we needed to di erentiate our model of V in order to obtain it. In DHP,
this is exactly the expression we try to model.
Again, we assume that the other derivatives can be found by di erentiation of models estimated for parameterized versions of the instantaneous
reward r(x; y), and the next state f (x; y). For the speci c case that we are
interested in here, the LQR problem, the parameterized functions look like:

@V (x) = 2xT K
@x
f (x; y) = Ax + By

r(x; y) = xT Px + yT Ry
y = g(x) = Lx:

(4.24)
(4.25)

We now suppose that the parameters of the last two have been estimated
through some standard identi cation algorithm, and instead concentrate on
how the parameters of the gradient of the value function can be estimated
by minimization of the moving target problem in eq. (4.22). We will do this
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greedingly, i.e. using certainty equivalence control. From the discussion of
the HDP algorithm we have already obtained the expression for the greedy
response
y = g(x; u) = ,(R + B T KB ),1B T KAx = Lx;
(4.26)
where we recognize K as the matrix in our parameterized version of @V=@x
in eq. (4.24). Again, we view the parameter vector u as the vectorized
version of the matrix L, i.e. u = vec(L) according to the de nition of the
vec-function in the appendix, section A.2.
Let us show how to estimative the parameters for the gradient of the optimal value function. Recall the iterative scheme (4.22) where the Bellman
equation error was minimized in order to obtain a new parameter estimate
Ki+1 , the matrix corresponding to the parameter vector wi+1 :
Ki+1 = arg min
E fk2xT K , d(x; rx ; rg ; fx ; fg ; f; Ki )k2 g:
K x
This function de nes a quadratic error in terms of the linear operator

k. The unique minimum of this function is obtained as the standard least
squares solution:
,

Ki+1 = Exf2xxT g ,1 Ex fx d(x; rx ; rg ; fx; fg ; f; Ki ))g:

(4.27)
The target for the DHP learning algorithm was de ned in eq. (4.21).
Using the parameterization for our system given by eqs. (4.24) and (4.25)
the target can be expressed as:
d = rx + ry gx + Vf (fx + fy gx )
= 2xT P + 2yT RL + 2f T Ki (A + BL)
= 2xT P + 2yT RL + 2(Ax + By)T Ki (A + BL):
Note that DHP needs samples from the derivative of the reward, a model
for the derivative of the environment, and samples from the derivative of
the value function in the next system state to produce the target.
By substituting the above expression into eq. (4.27) and denoting the
greedy response with y = L(Ki ) x, we arrive at:

,



Ki+1 = Exf2xxT g ,1 Ex fx [ 2xT (P + LT (Ki )RL(Ki ))
+ 2xT (A + BL(Ki ))T Ki (A + BL(Ki ))]g
,

= Ex fxxT g ,1 Ex fxxT g [ P + LT (Ki )RL(Ki )
+ (A + BL(Ki ))T Ki (A + BL(Ki ))]
= F (Ki ; L(Ki )):
(4.28)
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This scheme is the same as the one for HDP in the previous paragraph.
The scheme can be proved to converge to the optimal matrix K  under
the assumptions that K0  0, R > 0, P  0, (A; B ) is a controllable pair,
and that the response is generated according to eq. (4.14), see for example
(Lancaster and Rodman, 1995). The limit K  de nes the unique positive
semide nite solution to the Riccati equation (4.15).
A direct implementation of the update rule (4.27) is prevented by the
appearance of the expected values. However, since the expected values
cancel out each other in eq. (4.28) it is possible to achieve the same thing
by making use of the following two sums:

Ci =

ji
X

j =ji,1

2xj xTj

; qi =

ji
X

j =ji,1

xj d(xj ; rx ; rg ; fx; fg ; f; Ki ):

It should be no problem to obtain a non-singular matrix Ci = xxT from
ji , ji,1 = dim(x) linearly independent samples since these can be selected
as we like.
We obtain the update rule in eq. (4.28) by multiplying the inverse of
the matrix Ci with the accumulated vector qi :

Ki+1 = Ci,1 qi
X
X
= ( 2xj xTj ),1 xj d(xj ; rx ; rg ; fx ; fg ; f; Ki )
(4.29)
X T ,1 X
= ( 2xj xj )
xj [ 2xTj (P + LT (Ki )RL(Ki ))
+ 2xTj (A + BL(Ki ))T Ki (A + BL(Ki ))]
X
X
= ( xj xTj ),1 ( xj xTj ) (P + LT (Ki )RL(Ki )
+ (A + BL(Ki ))T Ki (A + BL(Ki )))
= F (Ki ; L(Ki )):
Hence, each iteration in the convergent scheme (4.28) can be performed
based on dim(x) samples that are linearly independent. Since the iterative
scheme (4.29) performs exactly the same update as the one given in eq.
(4.28) it must also be convergent under the same assumptions. It converges
to the matrix constituting the gradient of the optimal value function for
the linear quadratic system described by eqs. (4.24) and (4.25).

Action dependent HDP

Action dependent HDP, which is also known as Q-learning, is a method
for estimating the Q-function for any policy, optimal or non-optimal. In
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contrast to HDP and DHP, this method only requires samples from the instantaneous reward function r. The right hand side of the equation de ning
the Q-function,
Q(x; y) = r(x; y) + Q(f (x; y); g(f (x; y))));
(4.30)
is here used as target for an optimization algorithm that approximates
Q(x; y) with a parameterized model Q(x; y; w):
d(x; y; r; f; g(f ); w) = r(x; y) + Q(f (x; y); g(f (x; y)); w):
(4.31)
We minimize the expected squared error between the parameterized model
and the targets to greedingly improve our estimate of the optimal parameter. The new parameter in turn generates new targets which gives rise to
the following iteration scheme:
wi+1 = arg min
E fjQ(x; y; w) , d(x; y; r; f; g(f ); wi )j2 g:
w
(4.32)
Here we use greedy iterations to update our policy in order to nd the
optimal Q-function. The policy is parameterized as g(x) = g(x; u). The
proper response is given by Bellman's optimality equation in terms of the
Q-function, y = arg maxy Q(x; y). A solution can for example be obtained
by employing an optimization algorithm based on @Q=@y.
When applied to the LQR problem, suitable parameterizations of the
Q-function, the reward r, and the next state, f , are given by:

 

T
xx Hxy
Q(x; y) = xy H
Hyx Hyy
f (x; y) = Ax + By

x
y

r(x; y) = xT Px + yT Ry (4.33)
y = g(x) = Lx:

(4.34)
We can now use the parameterized version of the Q-function to nd optimal
responses for the LQR system by solving @Q=@y = 0

 

 

@Q = @ x T Hxx Hxy x
@y
@y y Hyx Hyy y
@ ,xT H x + 2yT H x + yT H y
= @y
xx
yx
yy
= 2Hyx x + 2Hyy y = 0:
Solving for the optimal response y then gives
y = g(x; u) = ,Hyy,1Hyx x = L(H )x = Lx;

(4.35)
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where we view the parameter vector u as the vectorized version of the
matrix L, i.e. u = vec(L) according to the de nition of the vec-function in
the appendix, section A.2. Note that the original choice of parameterizing
Q(H ) induces a parameterization of the policy g(H ). In contrast to HDP
no more parameters than the ones used for Q are needed.
Now, let us turn to the estimation of the parameters of the optimal
Q-function. Recall the iterative scheme based on the minimization of eq.
(4.32) with respect to Hi+1 , the matrix corresponding to the new parameter
vector wi+1 :

Hi+1 = arg min
E fjz T Hz , d(z; r; f; g(f ); Hi )j2 g:
H z
With the notations z T = (xT yT ), h = v(H ), and z from section A.3 and
A.4 in appendix A, the above update rule becomes:

hi+1 = arg min
E fjzT h , d(z; r; f; g(f ); Hi )j2 g
h z

(4.36)

This de nes a minimization of a quadratic error function with respect
to a linear operator h. Hence, there exists a unique minimum which is
given by the least squares solution:

,

hi+1 = Ez fzzT g ,1 Ez fz d(z; r; f; g(f ); Hi )g:

(4.37)

The target for the ADHDP learning algorithm was given in eq. (4.31) and
can be expressed for the LQR problem using the parameterization in eqs.
(4.33) and (4.34):

d = r(x; y) + Q(f (x; y); g(f (x; y)); Hi ) 
= xT Px + yT Ry + (f T gT (f ))Hi g(ff )

P

 
 

0 z + Ax + By T H Ax + By
0 R
L(Ax + By) i L(Ax + By)

=

zT

=

z T Gz + zT

 A B T  A B 
LA LB Hi LA LB z:

(4.38)

Here, the block diagonal matrix G is introduced with blocks P and R. Note
that ADHDP only needs the current reward together with the Q-function,
evaluated for the next state and response, to produce the target.
Together with the greedy response y = L(Hi ) x = Li x, the insertion of
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the expression for the target given by eq. (4.38) into eq. (4.37) yields:

,



hi+1 = Ez fzzT g ,1 Ez f z ( zT Gz
 A B T  A B 
T
+ z L A L B Hi L A L B z )g
i
i
i
i

T  A B 
,

,1
A
B
T
T
= Ez fzz g Ez f zz v( G + L A L B Hi L A L B ))g
i
i
i
i
,

,
1
= Ez fzzT g Ez fzzT g v(F (Hi ; L(Hi )))
= v(F (Hi ; L(Hi ))):
(4.39)
Because the matrix corresponding to hi+1 is symmetric, the iterative scheme
given above can be restated on matrix form:

Hi+1 = F (Hi ; L(Hi))

T 

= G + LAA LBB Hi LAA LBB :
i
i
i
i
That this scheme indeed converges to the parameters for the optimal Qfunction, Q (z ) = z T H  z is proved by theorem B.1.1 in section B.1 of
appendix B. The assumptions are that H0 = 0, L0 = 0, R > 0, P  0,
(A; B ) is a controllable pair, and that the response is generated according
to eq. (4.35).
The appearance of the expected values in the update rule (4.37) makes
a practical implementation infeasible. However, since the expected values
cancel out each other in eq. (4.18) an implementation based on the following
two accumulated parameters is possible:

Ci =

ji
X
j =ji,1

zj zjT ; qi =

ji
X
j =ji,1

zj d(zj ; r; f; g(f ); Hi ):

Because we are free to P
chose the samples zj , it is possible to construct a nonsingular matrix Ci = zzT from ji , ji,1 = dim(z ) linearly independent
samples.
The update rule in eq. (4.39) can then be obtained by multiplying the
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inverse of the matrix Ci with the accumulated vector qi :

v(Hi+1 ) = Ci,1 qi
X
X
= ( zj zjT ),1 zj d(zj ; r; f; g(f ); Hi )
(4.40)
X T ,1 X T
= ( zj zj )
zj ( zj Gzj

T 

+ zjT LAA LBB Hi LAA LBB zj )
i
i
i
 iA B T  A B 
X T ,1 X T
= ( zj zj ) ( zj zj ) v( G + L A L B Hi L A L B )
i
i
i
i
= v(F (Hi ; L(Hi ))):
The iterative scheme (4.40) which results from this multiplication is exactly
the same as the one obtained in (4.39) from the minimization of the error
function in eq. (4.32).
Hence, we have proven that also the iterative scheme given by eq. (4.40)
converges to the matrix, H  , constituting the optimal Q-function for the
linear quadratic system described by eqs. (4.33) and (4.34).

Action dependent DHP
In action dependent DHP, we model and estimate the gradient of the Qfunction. In order to do this, ADDHP needs samples from the derivatives
of the instantaneous reward with respect to the state and the response
together with a di erentiable model of the environment. The gradients of
the Q-function with respect to x and y are found by taking the gradient of
eq. (4.30):

@Q = @r + @Q @f + @Q @g @f
@x
@x @f @x @g @f @x
@Q = @r + @Q @f + @Q @g @f :
@y
@y @f @y @g @f @y

(4.41)
(4.42)

Notice the absence of @y=@x since the Q-function is de ned by the value of
giving any response y and then following the policy y = g(x). This is the
reason why we have @y=@x = 0 in this equation.
Targets for an algorithm that learns the parameters for the gradient of
the Q-function, @Q(z; w)=@z; z T = (xT yT ), are found in the right hand
side of eqs. (4.41) and (4.42). Since we know the parameterization of the
policy, we also know the derivative @g=@f . From the equations above we
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see that we need samples from @r=@x and @r=@y together with models for
@f=@x and @f=@y to produce the targets:

dx(x; y; rx ; f; g; fx ; fy ) = rx + Qf fx + Qg gf fx
dy(x; y; ry ; f; g; fx ; fy ) = ry + Qf fy + Qg gf fy :

(4.43)
(4.44)

To greedingly improve the estimate of the optimal parameter vector, we
minimize the expected squared error between the model and the targets:

wi+1 = arg min
E fk@Q(z; w)=@z , d(z; rz ; f; g; fz ; wi )k2 g:
w

(4.45)

Here we use the notion d = (dx dy). Note that the new parameter estimate de nes new targets in this iterative scheme. That this iterative
scheme converges to the optimal parameter vector and that the scheme
can be implementation based on nite sums instead of expected values is
demonstrated in this paragraph.
First we need to know how to generate greedy responses according to
the current parameter estimate. The policy is parameterized as g(x) =
g(x; u) and the proper response is given by Bellman's optimality equation
y = arg maxy Q(x; y).
When applied to the LQR problem, a suitable parameterization of the
gradient of the Q-function, the gradient of the reward with respect to the
state and the response, @r=@z , and the derivative of the environment with
respect to the state and response, @f=@z , is given by:

 @Q @Q  xTH H 
xx
xy
=
y Hyx Hyy
@x @y
f (x; y) = Ax + By

r(x; y) = xT Px + yT Ry (4.46)
y = g(x) = Lx:

(4.47)

In the treatment of ADHDP it was shown that the greedy response according to the current estimate of H is given by:

y = g(x; u) = ,Hyy,1 Hyxx = L(H )x = Lx:

(4.48)

The targets for the LQR case are found by substituting eqs. (4.46) and
(4.47) into eqs. (4.43) and (4.44). Note that eq. (4.46) give the gradients of
Q with respect to the next state, f , and response, g(f ), as (f T gT (f ))H .
The targets can then be expressed according to:

dx = 2xT P + 2(f T Hxx + gT (f )Hyx )A + 2(f T Hxy + gT (f )Hyy )LA
dy = 2yT R + 2(f T Hxx + gT (f )Hyx )B + 2(f T Hxy + gT (f )Hyy )LB:
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These expressions can be put together into a single formula for the target
d = (dx dy):

d =
=

2(xT yT )

P





0
Hxx Hxy
T T
0 R + 2(f g (f )) Hyx Hyy

 A B T  A B 
T
T
2z G + 2z LA LB H LA LB :

 A B 
LA LB

(4.49)

Here G is introduced as a block diagonal matrix with blocks P and R.
Note that ADDHP needs samples from the derivatives of the reward and
the derivative of the Q-function, evaluated for the next state and response,
together with a di erentiable model of the environment in order to calculate
the target.
Now, let us turn to the estimation of the parameters in the optimal value
function. We return to the iterative scheme based on the minimization
of eq. (4.45) with respect to Hi+1 , the matrix corresponding to the new
parameter vector wi+1 :

Hi+1 = arg min
E fk2zT H , d(z; rz ; f; g(f ); fz ; Hi )k2 g:
H z
The above minimization problem is a least squares problem with respect
to the linear operator H , which unique solution is given by:

,

Hi+1 = Ez f2zz T g ,1 Ez fz d(z; rz ; f; g(f ); fz ; Hi )g:

(4.50)

If we insert the expression for the target from eq. (4.49) into eq. (4.50)
we arrive at the following update rule:

,



Hi+1 = Ez f2zz T g ,1 Ez f z [ 2zT G
 A B T  A B 
T
+ 2z L A L B Hi L A L B ]g
i
i
i
i

T  A B 
,

,1
A
B
T
T
= Ez fzz g Ez fzz g [ G + L A L B Hi L A L B ]
i
i
i
i
= F (Hi ; L(Hi )):
(4.51)
This scheme is the same as the one for ADHDP in the previous paragraph. A proof of convergence for this scheme to the optimal matrix H 
under the assumptions that H0 = 0, L0 = 0, R > 0, P  0, (A; B ) is a
controllable pair, and that the response is generated according to eq. (4.48)
is given by theorem B.1.1 in section B.1 of appendix B.

4.4 An experiment

61

A direct implementation of the update rule (4.27) is prevented by the
appearance of the expected values. However, since the expected values
cancel out each other in eq. (4.51) it is possible to achieve the same thing
by making use of the following two sums:

Ci =

ji
X
j =ji,1

2zj zjT

; qi =

ji
X
j =ji,1

zj d(zj ; rz ; f; g(f ); fz ; Hi):

Because we are free to P
chose the samples zj , it is possible to construct a nonsingular matrix Ci = zz T from ji , ji,1 = dim(z ) linearly independent
samples.
The update rule in eq. (4.51) can then be obtained by multiplying the
inverse of the matrix Ci with the accumulated vector qi :

Hi+1 = Ci,1 qi
X
X
= ( 2zj zjT ),1 zj d(zj ; r; f; g(f ); fz ; Hi )
(4.52)
X T ,1 X
= ( 2zj zj )
zj [ 2zjT G
 A B T  A B 
T
+ 2zj L A L B Hi L A L B ]
i
i
i
i

T  A B 
X T ,1 X T
A
B
= ( zj zj ) ( zj zj ) [ G + L A L B Hi L A L B ]
i
i
i
i
= F (Hi ; L(Hi )):
Since the scheme in eq. (4.51) converges, so does the iterative scheme given
by eq. (4.52) above. The limit is given by the matrix, H  , constituting the
optimal Q-function for for the linear quadratic system described by eqs.
(4.46) and (4.47).

4.4 An experiment
In the next chapter, it is argued that ADHDP, with a local quadratic approximation of the Q-function, is a promising way towards approximate
dynamic programming for more complex problems. To illustrate the workings of ADHDP an experiment was carried out for the LQR-problem, where
the Q-function becomes a single quadratic function.
The problem is to stabilize a system that lives on a one-dimensional
manifold in a four-dimensional space. A plot showing a three-dimensional
projection of the manifold is given in g. 4.1. Let t be the coordinate along
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Figure 4.1: A three-dimensional projection of a one-dimensional
signal embedded in a four-dimensional space.
the line in the four-dimensional space. The LQR problem is then de ned
according to:
tk+1 = Atk + Byk
r(tk ; yk ) = (tk )T P tk + ykT Ryk :

(4.53)
(4.54)

The coordinate on the manifold is given by tk+1 = tk +tk . In the de nition
above the parameters are given by: A = 0:9, B = 0:99, P = 0:5, and
R = 3. In order to obtain the one-dimensional coordinate t from the
four-dimensional state vector x a coordinate transformation is learned by
a self-organizing Kohonen net as described in section 5.2 of chapter 5. The
coordinate transformation produces a one-dimensional coordinate v that is
a scaled version of the coordinate t, v = t=c, where c  2:77. Let us
restate the problem in terms of this coordinate:
(4.55)
v
= Av + 1 By
k+1

r(vk ; yk ) = c

2

k c k
vkT Pvk + ykT Ryk :

(4.56)

In g. 4.2 three approaches are compared: ADHDP with greedy iterations, ADHDP with policy iterations, and an indirect adaptive control
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approach. The adaptive controller is calculated by rst identifying all parameters in the system, A, B , P , and R, using a recursive least squares
algorithm, see gure 4.2 (top left). Then the Riccati equation (4.15) is
solved for K at each time instance. The controller L is obtained by inserting the solution K into eq. (4.14), see g. 4.2 (bottom right, dotted
line).
The evolution of the estimated parameters in the matrix H when greedy
ADHDP is applied are illustrated to the top right in g. 4.2. The greedy
controller inferred from the estimate of H is shown to with a solid line to
the bottom right in g. 4.2.
ADHDP with policy iterations every 250:th time step results in the
parameters illustrated to the lower left of g. 4.2. Note that the parameters
should be stable before a policy is considered to be evaluated and a policy
improvement step can be performed. The resulting controller is shown with
a dotted line to the lower right in g. 4.2.
The slow convergence of ADHDP with policy iterations is explained
by the fact that time is spent evaluating non-optimal polices. Both the
other approaches converges fast in this example. In the adaptive optimal
controller the converge rate depends on how fast the system parameters can
be identi ed. Once these are found, the solution of the Riccati equation
can immediately be used for calculation of the optimal controller. Greedy
ADHDP performs an iterative solution of a Riccati equation every p:th
time step, where p is the number of quadratic functions over the elements
of (xT yT ), i.e. p = (n + m)(n + m + 1)=2 if the dimensionality of x and y is
n and m respectively. Hence, the convergence rate of this iterative scheme
determines how fast greedy ADHDP can nd the optimal parameters.
The number of parameters to be estimated when adaptive optimal control is employed is given by n2 + nm + n(n +1)=2+ m(m +1)=2. The terms
in this sum corresponds to the number of independent parameters in the
matrices A, B , P , and R, where the last two are symmetric. In greedy
ADHDP and ADHDP with policy iteration the number of parameters is
(n + m)(n + m + 1)=2, since H 2 R(n+m)(n+m) is symmetric. This means
that there are always (whenever n > 0) fewer parameters to be estimated in
the ADHDP algorithm. In addition, there is the computational complexity
involved in the solution of the Riccati equation that is needed when the
adaptive optimal control approach is employed.
Not only the number of parameters to estimate is important. It is also
of interest to investigate how much information the algorithms have at their
disposal when searching for the parameters. In ADHDP there is only one
variable that contains this information, the instantaneous reward. When
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Figure 4.2: Parameters estimated in three di erent approaches.
Adaptive optimal controller (top left). Greedy ADHDP (top right).
ADHDP with policy iteration every 250:th step (bottom left). The
resulting controllers are shown in the bottom right gure. Adaptive
optimal controller (dotted), ADHDP with policy iteration (dashed),
and greedy ADHDP (solid).
the dimensionality of the state-action space grow, this becomes a robustness
problem since many variables will try to explain a single one. This speaks
in favour of the adaptive control approach, as well as of DHP and ADDHP
since these approaches try to explain not only the instantaneous reward
but also the dynamics of the system.

4.5 Conclusions
We have presented convergence proofs for four adaptive critics (HDP, DHP,
ADHDP, and ADDHP) applied to the deterministic linear quadratic regulation problem in continuous state spaces. In the limit these algorithms
converge to the true parameters of the optimal value function, or the deriva-

4.5 Conclusions
Method
HDP
DHP
ADHDP
ADDHP
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Samples

r
@r=@x; @r=@y
r
@r=@x; @r=@y

Models

V; @r=@y; @f=@y
@V=@x; @r=@x; @r=@y; @f=@x; @f=@y
Q
@Q=@x; @Q=@y; @f=@x; @f=@y

Table 4.2: The information needed by adaptive critics to learn the
optimal policy.
tive thereof. Previous theory in the reinforcement learning eld has mainly
been concerned with nite state domains, and the results presented in this
paper is one of the rst steps towards a theoretical understanding of the
convergence properties of adaptive critics in continuous state spaces. There
exist many examples of successful applications of adaptive critics to far
more complex problems than the LQR, why every step towards bridging
the gap between theory and practice should be regarded as momentous.
In this chapter, the importance of the choice of functions to represent
and parameterize was stressed. The di erent adaptive critics need di erent
information in order to nd the optimal policy as summarized in table 4.2.
The way the LQR problem is approached using control methods also di ers
from the adaptive critics approach. These di erences become most evident
when the ADHDP, or Q-learning, algorithm is applied. Here only samples
from the instantaneous reward function together with the parameters of the
Q-function are needed in order to arrive at the optimal controller. This is
to be compared with optimal control techniques, where the instantaneous
reward function is assumed to be known and the parameters of the environment need to be estimated and used in the solution of a Riccati equation
before the optimal controller can be calculated.
The proofs of converge fall into two classes, one for HDP and DHP and
another that relates to ADHDP and ADDHP. The rst one can be brought
back to a known proof of convergence for Kalman lters in control theory
(Lancaster and Rodman, 1995). The second proof concerning ADHDP and
ADDHP is new but based on the same principles as the one regarding
HDP and DHP. We think that work made in the eld of optimal control
may contribute with useful ideas in general and clues on how to establish,
or at least investigate, the convergence properties of previously proposed
algorithms in the eld of reinforcement learning in particular.
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Chapter 5

Local models
It was noted in chapter 2 that we need protection against the curse of dimensionality in order to make dynamic programming work for more complex
problems in high-dimensional state spaces. One step towards a solution is
to introduce parameterized function approximators and use adaptive critics
for nding the optimal policy. However, from the bias-variance dilemma
described in section 2.2 we recall that function approximation in highdimensional spaces necessarily implies the introduction of bias.
A natural bias, based on a priori knowledge, can be introduced into the
search by taking a Bayesian approach to parameter estimation, treating the
parameter vector as stochastic. This is in contrast to standard parameter
estimation techniques based on the minimization of some cost function
where the parameter vector is considered to be unknown but deterministic.
A Bayesian approach gives us the option to bias the solution and hence
resolve the bias-variance dilemma and get protection against the curse of
dimensionality.
This chapter deals with the search for a suitable bias to incorporate in
the estimation of the functions needed in order to approximate dynamic
programming using adaptive critics. It results in the introduction of two
reasonably harmless priors, continuity and locality, motivated by general
assumptions about the physics of the system and its environment.
Finally a number of suggested approaches using local models within
the eld of optimal control are discussed and a synergistic fusion of these
is put forward as a promising way to implement reinforcement learning in
high-dimensional state spaces.
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5.1 A Bayesian approach
We start our quest for a bias that will allow us to make approximate dynamic programming work in high-dimensional spaces with a review of a
Bayesian approach to parameter estimation. Once a suitable bias is found,
a Bayesian approach lets us make use of it in the parameter estimation.
Proceeding according to Bayes we try to nd the model, or parameter
vector w, that has the highest probability of being the true model given
the observed states and outputs, fx; yg. The assumption is that one of
our models indeed is responsible for the production of the observed data.
This assumption is commented on later in connection with Occam's razor.
Hence we try to maximize the conditional probability p(w j x; y) known as
the maximum a posteriori estimate (MAP). This estimate is, however, not
well de ned in an objective manner. From Bayes law we have that
j w)p(w) :
p(w j x; y) = p(x; py(x;
(5.1)
y)
First note that we can ignore the factor p(x; y) because it does not a ect
the maximization with respect to w. Only one of the two remaining factors,
p(x; y j w), is well speci ed for a parameterized family of stochastic models.
The other factor, p(w), is our subjective prior assessment of the probability
of di erent models before any observations have been made. This is our
key to the bias-variance dilemma and the curse of dimensionality. Note
the relation to maximum likelihood (ML) approaches where one tries to
be scienti c by assuming that the a priori probability is constant for all
models, p(w) = c, i.e. that all models are equally probable a priori
(w) p(x; y j w) :
p| (w {z
j x; y}) = p(px;(x;y;yw) ) = pp(x;
y) | {z }
MAP

(5.2)

ML

From the above we see that a maximization of the left hand side with
respect to w will result in the same vector as a maximization of the right
hand side provided that p(w) = c. Hence the MAP estimate will yield the
same parameters as the ML estimate in case of a at prior.

Occam's razor

The a priori distribution can be employed to account for the fact that we
do not consider all functions to be equally likely a priori. A problem with a
Bayesian approach is that our stochastic model will not be \true" for any
set of parameters. Models are models that serve as simpli ed descriptions of
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reality. We do not go any deeper into this issue here but interpret the probabilities in Bayes theory as the probabilities, not for being the true model,
but for being a useful model. This serves our purpose of explaining how it
is possible to introduce bias and escape from the curse of dimensionality.
Empirically, the environment tends to be piecewise continuous, have
similar properties in nearby points, be sparsely connected and so on. The
assumption that simple models of the world are more likely to be useful or
robust can be traced back to the year 1320 A.D. and the monk William of
Occam (Blumer et al., 1987).
Entities should not be multiplied unnecessarily.
This was said as a comment on the super uous elaborations of his Scholastic
predecessors. Translated to more modern language his statement could be
restated as
Given two explanations of the data, all other things equal, the
simpler explanation is preferable.

Evolution of simplicity

A word of caution regarding the above statement may be appropriate. Note
that the simplicity is given under the assumption of a certain language in
which the explanation is expressed. What is simple to express in one language may be complex to express in another one, and vice versa. However,
Occam's razor can be defended from an evolutionary perspective. It is
plausible that the pressure from evolution has caused languages to evolve
in such a way that frequently useful statements have become easy to express. The evolution of this simplicity can be seen as making ecient use
of a common context which is implicitly understood by all individuals involved. This common context then de nes a harmless bias in that it is
\orthogonal" to the statements we nd useful to express.
The catchy principle \keep it short and simple" (KISS) can be said
to be common to most of the approaches for choosing the a priori model
distribution:
 The parsimony principle states that models with as few parameters
as possible are preferable.
 Regularization stabilizes the solution by adding to the cost function
a term that penalizes over tting.
 Minimum description length principles argue that as few bits as possible should be used to describe the model.
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Figure 5.1: Three di erent polynomials of order 1, 2, and 4 approximating ve sample points.
We can see the main point of these approaches illustrated in g. 5.1, where
ve sample points are modelled with three polynomials of order 1, 2, and 4.
Note the increased risk for over tting when the model complexity grows.
Investigations regarding the relationships between di erent approaches
for choosing a prior distribution can be found in the literature, e.g. the
work by Gustafsson (Gustafsson, 1992). Here we restrict the discussion to
some general observations.
Regularization methods rely on a penalty function being added to the
observed sum of squared errors and promotes a smooth or parsimonious
or otherwise regular mapping. This is sometimes equivalent to Bayesian
estimation under a prior distribution that is essentially the exponent of the
negative penalty function. Much has been said about the right choice of
penalty function, and attempts have been made to derive it logically from
rst principles. One such example is the principle of \complexity" minimization (Solomono , 1964; Kolmogorov, 1965; Rissanen, 1978; Schmidhuber, 1995). It was developed under the name of algorithmic probability
by Solomono in the eld of classical AI, and as the principle of minimum
description length by Rissanen in the eld of information theory. In both
cases the a priori probability for any model can be written as exp(,kn).
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In Rissanen's version, n is the number of bits needed to describe the model
and in Solomono 's version, n represents the number of symbols in a program for a Turing machine. Note that all these attempts are ad hoc and
based on subjective assumptions about the environment.

5.2 Arguments for local models
The bias-variance dilemma makes it clear that in order to do function approximation in high-dimensional spaces we must introduce bias. A natural
way to do this is the Bayesian approach where bias is introduced as a priori probabilities for di erent model structures. From the discussion in the
previous section we conclude that simple models should be preferred.
In order to bring this statement into practical use we need rst to
determine the kind of a priori knowledge that we intend to use to bias
the solution. Then we decide for a parameterized family of models that are
likely to work well under the assumed bias. In this section it is argued that
continuity and locality are two fundamental properties of the problems we
are interested in. Hence, local continuous basis functions is the preferable
model choice in function approximation schemes (Granlund and Knutsson,
1983).

Capturing actual events

In a high-dimensional input space, everything will not occur. There is
simply not time enough for everything to happen. The number of actual
events will leave the space almost empty.
As an example, consider a robot with 8 degrees of freedom, each with
100 positions. This leads to 1008 = 1016 possible states for the robot. If
we let the robot visit the state space with a speed of 1 state/ms, never
visiting a state twice, it will take 1013 ms  105 years to ll out the space!
Hence the distribution of the samples will be very sparse, even for a lowdimensional system. A question now arises, as illustrated in g. 5.2. Will
the samples also be uniformly distributed in state space?

Constraint manifolds

Many tasks in vision, robotics, and control must maintain relationships
between variables which do not naturally decompose into input-output
relations. Instead there is a manifold, de ned by nonlinear constraints,
on which the values are jointly restricted to lie (Bregler and Omohundro,
1994).
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Figure 5.2: The distribution of samples in state space will not be
dense (left). Will it be uniform and sparse? (right)
From the discussion of backpropagation of utility in chapter 3, we remember that the long term sum of instantaneous rewards should be maximized, but that the solution is constrained by

xk+1 = f (xk ; yk )
h(xk ; yk ) = 0:
This means that the system dynamics together with other restrictions on
the input and output de ne the constraint manifold. Because of these
constraints, training data will not be uniformly distributed over the inputoutput domain. Instead, the samples will be constrained to lie on a lowerdimensional manifold, see g. 5.3.
If this manifold was a linear subspace, a principal component analysis
would discover its dimensionality and nd an orthogonal set of basis vectors
that best span the subspace. If smooth nonlinear constraints de ne the
manifold, e.g. by imposing space-time continuity, then a local piece of it
looks more and more like a linear subspace under magni cation. Hence,
such a manifold can locally be approximated with a linear subspace (Bregler
and Omohundro, 1994).
The a priori assumption that there exists a clear coupling between a
subset of the model parameters and local regions of the state motivates the
use of local models. Because the system only lives on a lower-dimensional
manifold in state space we need not undertake the infeasible mission of
tting global versatile models to the sparse set of training data. Instead we
t local models that only are applicable where the data exists (Granlund
and Knutsson, 1990).
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Figure 5.3: The samples in state space will not be uniformly distributed (left) but constrained to lie on a lower-dimensional manifold (right).
Local models need to be simple since the number of training data applicable to a speci c model will be limited. However, an approximation
using simple models will often suce if it is made suciently local. This is
illustrated by the fact that a function can be well approximated with the
linear terms in its Taylor expansion if the neighbourhood, within which the
approximation is valid, is made small enough. A similar line of reasoning
was used above in order to show that a smooth manifold can be locally
approximated with a simple subspace.
Due to the local nature of the models, experience and learning in one
part of the space will only to a minor extent a ect previous learning in
di erent parts of the space (Baker and Farell, 1992). Hence un-learning
because of interference between old and new data will not occur. Local
models also allow for speed advantages since models that are not applicable
in a given situation need not be taken into account. This feature will be
exploited in the next chapter.
From the bias-variance dilemma we know that the price to pay for
general function approximation, i.e. low bias, in high-dimensional spaces is
an enormous amount of training samples. In section 5.1 we concluded that
the approximation need to be biased and as a result simple models should
be preferred. Hence a reasonable way to produce complex enough models
is to start out with a simple model and expand it only if it is called for and
there is data enough to validate it.
In was previously argued that approximations based on global basis
functions will be inadequate due to the sparseness of the training data and
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the risk for interference between new and old data. Local basis functions
t the assumption of the system living on a constraint manifold and also
allow a straight-forward way of increasing model complexity. Simply add
more models where the approximation needs to be improved. This issue is
treated in more detail in 5.4.

Feedback linearization

Since data is constrained to lie on a low-dimensional manifold it should be
possible to drastically reduce the number of necessary coordinates. If the
dynamics of the system is expressed in coordinates on the manifold it may
also become less nonlinear. The procedure of linearizing a system by means
of a coordinate transformation is known as feedback linearization. Suppose
that the nonlinear dynamics of the system is given by

xk+1 = f (xk ; yk ):
Necessary and sucient conditions for transforming the non-linear system
above into a linear one are known (Lee et al., 1987). If these conditions are
satis ed the system can be restated as linear,

zk+1 = Azk + Bwk ;
using the coordinate transformations,

zk = S (xk ); yk = T (xk ; wk ):
The class of systems for which such a global transformation exists is
unfortunately rather limited (Levin and Narendra, 1993). Such a system
still makes a good example of simple systems living on low-dimensional
manifolds embedded in a higher-dimensional state space.
To illustrate the concept of constraint manifolds, let us look at how the
coordinates used for the experiment in chapter 4 actually were obtained.
In this case the original signal lived on a one-dimensional manifold in a
four-dimensional state space. A plot of a three-dimensional projection of
the signal is given in g. 5.4. In order to obtain the transformation S , a
one-dimensional Kohonen string with 100 prototype vectors was tted to
the data (Kohonen, 1982). In g. 5.4 some of these prototypes are shown.
The Kohonen algorithm distributes the prototype vectors over the state
space according to the distribution of the signal. In areas where the signal is
common, the distribution of prototypes get denser than in areas where the
probability for a signal is low. In addition, the Kohonen map is preserving
topology which means that the order between the prototypes is withheld.

5.2 Arguments for local models
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Figure 5.4: A plot of a three-dimensional projection of the fourdimensional signal (solid line). A sample of 26 prototype vectors
from the Kohonen string distributed along the signal (dots).
This makes it possible to associate a coordinate with each of the prototype
vectors.
The coordinate transformation is performed in three steps. First the
distances between two consecutive prototype vectors are calculated and
stored as constants, di , associated with the N prototype vectors:

0
1
di = Pi kw , w k ;; ii =
= 2; : : : ; N:
k
k,
k
=2

1

(5.3)

Second, a set of interpolation, or applicability, functions, i (x), for the new
coordinate values, di , are designed as:
i (x) =

(

cos2 ( kx,=w2i k ) ; kx,=w2i k  =2
0
; kx,=w2i k > =2:

(5.4)

In this case was chosen by hand in order to get a proper overlap between
the applicability functions. The coordinate values for the 100 prototypes
are given in the top left of g. 5.5, and the distance between two consecutive prototype vectors is plotted in the top right of the same gure. Note
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Figure 5.5: Coordinate values associated with the 100 prototype
vectors (top left). Distance between consecutive prototypes (top
right). Applicability functions corresponding to the ten prototypes
associated with the lowest coordinate values (bottom left). The
nearest neighbour transformation results in signi cantly larger errors than the interpolating transformation (bottom right).
that the distances varies along the curve. The applicability functions corresponding to the rst 10 prototype vectors are illustrated to the bottom
left in g. 5.5.
The coordinate transformation performed by the map S can then be
seen as an interpolation between the 100 prototype coordinates according
to:

z = S (x) =

X

, X

i (x )

1

i (x) di :

To the bottom right of g. 5.5 the errors using the above coordinate
transformation are compared to the errors using a nearest neighbour transformation resulting in the number of the closest prototype. All measures
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are normalized to correspond to a curve of length one. Note that the large
errors (sinusoidal curve) in the nearest neighbour transformation is due to
the non-uniform distribution of the prototype vectors along the curve. The
length of the curve is underestimated when the prototypes are distant from
each other and overestimated when they are close together. This is not
the case for the interpolating transformation which is insensitive, within
reasonable limits, to the positioning of the local basis functions.
In the experiment carried out in chapter 4, the system dynamics became
linear when the di erence between two consecutive coordinates, z , was
considered as the new state coordinate and the output y was left unmapped:
zk = zk , zk,1 = S (xk ) , S (xk,1 )
yk = T (xk ; wk ) = wk :
There are severe drawbacks connected with the use of self-organizing
algorithms that produce new coordinates on the low-dimensional manifold
in the state space. It is impossible to distinguish between variation due to
signal and noise as long as the e ect on the output from the system is not
taken into consideration. Hence, prototype vectors are wasted on modelling
noise and parts of the signal space that are irrelevant for the performance
of the system.
We believe that the solution is not a global linearization but the distribution of local linear models on the manifold. The density of the distribution should depend on system performance which is closely linked to the
output of the system. This is discussed in section 5.3. In order to decide
upon a local model structure, we rst need to look at the alternatives and
their connections to other named structures in the literature.

5.3 Local models and related structures
The Stone-Weierstrass theorem can be used to show that a set of basis
functions can approximate arbitrary continuous functions. This property,
known as the universal approximation property, is important but shared
by many families of basis functions, e.g. the well-known multi-layer perceptrons, radial basis functions, and the not so common linear Gaussian
networks.
In order to make some comparisons to other model structures, let us
de ne our global function approximator f based on local basis functions.
The local basis function is a product of two functions, the applicability
function i (x) and the basis function fi(x). A global function f is then
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Figure 5.6: The global model is formed by weighting together a
number of local models (left) according to their applicability functions (right).
formed as a parameter varying linear combination of the basis functions fi :

f (x) =

N
X
i=1

i (x)fi (x):

(5.5)

The applicability functions are assumed to be non-negative and normalized:
N
X
i=1

i (x) = 1;

0 < i (x)  1:

(5.6)

The linear Gaussian network results from a special choice of basis and
applicability functions that is of importance for the remaining part of the
thesis. In this case the basis functions are linearPand the applicability
functions are normalized Gaussians, i (x) = gi (x)= gj (x). An example of
an approximation using such a network is given in g. 5.6. The applicability
functions in the right gure are represented by iso-curves.

Multi-layer perceptrons

The multi layer perceptron (MLP) with sigmoid basis functions is one of the
most common function approximators in the neural network community.
Therefore a comparison between the MLP and the linear Gaussian network
is appropriate.
The MLP is composed of layers where each layer takes weighted sums
of the output of the previous layer as its inputs. These signals are then
fed through the sigmoidal basis functions to produce the output. The mdimensional output y from a one layer MLP, with an associated weight
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matrix W , taking the n-dimensional vector x as its input is given by
y = f (Wx); where f = (f1 (w1T x); : : : ; fm(wmT x))T :
A common choice for the sigmoid like basis function is the hyperbolic tangent:
e,x :
fi(x) = tanh(x) = 11 ,
+ e,x
The argument to the sigmoidal basis function, wiT x, is the scalar product
between the i:th row of the weight matrix W and the input vector x. An
example of this type of basis function is given to the left in g. 5.7.
This notation is easily extended to MLPs with more than one layer. In
this case we let fi and Wi denote the non-linear function and the weight
matrix associated with the i:th layer. The output from an p-layered MLP
then can be written as:
y = fp(Wp fp,1(Wp,1    f1 (W1 x)    )):
(5.7)
MLPs have been claimed to perform better approximation for a given
number of nodes than linear combinations of a set of basis functions, e.g.
linear Gaussian nets and RBFs. An often cited paper is (Barron, 1993) in
which it is shown that feed-forward networks with one layer of sigmoidal
nonlinearities achieve integrated squared error of order O(1=m), where m
is the number of nodes. The n-dimensional function to be approximated is
assumed to have a bound on the absolute rst moment of the magnitude
distribution of the Fourier transform

Z

R

kuk
n

jF (u)jdn u < 1;

F (u) =

Z

R

f
(x)e,iuT x dn x:
n

(5.8)

In contrast to this it is shown that for series expansions with m terms,
in which only the parameters of the linear combination are adjusted, the
same error cannot be made smaller than O(1=m2=n ). The appearance of
the dimensionality n of the input space in this measure has been seen as
an argument for the use of MLPs instead of nets using linear combinations
of basis functions in high-dimensional spaces. However, this statement is
only true for linear combinations of x basis functions, e.g. RBFs with xed
centres and widths!

Radial basis functions

Nets with radial basis functions (RBF) belong to the class of approximators
that work with a linear combination of basis functions. This can be viewed
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Figure 5.7: Global MLP basis function (left) and local RBF (right).
as a two-layered net, where the rst layer is an expansion of the signal in
non-linear RBFs and the second one forms a linear combination of these
expansions. Using a linear combination of n basis functions to construct
the map, we get the expression:

y = Wf (x); where f = (f1 (x); : : : ; fm (x))T :
The notion \radial" is not to be taken literary since it is common to allow
the radial distance from the centre of the basis function to be weighted
with a matrix:

fi (x) = g((x , mi )T Ci (x , mi)):
The standard choice, g(x) = exp(,x), results in a Gaussian radial basis
function as exempli ed to the right in g. 5.7. Often the centres mi and
the widths Ci are pre-speci ed and an LMS procedure is used to nd the
optimal linear map W .
The theorem by Stone-Weierstrass can again be used to show that any
continuous function can be approximated with an RBF net. Note that the
RBF net is a special case of a linear Gaussian net where the linear basis
function is a constant. Hence, also linear Gaussian nets possess the general
approximation property.
Since a large number of basis functions can be used to approximate
arbitrary well any continuous function, other properties become more interesting in the characterization of the approximation scheme.

 Required number of basis functions to give an approximation error
below a certain bound.
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 Availability of a strategy for adaptive modi cation of the basis set in
order to improve performance.

Without a priori knowledge of the signal to be approximated, the rst
item on the list is not possible to quantify. This means that we can not
specify the required number of basis functions a priori since we want to
assume as little as possible about the signal. Hence, the need for a strategy
that allows us to modify the size of the model structure during learning
becomes apparent. Both inclusions and deletions of basis functions will be
of interest since we are unable to validate the usefulness of an inclusion
before it has been tested. If performance was not suciently improved we
would like to be able to recover the old approximation set.
A strategy for model modi cation is hard to nd for MLPs or other
global non-orthogonal basis functions. The reason is that it becomes extremely hard to determine which basis function to include or delete in
order to improve or recover performance when the basis functions are nonorthogonal. However, if the basis functions are orthogonal, it becomes easy
to modify the basis set since no basis function is a ected by any other
function in the set. Let us quickly review two heuristic approaches for
basis function inclusion that are found in the literature.
The residual basis selection (RBS) at each stage includes the basis function that best ts the residual of the previous approximation. The computational complexity of each step is acceptable since only the parameters of
a single basis function need to be estimated. If the basis functions are simple, a few samples may be sucient to validate the estimate. However, the
result will of course be degraded if the basis functions are non-orthogonal
(Draper and Smith, 1981).
Another approach that takes the non-orthogonality of the basis into
account, which the RBS procedure does not, is the stepwise selection by
orthogonalization. Here the basis function that best ts the signal is selected
rst, but in the following steps the function that minimizes the residual
together with the already selected ones is included in the set. In order to
make this step ecient, the remaining basis functions are made orthogonal
with respect to the previously selected ones. This procedure should lead to
better performance but becomes quite complex in the general case (Chen
et al., 1989).
When the approximation is formed as an interpolation between local
models, the error is bounded by the error of the local models and yet
the full approximation is as smooth as the applicability functions. This
means that a natural ordering of the basis functions to include is at hand
if local models are used. Simply re ne the approximation at the location
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where performance need to be increased the most. Two examples where
RBF networks for function approximation are grown by inclusion of new
basis functions are the resource allocating network (RAN) (Platt, 1991) and
selective node activation (Sanner and Slotine, 1992). The RAN approach
has been applied to reinforcement learning (Anderson, 1993).
Hence, local basis functions seems to be a promising choice of basis functions to achieve function approximation in high-dimensional spaces when
spatio-temporal continuity and locality can be assumed but otherwise little a priori knowledge is available. Since local basis functions are almost
orthogonal, it is easily to modify the set of basis functions. Inclusion or
deletion of one function will not a ect the other ones in the approximating
set.

Adaptive model distribution
Without prior knowledge of the distribution of the samples in state space,
we can resort to a x distribution of local models and only learn the coefcients in the linear combination. However, this approach will su er from
the curse of dimensionality as did the earlier approach of a x state space
quantization. Again, this is due to the exponential growth of the number of
needed local models or quanta to ll the space as the dimensionality grows.
If we knew the manifold where the signal lives, we would only need to
place local models on the manifold. By adapting the distribution of the
local models, we reduce the e ect of the curse of dimensionality and should
be able to achieve a good t using relatively few models. In this way the
shape of the manifold on which the signal lives in uences the coarseness of
the state space quantization, see g. 5.8.

Local model complexity
There is a strong inter-dependence between model order and model distribution. For a given accuracy fewer more complex models can be traded for
a higher number of simpler models.
The shape of the signal space for which the model is valid can become
quite complex, and this problem grows with increasing dimensionality. The
e ect is illustrated in g. 5.9. A quadratic surface is approximated by polynomials of di erent order. The left picture shows the case when a quadratic
polynomial is used and becomes applicable everywhere. In the middle of
the gure, a linear surface is used as a local model. Here the applicability functions divide the space into stripes. If constants are employed, the
applicability functions give rise to complex regions in state space.

5.4 Increasing model complexity
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Figure 5.8: The shape of the manifold on which the signal lives
should in uence the distribution of the local models. Model applicabilities are indicated by circles.

5.4 Increasing model complexity
From the previous discussion we know that the bias-variance dilemma cannot be resolved but that proper bias need to be introduced. A reasonable
choice of such a bias is to prefer simple models. However, we would like our
system to be able to induce complex models if necessary. Vapnik (Vapnik,
1982) proposes a technique for avoiding over tting while allowing models
of arbitrary complexity. The idea is to start with a nested family of model
spaces whose members contain ever more complex models. When the system only has a small amount of data it, can only validate models in the
smaller model classes. As more data arrives, more complex classes may be
considered (Omohundro, 1992).
In order to know how to expand the model we need to have an ordering
of the parameters telling us which parameter to include next. For general
function approximators based on global basis functions, such as the two
layered MLP or a polynomial, no such ordering exists. Instead one resorts
to over-parameterized models that are pruned or regularized in order to
obtain a suitable complexity from above. However, if local models are used
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Figure 5.9: The form of the applicability function is strongly dependent on the complexity of the local model.
natural strategies for reaching the desired complexity from below are at
hand.
The model can be expanded in a top-down fashion by starting out
with only one simple model applicable over the entire signal space. If the
performance of this model is not satisfactory, gradually increase the model
complexity (and accuracy) by partitioning the space and tting more simple
local models. This technique is then applied recursively on the new models
and so on. An outline for the top-down approach is given in g. 5.10.
In multidimensional state spaces the question arises of how to partition
the space and where to locate the models. Without prior knowledge on the
signal distribution the number of local models needed for good approximation will increase exponentially with the dimensionality of the space. The
curse of dimensionality turns up again. From this we see, as we did for
true DP algorithms, that an a priori quantization of the signal space is not
possible, as was illustrated in g. 3.2.
Local models can also be employed to increase model complexity in a
bottom-up approach. In this case we start out with a simple model and use
only recent data in the model t. If continuity is assumed, the locality in
time implies a locality in state space and hence the changing simple model
will be local. By feeding the evolving model parameters into a clustering
algorithm the local models can be remembered and their applicability in
state space be investigated.
This procedure is sketched in g. 5.11 where the temporal window includes the three latest samples (big dots). The spatial applicability functions associated with the temporal window is marked with dotted lines.
The lled line represents the resulting global interpolated function. Finally
the dashed lines illustrates the time instance when a model change occurs.
Here we note a di erence between the top-down and the bottom-up approach. In the top-down case the space was split in halves resulting in four
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Figure 5.10: Top left, the samples. Top right, one simple function
tted to all samples. Bottom left, dividing the space into two halves
and interpolating between two simple functions, each tted to the
samples in the two parts. Bottom right, dividing the space one more
time and interpolating between four simple models, each tted to
the samples in its part of space.
di erent applicabilities. However, in the bottom-up case only three models are identi ed. Because of the coupling between model and state space
the applicability of the second model can be extended to cover two of the
applicabilities that arose in the top-down approach. More details on the
model estimation problem is given in chapter 7.

5.5 Local approaches to optimal control
The idea to employ local models in the eld of control theory is not new.
In this section we review some of the approaches that appear in literature.
We also put forward our approach which in our view represents a synthesis
of some of these methods.
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Figure 5.11: Using a temporal window to identify local models. Top
left, one model ( lled) and its applicability (dotted). Top right, A
new model is found at the time indicated by the dashed line. Bottom
left, no new model but an extended applicability. Bottom right, a
new model and its applicability.

Gain scheduling

Useful models of engineering systems are often nonlinear. One consequence
is that the dynamics of the system changes with the operating region. A
typical approach to this situation has been to apply the notion of gain
scheduling. The rst step in this approach is to linearize the model about
one or more operating points fx(m)gM
m=1 (set point, equilibrium point,
operating conditions). Using a linear parameter dependent function, where
the parameter in this case is the system state, is known as a linear parameter
varying (LPV) model:
xk+1 = A(m)xk + B (m)yk ; m = 1; : : : ; M:
Then the linear design methods are applied to the linearized model at each
operating point in order to arrive at a set of linear feedback control laws.

5.5 Local approaches to optimal control
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This could for example be to assign a quadratic cost to each local operating
point and then solve the emerging local LQR problems for the optimal local
feedback:
K (m) = P (m) + AT (m)[K (m) , K (m)B (m)(R(m)
(5.9)
T
,
1 T
+B (m)R(m)B (m)) B (m)K (m)]A(m)
yk = L(m)xk
= ,(R(m) + B T (m)R(m)B (m)),1 B T (m)K (m)A(m)xk :
This results in satisfactory performance when the closed loop system is
operated near the respective operating point. The nal step is the actual
gain scheduling which is intended to handle the nonlinear aspects of the
design problem. The basic idea involves interpolating the linear control
law designs at intermediate operating conditions. A scheme is devised
for changing (scheduling) the parameters (gains) in the linear control law
structure based on the monitored operating condition (Rugh, 1991):

yk =

X

m (xk )L(m)xk :

Hence, once the controllers, L(m), and their applicabilities, m (x), have
been identi ed, they are scheduled in an open-loop fashion. This means
that the approach is to use available a priori information in order to produce
a xed design with guaranteed stability and performance for any scenario,
within a given uncertainty of the model parameters.

Adaptive control

Adaptive identi cation and control for linear systems has a long tradition
in control (
Astrom and Wittenmark, 1989). It is employed in situations
where the model uncertainty is so signi cant that a priori modelling does
not provide a system that lies within the performance speci cations. In
this case more knowledge has to be gathered on-line. This is often done
by adapting parameters in a rather simple model structure to the current
situation. An often used assumption is that the system is linear with a
quadratic cost but that the parameters are slowly varying:
wk+1 = wk + ek
xk+1 = A(k)xk + B (k)yk
r(xk ; yk ) = xTk P (k)xk + ykT R(k)yk :
Here the parameters in the matrices A and B are collected into a common
parameter vector w which variations are caused by the noise process e.
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Some kind of recursive identi cation algorithm is applied to identify
the current parameter matrices. These estimates are fed into the Ricatti
equation

K (k) = P (k) + AT (k)[K (k) , K (k)B (k)(R(k)
+B T (k)R(k)B (k)),1 B T (k)K (k)]A(k);

(5.10)

which is solved to yield the current estimate of K (k). Finally the adaptive
optimal LQR controller is calculated according to:

yk = L(k)xk = ,(R(k) + B T (k)R(k)B (k)),1 B T (k)K (k)A(k):
A drawback with this method is that it lacks the capability to associate
di erent models with di erent regions in state space. The parameters must
always adapt to changes in the system dynamics. Suppose that the variations in the parameters are state dependent, e.g. A(xk ). Then a situation,
that has previously been experienced and identi ed, will still not be recognized by the system. Degraded performance is the result, since transient
behaviour in the parameters will always be a consequence of the system
being forced to adapt to the current situation (Baker and Farell, 1992).

Jump linear systems
Jump linear systems are linear systems where the parameters are considered
to be subject to random jumps according to a nite state Markov process.
The control of such systems under a jumping quadratic cost has been investigated (Blair and Sworder, 1975). Necessary and sucient conditions for
the existence of a steady state policy as well as de nitions of controllability
and observability for such systems are also known (Ji and Chizeck, 1988).
Let the system and the associated long term cost be described by

xk+1 = A(rk )xk + B (rk )yk
1
X

V (xk ; rk ) = E f [ xTk+j P (rk+j )xk+j + ykT+j R(rk+j )yk+j ]g:
j =k

The value function is a conditional expectation, i.e. the expectation given
that we start o at x = xk and that the process is in mode r = rk . The
mode process frk g takes values in the set M = f1; 2; : : : ; M g and is a nite
state Markov chain with transition probabilities

P (rk+1 = j j rk = i) = pij ; with pii > 0; i; j 2 [0; M ]:

5.5 Local approaches to optimal control
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It can now be shown that the optimal feedback control is linear but varies
with the process mode, yk = L(rk )xk . Associated with the control is a
system of coupled Riccati equations:
K (r) = P (r) + A(r)T [G(r) , G(r)B (r)(R(r)
+B T (r)R(r)B (r)),1 B T (r)G(r)]A(r)
L(r) = ,(R(r) + B T (r)R(r)B (r)),1 B T (r)G(r)A(r)

G(r) =

M
X
q=1

prq K (q):

This is to be compared with a gain scheduling approach where local models
of A; B; P and R are used to form a number of decoupled Riccati equations
allowing each set of local models to de ne its own local controller according
to eq. (5.9). These two solutions will coincide only if K (r) = K (q); 8r; q.

Fuzzy control

A somewhat di erent approach is to describe the behaviour of the system
not in terms of its dynamics but rather in terms of a set of rules that
constitute its behaviour. There is, however, a strong resemblance between
the fuzzy rules used in these types of descriptions and the use of local
models.
Rules generated by classical forms of fuzzy logic lead to controllers that
are not di erentiable. This is a requirement if standard optimization algorithms are to be employed in order to train the controller. In the simple
di erentiable version used in practice, an expert gives a set of n rules in an
if then form, \if A1 and A2 ; : : : ; An then B1 ".
The expert also supplies membership functions Aij (x) to indicate the
degree of applicability of word Ai to any input vector x in the generation of
output word Bj . In theory the expert also provides a membership function
Bj (y) to describe how well a given vector of action y ts the response word
Bj . This allows the distribution of actions to be multi-modal, as is the case
when stochastic adaptive critics are used. However, the expert often simply
tells yj , the response vector that best ts the action word in rule number
j . The following equations are then implemented in the actual controller
(Werbos, 1996):
j (x)

= A j (x) A j (x)    Anj (x) =

y(x) =

1

X

2

, X

j (x)

1

j (x) yj :

Yn
i=1

Aij (x)
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From this we see that the membership functions in fuzzy models correspond to the applicability functions used to determine how much a given
model should in uence the total control output, for example in gain scheduling. The process of determining an output from a given input is known as
defuzzi cation in fuzzy models which can be interpreted as an interpolation
between a set of local models.
The similarity between local and fuzzy models implies that the advantages of using fuzzy models also are available when using local models, e.g.
easy inclusion of available a priori knowledge. This is closely related to
the problem of interference that has been touched upon earlier. A priori
knowledge that is incorporated in global models is easily forgotten when
new data arrives since all parameters are a ected when global models are
trained. More detailed investigations on viewing fuzzy models as a particular choice of basis functions are available, e.g. (Sjoberg, 1995).

Learning control
Control design can be de ned as the process of nding an appropriate
functional, or probabilistic, mapping from system state to control outputs.
In domains with enough uncertainties to make a priori designs perform
unsatisfactory, adaptation is necessary to reduce uncertainty and make the
controller work. In this chapter we have also argued that local models have
the potential to help solving problems in high-dimensional spaces and that
global models have not.
This make the adaptive optimal controllers using simple temporally
local models an interesting choice. However, their inability to associate
models with regions in state space a ect their alertness to new situations.
This e ect could be removed if, in state space, the applicabilities of the local
models could be remembered. Then, a gain scheduling approach could be
applied to interpolate between the local adaptive controllers.
We suggest two approaches to learning control. One is to treat the
problem as a linear quadratic regulation (LQR) problem locally, i.e. that the
dynamics of the system is a linear function and the instantaneous reward is
a quadratic function. Hence we get the following equations for the dynamics
and the reward function:

xk+1 = A
k
X(xk )xk + B (xk )yX
=
i (xk )Ai xk +
i (xk )Bi yk
r(xk ; yk ) = xTk PX
(xk )xk + yT R(xk )yk
X
= xTk
i (xk )Pi xk + ykT
i (xk )Ri yk :

5.6 Conclusions
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The controller is then calculated, as in gain scheduling, as a linear
combination of a number of local controllers:

yk =

X

i (xk )Li xk :

(5.11)

Another approach is to work with adaptive critics and model the Qfunction with a quadratic function locally:

Q(xk ; yk ) =
=

X

i (xk )Qi (xk ; yk )

X
(xTk ykT )
i (xk )

H H x 
i;xx i;xy
k :
Hi;yxHi;yy

yk

The optimal controller can then be found to be the solution to the equation
@Q=@y = 0, as in section 4.3. In this case the solution becomes:

yk = ,

X

i (xk )Hi;yy

, X
1

i (xk )Hi;yx xk

= L(xk )xk :

Note that this controller cannot be written as a linear combination of
a number of local controllers as is the case for the local LQR approach in
eq. (5.11).
Irrespective of the choice between the two approaches we get the best
out of two worlds. Gain scheduling is improved since we are able to reduce
uncertainty by postponing the design of the controller till the environment
has been interacted with on-line. Adaptive systems need to be persistently
excited in order to generate accurate control and model parameters. A
learning system, however, need only be suciently excited during a training
phase to allow the stationary state dependencies of the parameters to be
captured (Baker and Farell, 1992).
The learned local models and their applicabilities need to be memorized
by the learning system. In the next chapter the binary tree is put forward as
a suitable data structure for on-line storage and retrieval of these functions.

5.6 Conclusions
This chapter started out using a Bayesian approach for parameter estimation. This allowed us to introduce bias in terms of an a priori distribution
of di erent models. Proper bias is necessary in order to make learning
possible according to the bias-variance dilemma. For this reason it was
suggested that local continuous models should be more likely a priori. We
believe this to be a reasonable and still harmless bias.
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Local models also have a number of appealing attributes. They can be
made simple and validated with few data. Simple models in turn avoids
over- tting. Interference problems causing un-learning is also avoided. Different training parameters can be used in di erent parts of the state space
which is advantageous when model accuracy varies throughout state space.
It is straight-forward to increase the total model complexity by including
more local models in areas where performance needs to be improved.
Since local models are associated with applicability functions, we are
able to monitor when they extrapolate. This is not possible with global
models that extrapolate into new unexplored areas without any measure of
certainty. The applicability functions can easily be employed to in uence
the interpolation between local models. If estimates of local model quality
are available, e.g. model covariance matrices, these can also be included
into the interpolation process. The locality of the applicability functions
allow ecient model parameters updating as well as model computation,
since models that are not applicable need not be taken into consideration.
Reinforcement learning is closely related to optimal control where local
models are commonly used. Relations to present methods, such as adaptive control, gain scheduling, fuzzy control, and jump linear systems, were
investigated. A learning control approach based on a synthesis of gain
scheduling and adaptive control was proposed. This results in a system
that can be alert to model changes by memorizing the applicabilities of the
local models and simultaneously reduces uncertainty by building a total
model on-line during interaction with the environment.

Chapter 6

Model synthesis
In the previous chapter it was shown that the available a priori model
information may be so limited that it becomes dicult or even impossible
to design a gain scheduling system with xed local models that meets the
desired performance speci cations. In situations where it is unacceptable
to lower the performance requirements or spend more e ort on modelling
the system, the uncertainty about the system can only be decreased by
on-line interaction with the environment.
One way to tackle this problem is to employ adaptive strategies. However, in adaptive control every situation is treated as novel. To avoid this,
a learning control system is called for. Such a system has the capability to
memorize suitable control policies and associate them with di erent operating conditions. This exposes the crucial di erence between adaptive and
learning control. Adaptive control has a temporal emphasis while learning
control focuses on spatial dependencies (Baker and Farell, 1992).
In adaptive control the objective is to maintain a desired closed loop
performance under the in uence of disturbances and dynamics that appear
to be time varying. A model structure with few parameters is assumed and
optimized to t the plant behaviour locally, in a temporal sense. To be
e ective, such a controller needs to have fast parameter dynamics in order
to quickly adapt to new situations. This will of course have a negative
e ect on the noise tolerance (Baker and Farell, 1992).
In applications involving non-linear dynamics, the changing dynamics
may be viewed as the movement of an operating point of the system over
time. In this case learning control is preferable since it has the capacity
to memorize the locations of the di erent operating points and associate
appropriate control strategies with these. Here the spatial emphasis of
learning control becomes important. Now the transient behaviour may
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be avoided since when the system is already familiar with a situation no
adaptation is necessary (Baker and Farell, 1992).
However, temporally adaptive behaviour is a key feature also in learning
control. Temporal locality may be associated with spatial locality. This
means that the parameters from an adaptive system may be remembered
and stored in a data structure that allows system state and local controller
parameters to be associated. The features of a data structure that allows
for ecient storage, update, and retrieval of local models is the topic of
this chapter.

6.1 Space decompositions
The use of local models is related to the principle of divide-and-conquer,
a principle with wide applicability in science and technology. Divide-andconquer algorithms attacks a complex problem by dividing it into simpler
problems where the solutions can be combined to yield a solution to the
complex problem. In this section we review some divide-and-conquer approaches, aimed towards reinforcement learning based decompositions of
state space and relate them to the approach we propose which can be
viewed as a smooth space decomposition.

Lazy learning

One extreme approach in the use of local models is not to store local models
but to build them on demand from memorized data. This is called lazy
learning and the idea is to form a training set for the local model by only
picking relevant, i.e. local, experiences and to weight them according to
their relevance to the point in which the model is invoked. This means
that models are formed near the point in question, much as a Taylor series
models a function in the neighbourhood of a point of interest. This local
model is then used to predict the output of the function for the point in
question. After being invoked, the local model is discarded and a new
model is created to make a prediction in the neighbourhood of the next
point in question (Atkeson et al., 1995).
This strategy shares many of the bene ts of local models discussed in
section 5.6. For example, it does not su er from interference problems,
and it is easy to add and remove data points from the model. However,
problems arise when the model needs to change over time, e.g. when dealing
with moving target problems. It should also be possible to save storage and
time if the local models could be merged together and memorized instead
of recalculated at every time instant.

6.1 Space decompositions
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Space quantization

There exist some examples in the literature where state space quantization
has been employed to deal with the curse of dimensionality in reinforcement
learning. Here, the problem is decomposed into a number of manageable
subproblems by quantization of the state space. The emerging regions are
associated with local models inferred from data within the regions. One
early example is due to Simons who applied a variable resolution strategy
to robot control (Simons et al., 1982).
Some approaches try to accelerate dynamic programming in a discrete
state space by providing a pre-programmed abstraction model of the world,
see e.g. (Barto et al., 1983; Dayan and Hinton, 1993; Kaelbling, 1993a;
Singh, 1994) . Adaptive approaches to state space quantization have also
been proposed. Structures used include k-d trees (Moore, 1991), multigrids (Akian et al., 1988), and vector quantization (Krose and Van Dam,
1992).
One of the few exceptions from the above approaches, all of which try
to nd a suitable quantization of the problem and then apply dynamic
programming, is the variable resolution approach by Moore, (Moore and
Atkeson, 1995). In his approach, a local greedy controller is assigned to the
partitions that emerge from the state space decomposition. The goal for
the decomposition algorithm is to partition the state space in such a way
that the greedy controllers together generate a valid control law (Moore and
Atkeson, 1995). However, a major problem with this method is that it only
nds valid trajectories and does not optimize some real valued criterion,
e.g. a sum of instantaneous rewards.

Model interpolation

As stated in the previous chapter we propose a learning control approach
based on the interpolation of local models. This bears some similarities
to the variable resolution approach by Moore, mentioned in the previous
paragraph. In both these approaches, the problem is kept in the continuous
domain and local controllers are distributed over state space.
One key idea behind our approach is to achieve a smooth transition
between local controllers by interpolation. This means that the space is
not decomposed in a sharp manner but that the applicabilities of di erent
models vary from low to high values in a continuous way. Recall that the
total model is formed as a weighted sum of local models, where the weights
are state-dependent normalized applicability functions:

f (x) =

X

i (x)fi (x);

X

i (x) = 1;

0 < i (x)  1:

(6.1)
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Hence, local models are combined in a convex way according to the applicability functions which are associated with each model. Each applicability
function is peaked in the region for which it is most salient. The idea behind this choice originated from the successful use of second order tensors
as local signal descriptors (Knutsson, 1989).

Applicability functions

We investigate the use of Gaussians as applicability functions. If each Gaussian is normalized with the sum of all Gaussian applicabilities at the point
in question, the two requirements in eq. (6.1) are satis ed. By estimating
the mean and the covariance of the state vectors for which a local model is
applicable, we obtain the parameters in a Gaussian applicability function.
This is a simple way to associate temporal model parameter variations with
spatial properties. The Gaussian will prove to be ecient in terms of storage and retrieval and also to t well in the process of parameter estimation
described in chapter 7.

6.2 Data structures
The fundamental idea with all structures for management of space decomposition is that state space properties should be connected with properties
of the represented model. The state space vector is supposed to act like a
key, or an address, to the structure { a key that the structure converts to
a description in terms of the stored local models.

Dynamic multi resolution structures

In section 5.4 we argued that an important feature of an approximating
structure is that it should be possible to start out with a simple model
which then can be made more versatile if necessary. If local models are
employed, it is possible to nd natural strategies for reaching the desired
complexity from below.
The model can be expanded in a top-down fashion by starting out
with only one simple model applicable over the entire signal space. Model
complexity can then be increased by partitioning the space and tting more
simple local models. Local models could also be employed to increase model
complexity in a bottom-up approach. In this case a simple model is t to
recent data only. If a single model is not complex enough it will change
over time, and new models can be created to deal with the demand for
increased complexity.

6.3 Bumptrees
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Both the top-down and the bottom-up approach need a exible data
structure in order to allow the model complexity to increase on-line. The
top-down method also requires that the hierarchy of models is re ected in
the data structure. A data structure that matches these requirements is the
tree-structure. Trees can incorporate mechanisms that tune the structure of
the tree to the structure of the represented data, support dynamic insertion
and deletions of entries, have good average case eciency, and deal well with
high dimensional entities.
The bene cial use of tree data structures to re ect multi-resolution principles and to support divide-and-conquer techniques has been investigated
for function approximation architectures by a number of researchers. However, most of these approaches are defective in some way. The hierarchy and
the number of leaf models may need to be speci ed a priori, e.g. (Utgo ,
1989; Moody, 1989; Jacobs et al., 1991). Other approaches work o -line and
make use of the complete data set to estimate model parameters, e.g. classi cation and regression trees (CART) (Breiman et al., 1984; Stromberg
et al., 1991), and multi resolution adaptive splines (MARS) (Friedman,
1991). One expection is due to Sanger but his on-line algorithm has the
drawback that it only employs basis functions along the coordinate axis
(Sanger, 1991).

6.3 Bumptrees
A number of tree-structures for data representation are described in the
literature. The bumptree (Omohundro, 1991) seems to best t our need
for ecient and dynamic storage and retrieval of local models in terms of
basis functions together with their Gaussian applicability functions (Landelius and Knutsson, 1993; Landelius, 1993). Traditional structures such
as k-d trees and oct-trees (Omohundro, 1987) are built by nding splits
that partition the entire space into separate regions in order to minimize
some cost function. This is, however, not the case with bumptrees, where
the regions of applicability are allowed to intersect and do not result in a
partitioning of the entire space. Instead, bump functions are distributed
in order to provide ecient access only to those parts of the space which
are of interest. These two features are critical and give bumptrees their
representational power. Part of the motivation for the development of the
bumptree-structure was to deal with hierarchically clustered data and distributions constrained to low-dimensional manifolds (Omohundro, 1991).
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Figure 6.1: Gaussian bump functions (dashed and dash dotted)
associated with the interior nodes and Gaussian applicability functions (solid) associated with the leaf nodes of a bumptree.

Characteristics
The bumptree is a binary tree in which the leaves contain the basis functions and their applicabilities. There are also functions associated with the
internal nodes, so called bump functions. Their de ning constraint is that
the bump function in each interior node is everywhere larger than each of
the applicability functions associated with the leaf models beneath it.
In practice it is convenient that the bump functions in the interior nodes
are of the same type as the applicability functions in the leaves. An easy
way to satisfy the constraint that the interior functions are larger than the
applicability functions in the leaves beneath them is to make them larger
than the functions in their child nodes.
An example of how the functions in a bumptree may look is given in
g. 6.1. Here the applicability functions as well as the bump functions in
the interior nodes are Gaussians. Note that the function of one node is
everywhere larger than the functions associated with any of its two child
nodes. The basis functions associated with the leaf nodes are not described

6.3 Bumptrees

99



3


u
X

X
XXX



1 

u
HH
HH
H

6
XXu




2
HH
u 
X
XXX

7
u

5
u

4
XXXu

4

; f4

3

; f3

2

; f2

1

; f1

Figure 6.2: The tree holding the Gaussian bump functions, i (x)
and applicability functions i (x), shown in g. 6.1. Note that a leaf
node contains both an isotropic bump function and an applicability
function that may be anisotropic.
in the gure. A graph describing the bumptree-structure containing the
functions in gure 6.1 is shown in g. 6.2.

Model retrieval
The bumptree-structure organizes the local models so that only the few
models which have a large applicability in a given situation need to be
invoked. Because the applicability of a local model dies o with distance, a
branch-and-bound technique can be applied in order to e ectively determine
which models to use.
Let us look at how this branch-and-bound technique works. For a given
point in state space, we want to retrieve only those local models which
have an applicability greater than a certain bound, e.g. a factor times the
applicability of the model whose applicability is largest at the point in
question. To do this, we traverse the tree top-down, starting with the
most promising path. Throughout the search we maintain two lists, one
containing the leaf models that match the requirement and one list with
the subtrees root nodes that have not yet been traversed but contain bump
functions, whose values are larger than the required bound.
The rst traversal gives the applicability of the most promising model.
This model is added to the list of applicable models. During this rst search
we save all subtrees since we have no model applicability to compare them
to. Also the applicability of this most promising model is stored for future
comparisons. The list of subtrees can now be reduced by branching away
those subtrees which are not within the given factor of the applicability of
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the current largest applicability, i.e. that of the most promising model.
The most promising of the remaining subtrees is then investigated and
the list of subtrees waiting to be examined is updated throughout the
search. This procedure is repeated until all entries on the subtree list
have either been pruned away or investigated. It may happen that a model
with a higher applicability than the most promising one is found when the
remaining subtrees are investigated. This is, however, not a problem. In
this case the most promising model and its applicability are simply updated
and the subtrees in the list that no longer match this new requirement can
be pruned away.
The search along the most promising branch is motivated by the fact
that pruning is most likely to occur at an internal node if we rst search
the child which is most applicable and then the other child. This branchand-bound technique can be applied to make both local model update and
retrieval more ecient.
As an example, consider the bumptree with the bump and applicability
functions illustrated in g. 6.1. In order to refer to di erent nodes in the
tree, we assign them numbers by a recursion. The child nodes of node
number n are labelled with the numbers 2n +1 and 2n +2. The root node is
assigned the number 1. Let us nd all leaves that have an applicability that
is ten percent of the applicability of the leaf with the largest applicability
at the point x = 5. We rst search down the most promising branch, i.e.
along nodes 2 and 5. This results in the most promising model having an
applicability of 0:40. During this search we have saved the values of the
bump functions of the interior nodes corresponding to the subtrees that
were not investigated, i.e. nodes 3 and 4. The values of the bump functions
in these two nodes are 0:0002 and 0:24 respectively. Hence we can branch
away the subtree of node 3 since it is below the ten percent bound.
Next step is to start over with the most promising of the remaining
nodes on the subtree list. In this case only the subtree of node 4 remains.
This subtree turns out to be a leaf with an applicability that is greater
than the required bound, and it is added to the list of applicable leaf nodes
which then contains nodes 4 and 5. Since the list of subtrees now is empty,
the search is terminated, and we have found two nodes that have an applicability above the bound. Note that a linear search requires that all leaf
nodes are evaluated. In this case the branch-and-bound technique resulted
in the evaluation of four nodes (2,3,4, and 5) which equals the number of
leaf nodes. However, the computational savings becomes profound when
the number of local models increases, as is illustrated later in this section.

6.3 Bumptrees

101

The volume criterion

As indicated earlier, one basic usage of the bumptree is to allow ecient
retrieval of applicable models. In order to do this for a given point in
space we traverse the tree and prune away subtrees when their applicability,
compared to the most applicable model, is less than a given bound. We
try to minimize the number of nodes examined by minimizing the regions
where the applicability functions in the internal nodes are large. Under the
assumption of a uniform data distribution, the probability that an internal
node will be investigated is proportional to the \volume" of the region in
state space where the internal node function is larger than a given bound
on the leaf function in question.
While the argument above does not directly apply to other distributions
than the uniform, small volume trees generally adapt themselves to any
hierarchical structure in the leaf distributions and so maximize the amount
of pruning that may occur during the traversal. As a quality measure, we
therefore propose the total volume of all regions for which the applicability
of any internal node function is above a certain threshold.
To make things computationally feasible, we rst restrict the bump
functions in the nodes of the bumptree to functions corresponding to an
isotropic Gaussian on the following form:
(x) = a d=2 exp(, 21 kx , mk2 ):
(2)
Here the mean vector and the covariance matrix of the normal distribution
is given by m and  I respectively.
Since we work with isotropic Gaussians, the volume associated with an
internal bump function is given by c(d) rd , where d is the dimensionality
of state space, c(d) is a constant that depends on the dimensionality, and
r = kx , mk is the radius for which it is true that the value of an internal
bump function, i (x) equals the given bound, , times the applicability of
the leaf node applicability at a given point x0 :

 r2 
a
i
exp , 2 =
i (x0 ) =
(2i )d=2
i

l (x0 ) = (x0 ):

(6.2)

Given the dimensionality of the state space, the volume is proportional to
rd. Hence, we rst solve eq. (6.2) for the squared radius r2 :





r2 = i log a2i , log 2 (x0 ) , log(2i )d :

(6.3)

To make this expression simple and invariant to the position x0 , we focus
on a worst-case situation when log (x0 ) becomes the dominating term. For
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this case we can regard the volume as proportional to the covariance .
Finally, to arrive at a heuristic approximation of the volume associated
with bump function i , we raise the squared radius to the power of d=2:
2
rd = (,i log 2(x0 ))d=2 / d=
i :

(6.4)

From this discussion we conclude that a simple worst case heuristic for
the minimization of the number of evaluated interior nodes is to minimize
the total
sum of interior node volumes. This sum is approximated with the
P
d=
sum i 2 .

Growing and pruning

Since we are interested in on-line algorithms, we will present an extension
of a tree-building algorithm rst suggested by Omohundro (Omohundro,
1992). The extension consist of making the algorithm work with Gaussians
instead of \ball" regions as bump functions in the internal nodes of the
tree-structure.
Because of the on-line nature of the tree-growing algorithm, we need
to make a new node the sibling of some node in the existing bumptree.
The algorithm tries to nd the insertion location which causes the total
volume of the tree to increase the by the smallest amount. This is done by
applying the heuristic that the sum of internal applicability covariances is
a valid measure of the total volume.
Beside the volume of the new leaf node, there are two contributions to
the increase of the total volume when a new leaf is inserted. These are both
due to the constraint that the bump functions in the interior nodes of a
bumptree must be everywhere larger than the applicability functions in its
child nodes. One contribution is the volume of the new parent node, and
another is the amount of volume expansion in the parent's ancestor nodes
in the tree.
In order to create a parent node and also to get a measure of its volume
we need to nd an expression for the bump function in a parent node. To
generate a new bump function, n (x), for parent node we must make sure
that is everywhere larger than the applicability functions, 2n+1 (x) and
2n+2 (x), associated with its children:

f i (x)g;
n (x)  max
i

8x; i = 2n + 1; 2n + 2:

(6.5)

The solution to this inequality is constrained by the demand that the
volume of the new parent, i.e. the expression in equation (6.4), should be
as small as possible. Again a heuristic solution is suggested.
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Figure 6.3: Applicability function in a single node bumptree (top
left). A new function (dashed) is added to the tree (top right).
An applicability function (dashed) that is centred away from the
previous ones ends up at the top of the tree (bottom left). If a new
function (dashed) is already covered by the tree, it ends up deeper
down in the structure (bottom right).
First we propose that the mean vector of the new parent node should be
a weighted sum of the mean vectors in its two children. The weight ought
to depend on both the amplitude and the covariance of the child function.
In order to make the volume of the parent node small we want it to be close
to the child with the largest peak. A suitable choice is to make the weight
proportional to the amplitude and inversely proportional to the norm of
the covariance matrix:
a2n+1 ,2nd=+12 m2n+1 + a2n+2 ,2nd=+22 m2n+2
mn =
:
(6.6)
a2n+1 ,2nd=+12 + a2n+2 ,2nd=+22
Second, note that in order to satisfy inequality (6.5) far away from the
centres of the child functions, the covariance of the parent need to be at

104

Model synthesis
s


s



s
HH
H

new
s


new

HHs

new

s




s
H

HH

HHs
HH
HH
Hs



H
HH

s


s
HH

s


HHs
HH
H

s

HH
Hs

new

HHs

Figure 6.4: A bumptree holding a single applicability function (top
left). A new node is added to the tree (top right). Leaves with
applicabilities centred away from the previous ones end up close to
the top of the tree (bottom left). A new leaf that is already covered
by the tree ends up deeper down in the tree (bottom right).
least as large as the largest covariance of its child functions. However, if
these covariances are small and the children are far apart it is reasonable
to treat them like points and assign the parent the covariance of these two
points. Taken together, these observations give a heuristic expression for
the covariance of the parent:

n = max
fi + kmn , mik2 g; i = 2n + 1; 2n + 2:
i

(6.7)

Finally, the amplitude of the parent function need to be calculated.
When the two other parameters have been obtained by equations (6.6) and
(6.7) the minimum amplitude of the parent bump function can be found
on a closed form, see appendix C:

(  d= 
)
k
m
,
m
k

n
k
k
an = max
ak 
exp , 2( ,  )
:
k
n
n
k
2

2

With this heuristic for obtaining new parent bump functions in mind,
we return to the problem of growing and pruning a bumptree. As we descend the tree, in search for a suitable location to insert the new node, the
total ancestor expansion almost always increases while the parent volume
decreases. As the search for the best insertion location proceeds, we maintain the nodes at the fringe of the search in a priority queue, ordered by
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Figure 6.5: Bump functions (solid circles) in a bumptree after the
insertion of 4 (top left), 8 (top right), 12 (bottom left), and 16 (bottom right) leaf node applicability functions. Entries to be inserted
are marked with non- lled dots and dotted circles. All entries have
the amplitude a = 1 and the covariance  = 0:05.
their ancestor expansion. We also keep track of the best insertion point
found so far and the volume expansion it would entail. When the smallest
ancestor expansion of any node in the queue is greater than the entire expansion of the best node, the search can be terminated. The best insertion
point for the new node has then been found.
It is also possible to delete a leaf node on-line by removing its parent
and adjusting the volumes of all ancestors of the parent. The new volume
of the internal bump functions that are created by this operation consists
of the entire volume of the parent plus the amount of expansion created in
the ancestors of the parent node.
Choosing the insertion point according to the criterion of minimizing
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Figure 6.6: The on-line bumptree-building algorithm applied to the
leaf nodes in g. 6.5 produces a tree of depth 5, while a perfectly
balanced binary tree containing 16 leaves has a depth of 4.
the total volume leads to several nice properties. New leaf nodes which
have large areas of applicability compared to the rest of the tree tend to be
put near the top, while a leaf with a small region of applicability which is
within the region of existing applicability regions ends up near the bottom.
New nodes with applicabilities which are far from existing ones also end
up near the top. These properties impose a tendency on the tree-growing
algorithm towards the construction of balanced trees.
This behaviour is illustrated in gures 6.3 and 6.4. First a new applicability function gives rise to a tree with a single node (top left of g.
6.3 and g. 6.4). Another applicability in the vicinity of the rst one is
added and causes the tree to grow according to the top right of g. 6.4.
The new leaf function (dashed) together with the old leaf applicability and
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Figure 6.7: Bump functions in the bumptree built after insertion
of ten leaf nodes (left). Number of functions evaluated, in order
to retrieve the most applicable model, plotted against the number
of leaves (right). The bumptree (solid) outperforms a linear search
(dashed) even for a small number of models.
the new parent bump function (both solid) are plotted to the top right of
g. 6.3. If a new node has an applicability which is located far away from
the previous ones, it is assigned a node high up in the tree as shown to
the bottom left of gures 6.3 and 6.4. If, on the other hand, the new node
has an applicability that is already covered by old nodes, it ends up deeper
down in the tree-structure, see gures 6.3 and 6.4.

Experiments
In order to verify the eciency of the bumptree two simple experiments
were performed. Eciency, in terms of fast access to applicable models,
requires both that the tree becomes balanced and that the volume is minimized.
First the tree-building algorithm was tested to check that it produces
a reasonably balanced tree when new leaves are inserted on-line. This was
done by feeding the tree-building algorithm with a set of 16 applicability
functions located along a circular path in two dimensions.
The bump functions in the resulting tree are illustrated with circles in
g. 6.5, where the
p radius of a circle is proportional to the area of the applicability region, i . The mean vectors of the distributions corresponding
to the leaf node applicability functions are marked with dots. To visualize
the growth of the tree, four snapshots are presented, in left-right, top-down
order. Each snapshot is taken after the insertion of four new leaf nodes.
A graph of the resulting bumptree is presented in gure 6.6. The tree-
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Figure 6.8: Left: A function approximation obtained by interpolating three local models. The applicability functions corresponding to
the three local models are illustrated with iso-lines. Right: Isotropic
bump functions (solid circles) in the nodes of a model applicability
tree holding three local models centred at the dots. The applicability functions of the leaf models are indicated with dotted ellipses.
building algorithm seems to work rather well. For this set of leaf applicabilities, the bumptree-building algorithm produces a tree where the deepest
branch has a depth of 5, while a perfectly balanced binary tree containing
16 leaves would have a depth of 4.
In another experiment, eciency is checked by measuring the number of
node functions that need to be evaluated in order to nd the most applicable
model. A sequence of leaf node applicability functions located along a line,
each with the amplitude a = 1, and the covariance 1, was fed to the treebuilding algorithm. The distance between the mean vectors of the inserted
leaf applicability functions was one, i.e. mi+1 , mi = 1.
The eciency measure was calculated for six sets of leaf nodes di ering
only in the size of the sets. The di erent numbers of leaves in the training
sets were 10, 20, 40, 80, 160, and 320. Once a bumptree was grown for a
training set the tree was evaluated by calculating the number of functions,
in the mean, that need to be evaluated in order to nd the most applicable
model. This mean value was produced by calculating the number of functions evaluated when nding the most applicable model for 1000 values in
the interval covered by the leaf models.
A linear search has a computational complexity of order O(n), whereas
the number of evaluated nodes for a perfectly balanced tree would be of
order O(log n), where n is the number of leaf nodes. In this experiment
the complexity becomes worse than O(n). However, it is obvious that
the savings are considerable and that using a bumptree-structure becomes

6.4 Applicability and model trees

109




X
u
XX

XX

2


1 

u
HH
HH
H

3
HHu

3

4
u

5
XXu

1

; f1

2

; f2

; f3

Figure 6.9: A model applicability tree holding local basis functions
fi together with their applicabilities i in its leaf nodes. The bump
functions j in the interior nodes ful ll the bumptree constraint by
being everywhere larger than their child node functions.
ecient even when the number of leaf models involved is small, see the
right part of gure 6.7.

6.4 Applicability and model trees
One of the reasons for the use of the bumptree is to achieve ecient storage
and retrieval of local models. These local models are stored in the leaf
nodes of the tree as a set of basis functions together with their applicability
function. The bumptree is involved both in the building and the usage of the
total model. In order to support not only bottom-up algorithm for model
parameter estimation but also top-down, hierarchical versions, an extra
data structure is called for. To cope with the top-down case, the bumptree
holding local models in its leaf nodes, called the model applicability tree,
need to be complemented with a model hierarchy tree. The model hierarchy
tree is a traditional binary tree storing the hierarchy of models produced
by the top-down algorithm.

Model applicability tree

Consider the function to the left in g. 6.8. This function is obtained by
interpolating three local models whose applicabilities are indicated with isocurves in the gure. In order to simplify the calculations involved in the
tree-growing algorithm, the bump function is approximated with a probability density function corresponding to an isotropic normal distribution.
The bump function covariance is given by the largest eigenvalue of the co-
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Figure 6.10: Model hierarchy tree resulting from a top-down approach to model complexity increase applied to the function in gure 6.8.
variance matrix in the original distribution. The bump functions in the
nodes of the model applicability tree corresponding to the local models depicted to the left in g. 6.8 are illustrated in the right part of the same
gure. Here the applicability functions are illustrated with dotted ellipses
whose axis are given by the square root of two eigenvalues of the underlying
covariance matrices. The bump functions are shown as solid circles whose
radii are proportional to the square root of their covariance, which in two
dimensions corresponds to their volume. The resulting model applicability tree-structure is given in g. 6.9. Bump functions are denoted i (x)
and model applicability functions are denoted with i (x). The set of basis
functions in a local model is denoted fi(x).
The model applicability tree is indeed a bumptree since the bump functions of the interior nodes are everywhere larger than the underlying leaf
applicability functions ( g. 6.8) and the leaf nodes contains the basis functions of the local models and their applicability ( g. 6.9). The model applicability tree is the data structure used in both the top-down and bottom-up
approach to local model estimation described in the next chapter.

Model hierarchy tree
In the top-down approach models are split in order to try to improve system
performance at the expense of model complexity (Landelius and Knutsson,
1995). If the split causes an increase in system performance, new splits of
the child nodes are taken into consideration. Here, the tree-modi cation
process is stochastic. The probabilities for growing, pruning, and leaving
the tree unmodi ed, depends on the di erence in performance between the
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Figure 6.11: Model applicability trees associated with three steps
of a top-down model expansion process. One single model (left) is
expanded into two models (middle) and three models (right).
old parent model and the new child models. This results in a system that
will never be content, but will inde nitely continue to search for better solutions. For the management of this dynamic model structure it is suitable
to store the emerging model hierarchy in a binary tree.
Assume that a model hierarchy built for the function in gure 6.8 results
in the structure shown in g. 6.10. Here the single model f1 is rst split in
two, f2 and f3 , the rst of which is again split into models f4 and f5 . Each
of these models is assigned a model applicability tree as illustrated in g.
6.11. Note that model f2 has two disjunct applicability areas, whereas the
regions of applicability for the other models can be described by a single
function. An applicability tree associated with a single model will be rather
small and the overhead in the representation, due to the model hierarchy
tree, will be of minor importance.
The two leaf nodes associated with model f2 can be understood if we
assume that models f4 and f5 are treated as one model when the single
global model f1 is to be split in two. Because the model f2 really is two
models with separate regions of support it needs two functions to describe
its applicability, see g. 6.11.
A total model applicability tree can be grown from the applicability
functions found in the leaves of the model applicability trees corresponding
to the leaves in the model hierarchy tree. This results in a total model
applicability tree-structure that is common to both the top-down and the
bottom-up approach, i.e. the tree-structure depicted in g. 6.12.
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Figure 6.12: Total model applicability tree resulting from the last
step in the top-down model expansion process. The contents of this
tree is identical to that of the tree depicted in g. 6.9. Note that
the models and their applicabilities are assigned di erent numbers
in the bottom-up and the top-down procedure.

6.5 Conclusions
A key feature of using local models in learning control is the association
of temporal location with state space locality. To achieve this, parameters estimated by an adaptive system must be stored in a data structure
that associates system state and local controller parameters and allows for
ecient local model update and retrieval.
The tree-structures were put forward as suitable data structures for this
purpose, and two major arguments for this choice were presented. The rst
one is that trees are dynamic data structures that can be grown by on-line
algorithms. This is an essential issue since adaptive learning takes place
on-line. Furthermore, it should be possible to increase model complexity
on demand which in turn calls for dynamic data structures. Second, the
employment of tree-structures allows branch-and-bound techniques to make
use of locality and make local model management more ecient.
Two di erent types of tree-structures were introduced, rst the model
applicability tree which contains local models in its leaves, e.g. local basis
functions and their applicability, second the model hierarchy tree which is
a binary tree without constraints on the interior nodes.
The bump functions in the interior nodes of the model applicability
tree satis es the bumptree constraint meaning that they are everywhere
larger than the applicability functions in the leaves beneath them. By imposing this constraint the use of branch-and-bound techniques for ecient
management of local models can be applied.
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The model hierarchy tree is used to maintain the model hierarchy that
emerges when top-down approaches towards increasing model complexity
are applied. Each of the models that emerge when the top-down approach
is applied is also associated with an applicability tree with one or more
nodes depending on the shape of the applicability region corresponding to
the model.
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Chapter 7

Model parameter estimation
This chapter deals with the estimation of local model parameters. The main
point is to demonstrate how traditional approaches to parameter estimation can be employed to estimate local basis functions and their applicabilities. Even though we use traditional methods as building blocks and there
is a clear in uence from a previously proposed algorithm by Stromberg
(Stromberg, 1994), we believe that the presented on-line estimation algorithm is novel as a whole.
The main di erence between our work and that presented by Stromberg
lies in the view on the local models. Neither the usage of smooth applicability functions, nor the on-line tree-building algorithm has counterparts
in the previous work by Stromberg. In his approach, models are classi ed
by a k-d tree classi er that partitions the state space in disjunct regions
(Morgan and Sonquist, 1963; Friedman, 1979; Breiman et al., 1984) . For
this reason, no interpolation between local models is possible. In order to
train the o -line tree classi er, all samples need to be stored.
Two on-line versions of the estimation algorithm are suggested, both of
which are based on the idea that simple models are preferable and should
not be expanded unnecessarily. The top-down algorithm starts out with a
single model applicable over the entire signal space and ts more models
if performance is unsatisfactory. The bottom-up approach also starts out
with a single model, but here it is not applicable over the entire state space.
Instead, we consider it only applicable as long as it performs well, and when
the performance is degraded a new model becomes applicable. In this way
more local models are brought into use only if the previous ones do not
perform satisfactorily.
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Figure 7.1: State space locality of the model is induced by tting
the model to temporally local data (left). The distribution of model
parameters is quantized which induces a quantization also of the
state space (middle). The state vectors that contributed to a given
model are merged into applicability functions (right).

7.1 Model induced space partitioning
An important observation concerning the distribution of local models is
that it is impossible to determine how the models should be distributed by
only taking into consideration the state vector distribution. The reason is
that noise and uncontrollable components in the state vector will in uence
the model distribution. We have noted this earlier, in connection with the
drawbacks of using self-organizing maps in the state space, see section 5.2.
Instead, the distribution of models must make a di erence in the behaviour of the system in order to be motivated. Remember the lax de nition
of learning as \acquisition of knowledge through experience" from chapter
2. In order to be meaningful, learning implies a change in the system's
behaviour before and after something is learned. Hence, in order to be
meaningful, the redistribution of models should bring about an improvement in the behaviour of the system. This is the key idea in model induced
space partitioning.
In order to nd out how to distribute local models, we observe where
in state space a local model is applicable. To be able to make the association between models and their applicability in state space, we assume
that our system is continuous, at least piecewise. This assumption lets us
induce state space applicability from temporal locality. Temporal model
locality is achieved by employing estimation algorithms that are sensitive
to parameter changes. In this way, we are able to perform some sort of hypothesis test and determine when a new model is needed. While estimating
model parameters, we also keep track of the contributing state vectors in
an applicability model. When a model change occurs, we know not only
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the parameters of the preceding model but also its applicability in state
space.
The above discussion on model induced space partitioning can be summarized in three steps, common to both the top-down and the bottom-up
approach, also see g. 7.1:
1. Fit simple models to recent data, i.e. assume continuity and models
with temporal locality.
2. Quantize the model distribution from the previous step with some
clustering method.
3. Merge the state vectors contributing to a model into an applicability
function, i.e. induce state space locality.

Adaptive parameter estimation

To be able to induce state space locality from temporal locality, we need to
employ some sort of adaptive identi cation algorithm that only takes recent
data into consideration for the parameter t. A basic technique for adaptive
parameters estimation is recursive identi cation (Ljung and Soderstrom,
1983) . In these algorithms, the parameter estimate is updated using some
function of the current observation multiplied with a gain factor. This gain
is used to a ect the in uence of the current observation on the parameter
estimate. Often, the gain is referred to as a \forgetting" factor. With
a large gain, the current measurement will have a large in uence on the
estimate, and information in old measurements will be partly \forgotten".
The gain can also be understood in terms of responsiveness. A large gain
results in a system that quickly adapts to new situations at the expense
of noise sensitivity. This results in a trade-o between alertness and noise
sensitivity. Without prior knowledge of the relation between the parameter
changes and the noise level, the gain or forgetting factor must be made
adaptive (Andersson, 1985).
Several suggestions of how to modify the standard recursive least squares
(RLS) algorithm (Ljung and Soderstrom, 1983)for adaptive system identication have been presented. Common to most of these approaches is that
parameter changes are detected and that the gain factor is modi ed accordingly. However, in order to obtain a responsive system after a model change
is detected, the gain need to be signi cantly increased with the result that
the algorithm is essentially restarted. This illuminates the problem with
such a scheme: if the detection was a false alarm, the information accumulated in the old parameter estimate would be lost.
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An example of an algorithm that does not su er so much from the
problem above is adaptive forgetting through multiple models (AFMM)
(Andersson, 1985). This method will be used throughout this chapter as
one of the building blocks that constitutes the proposed algorithms for local
model identi cation. AFMM is a recursive identi cation method which is
capable of identifying systems with time varying parameters so that both
slow, fast, and abrupt changes may be tracked adequately. In case of a
false alarm, the algorithm is able to correct the mistake without losing any
accumulated information in the parameter estimate (Andersson, 1985).
To better understand the experiments in this chapter, a short review
of the workings of AFMM is appropriate. The system to be identi ed is
assumed to be linear in the state vector and to take stochastic jumps at
each time instance:

wk+1 = wk + k
yk = wkT xk + k :

(7.1)
(7.2)
Here,  denote a white noise process. The parameter jumps, due to , occur
with probability q and are modelled as:

(

k = k w.p. q

(7.3)
0 w.p. 1 , q;
where k is another white noise process, uncorrelated with k .
AFMM is a Bayesian approach, and the probability density function for
the parameter vector is approximated with a mixture of N normal density
functions gi :

p(w j x; y) =

N
X
i=1

i gi (w; vi ; Pi ) ;

X
i

i = 1:

(7.4)

The mean vectors and covariance matrices of the models in the mixture are
given by vi and Pi respectively.
An estimate of the parameter vector is at each time instance calculated
as an interpolation between the N di erent models, where each model is
weighted according to its probability:

w=

N
X
i=1

p(wi j x; y) vi :

(7.5)

A correct recursive update of the mixture model can be shown to result in
a growth of the mixture to include 2N models in the next time step. For
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Figure 7.2: AFMM applied to a sinusoidal signal (left). A linear and
a constant function make up the local basis (middle). The evolving
parameter estimates from AFMM (right). The model jumps are
indicated with vertical dashed lines.
this reason, a heuristic update is performed in order to keep the number of
models in the mixture constant (Andersson, 1985):
1. Update each of the N models with a Kalman lter.
2. Compute the new model probabilities.
3. Delete the least probable model.
4. Split the most probable model into two. Increase the covariance of
one of these models in order to make it more alert to changes.
An example of AFMM estimation is given in gure 7.2. The sinusoidal
signal to the left in the gure is identi ed using a linear function and a constant as basis functions in the state vector, i.e. xk = (k 1)T , as illustrated
in the middle of the gure. The parameters estimated by the AFMM algorithm are depicted to the right in the same gure. Two jumps are detected,
i.e. time instances when a new model becomes the most probable one. The
time instances for these two jumps are indicated with dashed vertical lines
in the gure. Since two jumps occur, the algorithm detects three di erent
models. Note that the number of di erent models detected by the algorithm not necessarily equals the number of models in the mixture. In the
example, the number of models in the mixture was equal to 16 but the
AFMM algorithm only detected three di erent models.
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Figure 7.3: Left: Estimated mean parameter vectors (dots) and
covariance matrices (ellipses) corresponding to the rst (dotted),
second (dash dotted), and third (dotted) segment. Right: Bump
functions in the model applicability tree associated with the applicabilities of the three local models in the left gure.

Model clustering

From the previous paragraph it is clear that the AFMM algorithm performs
a temporal segmentation of the signal. Each such segment can then be assigned a model. If the jump could be estimated exactly, the best parameter
estimate would be given by the estimate right before the jump occurred.
Due to noise, it is better to estimate the model with a weighted mean of the
parameter vectors belonging to the segment. In the weighting procedure,
we treat recent parameter estimates as more important than earlier ones.
The covariances of the model parameters also turn out to be of interest
and a weighted covariance matrix can be calculated in the same manner.
Hence, for a segment between jumps that occurred at time instances kn,1
and kn , we calculate the weighted average mean vector v and covariance
matrix P as:
kn
X
v = P 1kn ,j
j

kn ,j w
j

(7.6)

P = P 1kn ,j
j

kn ,j (wj , v)(wj , v)T :

(7.7)

j =kn,1
kn
X
j =kn,1

It is straight-forward to restate the sums in the equations above on a recursive form suitable for on-line calculations. The gain, or decay, parameter,
2 [0; 1], determine the importance of estimates with respect to their age.
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An example of the result from these calculations is given in g. 7.3. To
the left in this gure the two parameters, estimated in the example shown
in gure 7.2, are plotted against each other. The paths of the parameters
belonging to the rst, second, and third segment are marked with dash
dotted, dotted, and dashed lines respectively. Initially, the parameter vector is given by w0 = (0 0)T . The weighted mean vectors and covariance
matrices associated with the three segments are illustrated with lled dots
and ellipses. Since recent estimates are treated as more important in the
calculations, the mean vectors become located near the end of each segment.
To avoid that a new segment is associated with a new model, if the
model has been identi ed earlier, we cluster the temporally local models.
In order to determine if a new model parameter vector has been identi ed
earlier, i.e. if it is probable that it belongs to one of the clusters seen so
far, we perform a hypothesis test. There are many clustering procedures
to be found in the literature and here we adopt the one used by Stromberg
since it is simple, works on-line, and suces to illustrate the workings of
our overall approach (Stromberg, 1994). Note that the on-line requirement
needs to be satis ed by any clustering procedure that is employed as a
building block in our estimation algorithm for local models.
The clustering procedure suggested by Stromberg works by repeated
hypothesis tests. The assumption is that the current parameter estimate,
as well as the previously clustered ones, are normally distributed. For a
new parameter mean vector v, we test the null hypothesis:

H0 : v = vm ; m = 1; : : : ; M:

(7.8)

Here, a test is performed for each of the M clusters obtained so far. A suitable distance measure that takes the parameter uncertainties, manifested
in the parameter covariance matrices, into consideration is given by:
v2 = (v , vm )T (P + Pm ),1 (v , vm ):

(7.9)

It can be shown that this test variable is X 2 -distributed with d degrees of
freedom, where d equals the dimension of the parameter vector.
Given a signi cance level 2 [0; 1] of the test, a threshold  ( ) can be
computed that satis es:
= P (v2 >  ( ) j v = vm ):

(7.10)

We reject the null hypothesis H0 if the test variable is greater than
the threshold  ( ) for all cluster centres vm . In this case, we create a new
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cluster where the mean vector and covariance matrix is given by the current
estimates:
vM +1 = v; PM +1 = P:
(7.11)
If there are at least one cluster for which the null hypothesis is accepted,
we assign the new estimates to the cluster with the smallest distance measure. The mean vector and covariance corresponding to the cluster which
minimized the distance are then updated according to:

vm = (P ,1 + Pm,1 ),1 (P ,1 v + Pm,1 vm )
(7.12)
T
Pm = Pi + (v , vi )(v , vi) :
(7.13)
Here fvi ; Pi g equals fv; P g or fvm ; Pm g, depending on which of the tuples

that maximizes the norm of the right hand side in eq. (7.13). Both the
update of the mean vector and the covariance matrix bear strong similarities
to the calculation of a mean vector and a covariance matrix for a new parent
node in a bumptree, as discussed in the previous chapter.
The choice of the signi cance level, , of the test is reported not to be
critical (Stromberg, 1994). In order not to cluster two models that should
be treated as di erent, a reasonable small -value should be preferred.

Applicability clustering

In a way similar to the estimation of the model parameters, we can estimate
the applicability function to be associated with a segmented model. We
do this by regarding the contributing state vectors from the segment as
stemming from a normal distribution. Again, we estimate a mean vector m
and a covariance matrix C , but this time for the state vectors x instead of
the parameter vectors w. Note that we know where the model changes but
not to what. Hence, we do not pay more attention to recent state vectors
since the model, whatever estimate it will be assigned, is supposed to be
equally valid at the beginning and at the end of the segment:
kn
X

m = k , k1 + 1
xj
n
n,1
j =kn,

(7.14)

C = k ,1k
(xj , m)(xj , m)T :
n
n,1 j =kn,

(7.15)

1

kn
X

1

Also these two expressions are straight-forward to restate on a recursive
form which allows for an on-line implementation, as was the case with the
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weighted mean parameter vector and covariance matrix in equations (7.6)
and (7.7).
At the end of a segment we have an applicability function that can be
inserted as a new node in a model applicability tree by the on-line treebuilding algorithm described in the previous chapter. However, we do not
want to insert a new node if the applicability function has already been
inserted in the tree. Due to noise, we again need to perform a hypothesis
test to determine if the new applicability function di ers enough from the
most similar of the applicability functions in an existing model applicability tree to motivate the creation of a new leaf node. The test for model
discrimination, given by eq. (7.8) in the paragraph on model clustering, can
be reused since the applicability functions are Gaussian:

H0 : m = mn; n = 1; : : : ; N:
We reject the null hypothesis H0 if the test variable is greater than the
threshold  ( ) for the most similar leaf applicability function, i.e. the one
suggested by the tree-growing algorithm to become sibling to the new node.
In this case, the new node is inserted in the model applicability tree.
If, on the other side, the test variable comes out below the threshold, we
update the mean vector and the covariance matrix belonging to the most
similar leaf applicability function according to equations (7.12) and (7.13),
where v and P are replaced by m and C .
The bump functions and the applicability functions in the model applicability tree resulting from the insertion of the three applicability functions,
associated with the three segments to the right in g. 7.2, are illustrated to
the right in gure 7.3. Here, the leaf applicability functions, which in the
one-dimensional case coincide with the leaf bump functions, are marked
with solid lines, and the bump functions associated with the interior nodes
are marked with dashed and dash dotted lines.

7.2 Bottom-up approach
Let us now review the building blocks in the paragraphs of the preceding
section in order to see that they can be put together in a four step on-line
algorithm for bottom-up local model estimation. The rst three steps are
identical to the ones for model induced space partitioning, described earlier.
An extra step is added for model synthesis by growing a model applicability
tree:
1. Fit temporally local simple models.
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Figure 7.4: Left: Three models acquired by the model clustering algorithm. Middle: Their corresponding Gaussian applicability functions. Right: The normalized applicability functions (dotted) are
used in the approximating interpolation (solid).
2. Cluster the estimated local models.
3. Estimate model applicabilities.
4. Synthesize a global model.
The rst step is to t simple models to temporally local data. This is
achieved by employing AFMM, or any other favourite adaptive estimation
algorithm that is alert and still robust enough to identify the parameter
variations. Recall the example where AFMM was applied to a parameter
varying system as given by gure 7.2, where three di erent linear models
were identi ed.
Second, quantize the model parameter distribution, the output from
the rst step, to get a small set of local models. A clustering of the model
parameters performs this step which also avoids treating models that have
already been identi ed as new. The clustering must be performed on-line
and we use the algorithm presented in the previous section to illustrate
this step. The application of the clustering algorithm to the parameters
estimated by AFMM is illustrated to the left in g. 7.3. The resulting
linear models are given to the left in gure 7.4.
Third, model applicabilities are estimated. This is done by approximating the distribution of the state vectors contributing to a given temporally
local model with a normal distribution. The mean vector and the covariance for the distribution are estimated and the corresponding Gaussian
probability density function is used as the model applicability function.
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Figure 7.5: The model applicability tree associated with the tree
local models estimated by the bottom-up algorithm. Notations correspond to the ones in g. 7.3.
The applicability functions associated with the three linear models from
the quantization step are depicted in the middle of g. 7.4.
Finally, a global model is synthesized from the local model estimates
by growing a model applicability tree. A new leaf node is inserted if the
applicability of the new model di ers enough from the ones already present
in the leaf nodes. Note that this step is activated even if the new model
has been assigned to an existing cluster, since it may be the case that this
model is applicable in di erent regions of the state space. If the di erence
in terms of applicabilities is not big enough, the leaf with the most similar
applicability function is updated. This update includes the applicability
function, given in equations (7.6) and (7.7), as well as the basis functions,
stated in equations (7.6) and (7.7). For stochastic systems, several basis
function sets can share the same applicability function. How this can be
administrated is discussed in section 8.2 of the next chapter.
The model applicability tree can also be used to improve the performance of the AFMM algorithm. When a new model becomes the most
probable one, we can use the information in the model applicability tree
as a priori knowledge when AFMM updates its models. One way to incorporate the information in the tree is to replace the second least probable
model with the model suggested to be most probable by the tree (Gustafsson and Stromberg, 1989). The probability of the model suggested by the
tree could be made dependent on its current applicability.
The bump functions and the applicability functions associated with the
three estimated models to the left in g. 7.3 are illustrated to the right in
the same gure. The structure of the corresponding model applicability
tree is shown in g. 7.5.
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Figure 7.6: Left: Estimated mean parameter vector (dot) and covariance matrix (ellipse) corresponding to a single model. Right:
Applicability function corresponding to the single model.

7.3 Top-down approach
The building blocks presented in section 7.1 can also be utilized in a topline algorithm for local model estimation. However, an extra procedure for
model splitting is needed. The four steps in the top-down algorithm can
then be outlined according to:
1. Employ an algorithm for adaptive parameter estimation.
2. Split each leaf model parameter distribution in two.
3. Estimate the new model applicabilities.
4. Synthesize a new global model.
Again, the rst step is performed using an adaptive identi cation algorithm, e.g. AFMM. The important thing here is that the algorithm is fast
enough to follow the varying parameters in order to get a good estimate of
the mean and the covariance of the parameter distribution. As an example
consider modelling the signal to the left in 7.2. The two parameters output
from the AFMM algorithm together with the estimated mean parameter
vector (dot) and parameter covariance matrix (ellipse) are shown to the left
in gure 7.6.
The second step di ers from the bottom-up algorithm in that only two
new models are allowed to emerge from any existing leaf model in the model
hierarchy tree. To achieve this, the model parameter distribution in a leaf
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Figure 7.7: Left: Estimated mean parameter vectors (dots) and
covariance matrices (ellipses) corresponding to the two child models
emerging from the split. The classi cation of the model parameters
is indicated with dotted and dashed lines. Right: Applicability
functions corresponding to the state vectors associated with the
two models (dotted and dashed respectively).
node is modelled with a mixture of two normal distributions:
X
p(w) = p(wi)p(w j wi) = 12 g1 (w; w1 ; P1 ) + 12 g2 (w; w2 ; P2 ):
i
(7.16)
The parameters in this mixture can be estimated in a number of ways and
here we suggest an expectation maximization (EM) algorithm (Duda and
Hart, 1973) to show the principles in the top-down algorithm. To arrive
at the EM algorithm we rst maximize the log-likelihood of the observed
mode parameters with respect to the parameters in the mixture:
max fE [ log

fwk ;Pk g

Y
w

p(w) ] g = fwmax
fE [
;P g

X

k k

w

log p(w) ] g; k = 1; 2:
(7.17)

The parameters that solve the maximization problem in equation (7.17)
can be found by an iterative procedure (Duda and Hart, 1973). To t our
purpose we have modi ed it by introducing an weighting function, (w):

P (w) p(w j w) w
Pw (w) p(wk j w)
P w (w) p(w kj w) P
Pk0 = Pw (w) p(wk j w) :

wk0 =

w

k

(7.18)
(7.19)
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Figure 7.8: Left: Estimated mean parameter vectors (dots) and
covariance matrices (ellipses) corresponding to the four child models emerging from the second split. The classi cation of the model
parameters is indicated with alternating dotted and dashed lines.
Right: Applicability functions corresponding to the state vectors associated with the four models (alternating dotted and dashed lines).
Here the index k refers to one of the two parameter tuples in the mixture
while w0 and P 0 denote the next estimates in the iterative procedure for
nding the mean vectors and covariance matrices. The distributions p(wk j
w) are obtained from eq. (7.16) and Bayes law. It is possible to restate the
sums over w in recursive form which allows for an on-line implementation
of the algorithm (Traven, 1991). The weighting function, (w), allows us
to direct the attention of the algorithm to parameter samples that stem
from the leaf model under consideration, e.g. by forming the function as
the product between model applicability and model certainty.
As outputs from the second step we get two new mean vectors and two
new covariance matrices for each leaf node in the model hierarchy tree. The
result of applying the EM algorithm to the model parameter distribution
given to the left in g. 7.6 is illustrated to the left in g. 7.7. Applying it
once more on each of these two distributions gives rise to the four models
depicted to the left in g. 7.8. In this case, the normalized applicability
functions of the two parent models are used as applicability functions (w),
in order to determine how much the sample w should in uence the splitting
of model one and two respectively.
The third step in the top-down algorithm is to associate applicability
functions with the new models that emerged from the split procedure. In
the bottom-up case we could simply model the state vectors that belong
to a given model segment with a normal distribution. However, when we
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Figure 7.9: Approximating a sinusoidal signal (dashed) by interpolating local models according to their normalized applicabilities
(dotted). Left: Approximating with a single model (solid). Middle:
Interpolation using two local models obtained by splitting the single model distribution into two. Right: The resulting approximation
using the four local models emerging when the mode distribution is
split twice.
take the rst step in the top-down algorithm we do not know what new
models will emerge from the second step, and no segmentation is available.
When the two models are obtained, it is, however, possible to induce a
segmentation of the state vectors via the segmentation of the two models.
Each state vector, x, gives rise to a parameter estimate, w, via AFMM.
This estimate can be classi ed as belonging to either model w1 or w2 according to the hypothesis test in equation (7.8). The result from such
a classi cation is shown to the left in g. 7.6, where the parameter estimates belonging to the rst and second model are marked with dotted and
dashed lines respectively. From this we now induce a classi cation of x as
belonging either to the region of applicability governed by function 1 (x)
or 2 (x). The same procedure as the one used in the bottom-up case can
now be applied to estimate the parameters of these two applicability functions. Since the model segmentation is based on the distance measure in
equation (7.9), we can use this measure as a weight in the algorithm that
estimated the applicability functions k in order to avoid disjunct regions
in the classi cation.
The applicability functions associated with the recursive splitting of the
root model and its two children are shown to the right in gure 7.7 and
g. 7.8 respectively. The line styles indicate which model that induced the
estimation of the applicability function.
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Figure 7.10: Left: Model hierarchy tree after two splits. Each model
has only a single applicability functions as indicated in the tree
nodes. Right: Global model applicability tree after two splits. The
numbering of the local models in the two trees are in accordance
with each other.
The last step in the top-down algorithm is to synthesize a global model.
From the third step we have one model applicability tree associated with
each of the new models emerging from the split. The global model applicability tree can then be updated by inserting the leaf nodes associated with
each of the new model applicability trees. In this process, a new leaf node
is inserted only if the applicability of the new model di ers enough from
the ones already present in the leaf nodes of the total applicability tree. If
the di erence is not big enough, the leaf with the most similar applicability
function is updated. This update includes both the applicability function
and the basis functions as was the case also with the bottom-up algorithm
in section 7.2. The model applicability tree can again be used to improve
the performance of the AFMM algorithm as described in section 7.2.
The normalized applicability functions and the approximations resulting from the model synthesis, using one, two, and four local models, are
shown from left to right in g. 7.9. The nal model hierarchy tree, including
the model applicabilities, is depicted to the left in g. 7.10 and the global
model applicability tree is shown to the right in the same gure.

7.4 Conclusions
Our approach to achieving a exible and general system is to start out with
a simple system, and increase its complexity only if better performance is
required and achieved. The problem of how to distribute new local models
then arises.
In chapter 5 we made the important observation that it is impossible
to determine how the models should be distributed by only taking into
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consideration the distribution of state vectors. The reason for this is that
the distribution of models need to make a di erence in the behaviour or
output of the system in order to be motivated. If the distribution of models
in state space is based only on the distribution of state space vectors, there
is no guarantee that the behaviour of the system will be improved. This
means that there is a severe risk that models are wasted on areas in state
space which are already handled by existing models.
The insight that changing system behaviour is the key to local model
distribution leads us to the introduction of model induced space partitioning. Under the assumption of piecewise continuity, we can induce state
space applicability from temporal locality. Temporal model locality is
achieved by employing adaptive estimation algorithms that are sensitive to
parameter variations. The model applicability in state space is estimated
from the state vectors that contributed to the estimation of a given model.
Hence, when a new model is called for, we know not only the parameters
of the preceding model, but also its applicability in state space.
Two on-line versions of the estimation algorithm are suggested. Both
are demonstrated to work by employing basic building blocks for estimation,
clustering and classi cation. The top-down algorithm starts out with a
single model applicable over the entire signal space and ts more models
on demand. The bottom-up approach starts out with a number of models in
parallel, each of which is associated with a probability distribution. When
the most probable model changes, the previous model and its applicability
are clustered and memorized. In this way, more local models are brought
into use only if the previous ones are unable to approximate well enough.
Note that the number of models that can emerge is not restricted by the
number of models running in parallel.
The applicability functions and the basis functions corresponding to the
new emerging models are stored in a model applicability tree as described
in the previous chapter. This tree is grown and updated on-line, when new
models and applicability functions emerge.
There is a di erence in on what grounds model complexity is increased
in the two approaches to local model estimation. The top-down approach
can easily be made dependent on the reward received by the system since
we have the possibility to retreat to a simpler model structure by pruning the model hierarchy tree. The connection to system performance is
achieved by allowing the model hierarchy tree both to be grown and pruned
with a probability that is dependent on how much the system performance
changed due to a previous split. By working with probabilities for model
expansion and reduction we arrive at a system that is never content and
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where there is always a certain probability that ne model structures are
discovered (Landelius and Knutsson, 1995). The bottom-up approach, on
the other hand, suggests new models whenever a new one becomes the most
probable one in AFMM. Even though it is possible to monitor the change
in performance when a new model is employed, it is not clear which model
should be applicable if a model is deleted. This is due to the absence of a
model hierarchy tree in the bottom-up approach.

Chapter 8

Learning in action
The aim of control design was in chapter 5 de ned as nding an appropriate
functional or probabilistic mapping from system state to control outputs.
It was also argued that local models have the potential to help solving problems in high-dimensional spaces and that global models have not. We then
suggested two approaches to learning control based on local models. One
treats the problem locally as a linear quadratic regulation problem and the
other works with adaptive critics and models the Q-function, describing the
long term reward, locally with a quadratic function. The learning control
approach provides us with the best from the worlds of gain scheduling and
adaptive control by combining memory and adaptation.
In this chapter we outline how local LQR controllers and local ADHDP
(Q-learning) controllers can be derived from estimated local models of the
environment and the long term reward respectively. In this process we
employ the methods for model synthesis and model parameter estimation
described in the previous chapters.

8.1 Algorithm architecture
The architecture of the learning control algorithm will be common to both
the local LQR approach and the local ADHDP approach and is a hybrid
between adaptive control and gain scheduling (Baker and Farell, 1992).
Another feature shared by the two approaches is that they are based
on what is known as indirect control. This means that the control law is
derived from an explicit model of the environment or the long term reward
in contrast to the direct control where the control law itself is modelled and
estimated directly from measurements.
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Figure 8.1: The environment, controlled by a hybrid structure containing both adaptation and learning.

Adaptation and learning
In the hybrid architecture a fast adaptive system is complemented with
a learning system that cluster the model parameters and associates them
with their applicabilities in state space. These clusters and associations are
then memorized by the learning system and organized in a data structure
suitable for ecient access, as described in the previous chapter. It is also
possible to compute local controllers from the model estimates and store
them in the model applicability tree, together with the local models of the
LQR system or the Q-function.
Consider g. 8.1 as an illustration of such a hybrid system. The output from the learning system is used by the adaptive system identi cation
algorithm as an a priori estimate, wa , of the model parameters associated
with the current operating condition. This allows the adaptive algorithm
to react faster and avoids that previously identi ed models are treated as
"novel". The output from this algorithm is fed back to the learning system
which considers it as an a posteriori estimate of the parameters wp . This
estimate then tunes the mapping memorized by the learning system.
By adopting this hybrid approach, we can keep the best parts from
worlds { adaptive control and gain scheduling. This also allows for inclusion of a priori knowledge in the learning system. This is made especially
simple by the use of local models, since there might be information available on how to generate proper responses in some areas of the state space.
The adaptive system is used for anticipation of new information, either
because the system enters new unexplained parts of the state space or because models in previously visited regions change. Without noise and time
varying e ects, the contribution from the adaptive system diminishes and
eventually becomes zero. With these e ects present, the contribution from
the adaptive system eventually becomes small but nonzero. The result is
a synergistic hybrid system that has the potential to outperform any of its
individual components (Baker and Farell, 1992).
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Indirect control
In order to bene t from the strength of optimal control strategies we need
to employ an indirect approach since optimal control relies on the existence
of explicit or implicit parametric models of the long term reward. These
models are identi ed using on-line system identi cation algorithms and are
used to infer an optimal controller.
Recall the two approaches suggested in chapter 5. In the rst one local
models of the system, fAi ; Bi g, and the instantaneous reward, fPi ; Ri g, are
identi ed. Indirectly these models then induce a control policy

y = arg max
fr(x; y; fPi ; Ri g) + V(f (x; y; fAi ; Bi g))g
y

(8.1)

through V , given by Bellman's optimality equation in chapter 3:

V (x) = max
fr(x; y; fPi ; Ri g) + V (f (x; y; fAi ; Bi g))g:
y

(8.2)

The second approach is based on a direct parameterization, Q~ , of the
long term reward. If this function is approximated locally with a quadratic
function, parameterized with matrices fHi g, an optimal controller can be
calculated according to

y = arg max
Q~ (x; y; fHi g):
y

(8.3)

Again the expression for the optimal policy is related to Bellman's optimality equation, this time stated in terms of the Q-function:

Q~ (x; y; fHi g) = r(x; y) + max
Q~ (f (x; y); a; fHi g):
a

(8.4)

How to infer global controllers from models of local LQR systems and
local Q-functions is the topic for the next section.

8.2 Response generation
The purpose of the models found by the hybrid identi cation system is
to provide material for the construction of local controllers. Mechanisms
for the synthesis of local controllers can be built into either the adaptive
system or the learning system. The issue of control synthesis as well as the
di erences arising due to the choice of structure are discussed below.
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Model fusion
Model fusion is an issue that arise in many aspects of local learning control.
We have already encountered this problem twice, rst in the adaptive system AFMM, where the parallel models need to be fused in order to produce
an estimate, second when the learning system performs clustering of model
parameters and state space vectors. Now, model fusion is again necessary
in order to arrive at a local controller.
There are essentially three ways of fusing the local models identi ed by
the machinery described in the previous chapter. We will refer to them as
optimal control, idealized gain scheduling, and less idealized gain scheduling
respectively, where the two last notations are due to Rugh, (Rugh, 1991). In
optimal control, the tools in chapter 3 are applied to the entire estimated
model. Idealized gain scheduling produces a single simple model which
then is used to infer the controller. Less idealized gain scheduling relies on a
discrete set of local controllers designed from the set of local system models.
These controllers are then interpolated according to their applicabilities to
form a global controller.
The optimal control approach results in a control policy that is optimal with respect to the model at hand. Which of the gain scheduling
approaches is the better one seems to be an open question. It is not clear
that scheduling (interpolating) the output from local linear control laws
always is superior to interpolating the plant parameters and computing the
corresponding continuously parameterized control law (Rugh, 1991).

Interpolating responses
It is possible to produce a response by interpolating between di erent controllers both for the local LQR approach and the ADHDP approach. Moreover, the controller can be synthesized based on either optimal control or
one of the two forms of gain scheduling which altogether results in six
possibilities.
Let us begin with the design of a local LQR controller based on optimal
control. In this case the controller is given by eqs. (8.1) and (8.2). However,
these two equations pose a formidable optimization problem which is the
reason why we in this case resort to gain scheduling. Less idealized gain
scheduling can in this case be compared to the use of decoupled Riccati
equations in the problem o jump linear quadratic control, described in section 5.5. The optimal solution in this case is related to a number of coupled
Riccati equations and an approximation with decoupled equations will produce a suboptimal controller. However, it is possible that a lesson can be
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Figure 8.2: Left: Local controllers (solid and dashed) inferred from
two local Q-functions with applicability according to the dotted
functions. Right: Di erent interpolation strategies results in di erent controllers. Interpolation of two local control laws (solid) according to optimal control (eq. 8.10 dashed), idealized gain scheduling (eq. 8.12 dashed-dotted), and less idealized gain scheduling (eq.
8.13 dotted).
learned from the jump linear case and that the suboptimal approach can be
improved upon by modelling the model transitions as jump probabilities.
Next, let us consider idealized gain scheduling applied to the local LQR
formulation. In this case the model parameters, fA; B; P; Rg, used in the
indirect design of the controller L are calculated for each state x according
to:
X
X
fA(x); B (x); P (x); R(x)g = f i(x) Ai ; : : : ;
i (x) Ri g:
i
i
(8.5)
In this equation the applicabilities i (x) are interpreted as model applicability functions stored by the learning system. Another interpretation in
terms of model probabilities is treated in the next section. When the state
dependent parameter matrices have been obtained, a controller is designed
for each state according to:
y = L(x) x = ,(R(x) + B (x)T R(x)B (x)),1 B (x)T K (x)A(x) x:
(8.6)
Here, the the matrix K (x) need to be solved in each state. It is obtained
as the solution of the Riccati equation:
K (x) = P (x) + A(x)T [K (x) , K (x)B (x)(R(x)
+ B (x)T R(x)B (x)),1 B (x)T K (x)]A(x):
(8.7)
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When less idealized gain scheduling is employed together with the local
LQR approach, the total controller is formed as a linear combination of the
local controllers, Li :
X
y=
(8.8)
i (x) L(Ai ; Bi ; Pi ; Ri ) x:
i

Again, the applicabilities may correspond to model probabilities in the
adaptive system or model applicabilities in the learning system. Each of
the local controllers Li in the above equation is given by an equation corresponding to eq. (8.6), where the state dependent system matrices are
replaced with the local estimates Ai ; Bi ; Pi ; Ri , and Ki .
Similarly, the ADHDP approach can be realized using optimal control,
idealized gain scheduling, and less idealized gain scheduling.
The optimal control approach considers the approximated Q-function
as the optimal one and the optimal controller is inferred from Bellman's
optimality equation:

X T T
y = arg max
Q
(
x;
y;
f
H
g
)
=
arg
max
(x y )Hi
i
y
y
i

x

y :

The solution to this equation is given by

y=,

X

i (x)Hi;yy

, X
1

i (x)Hi;yx x

(8.9)

= L(fHi g) x:

(8.10)
In idealized gain scheduling, a total model of the Q-function, Q(x; y) =
(xT yT )H (x)(xT yT )T , is formed by interpolation of the local estimates,
either from the adaptive or the learning system. The total model is parameterized using the matrix H :
X
H (x) =
(8.11)
i (x) Hi :
i

From this estimate an optimal controller can be inferred according to Bellman's optimality equation:

xTH

y = L(H (x)) x = arg max
y y

xx
Hyx

Hxy
Hyy

x

,1
y = ,Hyy Hyx x:(8.12)

Let us turn to the case when less idealized gain scheduling is employed
together with ADHDP. Similarly to the local LQR case, the total controller
here results from an interpolation of local controllers, Li :
X
y=
(8.13)
i (x) Li (Hi ) x:
i

8.2 Response generation
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Again, each of the local controllers Li (Hi ) in the above equation is given by
an equation corresponding to eq. (8.12) with H (x) replaced with the local
estimate Hi .

Stochastic responses

In the preceding section we noted that responses can be generated by interpolating model parameters or responses from local controllers. However,
in some situations interpolation does not provide a good result. As examples of such situations consider passing an obstacle on the oor, playing a
backhand or a forehand in tennis, stepping on the gas or brake when approaching a green and yellow trac light. In each of these situations either
of two responses are plausible but interpolating between them results in
an erroneous behaviour. Situations like these call for a stochastic choice
between a number of plausible models. This is easy to implement using
local models by viewing the applicability functions as probabilities instead
of interpolation coecients.
The response is generated in two steps. First select the model k 2 [1; N ]
to use for response generation viewing the applicabilities as probabilities:

P (k = i) = i(x);

X
i

i (x) = 1:

(8.14)

Second generate the response from the local model with index k. This is
done by calculating the locally optimal controller which for the local LQR
approach results in:

y = L(Ak ; Bk ; Pk ; Rk ) x = ,(Rk + BkT Rk Bk ),1 BkT KAk x:

(8.15)

As was the case for less idealized gain scheduling in the previous section,
the matrix K is obtained from fA; B; P; Rg as the solution of the Riccati
equation (8.7).
When local ADHDP is employed, we generate a response from the local
controller obtained from the local Q-function with the index k:
,1 Hk;yx x:
y = L(Hk ) x = ,Hk;yy

An example with stochastic responses

(8.16)

Let us illustrate the use of stochastic response generation with the ADHDP
approach. The system in this example is linear, and the instantaneous
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Figure 8.3: Left: The instantaneous reward function. Right: The
two local response functions (solid and dashed lines) together with
their normalized applicabilities (dotted). Weighting the output
from the local models according to their applicabilities result in
the interpolated response function (dash-dotted).
reward is given by a state depended weighted sum of two local quadratic
functions:
xk+1 = f (xk ; yk ) = A xk + B yk
r(xk ; yk ) = xTk [ 1 (xk ) P1 + 2 (xk ) P2 ] xk
+ykT [ 1 (xk ) R1 + 2 (xk ) R2 ] yk :
Here the state vector is augmented with a constant, x = (x0 1)T in order to
specify two rewarding states, x0 = ,1 and x0 = +1, using the two quadratic
forms P1 and P2 . The instantaneous reward function, r, is illustrated with
iso-lines in g. 8.3, left. Let us assume that the parameter estimation
algorithm described in the previous chapter suggests that the Q-function
should be approximated with a sum of two local quadratic functions:
Q(x; y) = 1 (x) Q1 (x; y) + 2 (x) Q2 (x; y):
This function can be used for response interpolation, for example according to less idealized gain scheduling. In this case the response is obtained through interpolation between two response functions, yi = Li x; i =
1; 2. These two response functions are shown with solid and dashed lines to
the right in g. 8.3. The interpolated response function and the normalized
applicability functions are shown in the same gure with dash-dotted and
dotted lines respectively.
The Q-function can also be used for stochastic response generation in
which case the model applicabilities are viewed as probabilities for choosing
the response suggested by that particular model as the resulting response.
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Figure 8.4: Top left: Normalized model probabilities or applicabilities. Top right: States (horizontal) and stochastic responses (vertical) plotted against each other. Bottom left: Received reward by
the stochastic (solid) and the deterministic (dotted) system. Bottom right: States (horizontal) and deterministic responses (vertical)
plotted against each other.
The states and responses that result if our example system uses a random selection between two possible response functions, as given in eq.
(8.14), are shown to the top right in g. 8.4. To the bottom right in the
same gure the result of selecting the interpolated response is illustrated.
The rewards received by these two strategies are depicted to the bottom left
in g. 8.4. Note that in this case a stochastic strategy is superior to a deterministic strategy based on the interpolated response. When the system
is in state x = (0 1)T , both response functions are equally applicable. However, the reward is obtained only if one of the functions are employed, since
this will make the system end up in the vicinity of either state x = (,1 1)T
or state x = (1 1)T , both of which are rewarding. If the interpolated
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Figure 8.5: The uid bi-tank system modes. Left: mode 1. Middle:
mode 2. Left: mode 3.
response is employed, the system gets stuck in the neighbourhood of the
non-rewarding state, x = (0 1)T .

8.3 Fluid bi-tank experiments
In this section we demonstrate how the methods for model synthesis and
model parameter estimation can work together to solve a reinforcement
learning problem. The local LQR approach and the local ADHDP approach
are both applied to the same task to illustrate the workings of the two
di erent learning algorithms.
The system used for the two experiments is adopted from an experiment
conducted by Stromberg and consists of a uid bi-tank, where the state
vector is given by the uid levels in the two tanks, see g. 8.5 (Stromberg,
1994). The two compartments are separated with a wall of height h < H ,
where H is the height of the outer walls. The system input and the control
output is the uid ow into the left compartment. Both tanks are emptied
at a rate proportional to their uid level. This means that the system
dynamics can be modelled with three linear models corresponding to the
three di erent modes illustrated in g. 8.5.
1. The level in the left tank is below h. 2. The level in the left tank
is h and uid ows over into the right compartment. 3. Both levels are
above h and the two tanks appear as one. Hence, the system dynamics is
state dependent and can be modelled as a linear parameter varying (LPV)
system:

xk+1 = A(xk ) xk + B (xk ) yk ; fA(xk ); B (xk )g 2 fAi; Bi g3i=1 :
Three tasks are de ned via three instantaneous reward functions. These
are not state dependent and the index, j = 1; 2; 3, refers to the task number
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Figure 8.6: Local LQR approach. Top left: Input signal used for
exploration. Top right: Signals to model, left tank level (solid),
right tank level (dashed), and instantaneous cost (dotted). Bottom
left: Evolution of three of the estimated parameters. Bottom right:
State vectors (dots) and model applicabilities (solid ellipses) together with the bump functions (solid circles) in the corresponding
model applicability tree.
and not to the system mode:

r(xk ; yk ) = xTk Pj xk + ykT Rj yk ; j = 1; 2; 3:

(8.17)

Again, the state vector is augmented with a constant, x = (x0 1)T , in order
to de ne rewarding states other than at the origin.
The rst task is to drive the system into mode 1, i.e. the left tank should
contain a certain amount of water and the right tank should be empty. In
the second task the system should be in mode 2, i.e. the left tank is full
and the right tank is lled to a given water level. Finally the third task is
to get the system into mode 3, i.e. to ll both tanks so that they appear as
one tank with a water level above the height of the separating wall.

144

Learning in action

Local LQR approach

In the experiments with the local LQR approach we have employed less idealized gain scheduling and model interpolation. Hence, in each experiment
we rst estimate a number of local parameter matrices, fAk ; Bk ; Pk ; Rk g,
and their applicability functions. Then, local controllers corresponding to
each of the local models are inferred:
X
y=
(8.18)
i (x)Li (Ai ; Bi ; Pi ; Ri ) x:
i

Here, each local controller, Li , is designed according to:
Li(Ai ; Bi; Pi ; Ri ) = ,(Ri + BiT Ri Bi ),1Bi Ki Ai:
(8.19)
In the expression for the local controller above, the matrix Ki is given by
the solution to the Riccati equation corresponding to the local model:
Ki = Pi + ATi [Ki , Ki Bi (Ri + BiT RiBi ),1 BiT Ki ]Ai :
(8.20)
Since the only thing that di ers between the experiments is the instantaneous reward function, the same local model matrices Ai and Bi can
be used throughout the three experiments. This is also true for the applicability functions since the instantaneous reward function di ers but is
applicable all over state space.
The question of how to best explore the state space in order to estimate
the local models is a delicate question which is beyond the scope of this
thesis. In this experiment the exploring response signal is given in g. 8.6,
top left. This signal consists of white noise to which three di erent o sets
are added in order to guarantee that all three system modes are entered
during the identi cation process.
In the local LQR case there are three signals to identify, the state vector
containing the two tank levels as its components and the instantaneous
reward signal. The regression with respect to the state vector gives us
matrices A and B while the regression with respect to the reward let us
obtain matrices P and R. The evolution of these three signals during the
identi cation process is shown to the top right in g. 8.6.
The parameter matrices are estimated using AFMM, and as an illustration of this step the evolution of the three components describing the left
compartment, A11 (x), A12 (x), and B1 (x), are given to the bottom left in
g. 8.6. The time instances when jumps are detected, i.e. the most probable model changes, are marked with dashed lines. Since two jumps are
detected, three local models are identi ed.
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Figure 8.7: Four experiments to verify that local LQR controllers
can be designed to drive the system into either of its three modes.
1st row: mode 1. 2nd and 3rd row: mode 2. 4th row: mode 3. The
modes visited are shown in the left column and the levels in the
left (solid) and right (dashed) tanks together with the input ow
(dotted) are given in the right column.

The state vectors that contribute to a given model are then summarized
in an applicability function. By this procedure, the three temporally local
models give rise to three spatially local applicability functions. These three
applicability functions are shown as dashed ellipses to the bottom right in
g. 8.6. A small identity matrix was added to each of the covariance matrices in the applicability functions in order to improve the visual appearance.
In the same gure the components of the state vectors are plotted against
each other. Each sample is marked with a dot (x-axis: left tank level, yaxis: right tank level). The applicability functions are fed into an on-line
algorithm that builds a bumptree. The resulting bump functions are depicted with circles. From this we see that the resulting model applicability

146

Learning in action

tree has a depth of three and that the bump functions corresponding to
system modes 1 and 2 are grouped together in the second level of the tree.
This estimation procedure is carried out for each of the three tasks. To
check the behaviour of the interpolated controllers, the tank was initialized
with four di erent uid levels. A rst experiment, shown in the top row
of g. 8.7, is set up to check that the rst task of driving the system into
mode 1 can be accomplished. Here, the tank is initially lled so that it
is in mode 3 resulting in all modes needing to be visited in order to reach
a steady state in mode 1. The system modes that are entered, when the
controller obtained for the rst task is employed, are shown to the left in
the top row of the gure, and the tank levels are shown to the right in the
same row. The interpolated controller is illustrated to the top left in g.
8.10.
A second and third experiment are carried out in order to verify that
the second task, to get the system into mode 2, can be accomplished. In
the second experiment the tank is initially lled so that it is in mode 3.
The controller then drives the system into mode 2 via a short visit in mode
1, as illustrated in the second row of g. 8.7. At the beginning of the third
experiment, both tanks are empty. From this initial condition with the
system in mode 1, the controller takes it into mode 2. The global controller
itself is illustrated to the left in the middle row of g. 8.10.
The last experiment shows that the third task of driving the system into
mode 3 can be ful lled. Here, the tank is initially empty and the controller
successfully drives the system to mode 3 via mode 2. This controller is
shown to the left in the bottom row of g. 8.10. In order to make the
visit in mode 2 visible, the task needs to be de ned as to penalize large
input ows which is why the nal tank levels end up only slightly above
the height of the separating wall.

Local ADHDP approach
In accordance with the experiment using local LQR models we adopt a
less idealized gain scheduling approach, but this time based on ADHDP.
This means that local estimates of the parameter matrix H (x) in the Qfunction need to be estimated and used for response generation. The total Q-function is produced as an interpolation between a number of local
quadratic functions:

Q(x; y) =

X
i

i (x)

xTH
y

i;xx
Hi;yx

Hi;xy
Hi;yy

x

y :

(8.21)
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Figure 8.8: Local ADHDP approach. Top left: Input signal used
for exploration. Top right: The signal to model, the instantaneous
cost. Bottom left: Evolution of three of the estimated parameters.
Bottom right: State vectors (dots) and model applicabilities (solid
ellipses) together with the bump functions (solid circles) in the corresponding model applicability tree.
The local controllers corresponding to each of the local Q-functions are
inferred and interpolated yielding a global control output:

y=,

X
i

,1

i (x)Hi;yy Hi;yx x:

(8.22)

In accordance with the previous experiments using local LQR models,
white noise with a variable o set added is used for the exploring response
signal, as illustrated in g. 8.8, top left. This input ow guarantees that
all system modes are entered during the identi cation process.
There is only one signal available for regression in the local ADHDP
approach, the instantaneous reward. The regression with respect to the
reward gives us an estimate of the parameter matrix H in the model of the
Q-function. The evolution of the instantaneous reward during the identi -
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Figure 8.9: Four experiments to verify that local ADHDP controllers can be designed to drive the system into either of its three
modes. 1st row: mode 1. 2nd and 3rd row: mode 2. 4th row: mode
3. The modes visited are shown in the left column, and the levels
in the left (solid) and right (dashed) tanks together with the input
ow (dotted) are given in the right column.
cation process is shown in g. 8.8, top right. Note that a new Q-function
is estimated when the task is rede ned.
The parameters in the matrix H , describing the Q-function, are estimated using AFMM. To illustrate the parameter estimation step, the
evolution of three of the components in the matrix H are given in g. 8.8,
bottom left. These parameters are from the rst task described below.
The time instances when jumps are detected, i.e. the most probable model
changes, are marked with dashed lines. Since two jumps are detected, three
local models are identi ed.
The state vectors that contribute to a given model are summarized in
an applicability function. This procedure causes the three temporally local
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models of the Q-function to give rise to three spatially local applicability
functions. These three applicability functions are shown as dashed ellipses
in g. 8.8, bottom right. Note that these are almost identical to the ones
obtained for the local LQR approach. A small identity matrix was added
to each of the covariance matrices in the applicability functions in order to
improve the visual appearance. In the same gure the components of the
state vectors are plotted against each other. Each sample is marked with
a dot (x-axis: left tank level, y-axis: right tank level). The applicability
functions are fed into an on-line algorithm that builds a bumptree. The
resulting bump functions are depicted with circles.
To check the behaviour of the interpolated ADHDP controllers, we employ the same procedure as was used for the local LQR approach. The rst
experiment, see g. 8.9, top row, shows that the task of driving the system
into mode 1 can be accomplished. In this case the tank is initially lled so
that the system is in mode 3. The controller manages to take the system
into mode 1 as shown to the left in the top row of the gure. The evolution
of the tank levels during this experiment are shown to the right in the same
row. The interpolated controller is illustrated in g. 8.10, top right.
The second and third experiment veri es that the second task, to get
the system into mode 2, can be accomplished. In the second experiment the
tank is initially lled so that the system is in mode 3. The controller then
drives the system into mode 2 via mode 1, as illustrated in the second row,
g. 8.9. At the beginning of the third experiment both tanks are empty.
The system is then brought from its initial mode 1, to the desired mode 2.
An illustration of the corresponding global controller is given to the left in
the middle row, g. 8.10.
In the last experiment, the third task of driving the system into mode
3 is shown to be possible to ful ll. The tank is initially empty and the
controller, shown to the left in the bottom row of g. 8.10, successfully
drives the system into mode 3 via mode 2. For reasons of clarity the visit
in mode 2 is prolonged by penalizing large input ows. This explains why
the nal tank levels end up only slightly above the height of the separating
wall.

8.4 Stability issues
In the introduction to this thesis we noted that there is a tendency that not
understanding the workings of complex systems based on neural nets is seen
as a feature. At rst this may perhaps appear to be a sound behaviouristic
view where the only thing that matters is that the system solves the task
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it is assigned. We do not bother about how the system implements its
solution. However, in order to be able to state that the system will solve the
task within some performance bounds we need to know something about its
behaviour. Without such knowledge this view puts a limit to the usefulness
of these systems. Ultimately, such designs can not be reliable and will
therefore not be trusted and put into use unless the cost of malfunction is
negligible.
A bene t of using locally linear models, e.g. linear parameter-varying
(LPV) models, is that there is a rm theoretical ground to rely on when
analyzing these systems locally. But what can be said about the closed
loop system when the local models are interpolated to give a global system
model? Can anything more be stated than the obvious conclusion that
the closed loop system will be stable, when operated in a suciently small
neighbourhood of any of the xed operating points for which the local
systems were designed?
Until recently, little theory for the design and analysis of gain scheduling
LPV systems was available (Apkarian et al., 1995). There is, for example,
no guarantee that the performance will be satisfactory along all possible
trajectories in state space. In fact, the gain scheduled controllers are not
even guaranteed to stabilize the LPV system in general. An exception
is when the scheduling of the local controllers is made slow enough in a
particular average sense (Rugh, 1991).
Based on the notion of quadratic Hardy space (H1 ) performance, Apkarian and colleagues have obtained stability conditions for LPV systems
where the state matrices, A(), depend anely on the time varying parameter  (Apkarian et al., 1995). In our case, we can view the applicabilities
as components in a time varying parameter vector, i.e. i = i (x). We can
then obtain a state dependent matrix A(x) as an ane map from the local
system matrices, Ai , according to:
X
X
A(x) =
i Ai = A() ; i 2 [0; 1]:
i (x) Ai =
i
i
(8.23)
When the state space matrices A and B can be expressed in this way, the
LPV system is said to be \polytopic".
A general LPV system has quadratic H1 performance , if and only
if, there exists a single Lyapunov function, xT Px, de ned by the matrix
P > 0, for the closed loop system such that the linear matrix inequality,
0,P ,1 A() B () 0 1
BBA()T ,P 0 I C
(8.24)
@B ()T 0 , I 0 C
A < 0;
0
I
0 , I
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is satis ed for all admissible values of the parameter vector .
However, if the LPV system is polytopic, quadratic H1 performance
is assured if there exists a matrix P > 0 satisfying a system of linear matrix
inequalities (LMIs):

0,P , A B 0 1
BB ATi ,Pi 0i I C
@ BiT 0 , I 0 C
A < 0 ; i = 1; : : : ; N:
1

0

I

0

, I

(8.25)

In this case the convexity of the problem gives that the in nite number of
LMIs de ned by inequality (8.24) holds for all A() and B (), if and only
if, it holds at all the vertices Ai and Bi , i = 1; : : : ; N (Apkarian et al.,
1995).
The notion of H1 performance together with an LPV system obtained
from interpolation of local linear time invariant (LTI) systems provides us
with a measure of stability which is most wanted in order to design reliable
non-linear systems.

8.5 Conclusions
To bene t from the strength of optimal control strategies, we need to identify parametric models of the system or the long term reward. This results
in an indirect control approach where the parameters of the control policy
are inferred from Bellman's optimality equation via the estimated models.
To identify and memorize local models of the system or the long term
reward, a fast on-line identi cation algorithm is complemented with a learning system that clusters the local model parameters and associates them
with spatial applicabilities. The emerging model clusters and applicability
functions are organized in a dynamic tree-structure for ecient access.
Two approaches towards learning control were investigated. The rst
one identi es system models and treats them as components in a local LQR
problem. Globally, the result of this heuristic is a suboptimal controller.
The second approach is based on a direct parameterization of the long term
reward, the Q-function, which is locally approximated with a quadratic
function. In this case an optimal controller, given the approximation, can
be inferred.
The local models can be combined in a number of ways in order to obtain a global model to use at the current point in state space. One way is to
solve Bellman's optimality equation and combine the models to obtain an
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optimal controller. Two suboptimal alternatives are idealized and less idealized gain scheduling. In idealized gain scheduling a global system model
is interpolated from the local system models. This global model is then
used to infer the global controller. Less idealized gain scheduling, on the
other hand, means that a number of local controllers are inferred from the
local system models. These local controllers are then interpolated to form
a global controller. The di erence between these two gain scheduling approaches can be viewed as stemming from interpolation in di erent spaces.
Idealized gain scheduling interpolates in the space of function parameters
and less idealized gain scheduling in the space of function values. In what
space the process of model interpolation is meaningful is an open question.
In some situations neither of the techniques based on interpolation provides a good result, for example when choosing between whether to strike
with a backhand or a forehand in tennis. Here a stochastic model choice is
preferable which is easy to implement using our local models by viewing the
applicability functions as probabilities instead of interpolation coecients.
To illustrate how the methods for model parameter estimation and synthesis of local controllers work together to solve a reinforcement learning
problem, a simple experiment with a nonlinear system was carried out. The
local LQR approach and the local ADHDP approach were applied to the
same task to illustrate how the workings of the two algorithms di er.
When the learning system has arrived at a solution it is interesting to
analyze the solution with respect to stability. The use of locally linear
models provides us with theory to rely on when analyzing the global closed
loop behaviour of these systems. One example of such a theory is the notion
of H1 performance. This theory provides us with a measure of stability if
our global model has been obtained from interpolation of locally linear time
invariant systems. Such tools are most wanted in order to design systems
that will be trusted and put into use.

8.5 Conclusions
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Figure 8.10: Resulting interpolated controllers when the local LQR
approach (left column) and the local ADHDP approach (right column) are employed for three di erent tasks: Driving the system
into mode 1 (top), mode 2 (middle), and mode 3 (bottom).
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Chapter 9

Summary
In this nal chapter, we summarize the conclusions and the results discussed
in the previous chapters. Some important questions regarding future research are also pointed out..

9.1 Retrospective
Let us take a brief look on what has been presented in this thesis. The basic
idea behind the work is that of learning by reinforcement. The reason for
this choice was the generality of such an approach. The teacher need not
know the solution to the problem at hand, only how to produce an instantaneous evaluation of the system behaviour { the reinforcement function.
Moreover, this approach allows the design of learning systems which can
attain behaviours beyond those of their teacher.
The system should be general enough to solve a vast number of tasks
with a minimum of built in a priori knowledge. In search for such a system
we were impeded by the bias-variance dilemma, which states that generality only comes with a demand for prohibitively large training data sets.
Hence, bias need to be built into the system, and it becomes important to
ensure that this bias is harmless to the capability of the learning system.
A Bayesian approach allows us to introduce bias in terms of an a priori
distribution of di erent models. We argue that local continuous models
should be more likely a priori, and that this will constitute a reasonable
and still harmless bias. Local models were also shown to possess a number
of appealing attributes. One such important characteristic is that it becomes straight-forward to increase the total model complexity by including
more local models in areas where performance needs to be improved. The
use of locally linear models also provides us with theory to rely on when
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analyzing the global closed loop behaviour of the system.
We noted on the close relationship between optimal control and reinforcement learning, and presented the basics of dynamic programming
(DP), a way of solving the optimal control problem in stochastic and noisy
domains. The problem with DP is that it breaks down when applied to
problems in high-dimensional state spaces { the curse of dimensionality.
In high-dimensional state spaces, true dynamic programming needs to be
approximated. One way to do this is to employ adaptive critics. Four different adaptive critics, HDP, DHP, ADHDP, and ADDHP, were shown to
converge to optimal policy when applied to a linear quadratic regulation
problem.
Relations to present control methods based on local models were investigated, e.g. adaptive control, gain scheduling, fuzzy control, and jump
linear systems. A learning control approach, based on a synthesis of gain
scheduling and adaptive control was proposed. The result is a system that
can be alert to model changes by memorizing the applicabilities of the local
models, and simultaneously reduces uncertainty by building models while
interacting with the environment.
We suggested that a exible and general system can be attained by
starting out with a simple system, and increase its complexity only if better performance is required and achieved. Two on-line versions of this
estimation process were suggested. The top-down algorithm starts with a
single model, applicable over the entire signal space and ts more models
if this leads to improved performance. The bottom-up approach also starts
out with a single model, but here it is not applicable over the entire state
space. Instead, it is considered applicable only as long as it performs well,
and when performance is degraded a new model becomes applicable.
It was suggested that an appropriate distribution of the local models can
be found by associating temporal locality with state space locality. To allow for ecient local model update and retrieval, the emerging local models
are stored in a data structure that associates system states with local controller parameters. The tree-structure was put forward as a suitable data
structure for this purpose. Trees are dynamic data structures that can be
grown by on-line algorithms, and trees cope nicely with the requirement for
adaptive control of the model complexity. Furthermore, branch-and-bound
techniques can be applied to make local model management ecient.
The local models can be combined in a number of ways to obtain a
global model, for use at the current point in state space. One way is to
solve Bellman's optimality equation, and combine the models to obtain an
optimal controller. Two suboptimal alternatives, idealized and less ideal-
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ized gain scheduling, were also presented. The di erence between these
two gain scheduling approaches can be viewed as stemming from interpolation in di erent spaces. Idealized gain scheduling interpolates in the space
of function parameters, and less idealized gain scheduling in the space of
function values.
A simple experiment with a nonlinear system was carried out to show
that the methods for model parameter estimation and synthesis of local
controllers can work together to solve a reinforcement learning task. A
local LQR approach and a local ADHDP approach were employed in two
versions of the experiment. In both cases, less idealized gain scheduling
was used for response generation.

9.2 Discussion
Let us continue with a discussion of some major issues treated in this thesis.
According to the bias-variance dilemma, the introduction of useful and
harmless bias is necessary to make ecient learning possible. Our suggestion of locality and continuity as promising candidates for this choice
is motivated by the observation that many real life tasks can be de ned
in a geometric domain (continuity), and that physical systems often are
constrained to live on a low-dimensional manifold in the space of inputs
and outputs (locality). The assumption of continuity allows us to induce a
distribution of local models in state space, by employing a recursive algorithm for system identi cation with a temporally local window. However,
it is possible that there are other candidates for suitable biases. Maybe the
rationalists are right in that there exist fundamental principles which can
be found in all systems capable of learning { a bias yet to be discovered.
Local models will o er some protection against the curse of dimensionality if data lies on a low-dimensional manifold. The methods for local
model estimation that we have presented here have a complexity of order
O(n2), which may becomes troublesome in truly high-dimensional spaces,
i.e. for very large n. However, it should be possible to drastically reduce
the number of relevant components in the state vector by transforming
the coordinates of the original input and output variables, living in the
embedding high-dimensional space, to coordinates on the low-dimensional
manifold. If this coordinate transformation can be obtained by means of
an algorithm with a complexity that is of order O(n), more complex algorithms can be applied to the new coordinates, resulting in a low-complexity
state representation (Tsitsiklis and Van Roy, 1996).
Once the local models are estimated, they need to be synthesized to a
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global model for response generation. As previously mentioned, it is not
clear how this interpolation should be performed. The choice is not only between the two di erent forms of gain scheduling and optimal control. These
three approaches are all based on interpolation using one applicability function per model. Better results may be obtained if each basis function in
the local model is assigned an applicability of its own. Slowly varying functions could for example be made applicable in a larger neighbourhood than
rapidly changing ones. In many cases it would also be advantageous to incorporate model certainty into the process of interpolation. As an example,
the covariance matrices corresponding to the estimated model parameters
could be employed as weighting matrices for this purpose. Another interesting way of combining local models would be to proceed in a bottom-up
manner. Meta-models could be employed to describe how the local models
should be combined. These meta-models could in turn be combined by
other models, and so on upwards in a model hierarchy. This would allow
for models of higher and higher order as we ascend towards the top of the
hierarchy { the complete global model.
When choosing which adaptive critic to use, a number of issues should
be taken into consideration. In the conclusions of chapter 4 it was noted
that ADHDP (Q-learning) only needs samples from the instantaneous reward function in order to arrive at the optimal policy. However, there is a
risk that this simple requirement comes at the price of slow learning and
lack of robustness. The reason for this can be understood from a statistical
viewpoint, as was done in chapter 4, or as a credit assignment problem
{ the only available information is how the system performs and not how
it should improve on its performance. To cope with this problem, more
robust adaptive critics (DHP or ADDHP) can be employed. However, this
requires additional information, e.g. the derivatives of the instantaneous
reward.
In the previous paragraph we touched on an intricate issue. Our quest
is for a system that performs well, not explicitly for a good evaluation of its
performance. Indeed, the optimal control approach involves the estimation
of a long-term performance measure, the value function, but in order to
nd the optimal response we are required to nd the maximum of this
function, which may involve the computation of its derivatives. Hence, the
parameterization of the value function, and the error measure we try to
minimize in order to nd the appropriate parameters, will be crucial when
the value function is employed for response generation. Let us illustrate
this with an example (Boyan et al., 1995). The optimal value function
for the game tic-tac-toe is approximated with two di erent parameterized
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functions (A and B), based on ten reasonable features of board positions.
The function approximators are trained using all states and the correct
outputs from an optimal value function. Both function A and function
B result in equally poor approximation error. When the approximating
functions are employed for response generation in empirical play, it turns
out that A plays much better than B.
Naturally, comparable performance in predicting the output of the optimal value function does not imply equal performance in determining its
maximum or in estimating its derivatives. This observation should be in
favour of DHP and ADDHP which both put an emphasis on the estimation
of the derivatives of the value function, since the derivatives are closely related to the process of response generation, see section 4.3. This is in some
sense the essence of globalized dynamic heuristic programming (GDHP),
where the value function is the parameterized entity, but its derivatives are
used in the de nition of the error function to be minimized (Werbos, 1987).
The above problem is to some extent taken care of when the search for
an optimal strategy is is done by successive approximations, even if they
are performed greedingly. In these cases, the policy is always updated with
respect to the approximation of the value function corresponding to the
current policy. The process of response generation introduces boundary
conditions on how close to the optimal policy we can get, and also on
the path towards the best policy. We might very well get a totally di erent
result from such an optimization than if the optimal value function is aimed
for directly through supervised learning. To conclude, our objective is to
solve approximately Bellman's optimality equation, not to approximate an
already available solution (Barto et al., 1995).
Considering the above, backpropagation of utility, interpreted as explicit criterion maximization, appears to be a promising alternative to
adaptive critics. Here, we optimize the long term performance directly with
respect to the regulator parameters. The drawback with this formulation
is that it does not allow the system and the environment to be stochastic.
It is worth pointing out that the two action dependent adaptive critics are
suitable for a stochastic problem formulation since they model the value
of a given response in the current state, which can be directly interpreted
as a relative probability measure. No extra model for the generation of
responses is needed in these cases.
All of the adaptive critics, except ADHDP, employ an explicit model of
the environment. This means that these adaptive critics can be trained in
a planning or dream mode where the approximation of the value function or
its derivatives are updated to match the current model of the environment,
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without any interaction with the real environment (Werbos, 1987; Sutton,
1990b; Peng and Williams, 1993). Here, planning or dreaming should be
understood as exploration of state space through simulation, where previously visited regions as well as areas not yet experienced can be reached.
This mechanism may be crucial to the system's ability to learn, particularly if the system is only rewarded when it reaches a region close to a goal
state. If this region is not reached in the real environment, the system may
never learn how to get there. Dreaming could provide the system with simulated state vectors at a rate much faster than real time. This allows for a
fast vicarious exploration of state space, and a better chance of acquiring
information from regions near a goal state (Werbos, 1992a).
The proofs of convergence, for adaptive critics applied to the LQR problem, do not cover the case when noise is present in the system dynamics.
A comment can, however, be made on the case when the system dynamics is corrupted with additive noise. The update of the parameters in the
adaptive critics are all on the form:

,

wi+1 = E fvvT g ,1 E fvd(wi )g:

(9.1)

Here, the vector v should be interpreted as either x, x, z , or z depending
on the critic used. The targets d can be stated on a general form as:

d(wi ) = vT r + f T (v)wi = vT r + vT M T wi :
This equation corresponds to the case where no noise is present and the
system dynamics f is given by a linear map M . If additive noise is present,
f~(v) = Mv + e, the above equation for the targets becomes:
d~(wi ) = vT r + vT M T wi + eT wi = d(wi ) + eT wi:
If this expression is inserted into the update rule (9.1) we obtain:

,



w~i+1 = E fvvT g ,1 E fvd~(wi )g
,

= E fvvT g ,1 E fv(d(wi ) + eT wi )g
,

= wi+1 + E fvvT g ,1 E fveT g wi
If the noise e is uncorrelated with the signal v we have E fveT g = 0 and
w~i+1 = wi+1. Hence, the noise will on average not contribute to the update
of the parameter vector w. However, since our implementation is based on a
nite sum and not on the expectation value, there will still be a term left due
to the noise. This results in a recursion formula which di ers from the ones
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obtained in chapter 4, for which proofs of converge were available. The noise
modi es the original recursion formula, wi+1 = F (wi ), where F is a nonlinear function, into a recursion on the form w~i+1 = F (w~i ) + ui ; w~0 = w0 ,
where ui is a term due to the noise. The convergence properties of this
recursion formula remains to be investigated.

9.3 Outlook
Let us conclude with some general aspects on where e ort should be put
for future development of the work presented in this thesis. In addition to
the need for experimental evaluation of the proposed methodology in highdimensional spaces, we regard the following ve points as representatives
of research issues deserving further attention:

 Adaptive state space representation.
 Model synthesis for association and generalization.
 Reinforcement mechanisms and reward strategies.

Adaptive state space representation
The issue of adaptive state space representation relates to the problem of
nding a coordinate transformation that adaptively maps the input and
output coordinates down to a low-dimensional manifold. This transformation should be based on information theoretic principles since it is the
information content in the signal, rather than its energy, that we would
like to keep in order to facilitate further processing (Storck et al., 1995;
Knutsson et al., 1996). The coordinate transformation could be realized
with a number of local models or charts, sewn together by means of interpolation. Once the coordinates on the manifold have been obtained, the
question of how to compose a state representation remains. In this thesis
we have assumed the availability of a state vector. It would, however, be
advantageous if the system was able to learn how to compose a useful state
representation. A number of approaches have been developed to solve this
problem in nite state spaces (Mozer and Bacharach, 1990; Whitehead and
Ballard, 1990; Kaelbling, 1993b). The issue of state representation is related to the problem of prediction, in the sense that a model that can predict
the output from a system can be said to contain information equivalent to
that of a system state vector. One way to learn a state vector description
is to train a time lagged recurrent network to implement the prediction,
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and then use the output from the hidden nodes as a representation of the
information in the state vector (Werbos, 1992d).
In order to obtain the coordinate transformation and identify the system
dynamics, we need to account for the state space being suciently explored.
On the other hand, we do not want to waste resources on exploration
when a solution within the performance bounds has been obtained { the
exploration exploitation dilemma. In the experiments presented in this
thesis, we resolved this dilemma by incorporation of noise in the learning
or identi cation stage. Once the model parameters were estimated, the
noise was removed and the system was employed to solve a task. This is
undesirable, since we do not want to separate the process of identi cation
(exploration) from that of solving the task (exploitation). One solution is
to regulate the explorative behaviour with respect to system performance.
However, in order to be e ective, the explorative behaviour need to be more
subtle than a random walk. Most of the research along these lines has so
far concerned systems in nite state space domains and more research is
needed in the continuous domain, as mentioned in chapter 2. The eld of
stochastic control may, however, provide some clues on how to explore a
continuous state space in an e ective way (Kumar, 1985). Some of these
ideas have already been applied to exploration in nite state spaces (Dayan
and Sejnowski, 1996).

Model synthesis for association and generalization
In the system we have presented, there is only one level of models involved
in the response generation. This level is constituted by the leaf models
in the bumptree. A model hierarchy would be more advantageous, since
this would allow the system to be both fast and able to solve complex
tasks. Crude responses or re exes could then be generated with short delay whereas complex responses would be allowed to take more time. This
implies a learning hierarchy and that learning should occur on di erent
temporal scales (Granlund, 1978; Granlund, 1988; Granlund and Knutsson,
1982; Granlund and Knutsson, 1990). We have already presented a way of
obtaining such a model hierarchy, the top down approach towards parameter estimation. However, many questions in conjunction with this structure
remain to be answered, e.g. how should the outputs from models at di erent levels in the hierarchy be synthesized into one system response? { In
an additive fashion? { By viewing the output from higher level models
as parameters in lower level models, like in the discussion of meta-models
described at the beginning of this chapter?
A key to ecient learning is the ability to associated and generalize.
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The system presented here has only limited capabilities to generalize. Here,
generalization consists of interpolation between adjacent models and extrapolation into neighboring regions. A more general and useful form of
generalization requires an ability to associate a previously learned task or
subtask, with a new situation. The hierarchical and modular property of
the proposed system should be advantageous in achieving this goal. Models, previously stored in the tree, could be reused in new regions of the
state space. This feature is to some extent already present in the proposed
algorithm. Here, the most similar of the previously stored models is used as
an a priori measure in the adaptive model parameter estimation algorithm.
This feature should be possible to exploit further, by taking the model hierarchy into account. It should then be possible to associate models on
di erent levels of abstraction with new tasks.
Another issue is how to grow the tree top-down. We have proposed
an approach where models are split in order to try to improve system
performance at the expense of model complexity (Landelius and Knutsson,
1995). Growing and pruning are controlled by a random variable, based
on the di erence in performance between the old and the new models.
This results in a system that will never be content, but will inde nitely
continue to search for better solutions. This approach could be taken a
step further by incorporation of meta-learning (Schmidhuber, 1996). In this
case the system would also learn how to modify itself in order to improve
performance.

Reinforcement mechanisms and reward strategies
The adaptive critics that work with samples from the gradient of the instantaneous reinforcement possess some advantages, as discussed earlier.
However, this may pose a more dicult training problem for the teacher
since the components in the gradient of the reinforcement, with respect to
the system state and the control output, need to be presented. Alternatively we could build a model of the reinforcement function, di erentiate
it, and use the outputs from the di erentiated model as estimates of the
gradient. These estimates could then be used to update the parameters
in the adaptive critic (Werbos, 1990b). Maybe it is possible to model the
gradient itself, and update the parameters based on multiple samples from
the reinforcement function?
Another important question is how to de ne a suitable utility function.
The expected discounted future reinforcement is generally employed as a
measure of utility, but there are many situations where expected values
and discounted sums do not capture the problem characteristics, e.g. when
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risk is taken into consideration (Heger, 1994) or when average measures are
more appropriate (Mahadevan, 1996). This problem is closely related to
the issue of reinforcement schedules and robot pedagogics, touched upon in
chapter 2. How should the reinforcement signal be presented to the system,
and how should the system evaluate this signal in order to promote ecient
learning?

Closing remark

We believe that the paradigm of reinforcement learning, together with suitable algorithms for model parameter estimation and dynamic data structures provides a promising alternative to present mainstream e orts towards learning systems. The research eld of machine learning is still in
its infancy, and we view the work presented here as an attempt to explore
alternative routes towards its maturation. Today, too much e ort in the
neural network eld is spent on exploitation. Simple and suitable problems
have been solved, while the generality of the approach has proved to be
limited. Still, necessity is the mother of invention, which after all should
inspire hope for future developments in the eld. We would like to describe
our contribution with a travesty of Churchill's words concerning the battle
of Egypt:
This is not the end. It is not even the beginning of the end. But
it is, perhaps, a bend in the beginning.

Appendix A

Quadratic forms as scalar
products
Here it is shown that quadratic forms involving vectors x 2 Rn may be
viewed as a vector scalar product in the vector space Rn or alternatively
in the vector space Rn(n+1)=2 .
2

A.1 The Kronecker product
The following matrix product has many names, it is referred to as the right
Kronecker product, the direct, or the tensor product. It will be useful when
dealing with quadratic forms in the derivation of some of the convergence
proofs involving outer product of state vectors. The Kronecker product
between A 2 Rmm and B 2 Rnn is de ned as:

0a B a B ::: a B 1
m
B
a
B
a
B
a
mB C
C
A B=B
B
C
...
@ ...
A:
11

12

1

21

22

2

(A.1)

am1B am2 B : : : amm B

A.2 The vectorize function
The vec function will be used to vectorize, or atten, matrices into vectors
by stacking the columns A1 ; : : : ; An of a matrix A 2 Rmn to form a
vector vec(A) 2 Rmn with mn components:

0A 1

.
.
vec(A) = B
@.C
A:
1

An

(A.2)
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Together with the Kronecker product, de ned in section A.1, we are now
able to write quadratic forms as scalar products between vectors. First it
can be shown that:
vec(X T AY ) = (Y T X T )vec(A):

(A.3)

Now let us look at a quadratic form including the vector x 2 Rn and the
matrix A 2 Rnn :

xT Ax = (xT xT )vec(A) =
= vec(xxT )T vec(A):

,x xT : : : x xT  vec(A)
n
1

Hence the quadratic form can be calculated as the scalar product between
the vectorized outer product xxT and the vectorized matrix A.

A.3 The bar function
Let us introduce the notation x for a vector x 2 Rn whose elements are
x = (x21 ; : : : ; x1xn; x22 ; : : : ; xn,1xn ; x2n )T , i.e. all the quadratic functions
over the elements of x. The dimensionality of the vector x then becomes
n(n + 1)=2.

A.4 The v-function
We also de ne a function v(M ) for square matrices M 2 Rnn . The function v(M ) is a vector containing the n(n + 1)=2 sums Mij + Mji . The
elements in vectors x; x 2 Rn(n+1)=2 , de ned in the previous section, and
v(M ) are ordered such that the quadratic form xT Hx can be written as
xT v(M ). Note that if M is symmetric, it can be retrieved from the components in v(M ).

Appendix B

Proof of convergence
B.1 Convergence of ADHDP and ADDHP
In this appendix a proof of convergence for ADHDP and ADDHP is presented. The idea behind this proof stems from the book by Lancaster and
Rodman in which this strategy is employed to prove convergence for the
Riccati di erence equation in connection with the discrete Kalman lter
(Lancaster and Rodman, 1995). As before, a positive de nite matrix P
and a positive semide nite matrix S are denoted by P > 0 and S  0
respectively.
Theorem B.1.1 (Convergence of ADHDP and ADDHP) Assume
that R > 0, P  0, and (A; B ) is a controllable pair. De ne a sequence
fHk g1
k=0 according to eq. (B.1) below with H0 = 0. Then there is a unique

H  0 such that Hk ! H  as k ! 1 in the recursion formula:
Hk+1 = F (Hk ; Lk )
(B.1)
P 0   A B T H H  A B 
k;xx
k;xy
= 0 R + LA LB
Hk;yx Hk;yy Lk A Lk B :
k
k
Here, the feedback matrix Lk is given by:
0
; k=0
Lk = L(Hk ) = ,H ,1 H
(B.2)
k;yy k;yx ; k > 0:
Furthermore the feedback matrix will in the limit equal the optimal one,
L = ,(R + B T K B ),1B T K A;
where K  is the unique positive semide nite solution to the discrete algebraic Riccati equation (DARE):
K  = P + AT (K  , K  B (R + B T K  B ),1 )B T K  A
(B.3)
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Lemma B.1.1 Let an arbitrary sequence fWk g1k  Rnn be given and
also a matrix Z  0. Use this matrix as a starting point and generate
a sequence fZk g1
k using eq. (B.1), i.e. Zk = F (Zk ; Wk ). Let H be a
matrix for which 0  H  Z and generate another sequence according to
equations (B.1) and (B.2), i.e. Hk = F (Hk ; L(Hk )). Then 0  Hk  Zk
=0

0

0

+1

=0

0

for k = 0; 1; 2; : : : .

0

+1

Proof. The proof is by induction in two steps. The relation 0  H 
Z is given and we assume that 0  Hk  Zk . First de ne Z^k =
0

0

F (Zk ; L(Zk )) and for brevity write:
 
G = P0 R0
and Lk = L(Zk ):
Now rewrite Wk = Lk + (Wk , Lk ) and prove that Zk+1  Z^k+1 :
Zk+1 = F (Zk; Wk )
Z Z  I 
T ,

A
T
= G + B T I Wk Zk;xx Zk;xy W (A B )

 AT 

k;yx

k;yy

+1

k

= G + B T [Zk;xx + Zk;xy (Lk + (Wk , Lk ))
+ (Lk + (Wk , Lk ))T Zk;yx
+ (Lk + (Wk , Lk ))T Zk;yy (Lk + (Wk , Lk ))] (A B )

 AT 

= G + B T [Zk;xx + Zk;xy Lk + LTk Zk;yx + LTk Zk;yy Lk ] (A B )

 AT 

+ B T [(Wk , Lk )T (Zk;yx + Zk;yy Lk )
+ (Zk;xy + LTk Zk;yy )(Wk , Lk )T
+ (Wk , Lk )T Zk;yy (Wk , Lk )] (A B )
= F (Zk ; Lk )

 AT 

+ B T (Wk , Lk )T Zk;yy (Wk , Lk )(A B )
 F (Zk ; Lk ) = Z^k+1:
(B.4)
The second last equality is due to Zk;yy Lk = ,Zk;yx from eq. (B.2). The
inequality comes from the fact that Zk;yy  0. This is shown by noting that
Z0  0 and R > 0 and using the induction hypothesis Zk;yy  0 together
with the lower right block of eq. (B.1) which gives:
Zk+1;yy = R + B T LTk Zk;yy Lk B > 0:
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Thus, the choice of Wk = Lk = L(Zk ) results in a lower bound on
F (Zk ; Wk ). We can now apply the same argument to the sequence fHk g
which shows that:

F (Hk ; L(Zk ))  F (Hk ; L(Hk )) = Hk+1:

(B.5)

The induction hypothesis Hk  Zk now yields

AT 

LT (Z

 I 
k ))Hk L(Z ) (A B )
 I k

F (Hk ; L(Zk )) = G + B T (I
AT 
 G + B T (I LT (Zk ))Zk L(Z ) (A B )
k
^
= F (Zk ; L(Zk )) = Zk :

This in combination with eq. (B.5) gives Hk+1  F (Hk ; L(Zk )) 
F (Zk ; L(Zk )) = Z^k+1 . From eq. (B.1) we have that Hk  0 implies Hk+1 
0 which, together with eq. (B.4), results in 0  Hk+1  Z^k+1  Zk+1 and
the induction is complete. 

Lemma B.1.2 Let the sequence fHk g be de ned as in lemma B.1.1. If
(A; B ) is a controllable pair then there is a matrix Y such that 0  Hk  Y
for k = 0; 1; 2; : : : .

Proof. Generate a sequence fZk g from Z = H and the recurrence relation Zk = F (Zk ; L). Here the matrix L is chosen such that kA + BLk < 1
0

0

+1

which is possible since the pair (A; B ) is controllable. Then lemma B.1.1
can be applied which results in 0  Hk  Zk ; k = 0; 1; 2; : : : by choosing
Wk  L. For j = 1; 2; : : : let us look at:

Zk+1 , Zk = F(Zk; L) , F (Zk,1; L)  
AT (I LT )(Z , Z ) I (A B )
k
k,1 L
BT
 A B T  A B T
vec(Zk+1 , Zk ) = LA LB
LA LB vec(Zk , Zk,1 )
= E vec(Zk , Zk,1 ):
Thus,
vec(Zk , Zk,1 ) = E k,1 vec(Z1 , Z0 )

(B.6)
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and hence:
vec(Zn ) = vec(Z0 ) +
= vec(Z0 ) +

n
X
k=1
n
X
k=1

vec(Zk , Zk,1 )

E k,1 vec(Z1 , Z0 ):

(B.7)

Now let us show that kE k < 1. This is done by rst looking at the norm
of D = (I LT )T (A B ) by studying Dk :

Dk

=

I  ,

I  ,  I  , 

L A B L  A B L A B
|
{z
}
k,
I 
k, ,A B 
(
A
+
BL
)
L I 
, 
1 pairs

=

1

kDk k  k L k k(A + BL)k, k k A B k  k(A + BL)kk, :
Taking the limit k ! 1 of the last row in the equation above results in
lim kDk k  klim
kDkk  klim
kA + BLkk, = 0;
(B.8)
k!1
!1
!1
1

1

1

since kA + BLk < 1 for our choice of L due to (A; B ) being controllable.
This then means that kDk 2 (0; 1) giving us, i of D satisfying ji j < 1.
The eigenvalues of E = DT DT are given by j k < 1. Hence, there
exists a norm in which e = kE k < 1 and from eq. (B.7) we get

kvec(Zn)k = kZn k  kZ k + kZ , Z k
0

1

0

1
X
k=0

ek = e0 ;

(B.9)

where e0 is independent of n. Now chose Y = e0 I and obtain 0  Hk 
Zk  kZk kI  e0 I = Y . 

Proof of Theorem B.1.1 Generate two sequences fHk g and fZk g start-

ing from H0 = Z0 = 0 by
Hk+1 = F (Hk ; L(Hk )) ; Zk+1 = F (Zk ; L(Hk+1 ));
where L() is given by eq. (B.2). Then lemma B.1.1 implies that 0  Hk 
Zk and with Lk = L(Hk ) we obtain:

Hk+1 , Zk =

AT 

B T (I

LTk )(Hk , Zk,1)

I

Lk (A B ): (B.10)
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Now, H0 = 0 implies H1 = G  0 so that H1 , Z0  0. We now make
the induction hypothesis Hk , Zk,1  0 and eq. (B.10) yields Hk+1  Zk .
This leads us to 0  Hk  Zk  Hk+1 meaning that the sequence fHk g is
nondecreasing and from lemma B.1.2 we know that this sequence has an
upper bound. It therefore has a limit H  and taking limits in eq. (B.1) we
nd that it solves the equation:

H =

P

  





0 + AT (I LT (H  ))H 
I (A B ) :
T
0 R
B
L(H  )
(B.11)

Expanding this equation in terms of L(H  ) we obtain, with the notation
H = H :
H H  P 0 
xx
xy
Hyx Hyy = 0 R

AT 

,1 Hyx)(A B )
+ B T (Hxx , Hxy Hyy
P 0  AT 
= 0 R + B T K (A B ):
(B.12)

From this de nition of the matrix K we see that K = (I LT (H )) H
(I LT (H ))T  0 since the limit H  0. Hence, the matrix K is a positive semide nite solution of the equation

K = Hxx , Hxy Hyy,1 Hyx = P + AT KA , AT KB (R + B T KB ),1B T KA;
which is recognized as eq. (B.3). Since this equation has a unique positive
semide nite solution and we have shown K  0 this matrix must be the
unique solution K  . Finally, let us look at the resulting feedback matrix
by expressing it in terms of the matrix K  using eq. (B.12):

L(H ) = ,Hyy,1 Hyx = ,(R + B T K B )AT K  B:
This means that the limit H = H  will indeed result in the optimal feedback
matrix L = L(H  ) and the proof is concluded. 
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Appendix C

Gaussian bumptrees
This appendix deals with the problem of constructing Gaussian bump functions to associate with the interior nodes of a bumptree. The requirement
on such a function, n (x), is that it is to be everywhere larger than the
functions, 2n+1 (x) and 2n+2 (x), in its child nodes:

f i (x)g;
n (x)  max
i

8x; i = 2n + 1; 2n + 2:

(C.1)

Suppose that the functions g are Gaussian probability density functions, corresponding to isotropic normal distributions, multiplied with an
amplitude a:
(x) =

a

(2)d=2

exp(, 21 kx , mk2 ) > 0:

(C.2)

Here d is the dimension of the state space while m and  are the mean
vector and the covariance of the normal distribution.
Suppose that all variables but an are x and that an in the parent node
is to be chosen in order to satisfy inequality (C.1). Furthermore, let k
be the index to the child function that results in the largest choice of the
variable an . Hence, in order to satisfy inequality (C.1) we need to satisfy:
n (x)  k (x)
n (x)  1
k (x)

; 8x
; 8x:

(C.3)

Expanding the fraction using functions, i , of the form given in eq. (C.2)
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we nd that the following inequality should hold for all x:

 

 



an k d exp , 1 kx , mnk2 , kx , mk k2
 1
ak n
2


n
k
  d=2 ! 1  kx , mnk2 kx , m k2 
a
n
k
log a k
,2
,
 0: (C.4)
n
k
n
k
The natural logarithm of both hand sides where taken between the last
two lines of inequalities above. Let us denote the left hand side of inequality (C.4) with h(x). In order to nd the minimum of this expression we
di erentiate it with respect to x and set all components to zero:


dh(x) = , 1 2 (x , m ) , 2 (x , m ) = 0:
n
k
dx
2 n
k
Solving for x in the equation above gives the extremum point:

, nmk :
x = k mn ,

k

n

n

k

(C.5)

In order to verify that this really corresponds to a minimum we calculate
the second derivative:
d2 h(x) = , 1 + 1  0:

dx2

The inequality is due to the fact that we have chosen n = maxi fi +
kmn , mik2 g. Hence we have a minimum since n  k results in a nonnegative second derivative. Equality corresponds to the special case when
the parameters of the largest child function equals the x parameters of
the parent function. In this case the original inequality (C.1) is satis ed
by choosing the free parameter an = ak which makes the parent and child
functions identical.
In order to nd the smallest choice of an when the point in eq. (C.5)
really is a minimum we substitute the expression for this point back into
inequality (C.4) which then gives:

 d= !

log aan k
n
k

, 21 k  ,n  (mn , mk )k
n k
n
+ 21 k  ,k  (mn , mk )k  0
k k ! n

d= km , m k
a

n
k
log a 
, 2(n , k )  0:
n
n
k
k
2

2

2

2

2

(C.6)
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Finally we solve inequality (C.6) for the constant an that makes the
function in the interior parent node everywhere larger than any of the two
functions in its children nodes:

  d=

an  ak k
n

 km , m k 
exp , 2(n , k ) :
n
k

2

2

Remember that the index k is the index to the function that makes the
constant an as large as possible. Hence, we nd the correct value of the
constant as the maximum over the two possible indices k = 2n + 1; 2n + 2,
in the above inequality to be:

(  d= 
)

k
m
,
m
k
an = max
ak k exp , 2(n , k ) :
k
n
n
k
2

2

(C.7)
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