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Abstract

Automated storage systems often rely on that the positions of the pallets
are known with high precision. In this thesis, a turnable camera mounted on
the robot has been used for handling the situation of approximately known
pallet positions. The robot is given the approximate location of a pallet,
and its objective is to locate the pallet with a precision that is high enough
to be able to approach it from the correct direction and then lift it. For this,
a precision of a few centimetres in each direction is needed.

A system for locating the pallet from single images, based on rotational
symmetry �lters, has been developed, and a simple program for control-
ling the robot has been implemented. These could very well be extended
and improved, e.g. by considering multiple images and improving the path
planning.

The main part of the thesis deals with the image processing part. Other
parts of the project, apart from the controller, include implementation of
servers controlling the camera and the frame grabber.

Some tests have been made, which show fairly promising results.
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Chapter 1

Introduction

Automated storage systems often use some kind of navigation help when
handling pallets with goods, such as a magnetic trail in the oor or laser-
based navigation. This allows for a high precision in handling the pallets
as long as their positions are well known. However, in some situations the
precision is di�cult to maintain. One example of such a situation is at the
loading platform, where trucks come to load and unload goods. It would be
desirable to be able to incorporate this kind of situations into the automated
system. This could be done if we could use e.g. a video camera to locate (with
high precision) a pallet, whose approximate position is previously known.
Trying to solve this problem is the task of this thesis.

The project is part of the RAS research program (\R�orliga Autonoma
System" - mobile autonomous systems). This program is sponsored and lead
by NUTEK in cooperation with representatives of the industry and di�erent
universities. The objective of the program is to study complex systems,
functioning autonomously and in real-time in a varying environment. For
more details, see [9].

For this application, one of the interested industrial partners is NDC
(Netzler & Dahlgren Co AB [10]). Among other things, NDC develops
software, navigation systems and control systems for forklift trucks.

1.1 Problem description

The situation is the following: A turnable camera is mounted onto a robot.
The robot is given the approximate location of a pallet, and its objective
is to locate the pallet with a precision that is high enough to be able to
approach it from the correct direction and then lift it. For this, a precision
of a few centimetres in each direction is needed.

In this thesis, a system for locating the pallet from single images has
been developed, and a simple program for controlling the robot has been
implemented. These could very well be extended and improved, e.g. by
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considering multiple images and improving the path planning.
The main part of the thesis deals with the image processing part. Other

parts of the project, apart from the controller, include implementation of
servers controlling the camera and the frame grabber. These parts are
mainly presented in Appendix B. Unfortunately, the code for controlling
the robot was not made available in time to allow any tests with a moving
robot in this project. A robot interface, a robot server and an interface
between the server and the main program have been suggested but not fully
implemented, and will not be presented here.

1.2 An overview of the system

The entire system essentially consists of four parts: The robot, the camera,
a feature extraction device and a controller. Furthermore, a simulator has
been built for testing the software. This simulator might also be usable for
training a learning controller, such as a neural network, if this is desirable.
However, a description of the simulator is beyond the scope of this report.

Figure 1.1: The robot from NDC.

1.2.1 The robot

The robot intended for use in experiments comes from NDC (Figure 1.1).
It is a rather small robot (about 1 m long), built for testing purposes out of
commercial components. There is one driving and steering front wheel and
two back wheels. In tests, the robot mostly will run backwards, since the
forks usually are mounted there on a forklift truck.

The robot has a built-in control system, which allows us just to enter the
coordinates of the point we would like the robot to go to, and the desired
orientation. There are some constraints, however:
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� The new orientation must not di�er from the present orientation by
more than �=2.

� The �nal point must not be behind the extended back wheel axis as
it is placed at the starting point.

� The starting point must be behind the extended back wheel axis as it
is placed at the �nal point.

1.2.2 Sony EVI-D31 Camera

The camera mounted onto the robot is a Sony EVI-D31 digital camera
with pan, tilt and zoom functions. This means that the camera head can
be turned horizontally and vertically. The horizontal range is about 200
degrees and the vertical range is approximately 50 degrees. According to the
speci�cations [11], the �eld of view (Section 1.3.4) lies within the intervals
[4.3, 48.8] degrees (horizontally) and [3.2, 37.6] degrees (vertically).

Figure 1.2: The Sony EVI-D31 camera.

Camera calibration

It turns out that the relation between the zoom value of the camera and the
�eld of view is not linear. Therefore, a lookup table has been constructed to
enable a simple conversion between the two quantities. It was constructed
by taking several test images of points at known positions and then using
Eq. 1.16, solving for �x. For values between the sample values, linear
interpolation is used.

When mounted on the robot, we must check that the camera is directed
horizontally and in the backward direction of the robot. If not, we have to
compensate for this. Also, the camera must not be tilted to the left or right,
or we have to compensate for this as well.

To solve the problem of looking horizontally backwards, we can set a
mark in the height of the camera at one position, drive the robot straight
forward from this position to another, and then adjust the camera until the
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mark is in the middle of the image. For the second problem, we can simply
take a picture of a horizontal line.

Another phenomenon to consider is the aspect ratio. This is the ratio
between the height and the width of the image of a sphere, and tells us if
the image is extended in some direction (vertically or horizontally). A quick
check indicated that the aspect ratio is approximately 1 for the camera and
frame grabber used in this project, so no calibration is done.

Controlling the camera

To control the camera, a camera interface (implemented in C for Linux by
Thomas B. Moeslund at Aalborg University, Denmark) has been modi�ed
and used. The code and some documentation can be found at [12].

1.2.3 Putting it all together

The devices are connected as shown in Figure 1.3. The main program,
the controlling part and the feature extraction, are all written in Matlab
and C. The communication between the main program and the camera,
frame grabber and robot goes through servers, connected to Matlab via
sockets. This allows for a large exibility in running the di�erent processes
on di�erent machines. In our tests, Matlab has been running on Solaris,
while the servers have been running on QNX, which is a real-time operating
system.

Frame Grabber
Server

Main program/
Matlab client

Frame Grabber RobotCamera

Socket connection via radio link

Robot ServerCamera Server

QNX           Computer

Figure 1.3: Diagram of the setup of the system.
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Camera

Camera Settings
(pan, tilt, zoom) Location

estimate
Controller

Signal
Control

Robot

Frame
Grabber

Extraction
Feature

New camera settings

Image

Figure 1.4: Block diagram of the system in operation.

Figure 1.4 shows a more conceptual block diagram over the entire system
during operation. The process starts by getting an image and the settings
(pan and tilt angles, and �eld of view) from the camera. The location of
the pallet in the image is estimated, and its coordinates in the coordinate
system of the robot are calculated. These coordinates are then sent to the
controller, which calculates where to go next for the robot. As the robot
moves, the scenery for the camera changes, and it needs new settings, which
are provided by the controller. This is repeated until the robot has reached
the pallet, or until it gets into a situation that the system cannot handle. It
should be noted that a procedure for testing if the task is completed is not
implemented yet. The main loop is shown below:

% Open connections to the different components:

disp('Opening socket connections...');

disp(' ');

camsock = OpenSocketConn(QNXname,camport);

robsock = OpenSocketConn(QNXname,robport);

frgsock = OpenSocketConn(QNXname,frgport);

% Start the loop:

notready = 1;

while notready,

% Get the robot position:

disp('Getting robot position');

[wx wtheta] = GetRobPos(robsock);

disp(wx);

disp(wtheta);

% Get a frame from the camera and the camera settings:

disp('Getting data...');

frame = GetFrame(frgsock);

[pan tilt HFoV] = GetCamSettings(camsock);

tilt = tilt - TILTOFFSET;
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% Estimate the position of the pallet:

disp('Estimating position (xcr, T)...');

[xcr T] = GetLocation(frame,pan,tilt,HFoV);

disp(xcr);

disp(T);

% Get the control signals for where to go next:

disp('Deciding what to do...');

[robCtrlSig newPan newTilt newHFoV] = ...

GetNewCtrl(xcr, T, wx, wtheta);

newTilt = newTilt + TILTOFFSET;

disp([robCtrlSig newPan newTilt newHFoV]);

% Send these signals:

input('Ready for take off! Press return when ready!\n');

MoveRobot(robsock, robCtrlSig);

SetCam(camsock, newPan, newTilt, newHFoV);

% Wait for the robot to get to its point:

if (WaitForRobMove(robsock))

input('Error: Robot could not reach desired position.\n');

end

end

% Close the connections:

disp('Closing socket connections...');

CloseSocketConn(camsock);

CloseSocketConn(robsock);

CloseSocketConn(frgsock);

The feature extraction is described in greater detail in Chapter 2, and
the controller is described in Chapter 3.

1.3 Theory

1.3.1 The local orientation estimation algorithm

One of the most useful tools in Computer Vision is a local orientation esti-

mation algorithm, which calculates the main orientation in all parts of the
image. It can be used e.g. to �nd edges and lines of di�erent types. The
local orientation estimation algorithm used here is of a type described in [1].
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In this algorithm, the di�erent orientations in the output are represented in
double angle representation, to avoid ambiguity. For example, vertical lines
or edges are represented by a vector (or complex number) with zero angle,
whereas horizontal lines are represented by a vector with an angle of � ra-
dians (see Figure 1.5). The magnitude c of the vectors lies in the interval
[0; 1] and can be seen as a measure of how dominant the orientation is (c = 0
means no orientation, c = 1 means one single, noiseless orientation).

Vector
Representation

Orientation

Figure 1.5: Double angle representation for some orientations.

There are some di�erent algorithms for �nding the orientation. A very
simple but useful idea is to convolve the image with patterns of di�erent
orientation, and then to add the contributions from the di�erent convolu-
tions in a clever manner. Some methods use tensor representation, which is
a generalisation of the vector concept. One of these methods is described in
Chapter 6 of [1]. It was tested in the thesis and gave good results at a com-
petitive speed. However, another, even faster method was �nally chosen.
This method (developed by Gunnar Farneb�ack at CVL, Link�oping Univer-
sity) tries to �t a polynomial function to the intensity of the image in a
region around the pixel p for which the orientation is calculated. This is
done with weighted least-squares, where the pixels near p are given more
weight.

An example of an orientation image is found in Figure 2.5, where di�erent
orientations are coded with di�erent colours and the intensity is proportional
to c.

1.3.2 Finding circular structures

When looking for pallets in the images, an algorithm for �nding circular
structures of di�erent scales will be useful. (In many cases, the \circular"
structures we will be looking for are in fact rectangular, but rectangles are
similar enough to circles to be found by the circle-�nding �lters.) The �lters
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that are used for this purpose are so-called rotational symmetry �lters of the

nth order, where n = 0; 1; 2. These �lters are described in [1]. As input they
expect an orientation image in the double angle representation, like the one
in Figure 2.5. The �lter function for an nth order rotational symmetry �lter
is on the form eni', where r and ' are the polar coordinates of the point
(with the centre of the mask as the origin). This function is then combined
with a so-called applicability function a(r). The applicability function can be
seen as a weighting function, telling us to what extent we consider di�erent
regions to be important.

In the simplest version, if the orientation values are denoted with zjk for
pixel (j; k), and the values of the �lter mask are hnjk = a(rjk)e

ni'jk , the
output value ynj0k0 at a point (j0; k0) becomes the correlation between the
orientation image and the �lter:

ynj0k0 = hz;hnj0k0i =
X
j;k

zjkh
�

j�j0;k�k0
(1.1)

where the orientation image and the �lters are seen as matrices of the same
size (z and hnj0k0). For simplicity the coordinate indices are dropped, and
we shall only use the notation yn = hz;hni for the output from an nth order
rotational symmetry �lter at an arbitrary point. When several applicability
functions al(r) are involved the notation will become yln = hz;hlni.

Let us consider the second order �lter. When calculating the correlation
between the �lter and an orientation image with double angle representation,
we can see that circular structures in the original image will yield real,
positive values (see Figure 1.6). Furthermore, \star-like" structures will
yield negative values and helices will yield complex values.

In real images, however, perfect circles are seldom found. This may be
due to a noisy image, or to the fact that the object to be found is not circular.
If there is a circular structure in the image, which has missing parts, i.e. that
parts of the circle are replaced with regions of no particular orientation at
all, we still might want this to give a strong response. One solution is
normalized convolution. Here the orientation values are written z = c � ẑ,
where c and ẑ are matrices of the same size as z, with c containing the
c values, and � denotes componentwise multiplication. Here ẑ contains all
orientation information, and c can be regarded as a measure of the certainty
of that information. What we would like to do is to \normalize" our response
with respect to the certainty of the information. In the same manner, let
hln = al � bn, where al contains the applicability function values and bn
contains the values of eni'. The normalized convolution in this case becomes:

~yln =
hz;hlni

hc;ali
(1.2)

12



Figure 1.6: Upper left: The angles of the second order rotational symmetry
�lter. Upper middle: The orientations that the angles correspond to when
interpreted as double angle representation. Upper right: A pattern giving
positive values when the correlation between its orientation and the second order
�lter is calculated. Lower: Patterns, whose orientation images have a constant
phase di�erence to the second order �lter. In the left image, the phase di�erence
is � (twice the visible phase di�erence between the upper middle image and this
image, due to double angle representation). Therefore the result of �ltering this
image will be real and negative. In the other two images the phase di�erence is
��=2, so the results will be imaginary.

Note that

j~ylnj =

����hc � ẑ;al � bnihc;ali

���� �
P
j;k cjkaljkje

i�jkeni'jk jP
j;k cjkaljk

= 1 (1.3)

with equality if the image matches the �lter perfectly. This is the reason for
the term \normalized".

One might think that this would be enough to determine circular struc-
tures. However, the second order rotational symmetry �lter also detects
\false" circles, such as the ones in Figure 1.7. As already mentioned, we
want imperfect circles to be detected to a certain extent, but we still want
to be able to sort out objects that are not circular at all. To solve this, we
can use other �lters that detect the same kind of false circles, but not the
real ones. Then the second order �lter is \punished" with the help of the
outcome of these �lters, so that false circles are repressed.
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Figure 1.7: Three examples of \false" circles that the second order rotational
symmetry �lter will detect. The �rst one will be detected by the zeroth order �lter,
the second one will be detected by the �rst order �lter, while the third pattern will
not be detected by any of them. (This means that rectangles that are not too wide
will be detected by our �lter, which will suit our purposes.)

Figure 1.8: Upper left: The angles of the �rst order rotational symmetry �lter.
Upper middle: The orientations that the angles correspond to when interpreted
as double angle representation. Upper right: A pattern giving positive values
when its orientation image is �ltered with the �rst order �lter. Lower: Patterns,
whose orientation images have a constant phase di�erence to the �rst order �lter.
In the left image, the phase di�erence is �, and in the other two images the phase
di�erence is ��=2.
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Figure 1.9: Left: The angles of the zeroth order rotational symmetry �lter.
Middle: The orientations that the angles correspond to when interpreted as
double angle representation. Right: A pattern giving positive values when the
correlation between its orientation image and the zeroth order �lter is computed.

The �lters used for punishing are the �rst and zeroth order rotational
symmetry �lters. Their �lter functions are ei' for �rst order rotational
symmetry, and simply 1 for zeroth order rotational symmetry. The �rst
order �lter gives large values for structures like in Figure 1.8, and the zeroth
order �lter detects parallel lines (Figure 1.9). The punishingmethod is called
phase gating. Another method is to use the dual basis (see for example [2]),
but it will not be described here. The phase gating simply means that the
output from the second order �lter is multiplied by one minus the magnitude
of the output from the other �lters, i.e.

yl = yl2(1� jyl1j)(1� jyl0j) (1.4)

A slight modi�cation is

yl = yl2(1� g1(jyl1j))(1 � g2(jyl0j)) (1.5)

where gi : [0; 1] ! [0; 1] are increasing functions, e.g. some kind of threshold
functions.

We will use normalized convolution for the punishing functions and sim-
ple correlation for the second order symmetry �lter. To use simple correla-
tion is a way of keeping the certainty information coming from the c values.
(Note that yln = ~yln � hc;ali.) This means that the expression will be

yl = yl2(1� g1(j~yl1j))(1 � g2(j~yl0j)) (1.6)

Some questions remain: In the case of simple correlation, how large
should the functions al(r) be? One criterion is that jylnj 2 [0; 1], in order
to be able to use the magnitude as a certainty measure. Using the same
notation as for normalized convolution, we get:
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jylnj = jhz;hlnij = (1.7)

= jhcẑ;albnij �

�
X
j;k

cjkaljk �

�
X
j;k

aljk

with equality when the orientation perfectly matches the �lter. Therefore
we choose our al(r) such that the sum of its values in the sample points
equals one, i.e.

X
j;k

aljk = 1 (1.8)
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Figure 1.10: An example of a function a(r) (a(r) = e
�

4

B2 ln 2
ln

2 r

ri , where B = 1:2
and ri = 4 in this case).

So far, nothing has been said about the shape of the applicability function
a(r). When searching for circles, there is an intuitive choice for the shape
of a(r), shown in Figure 1.10. In words, we let the �lter be sensitive for
a narrow range of radii. The reason for this is that we want to be able to
�nd circles that surround star-like structures (e.g. a bike wheel). Since the
circle gives a positive and the star-like pattern a negative response, they will
cancel each other if they are both detected at the same time. By restricting
the range of radii, we will only detect the circle and not what is inside it. To
be able to �nd circles of di�erent scales, we now have to have several �lters
with di�erent a(r). Figure 1.11 shows the functions al(r) for a set of such
�lters, that together cover a wider range of radii. After the phase gating
procedure, the outputs are summed up, and the �nal output will be
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Figure 1.11: a(r) for a set of �lters, together covering a wider range of radii.

y =
1

l

X
l

yl (1.9)

The shapes of al(r) are also a�ected by the demand for size invariance.
The following reasoning is adopted from Bj�orn Johansson at CVL, Link�oping
University. Let us consider a large �lter hn on the form a(r)eni' that we want
to be size invariant. For simplicity we let it be continuous. Let z(r; ') =
c(r; ')ei(n'+v) and zs(r; ') = z(sr; '). Then

hz;hni =

Z Z
D
c(r; ')ei(n'+v)a(r)e�ni'rdrd' = (1.10)

= eiv
Z Z

D
rc(r; ')a(r)drd'

and

hzs;hni =

Z Z
D
c(sr; ')ei(n'+v)a(r)e�ni'rdrd' = (1.11)

= eiv
Z Z

D
rc(sr; ')a(r)drd' =

= ft = srg =

= eiv
Z Z

D
tc(t; ')

1

s2
a(
t

s
)dtd'

Since the two orientation images are equal apart from the size, the two
expressions should also be equal. We can see that this is true i� 1

s2
a( r

s
) =

a(r). This equation has the solution a(r) = A
r2
.

Now, in the case of perfect circular structures, the punishing functions
will equal zero, so the e�ect of summing up the contributions from all the
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�lters will be the same as having a single, large applicability function which
is the sum of all applicability functions. Therefore, when having a set of
�lters it seems like a good idea to let the di�erent functions al(r) satisfy

X
l

al(r) =
A

r2
(1.12)

1.3.3 The Hough transform

When extracting features from the images, we will at one stage be looking
for straight lines of high intensity. The Hough transform is a method for
�nding regular structures, such as straight lines, in an image. There are
many variations of the Hough transform. The one that is used here �nds
the sums of the intensity values along the lines

x cos � + y sin � = r

� 2 [0; �]

for di�erent r and �. Here (r; �) are polar coordinates for the normal vector
of the line, going from the origin (at the centre of the image) to the line.
However, since � 2 [0; �], r may be negative. Its sign is determined by
y = r sin �.

First, we must decide what resolution we need for r and �. Having done
that, several bins are created, one for each possible pair (r; �). Each pixel
in the image then \votes" for all lines that go through it, by adding their
intensity value to the bins of those lines. In formulas, this means that the
pixel at (x0; y0) votes for all (r; �) that satisfy

x0 cos � + y0 sin � = r:

(Since r and � only take discrete values, this is not completely true. Instead
the votes go to all (r; �) that satisfy [(x0 cos � + y0 sin �)=dr] = r=dr, where
[�] means \rounded to nearest integer" and dr is the resolution of r.) The
e�ect of this voting is that the higher intensity values the pixels crossed by
a certain line have, the better votes this line gets. Thus, the lines that get
the highest votes are the lines we are looking for.

1.3.4 The pinhole camera model

The most common camera model is the pinhole model (see �g 1.12). A
point in the world is projected onto an image plane P such that the line of
projection goes through a focal point O. With the notation of the Figure,
this leads to the relations:
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Figure 1.12: The pinhole camera model

xpi =
zpi
z0
xi (1.13)

ypi =
zpi
z0
yi:

The angle between two lines going through the focal point and the two
opposite sides of the image is called the �eld of view. Now, suppose that
the image size is (2px0; 2py0) pixels, with the origin of the pixel coordinates
in the upper left corner of the image. Denote the pixel coordinates for our
point by (px; py). With a horizontal �eld of view of 2�x, we get

xi
px � px0

=
yi

py � py0
=
z0 tan �x
px0

; (1.14)

assuming that the pixels are quadratic. Combining these relations with Eqs.
1.13 yields

xpi =
zpi tan �x
px0

(px � px0) (1.15)

ypi =
zpi tan �x
px0

(py � py0)

or

xpi = t
tan �x
px0

0
B@ px � px0
py � py0

px0
tan �x

1
CA (1.16)

where t is a parameter proportional to the distance from the focal point to
the object.
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1.3.5 Transformations between orthonormal coordinate sys-

tems with di�erent origins

In later chapters, we are going to need to switch between di�erent point of
views (that of the camera, the robot etc). This section shortly states the re-
lations between the coordinates of a point, expressed in di�erent coordinate
systems.
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Figure 1.13: Transformation between two coordinate systems with di�erent ori-
gins.

Suppose that we have two orthonormal coordinate systems, e =
(e1; e2 : : : en) and f , with di�erent origins. Suppose also that we are given a
point A and want to �nd the relations between its coordinates X and Y in
the di�erent systems (see Figure 1.13). Let T be the transformation matrix
between the two bases (f = eT ) and Xf the e coordinates of the f origin.
We can see immediately that

eX = eXf + fY = e(Xf + TY ) (1.17)

The transformations become:

Y = T t(X �Xf ) (1.18)

X = TY +Xf ;

Another way to handle these types of transformations is to use homoge-
neous coordinates. See [8] for further details.

1.4 Previous work

The positioning and docking problems have been studied by e.g. Nyg�ards
[3] and Nilsson [4]. In one of their studies they pose nearly exactly the same
problem as in this thesis: a pallet with unknown location is to be found, and
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the task is for the robot to approach it and stop in front of it (at a given
position relative to the pallet). A range camera is used to locate the pallet,
and the robot is controlled with the help of an extended Kalman �lter. Some
restrictions on the shape of the pallet load are imposed, since this is what
is recognised by the range camera.

A similar approach is used by Khadraoui, Motyl, Martinet, Gallice and
Chaumette [5], and by Corke and Good [6], but to position the arm of an
industrial robot. Corke and Good also discuss Gaze Control.

In some projects neural networks are used to control the positioning.
One example is the work of Yakali, Kr�ose and Dorst [7], where a feed-
forward network is used to position the arm of an industrial robot relative
to a certain planar object.
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Chapter 2

Feature extraction

To be able to approach the pallet, we must �rst localise it in the image, and
then transform the image coordinates to corresponding world coordinates.
This is the task of the feature extraction.

Figure 2.1: A typical pallet.
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2.1 An overview

2.1.1 What do we want to �nd?

The criteria for the feature extraction are naturally to give a robust and
precise measure of the location of the pallet. As the computations might
be rather time-consuming, though, one might have to compromise between
speed and robustness. In this project, a somewhat slower but more robust
algorithm has mostly been preferred before a fast, not so robust one.

The parameters of interest in the image are:

� The location of the centre of the front side of the pallet.

� The orientation of the front side.

� The width of the front side.

A typical image that the robot may encounter is shown in Figure 2.1.
The pallet may look in many di�erent ways. It may be darker or brighter;
the small wooden blocks (which here are nearly cubic) may be cylindrical,
triangular, or have any other shape. The middle block does not even have
to be placed symmetrically. Furthermore, the pallet may be broken: there
may be splinters missing etc.

Figure 2.2: An \ideal" pallet (in fact, the ideal pallet doesn't have to have the
upper board).

In our approach, the problem has been restricted to look for a sym-
metrical structure that resembles the one in �g 2.2. It should consist of a
symmetrical array of \circle-like" objects, which in most cases are rectan-
gles. The reason for the word \circle-like" is that a circle-�nding �lter is
used. The rectangles corresponding to the holes may be bright or dark.
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To describe how the pallet is located in relation to the robot, three
parameters are needed. The parameters chosen in this thesis are the x and
y coordinates of the pallet in the robot coordinate system, and the angle
' between the symmetry line of the pallet and the vector from the pallet
to the robot (see Figure 2.3). The latter is expressed as a transformation
matrix between the robot and pallet coordinate systems.
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Figure 2.3: Some of the coordinates.
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ŷr

ẑr

x̂i

ŷi

ẑi

 h

 v

Figure 2.4: The relation between the camera and robot coordinate systems.

2.1.2 Some notation

First of all we introduce some notation (see also Figure 2.3 and Figure 2.4):

i = (x̂i; ŷi; ẑi) - the base vectors of the camera coordinate system

r = (x̂r; ŷr; ẑr) - the base vectors of the robot coordinate system

px; py - the image coordinates (in pixels) of the pallet centre

w - the estimated width (in pixels) of the pallet in the image
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� - the estimated orientation of the pallet in the image

Xpi = (xpi; ypi; zpi)
t - the coordinates of a point p in the camera co-

ordinate system (if nothing else is stated, p is the pallet centre by
default).

Xpr = (xpr; ypr; zpr)
t - the coordinates of the point in the robot coordi-

nate system

Xir = (xir; yir; zir)
t - the coordinates of the camera in the robot coor-

dinate system

' - the angle between the symmetry line of the pallet and the vector
from the pallet to the robot

 h - pan angle (positive in clockwise direction)

 v - tilt angle (positive upwards)

�x - half the �eld of view

px0; py0 - half the image size

h - the di�erence in height between the camera position and the pallet
level

W - the width of the pallet.

2.1.3 The order of the algorithms

The di�erent features are calculated in the following order:

� The centre of the front side of the pallet is found, and a �rst estimate
of how the pallet is oriented in the image is calculated.

� The distance to the pallet is computed using knowledge of at what
distance over the ground (or pallet level) the camera is placed.

� A preliminary estimation of the orientation of the pallet is calculated.

� The width of the pallet in the image is predicted, using knowledge of
the pallet size.

� The width of the pallet is estimated using the prediction and the spot
image.

� The orientation of the pallet is estimated with the help of the orienta-
tion image and the width measure.

� The distance is computed once again, this time using the width mea-
sure and knowledge of the pallet size.
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2.2 Finding the centre of the pallet

The �rst thing we do is to �nd where in the image the centre of the pallet
front side is located. The �ltering has four major steps: First an orientation
image is created to detect edges (see Figure 2.5). Then a circle-�nding �lter

Figure 2.5: An orientation image of the pallet in Figure 2.1

(described in Section 1.3.2) is applied to the orientation image. This �lter
gives an array of spots along the pallet side (Figures 2.6 and 2.7), which is
found by the line-�nding Hough transform. The best lines from the Hough
transform are investigated, and the symmetry of the spots along the line
is checked. The most symmetrical array of spots is taken to be the pallet.
To further increase the robustness of the symmetry �lter, the brightness of
the image is taken into consideration. If a spot lies in a bright area of the
image, it is given a positive sign. If it is positioned in a dark region, its sign
is negative.

The result of the algorithm greatly depends on the quality of the ori-
entation image. Ideally it should contain clear lines at the edges of the
pallet, but not too many other details. This has an impact on the ideal
resolution of the original image. To speed up the computations the image
is sampled down in two steps, �rst before computing the orientation image,
and then again after computing it. It is also important that the sample rate
is such that the rectangles of the pallet are not too large to be found by the
circle-�nding �lter.
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Figure 2.6: The resulting pattern after using the circle-�nding �lter.

Figure 2.7: Figure 2.6 projected onto the original image.
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Figure 2.8: The ten best lines found by the Hough transform.

2.2.1 One-dimensional symmetries of maximum points

When the circle-�nding �lter is applied to the image, the next step is to
�nd the array which corresponds to the front side of the pallet, and to �nd
out where in this array the pallet centre is located. The �rst problem is
simply that of �nding a straight line, which is as bright as possible. This is
accomplished by applying the Hough transform to the spot image (Figure
2.6). The lines corresponding to the ten best values of this transform are
drawn into Figure 2.8. Apparently the front side of the pallet is easy to
�nd. However, we also might �nd some other lines. To determine what
is actually the pallet we use a one-dimensional symmetry �lter along the
lines. The front side of the pallet is characterised by its symmetry. As
we can see in Figure 2.7, the spots from the circle-�nding phase are placed
quite symmetrically around the centre. Furthermore, the intensity of the
underlying image is quite symmetrical. Both these symmetries are used in
the following algorithm, which is applied to the best lines from the Hough
transform. The algorithm is illustrated in Figure 2.9.

To begin with we extract the intensities of the spot image along the line.
These are very noise sensitive, so instead of just taking the pixel values along
the line, the maximum values from a region of �ve pixels around the line
are taken. Furthermore the result is low pass �ltered.
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Figure 2.9: Upper left: The intensity along one of the lines in Figure 4.6. Upper
right: The same intensities low pass �ltered. Middle left: The maximums of the
intensity curve are extracted. The dashed curve is the low pass �ltered intensity
curve. Middle right: The maximums corresponding to dark regions are multiplied
by -1. Lower left: The resulting vector is low pass �ltered. Lower right: The
symmetry values along the curve.
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The result is an intensity curve like in the upper right diagram of Figure
2.9. Clearly the large maximums come from the spots along the pallet.

Now a new vector is created, where everything except for the maximum
values is set to zero. A very simple classi�cation algorithm determines if the
intensity in the original image at each maximum point is bright (like the
wooden blocks of the pallet) or dark (like in the holes between the blocks).
If it is dark, the maximum is multiplied by -1. The resulting vector is low
pass �ltered to smooth the peaks.

The next step is to obtain a symmetry measure for each pixel along the
line (except for some at the ends). This symmetry measure is simply

sk =
wX
i=0

mk+imk�i

for the kth pixel of the line. w is the width of our symmetry �lter and mi

are the components of m, the low pass �ltered vector of maximums.
Hopefully, the pixel with the best symmetry gives a good estimate of

the centre of the pallet. However, we also demand that it should be placed
at a wooden block, i.e. that its vicinity should be mainly bright. To reduce
noise sensitivity, the bright pixels with the best symmetries are chosen from
several of the Hough lines, and a mean of the results is taken as our �nal
estimation.

One question remains: How do we choose the Hough lines that should
be used in this averaging procedure? The method that is used here chooses
the line with the best symmetry value out of the ten best Hough lines. Then
all lines, out of the other nine lines, that ful�l the following two conditions
are chosen:

� The symmetry value of the line is at least 80 % of the best symmetry
value.

� The r value of the line is within a certain distance from the r value of
the �rst line.

By using these conditions, we avoid choosing lines that are far away from
each other, and we reduce the risk of choosing a line that crosses the pallet
with a di�erent slope than the orientation of the pallet. The weakness of
the method is that the �rst line chosen must lie along the pallet. However,
in tests this has always been the case so far.

2.2.2 A �rst estimation of the orientation

We can extract more information from the computations. The Hough lines
give us the directions of the brightest lines in the image. If we compute the
median of the direction of the lines that we use for calculating the pallet
centre, we get a good �rst estimate of how the pallet is oriented in the image.
This estimate is used in later algorithms.
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2.3 The direction

Now that we know the location of the pallet centre in the image, we can
compute its location in the world (relative to the robot). To determine the
correct direction is easy and straightforward using the pinhole camera model,
if we know the camera angles. The transformation between the camera and
the robot coordinate system is given by i = rT , where

T =

0
B@ � sin h cos h sin v cos h cos v

� cos h � sin h sin v � sin h cos v
0 � cos v sin v

1
CA (2.1)

(see Figure 2.4). By using Eq. 1.16 we get

Xpr = TXpi = t
tan �x
px0

T

0
B@ px � px0
py � py0

px0
tan �x

1
CA (2.2)

2.4 Determining the distance

A harder problem is to calculate the distance between the pallet and the
robot, i.e. to determine t in Eq. 2.2. There are some ways to do this.
Perhaps the most obvious way is to use a width estimation and some previous
knowledge of the size of the pallet. Since most pallets have a standard size,
this method may be reasonable in many (but not all) applications. One
problem is to �nd a good width estimation method. This problem will be
addressed later.

A size-invariant method is triangulation: We assume that the pallet is
placed on the ground and that the camera is placed at a known distance h
above the ground (or rather at the level of the pallet centrepoint). Then we
determine the point where the line given by Eq. 2.2 crosses this level. This
should be the centrepoint. In formulas, all we need to do is to determine
t in Eq. 2.2 so that zpr = �h. The drawback of this method is that at
large distances, h is very small compared to the distance. This means that
small errors in the pallet centre estimate lead to large errors in the distance
estimate. The closer the pallet we are, the better this method gets.

So far we have only considered using a single image to determine the
distance. We can reduce the uncertainty signi�cantly by using several images
from di�erent locations. In this way we get some kind of stereo vision. One
way to do this would be to use a Kalman �lter to get a weighted average
from the di�erent estimations. As mentioned, there was unfortunately no
possibility of testing such a method in this project.
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2.4.1 Size-based distance estimation

In this method, we assume that we know the size of the pallet, i.e. that W
is known. Let pax and pay be the pixel coordinates of the left corner of the
front side of the pallet, and pbx and pby be the corresponding coordinates
for the right corner. Like in Eq. 2.2 we get

Xar = s
tan �x
px0

T

0
B@ pax � px0
pay � py0

px0
tan �x

1
CA (2.3)

Xbr = t
tan �x
px0

T

0
B@ pbx � px0
pby � py0

px0
tan �x

1
CA :

Now the following two equations must be satis�ed:(
jXar �Xbrj =W
zar = zbr

(2.4)

From these equations s and t can be computed.

2.5 The orientation of the pallet

Apart from the distance and direction, we need to know the orientation of
the pallet. The simplest way to do that is to take two points of the pallet
in the image and compute the corresponding points in the real world, just
like in the distance computations. To get a reliable measure, however, we
must know how the pallet is oriented in the image with high precision (see
Section 2.8 for a discussion of uncertainties). The orientation estimate based
on Hough lines is not bad as a �rst estimate, but we can get higher accuracy
by going back to the orientation image. What needs to be done is to cut out
the part of the image that contains the pallet front side and then calculate
the average orientation of those pixels that have approximately the right
values (i.e. the pixels that correspond to the horizontal parts of the contour
of the pallet). For this we need a width measure as well, to know what part
of the image to cut out.

2.6 Width estimation

One of the more di�cult features to extract is the width of the pallet. The
following method assumes a measure of the pallet orientation, for which the
median of the Hough line orientations is used. Furthermore, we need to
know the distance to the pallet. Here the measure from the triangulation
method is taken.
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Instead of estimating the width of the pallet we estimate the distance
between the centres of the left and right wooden blocks. The reason for this
is that we can use the spots from the circle-�nding �lter, which should be
placed at these centres. The idea behind the method is to predict where
in the image these spots should be found with the help of the distance and
orientation estimation, and then �nd the nearest spots along the direction
of the pallet orientation. The spots should also be symmetrically placed
around the pallet centre, and the underlying intensities in the image should
be quite similar to the intensity at the centre. This leads to a demand for
an objective function that takes these aspects into consideration.

Since we are only considering the variations along a line in the direction
of the pallet orientation we just have to consider the pixel coordinates in
the x direction of every point. Let us call the predicted spot coordinates pap
and pbp, respectively. The coordinates of the real spots are called pa and pb,
and the intensities ia and ib. The intensity of the pallet centre is ic (and
the coordinate is px). One possibility is to minimise an objective function
on the form:

J = (A+ c)l(B + d)m(C + e)n (2.5)

where

c = jpa � papj+ jpb � pbpj

d = jjpa � pxj � jpb � pxjj

e = jia � icj+ jib � icj

and A;B;C; l;m; n are positive constants. We can see that c is a measure
of how far the real spots are from the predicted spots, d shows how sym-
metrically the spots are placed around the pallet centre, and e is a measure
of how the intensities di�er from the intensity of the centre. After testing
some di�erent values for the constants, the following objective function was
chosen:

J = (80 + c)(20 + d)(15 + e)2 (2.6)

A reason for the quadratic term is that the two �rst terms are closely related,
and it was decided to give the intensity parameter as much weight as the
distance parameters.

2.7 Re�ning estimations

Now that the width of the pallet is found we know what part of the image
to cut out when calculating the pallet orientation. We can also compute the
distance using the size-based method (which mostly gives better results at
long distances).

Here we use a rough estimation of a feature to �nd another feature, and
having found this we can re�ne the �rst estimation. When having sequences
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of images, the rough estimations could be replaced by a prediction based on
previous images. This would probably save some computations.

Figure 2.10: The �nal result from the feature extraction.

The resulting features are visualised in Figure 2.10. The circles indicate
the estimated centre of the pallet and the outer blocks. The line shows the
orientation and the crosses are placed in the corners of the region that is cut
out to compute the orientation.

2.8 Errors and uncertainties

One important aspect of the performance of the algorithms is their sensi-
tivity to errors. As mentioned before, some of the algorithms above have
errors that vary with e.g. the distance � between the pallet and the robot.

Let us �rst consider the following problem (Figure 2.11): Assume that
we have a point in oor level, which should be projected onto the centre of
the image. Calculate the error " in distance estimation as a function of  v
and � or dpy (the error in pixels). This error can be calculated using the
sine theorem:

"

sin �
=

h
sin(� v)

sin(� +  v � �)
, " = h

sin �

sin v sin( v � �)
(2.7)
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Figure 2.11: Notations for the triangulation uncertainty problem

Note that if  v is small, the error can easily get very large (the most
extreme case is if � =  v, when the " becomes in�nite). If, on the other hand,
the magnitude of � is small compared to  v we can rewrite this equation,
using sin � � tan � and sin( v � �) � sin v:

" � h
tan �

sin2  v
=

= h tan �(1 + cot2 v) = (2.8)

= h
dpy
px0

tan �x(1 +
�2

h2
)

At larger distances we can see that the error is proportional to �2. One
conclusion is that the method of distance estimation by triangulation is
highly unreliable for large distances, as previously mentioned.

Another estimation error that depends on the distance is the error in
the pallet orientation estimation. At short distances we can almost see the
pallet directly from above, so the orientation estimation error is of the same
magnitude as the estimation error of the orientation in the image. At larger
distances we can consider the special case when  h =  v = 0, and when the
pallet is horizontally centred in the image. Then (xpr; ypr; zpr) = (�; 0;�h),
and the coordinates of the right corner of the pallet are (xbr; ybr; zbr) =
(� � W

2 sin';�W
2 cos';�h). Using Eq. 2.2 for the right corner, we can

write 0
B@ �� W

2 sin'

�W
2 cos'
�h

1
CA = t

tan �x
px0

T

0
B@ pbx � px0
pby � py0

px0
tan �x

1
CA (2.9)

Since  h =  v = 0,

T =

0
B@ 0 0 1

�1 0 0
0 �1 0

1
CA :

The last row of Eq. 2.9 now gives

t =
px0h

tan �x(pby � py0)
(2.10)
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and this together with the �rst row yields

��
W

2
sin' =

px0h

tan �x(pby � py0)
,

pby = py0 +
px0h

tan �x(��
W
2 sin')

(2.11)

Now, let us introduce an error in the estimation of the position of the
right pallet corner. In the image, let us assume that the estimated position
of the corner is pby+dpby, and suppose that this error leads to an estimated
orientation of '+"o. If both errors are small, we can approximate sin('+"o)
by sin' + "o cos'. Substituting (pby + dpby) for pby and (sin' + "o cos')
for sin' in Eq. 2.11 leads to the expression

sin'+ "o cos' =
2

W

 
��

px0h

tan �x(pby + dpby � py0)

!
(2.12)

and by using Eq. 2.11 once again and simplifying, we get

"o =

�
2�

W cos'
� tan'

�
dpby

px0h

tan �x(��
W
2

sin')
+ dpby

(2.13)

For large distances (and not too large '), this is approximately a function
on the form

"o = A�
dpby

B=�+ dpby
= A�

�dpby
B + �dpby

: (2.14)

As long as �dpby is small compared to B, we can see that "o behaves as �
2

for small "o and large �.

2.8.1 Some measures for uncertainty

It would be of great help to have a measure of how certain we can be to have
found the pallet correctly. There are some candidates for di�erent parts of
the feature extraction:

� The symmetry value for the pallet centre could act as an indicator of
how certain we can be that we have found the pallet at all.

� For the orientation of the pallet we can consider the spread of the
orientation values that are averaged. If there is a very distinct peak
of orientation values at the mean, this should indicate that there is
little noise and disturbances and that the orientation estimation is
good. To be more speci�c, denote the density of orientation values in
a small region (0.1 rad) around the computed pallet orientation by �p.
Let the density in a larger region (0.5 rad) around this region be �b.

36



(For example, if the estimated pallet orientation is 1.6 rad, then �p
is the density in [1:55; 1:65] rad and �b is the density in [1:35; 1:55] [
[1:65; 1:85] rad.) The value cp that has been computed is

cp =
�p � �b
�p

(2.15)

� For the width estimation we can compare the best value, J1, of the
objective function to the second best, J2. If they di�er a lot, we should
have chosen the correct spots. The value that has been used here is

cw =
J2 � J1
J2

(2.16)

These three uncertainty measures were computed in tests and are evaluated
in Section 4.3.
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Chapter 3

The controller

The problem of the controller is the one of getting to the pallet as quickly
and accurately as possible given the estimated location thereof. There are
many possible strategies for this, depending on what to optimise. In this
project, a fairly simple controller has been implemented. In particular, for
the case of the robot being close to the pallet, great improvements could be
made. The following sections describe the ideas in the implementation of
the controller, which was done in Matlab and C.

3.1 Finding where to go next

The \ideal" point to go to, given an estimate of the location of the pallet,
is calculated by the function GetNewCtrl. When calculating the ideal tra-
jectories to follow, we must consider the limitations presented by the robot,
such as the minimal turning radius. The idea behind the trajectories can be
summarised as follows:

First of all, if the robot is far away from the pallet we let it turn towards
the pallet and get closer. However, it shouldn't aim directly at the pallet,
since there must be enough space to make a last turn and for some �ne-
tuning of the position. Therefore, two circles with an optimal turning radius
are laid out in front of the pallet, and the robot moves along a tangent of
one of the circles (see Figure 3.1). If the robot starts too near the pallet,
without any possibility of getting directly to the goal position, it must �rst
get into a better position before applying the main strategy.

To describe the problem in greater detail, some more notation must be
introduced. There are two cases, shown in Figure 3.2: One where the robot
is turning in the same direction all the time, and one where it changes
direction. In both cases the controller calculates a point on AB, at distance
�l from A, where � 2 [0; 1] is a pre-de�ned constant (one could let it depend
on the quality of the pallet location estimation).
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Figure 3.1: Some examples of desired trajectories.

In the �rst case this point becomes

P1 =

 
xh
yh

!
+

bp
(xh � x0)2 + (yh � y0)2

 
yh � y0
�xh + x0

!
+

+�

 
x0 � xh
y0 � yh

!
(3.1)

In the second case we get

P2 =

 
xv
yv

!
+

 
cos � sin �
� sin � cos �

!
� (3.2)

�

"
1

2
cos �

 
x0 � xv
y0 � yv

!
+ � sin �

 
y0 � yv
�x0 + xv

!#

where

cos � =
bp

(xv � x0)2 + (yv � y0)2

If the robot is within a certain, pre-de�ned region, with a possibility to
reach the point C, it goes there. The coordinates for this point are calculated
by a transformation from the pallet coordinate system, using Eq. 1.18. The
last part of controlling from C to the pallet will probably involve �ne-tuning
with algorithms of quite another kind than those presented in this thesis.
Therefore this part of control has not yet been very carefully implemented.

We must also make sure that the points calculated by Eq. 3.1 or Eq.
3.2 satisfy the rules in Section 1.2.1. If not, the robot should go as far as
possible along the described path. This is checked during the calculations
of Eqs. 3.1 and 3.2.
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Figure 3.2: Left: The �rst kind of path: The turns of the robot are both in the
same direction. Right: The second kind of path: The turns of the robot are not
in the same direction.

3.2 Controlling the camera

The other objective of GetNewCtrl is to compute new camera settings that
will keep the camera directed at the pallet, with a proper �eld of view. Given
a position, the camera is aimed such that the middle of the front side of the
pallet is centred in the image, and the zoom is adjusted such that the entire
front side �lls a prede�ned portion of the image.

If this is impossible, i.e. if the robot is too near the pallet, too far from
it or badly oriented, an attempt is made to see as much as possible of the
front side.
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Chapter 4

Results

The tests that have been performed are of three types: Partial feature ex-
traction tests, using only images of pallets and no knowledge of the camera
position and/or settings; complete feature extraction tests, where the cam-
era position is known; and simulator tests of the controller. In the �rst kind
of test, only those algorithms that do not need size or distance estimations
have been tested, with one exception: It has been possible to cut out the pal-
let to test the orientation algorithms, either by hand or by a width estimate
depending only on the image.

Due to di�erent circumstances, it has not been possible to perform tests
with a moving robot yet. The controller is therefore only tested in simulated
sequences. Some real-life tests would be desirable.

It should be pointed out that the amount of tests is too small to act as a
basis for a statistical analysis of errors, reliability etc. The test results have
been used as a qualitative indication that the algorithms work well, and as
an indication of what order we can expect on the magnitude of the errors.

4.1 Partial feature extraction

The feature extraction algorithms for image features (pallet centre, width
and orientation in the image) have been tested on several images. The results
are very good as long as the pallet is seen from the front. The algorithms
also work well when pallets are standing next to each other. The width
estimation is not tested on such images, however.

When the pallet is seen somewhat from the side, the spots from the
circle-�nding �lter will not be centred at the front side of the wooden blocks
anymore, simply because other sides of the wooden blocks are also visible
and become part of the \circle patterns". This leads to a worse estimate of
the pallet centre, which has subsequent e�ects on the other estimations as
well. However, in almost all test images the algorithm was still able to place
the pallet centre on the centre block, and the other features were acceptable
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as well. The need for high precision is also smaller when coming from the
side, since the robot has to move in front of the pallet before it can approach
it, and so it will be able to get estimations with higher precision from later
images.

The orientation estimation algorithm is sometimes disturbed when pat-
terns of other orientations are visible through the holes between the wooden
blocks. A solution to this might be not to cut out a rectangular area from
the orientation image, but to cut out a pallet-shaped area. Another solution
might be to take the vertical lines of the contour into consideration as well.

As mentioned, it is important that the rectangles of the pallet are not too
large for the circle-�nding �lter. Since some of the images in the test were
on the verge of being to large, it might be good to adjust the downsampling
ratio.

4.2 Estimation of the pallet position

To test the position estimation 28 images were taken of the pallet from
known camera positions and with known camera angles. The distance be-
tween the pallet and the camera varied from 1.39 m to 16.54 meters. Some
images were taken of pallets with an orientation of 5, 20 or 40 degrees relative
to the camera. The camera was placed 52 cm over the spot level.

Tables A.1-A.5 show the results of the tests. Some of the results are
also plotted. Figure 4.1 shows the error in distance estimation for images
from di�erent distances. Figure 4.2 shows the estimation error in a sideways
direction, and 4.3 and 4.4 show the errors in the orientation estimations.

As we can see, the results are quite good overall. There are some trends
to note:

� The error in the distance estimation based on triangulation is good
at short distances (an error of one to a few centimetres), but quickly
gets worse at larger distances, as expected. At large distances, the
algorithm tends to underestimate the distance in this test. This seems
to be a systematic error, and might partly be due to some of the testing
conditions. For example, an error in the measurement of h could give
an e�ect like this. With the �eld of view used in the test, an error of
1 m at a distance of 15 m approximately corresponds to an error of 3
pixels in the downsampled version, and about �ve times more in the
original image.

� The error in the size-based distance estimation is worse than the other
method at short distances, but does not increase very much with the
distance. It seems to be the best method for distances above 5 m. The
error never gets larger than 0.4 m.
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Figure 4.1: The error in distance estimation as a function of the distance. The
\x" marks are from the \distance by size" method.
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Figure 4.2: The error in y coordinate estimation as a function of the distance.
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Figure 4.3: Orientation error in degrees vs. distance for pallets with an orientation
of 0 degrees.
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Figure 4.4: Orientation error in degrees vs. distance for pallets with an orientation
of 5 (*), 20 (x) and 40 degrees (o).
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� The best results are for the side-ways estimations. This feature (quite
naturally) seems to be the easiest one to estimate.

� The most di�cult feature to estimate seems to be the orientation of
the pallet. The results are still acceptable, especially when we get
closer to the pallet, where the viewpoint angle is better.

� The results are good both for images where the holes in the pallet are
bright and for images with dark holes.

Let us consider the \failing" images in further detail (many of them
cannot really be considered as failures, but they are not as good as the
other ones). The images are shown in Figures 4.5 - 4.13:

Figure 4.5: The result of image 1.

� Image 1 (Distance 2.54 m, Orientation -40 degrees): An orientation
error of 6.0 degrees and a size-based distance estimation error of 0.27
m. Since the pallet is turned so much, the side of the left wooden block
is almost as large as the front, and so the spot corresponding to this
block is placed too far to the left. This leads to an underestimation by
the size-based method. The overestimation of the orientation also con-
tributes to this error. However, the triangulation distance estimation,
which should be used at shorter distances, gives a good result.
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Figure 4.6: The result of image 11.

Figure 4.7: The result of image 13.
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Figure 4.8: The result of image 18.

Figure 4.9: The result of image 19.

47



Figure 4.10: The result of image 20.

Figure 4.11: The result of image 25.
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Figure 4.12: The result of image 27.

Figure 4.13: The result of image 28.
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� Image 11 and 13 (Distance 8.54 m and 10.54 m, Orientation 0 degrees):
An orientation error of 7.0 degrees. The �rst orientation estimate,
based on the Hough lines, is not very good, which may have an e�ect
on the �nal estimation. Also, there are shadows with a slightly wrong
orientation. Since the distance is quite large, small errors in estimating
the pallet orientation in the image lead to large errors in the real-world
orientation estimation.

� Image 18 (Distance 14.54 m, Orientation 0 degrees): An orientation
error of 15.6 degrees. Here, the only obvious reason for the error is the
large distance.

� Image 19 (Distance 16.54 m, Orientation 0 degrees): A size-based
distance estimation failure. The pallet centre estimation was a bit too
far to the right in this image, and the background had an intensity
value similar to the pallet, so the right wooden block was not found.
However, the width estimation certainty measure was very low, and
the failure was recognised by the computer.

� Image 20 (Distance 16.54 m, Orientation 0 degrees): An orientation
error of 14.4 degrees. The Hough line based orientation estimate is not
very good, probably due to the spot to the right of the pallet, which
is placed higher than the spot array of the pallet. This, together with
the large distance, is likely to cause the error.

� Image 25 (Distance 2.54 m, Orientation 40 degrees): A size-based
distance estimation failure. In this image, no maximums were found
in the right side of the spot image. Therefore the certainty measure for
width estimation was set to zero and the failure was discovered. This
image might give a better result with a larger downsampling ratio,
since this would probably give a better spot image.

� Image 27 (Distance 6.54 m, Orientation 40 degrees): An orientation
error of 9.7 degrees and a side-ways estimation error of 0.11 m. Here
another orientation than the correct one is visible through the holes
of the front side. This means that the orientation estimation is mis-
led (actually, the Hough line based orientation estimation is better).
However, the orientation certainty measure is low, indicating that we
should not trust the estimation too much. Since one hole of the front
side is dark and the other is bright, the symmetry value at the pallet
centre gets low, and the bright hole is falsely assumed to be the pallet
centre. Therefore we also get a side-ways error.

� Image 28 (Distance 14.54 m, Orientation 40 degrees): An orientation
error of 8.9 degrees and a size-based distance estimation failure. In
this image a cardboard box with a colour similar to that of the pallet
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is standing next to the pallet. Furthermore, since the triangulation
method underestimates the distance, the pallet is expected to look
bigger than it really is. Therefore, the cardboard is mistaken for the
left wooden block of the pallet. The certainty measure for the width
estimation was very low, so the mistake was recognised.

4.3 Uncertainty measures

From the tests we can also evaluate how well the uncertainty measures work.
As for the other parameters, the number of tests is too low to give a statisti-
cal analysis. Furthermore, the tests were not designed especially to evaluate
the uncertainty measures. Therefore, no exact numbers are presented here,
but only a qualitative discussion.

4.3.1 The symmetry value

Let us begin with the symmetry value, which is assumed to give a measure
of how sure we can be that we have found a pallet and nothing else. An
indication of how valuable it is can be given by comparing the symmetry
values for Hough lines that are not along the front side of the pallet to the
values of those that are along the front side. The results of such investi-
gations seem to show that the symmetry value of a line not belonging to
the pallet is almost always lower than the symmetry value of a line in the
same image that belongs to the pallet. In numbers, the best of the \false"
Hough line symmetry values have been about 75-80 % of the best values
in the image belonging to the pallet, and about the same size as the worst
values belonging to the pallet. Most \false" values have been lower than
that. However, the symmetry values di�er quite much between the images.
This might make it di�cult to use the symmetry value as a parameter that
tells us whether or not there is a pallet in the image. There is a correlation,
though: in the complete feature extraction test, those pallets that ful�lled
the conditions and looked like arrays of rectangles of the right size generally
got higher symmetry values (typically> 0:6) than the pallets with disturbing
patterns in the front side holes etc. (their symmetry values were generally
< 0:6). The conclusion is that a high symmetry value suggests that we have
found a pallet with high probability, but that pallets can also give quite low
symmetry values if they do not correspond well to the assumptions about
the appearance of a pallet.

Note that a high symmetry value is no guarantee for �nding the cor-
rect pallet centre. For example, in image 19 we have six spots on bright
background, and the highest symmetry is around a point to the right of the
pallet centre.

51



0 2 4 6 8 10 12 14 16
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

(degrees)

Figure 4.14: The orientation certainty measure as a function of the orientation
estimation error (in degrees).

4.3.2 The orientation certainty measure

In Figure 4.14 the orientation certainty measures are plotted against the
orientation estimation errors. There is a certain correlation, but it is quite
weak. Furthermore, the two images with the largest estimation errors (image
18 and 20) have fairly high certainty values. In other words, the orientation
certainty measure does not seem to work very well. It is possible that a
modi�cation of the algorithm would make it better, though, but no tested
modi�cation has given better results.

4.3.3 The width certainty measure

The objective of the width certainty measure is to tell whether the spots
corresponding to the left and right wooden blocks have been found. As we
have already seen, all misclassi�cations in the test were given low values
(< 0:07) and thus were discovered. The other images with a low certainty
value had been problematic when trying other width estimation methods.
Consequently, the width certainty measure seems to work very well. How-
ever, more tests are needed, since the objective function was adjusted based
on these test images and there is a risk for \over-�tting".
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Chapter 5

Summary and discussion

In this project, a situation where a mobile robot is supposed to locate and
approach a pallet, using the information from a video camera mounted on
the robot, has been considered. The main task of the project has been to
extract as much information as possible from a single image of a pallet, to
locate the pallet and �nd out where the robot should go next using this
information.

The feature extraction algorithms that were used are based on using
rotational symmetry �lters and the Hough transform to �nd the array of
rectangles that characterise the front side of a pallet. To �nd the pallet
centre, and to reduce the risk of �nding another object instead of the pallet,
a symmetry algorithm has been used. This has been a successful strategy,
and the pallet was found in all test images.

The algorithms have been tested on several images. Still the amount
of tests is too small to allow any precise quantitative conclusions. In the
complete feature extraction test that has been performed, the results were
promising. The errors in the distance estimation were a few centimetres on
shorter distances (< 3 m) and one to a few decimetres on larger distances.
The worst orientation errors were about 1 degree/m for pallets with an orien-
tation of 0 degrees, and below 10 degrees for pallets with other orientations.
The side-ways errors were small (a few centimetres) even on large distances.

Three uncertainty measures were suggested and tested. Two of them
(the symmetry value and the width certainty measure) seem to be useful,
while the third one (the orientation certainty measure) seems to be of little
or no use.

A simple controller has also been developed. At this stage, it has not
been possible to test it in reality, though.
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5.1 Future work

In this section, some suggestions about how to complete and improve the
system are presented.

A very important task is to perform more tests, to give a statistical basis
for estimation of probability distributions for di�erent errors. The tests
should be performed with di�erent light conditions, di�erent backgrounds,
di�erent pallets etc.

The feature extraction algorithms could perhaps be improved. The two
most di�cult features to calculate are the width and the orientation of the
pallet. When it comes to the orientation, one suggestion is to cut out a
pallet-shaped region instead of a rectangular region to pick the orientation
values from. However, this leads to higher demands on the preliminary
orientation estimation and the width estimation to correctly locate the pallet
in the image. Another suggestion is to consider the vertical edges of the
pallet as well, but when the pallet is not seen from the front, it might be
di�cult to know the relation between horizontal and vertical edges, since
they will not be perpendicular in the image. Yet another method would be
to apply the Hough transform to the cutout from the orientation image. One
advantage with this method would be that long lines are favoured, which
would reduce the impact from disturbing background orientations.

When the robot is getting near the pallet, the forks will become visi-
ble in the image. These forks could be used for improving the orientation
estimation at close distances, by comparing the orientation of the pallet
to the known orientation of the forks. The forks could also be used for
self-calibration.

The most obvious improvement of the width estimation is to adjust the
objective function, preferably based on new tests. A good width estimation
algorithm just based on the image would also be of great value. A method
that has been tested is to convolve the signs of the maximums along the
Hough lines (Figure 2.9, middle right) with some expected patterns, e.g.

P = ( 1 �1 �1 1 �1 �1 1 )t:

This works reasonably well as long as we get a well-de�ned spot array and
the holes in the front side are dark. A pattern like

P = ( 1 1 1 1 1 1 1 )t

would not be very distinctive. Therefore, the method is of limited use.
A way to improve the location estimations signi�cantly (especially the

distance estimation) would be to consider sequences of images instead of just
single images. This could be done with an (extended) Kalman �lter. Since
the side-ways estimation error is so small, the distance to the pallet could
be estimated well by triangulation from two di�erent camera positions.
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The uncertainty measures should be further evaluated and incorporated
into the system, at least the symmetry value and the width certainty value
(if nothing better is found). They can a�ect the estimated probability dis-
tributions for the di�erent parameters that are needed for weighting when
averaging estimations from multiple images or methods. More and better
uncertainty measures would be of great importance.

The controller needs to be tested in real life. The connection to the
robot control system has to be established. Many improvements can also be
made to the controller. One obvious improvement is to make the distance
to go dependent on the quality of the location estimation. Other control
algorithms could also be tested, especially for the last part of the path
(when getting near the pallet). For example, the control could be done by
some kind of neural or associative network. This could conceivably lead to a
less demanding feature extraction, since the neural structure might be able
to discern patterns that are not obvious to us.

At last, since the feature extraction algorithms are quite slow, perhaps
the most obvious improvement of the system may be to optimise the code,
e.g. by rewriting Matlab code to C. A nice goal would be to implement a sys-
tem that could interpret the images in real time, i.e. while approaching the
pallet. In such a system, fast algorithms should be preferred. By averaging
over several estimations, higher precision could be achieved. For the future,
a working system like this could be incorporated in a larger, commercial
automated storage system.
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Appendix A

Tables

This appendix contains the results of the complete feature extraction test.
The results are discussed in Section 4.2, where plots of some of the data also
is found.

Image � '  v �x
number (m) (rad) (rad) (rad)

1 2.54 -0.6981 -0.2124 0.1708
2 1.39 0 -0.3695 0.3407
3 2.54 0 -0.2124 0.1708
4 2.54 0 -0.2124 0.1708
5 4.54 0 -0.1077 0.1005
6 4.54 0 -0.1077 0.1005
7 4.54 0 -0.1077 0.1005
8 6.54 0 -0.0902 0.0743
9 6.54 0 -0.0902 0.0743
10 6.54 0 -0.0902 0.0743
11 8.54 0 -0.0553 0.0604
12 8.54 0 -0.0553 0.0604
13 10.54 0 -0.0553 0.0502
14 10.54 0 -0.0553 0.0502
15 12.54 0 -0.0378 0.0453
16 12.54 0 -0.0378 0.0453
17 14.54 0 -0.0378 0.0403
18 14.54 0 -0.0378 0.0403
19 16.54 0 -0.0204 0.0403
20 16.54 0 -0.0204 0.0403
21 2.54 0.0873 -0.2124 0.1708
22 2.54 0.3491 -0.2124 0.1708
23 6.54 0.3491 -0.0902 0.0804
24 14.54 0.3491 -0.0378 0.0403
25 2.54 0.6981 -0.2124 0.1708
26 6.54 0.6981 -0.0902 0.0804
27 6.54 0.6981 -0.0902 0.0804
28 14.54 0.6981 -0.0378 0.0403

Table A.1: Table over the test images; distance, pallet orientation and cam-
era settings. � is the distance from the camera to the pallet; ' is the angle
of the pallet;  v is the tilt angle; �x is half the �eld of view.
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Image px py � pax pbx
number (pixels) (pixels) (rad) (pixels) (pixels)

1 244.3636 234.8286 1.7705 74.4727 390.9818
2 251.3455 246.9132 1.5778 74.4727 423.5636
3 246.6909 239.0580 1.5748 46.5455 446.8364
4 251.3455 239.7709 1.5797 51.2 446.8364
5 251.3455 281.5450 1.5792 55.8545 442.1818
6 251.3455 282.2329 1.5727 60.5091 442.1818
7 246.6909 271.3163 1.5731 60.5091 442.1818
8 260.6545 231.5540 1.5698 79.1273 442.1818
9 260.6545 227.1578 1.5697 79.1273 442.1818
10 260.6545 224.6882 1.5634 79.1273 442.1818
11 256 297.3232 1.5628 83.7818 423.5636
12 256 306.9141 1.5665 83.7818 423.5636
13 246.6909 221.4375 1.5649 79.1273 414.2545
14 251.3455 229.1058 1.5705 79.1273 414.2545
15 256 298.2262 1.5706 97.7455 414.2545
16 256 305.1886 1.5692 97.7455 414.2545
17 256 255.7146 1.5682 107.0545 409.6
18 260.6545 269.7505 1.5597 107.0545 409.6
19 288.5818 379.5095 1.5705 121.0182 442.1818
20 251.3455 387.1074 1.5813 121.0182 386.3273
21 246.6909 238.0624 1.5632 46.5455 446.8364
22 256 233.8195 1.4926 69.8182 446.8364
23 256 231.1583 1.5346 93.0909 414.2545
24 283.9273 274.7652 1.5562 111.7091 400.2909
25 256 238.7731 1.3769 107.0545 251.3455
26 260.6545 228.6481 1.5173 125.6727 414.2545
27 204.80 222.3114 1.5239 125.6727 409.6
28 293.2364 283.4214 1.5228 111.7091 377.0182

Table A.2: Table over the test images; image features. (px; py) are the
estimated pixel coordinates of the pallet centre; � is the estimated orientation
of the pallet in the image; pax and pbx are the pixel coordinates (in the x
direction) of the left and right spots of the pallet.
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Image Symmetry cp cw
number value

1 0.3646 0.6114 1.0000
2 1.0748 0.5356 0.9741
3 0.9614 0.6783 0.9832
4 0.6346 0.6103 0.9724
5 0.4903 0.5767 0.9479
6 0.4174 0.6949 0.9838
7 0.3099 0.6544 0.9847
8 0.5232 0.5773 0.9259
9 0.5088 0.6812 0.9908
10 0.4226 0.6692 0.9805
11 0.6928 0.5642 0.7532
12 0.5604 0.6539 0.9814
13 0.7790 0.5336 0.8992
14 0.6551 0.6339 0.9624
15 0.7787 0.5821 0.7110
16 0.6105 0.7078 0.7374
17 0.6437 0.6359 0.8187
18 0.6791 0.6807 0.7873
19 0.9969 0.6084 0.0404
20 0.8745 0.6855 0.2016
21 0.5723 0.7058 1.0000
22 0.4473 0.6642 1.0000
23 0.5386 0.7185 0.9410
24 0.4858 0.5793 0.3155
25 0.2571 0.4520 0
26 0.7791 0.5414 0.8733
27 0.3011 0.3746 0.5829
28 0.3941 0.5365 0.0651

Table A.3: Table over the test images; certainty measures
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Image x̂cr dxcr ŷcr �̂ d� '̂ d'

number (m) (m) (m) (m) (m) (rad) (rad)

1 2.5903 0.0503 0.0207 2.2710 -0.2690 -0.8033 -0.1052
2 1.3947 0.0047 0.0096 1.3571 -0.0329 -0.0201 -0.0201
3 2.5526 0.0126 0.0163 2.5437 0.0037 -0.0198 -0.0198
4 2.5463 0.0063 0.0081 2.5715 0.0315 -0.0443 -0.0443
5 4.3968 -0.1432 0.0081 4.5577 0.0177 -0.0718 -0.0718
6 4.3866 -0.1534 0.0081 4.6237 0.0837 -0.0162 -0.0162
7 4.5540 0.0140 0.0168 4.6255 0.0855 -0.0206 -0.0206
8 6.2434 -0.2966 -0.0085 6.6062 0.0662 0.0119 0.0119
9 6.3414 -0.1986 -0.0086 6.6069 0.0669 0.0132 0.0132
10 6.3978 -0.1422 -0.0087 6.5811 0.0411 0.0913 0.0913
11 7.9819 -0.5581 0 8.6432 0.1032 0.1220 0.1220
12 7.7127 -0.8273 0 8.6898 0.1498 0.0631 0.0631
13 10.7104 0.1704 0.0196 10.5440 0.0040 0.1210 0.1210
14 10.3875 -0.1525 0.0095 10.6228 0.0828 0.0063 0.0063
15 11.4671 -1.0729 0 12.4901 -0.0499 0.0053 0.0053
16 11.1633 -1.3767 0 12.4821 -0.0579 0.0350 0.0350
17 13.7494 -0.7906 0 14.6573 0.1173 0.0695 0.0695
18 12.9896 -1.5504 -0.0095 14.1542 -0.3858 0.2716 0.2716
19 13.0496 -3.4904 -0.0669 0 - 0.0078 0.0078
20 12.6690 -3.8710 0.0093 16.2295 -0.3105 -0.2517 -0.2517
21 2.5613 0.0213 0.0164 2.5418 0.0018 0.0383 -0.0490
22 2.5994 0.0594 0 2.5121 -0.0279 0.3798 0.0307
23 6.2974 -0.2426 0 6.3144 -0.2256 0.4144 0.0654
24 12.7381 -1.8019 -0.0560 14.4951 -0.0449 0.3448 -0.0043
25 2.5551 0.0151 0 0 - 0.7775 0.0794
26 6.3587 -0.1813 -0.0093 6.4342 -0.1058 0.5820 -0.1161
27 6.5187 -0.0213 0.1054 6.7533 0.2133 0.5292 -0.1689
28 12.3261 -2.2139 -0.0723 0 - 0.8534 0.1553

Table A.4: Table over the test images; pallet position estimation. x̂cr and
ŷcr are the estimated coordinates of the pallet centre using the triangulation
method; dxcr is the estimation error for x̂cr; �̂ is the \distance by size"
estimation; d� is the estimation error for this estimation; '̂ is the orientation
estimation; d' is the estimation error for this estimation.
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Image xrnew yrnew �rnew Dir.  hnew  vnew �x
number (m) (m) (rad) (F/B) (rad) (rad) (rad)

1 1.2016 -1.4186 0.8033 F -0.0000 -0.1991 0.1435
2 0.3949 -0.0105 0.0201 B 0 -0.3807 0.2593
3 0.7641 -0.0018 -0.0024 B -0.0126 -0.2276 0.1593
4 0.7269 -0.0182 -0.0247 B -0.0392 -0.2231 0.1573
5 1.6439 -0.0329 -0.0199 B -0.0348 -0.1314 0.1068
6 1.6828 -0.0041 -0.0025 B -0.0070 -0.1347 0.1082
7 1.7657 -0.0020 -0.0011 B -0.0079 -0.1291 0.1051
8 2.6151 0.0018 0.0007 B 0.0035 -0.0870 0.0814
9 2.6633 0.0023 0.0009 B 0.0038 -0.0851 0.0803
10 2.6391 0.0432 0.0163 B 0.0301 -0.0822 0.0789
11 3.4150 0.0644 0.0188 B 0.0329 -0.0581 0.0650
12 3.3161 0.0325 0.0098 B 0.0172 -0.0624 0.0675
13 4.7985 0.0738 0.0154 B 0.0246 -0.0324 0.0503
14 4.6906 0.0079 0.0017 B 0.0014 -0.0357 0.0522
15 5.2304 0.0027 0.0005 B 0.0009 -0.0279 0.0477
16 5.0610 0.0178 0.0035 B 0.0064 -0.0297 0.0488
17 6.3355 0.0359 0.0057 B 0.0105 -0.0147 0.0402
18 5.8539 0.1474 0.0251 B 0.0471 -0.0174 0.0409
19 6.0258 -0.0296 -0.0049 B 0.0004 -0.0186 0.0424
20 5.7021 -0.1354 -0.0237 B -0.0444 -0.0192 0.0421
21 0.7619 0.0277 0.0373 B 0.0435 -0.2260 0.1589
22 0.3280 0.1678 0.3278 B 0.4015 -0.1692 0.1268
23 2.3923 0.2389 0.0976 B 0.1587 -0.0768 0.0731
24 5.6998 0.1700 0.0297 B 0.0618 -0.0184 0.0408
25 1.1298 1.4030 -0.7775 F 0 -0.1991 0.1435
26 2.3464 0.3426 0.1408 B 0.2283 -0.0731 0.0674
27 2.5753 0.3735 0.1483 B 0.2162 -0.0755 0.0697
28 5.3642 0.5075 0.0935 B 0.1766 -0.0190 0.0400

Table A.5: Table over the test images; new robot coordinates and camera
settings
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Appendix B

Implementation

This appendix describes some implementation issues concerning the com-
munication between di�erent parts of the system. It does not contain much
of the code, and is by no means intended to be a complete program listing.

The design of the system is the following (see Figure 1.3): The main
program, implemented in Matlab, acts like a client communicating through
sockets with three servers; one controlling the camera, one handling the
frame grabber and one controlling the robot. The servers and the socket code
are all implemented in C/C++. The communication functions on the client
side are implemented as MEX functions, which provide an interface between
C and Matlab. The main program handles all of the feature extraction and
the controller algorithms, while the servers only supply the main program
with data and receive commands for the camera and robot.

B.1 Client - server communication

The information that is sent between the client and the servers is put in
packets of two di�erent types: normal packets and compact packets. A
normal packet contains a message part and a data part, and information
about the size and type of these parts. The information bytes are sent before
the message and the data parts, which makes it possible for the receiver to
know on beforehand exactly how many bytes to receive. A compact packet
just contains two bytes: one ag telling that it is compact and one message
byte.

The communication protocols are all started by the client and ended by
the server. In principle, only three protocols are used. In the �rst one, the
client begins by sending a compact packet containing a command, and then
expects a normal packet in return. In the other protocols, the client sends
a compact or a normal packet, expecting a con�rmation in the form of a
compact packet. The only exception to this is the command for the robot
to move. Here the client �rst expects a con�rmation that the command
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is received, and then a con�rmation that the robot has completed its task
successfully.

B.1.1 Camera server

As an example of a server, let us consider the camera server. After connect-
ing to the camera and letting the client connect, it enters a loop, waiting
for commands from the client. When receiving a packet from the client it
is forwarded to the following procedure, which interprets the command and
communicates with the camera.

/*

* camCommand maps the message and data parts of a packet to a

* camera command according to the table below. If successful,

* the return value is equal to the number of return values from

* the camera, otherwise negative. The last parameter should be

* a pointer to an integer array of length 2 where the return

* values from some camera commands are stored.

*

* Msg number Camera command

* 33 SetZoom

* 34 SetAbsPanTilt

* 65 GetZoom

* 66 GetAbsPanTilt

*/

int camCommand(int aFd, char msg, int data[], int retval[])

{

int ret;

struct data_two_int pantilt;

switch (msg)

{

case 33:

ret = SetZoom(aFd, data[0]);

if (ret >= 0)

ret = 0;

break;

case 34:

ret = SetAbsPanTilt(aFd, data[0], data[1]);

if (ret >= 0)

ret = 0;

break;

case 66:

pantilt = GetPanTiltValue(aFd);

if (pantilt.z1 == -999)

ret = -1;

else

{

ret = 2;
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retval[0] = pantilt.z1;

retval[1] = pantilt.z2;

}

break;

case 65:

retval[0] = GetZoomValue(aFd);

if (retval[0] < 0)

ret = -1;

else

ret = 1;

break;

default:

fprintf(stderr,"camCmdTable: Unknown Camera command");

ret = -1;

}

return ret;

}

The return value of this function then determines what to return to the
client. The data to return is stored in retval.
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