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URL: http://www.control.isy.liu.se

Email: stenman@isy.liu.se

June 15, 1999

REGLERTEKNIK

AUTOMATIC CONTROL

LINKÖPING

Report no.: LiTH-ISY-R-2157

Submitted to Automatica

Technical reports from the Automatic Control group in Linköping are available by
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{stenman,fredrik}@isy.liu.se

Abstract

The determination of resolution parameter when estimating frequency functions of
linear systems is a trade-off between bias and variance. Traditional approaches, like
“window-closing” employ a global resolution parameter – the window width – that
is tuned by ad hoc methods, usually visual inspection of the results. Here we explore
more sophisticated estimation methods, based on local polynomial modeling, that
tune such parameters by automatic procedures. A further benefit is that the tuning
can be performed locally, i.e., that different resolutions can be used in different
frequency bands. The approach is thus a conceptually simple and useful alternative
to more established multi-resolution techniques like wavelets. The advantages of the
method are illustrated in two numerical examples.
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1 Introduction

Estimating frequency functions of linear systems is a classical identification
problem, see, e.g., Jenkins and Watts (1968), Bendat and Piersol (1980),
Brillinger (1981), and Ljung (1999). The methods can be divided into paramet-
ric ones, which estimate the parameters of an imposed parametric model, and
then compute the corresponding frequency-domain counterparts, and nonpara-
metric ones, that essentially smooth initial estimates of the frequency-domain
quantities – one way or another.

The procedures all involve some parameters that govern the resolution of the
estimate. For parametric methods, the chosen model orders serve as such pa-
rameters. For nonparametric methods, the width of some kind of smoothing
window (i.e., kernel) has to be chosen. The selection of such parameters of
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course reflects a bias/variance trade-off. With better resolution, (i.e., smaller
bias), fewer data points can be involved in the estimate which lead to higher
variance. There are many ways to strike this balance. Traditional methods
have typically relied on subjective methods, like visual inspection of the esti-
mate, for the final choice.

We shall here apply and extend the local modeling methods developed in ear-
lier contributions (see, e.g., Stenman (1997), Stenman (1999)) to the frequency-
domain smoothing problem. This provides two potential advantages in the
choice of resolution parameters:

• We can use resolution determination procedures that give automatic choices
of the optimal value.
• We can consider local resolution parameters, so that the resolution is allowed

to be frequency-dependent.

The paper is organized as follows: Section 2 presents the classical approach for
frequency response estimation, while Section 3 gives the general background of
local polynomial regression. The concepts are combined in Section 4 to form an
adaptive frequency response estimation method, and Section 5 illustrates the
proposed method in numerical examples. Section 6 discusses computational
aspects associated with the method, and Section 7, finally, gives some con-
cluding remarks. Parts of the material have earlier been published in Stenman
et al. (1999).

2 Nonparametric Frequency Response Estimation

A classical application of nonparametric estimation methods in system iden-
tification is that of frequency response estimation of linear and time-invariant
systems. The methods have their roots in spectral estimation techniques and
have been extensively used and analyzed within the fields of mathematical
statistics and signal processing (Jenkins and Watts, 1968; Bendat and Pier-
sol, 1980; Brillinger, 1981; Ljung, 1999).

2.1 Basics

The basic setup is as follows: Consider a stable system described by the input-
output relation

y(t) =
∞∑
k=1

g(k) u(t− k) + v(t), (1)
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where {g(k)} denotes the impulse response and {v(t)} is a disturbance se-
quence being modeled as a stationary stochastic process with spectrum Φv(ω).
The frequency function, G(eiω), for the system is defined as

G(eiω)
∆
=
∞∑
k=1

g(k) e−iωk. (2)

Given measurements

ZN = {(y(1), u(1)), . . . , (y(N), u(N))}

from the system, the goal is to construct an estimate of the frequency function
(2) without imposing any parametric model structure. A natural such estimate
is the ratio

ˆ̂
GN(eiω)

∆
=
YN(ω)

UN(ω)
, (3)

where

YN(ω)
∆
=

N∑
t=1

y(t)e−iωt and UN(ω)
∆
=

N∑
t=1

u(t)e−iωt

denote the discrete Fourier transform of y(t) and u(t), respectively. The quan-
tity (3) is usually referred to as the empirical transfer function estimate,
ETFE, since it is formed directly from the observations without any other
assumptions than linearity of the system (Ljung, 1999).

The ETFE is a very crude and noisy estimate of the true frequency function.
This has been known for a long time and is due to the construction of the
estimate using the Fourier transform: We determine as many independent
estimates as we have data points. Or equivalently, we have no compression of
data. As a consequence of this, we have not imposed any relation between the
system’s properties at different frequencies.

2.2 Properties of the ETFE

The crudeness of the ETFE is caused by the fact that the observations are
corrupted by measurement noise which propagates to the estimate through the
Fourier transform, and leakage 1 effects. Hence the ETFE can be considered
as a random variable with certain statistical properties. For future use, it is

1 Leakage is an effect of finite data length and means that a single frequency com-
ponent is ”leaking” its energy to nearby frequencies.
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useful to specify these properties more in detail. From Ljung (1999, Lemma
6.1), we have that

E
ˆ̂
GN(eiω) = G(eiω) + r

(1)
N , (4a)

E[
ˆ̂
GN(eiω)−G(eiω)][

ˆ̂
GN(e−iξ)−G(e−iξ)]

=



1

|UN (ω)|2 [Φv(ω) + r
(2)
N ], if ξ = ω

r
(2)
N

UN (ω)UN(−ξ) , if |ξ − ω| = 2πk
N
, k = 1, . . . , N − 1,

(4b)

where

r
(i)
N → 0 as N →∞, i = 1, 2.

From this result we see that the ETFE is an asymptotically unbiased estimate
of the true transfer function. However, it is not a consistent estimate. That
is, the variance does not decay to zero when the number of observations, N ,
increases. Instead it approaches the noise-to-signal ratio, Φv(ω)/|UN(ω)|2, at
the frequency in question.

2.3 Traditional Smoothing Approaches

One way to improve the poor properties of the ETFE is to assume that the
values of the true frequency function G(eiω) at neighboring frequencies are
related. The frequency response estimate at a certain frequency ω can thus be
formed as a weighted average of the neighboring ETFE values,

ĜN(eiω) =
∫ π

−π
Wγ(ω − ξ) ˆ̂

GN(eiξ) dξ, (5)

where Wγ(ξ) is a so-called frequency window. Here γ is a resolution parameter
that controls the width of the corresponding time-domain lag window, i.e., the
inverse width of the frequency window. If the frequency window is wide – that
is, γ is small – then many neighboring frequencies will be weighted together
in (5). This will reduce the variance of ĜN (eiω). However, a wide window also
implies that frequency estimates located far away from ω, whose expected
values may differ significantly from G(eiω), will have a great deal of influence
on the estimate. This will cause large bias. Thus, the window width controls
the trade-off between the bias and the variance errors.

The statistical properties of the ETFE can be utilized to improve the accuracy
of the estimate. When the variances of the observations are known, it is nat-
ural to include the inverse variances as an extra weighting in the smoothing
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procedure. According to (4b), an enhanced version of the estimator (5) is thus
given by

ĜN(eiω) =

∫ π

−π
Wγ(ω − ξ)|UN(ξ)|2 ˆ̂

GN(eiξ) dξ∫ π

−π
Wγ(ω − ξ)|UN(ξ)|2 dξ

, (6)

provided that the noise spectrum Φv(ω) is approximately constant within the
support of the frequency window.

2.4 Asymptotic Properties of the Estimate

The frequency response estimate (6) has been thoroughly analyzed in sev-
eral books on spectral estimation, see, e.g., Chapter 10 of Jenkins and Watts
(1968), Chapter 6 of Brillinger (1981) or Chapter 6 of Ljung (1999). In par-
ticular it has been shown that the value of γ that minimizes the asymptotic
(in both N and γ) MSE and thus gives a good trade-off between the bias and
variance error is

γopt(ω) =

4M2
∣∣∣1
2
G′′(eiω) +G′(eiω)Φ′u(ω)

Φu(ω)

∣∣∣2 Φu(ω)

W̄Φv(ω)


1/5

·N1/5, (7)

where the differentiations are with respect to ω, and where M and W̄ are
constants that depend on the frequency window, see Ljung (1999).

Now, if all quantities in equation (7) were known by the user, they could
be plugged into this expression, and the resulting window width γ could be
allowed to be frequency dependent. In practice, though, these are unknown
and the user has to choose a suitable, fixed, value of γ manually, usually by
visual inspection of the result.

2.5 Estimating Frequency Functions by Spectral Analysis

Frequency response estimation is closely related to the spectral estimation
problem. This is easily seen by noting that (3) be rewritten as

ˆ̂
GN(eiω) =

YN(ω) · U∗N(ω)

UN(ω) · U∗N (ω)
=

ˆ̂
Φyu(ω)
ˆ̂
Φu(ω)

, (8)
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where

ˆ̂
Φu(ω)

∆
=

1

N
|UN(ω)|2 and

ˆ̂
Φyu(ω)

∆
=

1

N
YN(ω)U∗N(ω)

denote the periodogram of u(t) and cross-periodogram between y(t) and u(t)
respectively (Brockwell and Davis, 1987).

Spectra and cross-spectra can be estimated from periodograms non-para-
metrically by means of the so-called Blackman-Tukey procedure (Blackman
and Tukey, 1958),

Φ̂u(ω) =
∫ π

−π
Wγ(ω − ξ) ˆ̂

Φu(ξ) dξ, (9a)

Φ̂yu(ω) =
∫ π

−π
Wγ(ω − ξ) ˆ̂

Φyu(ξ) dξ. (9b)

An alternate way of estimating the frequency function is thus the ratio

ĜN (eiω) =
Φ̂yu(ω)

Φ̂u(ω)
. (10)

In fact, this way of estimating the frequency response is one of the most
commonly used approaches, and is, because the Blackman-Tukey procedure
in practice is implemented in the time domain, the main reason for requiring
fixed resolution parameters in the traditional setting. For many applications,
though, it is hard to find a good choice of resolution parameter that provides
a satisfactory degree of smoothing for all frequencies. We will therefore in the
next section see how the concept of local polynomial models can be used to
overcome this problem.

3 Local Polynomial Regression

Local polynomial regression is a special class of nonparametric methods which
has its origins in kernel methods for density estimation (Rosenblatt, 1956;
Parzen, 1962) and kernel regression (Nadaraya, 1964; Watson, 1964). It en-
joyed a reincarnation in a more general setting in the late 1970’s with the work
of Stone (1977), Cleveland (1979) and Katkovnik (1979). Its current popular-
ity is largely due to software packages such as Lowess (Cleveland, 1979) and
Loess (Cleveland and Devlin, 1988).
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3.1 Basics

The canonical model for local regression is

Yk = m(Xk) + ek, k = 1, . . . , N, (11)

where the Yk’s and Xk’s are the observed data, m(·) is an unknown function,
and ek is an error term modeled as i.i.d. random variables with zero means
and variances σ2

k. The function m(·) is assumed to be smooth and is estimated
locally by fitting a pth degree polynomial to the data located within a sliding
window. That is, for each point x, an estimate is obtained by the weighted
regression problem; minimize

Vx(β) =
N∑
k=1

Yk − p∑
j=0

βj(Xk − x)j

2

K
(
Xk − x
h

)
1

σ2
k

, (12)

subject to βj. Here h > 0 is a bandwidth parameter controlling the size of the
local neighborhood, and K(·) is a window function with support on [−1, 1]
(usually referred to as the kernel) assigning weights to each remote data point
according to its distance from x, see Figure 1. If β̂j, j = 0, . . . , p, denote the
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u
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)

Fig. 1. Some commonly used kernel functions. Solid: Uniform. Dashed: Epanech-
nikov, K(u) = 3

4 (1− u2)+. Dash-dotted: Tricube, K(u) = 70
81 (1− |u|3)3

+.

minimizers of (12), an estimate of m(ν)(x) is given by

m̂(ν)(x, h) = ν!β̂ν . (13)

Note that each local regression problem produces estimates m̂(ν)(x) for a single
point x. To obtain estimates at other locations, the local weights change and
new regression problems have to be solved.

It is clear that the value β̂0 obtained from (13) can be used by itself as an
estimate of m(x). However, it is also possible to enhance the estimate by
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plugging in higher order derivative estimates into an additional weight op-
timization step. See Stenman (1999) for more details around this so-called
model-on-demand approach.

3.2 Bandwidth Selection

It is well known that the bandwidth h has a critical impact on the quality of
the estimate since it governs a trade-off between bias and variance. Methods
that use the available data to produce a bandwidth are usually referred to as
bandwidth selectors, and have been extensively studied within the statistical
literature, see, for instance, Fan and Gijbels (1996). They can roughly be
divided into “classical” methods which are based on cross-validation ideas,
and “plug-in” methods which rely on asymptotic expressions like the one in
(7) (Loader, 1995). The majority of the bandwidth selectors proposed so far,
though, have been of global type, i.e., they produce a single global bandwidth.
However, adaptive methods, which select local bandwidths for each fitting
point, have gained a significant interest in recent years, and the development
of them still seems to be an open and active research area.

In this contribution we consider a localized, cross-validation type approach.
Let

m̄(Xk)
∆
=

p∑
j=0

β̂j(Xk − x)j (14)

denote the estimated local polynomial within the window. To assess the quality
of this fitted polynomial, we use the risk function

R(x, h)
∆
=

∑N
k=1wk(x) E(m̄(Xk)−m(Xk))

2/σ2
k

Tr(W)
(15)

which aims at minimizing the estimation error, E(m̂(x)−m(x))2. Here wk(x)
∆
=

K((Xk − x)/h) and W
∆
= diag(w1(x), . . . , wN(x)). An estimator for (15) is

given by (see Cleveland and Loader (1996));

R̂(x, h) =
1

Tr(W)

 N∑
k=1

wk(x)

σ2
k

(Yk − m̄(Xk))
2

− Tr(W) + 2 Tr((XTWVX)−1(XTW2VX))

, (16)

where V
∆
= diag(1/σ2

1, . . . , 1/σ
2
N) and X is a Vandermonde-type matrix of size
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N × (p+ 1) with rows

1, (Xi − x), . . . , (Xi − x)p.

Equation (16) has the interpretation as a localized version of Mallows Cp
statistics (Mallows, 1973; Cleveland and Loader, 1996). By allowing an arbri-
trary penalty α ≥ 2 on the variance part of this expression in order to prevent
the criterion to find spurious features at small bandwidths, one obtains the
localized generalized Cp with variance penalty α (Loader, 1997);

C(x, h)
∆
=

1

Tr(W)

 N∑
k=1

wk(x)

σ2
k

(Yk − m̄(Xk))
2

− Tr(W) + αTr((XTWVX)−1(XTW2VX))

. (17)

Thus, for each fitting point x, a local bandwidth h = h(x) can be obtained by
minimizing C(x, h) subject to h.

4 Adaptive Smoothing of the ETFE using Local Polynomials

A major problem with the classical, Blackman-Tukey-based approaches for
estimating the frequency function is that it is hard to find a global choice
of resolution parameter γ that gives a satisfactory smoothing result over the
entire span of the frequency axis. In addition, the parameter has to be cho-
sen manually, typically by visual inspection of the result. A more appealing
solution would be to have at hand procedures that provide automatic choices
of the optimal value, and that enable local parameters so the resolution can
be frequency dependent. Fortunately, though, it turns out that the smoothing
methods described in Section 3 rather easily can be extended to the ETFE
case.

4.1 A Direct Local Polynomial Approach

From Section 2.2, it follows that the ETFE, at least asymptotically, can be
modeled as the regression model (11) with

Yk =
ˆ̂
G(eiωk), Xk = ωk, k = 1, . . . , n,
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where n = b(N − 1)/2c (since the ETFE is hermitian), and where εk is a
complex-valued and zero mean disturbance with variance

σ2
k '

Φv(ωk)

|UN(ωk)|2
. (18)

It is thus straightforward to apply the local polynomial methods from Section
3. The fact, though, that the regression function now is complex-valued might
require some attention during implementation and computation, but causes
in general no additional conceptual complications.

4.1.1 Variance Estimation

In order to use a localized goodness-of-fit criterion, such as Cp, and to enhance
the quality of the estimate, it is important to have a good estimate of the
variance expression (18), which depends upon the noise spectrum Φv(ωk) and
the Fourier transform of the input.

Now the noise term v(t) in (1) is in general not measurable so we cannot
estimate Φv(ωk) directly. However, if the input-output data are available in
addition to the complex ETFE numbers, v(t) can be approximated by means
of the residuals,

v̂(t) = y(t)− Ĝ0(q)u(t), (19)

where Ĝ0(q) denotes an initial transfer function estimate. In the frequency
domain, this is equivalent to forming an estimate of Φv(ωk) by smoothing the
“residual periodogram”,

ˆ̂
Φv(ωk) =

1

N

∣∣∣YN(ωk)− Ĝ0(eiωk)UN (ωk)
∣∣∣2 , k = 1, . . . , n, (20)

where Ĝ0(eiωk) is obtained from a pre-smoothing operation on the ETFE using,
for instance, the Blackman-Tukey procedure or a local polynomial estimator
with a constant bandwidth. The residual spectrum can then be estimated
from (20) using a nonparametric approach. Plugging in this quantity into (18)
results in the variance estimate

σ̂2
k =

Φ̂v(ωk)

|UN (ωk)|2
. (21)

It is of course also possible to obtain local variance estimates directly from
the raw ETFE data, using different localized variance estimation procedures.
Consult Stenman (1999) for details.
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4.2 An Indirect Periodogram-based Alternative

As discussed in Section 2.5, the frequency response can equally well be esti-
mated via the spectral ratio (10). There are roughly three different approaches
for estimating spectra from periodograms (Fan and Gijbels, 1996). The first
approach, upon which also most of the traditional methods are based, is
to smooth upon the periodogram directly. The classical solution here is the
Blackman-Tukey procedure (9). From a local polynomial perspective, this can
be interpreted as a local constant fitting procedure, and has as earlier men-
tioned the drawback of requiring a fixed choice of resolution parameter. Recent
treatments of the problem have instead involved the use of higher order lo-
cal polynomial expansions and bandwidth selection methods. By adapting the
methods described in Section 3 to the spectral estimation framework, it has
been shown that it is possible to derive adaptive methods that tune the degree
of smoothing by automatic procedures (Fan and Gijbels, 1996)

One difficulty, though, is that the periodogram is highly heteroscedastic, i.e.,
that the variance varies with the amplitude of the spectrum. This sometimes
makes it hard to select the smoothing parameter γ appropriately. The second
and third approaches for smoothing the periodogram is therefore to smooth
the logarithm of the periodogram, which is considered to have a more ho-
mogeneous variance. This can be done either by direct smoothing of the
log-periodogram (Wahba, 1980) or by using a localized maximum-likelihood
smoother (Kooperberg et al., 1995; Fan and Kreutzberger, 1998).

4.3 Confidence Bands for the Estimate

The smoothing method outlined earlier in this section provides pointwise esti-
mates of the frequency function for each frequency. In some situations, though,
there might also be need for quantifying the errors associated with each such
estimate. A useful diagnostic tool for such purposes is the concept of confidence
bands.

Recall that the frequency response effectively is estimated by means of a linear
smoothing operation,

Ĝ(eiω) =
n∑
k=1

Wk(ω)
ˆ̂
GN(eiωk) = wT (ω)

ˆ̂
G, (22)

where the linear weights Wk(ω) are determined either implicitly by a kernel
and a polynomial fitting procedure, or explicitly by the optimization approach.
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The variance of Ĝ(eiω) can thus be estimated as

Var Ĝ(eiω) = σ̂2(ω) ·wT (ω)w(ω) = σ̂2(ω) · ‖w(ω)‖2, (23)

where, as before, σ̂2(ω) denotes an estimate of the (complex) variance of the
ETFE at the frequency ω, and w(ω) is the vector of smoothing weights.

It can be shown that the real and imaginary parts of Ĝ(eiω) are asymptotically
uncorrelated and jointly normally distributed with variances equal to half the
value of (23), see, e.g., Ljung (1999). Since a sum of two squared such variables
is exponentially distributed, or equivalently, χ2-distributed with two degrees
of freedom, an approximate (1 − α)100% confidence region for the squared
magnitude can be obtained as

∣∣∣Ĝ(eiω)− E Ĝ(eiω)
∣∣∣2 ≤ χ2

α(2) · σ̂
2(ω)

2
· ‖w(ω)‖2 = %2(ω). (24)

where χ2
α(2) denotes the α quantile of the χ2(2) distribution. For the special

case of 95% coverage it holds that χ2
0.05(2) = 5.99, so we get the particular

value

%(ω) =
√

5.99/2 · σ̂(ω) · ‖w(ω)‖ = 1.73 · σ̂(ω) · ‖w(ω)‖. (25)

Note that equation (24) provides confidence intervals for the expected value
E Ĝ(eiω). To obtain true intervals for G(eiω) some bias adjustment is required.
An advantage with the optimizing model-on-demand approach is that an es-
timate of the bias is obtained directly as a by-product of the optimization.
However, for the general local polynomial approach it turns out that it is
quite cumbersome to estimate the bias, so (24) provides a reasonable approx-
imation.

The confidence region (24) represents a circle with radius %(ω) around Ĝ(eiω)
in the space of complex numbers. In order to make use of this information
for Bode plotting, translation to corresponding amplitude and phase bands is
required. To obtain more accurate confidence bands (especially for the phase),
a more detailed analysis of the distributions of the amplitude and phase must
be performed. Different possibilities exist depending on which quantities we
want to display (the magnitude, the logarithm of the magnitude etc). It might
also be possible to utilize numerical methods such as point-mass approaches
or bootstrapping.
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5 Examples

5.1 Simulated Data

Consider the linear system

G(q) = C
(q2 − 2r cos(φ+ ∆φ)q + r2)(q2 − 2r cos(φ−∆φ)q + r2)

(q − k)(q2 − 2r cos(φ)q + r2)2
, (26)

where

r = 0.95, φ =
1.3π

4
, ∆φ =

0.03π

4
,

k = 0.5, and C = 0.5.

It is taken from Bodin (1995) who used wavelet methods for frequency response
estimation. The system has earlier also been treated in Stenman (1997) and
Stenman (1999).

A data set was generated according to

y(t) = G(q)u(t) + ε(t), t = 1, . . . , N, (27)

where the input {u(t)} was chosen as a unit PRBS (pseudo-random binary
sequence) signal of length N = 4096, and {ε(t)} was an independent and
normally distributed random sequence with zero mean and standard deviation
σε = 0.05.

The amplitude and phase curves of the true frequency function are shown in
Figure 2 (a). The amplitude curve has a damped peak around the frequency
1 rad/s. The corresponding ETFE plots are shown in Figure 2 (b).

Since we in this case know the true frequency function, we can compute
the optimal γ according to (7). Figure 3 shows the optimal and frequency-
dependent width, γopt(ω), for the Hamming window, under the assumption
that Φu(ω) = 1 and Φv(ω) = Φε(ω) = σ2

ε .

In normal situations, though, the true frequency function is not known (since
it is the quantity we want to determine), and the user has to decide upon
the right amount of smoothing manually. In Figure 4 (a)–(c), the ETFE has
been windowed with a Hamming window of different widths. In Figure 4 (a)
a wide frequency window with γ = 32 is used. The curves are smooth, but
the resolution at the peak is quite poor. In Figure 4 (b) a more narrow win-
dow with γ = 256 is used. The resolution at the peak is now better, but at
other frequencies the curves are noisier. Figure 4 (c) shows a compromise with
window width γ = 128.
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Fig. 2. Frequency functions for the system (26). (a) The true frequency response.
(b) The ETFE.
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Fig. 3. Asymptotic optimal window width for the system (26) when using the Ham-
ming lag window.

This example clearly illustrates the trade-off between resolution (narrow win-
dow) and variance reduction (wide window), which has to be taken into ac-
count when using frequency windows of fixed widths.

Figure 4 (d) shows the obtained result after applying the local polynomial
procedure of Section 4 to the ETFE data, using a local quadratic model and
the tricube kernel (see Figure 1). The noise variance has been estimated from
data using the procedure of Section 4.1.1, with an initial estimate Ĝ0(eiω)
obtained from (6) with γ = 128. The localized Cp was used for bandwidth
selection.

The selected bandwidths from the localized Cp are shown in Figure 5 (a).
As expected, the adaptive approach results in smaller bandwidths near the
resonance peak. The larger bandwidths at the boundaries are mainly due to
neighborhood truncations.
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(a) γ = 32
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(b) γ = 256
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(c) γ = 128
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(d) Adaptive

Fig. 4. (a)–(c) Windowed frequency responses using Hamming windows of different
widths. (d) Adaptively windowed estimate. Solid: Windowed estimates. Dashed:
True frequency response.

The corresponding asymptotically optimal width of the Hamming frequency
window according to (7) is shown in Figure 5 (b). Although this quantity is
not directly comparable with the bandwidths in Figure 5 (a), we see that the
two curves have roughly the same shape.

The above example shows that the adaptive bandwidth selection procedure
works and that it gives reasonable choices of bandwidths that very well matches
the asymptotically optimal formula (7).

5.2 Aircraft Flight Flutter Data

In this section we consider ETFE smoothing of a data set that origins from
a real industrial application. When new aircrafts are developed they are nor-
mally evaluated through quite rigorous test flight programs. Among many
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Fig. 5. (a) Selected bandwidths. (b) Asymptotic optimal width of the frequency
window according to the expression (7).

other things it is interesting to examine the mechanical limitations of the dif-
ferent parts of the aircraft. A commonly used measure of this is the so-called
flight flutter condition in which an aircraft component at a specific airspeed
starts to oscillate.

The experiments are usually performed by attaching special transducers to
various points on the airframe, in this particular case the wings, thereby in-
troducing mechanical vibrations artificially. Data recorded during such tests
are normally noisy with a quite low signal to noise ratio, and for economical
reasons only short data sequences are permitted. The data to be used here
origins from LMS International and was first used by Schoukens and Pintelon
(1991).

Flutter data were obtained using burst swept sine (4–40 Hz) excitations that
generated a force input u(t) leading to an acceleration response which was
taken as the measured output y(t). The data was sampled at fs = 100 Hz
and consists of N = 2048 samples. The resulting excitation signal u(t) and
response signal y(t) are shown in Figure 6.

The goal was to model the frequencies in the frequency band of 4 to 11 Hz.
The ETFE of the dataset was formed according to (3) and is shown as circles
in Figure 7. The frequency response was estimated in the same way as in the
previous example. The result is represented by the solid lines in the figure. The
dotted lines represent 95% confidence intervals. A problem with this example
similar to other real data applications, however, is that we do not know the
true answer, so it is quite difficult to evaluate the quality of the result.
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Fig. 6. Flight flutter data. The input u(t) is the excitation signal and the output
y(t) is the measured response.
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Fig. 7. Result after smoothing the flight flutter data. The ETFE values are repre-
sented by the circles, the solid lines are the smoothed frequency response, and the
dotted lines represent 95% confidence intervals.

6 Computational Aspects

The automatic and adaptive smoothing procedures developed in Section 4 are,
as has been shown, very useful when computing pointwise estimates. However,
estimating the frequency function on a large grid of frequencies may be a quite
time-consuming task, since we at each estimation point have to solve a number
of regression problems for different bandwidths in order to minimize the chosen
bandwidth selection criterion.

However, the fact that we now are dealing with scalar functions and relatively
modest dataset sizes, enables us to perform certain simplifications. Consider-
able speedups can for instance be obtained by considering recursive splitting
ideas similar to those of Locfit (Loader, 1997):
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• Start initially by computing estimates at the boundary points ωi and ωj of
the grid, which yields the associated bandwidths hi and hj.
• If

|ωi − ωj| ≥ ζ ·min(hi, hj),

split the interval into two equally sized pieces, and recursively apply the
same procedure on the two halves.

This approach will significantly reduce the number of computations. Estimates
at intermediate frequency points can be obtained using cubic spline interpo-
lation between the fitted points. Empirical studies have shown that ζ = 0.7
seems to provide a reasonable trade-off between accuracy and computational
complexity.

Consider again the example presented in Section 5.1. In fact, the frequency
function for this system was estimated using the recursive scheme outlined
above, but both the frequency response and the bandwidth curves were spline
interpolated when displayed in Figure 5. The actual fitting points and selected
bandwidths are shown in Figure 8 below.

Here we see that the recursive splitting approach results in more fitting points
where smaller bandwidths are needed, that is, near the peak. The actual fits
are computed at only 32 frequencies (compared to the original 2048 frequency
points), which drastically decreases the computation time.
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Fig. 8. Fitting locations and selected bandwidths for the example in Section 5.

7 Conclusions

In this paper we have extended nonparametric smoothing methods derived in
earlier contributions, to identification methods that estimate frequency func-
tions using automatic, adaptive, and possibly also frequency-dependent choice

18



of frequency resolution. This gives several advantages over traditional spectral
analysis techniques. Many frequency functions exhibit fine details to different
degrees in different frequency bands. The local polynomial approach thus gives
a useful alternative to multi-resolution techniques, based, e.g., on wavelets.
We have also demonstrated how an automated procedure, based on a local
goodness-of-fit criterion, leads to good choice of bandwidths that very well
matches the asymptotically optimal choice.
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