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Abstract

Due to the rapid growth of the Internet and the use of packet data

traÆc, the communication world has to �nd ways of improving perfor-

mance of this traÆc. New areas of use include, e.g., radio transmissions

and real time data. This work discusses some issues of performance when

using TCP and also present some of the measures that are used today.

Furthermore we discuss this matter from the perspective of a bottleneck

queue and present a measure that can be used from that viewpoint in

the network. This measure is illustrated by comparing two versions of

TCP and form the basis for a discussion of what models will be needed to

actually achieve the goals that we have. A control structure is presented

and using simulations and a control interpretation we note that RED in-

troduces an implicit wanted steady state value of the queue length. We

use the dropping of packets as a control signal and the output signal is

the queue length.
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Abstract

Due to the rapid growth of the Internet and the use of
packet data traffic, the communication world has to find
ways of improving performance of this traffic. New areas
of use include, e.g., radio transmissions and real time data.
This work discusses some issues of performance when us-
ing TCP and also present some of the measures that are
used today. Furthermore we discuss this matter from the
perspective of a bottleneck queue and present a measure
that can be used from that viewpoint in the network. This
measure is illustrated by comparing two versions of TCP
and form the basis for a discussion of what models will
be needed to actually achieve the goals that we have. A
control structure is presented and using simulations and a
control interpretation we note that RED introduces an im-
plicit wanted steady state value of the queue length. We
use the dropping of packets as a control signal and the out-
put signal is the queue length.

1 Introduction

When new application areas for packet data traffic emerge,
new difficulties also appear. This has produced a lot of
results on how to improve performance when communi-
cating Internet traffic in the new frameworks. E.g., the
increased use of mobile services implies that packet data
must work well over a radio channel as well as for a wired
link. One question that remains is how the performance
measure should be chosen. What do we really want to
achieve and how can we measure it?

The aim of this work is to illuminate the difficulties
with measuring performance and to develop an easy-to-
use methodology. We will focus on the bottleneck queue,
as this gives a good overview of the network and for some
scenarios it is fairly easy to find, e.g., the node between
the wired and the wireless network when using packet data
over radio. The bottleneck queue measure was introduced
in [1]. This will also lead to a need for a mathematical
description and ways to calculate performance improve-
ments. The current work will show the new control per-
spective that dropping of packets gives us and also use
simulations to reveal certain properties of Random Early
Detection, RED, [2].

In this paper we will illustrate our discussion by com-

paring two TCP versions, namely TCP Reno and TCP Ve-
gas, in Sec. 5. Before that we discuss what the consider-
ations are, Sec. 2, and show some measurements that are
used in current research, Sec. 3. We also show our way
of measuring performance in Sec. 4 and finally, Sec. 6,
discuss what kind of models that are needed to use this
measure in order to improve performance. Furthermore
we present a control theory interpretation that will be used
as the basis for the final mathematical model and also used
to give a intuitive interpretation of the system behavior.

2 Performance Issues

To compare the two TCP versions, we need to discuss what
we want to achieve and what is good performance. Good
performance means different things depending on who we
are asking, e.g., the network provider might have a differ-
ent measure than the user. How can we find a good com-
mon way of measuring performance? First let us discuss
some of the different issues we can encounter.

For each user, transmission time and reliability are im-
portant. Considering TCP connections this means time,
since TCP makes sure that everything goes through no
matter what it takes. One issue is thus the time to transmit
a certain number of bytes, measured on a per flow basis.

The network provider wants to fully utilize the avail-
able capacity and divide it among the users. This gives us
the requirement that there should always be packets pro-
cessed by the slowest node. The issue of dividing the re-
sources in an efficient way is not so easy to resolve. Ef-
ficiency can be measured from both the overall network
and from the single user and optimizing the efficiency of
the network might not be fair among the users and might
cause users to change network provider. The two extreme
cases are “total fairness” and “best effort” and the matter
has been discussed in various scheduling contexts. We will
not discuss this matter more here.

These two actors, the user and the network provider,
demand things that can very well counteract each other.
E.g., if one user gets access to a certain amount of the
bandwidth all the time he will be very happy because he
does not have to compete with anyone, but the network
will not be used very efficiently, since it is unlikely that
the user is going to send at full speed day and night. On
the other hand, the network provider would like to average



the use of the network over time, which could mean that
users would experience large delays, since most traffic oc-
curs at daytime and some of it would be delayed and even
sent during the night.

We will now discuss the matter of measuring perfor-
mance on a deeper level, taking a look at single routers
and senders in the network.

3 Measurements Used in Current Re-
search

With all the research efforts put into the area of improving
TCP, there are of course a lot of performance evaluations
going on. We will here briefly describe some of the mea-
sures that are used in different contexts.

References [3, 4, 5]
use the time to transmit a certain number of bytes or
the packet bit rate to evaluate mobile Internet access,
to analyze TCP when used in GPRS and to analyze
file transfers over UMTS, respectively.

Reference [6]
develops a model of the distribution of the queue
length and the congestion window and uses these to
investigate TCP’s performance.

References [7, 8]
consider throughput (bytes/sec) and Jain’s fairness
index, [9], as performance measures to analyze the
improvements of TCP when using TCP Vegas in-
stead of TCP Reno and to evaluate the improve-
ments achieved by a new version of TCP, respec-
tively.

Reference [10]
models RED queue behavior using a probabilistic
view and uses the model to calculate RED parame-
ters that fulfill stability and other control criteria.

Considering the discussion in Sec. 2 we will continue with
a slightly different view of performance measurements.

4 TCP Performance Using the Bot-
tleneck Queue

We will take on the eyes of a network provider who wants
satisfied customers. We will focus on a specific part of
the network, namely the bottleneck queue. There can of
course be many bottlenecks in one network, but only one
per flow. The bottleneck of a flow is the queue that is ex-
perienced as the slowest one and consequently the only
queue where that flow has more than one packet at a time.
When investigating the performance from the bottleneck,
we can look at, e.g.,

The time the queue is unused.
This shows how efficiently the network is used. An
idle queue is waste of capacity.

The fluctuations of the queue length.
This shows the ability to find a steady state of the
network. The more stable the queue length is, the
more stable is also the round trip time experienced
by each connection. This will also make it easier
for new connections if the total network is experi-
enced as being in steady state, and thus scalability is
improved.

The fraction of dropped packets.
This shows how fast the algorithms notice changes
of the network. A larger number of dropped pack-
ets indicates that the algorithm takes longer time to
respond to overflows.

The throughput.
This indicates if the queue is often empty. It is also
interesting for, e.g., the owner of this bottleneck queue
if he is getting payed per delivered byte or packet.

The average queue length
A long average queue means large round trip delays
and a high probability to drop packets, while a short
average queue means high probability for a unused
queue.

Goals: The conclusion is that we want to control the tail
of the queue distribution to keep it small and we also want
to make the distribution narrow around a not too high and
not too low mean value.

5 Comparison of two TCP versions

To give a feeling of the distribution measure, we will com-
pare TCP Reno and TCP Vegas by looking at both queue
length histograms and the queue length over time.

5.1 Reno vs. Vegas

We will here briefly describe the differences in the two
TCP versions. The main difference lies in the estimation
of the available network capacity. Reno is designed to in-
crease the estimate whenever a packet goes through and
to decrease it on timeouts or drops. In Vegas a measure
has been introduced and the estimate is increased if this
measure is above some threshold and decreased if it is be-
low another threshold. Decreasing and increasing are also
much more aggressive in Reno than in Vegas. The pur-
pose of this is that Vegas should discover difficulties be-
fore they result in a drop and respond accordingly. Reno
will not discover problems with congestion until a packet
(or more) is dropped.



5.2 Simulations

We have simulated different scenarios usingns-2[11], see
Fig. 3. The network in the simulation is a number of flows
sharing a bottleneck queue and they carry either FTP or
HTTP traffic. Fig. 1 shows the simulated network and
Tab. 1 shows the used parameter values1. We do not aim
to decide which of the two versions are the better one but
only to discuss the matter of measuring performance using
the bottleneck queue characteristics. We have simulated
36 different scenarios and we will look at a few of them in
this context.

fr1

fsn frn

wc1

wcm

bottleneck queue

wsm

ws1

fs1

Figure 1: The simulation setup inns-2. n file senders,fsi,
with corresponding file receivers,fri, andm web servers,
wsi, with corresponding web clients,wci.

Table 1: Parameter settings for the simulations inns-2.

Description Setting
Fixed

Number of flows,n+m 27
Simulation length,T [s] 100.0
Start and end times of
FTP flows

uniformly distributed over
[0, aT ] and[(1 − a)T, T ],
respectively

Changing

TCP version Vegas or Reno
Number of web traffic
flows,m

0, 9 or 18

a 0.1, 0.3 or 0.5
Bottleneck queue,q 20 or 50 packets

Figure 2 shows the connection between the queue length
over time and its histogram. The queue length oscillates
around virtually three different levels and each level gives
rise to a bump in the histogram. Here the histogram is ro-
tated to indicate the shared axis of the two diagrams. We

1The different setups will from now on be labeled with(ver, m, a, q),
e.g.,(R, 9, 0.3, 20) means Reno with9 web flows, start times during the
first 30% of the simulation and a queue length of 20 packets.

can view the histogram as the projection of the time plot
on the y-axis.
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Figure 2: The time profile of the queue length with cor-
responding histogram. The setting is [V,9,0.5,20]. The
shared axis shows the number of packets in the queue. The
histogram shows intensity to the right and the left plot has
time on the x-axis.

In Figs. 3(a) and 3(b) we see a significant difference in
the width of the peaks. Reno has given rise to more oscil-
lations. The peak in the Reno histogram seems to continue
beyond the queue length, while the peak in the Vegas his-
togram is centered somewhat to the left of the maximum
queue length. Vegas has thus, in this scenario, been more
successful with accomplishing the goals from Sec. 4.

The histograms in Figs. 3(c) and 3(d) are very similar
and no significant difference can be found. This setting is
also very hard, with 27 file flows sharing a link with the
queue length being only 20 packets. In Figs. 3(e) and 3(f)
we have the same setting as previously but only 9 file flows
and 18 disturbing web transfers and we see that Vegas han-
dles this better with a slightly more narrow peak. Here the
center of the peak seems to be more to the left than for
the Reno case. We see that it is quite easy in these cases
to see what the histograms mean. Of course in reality the
number of flows through the link will vary and it will be
hard to see where the peak of the distribution will be when
looking only at a small sample. We will now discuss the
use of the queue occupation histogram measure.

6 Using the measurements

The aim of all this is to reach a mathematical description
where we can use common knowledge to tune the perfor-
mance of a network. As we have concentrated on the bot-
tleneck queue, this is also where we want to find the math-
ematical representation. Looking at the goals in Sec. 4 we
see that they are easily translated into common tasks of a
controller. In control theory the specifications for a strat-
egy are often made in a so called step response, where you
study rise time and overshoot when the system is subject
to an abrupt change. These two correspond to how fast the
system reacts to changes and how much it oscillates, re-
spectively. Translating into the histogram framework these
will both correspond to the width of the peak of the distri-
bution and the mean value would correspond to a wanted
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Figure 3: Results from three different simulation setups for using Reno or Vegas.

steady state value for the queue length, the so called refer-
ence value of our control loop. Thus we would like to find
a mathematical description of the system that fits into the
control theory framework.

One could ask what the controller would be. When we
look at the system from the bottleneck queue one answer
could be to drop packets as has been proposed in, e.g., pa-
pers about RED and ECN [2, 12]. If we keep that thought
we can find a control structure to work with. We realize
that it is the congestion window of the TCP senders that
implicitly decides the size of the queue and that the win-
dows are changed when packets are dropped. There is also
a delay in the system, which will be related to the experi-
enced round trip times. The model will of course be highly
non-linear and also dependent on the number of flows us-
ing the bottleneck queue.

Our aim is to use the probabilistic view introduced in
[10] to find a time discrete model with the dropping of
packets as a control signal and the queue length as an out-
put, see the upper part of Fig. 4. The model presented in
[10] gives us a way of studying approximate behavior of
the queues. We will now look at a simple simulation ex-
ample. The discrete time version of the proposed model is
shown in (1).

Wk+1 −Wk =
1
Rk

+
WkW(k−Rk)

2R(k−Rk)
p(q(k−Rk))

qk+1 − qk = −C +Nk
Wk

Rk
− p(qk)

(1)

W is the average congestion window,q is the queue length,
R is the average round trip time,N is the number of con-
nections,p is the probability of dropping a packet,C is the
service rate of the queue andk is the time index. In Fig. 4
uk = p(qk) and the delay isRk. The model only takes
into account the congestion avoidance phase and does not
consider timeouts. For our ordinary FIFO queuep(q) is a
step atq = qmax, and for a queue deploying RED

p(q) =


0 q < qm
1 q > qM
pM

q−qm
qM−qm otherwise

for some parametersqm, qM andpM ∈ [0, 1]. This means
that we drop some packets before the queue is actually full.

queue

droppingdelay

TCP senders

+Controller

: congestion windows

: packet drop, control signal
: queue length, output

−: reference value
: RED parameters

qref
θ

qref = f(θ)

w

w

u

u

u q

q

q

Figure 4: A control model of the bottleneck queue, with
the interpretation of RED depicted in the lower part.

Our simulations using the model (1) shows that, for a
family of loads, RED will correspond to setting a reference
value for the queue length. Let us call the RED parame-
tersθ = [ qm qM pM ]. We assume now that we can
find RED parameters that gives us good performance for a
certain network setting. Then there is a set

L(θ) = {N |θ gives good performance}.

In L(θ) the reference value that the RED queue imposes
will be constant. Thus we can vary the load in the network
and the steady state value imposed by RED will be the
same if RED manages to give good performance at all.
This is seen in simulation plots of the queue histograms.
Fig. 5 shows two results for two subsets ofL. We see that
the mean values are nearly the same (the difference is not
statistically certain). Thus, RED introduces a controller



with an implicit reference value depending on the RED
parameters but not on the load. However the parameters
must be adapted to large variations in the load.

Mean = 75 Mean = 78

L = {30 ≤ N ≤ 40} L = {40 ≤ N ≤ 50}

Figure 5: The queue histogram using RED for two subsets
of L. The mean are more or less the same.

7 Conclusions

We have discussed the matter of measuring performance
of a network and have presented the queue occupation as
an appropriate measure. We showed that the aim is to find
a system description that would fit in a control theoretic
framework and we have in this context presented the goals
that we want to achieve:

• Stable system,

• Small overshoot,

• Fast step response and

• Small tails of the queue distribution.

Furthermore we have discussed what models that will be
needed to achieve the goals of good performance. We
showed a control structure of the system and a nonlin-
ear model. This control structure gives an intuitive way
of describing system characteristics. With simulations of
the model we also showed that RED introduces a refer-
ence value that does not depend on the load in certain
valid regions, and also that the parameters of RED must
be adapted to large variations of the network load.

Future work includes to incorporate RED in the con-
trol structure and translate the RED parameters into refer-
ence value and control parameters. We will also further
develop the mathematical model and investigate stability
and robustness for RED using this model.
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