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Abstract

Analysis of Variance(ANOVA) can be used to help find a parsimonious
model with good prediction and/or simulation performance in a system
identification context. This report gives an example on how ANOVA can
be used for finding a good model structure and for analysing the residuals
of an estimated model to see if there are more information left to model.

1 Introduction

This report is meant to illustrate the power of the analysis of variance method in
combination with model estimation for building good models from input/output
data. One problem one encounters when trying to identify a good model of a
nonlinear system is what regressors i.e., which present and old inputs and old
outputs, to use for explaining the output of the model. If proper regressors are
found, the tasks of choosing an appropriate model type and estimate the model
parameters are much easier.There are several versatile model types available
for both linear (see, e.g., [2]) and nonlinear relations [3]. The flexibility of the
model type has to be weighted against the amount of introduced parameters.
Nonlinear model types tend to have a large number of parameters, even for few
regressors, due to the curse of dimensionality. The estimated model has to be
validated to make certain that it is good enough for its proposed use. Prediction
and simulation performance, model errors and stability are important to check.
The input/output data used for estimation should not be reused for validation,
but instead a new data set should be used [2]. The importance of the model
validation cannot be overrated.

The motivation to put some effort on regressor selection is to dramatically
reduce the effort necessary to select a model type and estimate the associated
parameters. If the regressors are not fixed beforehand, several models have to
be tried to determine which regressor set that works best. For nonlinear model
types, the parameters often takes considerable time to estimate, and it is not
only regressors that have to be chosen. Also the degree of nonlinearity (or model
order) and other structural issues need to be considered. All in all, the amount
of tried models can grow very large.

In this report a data set from a vane process is studied. The data set is
used to illustrate how ANOVA can be used to build sparse nonlinear models.
ANOVA is used to find proper regressors and analyse the residuals from the
model to find out which parts of the model that can be improved.
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Figure 1: The vane process.

2 The vane process

The vane process consists of an air fan mounted 15 cm in front of a 20 times 20
cm vane, see Figure 1. The input signal is the voltage over the motor and the
output signal is the output voltage from the angle meter. To give the process
a more nonlinear behaviour, the motion of the vane is blocked by a slightly
damping object (a book). Both the range of the input and the range of the
output are limited to −10V to 10V, due to limitations in the instrumentation.

2.1 Input selection

The chosen input signal is a pseudo-random multi-level input signal with three
levels. To get all 37 = 2187 signal level combinations in the sequence u(t),
u(t − 1), u(t − 2), u(t − 3), u(t − 4), u(t − 5), u(t − 6) the equation

u(t) = mod(u(t − 5) + 2u(t − 7), 3) (1)

is used to generate the signal. Here mod(x, 3) stands for modulo three addition.
This equation can only generate 37 − 1 different signal level combinations, since
if there are seven or more zeros in a row, the output will be constantly zero.
Since it is important in the intended analysis to have measurements of all signal
level combinations, a zero is appended in each period of the signal. Then the
three signal levels {0, 1, 2} are mapped to the desired levels {5, 1, 9} of the signal.

The sampling period is chosen such that 4-8 samples can be taken during
the rise time (= 0.3s) of a step response. With slow sampling this gives the
sampling period 0.08s.
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Figure 2: Simulated outputs from the linear model.

2.2 Linear identification

The best estimated linear model for the input/output data was an state space
model of order three;

x(t + 0.08) = Ax(t) + Bu(t) + Ke(t) (2)
y(t) = Cx(t) + e(t),

where A is a 3 × 3 matrix, B is a 3 × 2 matrix (an extra, constant input signal
was added to handle deviance from zero mean), K is a 3× 1 matrix and C is a
1 × 3 matrix. All the matrixes are full, which gives 21 parameters. The model
was estimated using the first half (8086 samples) of the data set as estimation
data. The fit for the linear model was 53% on the second half of the data
set, see Figure 2 for a zoom in on 100 data points. The linear model does not
handle the saturation caused by the blocking of the vane very well, giving large
overshoots when the measured signal saturates and not enough amplitude in
the other oscillations. The residuals from the linear model pass a whiteness
test and the correlation between the residuals and the input is flat and close to
insignificant, see Figure 3.

2.3 Analysis of variance

To find proper regressors and a good model structure for the system, the analysis
of variance method is used. The method is based on hypothesis tests with F-
distributed test variables computed from the residual quadratic sum. The model
giving the residuals is a very simple one, based on cell means. A cell is obtained
by restricting each candidate regressor to a specific (chosen) interval. For a
more complete description, see [1, Chapter 4]. A balanced design is achieved
by discarding excess data in the cells formed by the intervals of the candidate
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Figure 3: Residual analysis for the linear model.

regressors included in the test, see [1, Chapter 5]. Depending on how many data
there are in each cell (two or more are necessary for a complete analysis) three
to seven candidate regressors could be included in each test. The tests are not
independent of important regressors not included as factors in the tests, so the
test results have to be interpreted with some care. The candidate regressors here
are u(t), u(t−1), . . . , u(t−9) with the levels {1, 5, 9} and y(t−1), y(t−2), . . . ,
y(t− 9) with the levels { above median, below median }. The selected intervals
for the input signal can lead to an inability to detect nonlinear effects from
old output signal values if they are even around the median, due to Bussgang’s
theorem.

Eleven ANOVA tests were performed on the input/output data. The candi-
date regressors u(t − 1) – u(t − 5) were included in the first test. The number
of data in each cell was 63, which gives a high power to detect even very small
deviations from the null hypotheses. Therefore the mean sums of squares (the
sums of squares divided by the degrees of freedom) is used to determine the rel-
ative importance of the regressors. The variance estimate from the analysis was
1.25, which means that it should be possible to estimate a model with less error
variance. All the candidate regressors show significant effects, with u(t− 4) the
most important, closely followed by u(t−3). The third most important regressor
in the test is u(t − 5), see Table 1. There were four highly significant (proba-
bility level less than 10−14) interaction effects; interaction between u(t− 3) and
u(t − 4), between u(t − 3) and u(t − 5), between u(t − 4) and u(t − 5) and the
three-factor interaction between u(t − 3), u(t − 4) and u(t − 5).

The three most important candidate regressors in test 1 plus two new ones,
u(t−6) and u(t−7) were included in test 2. The result was the same ordering as
in test 1. The procedure was repeated for test 3, with u(t−8) and u(t−9) as the
new regressors. Also in this test the same three candidate regressors explained
most of the variability in the data, see Table 2 for details. The significant
interaction effects had considerably lower mean sums of squares than the three
most important main effects and can possibly be neglected in a first model.

Then tests with candidate regressors formed from the output were per-
formed, see Tables 2– 3. In the first test (test 4, Table 2), y(t − 1), y(t − 2)
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Regressor Mean sq.
Test 1 u(t − 1) 64
σ̂2 = 1.25 u(t − 2) 1770
n = 63 u(t − 3) 6045

u(t − 4) 8403
u(t − 5) 5580

Interactions: u(t − 3) ∗ u(t − 4) 88
u(t − 3) ∗ u(t − 5) 70
u(t − 4) ∗ u(t − 5) 206

u(t − 3) ∗ u(t − 4) ∗ u(t − 5) 20
Test 2 u(t − 3) 6081
σ̂2 = 1.1 u(t − 4) 8334
n = 63 u(t − 5) 5559

u(t − 6) 1864
u(t − 7) 288

Interactions: u(t − 3) ∗ u(t − 4) 86
u(t − 3) ∗ u(t − 5) 69
u(t − 3) ∗ u(t − 6) 33
u(t − 4) ∗ u(t − 5) 211
u(t − 4) ∗ u(t − 6) 108
u(t − 5) ∗ u(t − 6) 117

u(t − 3) ∗ u(t − 4) ∗ u(t − 5) 19

Table 1: Three ANOVA tests with only regressors formed from the input were
made. In this table, the results from the first two tests are given. Only the
mean sums of squares from the ANOVA table are stated. The probability levels
that the null hypothesis is true are in all cases less than 0.0001, but the relative
importance is reflected in the size of the mean sums of squares. σ̂2 is the
estimated variance and n is the number of data in each cell.
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Regressor Mean sq.
Test 3 u(t − 3) 6118
σ̂2 = 1.2 u(t − 4) 8348
n = 63 u(t − 5) 5591

u(t − 8) 24
u(t − 9) 27

Interactions: u(t − 3) ∗ u(t − 4) 96
u(t − 3) ∗ u(t − 5) 71
u(t − 3) ∗ u(t − 8) 156
u(t − 4) ∗ u(t − 5) 200
u(t − 4) ∗ u(t − 9) 356
u(t − 8) ∗ u(t − 9) 45

u(t − 3) ∗ u(t − 4) ∗ u(t − 5) 19
u(t − 3) ∗ u(t − 5) ∗ u(t − 8) 184

Test 4 y(t − 1) 1136
σ̂2 = 1.5 ∗y(t − 2) 4
n = 56 ∗y(t − 3) 11

No highly significant interactions
Test 5 y(t − 1) 6861
σ̂2 = 2.2 y(t − 4) 183
n = 347 y(t − 5) 114

No highly significant interactions

Table 2: Five ANOVA tests are performed with only regressors formed from
the output. The star-marked regressors were not significant on the level 0.0001.
For technical details, see Table 1.
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Regressor Mean sq.
Test 6 y(t − 1) 1196
σ̂2 = 2.4 ∗y(t − 4) 27
n = 33 ∗y(t − 6) 9

∗y(t − 7) 18
No significant interactions

Test 7 y(t − 1) 6295
σ̂2 = 1.9 ∗y(t − 4) 3
n = 200 y(t − 8) 120

∗y(t − 9) 1
No significant interactions

Test 8 y(t − 1) 2290
σ̂2 = 2.0 y(t − 4) 44
n = 60 ∗y(t − 5) 9

y(t − 8) 49
No significant interactions

Table 3: In this table, the results from the last tests with only regressors formed
from the output are given. The star-marked regressors were not significant on
the level 0.0001. For technical details, see Table 1.

and y(t − 3) were included. It was not possible to include any more candidate
regressors without empty cells due to the quite strong correlation between the
time lags. y(t − 1) was the most important regressor in the test while y(t − 2)
and y(t − 3) were not significant at the level 0.0001.

The candidate regressors y(t− 1), y(t− 4) and y(t− 5) were included in test
5. y(t− 5) was least important, so y(t− 1), y(t− 4), y(t− 6) and y(t− 7) were
included in test 6, Table 3. The result was that only y(t − 1) was significant at
the probability level 0.0001.

In test 7, y(t−1), y(t−4), y(t−8) and y(t−9) were included and the result
was that y(t − 1) and y(t − 8) were found significant. To confirm the results
y(t − 1), y(t − 4), y(t − 5) and y(t − 8) were included in test 8. These were the
candidate regressors that had been significant in at least one of the preceding
tests. In test 8, y(t − 1), y(t − 4) and y(t − 8) were significant.

Then candidate regressors formed from the input was combined with candi-
date regressors formed from the output. In test 9, Table 4, y(t − 1), u(t − 3),
u(t − 4) and u(t − 5) were included. All were found significant. There were no
significant interaction effects between these regressors, but since the number of
data in each cell is only two, the interaction effects have to be quite large to be
found significant. To obtain a test where y(t − 8) could be included, u(t − 5)
was excluded in test 10 and u(t − 4) excluded in test 11. In these two tests, all
regressors were highly significant and there were an important interaction effect
between y(t − 1) and u(t − 4).

The conclusions from the tests are that y(t−1), u(t−3), u(t−4) and u(t−5)
should enter the model with interaction. Also u(t−6), u(t−8) and u(t−9) could
possibly enter the model with interaction, but these regressors are probably less
important than the first group. Then there are five regressors that give additive
effects; y(t− 4), y(t− 8), u(t− 1), u(t− 2) and u(t− 7), with u(t− 7) the least
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Regressor Mean sq.
Test 9 u(t − 3) 39
σ̂2 = 1.1 u(t − 4) 14
n = 2 u(t − 5) 14

y(t − 1) 77
No significant interactions

Test 10 y(t − 1) 2566
σ̂2 = 1.2 y(t − 8) 322
n = 71 u(t − 3) 682

u(t − 4) 566
Interactions: y(t − 1) ∗ u(t − 4) 41
Test 11 y(t − 1) 2771
σ̂2 = 1.4 y(t − 8) 183
n = 65 u(t − 3) 604

u(t − 5) 185
No significant interactions

Table 4: This table states the results from the ANOVA tests on regressors both
from the input and output. The candidates are the most important regressors
from the previous tests. For technical details, see Table 1.

important. Finally, six regressors can be excluded from the model; y(t − 2),
y(t − 3), y(t − 5), y(t − 6), y(t − 7) and y(t − 9). Even though it is possible
to limit the interaction in the model further, this task was not pursued due to
the quite time consuming exercise of customizing model structure in available
software for nonlinear system identification.

2.4 Analysis of the residuals from the linear model

To get more insight in the complexity of the model, the residuals from the linear
model can be analysed by ANOVA. Then the regressors that only contribute
linearly can be detected. This information can be used to simplify the nonlinear
model. First we simulate the system with the linear model, using the input of the
entire data set. The residuals are formed by taking the difference between the
simulated data and the measured output data. The residuals are then analysed
with ANOVA, using old inputs and outputs as regressors. The test procedure
is the same as in Section 2.3.

In test 1, Table 5, u(t−1) – u(t−5) are included. All regressors are significant
and the interaction pattern complicated. The contribution from these regressors
cannot be described fully by the linear model. u(t− 6) – u(t− 9) were included
in test 2. The most important candidate regressor was u(t − 9), followed by
u(t − 8). There were interaction effects between u(t − 6) and u(t − 7) and
between u(t − 7) and u(t − 9).

In test 3, Table 6, y(t− 1), y(t− 2) and y(t− 3) were included. There was a
significant interaction effect, between y(t−1) and y(t−3). No significant effects
were found in tests 4 and 5.

The conclusions from the tests on the residuals from the linear model is
that y(t − 1), y(t − 3) and u(t − 2) – u(t − 9) affect the output in nonlinearly
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Regressor Mean sq.
Test 1 u(t − 1) 4
σ̂2 = 0.1 u(t − 2) 15
n = 63 u(t − 3) 50

u(t − 4) 45
u(t − 5) 11

Interactions: u(t − 2) ∗ u(t − 3) 9
u(t − 2) ∗ u(t − 4) 9
u(t − 2) ∗ u(t − 5) 8
u(t − 3) ∗ u(t − 4) 34
u(t − 3) ∗ u(t − 5) 27
u(t − 4) ∗ u(t − 5) 30
u(t − 4) ∗ u(t − 5) 206

u(t − 2) ∗ u(t − 3) ∗ u(t − 4) 3
u(t − 2) ∗ u(t − 3) ∗ u(t − 5) 2
u(t − 2) ∗ u(t − 4) ∗ u(t − 5) 2
u(t − 3) ∗ u(t − 4) ∗ u(t − 5) 5

Test 2 ∗u(t − 6) 1
σ̂2 = 0.2 u(t − 7) 3
n = 192 u(t − 8) 7

u(t − 9) 8
Interactions: u(t − 6) ∗ u(t − 7) 8

u(t − 7) ∗ u(t − 9) 8

Table 5: Results from tests on the residuals from the linear model. Regressors
marked with a star have a not significant main effect. For technical details, see
Table 1.

Regressor Mean sq.
Test 3 ∗y(t − 1) 0.3
σ̂2 = 0.3 ∗y(t − 2) 0.7
n = 56 ∗y(t − 3) 3
Interactions: y(t − 1) ∗ y(t − 3) 9
Test 4 ∗y(t − 4) 0.1
σ̂2 = 0.2 ∗y(t − 5) 0.1
n = 56 ∗y(t − 6) 0.02

No significant interactions
Test 5 ∗y(t − 7) 0.09
σ̂2 = 0.2 ∗y(t − 8) 0.02
n = 56 ∗y(t − 9) 0.0007

No significant interactions

Table 6: Results from tests on the residuals from the linear model. The only
significant effect is the interaction between y(t − 1) and y(t − 3). For details,
see Table 1.
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Figure 4: Simulated output. The solid line is the measured output and the
dashed line is the simulated output from model 1.

with interaction. u(t−1) gives an additive nonlinear contribution and the other
candidate regressors either do not contribute to the output or their effect is
modelled in the linear model.

2.5 Nonlinear identification

Two nonlinear models were estimated. Model 1 uses all candidate regressors
y(t− 1) – y(t− 9) and u(t− 1) – u(t− 9), and represent a head on approach to
identification. A sigmoidal neural network with ten units in the hidden layer is
used for the function expansion. This gives 219 parameters to estimate. Other
types of function expansions were tried, but did not give better results.

Model 2 uses the structure information gained from the ANOVA tests on the
raw input/output data and the ANOVA tests on the residuals from the linear
model. The function expansion is also in this case a sigmoidal neural network
with ten units in the hidden layer, but in addition, a linear model part is used.
An early version of the Nonlinear System Identification Toolbox for use with
MATLAB is used for the estimation of the nonlinear models. Since this program
do not (December 2002) have the facility to exclude in-between regressors, e. g.,
u(t− 2) if one wants to include u(t− 1) and u(t− 3), the in-between regressors
that should not enter the nonlinear model are assigned only linear relations to
the output. The regressors included in the model are y(t − 1) – y(t − 8) and
u(t− 1) – u(t− 9), with y(t− 2) – y(t− 8) and u(t− 1) in the linear part of the
model and y(t− 1) and u(t− 2) – u(t− 9) in the nonlinear part. This gives 128
parameters to estimate.

The simulation performance for the nonlinear models is considerably better
than for the linear model. Model 1 has a fit of 70.28% on validation data while
model 2 has a fit of 69.76%, compared to the linear fit of 52.65%. Plots of the
simulated and measured signals can be viewed in Figure 4 and 5.
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Figure 5: Simulated output. The solid line is the measured output and the
dashed line is the simulated output from model 2.

2.6 Improved model structure

The residuals from model 2 were analysed in the same manner as the residuals
from the nonlinear model. The only significant effect found by the ANOVA tests
was a two-factor interaction between y(t−1) and y(t−2). No other interactions
or any main effects were significant, so model 2 has picked up most of the
information content in the data. To include y(t − 2) in the nonlinear model
part could improve the model. It might also be possible to reduce the number
of parameters by simplifying the model of the effects from the “less important”
regressors u(t − 6) – u(t − 9). This simplification is of a more experimental
nature. Model 3 is built up from the regressors y(t − 1) – y(t − 8) and u(t − 1)
– u(t− 9), with y(t− 3) – y(t− 8), u(t− 1) and u(t− 6) – u(t− 9) in the linear
part of the model and y(t− 1), y(t− 2) and u(t− 2) – u(t− 5) in the nonlinear
part. The functional expansion is a sigmoidal neural network with ten units in
the hidden layer. This gives 98 parameters to estimate, and the fit on validation
data for this model is 70.78%, see also Figure 6.

2.7 Conclusions

It is possible to get good, sparse, nonlinear models of a system by iteratively
doing ANOVA tests, picking out the most important contributers, and estimat-
ing models with the suggested structure, then using the model for prediction,
performing ANOVA tests on the residuals and estimate a new model, etc. This
is at the moment more work than estimating a general network, but can lead
to a better model and give more insight in the systems behaviour. It is also
easier to see, e.g., where to add more flexibility (effects left in the residuals) or
if important regressors are left out. In this vane process example it was possible
to reduce the number of parameters to estimate by more than half and at the
same time gain performance. Using the information from the ANOVA tests,
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Figure 6: Simulated output. The solid line is the measured output and the
dashed line is the simulated output from model 3.

this could be done by testing only three different nonlinear model structures
(but several different function expansions).
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