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available at http://www.control.isy.liu.se/publications.





Efficient Parameterization for the Dimensional

Reduction Problem

Per Sp̊angeus, David Lindgren

August 15, 2003

Abstract

A new method to optimize with orthonormal constraints is described,
where a particular composition of plane (Givens) rotations is used to pa-
rameterize decision variables in terms of angles. It is showed that this
parameterization is complete and that any orthonormal k-by-n matrix
can be derived to a set of no more than kn − k(k + 1) angles. The tech-
nique is applied to the feature extraction problem where a linear subspace
is optimized with respect to non-linear objective functions. The Opti-
mal Discriminative Projection (ODP) algorithm is described. ODP is a
data compression or feature extraction algorithm that combines powerful
model optimization with regularization to avoid over training. The ODP
is used primarily for classification problems.

1 Introduction

When reducing the dimensionality of a data set (e.g. data compression or feature
extraction), it is evident that as much vital information as possible should be
retained in the reduced set. To conduct a successful reduction we thus need
metrics that describe the information content in a (reduced) data set, as well
as efficient mechanisms to generate and compare different reduction mappings.
In this paper, dimensionality reduction will be treated as a plain optimization
problem, where the information metrics are used as objective functions and
linear projections are the mechanisms that reduce the number of dimensions
(variables) of a data set from n to k. The linear projection of a data set X
onto the rows of a k-by-n matrix P (with rank k) is conducted by the matrix
multiplication XP = PX. For fixed k, we thus look for a P that optimize the
information content in XP.

Of course, some objective functions are easier to optimize than others. Prin-
cipal Component Analysis (PCA) for instance, measures the subspace quality
in terms of variance magnitude. PCA is a simple optimization problem solved
for instance by a spectral decomposition of a covariance matrix. Fisher’s Lin-
ear Discriminant Analysis (LDA) is another simple optimization problem. LDA
maximizes the variance between class means with respect to the variance within
classes (assuming a data set with more than one class). Also the LDA problem
can be solved by a spectral decomposition, see [7].

A more intricate objective is to optimize the classification accuracy, a prob-
lem addressed in [9]. A simple union bound on the classification error rate [5],
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assuming normal distributions with equal covariance matrices of all classes, can
be calculated as

UBER =
2
q

∑
1≤i<j≤q

Q
(

SDCij
2

)
(1)

where Q is the integral of the upper tail of the normal probability density func-
tion, q the number of classes, and SDCij the statistical distance (Mahalanobis
distance) between class i and j defined as

SDCij =
√

(µi − µj)′Σ−1
ij (µi − µj).

The µi and µj are the expectancy vectors of class i and j, respectively, and Σij

the within-class covariance matrices.
Another rather hard objective is to optimize the geometric mean of the

SDCs,

S̃DC =
∏

1≤i<j≤q
SDC

2
q(q−1)
ij . (2)

The advantage of this particular objective function is that it well maintains the
SDC distribution [8].

Numerical algorithms can locally optimize hard objective functions like the
UBER and S̃DC. In the general case, an orthonormal constraint on the projec-
tion matrix is necessary, or at least beneficial, for the optimization. The SDC
is transformation invariant [8], and it is actually possible to optimize an ob-
jective function like the UBER directly on the entries of the projection matrix.
However, this is not very efficient and there is always a hazard of loosing rank
resulting in numerical problems.

In [9] the problem is solved by an orthonormalization step at each iteration of
a gradient search. This method appears to work very well. Possibly the need for
the explicit gradient is a drawback. Lagrange relaxation is another technique,
where the orthonormal constraint is moved to the objective function. Thus, a
measure of orthonormality punishes the objective function value whenever the
projection matrix is far from orthonormality. There are at least two drawbacks
of Lagrange relaxation; unnecessary many parameters (kn) and the difficulty to
make a general combination of the original objective function, and the punish-
ment for non-orthonormality. Householder reflections (HR) [6] is a technique
that has been exploited in reducing the dimensionality of antenna signals [1].
HR gives strict orthonormality at every parameter choice, but is slightly over
parameterized. It needs kn− k(k − 1) parameters.

In this paper a parameterization that gives strict orthonormal projections at
kn−k(k+1) parameters will be described. The idea is to let the orthonormality
be implicit by utilizing hyperdimensional rotation matrices, or Givens rotations.
The parameters are thus angles that determines the attitude of a fix projection
plane. To form orthonormal matrices with Givens rotations is a well known
technique frequently used in QR-factorizations, see [6]. In this paper the rota-
tion parameterization will be applied to the problem of finding subspaces that
locally optimize UBER and S̃DC. This we have not seen described elsewhere.
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One of the advantages of the parameterization is that it is independent of
the objective function. Thus, the parameterization can be one module, the
objective function a second, the optimization algorithm a third and so on.

Next section describes the rotation parameterization and how any linear
subspace can be derived to a set of angles. The section after that will very
briefly tangent the important matter of regularization, that is, how to stabilize
data sets with high dimensions. The third section is about putting together
an algorithm using regularization and efficient parameterization. We call the
algorithm the Optimal Discriminative Projection or ODP for short. The paper
is closed with some numerical examples and conclusions.

2 Parameterization

This section describes how orthonormal projections can be efficiently parame-
terized using composite rotation matrices. Two fundamental rotation types will
be defined, the vector rotation and the matrix rotation. The vector rotation can
align any vector with the first base vector, and the matrix rotation can identify
any orthonormal transformation with unit determinant. How the rotation ma-
trices can be used to create projections, and how orthonormal projections can
be identified as a set of rotations, are also discussed.

2.1 Vector Rotation

Define an n-dimensional vector rotation (n ≥ 2) recursively as

rn(p) =
[

rn−1(α) 0
0 1

] [
I 0
0 r2(β)

]
(3)

where

r2(β) =
[

cosβ − sinβ
sinβ cosβ

]
and p = [α′ β ]′ ∈ Rn−1, β ∈ R, is the multivariate angle with entries typically
in the interval 0 to 2π. The vector rotation is complete in the sense that for
every possible vector v, it exists an angle p that makes the product of the vector
rotation and the vector aligned with the first base vector, i.e.

rn(p)v =
[
|v|

0n−1

]
,

see Lemma 1 in Appendix.

2.2 Matrix Rotation

Define an n-dimensional matrix rotation (n ≥ 1) recursively as

Rn(p) =
[

1 0
0 Rn−1(α)

]
rn(β) (4)

where

R1 ≡ 1
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and p = [α′ β′ ]′ ∈ Rn(n−1)
2 , β ∈ Rn−1, is the multivariate angle. The matrix

rotation is complete in the sense that it can identify any orthonormal matrix
with positive determinant. Furthermore, the matrix rotation is orthonormal for
every angle, see Lemma 2 in Appendix.

2.3 Parameterized Projection

The hyperdimensional rotations described above can be used for efficient sub-
space parameterization. The idea is to form a projection matrix from a subset
of rows of rn or Rn. The parameterization is efficient, but in general not opti-
mal, i.e. there is a slight over parameterization due to the fact the base vectors
of a subspace (if more than one) can be rotated within the subspace itself. In
geometrical terms, we parameterize the Stiefel manifold although some param-
eterization of the Grassman manifold probably would be more efficient, see [4].

However, with this parameterization, the orthonormality is guaranteed at
every choice of parameter vector. We call the matrix onto which rows we
project projection matrix, although it is not a projection matrix by definition,
i.e. PP = P does not necessarily hold.

2.3.1 1-D Projection

A 1-D projection is described by a vector (direction) v ∈ Rn with |v| = 1. If
r(p)v = [ |v| 0 ]′, then v/|v| is the first row of r(p), where r(p) is a vector
rotation. Together with Lemma 1 in Appendix this implies that the first row of
r(p) can be any unit length vector v. The first row of the vector rotation thus
defines a complete, parameterized 1-D projection with n − 1 parameters. If X
is a variate or a data set, and r1(p) the first row of r(p), a data projection is
calculated as

Xp = r1(p)X.

In practice, the recursion formula given in (3) is too inefficient to be used in
e.g. a gradient search. However, after some calculations with paper and pen or
a computer program for symbolic math, one easily sees through the structure of
the first row, which then can be implemented directly with entries made up by
products of sines and cosines, that is, without one single matrix multiplication.
For instance, in four dimensions, the 1-D projection direction looks like:

r1
4
′(p) =


cos p1

− sin p1 · cos p2

sin p1 · sin p2 · cos p3

− sin p1 · sin p2 · sin p3

 .
2.3.2 k-D Projection

A k-D projection is described by a set of orthonormal vectors collected in a pro-
jection matrix P. The projection from n-D to k-D (k < n) shall be considered,
which means that P has k rows and n columns. The orthonormality implies
PP′ = Ik. If X is a variate or a data set, a data projection is calculated as

XP = P(p)X.
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We are concerned with how P can be parameterized using the matrix rotation.
The general idea is to use a number of rows of R to create the orthonormal
projection. It turns out that if the first rows only are used, not all n(n − 1)/2
parameters defining the matrix rotation are needed. According to Lemma 3
in appendix, the k first rows of R depend solely on the kn − k(k + 1)/2 last
parameters of pn. A consequence of this is (Theorem 1 in Appendix) that any
orthonormal image from n to k dimensions can be completely parameterized
with kn− k(k + 1)/2 parameters.

Furthermore, not all steps in the recursion (4) is needed, only the k last.
Rn−k can simply be replaced by I (the unity matrix), since the parameters that
determines Rn−k have no influence on the k first rows of Rn. Therefore it is
motivated to define Rn,k(p) for p ∈ Rkn− k(k+1)

2 as the matrix rotation obtained,
when only the k last steps in the recursion (4) are conducted, starting off from
Rn−k = I. Since every factor in Rn,k is orthonormal, also Rn,k is orthonormal.

2.4 Inverse Parameterization

When using the parameterization in numerical optimization starting off from
some initial solution P0, we whish to find the corresponding initial angle p0

for which the k first rows of Rn,k(p0) equals P0. In this section procedures
to solve this problem are described. They are given without any proof, but
they are derived as “backward implementations” of Lemma 1 and Lemma 2 in
Appendix.

2.4.1 Vector Rotation Inverse

Define the function α(v) as

r2(α(v))v = [ |v| 0]′

for v ∈ R2. The α(v) is thus calculated so that v1/|v| = cosα(v) and v2/|v| = sinα(v)
whenever v 6= 0, else α(v) = 0 (for instance). It is good practice to limit α(v)
within some period of 2π. Now the function β(v) with

rn(β(v))v = [ |v| 0]′

for v ∈ Rn can be calculated recursively as

β(v) =
{

[ ] if v ∈ R
[β(v−) α(vend) ] otherwise

where vend is the last two entries of v, and v− is a reduced v where the last
entry has been removed, and the second last has been replaced by |vend|. [ ] is
a vector of dimensionality 0. In every step of the recursion, the last two entries
of v (vend) are rotated so that the last entry gets zeroed. This is repeated until
all but the first entry of v is zero.

2.4.2 Matrix Rotation Inverse

If PP′ = Ik for some P ∈ Rk×n, k < n, it is possible to calculate a p such that
R1:k(p) = P, where R1:k(p) is the k first rows of R(p). If P1 is the first row
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of P, p(P) is calculated recursively as

p(P) =
{

[ ] if P = [ ][
p( [Pr′(β(P1))]− ) β(P1)

]
otherwise.

In every step of the recursion, the first row of P gets identified by the angle
β. The multiplication of P with r′(β) cancels the first row and column, which
then can be removed. With cancel is meant, that the vectors are transformed to
[ 1 0 ]. The total number of parameters becomes (n−1)+(n−2)+ · · ·+(n−k).
Note that R1:k

n (pn) = R1:k
n,k(pkn). (Minor modifications needed to cover the case

k = n.)

2.5 Kernel Parameterization, 2k > n

In 3-D, it is well known that a plane can be completely defined by its normal
vector. This way to define a plane is of course more economical compared
to specifying two non-parallel tangent vectors. At some instances the normal
definition is beneficial also in higher dimensions, where the conceptual plane is
referred to as the range space and the normal as the kernel. In n-D, any k-D
range space can be completely defined by its (n−k)-D kernel, and this definition
of course is the most economical whenever 2k > n. When a k-D projection shall
be parameterized in n-D and 2k > n, it is thus a good idea to parameterize the
(n− k)-D kernel, rather than the k-D range space.

Dealing with full rank orthonormal matrices like R, any row subset can form
a range space, and the kernel is then given exactly by the remaining rows. The
idea is to consider the n − k first rows of Rn,n−k as the kernel of the range
space to be parameterized. From Theorem 1 in Appendix it is concluded that
every kernel can be generated this way, which means that also every range
space can be obtained as the k last row of Rn,n−k. In other words, the kernel
parameterization is complete. Any subspace of Rn can thus be parameterized
by at most (3n2 − 2n)/8 parameters (even n and k = n/2).

The identification problem is slightly more difficult using of Rn−k+1:n
n,n−k for

projection, since the kernel of the arbitrary orthonormal projection matrix P
must be identified. However, once the kernel is found, e.g. by a singular value
decomposition, the corresponding angle p can be determined as described ear-
lier.

3 Regularization

Reducing the dimensionality of multi-collinear data from e.g. sensor arrays (very
high dimensionality and highly correlated variables) can be somewhat haz-
ardous. In qualifying the precision of a measurement instrument, for instance,
one often wants a 2-D projection where the measurements on different samples
are well separated and with low internal variance. The UBER and S̃DC are
valuable measures in this respect, but the validity of them relies on an accurate
estimate of the covariance. The typical effect of weak covariance estimates is
far to optimistic separation results. A weak covariance estimate is one obtained
from only few observations compared to the dimensionality. In particular, train-
ing on little data often yields projections (using supervised techniques like LDA)
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where the separation of the training data is far better than accounted for. This
phenomenon is often referred to as over training. The remedy is regularization.

3.1 PC-reduction

One simple and well-known method to regularize the data set, to preprocess it
before using some supervised projection technique like LDA or numerical opti-
mization, is to remove Principal Components (PCs) with low variance (PCA).
It is easy to show that this dimensional reduction can only reduce the statis-
tical separation of a data set [8] (information is generally lost). The problem
is to determine how many PCs to remove to avoid over trained models, but
still retain trustworthy separation (if any). We have developed a powerful reg-
ularization method using e.g. PC-reduction. This will be the topic of a future
article, therefore we will not dwell deeper on this subject in this article. The
regularization is used in the numerical examples of this article.

4 The ODP Algorithm

The design objective of the ODP algorithm is to combine a sophisticated model
optimization with means of regularization to prevent over trained models. Data
sets with few data will have a dominant regularization step and therefore yield
plots similar to PCA, a dimensional reduction technique known to be stable at
most instances. Data sets with much data uses the full potential of the numerical
optimization.

Using the parameterizer described in section 2, the model optimization be-
comes particularly simple, since the projections produced are implicitly or-
thonormal. The parameters are angles, why the optimization is completely
unconstrained, and can follow parameter space trajectories crossing periodic
boundaries. However, the parameterizer is probably not optimal in the context
of subspace selection, since the projection plane (if higher than 1-D) can rotate
within itself without affecting the information contained in it. Thus, solutions
are not unique for transformation invariant objective functions like the UBER.
The non-uniqueness probably affects the convergence/efficiency of a numerical
optimizer.

4.1 Objective Function

As mentioned before, the objective function of the ODP can be chosen quite
freely. An efficient approach is to formulate the function as dependent on the
projection matrix. Input would then be a data set (or suitable representative
parameters of a data set) together with a projection matrix. Outcome would
be the objective function value of the data set as projected onto the projection
matrix. With these devices it is a simple task of a general numerical optimizer
to find a local optimum. Utilizing a good start solution obtained from e.g. LDA,
the solution can be guaranteed not to be worse than the LDA solution.

One very interesting objective function is the UBER, or modifications of
UBER (class-pairs can easily be weighted). The calculation of UBER relies on
the SDCs in the projection, which given a k-by-n projection matrix S = P(p)
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can be calculated as

SDCS
ij =

√
(µi − µj)′S′(SΣijS′)−1S(µi − µj),

where Σij , µi, and µj are in the n-D feature space (or possibly the PC-reduced
space). Now the UBER can be calculated according to (1).

The expectancy vectors and covariance matrices are in general not known,
but have to be estimated from the data itself. Furthermore, one of the pre-
sumptions of the UBER calculation was equal covariance within every class, a
restriction deliberately violated; Σij is estimated as the pooled covariance of
class i and j. Usually this gives excellent pictures, although the UBER treated
as a union bound on the error rate is probably not that accurate.

The S̃DC is another powerful objective function in the context of discrim-
inative projections. The SDCs are of course calculated the same way as for
UBER, and the function itself according to (2). Note that the UBER shall be
minimized and the S̃DC maximized.

4.2 The Steps of ODP

The ODP algorithm can mainly be divided into the following steps.

1. Regularize

2. Find good start solutions

3. Generate parameterized projection

4. Conduct numerical optimization

4.2.1 Regularization

As mentioned before, the regularization step is important to avoid over trained
models. This is implemented in the ODP but will be covered in another paper.

4.2.2 Find Good Start Solutions

Numerical optimization algorithms start in general at some initial solution and
then follows some parameter/feature space trajectory against better solutions,
finally reaching a local optimum. Different start solutions often result in dis-
tinct objective function optima, why it could be a good idea to try many start
solutions. A qualified start solution is one expected to be in the neighborhood
of a good local optimum. Adequate start solutions for discriminative objec-
tive functions are PCA, LDA, OLT. (The OLT start solution is obtained by a
singular value decomposition of the columns spanned by the class-pair linear
discriminants, see [3]).

The start solutions are given as k-by-n projection matrices (orthonormalized
if necessary). How to identify the corresponding start parameter set (angle) was
described in section 2.

4.2.3 Generate Parameterized Projection

How to generate the parameterized k-by-n projection is described in section 2.
The parameterization maps a set of parameters to a k-D projection in the n-D
feature space.
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4.2.4 Conduct Numerical Optimization

The numerical optimization algorithm optimizes the objective function, starting
from the start solutions one at a time, utilizing the parameterization. When all
start solutions have been exploited, the best local optimum found is the outcome
of the numerical optimization.

5 Numerical Examples

The ODP will be applied to three numerical examples and compared to LDA
projections. An ODP implementation in MATLAB is used, where the Nelder-
Mead Simplex (NMS) algorithm is the numerical optimizer (fminsearch). Un-
fortunately the NMS converges poorly, why the number of iterations must be
limited. Probably, it exist much more efficient algorithms than the NMS, but
NMS is simple and robust.

A run with NMS limited to 500 iterations, 2-by-10 projection parameter-
ization and the UBER objective function takes about 10 seconds on a cheap
PC (600MHz PIII), and is often sufficient to make what improvement there
is to make from the start solution. The highly optimized parameterization
takes about 18%, the UBER-function 72% (8 classes, fast approximation of Q-
function) and the NMS 10% of the execution time of the optimization step of
ODP.

To make the UBER easier to compare to other separation measures, the
UBER is processed as

UBERl = − ln UBER,

that is, greater figure means greater separation.

5.1 Artificial Data

The artificial data is computer generated and composed to illustrate an instance,
where the ODP is superior to LDA when projecting on a 2-D plane. Six classes
in 3-D are given the means [ 0 0 ± 12 ]′, [±6 ± 3 0 ]′. The variance within
each class is equally distributed in all directions (covariance matrices equal to
unity). Of course, LDA favor the directions [ 1 0 0 ]′ and [ 0 0 1 ]′, leaving four
classes totally mixed up, see Figure 1 (a). The ODP starting from the LDA
solution and optimizing UBER, clearly improves the picture, see Figure 1 (b).
The numerical optimization improved UBERl from 1.92 to 7.38.

This example was clearly designed to “fool” the LDA and favor the ODP,
which perhaps is not entirely fair. However, it is very hard (if possible) to find
a same degree counterexample in favor for the LDA. The difference is that the
UBER objective function “sees” every single class-pair and reacts heavily on
SDCs with poor separation. The LDA just takes the summed up class-mean
variance for the different directions into account.

There are however instances where there is very little improvement to be
made by numerical optimization. For instance, a two class LDA projection
is always UBER and S̃DC optimal (gives maximum SDC, [8]). It turns out
that the greatest gains to be made by an algorithm like the ODP optimizing
the UBER or S̃DC, is when there is a compromising to be done, e.g. many
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Figure 1: Artificial Data processed with LDA (a) and ODP (b).

classes to be projected onto few dimensions. However, if there are many classes
in the data set, there are in general less training data to estimate the class-
pair pooled covariances (used by UBER and S̃DC) compared to the total within
class covariance (used by LDA, which “assumes” equal class covariances), which
means that more PCs have to be removed in the regularization step, which in
turn implies loss of valuable separation.

5.2 Image Segmentation Data

This data set is downloaded from the UCI Repository of machine learning
databases [2]. The observations are drawn randomly from a database of 7
outdoor images of brick face, sky, foliage, cement, window, and grass, thus
constituting 7 classes. The images have been hand-segmented to create a clas-
sification for every pixel, where each observation is a 3x3 pixel region. The
training set contains 210 observations, and the validation set 2100. The feature
space is 18-D (one constant feature removed).

Before applying LDA and ODP to the data set, PCA was used to reduce
the feature space to 10-D. The 2-D projection obtained from LDA is depicted
in Figure 2 (a). Using LDA as a start solution, the ODP improved the UBERl

from 1.72 to 3.23, see Figure 2 (b). Using a simple quadratic classifier, the
classification accuracy increased from 73.5% to 93.4% for the training data, and
from 70.0% to 89.1% for the validation data. An ordered list of the SDCs in
the LDA projection (validation data) starts like

0.10, 1.33, 1.54, 1.66, 2.13 . . . sd

(standard deviations). The same list for the ODP projection is

1.72, 2.63, 2.77, 3.80, 4.26 . . . sd.

From the viewpoint of a classifier, no doubt the ODP projection is better, since
in general it is the worst separated classes that contribute the most to the error
rate.
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Figure 2: Segmented Image Data processed with LDA (a) and ODP (b).

5.3 Electronic Nose Data

This data set is obtained from an electronic nose sensing 8 different samples. In
each sample, or class, there are about 75 training and 25 validation observations.
The feature space is originally 39-D, but reduced initially by PCA to 10-D. The
2-D LDA score of the validation set is depicted in Figure 3 (a), UBERl = 4.23.
Using an OLT projection as start solution, the ODP improved the UBERl to
21.2. The same figures for the validation set is 3.54 for LDA and 21.5 for
ODP. The 2-D ODP of the validation set is depicted in Figure 3 (b). Indeed,
this instance shows a significant improvement in objective function value. The
smallest SDCs in the validation set is for LDA

1.47, 6.6, 7.5, 8.4, 25 . . . sd.

The same list for the ODP projection is

12, 14, 14, 16, 18 . . . sd.

If instead the S̃DC is used as objective function, the result is depicted in Figure 4.
The S̃DC for the 2-D LDA is 36.8, improved by ODP with OLT start to 38.4.
The smallest SDCs are

4.12, 9.5, 9.8, 11, 23 . . . sd.

The S̃DC gives worse classification accuracy in total, and in general a worse
picture, but it shall not be despised. The benefit of the S̃DC compared to
the UBER is that it well maintains the SDC distribution. Since the S̃DC is a
product, it is not primarily concerned with the distinct magnitude of the SDCs,
but rather the angles between the projection plane and the class-pair fisher
vectors (first LDA direction for a class-pair). This means that if two coffee
brands are close, but both distant to tea, this relation is well maintained in the
S̃DC optimized projection. The result of misclassifying tea as coffee is probably
much more embarrassing than taking espresso for java, a fact thus recognized
by the S̃DC objective function.
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Figure 3: Nose Data processed with LDA (a) and ODP (b).
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Figure 4: Nose Data, ODP with S̃DC objective function.

6 Applications

The parameterization described in this paper can be used in a wide range of
optimization problems with orthonormal constraints, and the application spec-
trum is thus very wide. The ODP algorithm has its typical applications within
the areas of chemometrics, sensor fusion and pattern recognition. Other areas
are e.g. biometrics, bioinformatics, cytology, genomics, proteomics, and econo-
metrics. In particular, the ODP has been tested with good results on electronic
tongues, electronic noses, and sensor systems, which typically generates highly
multi-collinear data.

7 Conclusions

In this paper a new technique to parameterize orthonormal (ON) projections
has been proposed. It has been showed that a particular composition of plane
rotations can identify any ON matrix with determinant equal to +1. Further-
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more, ON projections from n-D to k-D can be completely parameterized with
kn− k(k + 1) unconstrained parameters. The parameterizer can be used in all
sorts of optimization over ON subspaces, and a particular algorithm, the Opti-
mal Discriminative Projection (ODP) has been described, that extracts relevant
information from multi-collinear variates/data sets.

The ODP can locally optimize an approximation of the classification accu-
racy in a 2-D projection of 8 classes in 10-D, in about 10 seconds (PIII 600MHz).
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Appendix: Formal Results

Lemma 1 (Vector Rotation) For every v ∈ Rn, n ≥ 2, there is an angle
p ∈ Rn−1 such that

rn(p)v =
[
|v|

0n−1

]
.

Furthermore, r′n(p)rn(p) = I for every angle p, that is to say, rn(p) is or-
thonormal.

Proof. Induction over n.
Basis Step, n = 2: For v = [v1 v2]′, take β such that v1 = |v| cosβ and

v2 = |v| sinβ. This choice of angle obviously yields r2(β)v = [ |v| 0 ]. Further-
more, since sin2 β + cos2 β = 1, r′2(β)r2(β) = I ∀β.

Inductive Step: The hypothesis is that the theorem is valid for n = t−1 ≥ 2,
that for every angle α ∈ Rt−2, r′t−1(α)rt−1(α) = I, and for every z ∈ Rt−1 there
is an α such that rt−1(α)z = [ |z| 0 ]. Utilizing this hypothesis the theorem will
now be proved for n = t, that is, for every angle p = [ α̂′ β ]′ ∈ Rt−1 (β ∈ R),
r′t(p)rt(p) = I, and for arbitrary entries vi of v = [v1 v2 · · · vt]′, there is a p

such that rt(p)v = [ |v| 0 ]′.
If n is exchanged by t in (3) it is easy to see, with reference to the hypothesis

and the Basis Step, that both factors are orthonormal why it is considered a
well known fact that this also applies to the product. The orthonormality thus
results by mathematical induction, i.e. r′n(p)rn(p) = I for ∀n ≥ 2, ∀p.

According to the hypothesis and the Basis Step, it exists α̂ and β such that

rt(p)v =
[

rt−1(α̂) 0
0 1

] [
I 0
0 r2(β)

]
v =

[
rt−1(α̂) 0

0 1

] [
[v1 · · · vt−2]′

r2(β)[vt−1 vt]′

]

=
[

rt−1(α̂) 0
0 1

] [v1 · · · vt−2]′

|[vt−1 vt]′|
0

 =

 rt−1(α̂)
[

[v1 · · · vt−2]′

|[vt−1 vt]′|

]
0

 =

 |v|0
0
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and the general result follows by mathematical induction, i.e. the theorem is
valid for all n ≥ 2.

Lemma 2 (Matrix Rotation) For every orthonormal P ∈ Rn×n with det P =
1, n ≥ 1, there is an angle p (∈ Rn(n−1)

2 ) such that

Rn(p) = P.

Furthermore, R′n(p)Rn(p) = I for every p.

Proof. Induction over n.
Basis Step, n = 1: Trivial since R1 ≡ 1, which also is the only P that fulfills

the presumptions.
Inductive Step: The hypothesis is that the theorem is valid for n = t−1 ≥ 1,

that for every angle α, R′t−1(α)Rt−1(α) = I, and for every Pt−1 ∈ R(t−1)×(t−1)

with P′t−1Pt−1 = I there is an α such that Rt−1(α)P′t−1 = I. Under the as-
sumption that this hypothesis is correct, it will now be shown that for every
angle p = [ α̂′ β′ ]′ (β ∈ Rt−1), R′t(p)Rt(p) = I, and for every Pt ∈ Rt×t with
P′tPt = I there is a p such that Rt(p)P′t = I.

If n is exchanged by t in (4) it is easy to see, with reference to the hypothesis
and theorem 1, that both factors are orthonormal why it is considered a well
known fact that this also applies to the product. The orthonormality thus
results by mathematical induction, i.e. R′n(p)Rn(p) = I for ∀n ≥ 1, ∀p.

For simplicity, let Rt = Rt(p), Rt−1 = Rt−1(α̂) and rt = rt(β), and let
Pi
t be the ith row of Pt. Now take β according to theorem 1 such that

rtP1
t = [ 1 0 ]′. Then [ 1 0 ]rtPi

t = (rtP1
t )
′rtPi

t = P1
t
′r′trtP

i
t = 0 for i 6= 1 from

which follows that rtPi
t = [ 0 ? ? · · · ? ]′ i.e. the first entry is zero (for i 6= 1)

and RtP′t is reduced to (see definition)[
1 0
0 Rt−1

]
rtP′t =

[
1 0
0 Rt−1

] [
1 0
0 P′t−1

]
.

But rt and P′t are both orthonormal why also their product and thus P′t−1 are
orthonormal (P′t−1Pt−1 = I), and according to the hypothesis there is hence an
α̂ such that Rt−1P′t−1 = I.

It has thus been showed that under the assumption that the theorem is valid
for n = t−1, it is also valid for n = t. Also it has been showed, that the theorem
is valid for n = 1. The general result follows by mathematical induction, i.e. the
theorem is valid for any n ≥ 1.

Lemma 3 (Parameter Size) The k first rows of Rn(pn) depend solely on the
kn− k(k + 1)/2 last parameters of pn, that is, pkn.

Proof. Let Ai be the ith row of a matrix A, and Ai:j the rows i through j.
Let

A+ =
[

1 0
0 A

]
,

and A− a reduced version of A, where the first row and first column have
been removed. Define pin as the in− i(i+ 1)/2 last entries in pn. This implies
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p′n = [ p′n−i pin
′ ] for 1 ≤ i < n. It should be verified that [ pi−1

t−1
′ p1

t
′ ] = [α′ β′ ]

= pit
′. In words, pit is the entries of pt used in the i last recursions of (4).

It will be shown by induction over n that Ri
n(pn) depends solely on pin,

1 ≤ i < n.
Basis Step: Trivial for n = 1 since R1 ≡ 1.
Induction Step: The hypothesis is that the theorem is valid for n = t − 1,

that Rj
t−1(pt−1) depends solely on pjt−1, 1 ≤ j < t − 1. Assuming that the

hypothesis is correct, it will now be shown that Ri
t(pt) depends solely on pit,

1 ≤ i < t.
If i > 1, [R+

t−1(pt−1)]i = [ 0 Ri−1
t−1 ] which according to the hypothesis, de-

pends solely on pi−1
t−1 ([R+

t−1]1 ≡ [ 1 0 ]). But by definition (4),

Rt(pt) = R+
t−1(pt−1)rt(p1

t )

and thus

Ri
t(pt) = [R+

t−1(pt−1)]irt(p1
t )

which depends solely on [ pi−1
t−1
′ p1

t
′ ] = pit

′.
That Ri

n(pn) depends solely on pin ∀n thus follows by mathematical induc-
tion, from which in turn trivially follows that the k first rows of Rn depend
solely on the kn− k(k + 1)/2 last parameters of pn.

Theorem 1 (Subspace Parameterization) Any orthonormal image from n
to k dimensions P1:k

n ∈ Rk×n (k < n), can be completely parameterized with
kn− k(k + 1)/2 parameters.

Proof. Let P′n = [ P1:k
n
′ Pk+1:n

n
′ ], where Pk+1:n

n is calculated so that P′nPn =
In and det Pn = +1. This is possible according to Lemma 2. Note that the
determinant criteria can be met by, if needed, simply flipping the sign of one
row in Pk+1:n

n . Now, according to theorem 2 it exists an angle p such that the
matrix rotation Rn(p) = Pn. But then according to Lemma 3, the k first rows
of Rn(p), that is P1:k

n , depend solely on the kn− k(k + 1)/2 last entries of the
angle.
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