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Abstract
This report gives an overview of methods and approaches applicable to the
UAV flight path and sensor aiming planning problem for search and track of
multiple ground targets. The main focus of the survey is on stochastic op-
timal control, dynamic programming, partially observable Markov decision
processes, sensor scheduling, bearings-only tracking, search and exploration.
References to standard texts, as well as more recent research results, are
given.

Keywords: sensor planning, path planning, stochastic control, dynamic
programming, partially observable markov decision process (POMDP), mul-
tiple target tracking, sensor scheduling, bearings-only tracking, search the-
ory, autonomous exploration
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Chapter 1

Introduction

This is a literature survey for the sensor and path planning part of the ARCUS
project.

1.1 The ARCUS Project
The ARCUS project (Autonoma Reaktiva Certifierbara UAV-System) is one
of projects in the TAIS-program (Teknologier för Autonoma Intelligenta Sys-
tem) financed by FMV (Swedish Defence Material Administration). The TAIS-
program started in the late 2006 and will end 2011. The end of the first (of
two) project phase will be in the end of 2008. The ARCUS project has four
participants; FOI (Swedish Defence Research Agency), Automatic Control at
Linköping University, Saab Bofors Dynamics and Saab Aerosystems.

The purpose of the ARCUS project is to integrate methods in sensor data
analysis, target tracking, and planning into a single framework for development
of autonomous/automatic surveillance and target tracking capabilities on a UAV
(Unmanned Aerial Vehicle). The goal of the ARCUS project is dual use; both
military and civil applications. In both cases the system will create and update
a “situation awareness” of a dynamic surveillance zone. In other words, gather
information about the development of the surveillance zone, search for and
track interesting objects, update the environment models, detect changes and
anomalies, etc.

1.2 Planning and Control
All planning and control problems are in fact some kind of optimization problem
where the goal is to minimize (or maximize) a criterion by choosing the right
actions.

Planning can be defined as the task of finding a sequence of actions that will
achieve a goal [84]. Classical (AI) planning only considers environments that
are fully observable, deterministic, discrete and static. However, to be able to
act in the real world with non-perfect sensors, the planner have to deal with
incomplete, uncertain, and incorrect information in a robust manner.

In classical control the goal is to control the behavior of a dynamic system. In
general, the development of a control system starts with a modeling and system
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identification part, where a model of the system is constructed from physical
insight and/or input-output data. The model is then used in the design of a
regulator that uses feedback to control the system in a desired way. Control
design for linear systems and Gaussian noise is a well understood research area,
but the problem is harder for nonlinear non-Gaussian systems.

Thus, in classical sense it is possible to separate the planning and control
fields, but as we will see there are areas where it is almost impossible to stake
out a boundary between the two fields. In this survey we will neither be in the
classical control nor the classical planning domain, but in the area somewhere
between.

Both planning and control are very large research fields, with a heterogeneous
mix of research communities and applications. [57] provides a survey of different
planning algorithms and [84] is a good introduction of planning as seen from
the AI community. An introduction to robot motion planning is given in [25].
Planning and control suitable for our current problem can often be formulated
as an optimal control problem, see e.g. [9, 10].

1.3 Properties of Planning Problems
Planning algorithms are completely different depending on assumptions of the
problem and the environment. An attempt to classify different goals, environ-
ments and approaches is made here. The purpose is to clarify which type of
planning and control problems we are interested in this work.

Vehicle path and sensor planning problems can be categorized into one (or
possibly more than one) categories:

• Start-goal problem; find the shortest path between two state configura-
tions.

• Exploration and map-building; gather information to be able to make as
a detailed and correct map as possible.

• Search problem; how to optimally conduct searches for objects of unknown
location.

• Optimal estimation performance; how to act to maximize an estimation
performance measure.

A start-goal problem is the only problem of the four that have an explicit goal
state of the vehicle. The other three ones try to optimize some suitable perfor-
mance measure.

Properties of the environment and the system(s) are

• Stochastic vs. Deterministic

• Fully observable vs. Partially observable

• Dynamic vs. Static

• Continuous vs. Discrete

• Infinite vs Finite state space

4



and properties of the planning algorithm are

• Optimal vs. Suboptimal

• Implicit vs. Explicit

• Online vs. Offline

• Monolitic vs. Hierarchical decomposition

Dynamic vs. Static Systems

In a static environment changes only occur when the “agent” acts. In a dynamic
environment the states of the world change all the time, either independent or
dependent of the agents actions.

Fully Observable vs. Partially Observable Systems

In problems with fully observable (or perfect state information) systems we
assume that the “sensors” are perfect and can measure the full state of the
environment. Of course, this is in a general real world problem not the case,
and we say that the system is partially observable (imperfect state information).

Stochastic vs. Deterministic Systems

In stochastic planning problems the uncertainties in sensor information and ac-
tion effects are explicitly modeled and handled by the algorithm. A determin-
istic problem the models of systems and the world are assumed to be known.
However, uncertainties can still be partially handled by robust marginals and
re-planning.

Continuous vs. Discrete Systems

In continuous problems the problem description (and the solution) are continuous-
valued. Discrete planners solve discrete planning problems, e.g. problems where
the configuration space or the operational space or the time is discrete-valued.

Implicit vs. Explicit Planning

In explicit planning methods the path between the start and goal configuration is
computed explicitly, and in some cases, the associated inputs in the appropriate
space. In implicit planning methods the plan specifies how the robot interacts
with the environment and how it responds to sensor data, i.e. the planning
algorithm computes how to act given its current state and its current knowledge.

1.4 The Planning Problem
A number of ground vehicles will travel from A to B. The task of the UAV
system is to follow the vehicles on ground and create and update the “situation
awareness” of a dynamic surveillance zone. In other words, search for possible
threats or interesting objects in a neighborhood of these vehicles and when an
interesting object is found track it and gather information about it.
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In terms of the planning categories above, we may say that the task is
to explore the surroundings and create a terrain map and at the same time
search for interesting objects. When an interesting object is found keep on
exploring and searching, but also update the track (state estimation) of the
object simultaneously. Thus, we see that all categories, but the first start-goal
problem, are involved in our problem.

The surveillance and tracking task requires functionalities such as:

• image analysis: detection, classification, tracking, association

• navigation and map building: INS/GPS, SLAM

• target tracking: multiple target tracking, association

• planning and control for target tracking and search

The focus in this literature study is the planning and control problems. The
UAV system is allowed to use prior information on the surveillance area, e.g.
GIS-data, digital elevation maps, and satellite imagery.

The planning and control problem will result in an optimization problem
that is sketched here in a very vague way. (However, the exploration and map-
building properties are ignored.) Let xk+1 = f(xk, uk, wk) represent the dy-
namic model of the sensor, including the motion of the UAV platform and
sensor gimbal etc. x is the state of the sensor, e.g. position and orientation, u
is the control signal for controlling the UAV and the sensor, and w represent
noises and disturbances. In a similar way xi represents the ground target i
with transition model fi. zi

k = h(xk, xi
k, vk) is the observation model that maps

the target information of target i to sensor measurements. Subject to all these
constraints, the optimization is to minimize a loss function that captures all
the properties of tracking and searching of the targets in a suitable manner. In
other words, we have the following, rather general, optimization problem

min
uj

j=n,n+1,...,n+N

E

{
LN (XN ) +

n+N−2∑
k=n

Lk(Xk, uk)
}

s.t. xk+1 = f(xk, uk, wk), uk ∈ U , wk ∈ W
xi

k+1 = fi(xi
k, ui

k, wi
k), ui

k ∈ Ui, wi
k ∈ Wi

zi
k = h(xk, xi

k, vk), vi
k ∈ Vi

(1.1)

where n is the current time, N is the length of the planning horizon, and X
contains all state variables x and xi, i = 1, 2, ..., n. This problem is, in general, a
non-linear and non-convex optimization problem and we suspect that achieving
the global optimum will not be possible. However, a good suboptimal solution
will hopefully and probably be well enough.

1.5 Goal of this Survey
The goal of this literature survey is to review some of the approaches and meth-
ods applicable to the planning problem described in Section 1.4. Thus, we
are trying to present interesting planning and control approaches for optimal
estimation (tracking), searching and exploration. The focus is on stochastic,
time-discrete and dynamic problems with an infinite and continuous state space
description of the environment. The action space may be discrete or continuous.
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1.6 Outline
This survey is rather broad and general, since the problem is loosely defined
and therefore many approaches and research fields are related to the problem.
An attempt to divide the material into a number of chapters has been done.
However, some material fits into more than one section and the name of some
headings may be questionable.

• Chapter 2 gives some examples of methods and approaches that, in some
sense, consider the control of stochastic systems.

• Chapter 3 focuses on planning methods for maximizing the expected sen-
sor information.

• Chapter 4 considers some search and exploration methods.

• Chapter 5 presents some planning and control areas that are not consid-
ered as the primary focus of this survey, but nevertheless deserve some
attention.

• Chapter 6 draws some brief conclusions from this survey and propose the
direction of the future work.

1.7 Acknowledgments
Some parts of this survey are based on [75]. I would like to thank my co-authors
of this report, in particular Dr. Jonas Nygårds and Dr. Jörgen Karlholm. I am
also very grateful to Dr. Umut Orguner and Professor Fredrik Gustafsson for
valuable comments.
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Chapter 2

Stochastic Control

2.1 Stochastic Optimal Control
Most planning and control problems are naturally expressed as an optimization
problem. Many problems also need to consider stochastic effects due to uncer-
tainties in sensor information and system models. In this section Stochastic
Optimal Control theory is introduced.

Optimal control is a recurring theme in many solutions to the planning prob-
lems with a wide range of applications. The focus is here, as mentioned above,
stochastic, time-discrete and dynamic problems with an infinite and continuous
state description. Optimal stochastic control theory can be applied to problems
both of finite and infinite horizon, but in this work we will be mostly concerned
with finite horizon problems. Continuous-time deterministic optimal control is
not considered here, see instead [47]. There exist many good textbooks on the
subject including the books upon which this section is based [68], [8], [9, 10].
Some parts in this section originate from [75] 1.

2.1.1 Finite Horizon Optimal Control Problem
The most important problems in sensor planning can usually be formulated
as a sequential decision problem. In the sequential decision problem we have a
functional that should be optimized. Depending on the circumstances and back-
ground it is called the utility, value, cost or loss function. In the following we
will refer to the functional as the loss function and assume that the length of the
horizon is known to be N . The function is dependent on the chosen control se-
quence (also called decision or action sequence) uN−1 = {uk, uk+1, ..., uk+N−1}
and since the problem is stochastic in nature we can only optimize for the ex-
pected loss. Thus, we consider the expected loss as

J(uN−1) = E{L(uN−1)} (2.1)

and also consider a system where the state evolves as the discrete-time stochastic
transition model

xk+1 = fk (xk, uk, wk) k = 0, 1, ..., N − 1, (2.2)
1An acknowledgement to Jonas Nygårds for his work in [75].
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where w represents the random disturbances. Imperfect information of the state
is available through the observations

zk = hk (xk, uk, vk) k = 0, 1, ..., N − 1, (2.3)

where v represents the random errors in the observations. Now the loss function
is naturally described as a function of the final state. In some cases additional
loss on the way is necessary to consider, especially an explicit cost for control
is usually present, and in some cases also the state trajectory incurs additional
cost.

To fully express the basic problem it is necessary to describe the constraints
on the control strategy. One unavoidable constraint for a closed-loop control
law is causality ,i.e., the control at a given time cannot be based on future
measurements. Let the information available to the controller at time k be
represented by an information vector Ik−1 = {x0, z1, u1, ...zk−1, uk−1}, i.e., the
history of all previous control and measurements. Here we choose not to consider
the measurements at time k available, since there usually is some additional
processing time involved before the measurements become available. Then an
admissible control law (or policy) can be defined as sequence of functions

πN−1 = {µ1, µ2, ..., µN−1} (2.4)

where each function µk maps the information vector into the control space Ck.
The control value constrained to a subset Uk of Ck and

µk(Ik) ∈ Uk ∀Ik, k = 0, 1, ...N − 1. (2.5)

The control problem is now represented by (2.2), (2.3) and the expected loss,
i.e.,

min
u

J(x0, u
N ) = E

{
LN (xN ) +

N−1∑
k=1

Lk(xk, uk)|I0

}
(2.6)

s.t. xk+1 = fk

(
xk, µk(Ik), wk

)
k = 0, 1, ..., N − 1 (2.7)

zo = ho(x0, v0) (2.8)
zk = hk

(
xk), µk(Ik), vk

)
k = 0, 1, ..., N − 1 (2.9)

2.1.2 The Principle of Optimality and the DP Algorithm
At the core of optimal stochastic control and dynamic programming is the “prin-
ciple of optimality”. As stated by Bellman: “Whatever any initial states and
decision [or control law] are, all remaining decision must constitute an opti-
mal policy with regard to the state which results from the first decision” [8].
Thus, if π∗ = {µ∗0, µ∗1, ..., µ∗N−1} is an optimal policy for a problem (2.6), then
π∗ = {µ∗i , µ∗i+1, ..., µ

∗
N−1} is the optimal policy for the truncated problem from

time i to time N and with initial state xi.
The Dynamic Programming (DP) algorithm is based on the principle of

optimality. First the optimal problem for the last stage is solved and then the
extended problem with the last two stages are solved, and so on until the entire
problem is solved. In other words, if we know the optimal solution J∗k+1 of an
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N−1 step problem the optimal solution J∗k of the corresponding N step problem
can be written:

J∗k (xk, Ik) = min
uk

E{Lk (xk, uk) + J∗k+1

(
f (xk, uk, wk) , Ik+1

)
|Ik} (2.10)

However, in general it is often impossible to find closed form solutions to
(2.10). A standard solution is to search for approximate numerical solutions
by discretizing the problem and tabulating the optimal solution J∗k (Ik) for the
discretized problem together with the corresponding optimal control u∗k(Ik).

As Bellman observed this method is susceptible to the “curse of dimensional-
ity”, where larger problems are prohibitive both computationally and in required
storage. However, by the evolution of computers there are many problems that
can be solved today that were unthinkable when Bellman first observed the
“curse of dimensionality”.

2.1.3 Linear Quadratic Gaussian Control
This section introduces Linear Quadratic Gaussian Control (LQG) as an exam-
ple of optimal control where an explicit solution is possible.

Consider the following time-discrete linear system:

xk+1 = Axk + Buk + Gwk (2.11)
zk+1 = Cxk + vk (2.12)

where x is a state vector, u a vector of control variables, z a vector of observations
and w, v Gaussian random variables with zero mean and the covariances

E{wkwT
n } = Qδ(k − n)

E{wkvT
n } = 0

E{vkvT
n } = Rδ(k − n)

The function to be optimized is the expected loss of a quadratic criterion

J = E

{
xT

NΠNxN +
N−1∑
k=1

xT
k Πkxk + uT

k Ukuk

}
(2.13)

where the matrices ΠN and Πk are symmetric, nonnegative and Uk is assumed
to be positive definite to avoid infinite control signals. The assumption on Uk

can be relaxed.
As admissible control we choose uk as a function of the accumulated measure-

ment history Zk = {z1, z2...zk−1, zk}. For linear Gaussian models a sufficient
statistic for Zk is the expectation value x̂k = E[xk|Zk] calculated by a Kalman
filter using gain Kk [1]. Introduce Ik = x̂k as a representation for the sufficient
statistic and we have the following recursive equations

x̂k− = Ax̂k−1 + Buk−1 (2.14)
x̂k = x̂k− + νk (2.15)

where νk = Kk(zk − Cx̂k−) is the measurement correction term. From the
Kalman filter we know that the state estimate covariance Pk is independent of
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the measurement and state and hence cannot be changed by the control u, i.e.,
the certainty equivalence applies to the LQG problem.

Using Bellman’s principle of optimality the solution to the optimization
problem can now be found using the DP algorithm starting from the final stage

JN

(
x̂N , IN

)
= E

{
xT

NΠNxN |IN
}

= x̂T
NΠN x̂N + tr{ΠNPN}. (2.16)

We see that the final stage is a quadratic function and it can be shown that it
remains quadratic for all steps so that

Ĵk(x̂k, Ik) = x̂T
k Skx̂k + sk (2.17)

Now investigate the expected value of this quadratic function

E{Ĵk(x̂k, Ik−1)} =E{x̂T
k Skx̂k + sk|Ik−1} =

=E{x̂T
k−Skx̂k− + νT

k Skνk + sk|Ik−1}+ E{cross-terms}︸ ︷︷ ︸
=0

=

=x̂T
k−Skx̂k− + sk + tr{KkCPk−Sk} =

=x̂T
k−1A

T SkAx̂k−1 + uk−1B
T SkBuk−1 + 2xT

k−1A
T SkBuk−1+

+sk + tr{KkCPk−Sk}
(2.18)

where KkCPk− is the covariance of νk. Use this result in Bellman’s equation
(2.10) and we obtain

Ĵk(x̂k, Ik) =min
uk

E
{
xT

k Πkxk + uT
k Ukuk + Jk+1(xk+1)|Ik

}
=min

uk

{
x̂T

k Πkx̂k + tr{ΠkPk}+ uT
k Ukuk + E{Ĵk+1(x̂k+1)|Ik}

}
=x̂T

k (Πk + AT Sk+1A)x̂k + sk+1 + tr{ΠkPk}+ tr{Kk+1CP−
k+1Sk+1}+

+min
uk

{
uk(Uk + BT Sk+1B)uk + 2x̂T

k AT Sk+1Buk

}
.

(2.19)

Set the first derivative of the equation inside the min with respect to uk equal
to zero. The stationary point is a minimum and is given by

u∗k = −Lkx̂k (2.20)
Lk = (Uk + BT Sk+1B)−1BT Sk+1A (2.21)

Furthermore, if u∗k is used in (2.19) we have

Ĵ∗k (x̂k, Ik) =x̂T
k (Πk + AT Sk+1A)x̂k−
− x̂T

k AT Sk+1B(Uk + BT Sk+1B)−1BT Sk+1Ax̂k

+ sk+1 + tr{ΠkPk}+ tr{Kk+1CP−
k+1Sk+1}

(2.22)

and we see that backward recursions of Sk and sk can be expressed as

Sk =Πk + AT Sk+1A−
−AT Sk+1B(Uk + BT Sk+1B)−1BT Sk+1A

sk =sk+1 + tr{ΠkPk}+ tr{Kk+1CP−
k+1Sk+1}

(2.23)
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In a problem with perfect state information the only difference for the control
is that the estimate in (2.20) is replaced by the true state, the term tr{ΠkPk}
disappears and the term tr{Kk+1CP−

k+1Sk+1} with estimation error variance is
replaced by tr{GQGT Sk+1}.

Controllers like this where the optimal control law is independent of the
estimator are said to fulfill the Certainty Equivalence principle and the separa-
tion theorem. The gain in (2.22) does not change when we consider stochastic
measurements and process noise, since Sk is independent of the control and all
the effects of uncertainty are collected in sk. The added cost of not having per-
fect/deterministic state knowledge is reflected in sk where the first term is future
costs, the second term represents cost of previous uncertainty, i.e., the current
a priori uncertainty, and the last term is the cost of measurement uncertainty
for the current measurement

2.1.4 Non-linear Problems and Sub-optimal Control
In the LQG problem above, it was possible to find a closed form solution. How-
ever, in most cases where we have nonlinearities in the state transition equation,
observation equation or loss function a closed form solution is not possible to
achieve. Instead, to benefit from the dynamic programming we are forced to
make approximations and, hence, the solutions are “sub-optimal”.

Certainty Equivalent Control

A popular suboptimal control scheme is to use Assumed Certainty Equivalence
(ACE), i.e., to assume that the equivalence principle were holding and consider
the estimation and the control independently as in the LQG problem above.

The Certainty Equivalent Control (CEC) can be summarized as follows [10]:
Given an information vector Ik, an estimator produce a typical value of the
state

x̂k = E{xk|Ik}. (2.24)

Furthermore, a typical value of the disturbance

ŵk = E{wk|xk, uk} (2.25)

is selected. Then find a control sequence {uk, uk+1, ..., uN−1} that solves the
deterministic perfect information problem, i.e. the deterministic version of the
dynamic programming problem in (2.6),

min
u

LN (xN ) +
∑N−1

i=k Lk(xi, ui, ŵi) (2.26)

s.t. xk = x̂k(Ik) (2.27)
ui ∈ Ui(xi) (2.28)

xx+i = fi(xi, ui, ŵi(xi, ui)), i = k, k + 1, ..., N − 1 (2.29)
(2.30)

and use the first element in the control sequence as control input, and then
repeat.

Note that the estimator is unnecessary if we have perfect state information.
A partially stochastic CEC may be obtained by taking the stochastic nature
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of the disturbances into account and solving the stochastic perfect information
problem.

A problem with ACE is that dual control properties such as probing and
caution are then missing. Thus, ACE is not well suited for sensor planning
problems since Certainty Equivalent Control (CEC) will not take the possible
future information profit into account. (See Section 2.1.5 for more information
on Dual control.)

Open-loop Feedback Control

Another approximation is open-loop feedback control (OLFC). Unlike the CEC
which computes the estimate x̂, OLFC is instead computing the probability
distribution p(xk|Ik) and thus taking the uncertainty about xk and the dis-
turbances into account. However, OLFC is very “pessimistic” or “conservative”
since it selects control input as if no further measurements will be received.
Hence, the name OLFC, the method is performing feedback from the current
measurement, but is assuming open loop control over the remaining steps.

The OLFC method contains the following steps. First compute the condi-
tional probability distribution p(xk|Ik). Then find a control sequence {uk, uk+1, ..., uN−1}
that solves the problem

min
u

E{LN (xN ) +
∑N−1

i=k Lk(xi, ui, wi)|Ik} (2.31)

s.t. ui ∈ Ui, i = k, k + 1, ..., N − 1 (2.32)
xx+i = fi(xi, ui, wi(xi, ui)) (2.33)

Use the first element in the control signal as the control input.
The computations of OLFC may be more expensive due to the expectation.

Furthermore, the computation of p(xk|Ik) may be difficult and approximations
are then necessary. However, a nice property of OLFC is that it performs at
least as well as an optimal open-loop policy [9]. Note that the CEC does not
have this property.

A version of OLFC takes some, but not all, of the future measurement into
account in the calculations of the control input. This controller scheme is called
partial open-loop feedback control (POLFC).

Other suboptimal schemes are limited-lookahead policies and roll-out algo-
rithms, see [9].

2.1.5 Dual Control & Adaptive Control
An optimal feedback control law will not only steer the system in accordance
with the reference signal. In addition, the control law will show probing and
caution behavior. Probing represents actions to enhance estimation precision
in order to improve overall performance in the future. Caution is acting so
as to minimize the consequences of erroneous assumptions about the state of
the environment. Both these components are often in conflict with the error
reducing part of the control law and control laws including this compromise is
denoted dual control.

The dual control problem was first discussed by Feldbaum in four papers
from 1960-61 [27]. [109] gives an introduction.
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Solving a general dual control problem is, in practice, almost impossible.
However, in Adaptive Control the system variations are assumed to be within
a predefined class of models (parametric uncertainty models) and the problem
may then be solvable. Of course, the controller has a limited ability to update
the control law and, as in all classical control problems, differences between
the presumed model and the actual system can result in severe problem and
instability. In Adaptive control a number of selections must be made: structure
of the model, order (number of parameters), time delay, sampling time, structure
of the control law, forgetting factor, etc. A standard reference in Adaptive
Control is [3].

2.1.6 Infinite horizon & Reinforcement learning
The case with N < ∞ in the expected loss (2.6) is called the finite horizon case
with the greedy N = 1 as a special case. N → ∞ is the infinite horizon case
and the expected loss (2.6) then becomes

J(x0, π) = E

{ ∞∑
k=1

Lk(xk, uk)|I0

}
(2.34)

The finite horizon case is the practical case that matters, however, sometimes
the finite case suffers from some problems that are not arising in the infinite
case. With a finite horizon, the optimal control signal given a certain state
can be different depending on the horizon length, i.e., the optimal policy for a
finite horizon is non-stationary. Stationary optimal policy depends only on the
current state and is a desirable property which is possible to get in the infinite
horizon case, e.g. the loss function in (2.34) with additive loss. However, this
loss function have a drawback, the loss may not be bounded and it is possible
that we have to compare solutions both with −∞ loss. Thus, it is often necessary
to modify the criteria so that a bounded solution is possible. A typical infinite
time criterion is discounted loss

J(x0, π) = E

{ ∞∑
k=1

γkL(xk, uk)|I0

}
(2.35)

where γ is a discount factor and we assume that L = Lk∀k. This loss is bounded,
which is obvious if the standard formula for the sum of an infinite geometric
series is applied. Two other alternatives with bounded loss is to use proper
policies that guarantee that a terminal state is reached or a criterion based
on average loss per stage. Two iterative algorithms, called value iteration and
policy iteration, are the most common way to compute an (optimal) policy. See
[10] for an introduction to infinite horizon optimal control.

Value Iteration

The Bellman update equation

Jk+1(xi) = min
u

{
L(xi, u) + γ

∫
p(xj |xi, u)Jk(xj)dxj

}
, i = 1, 2, ..., N (2.36)
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called value iteration is used to calculate the optimal loss function J∗ and the
policy is

π(xi) = arg min
u

{
L(xi, u) + γ

∫
p(xj |xi, u)J(xj)dxj

}
, i = 1, 2, ..., N (2.37)

In practice, the state space is finite and the integrals in (2.36) and (2.37) become
finite sums over all states. However, infinitely number of iterations are, in
general, required for obtaining the optimal policy, but there are special cases
with finite termination. Results on the error bounds exist and they can be used
for choosing a stopping rule.

Policy Iteration

Unlike value iteration, policy iteration always terminates finitely for finite state
problems. Beginning with an initial policy π0, the policy iteration algorithm
alternates two main steps: policy evaluation and policy improvement. In the
evaluation step, the loss of each state calculated, given the current policy π.
Then it is possible to compute new better policy by solving

J(xi) = L(xi, π(xi)) +
∫

p(xj |xi, π(xi))J(xj)dxj , i = 1, 2, ..., N. (2.38)

In the finite state space case, this is a linear equations system and can be solved
in O(n) time, where n is the number of states. The improvement step computes
a new policy as

πk+1(xi) = arg min
u

{
L(xi, u) +

∫
p(xj |xi, u))Jk(xj |πk(xj))dxj

}
, i = 1, 2, ..., N.

(2.39)
Since there are a finite number of policies for a finite state problem and each
iteration improves the solution, the policy iteration must terminate in finite
time.

For large problems, solving the linear system may be very time consuming,
but there exist more efficient algorithms. In modified policy iteration a number
of simplified value iterations are performed to estimate the next utility.

Reinforcement Learning

Both value and policy iteration methods described above assume that the state
transition model is known. However, for problem where the transition model is
not known, the agent have to use observed rewards, or reinforcement, to learn
an optimal policy. This problem is called reinforcement learning and there are
several approaches to this problem, see e.g. [44] for a good survey. Another
standard standard reinforcement learning reference is [11].

A very simple reinforcement learning example is the so called k-armed bandit
problem where an agent have a fixed number of pulls of k “one-armed bandit”
machines. Each machine pays off 0 or 1 with a unknown probability pi and the
question is which strategy that will give the best expected payoff. This problem
shows the trade-off between exploitation and exploration (compare with probing
and caution in the dual control context!). Assume the agent found one machine
with fairly high payoff, should the agent be exploiting this machine all the time
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or should it explore other machines, with possibly better, or worse, pay off. The
Gitting allocation index provides an optimal balance between exploitation and
exploration, given a discounted expected reward function (cmf. (2.35)) with
immediate payoff. However, many problems have delayed payoff (e.g. games
like chess, you win or loose) and no analogous index have been discovered.

There are a number of ad-hoc strategies for exploration in the immediate pay-
off case. A greedy strategy is to always choose the action with highest estimated
payoff, a rather conservative and suboptimal approach. Another strategy is to
explore most in the beginning and the slowly decrease the exploration intentions
with time. Compare this with Simulated Annealing optimization approach.

One hard problem in the delayed payoff problem is how to know if one
certain action is good or bad when the reward is not shown until the end. The
delayed payoff problem is often modeled as a Markov Decision Problem (MDP),
see Section 2.3.2. The goal of reinforcement learning is to come up with an
optimal policy without explicitly knowing the transition model. There are two
reinforcement strategies; learn a policy without learning a model, or learn a
model and compute the policy based on it (compare with direct and indirect
methods in Adaptive Control).

One approach for estimating (learning) the utility (using the same nota-
tion as for loss above) is the temporal-difference (TD) method. The utility is
estimated by using the following update formula

Jk+1(xi) = Jk(xi) + α(L(xi) + γJk(xj)− Jk(xi)). (2.40)

where α is a learning rate parameter. Thus, the utility estimate of state xi is
updated with the estimated value of the actually occurring next state xj . We
can see that this update rule is reasonable if we assume that Jk(xi) is correct
and α = 1, then

Jk+1(xi) = L(xi) + γJk(xj) (2.41)
is also the correct value of J(xi) independent on the previous estimate. How-
ever, Jk(xj) is an estimate and a learning rate parameter α is necessary. If α
is adjusted properly and the TD method will converge to the optimal utility
function.

One of the most popular reinforcement learning method is Q-learning, which
is related to the TD-method above. Instead of using policy iteration with so
called full backup as in (2.38), Q-learning is using sample backup

Qk+1(xi, ui) = Qk(xi, ui) + α(L(xi) + γ max
aj

Qk(xj , aj)−Qk(xi, ai)). (2.42)

(compare with (2.40)). It can be shown that if every possible state-action
{xi, ai} pair is visited an infinite number of times an optimal policy π∗ can
be learned. The optimal utility (loss) is

J∗(x) = max
u

Q∗(x, u) (2.43)

and the optimal policy

π∗(x) = arg max
u

Q∗(x, u). (2.44)

Q-learning is a model-free method which is rather straightforward to implement
and exploration insensitive, i.e., the learning convergence is not affected much
by the exploration strategy. A disadvantage is that the convergence to a good
policy is slow.
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2.2 Model Predictive Control
Model Predictive Control (MPC), or equivalently Receding Horizon Control
(RHC), is open-loop feedback optimal control problem. MPC has been a very
popular control method, particularly in the process industries, because of its
ability to handle constraints on states and inputs. In fact, running on a bound-
ary is often the most profitable operation of an industrial plant. Other examples
where MPC often is used are for nonlinear plants and time-varying plants. A
standard reference in MPC is [65].

Classical MPC ignores disturbances and uses a deterministic model

xk+1 = f(xk, uk) (2.45)
zk = h(xk) (2.46)
xk ∈ X (2.47)
uk ∈ U (2.48)

where U is convex, compact subset of R, and X is convex, closed subset of R.
The cost is defined by

V (x, k, U) =
k+N−1∑

i=k

L(xi, ui) + F (xk+N ) (2.49)

where U = {uk, uk+1, ..., uk+N−1} is the length of the control sequence and N is
the receding horizon. Dynamic programming can now, in principle, be applied
to the problem for computing a control law offline, but since this is usually im-
possible, an optimal control problem is solved on-line for each sampling instant.
However, if the cost function is convex and the plant model is affine, then the op-
timization problem is convex, hence, there is a unique global solution and there
exist algorithms for solving the problem. With a linear model and quadratic
cost function the problem can be rewritten as a quadratic programming problem
for which standard algorithms exist. MPC problems with a linear model and a
cost function based on the infinity norm can be solved by a linear programming
algorithms.

2.2.1 Stability
MPC became popular in process control during the seventies. The stability was
not addressed theoretically, but was instead “solved” by selecting a large horizon
compared with the settling time of the plant. During the nineties the stability
analysis of MPC got an upswing, see e.g. [69]. A number of modifications of
the MPC problem have been proposed for stability guarantee, e.g. “terminal
equality constraints”, “terminal cost”, “terminal constraint set” and combined
“terminal cost and constraint set”. In the terminal constraint set versions, the
controller steers the state to a subset of Rn in finite time. Inside this subset
a local stabilizing controller can be applied. One interpretation of MPC with
terminal cost function is that it is an open-loop optimal control problem with
finite control horizon, but with infinite cost horizon. Thus, infinite horizon
stability and robustness results are then valid. The terminal cost is the cost
of the value function after time N . However, for constrained and/or non-linear
problems the exact terminal cost may be impossible to compute, but it may be
possible to approximate the cost in a suitable neighborhood of the origin.
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2.2.2 Stochastic MPC
The standard MPC law assumes that the disturbances are zero, constant or
measurable. However, if unmeasured disturbances is present the closed loop
performance can be poor and even the stability may not be guaranteed since
the MPC law neglect future possible disturbances. Three main approaches have
been proposed to address the (stochastic) disturbance problem:

• Assumes that the disturbance is zero or constant over the optimization
interval, i.e., as in the standard MPC.

• The optimization is based on a worst case scenario in a min-max opti-
mization fashion [62]. This method requires bounded disturbances and
this method is in general too pessimistic.

• Stochastic MPC.

In stochastic MPC disturbances are considered as random variables and the
expected value of the cost function is minimized. Thus, the problem is a dynamic
program.

[5, 7, 6] propose methods for solving a stochastic MPC problem with the lin-
ear system model, stochastic disturbances and input constraints. The problems
are also extended to contain state constraints and measurement feedback (i.e.,
a state estimator is necessary). [51] gives a brief review of the recent develop-
ments of stochastic MPC. [22] solves a stochastic MPC problem with stochastic
programming techniques [86]. See also [101].

2.2.3 Moving Horizon Estimation
One nonlinear estimation approach is the dual of MPC called moving horizon
estimation (MHE). Instead of predicting ahead over a finite horizon, MHE is
estimating the state trajectory by looking back over a finite horizon. Similar
questions arise as in MPC about how to deal with non-linearity, non-convexity
and how to ensure stability. See [79] for a detailed presentation of MHE and
RHC.

2.2.4 Decentralized MPC
[82, 81] propose a decentralized MPC (DMPC) for multi-UAV collision avoid-
ance. According to the authors, the DMPC method offers significant computa-
tion improvement, compared to the equivalent centralized algorithm, for only a
small degradation in performance.

2.3 Planning with POMDP
A common assumption, also in this work, is that we have Markov processes, i.e.,
the current state depends only on a finite history of previous states. For the
first-order Markov process we have

p(xk|{x0, x1, ..., xk−1}) = p(xk|xk−1) (2.50)

In Table 2.3 the relations between different types of stochastic, discrete state
and discrete time Markov models are shown.
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No state transition control State transition control
States
completely
observable

Markov chain Markov Decision
Process (MDP)

States
partially
observable

Hidden Markov Model
(HMM)

Partially Observable
Markov Decision Process
(POMDP)

Table 2.1: Relations between different types of Markov models. Grid inspired
by Michael Littman and Anthony Cassandra http://pomdp.orgpomdp/pomdp-
faq.shtm.

2.3.1 Markov Chains and HMM
In a Markov Chain we define transition probabilities

A(i,j) = Pr(xk = i|xk−1 = j) (2.51)

as the probability that the system is in state i at time k when in state j at time
k − 1. In Hidden Markov Model (HMM) problems we have the model

xk+1 = Axk + wk (2.52)
zk = Cxk + ek (2.53)

where xi
k = Pr(ξ = i), yi

k = Pr(νi = i), A is the transition matrix defined in
(2.51), and the observation process ν

C(i,j) = Pr(ν = i|ξ = j) (2.54)

See e.g. [88] for how to compute the a posteriori probabilities.
There is no control signal in the HMM model (2.53), and therefore the HMM

is not that interesting in the planning context. We are now introducing a control
signal (action) and end up with something called Markov Decision Processes.

2.3.2 Markov Decision Processes
A Markov Decision Process (MDP) is a sequential decision problem defined by a
state set S, an action set A, a Markovian state transition model T : S ×A 7→ S
and an additive reward function R : S ×A 7→ <.

The state transition model is defined as the probabilistic outcome of actions

p(xk+1|xk, uk), xk, xk+1 ∈ S, uk ∈ A (2.55)

or, in the discrete system case, as a state transition matrix

T (s, a, s′) = Pr{xk+1 = s′|uk = a, xk = s}, (2.56)

i.e., the probability of reaching state s′ when doing action a in state s. The
latter notation is common in the POMDP-AI literature. The reward function
RN defines the total reward as the expectation cumulative reward

RN = Rπ
N (xk) = RN (xk, π(xk)) = E

{
N∑

n=1

γnr(xk+n, uk+n)|xk, π

}
. (2.57)
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over a planning horizon N where 0 ≤ γ ≤ 1 is a discount factor.
Value iteration is one recursive algorithm for computing the utility of each

action given a reward function, see Section 2.1.6. Using the Bellman equation
we can obtain the optimal policy of a MDP with horizon N with the recursion
in (2.36). The solution is a (control) policy π that maps all reachable states to
an action sequence, i.e.

π : xk 7→ uk. (2.58)

2.3.3 Partially Observable Markov Decision Processes
For a MDP we assume that the system state is fully observable, i.e., the agent
knows in which state it is in since the observation model p(z|x) is deterministic.
However, the action model p(xk+1|xk, uk) is stochastic. The case where p(z|x)
also is stochastic and the system states are not fully observable, we call the
problem Partially Observable MDP or POMDP. The solution is in the POMDP
case a policy

π : Zk, Uk−1 7→ uk (2.59)

where Zk and Uk−1 are the history of observations and actions, respectively.
Value iteration can be applied and the equations are similar to (2.36) as

in the MDP case, but the state x is changed to the sufficient statistics b, also
called belief state. Thus, the value iteration algorithm in (2.36) and (2.37) now
becomes

Jk+1(bi) = min
u

{
L(bi, u) + γ

∫
p(bj |bi, u)Jk(bj)dbj

}
, i = 1, 2, ..., N (2.60)

πk+1(bi) = arg min
u

{
L(bi, u) + γ

∫
p(bj |bi, u)Jk(bj)dbj

}
, i = 1, 2, .., N.(2.61)

Despite the similarities between the Bellman equations of MDP and POMDP
the practical consequences are huge. A belief is a probability distribution and
even if the state space is finite the belief space is continuous, and if the state
space is continuous the belief space is infinite-dimensional.

From Bayesian estimation theory we know that

p(x) =
∫

p(y, x)dy =
∫

p(x|y)p(y)dy (2.62)

p(x|y) =
p(y|x)p(x)

p(y)
(2.63)

and by using the general Bayesian estimation solution, the belief state update
can be computed as

bk+1 = bk+1(xk+1) ∼ p(xk+1|Zk+1, Uk, b0) = p(xk+1|zk+1, uk, bk)(2.64)

=
1
α

p(zk+1|xk+1, uk, bk)p(xk+1|uk, bk) (2.65)

=
1
α

p(zk+1|xk+1, uk)
∫

p(xk+1|xk, uk, bk)p(xk|uk, bk)dxk (2.66)

=
1
α

p(zk+1|xk+1)︸ ︷︷ ︸
obs. model

∫
p(xk+1|xk, uk)︸ ︷︷ ︸
state trans. model

p(xk|zk, uk−1, bk−1)︸ ︷︷ ︸
bk(xk)

dxk(2.67)

≡ B(bk, uk, zk+1)(xk+1) (2.68)
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where α = p(zk+1|uk, bk) is a normalizing factor. Furthermore, the transition
function in (2.60) is

p(bj |u, bi) =
∫

p(bj |u, bi, z)p(z|u, bi)dz (2.69)

where
p(bj |u, bi, z) = δ(bj −B(bi, u, z)) (2.70)

and (2.60) can then be expressed as

Jk+1(b) = min
u

{
L(b, u) + γ

∫
p(z|u, b)Jk(B(b, u, z))dz

}
. (2.71)

Exact solution only exists when state space, action space, observation space,
and planning horizon all are finite. The solution becomes a piecewise-linear and
convex function over the belief space. The simplest algorithm for solving this
is a brute force enumeration, but this is of course not very efficient. Instead
of computing the exact value function J(b) one of the following approximations
can be computed J(b̂), Ĵ(b) or Ĵ(b̂), where Ĵ and b̂ denote approximation of the
value function and the belief space, respectively.

The first algorithm for an exact solution to POMDP was given by Sondik
in [94]. POMDPs have received a lot of attention from the planning and robot
communities during the last 15 years. Especially Littman, Cassandra and Ke-
abling have done significant work to improve the POMDP value iteration, see
for instance [43] where the so called witness algorithm is presented (polynomial
complexity). During the last years, many approximation methods have been
proposed to handle the complexity of POMDPs. The development of faster
computers with more memory probably encourage the researcher. A good re-
cent introduction to POMDP and some approximation strategies can be found
in [98].

There are some interesting works with particle filter (PF) approximations.
[97] presented the Monte-Carlo POMDP where a PF is used for belief state
estimation and a nearest neighbor function for approximating the value function.
Kullback-Leibler divergence is used as the distance measure of two point clouds
smoothed with a Gaussian kernel. An advantage is that a finite state space is
not required.

In [2] a number of sampling based approaches to finite and infinite horizon
control problems (or POMDP) are briefly discussed from a control perspective.
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Chapter 3

Sensor Management

Sensor Management, Sensor scheduling and Resource management can be con-
sidered as subfields of Data fusion that bring a feedback loop into the fusion
process to improve the overall data fusion performance. Sensor management
aims at “managing, coordinating and integrating the sensor usage to accomplish
specific and dynamic mission objectives” [74].

In [111] issues and approaches to multi-sensor management for information
fusion are considered. A top-down problem solving structure is presented and
five levels of functionality are identified: Mission planning, Resource deploy-
ment, Resource planning, Sensor scheduling, and Sensor control.

3.1 Information Theory
Technically, information is a measure of the accuracy to which the value of a
stochastic variable is known. There are two commonly used formal definitions
of information, the Entropic information and Fisher information. This section
is mainly based on [21] and [67].

3.1.1 Entropy and Mutual Information
The (differential) entropy h(x) associated with a probability distribution p(x) =
pX(x), where X is a random variable, is defined as [67, 21]

h(X) ≡ −E{ln p(x)} = −
∫
RN

p(x) ln p(x)dx (3.1)

Entropic information i(X) is defined as the negative of the entropy

i(X) ≡ −h(X), (3.2)

i.e., entropic information is maximized when the entropy is minimized.
When the probability distribution of an n-dimensional state X is Gaussian,

with mean m and covariance matrix P , the entropy becomes [67]

h(X) =
1
2

ln
(
(2πe)n detP

)
. (3.3)
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The relative entropy (or Kullback-Liebler distance) D(f ||g) between two den-
sities f and g is defined as

D(f ||g) ≡
∫

f ln
f

g
(3.4)

and the mutual information I(X;Y ) as the relative entropy between p(x, y) and
p(x)p(y) as

I(X;Y ) = D(p(x, y)||p(x)p(y)) ≡
∫
RN

p(x, y) ln
p(x, y)

p(x)p(y)
dxdy (3.5)

We see from the definitions that the mutual information can be expressed as

I(X;Y ) = h(X)− h(X|Y ) = h(Y )− h(Y |X) (3.6)

From an estimation point of view the mutual information may be derived
by using Bayes theorem. In estimation theory we are interested in the entropy
of the posterior distribution p(x|Zk) where x is the state vector and Zk =
{zk, zk−1, ..., z1} is the set of all observations up to time k. Using Bayes’ theorem

p(x|Zk) =
p(zk|x)p(x|Zk−1)

p(zk|Zk−1)
(3.7)

(assuming zk is independent of Zk−1, conditioned on X) an interesting recursive
relation is obtained by taking the logarithm and the expectation of both sides,
namely

h(X|Zk) = h(X|Zk−1)− E

{
ln

p(zk|x)
p(zk|Zk−1)

}
(3.8)

The second term on the right hand side is defined as the information about X
contained in the observation zk, or the mutual information I(X; zk) of x and
zk. Thus, the entropic information following an observation is increased by an
amount equal to the information inherent in the observation.

3.1.2 Fisher Information & Cramer-Rao Lower Bound
The (expected) Fisher information of a n-dimensional family p(y, θ) of distribu-
tions at the parameter value θ ∈ Rn, is defined as the matrix I with components

Iij(θ) ≡ Eθ

{∂ ln p

∂θi

∂ ln p

∂θj

}
(3.9)

where Eθ denotes expectation w.r.t p(y, θ). This is well-defined for discrete as
well as continuous distributions. For a single continuous distribution p(y) on
Rn, this may be applied to the translational family p1(y, θ) = p(y − θ) leading
to constant (i.e. θ-independent) values

Iij =
∫

∂ ln p1

∂θi

∂ log p1

∂θj
p1 dy =

∫
∂ ln p

∂yi

∂ ln p

∂yj
p dy (3.10)

Fisher information gives a measure of the amount of information about X
given observations Zk up to time k and the probability distribution p(Zk, x).
The definition of the Fisher information I(k) is for random state variable x
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I(k) = −E
{
∇x∇T

x log p(Zk, x)
}
= −E

{
∇x∇T

x log p(x|Zk)
}

(3.11)

and for non-random parameters x the definition is

I(k) = −E
{
∇x∇T

x log p(Zk|x)
}

(3.12)

The inverse of the Fisher information is the Cramer-Rao lower bound and it is
useful in estimation analysis; it bounds the mean square error of any unbiased
estimator of X.

In the Gaussian distribution case, the Fisher information becomes sim-
ply the inverse of the covariance matrix, called the information matrix, i.e.,
I(k) = P−1(k|k). The relationship between entropic information and Fisher
information for a Gaussian distribution is then

i(k) = −1
2

log
(
(2πe)n detP (k|k)

)
=

1
2

log
(
(2πe)−n detI(k)

)
. (3.13)

3.2 Target Tracking
Target Tracking is large and very active research area. This section will only give
a brief introduction to the subject. Standard tracking methods do not consider
how to improve the tracking and estimation by control actions. However, the
results from target tracking research are indeed very interesting from a planning
point of view, since much of the theoretical background will probably be used
in a tracking planner.

A detection is a report from sensor data analysis saying that there is a target
in the sensor data with high probability. The report contains observations about
the targets location and appearance. This detection information is filtered and
the result is a track, typically containing kinematic information, such as posi-
tion and velocity, and target classification characteristics. New detections of the
target are required in order to maintain the track. In general the targets are
unknown beforehand, so a searching process must precede the tracking. Often
the tracking of targets and the search for new targets are performed simultane-
ously or alternately. A hard problem to solve in multiple target tracking is the
association problem.

[13] is a standard reference in target tracking. Another well-known refer-
ence is [4]. [45] gives an introduction to the detection and tracking chain with
emphasis on EO/IR sensors.

The detection problem is to decide whether a signal is present in noisy mea-
surements, or in other words, find targets in background noise. The detection
problem is highly connected to the sensor and is not further considered in this
survey. See e.g. [46] for an introduction to the general detection theory and
statistical hypothesis testing theory.

The Kalman Filter is the most common estimator for on-line target tracking.
In the simplest case, only position and velocity is included in the state space
model. There are many choices of target models, the Cartesian or some type of
coordinated turn model are probably the most used.

The Kalman filter assumes a linear state space model, which is seldom the
case in practice. Extended Kalman Filter (EKF) is doing a Taylor expansion
around the best available estimate and is then applying the Kalman filter using
Jacobian matrix of the system transition model and the observation model.
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Some targets (e.g. transport airplanes) follow a straight path and are do-
ing maneuvers just for a short period of time. In Multiple Model Filters this
“discrete” behavior is model by a number of parallel filters, one filter for each
hypothesis of action. The Interacting Multiple Model filter (IMM) is a popular
Multiple Model Filter.

3.2.1 Multi-Target Tracking
Multi-target tracking is a much harder problem than single target tracking. If
the number of targets are unknown or varies over time, then the number of
targets N is also a random variable and, hence, the state-space dimensional will
vary. The problem can be addressed by computing N separately or assuming
that it is known and constant.

Another problem in multi-target tracking is that the number of measurement
association hypotheses grows exponentially with the number of targets. If the
targets move separately it is possible to ignore the joint distribution and use
one tracking filter for each target, but a problem is then that the association
of every measurement with a existing track or a new target. Wrong association
will degrade the track information. The Multiple Hypotheses Tracking (MHT)
method worksx with propagation of association hypotheses in time. Methods
that use observations weighted by their association probabilities are the joint
probabilistic data association filter (JPDAF), the probabilistic MHT (PMHT),
and the multi-target particle filter [39].

An emerging and promising alternative to the association-based methods is
the random sets approach to multi-target tracking. In the so called probability
hypothesis density (PHD) [66] only the first moment of the joint distribution
is propagated. In [89] a particle filter implementation of the PHD filter is
presented.

3.2.2 Ground Target Tracking with Road Network Infor-
mation

Tracking of ground targets is more challenging than, for instance, air-targets,
because of higher target density, high clutter, and low visibility. The exploita-
tion of prior information such as road maps and terrain information is therefore
highly desirable for the enhancement of the tracking performance. Most refer-
ences assume multiple ground targets tracking with a Ground Moving Target
Indicator (GMTI) and use some Variable Structure Interacting Multiple Model
(VS-IMM) scheme [48]. The IMM filter contains a number of models where each
model corresponds to a particular road segment. A Markov transition matrix is
used for modeling the movement between roads in junctions and road constraint
information is used to shape the dynamic model.

In [100] the target is modeled in one-dimensional road coordinates and
mapped onto ground coordinates using linear road segments taking road map er-
rors into account. Several roads with different characteristics are treated within
an IMM framework. Targets can be masked both by the clutter notch of the
sensor and by terrain obstacles. The effects of masking and occlusion of the
target are modeled using a state dependent detection probability. Results for a
Gaussian sum and a particle filter approach are presented.
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[87] is using a particle representation to predict (with a rather long horizon)
the probability density function of a target in a known road network. A road
aligned one dimensional second order linear Gaussian vehicle model is proposed.

In [76] non-detection of target is either due to a stop of the target or the
velocity is under the minimum detection velocity of the MTI or the target is
masked. A terrain map of Delaunay triangles are computed from Digital Terrain
Elevation Data (DTED) and using a “Z-buffer technique” the triangles seen or
not seen by the sensor can be defined.

3.3 Flight Control Laws for Ground Target Fol-
lowing

In Section 3.2.2 the tracking and estimation are in focus. In this section ground
target tracking problem is considered from a UAV flight path view of point. Or
in other words, how should the UAV move to be able to follow the target due
to target motion and wind disturbances.

In [108] four different methods for tracking a ground target with multiple
UAVs are reviewed. The desired behavior is that the UAVs maintain a constant
distance and constant angular separation relative the target, even with wind
disturbances.

[49] addresses the problem where a constant speed nonholonomic vehicle (e.g.
a fix-wing UAV) is tracking a reference vehicle or trajectory. They propose an
approach based on theories of oscillating models.

3.4 Sensor Scheduling
In the standard sensor-scheduling problem the purpose is to select a combination
of sensors to activate over some time span. The objective function is a function
of tracking performance and sensor usage. Sensor-scheduling problems are for-
mulated as an optimization problem where the estimation error minimized or
information gain maximized [63].

In [24] a particle based method for multi-target tracking and sensor man-
agement is presented. The proposed sensor management problem is one-step
ahead control problem where the “best” sensor, among a set of sensors, is se-
lected by comparing an average Kullbach-Liebler (KL) measure for all sensors.
The KL measure is between the filter density p(xt|Y t, St−1, s) and the predicted
density p(xt|Y t−1, St−1). The average is with respect to predicted density of
observation p(yt|Y t−1, St−1, s).

In [52] an one-step ahead optimization is performed by computing an ex-
pected information measure gain for a finite number of sensor actions. But
instead of KL, Kruecher et al. propose the more general Renyi Information
Divergence (α-divergence). See also [41].

[35] formulates a POMDPs for sensor scheduling with a particle filter for
belief state estimation and a Q-value approximation with policy roll-out (see [9]).
The method is applied to a sensor scheduling problem with multiple stationary
sensors and a single target. See also [60] [105] [17].
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3.5 Resource Allocation
The sensor resource is limited in space and time, for example limited field of view
of the sensor. In multi target tracking (MTT), and also in concurrent search
and track, several conflicting needs are asking for the limited sensor resource.
This problem is denoted as resource allocation and is a scheduling problem.

In [13] a heuristic sensor management approach is presented based on fuzzy
logic. In [53, 54] the resource allocation for an Electrical Scanned Arrays (ESA)
problem is formulated as a multi-armed bandit problem [10], where only the
state of one target at a time is allowed to develop dynamically, all other states
are static. This decreases the complexity of the problem, but the assumption is
questionable.

[107] considers the resource allocation in airborne surveillance radars equipped
with ESA. The problem is how to allocate the constrained antenna resource in
time space to produce the best possible output. [107] gives a good overview of
approaches to resource allocation and sensor scheduling. Much of the discus-
sion in Chapter 1 in [107] is interesting also for our problem, despite different
surveillance sensors. Some conclusion drawn in [107] for methods in resource
managements are:

• The method should optimize a non-instantaneous cost, i.e., the planning
horizon should be large enough.

• Both searching and tracking should be included.

• Not only accuracy should be considered as a performance measure.

• The method should not rely on a multi-armed bandit assumption.

• Stationarity of system dynamics should not be assumed by default.

[107] proposes an architecture based on a two (multi) level architecture with
varying time-scales. The resource allocation is separated into components and
processes, such as searching, track confirmation, and track update.

3.6 Optimal Trajectory for Bearings-only Track-
ing

Optimal trajectory for bearings-only tracking is a classical nonlinear estimation
problem, and hence there are a lot of papers and works on this. The problem is
to estimate the (single) target motion given a number of noisy measurements.
The observer (sensor platform) is free to maneuver, and the problem is to find
the optimal trajectory that maximizes the tracking utility. The problem, and
its relatives, are closely related to other fields in sensor management and sensor
scheduling and the problem has many names, e.g. BOT (bearings-only track-
ing), TMA (target motion analysis), OTP (observer trajectory planning).

The problem can be divided into subgroups depending on assumptions about
the sensor observation model, the target motion model, the sensor motion model,
etc. The most common assumptions are that target and observer are moving
in the same plane and that the target travels on straight lines with constant
velocity [61]. It can be shown that the observer motion is important to obtain a
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unique solution [73]. In [34] the observability of the three-dimensional problem
is analyzed and conditions on the observability of an n-th order target dynamic
model is given in [29].

A common strategy is to rewrite the non-linear problem into a linear problem
by reformulating the measurement equations [72]. This approach is referred
pseudo-linear estimating and is an elegant way to avoid the non-linearities of
bearings-only observations. However, the method produces biased estimates
with optimistic covariance.

Many researchers are defining an optimization problem with an information
theoretic utility function. It is also very common to consider a number of sensors,
either stationary sensors or sensors on (unmanned and autonomous) vehicles
(compare with sensor scheduling).

In [85] a receding horizon control formulation is proposed for a team of sen-
sors to cooperatively search for and track a target. They discuss the importance
of combining both searching and tracking in the same framework. The utility
function is the sum of expected conditional entropy from current time to the
planning time horizon.

[58] formulates a discrete-time problem and gives a discrete-time observabil-
ity analysis. They also show that the determinant of the Fisher Information
Matrix (FIM) is a relevant cost function and present some approximations and
their consequences of the FIM.

[99] is also using the FIM in the cost function, but in a dynamic program-
ming framework. Target and observer are modeled as Markov chains and the
resulting problem is a POMDP problem for determining the optimal control
law of the observer. The computational complexity is very large and only very
small problems can be addressed.

[77] proposed a method based on optimal control theory. FIM is also here
the base of the optimization criterion.

[64] computes optimal observer trajectories by maximizing mutual informa-
tion. Dynamic programming is used to minimize the determinant of the error
covariance of a target with linear dynamics over the entire measurement se-
quence from a bearing-only sensor (in 2D). Furthermore an enumeration brute
force method with optimal pruning is developed for minimizing the trace of final
target error covariance.

In [36] the target dynamics is both uncertain and random. The utility func-
tion is a measure of estimation error based on the Posterior Cramer-Rao lower
bound (PCRLB) (i.e., the FIM). The results for a single-step and two-step plan-
ning are presented.

Stochastic approximation (SA) is in [90] proposed to solve general “adaptive
optimal tracking problems” or, in other words, POMDPs. SA is an iterative
gradient search method and estimates of the gradient are obtained with particle
filters and to decrease the variance, a control variate approach is used. The
approach requires the motion to be Markovian. The work is extended in [91]
and an observer trajectory planning problem for a bearings-only application is
studied. The stated problem is an open-loop stochastic control problem and
feedback is utilized by open-loop feedback control.

[38] proposes an information-theoretic distributed control architecture based
on particle filters. The method is applied to a bearings-only search and local-
ization problem with a UAV team and a single stationary target. The utility
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function is the joint mutual information computed from the particle represen-
tation.

[92] is proposing a path and sensor planning framework for UAV surveil-
lance with EO/IR-sensors based on trajectory optimization for bearings-only
estimation. The work is based on [32].
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Chapter 4

Search and Exploration

4.1 Search Planning
Search theory, a subfield of Operations Research, is concerned with the problem
of how to optimally conduct searches for objects of unknown location. Sections
4.1.1 and 4.1.2 are largely based on [30] and [75]1.

Search problems can be broadly categorized into the following types and
subcategories:

• One-sided search problems. The searcher can choose a strategy, but the
target can not, and does not react to the search.

– Stationary targets.

– Moving target. In general considerably more difficult than searching
for stationary targets, since the target can move into a region that
has already been searched.

• Two-sided search problems. Both searcher and target can choose strate-
gies.

– Cooperative search. Both sides act to increase the chances of detec-
tion. Often characterizes search and rescue operations.

– Non-cooperative search. The target acts to avoid being found (or
caught). These problems are often referred to as pursuit-evasion
games, and are generally the most difficult search problem to analyze.

Search problems can also be categorized depending on the number of targets
and the number of searchers. The two most common criteria used in search
strategy optimization are:

• The probability of finding the target in a given time interval.

• The expected time to find the target.
1An acknowledgement to Jörgen Karlholm who wrote the section about Search Theory in

[75].
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4.1.1 Classical Search Theory - Stationary target
Theoretical work on how to optimally conduct searches for objects of unknown
location was initiated by the U.S. Navy Antisubmarine Warfare Operations
Research Group (ASWORG) during the Second World War. Bernard Koopman
of ASWORG is generally acknowledged as the founder of classical military search
theory. Search theory has since been widely applied in military (in particular
naval) operations, typical applications being submarine search and search and
rescue operations.

Classical search theory, as developed by Koopman et al. [50], is mainly con-
cerned with determining the optimal search effort density for one-sided prob-
lems, i.e., how large fraction of the available time T should be spent in each
part of the search region, given a prior distribution for the target location.

The scenario addressed by Koopman was a patrol aircraft searching for a
ship in open sea, using the human eye as sensor. Koopman assumed that the
instantaneous probability of sighting a target is proportional to the solid angle
subtended by it, which leads to an approximately inverse cube relationship
between instantaneous detection probability and range, i.e.,

PD ≈ kh

r3
(4.1)

where r and h are “horizontal” and “vertical” distance and k is a proportionality
constant containing the size of the “footprint” area, visibility, object character-
istics, etc.

The total detection probability during a passage (or sweep) can then be
expressed as a function PD(r) of the lateral range r to the target, and is obtained
by integrating the instantaneous detection probability along the path of the
searcher. PD(r), in turn, can be used to define an effective search width,

W =
∫ ∞

−∞
PD(r)dr, (4.2)

which corresponds to the sweep width of an ideal sensor with pD(r) = 1 uni-
formly for −W/2 ≤ r ≤ W/2.

If a region of area A is searched “randomly” in a uniform manner, the cu-
mulative probability of having detected the target through time t is given by

FD(t) = 1− exp(−Wvt/A), (4.3)

where v is the speed of the searcher. The fraction −Wvt/A is the density of
search effort in the region and is called coverage. The numerator is called search
effort or area effectively swept.

Using this random search formula, Koopman determined the optimal search
effort density for unimodal (e.g., Gaussian) prior target location distributions.
The posterior target probability distribution resulting from an unsuccessful
search was computed using Bayes’ rule. Koopman also considered more realis-
tic search patterns, e.g., parallel tracks, for which he determined the maximum
acceptable offset between tracks to achieve a given detection probability.

In the 1950s Charnes and Cooper [18] addressed more general prior dis-
tributions using discretisation, approximating the search area by a set C of
non-overlapping cells, each characterized by area, effective search width, search
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speed, and target probability. This extension makes the theory much more use-
ful for domains more complex than open sea, e.g., coastal regions and land. The
approach is applicable to both optimization criteria mentioned above.

4.1.2 Search theory - Moving targets
If the search platform and the target both maintain constant speeds and courses
the geometry of the scenario can always be reduced to a scenario involving a
stationary target at a lateral range r from the searcher’s path.

During the 1970s some work on moving target problems were performed.
Solutions were found for some special types of moving target problems; e.g.
the two-celled Markovian motion and conditionally deterministic target motion.
Also necessary conditions for optimal detection search were found for target
motion models described by a continous Markov process and an exponential
detection function.

However, it was not until the 1980s that results for more complex target
motion models appeared, when Brown [16] and Washburn [103] studied the
problem of allocating resources between cells for a search divided into N periods,
each brief enough for the target to be assumed confined to a single cell for the
period. Between successive searches, the target can move between different
cells, forming a trajectory c1 → c2 → · · · → cN , where ci ∈ C denotes the
cell containing the target during period i. The motion is assumed first order
Markovian, which means that the probability of a particular trajectory is given
by

p(c1 → c2 → · · · → cN ) = p1(c1)
N−1∏
i=1

pi,i+1(ci, ci+1)

This distribution is assumed known.
Classical search theory does not take into account the travel time between

successive search locations. The first results on path-constrained search ap-
peared in the late 1970s [95]. A typical setting is as for the Markovian motion
problem above, but with the added constraint that if the searcher is in cell c at
period k, it can only proceed to a subset S(c, k) ⊂ C at time k + 1. Solutions
can be found using branch-and-bound procedures [104], which, using the fact
that the detection probability can not decrease as the search time is extended,
organize the optimization problem as an efficient tree search.

The Charnes and Cooper approach, complemented with the Markovian mo-
tion model and Stewart’s search path constraint formulation, represents the
state-of-the-art in computer based search planning, as found in tools in opera-
tional use today. This method, however, is not without limitations. In particu-
lar, the detection model is very simple, and neglects the strong dependency of
detection performance on target location, terrain topography, and sensor posi-
tion that exists in certain applications. For instance, in aerial surveillance of
urban or rough terrain, the visibility is highly constrained by occluding objects,
which means that correct positioning and pointing of the sensor is critical.

4.1.3 Multi-vehicle Bayesian Search
There are several papers in the recent years considering a multi-UAV search for
targets using some Bayesian approach, see [14], [110], [12], [33], [28].
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The targets are assumed to be independent, therefore individual Bayesian
filters are used for each target. The density is often represented by a discrete
probability grid. The goal is to maximize the number of detected targets and
the search performance is represented by a cumulative probability of detection.
The most common approach is “greedy” search and open-loop-feedback-control
strategy with limited planning horizon and replanning at shorter intervals.

[28] is using a grid map of equal sized unit areas. The map contains prior
information of the likelihood of finding a target in each area, depending on the
terrain. A method based on Dynamic Programming is proposed.

4.1.4 Pursuit-Evasion Games
In Game theory multiple agents and how their simultaneous interaction will
influence the overall utility are considered. In cooperative games agents are
cooperating to achieve a common goal. In non-cooperative games the interest
of each agent is partly in conflict with other agents intersects. If motion mod-
els of the players in a game are differential equations, the game is also called
differential games.

Two famous games are the art gallery problem and the homicidal chauffeur
game. The classical art gallery problem is the problem how to determine the
minimum number of static guards to guard an art gallery in the shape of poly-
gons. In the homicidal chauffeur game, a car tries to run over a pedestrian, who
try to dodge the car. The car can move faster but its minimum turning radius
is much larger than the pedestrian minimum turning radius. The problem is to
design policies for both players.

In classical visibility-based pursuit-evasion games a continuous and deter-
ministic environment is containing obstacles represented by polygons or piece-
wise analytic closed curves. An evader is moving in the environment arbitrarily
fast. The task is to find a path of a pursuer with a visibility sensor (with no
uncertainty) for which the evader is guaranteed to be detected.

The classical visibility-based pursuit evasion game is of insignificant interest
due to the non-realistic conditions. However, there are some research on more
realistic pursuit-evasion games with sensing uncertainties, motion models and
unstructured environments. In [102] a team of UAVs and UGVs pursues an
evader team of UGVs. A probabilistic architecture including map-building is
proposed.

See [57] for an introduction and further references to pursuit-evasion. See
also [31] for a recent paper on visibility-based pursuit-evasion.

4.2 Exploration & Map building
Successful planning for search and multiple target tracking implies that the
searcher must know its position with high accuracy, which is also necessary in
order to accurately geolocate detected targets. Thus, planning in rough terrain
requires a detailed model of the terrain topography and the searcher must be
prepared for deviations from an apriori model, continuously ascertain that the
terrain matches the model, and be able to update the model and re-plan its
search path on-line. The search process becomes integrated with localization
and exploration of the search domain.
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Exploration can be defined as the task of efficient information gathering
about the unknown. Exploration is related to search, but in search the goal is
to find something, in contrast to exploration where information gathering, area
coverage, environment modeling, map building, etc., are important.

Some different exploration architectures (inspired by [71]) are

• Area coverage; fixed (a priori) search patterns. [19] gives a survey of some
area coverage approaches. See also e.g. [37].

• Active vision; an environment model is created and the problem is to find
the next sensor view that maximizes the expected improvement of the
model. See [106] and also the related sections 5.2.2 and 5.2.3.

• Autonomous exploration; a general perception utility containing not only
the goal of finding new areas, but also a localization is important to be able
to build maps in a robust way. This is related to Simultaneous Localization
and Mapping problem (SLAM). [93] is an early SLAM paper and [23] gives
a solution to the SLAM problem.

The needs for combining navigation and exploration into one information
measure as an exploration performance are shown in [15]. The exploration is
aiming at maximizing the mutual information of the map and minimizing the un-
certainty of the robot pose. [26] proposes a utility based on predicted sensor in-
formation and expected dead-reckoning errors for deciding the next action of the
robot. [59] defines a planning problem where the information gathered within
a finite time horizon is maximized. An EKF/EIF is estimating the interesting
features and the information utility is based on the covariance/information ma-
trix. The problem is formulated as a nonlinear MPC-problem and a SPLAM
(Simultaneous Planning, Localization and Mapping) example is given.

Related to this navigation planning are the concept of coastal navigation
[83] where trajectories are generated through environments where positional
uncertainty is likely to accrue.
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Chapter 5

Related Planning Problems

This chapter is based on [75] and presents some planning and control problems
that are not considered as the primary focus of this survey, but nevertheless
deserve some attention.

5.1 Robot Motion Planning
Within the robotics community there are many references dealing with path
planning or motion planning in a deterministic setting. For manipulators the
planning is often performed in configuration space, i.e., a space spanned by the
joint angles of the robot. Many of the problems studied can be characterized as
labyrinth problems or start-goal -problems, i.e., given a start location and a goal
location find a connecting path through a “labyrinth”.

Motion planning can be divided into two groups depending on assumptions
about the information available for planning. In motion planning with com-
plete information perfect information about the robot and the environment is
assumed, shapes of obstacles are formulated algebraically, and the motion plan-
ning is an off-line algorithm. In motion planning with incomplete information or
sensor-based motion planning, the obstacles can be of arbitrary shape and the
input information is, in general, local information from a range finder or a vi-
sion sensor. This problem naturally fits into the methodology of control theory.
Most of the methods in the second category still do not take the uncertainty in
the measurements into consideration; the incompleteness of the information is
modeled only as availability.

Methods are termed dynamic if body dynamics is taken into account, and
kinematic if the body dynamics is ignored. Motion planning can also be divided
into two groups, holonomic and non-holonomic motion planning. In holonomic
motion planning all degrees of freedom can be changed independently, but in
non-holonomic motion planning the degrees of freedom are not independent due
to kinematic constraints. For example, a car can not rotate without changing
its position.

A central, but slightly outdated, reference in this area is the book [55]. See
[56] for a presentation of the progress in motion planning research within the
90’s, with emphasis on nonholonomic motion planning. A good recent book on
Robot Motion Planning is [25]. A more general survey of planning algorithms
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can be found in [57]. Related to the area of robot motion planning is of course
also the problem of obstacle avoidance.

Start-goal planning:

• Graph search: A*, Djikstra

• Random Search Methods: Probabilistic road-maps, Rapid random trees
(RRT)

• Potential fields and Virtual forces

5.1.1 Graph Search
A graph is a set of vertexes, discrete points of the state space, and edges, con-
nections between the vertexes. A weight is assigned to each edge, representing
the cost for the vehicle to move along the edge. The path planning algorithm
is searching for the shortest path (or minimum cost path) between any two
vertexes.

Dijkstra’s algorithm is one method for determining the minimum cost path
between any two vertexes. An alternative minimum cost algorithm is the
Bellman-Ford algorithm. It is more computationally complex than Dijkstra,
but Bellman-Ford has the advantage that the cost of the edges can be updated
without restarting the algorithm. There also exist heuristic algorithms, e.g. the
A∗ algorithm that reduces the complexity of the graph search.

One strategy to decrease the computational complexity is to use a sequence
of graphs and successively increase the density of vertexes and edges. A coarse
flight path is useful as an initial condition for other approaches to the path
planning problem, such as optimal control and trajectory smoothing.

There exist several strategies for constructing the graph: visibility graph,
Voronoi diagram, free way, silhouette, randomized road-map ("probabilistic
road-map"), and cell decomposition.

Graph-based path planning is deterministic, discrete and explicit. However,
an optimal solution, on the set of discrete points, can be obtained in the shortest
path problem. Graph-based path planning is suitable for coarse (long-term)
path planning, as well as many-DOF robots. The amount of calculations is
bounded (finite graph), but large for realistic problems. Further drawbacks are
that a static and deterministic workspace is assumed and that the solution is
quantized.

A common method for constructing simple graphs is to use Voronoi polygons.
Assume that positions of a number of "threats" are given. For every triplet of
threats, there exists one circle that passes through all three threats. If no other
threat is enclosed by the circle the triplet defines a Delaunay triangle. The set of
all Delaunay triangles is called a Delaunay triangulation and the centers of the
circles are called Voronoi points. A Voronoi diagram can now be constructed by
connecting the Voronoi points. The edges in a Voronoi diagram are equidistant
from pairs of threat locations.

Instead of constructing the graph with vertexes and edges directly, the
workspace can be modeled as a probability map or occupancy grid. The proba-
bilistic map consists of cells and an occupancy or risk value is associated with
each cells. The map is updated from sensor measurement using Bayes’ rule.
The path planning problem is now to find the path from a initial cell to a final
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cell that minimizes the path risk. This problem can be converted to a minimum
cost path problem with vertexes and edges.

5.1.2 Sampling Based Methods
Probabilistic Road-map Planner (PRM) (or Probabilistic Path Planner) is a
planner that can compute collision-free paths for robots of virtually any type
moving in a static environment. PRM is particularly interesting for robots with
many degrees of freedom. The method proceeds in two phases: a learning phase
and a query phase.

In the learning phase a road-map is built. The road-map consists of nodes
with collision-free configurations and edges corresponding to collision-free paths
between adjacent nodes. The road-map is constructed by repeating the two
following steps. Firstly, pick a random collision-free configuration of the robot,
and then connect the configurations by using a simple and fast planner, called
local planner. Thus, the road-map is built in the robot’s configuration space
(C-space) and is stored as an undirected graph R. The configurations and the
paths are nodes and edges, respectively, of R.

In the query phase, a search for a path between an initial and a goal config-
uration is performed. Firstly, a path from the start and the final configurations
to two nearby nodes in the road-map are found. Then, a graph search in the
road-map is performed, resulting in a sequence of edges connecting these two
nodes.

5.1.3 Potential Field
In potential field methods a virtual potential field is created that has a sink at
the goal and where obstacles are creating repulsing forces. The motion plan is
then given by evaluating the effect of the potential field on the robot, usually
by a point mass model. For a grid based 2D world model, a good example is
the “Navigation function NF1” [55] or the related Distance Transform algorithm
[42]. The navigation function is constructed to have only one global minimum
at the goal. This global minimum is achieved by labeling each cell with the
distance to goal taking the obstacles into account

Problems formulated as potential fields are deterministic and implicit. Draw-
backs are that kinematic/dynamic constraints must be artificially incorporated
and care must be taken to avoid local minimum when the potential field is
designed.

5.2 Active Sensing, Visual Servoing, Sensor Plan-
ning

5.2.1 Sensor Planning
Tarabanis [96] defines sensor planning (from a Computer Vision perspective) as
follows: given information about the environment (e.g. object, sensor) as well
as information about the task (e.g. feature detection, object recognition, scene
reconstruction) that the sensor system is to accomplish, develop strategies to
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automatically determine sensor parameter values that achieve this task with a
certain degree of satisfaction.

A survey of sensor planning in CV is given in [96]. Approaches in sensor
planning are classified by the vision task or by the amount of prior information
about the scene. Three areas are identified, object feature detection, model-based
object recognition and localization, and scene reconstruction. In general, sensor
planning methods assume a static and known environment as well as static
sensor placement.

5.2.2 Active Sensing
Active sensing in robotics is concerned with problems where to position sen-
sors and how to make decisions for next sensing actions, in order to maximize
information gain and minimizing cost. Input to the robot is determined by
optimizing a criterion, function of costs and utilities.

Mihaylova et al. [70] studies the active sensing problem from an optimal
control formulation. They present a couple of performance criteria with respect
to uncertainty. Suggested solutions are to use parametrized trajectories and
optimize the parameters, or to solve the Partially Observable Markov Decision
Processes (POMDP) problem by value iteration (dynamic programming), policy
iteration etc.

5.2.3 Next-Best-View
In the so called Next-Best-View (NBV) problem the goal is to build a geometric
model of a 3D object. The task is to find optimal parameters of the next view,
such as sensor 3D position, viewing direction, field of view, and resolution.
Earlier acquired images of the object and its capture positions are given in
every step. See [80], [78] and [106].

A disadvantage of NBV approaches is that the path planning of the sensor is
simplified or ignored. Focus is primarily on minimizing the number of views to
be able to build a complete model of the target. Furthermore, the methods are
most suitable for range images and inherently an outside-looking-in approach.
Computation of the bounded visibility volume for each object, or the entire
model, is required. NBV approaches are deterministic, suboptimal (heuristic),
and discrete, in general.

5.2.4 Visual Servoing & Reactive Control
Vision has been used with robot manipulators for a long time. In visual servoing
machine vision is incorporated with the control architecture and the task is to
use visual information to control the position and orientation of the robot’s
end-effector.

The term “visual servo” was introduced by Weiss in the late seventies. The
meaning of visual servoing has slightly changed and is today widely used for
any system that uses a machine vision system to close the control loop. Visual
servoing and active vision have much in common.

Visual servo structures can be divided into four classes:

• Dynamic position-based look-and-move.
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• Dynamic image-based look-and-move.

• Position-based visual servo (PBVS).

• Image-based visual servo (IBVS).

In position-based servoing (PBVS) features are extracted from the image and
together with a geometric target model the pose of the target relative the cam-
era is determined. A controller then minimizes the error between the estimated
and desired poses. Thus, the pose estimation and the control computation are
two separate blocks. In PBVS the pose of targets or features are estimated. Ex-
amples of methods are photogrammetric techniques, stereo vision and structure
from motion (SFM).

In image-based servoing (IBVS) servoing is done on the basis of image fea-
tures directly. The error is defined in the image parameter space. The dynamic
look-and-move also makes use of joint feedback, but PBVS and IBVS do not.
In IBVS the servo controller uses the location of features in the image plane to
compute the control input. For example, let the goal be to change the initial
camera view, f0 to a final view, f1. fi belongs to the image feature parameter
space, where image feature is any structural feature that can be extracted from
the image. x denotes the pose of the end-effector relative to the target, it is seen
that fi is nonlinear function of xi. The relationship may be linearized about an
operating point, xi, resulting in

ḟ = Jf (x)ẋ (5.1)

where J is the image Jacobian (or feature Jacobian). If J is square and non-
singular a simple proportional control law is given by

ẋ = KJ−1
f (x)(ff − f(t)) (5.2)

where K is a diagonal gain matrix and ff −f(t) is the error between the desired
and teh current image feature vector. Assume a constant Jacobian matrix J ,
defining the relationship between pose rate ẋ and the end-effector pose rate ẏ,
i.e.

˙̇y = Jẋ (5.3)

Furthermore, define the relationship between the end-effector rates and the ma-
nipulator joint rates, θ̇, as

θ̇ = Jθ(θ)ẏ (5.4)

A complete control law can then be written as

θ̇ = KJθ(θ)JJ−1
f (x)(ff − f(t)) (5.5)

The key problem in IBVS is the estimation of the image Jacobian.
Visual servoing should be considered as a reactive control instead of planning.
See [20] for a detailed presentation of visual servoing. A survey of visual

servoing is given in [40].
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Chapter 6

Conclusions

Since it is possible to formulate our problem as a stochastic optimal control
problem this research area is very important. Unfortunately, the general prob-
lem is too complex due to the curse of dimensionality and we are forced to do
approximations. Although the general problem is too hard, the concepts in dual
control, such as caution and probing, are very interesting. In practice we prob-
ably will end up with an open-loop feedback controller (OLFC), but hopefully
some of the future measurements can be taken into account resulting in a partial
OLFC.

Standard MPC is open loop feedback optimal controller. Most work is done
on plants with linear models and input constraints. Stochastics and disturbances
are either ignored or solved with a robust max-min approach. Thus, standard
MPC is not suitable for our current problem. However, the development of
Stochastic MPC is very interesting since it is related to dynamic programming
with an expected cost function. Results from this research area will hopefully
be useful.

Partially Observable Markov Decision Processes POMDP is, as stochastic
optimal control and dual control, very interesting as a concept, but it also
suffers from the curse of dimensionality, but there are some interesting sensor
scheduling POMDP results.

Optimal observer trajectory for bearings only tracking is mainly interesting
from an estimation point of view, since the pure bearings-only estimation will
probably not be the case in our problem. The problems of occlusion and de-
tection probabilities are ignored and we assume that prior information, e.g.
GIS-data and satellite imagery, is available. The information metrics often used
are of course interesting and an advantage of this problem compared to sensor
scheduling is that the sensor platform is controlled.

Sensor scheduling problems have much in common with optimal observer
trajectory planning problems, but is often much more general with respect
to detection probability and other tracking properties. However, most sensor
scheduling approaches are considering problems with a static sensor network
and not a single sensor on a moving sensor platform. Despite this, results in
sensor scheduling are very interesting due to the often used formulation based
on general densities (particle clouds) and information metrics such as expected
mutual information.

As we have already mentioned, algorithms solving realistic planning prob-
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lems are computationally very complex and we are forced to do introduce ap-
proximations and heuristics. An important question in this work, that has not
been considered much in this report, is the structure of the planner. A mono-
lithic planner is probably an unrealistic goal, instead a hierarchical decomposi-
tion is required. The challenge is to decompose the problem into sub-problems
and still be able to guarantee that the overall objective is achieved.

41



Bibliography

[1] B.D.O. Anderson and J.B. Moore. Optimal Filtering. Prentice-Hall, En-
gelwood Cliffs, 1979.

[2] Christophe Andrieu, Arnaud Doucet, Sumeetpal S. Singh, and
Vladislav B. Tadic. Particle methods for change detection, system identi-
fication, and control. Proceedings of the IEEE, 92(3), March 2004.

[3] K.J. Åström and B. Wittenmark. Adaptive Control. Addison-Wesley,
Reading, Massachusetts, 1995.

[4] Yaakov Bar-Shalom and Xiao-Rong Li. Estimation and Tracking: Princi-
ples, Techniques and Software. Norwood, MA: Artech House, Inc, Storrs,
CT, 1993.

[5] I. Batina, A. A. Stoorvogel, and S. Weiland. Stochastic disturbance rejec-
tion in model predictive control byrandomized algorithms. In American
Control Conference, 2001. Proceedings of the 2001, volume 2, pages 732–
737, Arlington, VA, USA, 2001.

[6] I. Batina, A. A. Stoorvogel, and S. Weiland. Certainty equivalence in
constrained linear systems subject to stochastic disturbances. In American
Control Conference, 2004. Proceedings of the 2004, volume 3, pages 2208–
2213, June/July 2004.

[7] Ivo Batina. Model predictive control for stochastic systems by randomized
algorithms. PhD thesis, Technische Universiteit Eindhoven, 2004.

[8] R. Bellman. Dynamic Programming. Princeton Univ. Press, 1957.

[9] D. P. Bertsekas. Dynamic Programming and Optimal Control, volume 1.
Athena Scientific, 2nd edition edition, 2000.

[10] D. P. Bertsekas. Dynamic Programming and Optimal Control, volume 2.
Athena Scientific, 2nd edition edition, 2001.

[11] D. P. Bertsekas and J. N. Tsitsiklis. Neuro-Dynamic Programming. Athena
Scientific, 1996.

[12] L. F. Bertuccelli and J. P. How. Robust UAV search for environments
with imprecise probability maps. In Decision and Control, 2005 and 2005
European Control Conference. CDC-ECC ’05. 44th IEEE Conference on,
pages 5680–5685, December 2005.

42



[13] S.S. Blackman and R. Popoli. Design and Analysis of Modern Tracking
Systems. Artech House,Inc., 1999.

[14] F. Bourgault, T. Furukawa, and H.F. Durrant-Whyte. Coordinated de-
centralized search for a lost target in a bayesian world. In IEEE/RSJ Int.
Conf. on Intelligent Robots and System (IROS03), volume 1, pages 48–53,
Oct. 2003.

[15] F. Bourgault, A. A. Makarenko, S. B. Williams, B. Grocholsky, and H. F.
Durrant-Whyte. Information based adaptive robotic exploration. In In-
telligent Robots and System, 2002. IEEE/RSJ International Conference
on, volume 1, pages 540–545, 2002.

[16] S. S. Brown. Optimal search for a moving target in discrete time and
space. Operations Research, 28:1275–1289, 1980.

[17] D. A. Castanon. Approximate dynamic programming for sensor man-
agement. In Decision and Control, 1997., Proceedings of the 36th IEEE
Conference on, volume 2, pages 1202–1207, San Diego, CA, USA, Decem-
ber 1997.

[18] A. Charnes and W. W. Cooper. The theory of search: Optimum distri-
bution of search effort. Management Science, 5:44–50, 1953.

[19] Howie Choset. Coverage for robotics - a survey of recent results. Annals of
Mathematics and Artificial Intelligence, 31(1-4):113–126, October 2001.

[20] P. I. Corke. Visual control of robots. Research Studied Press Ltd., 1996.

[21] Thomas M. Cover and Joy A. Thomas. Elements of Information Theory.
John Wiley & Sons, 1991.

[22] D. M. de la Pena, A. Bemporad, and T. Alamo. Stochastic programming
applied to model predictive control. In Decision and Control, 2005 and
2005 European Control Conference. CDC-ECC ’05. 44th IEEE Conference
on, pages 1361–1366, December 2005.

[23] M. W. M. G. Dissanayake, P. Newman, S. Clark, H. F. Durrant-Whyte,
and M. Csorba. A solution to the simultaneous localization and map build-
ing (SLAM) problem. IEEE Transactions on Robotics and Automation,
17(3):229–241, June 2001.

[24] A. Doucet, B. N. Vo, C. Andrieu, and M. Davy. Particle filtering for
multi-target tracking and sensor management. In Information Fusion,
2002. Proceedings of the Fifth International Conference on, volume 1,
pages 474–481, 2002.

[25] Howie M. Choset [et al.]. Principles of Robot Motion Planning. MIT
Press, 2005.

[26] Hans Jacob S. Feder, John J. Leonard, and Christopher M. Smith. Adap-
tive mobile robot navigation and mapping. The International Journal of
Robotics Research, 18(7):650–668, 1999.

43



[27] A. A. Feldbaum. Dual control theory. I-IV. Automation Remote Control,
21,22:874–880, 1033–1039, 1–12, 109–121, 1960-61.

[28] M. Flint, M. Polycarpou, and E. Fernandez-Gaucherand. Cooperative
control for multiple autonomous UAV’s searching for targets. In Decision
and Control, 2002, Proceedings of the 41st IEEE Conference on, volume 3,
pages 2823–2828, December 2002.

[29] E. Fogel and M. Gavish. Nth-order dynamics target observability from
anglemeasurements. IEEE Transactions on Aerospace and Electronic Sys-
tems, 24(3):305–308, May 1988.

[30] J. R. Frost and L. D. Stone. Review of search theory: Advances and
applications to search and rescue decision support. Technical Report CG-
D-15-01, U.S. Coast Guard Research and Development Center, Sep 2001.

[31] Brian P. Gerkey, Sebastian Thrun, and Geoff Gordon. Visibility-based
pursuit-evasion with limited field of view. Journal of Robotics Research,
25(4):299–315, 2006.

[32] B. Grocholsky. Information-Theoretic Control of Multiple Sensor Plat-
forms. PhD thesis, The University of Sydney, ACFR, March 2002.

[33] B. Grocholsky, R. Swaminathan, J. Keller, V. Kumar, and G. Pappas.
Information driven coordinated air-ground proactive sensing. In Robotics
and Automation, 2005. ICRA 2005. Proceedings of the 2005 IEEE Inter-
national Conference on, pages 2211–2216, April 2005.

[34] S. E. Hammel and V. J. Aidala. Observability requirements for three-
dimensional tracking via angle measurements. IEEE Transactions on
Aerospace and Electronic Systems, 21(2):200–207, March 1985.

[35] Y. He and E. K. P. Chong. Sensor scheduling for target tracking: A Monte
Carlo sampling approach. In Digital Signal Processing, volume 16, pages
533–545, September 2006.

[36] Marcel L. Hernandez. Optimal sensor trajectories in bearings-only track-
ing. In Per Svensson and Johan Schubert, editors, Proceedings of the Sev-
enth International Conference on Information Fusion, volume II, pages
893–900, Mountain View, CA, Jun 2004. International Society of Infor-
mation Fusion.

[37] S. Hert, S. Tiwari, and V. Lumelsky. A terrain-covering algorithm for an
AUV. Journal of Autonomous Robots, 3:91 – 119, 1996.

[38] G. M. Hoffmann, S. L. Waslander, and C. J. Tomlin. Mutual information
methods with particle filters for mobile sensor network control. In Decision
and Control, 2006 45th IEEE Conference on, pages 1019–1024, December
2006.

[39] C. Hue, J. P. Le Cadre, and P. Perez. Tracking multiple objects with par-
ticle filtering. IEEE Transactions on Aerospace and Electronic Systems,
38(3):791–812, July 2002.

44



[40] S. Hutchinson, G. D. Hager, and P. I. Corke. A tutorial on visual servo
control. IEEE Transactions on Robotics and Automation, 12(5):651–670,
October 1996.

[41] Alfred O. Hero III and Christopher M. Kreucher and. Network sensor
management for tracking and localization. In International Conference
on Information Fusion, July 2007.

[42] R.A. Jarvis. Distance transform based collision-free path planning for
robot. In Advanced Mobile Robots, pages 3–31. World Scientific Publishing,
1994.

[43] Leslie Pack Kaelbling, Michael L. Littman, and Anthony R. Cassandra.
Planning and acting in partially observable stochastic domains. Artificial
Intelligence, 101:99–134, 1998.

[44] L.P. Kaelbling, M.L. Littman, and A.W. Moore. Reinforcement learning:
A survey. Journal of Artifcial Intelligence Research, (4):237–285, 1996.

[45] J. Karlholm, M. Ulvklo, J. Nygårds, M. Karlsson, S. Nyberg, M. Bengts-
son, L. Klasén, A. Linderhed, and M. Elmqvist. The Target Detection and
Tracking processing chain: A survey of methods with special reference to
EO/IR Sequences. Scientific Report FOA-R-00-01767-408,616–SE, ISSN
1104-9154, Defence Research Establishment, Division of Sensor Technol-
ogy, SE-581 11 Linköping, Sweden, December 2000.

[46] Steven Kay. Fundamentals of Statistical Signal Processing, Volume II
Detection Theory. Prentice Hall, 1998.

[47] Donald E. Kirk. Optimal Control Theory. Prentice-Hall, 1970.

[48] T. Kirubarajan, Y. Bar-Shalom, K. R. Pattipati, and I. Kadar. Ground
target tracking with variable structure IMM estimator. IEEE Transactions
on Aerospace and Electronic Systems, 36(1):26–46, January 2000.

[49] D. J. Klein and K. Morgansen. Controlled collective motion for trajectory
tracking. In IEEE American Control Conference, 2006.

[50] B. O. Koopman. Search and Screening: General Principles with Historical
Applications. Pergamon Press, 1980.

[51] B. Kouvaritakis, M. Cannon, and V. Tsachouridis. Recent developments in
stochastic MPC and sustainable development. Annual Reviews in Control,
28(1):23–35, 2004.

[52] C. Kreucher, K. Kastella, and A. O. Hero. A bayesian method for in-
tegrated multitarget tracking and sensor management. In Information
Fusion, 2003. Proceedings of the Sixth International Conference of, vol-
ume 1, pages 704–711, 2003.

[53] V. Krishnamurthy and R. J. Evans. Hidden markov model multiarm
bandits: a methodology for beamscheduling in multitarget tracking. Signal
Processing, IEEE Transactions on [see also Acoustics, Speech, and Signal
Processing, IEEE Transactions on], 49(12):2893–2908, December 2001.

45



[54] V. Krishnamurthy and R. J. Evans. Correction to "hidden markov model
multiarm bandits: a methodology for beam scheduling in multitarget
tracking". Signal Processing, IEEE Transactions on [see also Acoustics,
Speech, and Signal Processing, IEEE Transactions on], 51(6):1662–1663,
June 2003.

[55] J.C. Latombe. Robot Motion Planning. Kluwer Academic Publishers,
1991.

[56] Jean-Paul P. Laumond(ed.). Robot motion planning and control. Springer-
Verlag New York, Inc., 1998.

[57] Steven M. LaValle. Planning Algorithms. Cambridge University Press,
2006.

[58] J. E. Le Cadre and C. Jauffret. Discrete-time observability and estimabil-
ity analysis forbearings-only target motion analysis. IEEE Transactions
on Aerospace and Electronic Systems, 33(1):178–201, January 1997.

[59] Cindy Leung, Shoudong Huang, Ngai Kwok, and Gamini Dissanayake.
Planning under uncertainty using model predictive control for information
gathering. Robotics and Autonomous Systems, 54(11):898–910, November
2006. Planning Under Uncertainty in Robotics.

[60] Y. Li, L. W. Krakow, E. K. P. Chong, and K. N. Groom. Approximate
stochastic dynamic programming for sensor scheduling to track multiple
targets. Digital Signal Processing, to appear.

[61] A. G. Lingren and Kai F. Gong. Position and velocity estimation via
bearing observations. IEEE Transactions on Aerospace and Electronic
Systems, 14(4):564–577, July 1978.

[62] Johan Löfberg. Minimax Approaches to Robust Model Predictive Con-
trol. Linköping studies in science and technology. thesis no 812, Linköping
Studies in Science and Technology., April 2003.

[63] A. Logothetis and A. Isaksson. On sensor scheduling via information
theoretic criteria. In American Control Conference, 1999. Proceedings of
the 1999, volume 4, pages 2402–2406, San Diego, CA, USA, 1999.

[64] A. Logothetis, A. Isaksson, and R. J. Evans. An information theoretic ap-
proach to observer path design forbearings-only tracking. In Decision and
Control, 1997., Proceedings of the 36th IEEE Conference on, volume 4,
pages 3132–3137, San Diego, CA, USA, December 1997.

[65] Jan Marian Maciejowski. Predictive Control with Constraints. Prentice
Hall, 2002.

[66] R. P. S. Mahler. Multitarget bayes filtering via first-order multitar-
get moments. IEEE Transactions on Aerospace and Electronic Systems,
39(4):1152–1178, October 2003.

[67] J. Manyika and H. Durrant-Whyte. Data Fusion and Sensor Management:
A Decentralized Information-Theoretic Approach. Prentice Hall, 1994.

46



[68] P. S. Maybeck. Stochastic Models, Estimation and Control, volume 3.
Academic Press, 1979.

[69] D.Q. Mayne, J.B. Rawlings, C.V. Rao, and P.O.M. Scokaert. Constrained
model predictive control: Stability and optimality. Automatica, 36(6):789–
814, June 2000.

[70] L. Mihaylova, T. Lefebvre, H. Bruyninckx, K. Gadeyne, and J. De Schut-
ter. Active sensing for robotics - a survey. In I. Dimov, I. Lirkov,
S. Margenov, and Z. Zahari, editors, Proceedings of the 5th Interna-
tional Conference on Numerical Methods and Applications, pages 316–324,
Borovets, Bulgaria, August 2002. Springer.

[71] S. J. Moorehead. Autonomous surface exploration for mobile robots. Tech-
nical Report CMU-RI-TR-01-30, The Robotics Institute, Carnegie Mellon
University, Aug 2001.

[72] S. Nardone, A. Lindgren, and Kai Gong. Fundamental properties and
performance of conventional bearings-only target motion analysis. IEEE
Transactions on Automatic Control, 29(9):775–787, September 1984.

[73] S. C. Nardone and V. J. Aidala. Observability criteria for bearings-only
target motion analysis. IEEE Transactions on Aerospace and Electronic
Systems, 17(2):162–166, March 1981.

[74] G.W. Ng and K.H. Ng. Sensor management - what, why and how. Infor-
mation Fusion, 1(2):67–75, Dec 2000.

[75] J. Nygårds, P. Skoglar, J. Karlholm, M. Ulvklo, and R. Björström. To-
wards concurrent sensor and path planning - A survey of planning methods
applicable to UAV surveillance. Scientific Report FOI-R–1711–SE, ISSN
1650-1942, Swedish Defence Research Agency (FOI), Division of Sensor
Technology, SE-581 11 Linköping, Sweden, 2005.

[76] Benjamin Pannetier and Michele Rombaut. Terrain obscuration manage-
ment for multiple ground target tracking. In International Conference on
Information Fusion, July 2007.

[77] J. M. Passerieux and D. Van Cappel. Optimal observer maneuver for
bearings-only tracking. IEEE Transactions on Aerospace and Electronic
Systems, 34(3):777–788, July 1998.

[78] R. Pito. A sensor-based solution to the "Next Best View" problem. Proc
of 13th Int. Conf. on Pattern Recognition, 1:941–945, August 1996.

[79] Christopher V. Rao. Moving Horizon Strategies for the Constrained Mon-
itoring and Control of Nonlinear Discrete-Time Systems. PhD thesis,
University of Wisconsin-Madison, 2000.

[80] M. Reed and P. Allen. Constraint-based sensor planning for scene mod-
eling. IEEE Transactions on Pattern Analysis and Machine Intelligence,
Dec 2000.

47



[81] A. Richards and J. How. A decentralized algorithm for robust constrained
model predictive control. In American Control Conference, 2004. Proceed-
ings of the 2004, volume 5, pages 4261–4266, June/July 2004.

[82] A. Richards and J. How. Decentralized model predictive control of cooper-
ating UAVs. In Decision and Control, 2004. CDC. 43rd IEEE Conference
on, volume 4, pages 4286–4291, December 2004.

[83] Nicholas Roy, Wolfram Burgard, Dieter Fox, and Sebastian Thrun.
Coastal navigation: Robot navigation under uncertainty in dynamic envi-
ronments. In IEEE International Conference on Robotics and Automation,
volume 1, pages 35–40, May 1999.

[84] Stuart J. Russell and Peter Norvig. Artificial Intelligence - A Modern
Approach. Prentice Hall; 2nd edition, 2002.

[85] Allison Ryan, Hugh Durrant-Whyte, and Karl Hedrick. Information-
theoretic sensor motion control for distributed estimation. In To appear
in Proc. of the Internation Mechanical Engineering Conference and Exhi-
bition, 2007.

[86] Nikolaos V. Sahinidis. Optimization under uncertainty: state-of-the-art
and opportunities. Computers & Chemical Engineering, 28:971–983, June
2004.

[87] David Salmond, Martin Clark, Richard Vinter, and Simon Godsill.
Ground target modelling, tracking and prediction with road networks.
In International Conference on Information Fusion, July 2007.

[88] Thomas Schön. Estimation of Nonlinear Dynamic Systems - Theory and
Applications. PhD thesis, Linköping Studies in Science and Technology.
Dissertations. No. 998., Linköping, Sweden, February 2006.

[89] H. Sidenbladh. Multi-target particle filtering for the probability hypothesis
density. In Information Fusion, 2003. Proceedings of the Sixth Interna-
tional Conference of, volume 2, pages 800–806, 2003.

[90] S. Singh, Ba-Ngu Vo, A. Doucet, and R. Evans. Stochastic approxima-
tion for optimal observer trajectory planning. In Decision and Control,
2003. Proceedings. 42nd IEEE Conference on, volume 6, pages 6313–6318,
December 2003.

[91] Sumeetpal S. Singh, Nikolaos Kantas, Ba-Ngu Vo, Arnaud Doucet, and
Robin J. Evans. Simulation-based optimal sensor scheduling with appli-
cation to observer trajectory planning. Automatica (Journal of IFAC),
43:817–830, May 2007.

[92] Per Skoglar, Jonas Nygårds, , Rickard Björström, Petter Ögren, Johan
Hamberg, Patrik Hermansson, and Morgan Ulvklo. Path and sensor plan-
ning framework applicable to UAV surveillance with eo/ir sensors. Sci-
entific report FOI-R–0893–SE, Swedish Defence Research Agency, SE-581
11 Linköping, Sweden, June 2005.

48



[93] Randall Smith, Matthew Self, and Peter Cheeseman. A stochastic map for
uncertain spatial relationships. In on The fourth international symposium,
pages 467–474, Cambridge, MA, USA, 1988. MIT Press.

[94] Edward Sondik. The optimal control of partially observable markov pro-
cesses. PhD thesis, Stanford University, 1971.

[95] T. J. Stewart. Search for a moving target when search motion is restricted.
Computers and Operations Research, 6:129–140, 1979.

[96] K.A. Tarabanis, P.K. Allen, R.Y. Tsai, and T.J. Watson. A survey of
sensor planning in computer vision. IEEE Transactions on Robotics and
Automation, 11(1):86–104, Feb 1995.

[97] S. Thrun. Monte Carlo POMDPs. In S.A. Solla, T.K. Leen, and K.-R.
Müller, editors, Advances in Neural Information Processing Systems 12,
pages 1064–1070. MIT Press, 2000.

[98] Sebastian Thrun, Wolfram Burgard, and Dieter Fox. Probabilistic
Robotics. MIT Press, 2005.

[99] O. Tremois and J. P. Le Cadre. Optimal observer trajectory in bearings-
only tracking for manoeuvring sources. In Radar, Sonar and Navigation,
IEE Proceedings -, volume 146, pages 31–39, February 1999.

[100] Martin Ulmke and Wolfgang Koch. Road-map assisted ground moving
target tracking. IEEE Transactions on Aerospace and Electronic Systems,
42(4):1264–1274, October 2006.

[101] D. H. van Hessem and O. H. Bosgra. Closed-loop stochastic dynamic pro-
cess optimization under input and state constraints. In American Control
Conference, 2002. Proceedings of the 2002, volume 3, pages 2023–2028,
2002.

[102] R. Vidal, O. Shakernia, H. J. Kim, D. H. Shim, and S. Sastry. Probabilistic
pursuit-evasion games: theory, implementation, and experimental evalu-
ation. IEEE Transactions on Robotics and Automation, 18(5):662–669,
October 2002.

[103] A. R. Washburn. Search for a moving target: The FAB algorithm. Oper-
ations Research, 29:1227–1230, 1983.

[104] A. R. Washburn. Branch and bound methods for a search problem. Naval
Research Logistics, 45(3):243–257, 1997.

[105] R. B. Washburn, M. K. Schneider, and J. J. Fox. Stochastic dynamic
programming based approaches to sensor resource management. In Infor-
mation Fusion, 2002. Proceedings of the Fifth International Conference
on, volume 1, pages 608–615, 2002.

[106] P. Whaite and F. P. Ferrie. Autonomous exploration: Driven by uncer-
tainty. IEEE Transactions on Pattern Analysis and Machine Intelligence,
19(3):193–205, 1997.

49



[107] J. Wintenby. Resource Allocation in Airborne Surveillance Radar. PhD
thesis, Chalmers University of Technology, 2003.

[108] R. Wise and R. Rysdyk. UAV coordination for autonomous target track-
ing. In AIAA Guidance, Navigation, and Control Conference and Exhibit,
number AIAA-2006-6453, 2006.

[109] Björn Wittenmark. Adaptive dual control methods: An overview. In 5th
IFAC Symposium on Adaptive Systems in Control and Signal Processing,
pages 67–72, Budapest, Hungary, January 1995.

[110] El-Mane Wong, F. Bourgault, and T. Furukawa. Multi-vehicle bayesian
search for multiple lost targets. In Robotics and Automation, 2005. ICRA
2005. Proceedings of the 2005 IEEE International Conference on, pages
3169–3174, April 2005.

[111] N. Xiong and P. Svensson. Multi-sensor management for information
fusion: issues and approaches. Information Fusion, 3(2):163–186, June
2002.

50



Avdelning, Institution
Division, Department

Division of Automatic Control
Department of Electrical Engineering

Datum
Date

2007-12-20

Språk
Language

� Svenska/Swedish

� Engelska/English

�

�

Rapporttyp
Report category

� Licentiatavhandling

� Examensarbete

� C-uppsats

� D-uppsats

� Övrig rapport

�

�

URL för elektronisk version

http://www.control.isy.liu.se

ISBN

—

ISRN

—

Serietitel och serienummer
Title of series, numbering

ISSN

1400-3902

LiTH-ISY-R-2835

Titel
Title

UAV Path and Sensor Planning Methods for Multiple Ground Target Search and Tracking -
A Literature Survey

Författare
Author

Per Skoglar

Sammanfattning
Abstract

This report gives an overview of methods and approaches applicable to the UAV flight path
and sensor aiming planning problem for search and track of multiple ground targets. The
main focus of the survey is on stochastic optimal control, dynamic programming, partially
observable Markov decision processes, sensor scheduling, bearings-only tracking, search and
exploration. References to standard texts, as well as more recent research results, are given.

Nyckelord
Keywords sensor planning, path planning, stochastic control, dynamic programming, partially ob-

servable markov decision process (POMDP), multiple target tracking, sensor scheduling,
bearings-only tracking, search theory, autonomous exploration

http://www.control.isy.liu.se

	Introduction
	The ARCUS Project
	Planning and Control
	Properties of Planning Problems
	The Planning Problem
	Goal of this Survey
	Outline
	Acknowledgments

	Stochastic Control
	Stochastic Optimal Control
	Finite Horizon Optimal Control Problem
	The Principle of Optimality and the DP Algorithm
	Linear Quadratic Gaussian Control
	Non-linear Problems and Sub-optimal Control
	Dual Control & Adaptive Control
	Infinite horizon & Reinforcement learning

	Model Predictive Control
	Stability
	Stochastic MPC
	Moving Horizon Estimation
	Decentralized MPC

	Planning with POMDP
	Markov Chains and HMM
	Markov Decision Processes
	Partially Observable Markov Decision Processes


	Sensor Management
	Information Theory
	Entropy and Mutual Information
	Fisher Information & Cramer-Rao Lower Bound

	Target Tracking
	Multi-Target Tracking
	Ground Target Tracking with Road Network Information

	Flight Control Laws for Ground Target Following
	Sensor Scheduling
	Resource Allocation
	Optimal Trajectory for Bearings-only Tracking

	Search and Exploration
	Search Planning
	Classical Search Theory - Stationary target
	Search theory - Moving targets
	Multi-vehicle Bayesian Search
	Pursuit-Evasion Games

	Exploration & Map building

	Related Planning Problems
	Robot Motion Planning
	Graph Search
	Sampling Based Methods
	Potential Field

	Active Sensing, Visual Servoing, Sensor Planning
	Sensor Planning
	Active Sensing
	Next-Best-View
	Visual Servoing & Reactive Control


	Conclusions

