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Abstract 

Interprocess communication enables complex systems to be divided into separate 

processes. The division makes the systems more robust, scalable and increases system 

modularity. Interprocess communication mechanisms enable the processes to 

communicate and share services with other processes.  However, the efficiency of these 

mechanisms has a strong impact on the performance of such multi-process systems. 

Large interprocess communication overhead can become a bottleneck to overall system 

performance.  

Therefore, various efforts have been made to reduce IPC overhead to a level comparable 

to that of an ordinary function call. These efforts have been made on hardware level as 

well as software level. 

This thesis work focuses on software based improvements of an existing multi-process 

event driven system. The first step is aimed at improving memory utilization in the 

system by reducing interprocess communication where possible. The solution we propose 

preserves modularity as well as robustness of the system. The second step is aimed at 

improving IPC round trip times by experimenting with different IPC mechanisms and 

analyzing the obtained performance. Shared memory is used as the primary data sharing 

mechanism.  
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1 Introduction 

This chapter serves as an introduction to the thesis. The first section is about background 

and motivation for the thesis work. The goals and objectives for the thesis are specified in 

the next section. Then method adopted to achieve the specified objectives is explained. 

Some explanation is given about the technologies and technical terms used in the thesis 

that are expected to be understood by the reader before reading this report. The last 

section gives an overview of the contents that follow. 

1.1 Background   

Memory and CPU have become extremely important resources with the increasing 

complexity of applications and services running on a system. Real time, distributed and 

complex multi-process systems, in particular, have strict memory and CPU requirements. 

Interprocess communication (IPC) is an important aspect of such systems as it enables 

the system division into separate processing domains. This division makes the system 

robust, secure and increases modularization [1]. Furthermore, the performance of 

multiprocess systems relies heavily on the underlying IPC mechanism. 

In general, interprocess communication is an important aspect of any complex system 

consisting of a large number of processes interacting with each other, as there is large 

amount of information flow between processes in such systems. The performance of 

these systems is dependent on the performance of the underlying IPC mechanism. A lot 

of research has been done in the area of reducing IPC round trip time to an ordinary 

function call. John Liedtke realized the importance of having a fast IPC mechanism and 

proposed a solution focusing on improving the design of the kernel to support faster IPC 

times [1]. Killeen and Celenk (1995) propose changes in both hardware and software 

architectures to use registers as a fast interprocess communication mechanism [2]. In a 

recent article Marzi, et al. (2009) present an implementation of the IPC mechanism as 

library functions to improve the IPC performance in embedded systems. The paper 

suggests implementing IPC functionality as library functions that have access to system 

calls. A process disables interrupts and then calls library function and after that enables 

interrupts again. This reduces un-necessary context switching in an IPC call [3]. Various 

other efforts with hardware and software focus to improve IPC have been made, for 

example [4]. 

IPC support is provided by operating systems as well. UNIX based operating systems 

provide various IPC mechanisms such as UNIX domain sockets, signals, message queues 

etc. Each IPC mechanism has different performance. 

The system under study at Motorola is based on a multi-process single threaded 

architecture (See Section 2.1). It is a Linux based embedded software platform which 
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runs on hardware devices designed at Motorola. The system is divided into three layers 

and consists of a large number of processes with exactly one thread in each process. 

Various applications and services on the same layer as well as on different layers 

communicate with each other using the IPC mechanism. Significant amount of IPC 

occurs in the system. IPC performance could be a bottleneck to overall system 

performance if IPC round trip times are significantly large. Therefore, improvement of 

IPC round trip times is of high interest and a motivation for the thesis work.  

Furthermore, memory is an important and valuable resource on small devices having low 

cost. Cost of the device is highly dependent on the amount of memory on the device. The 

amount of memory on the devices being used at Motorola is also limited. Currently 

memory on the device is almost completely utilized. Code is being optimized to add 

customer specific new features or modules into the system. But so far these attempts have 

not been successful and the system still lacks a few MBs required to add new features. 

Thus, improving memory utilization with a focus on IPC mechanism is one of the focus 

areas in this thesis work.  

1.2 Objectives 

The main objective of the thesis work is to: 

• Analyze the current IPC mechanism and evaluate its performance. 

• Improve or suggest ways to improve IPC CPU and memory utilization by either 

improving the current IPC mechanism or replacing the IPC mechanism. 

• Get performance measurements for all experiments performed. 

 

1.3 Methodology 

The method adopted to achieve the goals stated in the section above is: 

• Develop a test framework which can measure performance in a consistent manner 

when different IPC mechanisms are applied.  

• Analyze the software system with a focus on Interprocess communication 

mechanism and evaluate its performance. 

• Review and research different ways to improve the current IPC mechanism. This 

step also involves investigating different IPC mechanisms that can be used to 

replace the current IPC mechanism. 
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• Finally we evaluate and discuss the performance of all experiments and make 

recommendations. 

1.4 Technologies and technical terms 

Various technologies are used in the report and understanding these terms and 

technologies can be important in understanding this report. Some of these technologies 

and technical terms used in the report are briefly explained below. Further detailed study 

can be done using references provided in the reference list. 

1.4.1 Sockets 

The term socket used in the text refers to UNIX domain sockets. A socket is simply a 

connection point within a process which allows other processes to connect to it for 

communication. UNIX domain sockets is one of the IPC mechanisms provided by UNIX 

based operating systems. [5] 

1.4.2 Signals  

A signal is a software interrupt or a simple message which can be sent to a process during 

its execution. The term signal in the text refers to UNIX signals. Signals are used to 

indicate to a process that an event has occurred. A process can receive a signal from the 

kernel or another process. [5] 

1.4.3 Shared Memory 

Shared memory is the fastest IPC mechanism. In shared memory IPC two or more 

processes map a memory segment to their respective address space and then read and 

write to that address space without invoking the kernel. This method makes data sharing 

between processes faster with fewer data copies. [6] 

1.4.4 Message Queue 

A message queue is simply a list of messages residing in shared memory. Processes can 

add or remove messages from a shared message queue. A message queue is synchronized 

using synchronization mechanisms such as locks. [6] 

1.4.5 Boost Interprocess library 

Boost interprocess library provides classes that make using different interprocess 

communication mechanisms simpler. It provides support for mechanisms such as shared 

memory, synchronization mechanisms, message queues etc. [7] 
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1.4.6 One-way call 

One way calls are asynchronous function calls, used in the software system to notify 

another process of some event. These method calls do not yield a return and a calling 

process does not wait for the message to be delivered. 

1.5 Overview 

Chapter 2 starts with an overview of the system under study. The current interprocess 

communication mechanism is then described in detail followed by its performance 

measurements. 

Chapter 3 presents all the experiments performed with an aim to get improved IPC 

performance. Each experiment presents the motivation, design and implementation in 

detail. Performance measurement and comparison is made at each step. 

Chapter 4 presents performance discussion and comparisons for all the tried approaches. 

Finally, we conclude the thesis work and make some recommendations for future work in 

this area. 
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2 System Overview and Inter-process Communication  

2.1 System Overview 

The software system under study is built on an architecture designed for a hardware 

environment with limited CPU and memory resources. It is a multi-process single 

threaded architecture. There are various processes running with only one thread in each 

process. As shown in Figure 1, the architecture consists of three layers: application layer, 

platform layer and hardware abstraction layer (HAL). 

 

 

Figure 1 - Architecture Overview 

 

2.1.1 Application layer 

The application layer consists of a number of applications which are the user interface to 

the system. These applications are developed by Motorola, customer or a third party 

vendor. A user interacts with the system through these applications. Applications are 

developed by various vendors in different languages such as JavaScript or C++. Each 

application can provide different functionalities. These functionalities are provided by 

services on the platform layer. An application interacts with the platform layer through a 

special public interface. 
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2.1.2 Platform layer 

The platform layer consists of a number of application services as well as platform layer 

management processes. As shown in Figure 1, services on platform layer provide 

different functionalities to an application through well defined interfaces. Services also 

communicate with each other and other processes responsible for management of the 

platform layer. Applications get transparent access to the hardware resources through 

these services. As hardware resources are limited, contention resolution is performed on 

the platform layer. 

2.1.3 Hardware Abstraction Layer 

The hardware abstraction layer (HAL) provides uniform access to the underlying 

hardware resources by abstracting the underlying hardware. The devices can contain 

different hardware architectures which have different capabilities. HAL enable portability 

of code onto multiple hardware platforms and different chipsets. 

2.2 Inter-process communication mechanism 

As shown in Figure 1 interprocess communication takes place between processes at 

different layers such as the one shown between applications and services on the platform 

layer. IPC occurs between services on the same platform layer as well. In this section 

detailed explanation of the interprocess communication mechanism is presented along 

with performance measures of the IPC mechanism currently being used in the software 

system. 

The IPC mechanism is based on an event driven programming model [7].  In a simple 

IPC scenario a client calls a function on a server. A server implements one or more 

interfaces. Interface definitions are made using the Interface Description language (IDL). 

Various components and classes involved in the IPC mechanism are explained below. 

2.2.1 IDL Compiler 

The interfaces are defined using IDL and all interface methods are declared in an IDL 

file. A custom back end IDL compiler is used to compile the IDL definitions. The IDL 

compiler produces two classes for each interface: a ‘Caller’ class and a ‘Dispatcher’ 

class. The function of these two classes is explained below.  
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Figure 2 - IDL Compiler 

 

Figure 2 shows an example test interface IDL file compilation by the IDL compiler into 

two separate components a test interface caller and a test interface dispatcher. 

2.2.2 Interface Caller 

The interface caller class is generated by the IDL compiler. This class is similar to a 

client side proxy or stub class in CORBA. It provides transparency to the client process; 

for the client process calling a function on the server process is simply making a local 

function call on the interface caller class. The interface caller class implements all the 

methods of the respective interface. In the case of Figure 2, the ‘TestCaller’ class 

implements the ‘TestInterface’. It receives a call from the client and is responsible for 

marshalling the arguments into a binary stream. It then invokes the IPC client, sending it 

the server address (along with the socket address), interface name, function name and all 

the arguments marshalled into a binary format. 

2.2.3 IPC Client 

A client process can have multiple interface callers but usually has only one IPC client. 

An IPC client can handle multiple interface callers. After receiving a call from one of the 

interface callers, as described in the previous section, the IPC client creates a connection 

with the specified server socket if a connection does not exist already. It then transmits all 

the information related to the call to the IPC server through the UNIX domain socket. 

Socket timeouts and the maximum waiting time for a call to complete are handled in the 

IPC client. As shown in Figure 3, the main objective of an IPC client is to receive calls 

from different interface callers and forward them to the respective server socket 

addresses. 
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Figure 3 - IPC Client 

2.2.4 IPC Server 

The IPC server is listening to the registered sockets through an event loop using the poll 

system call [8], which is described in the next section. As shown in Figure 4, when data 

from the IPC client arrives at the socket of the server process, the IPC Server reads this 

data from the socket. It then extracts from the marshaled binary stream the server object 

address to which the call should be forwarded. It then finds the respective interface 

dispatcher registered on this object address and forwards the call to the interface 

dispatcher generated by the IDL compiler as shown in Figure 2. 

 

Figure 4 - IPC Server 
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2.2.5 Event Driven programming and Event loop 

As described in section 2.1, the software system is built on a multi-process single 

threaded architecture. The system consists of a number of processes with exactly one 

thread in each process. This approach is to avoid using multiple threads which is a 

complex technique that demands tedious synchronization tasks.  

The software system is based on an event-driven programming technique. In the event 

driven programming technique a process only utilizes CPU or other resources when it has 

some task to perform. This technique avoids wasting of CPU cycles by a process doing 

busy waiting when it has nothing to do. A process in event-driven programming is put to 

sleep until there is an event on which it resumes and performs the desired task.   

A process in the event driven programming model can be logically divided into two parts, 

an event detection part and an event handling part. An event loop in the current software 

system is responsible for the event detection part and is the main component in the event 

driven programming approach. 

 

 

Figure 5 - Event Loop 

The event loop is illustrated in Figure 5. The pseudo code of an event loop can also be 

found in the appendices. The event loop is the main component of all server processes in 

the software system. Each server process creates an event loop at startup and all the 

dispatchers in the server process are registered with the event loop by the IPC server. 

Each dispatcher gets a different object address and hence a different file descriptor is 

registered with the event loop. The server process then executes the event loop. The event 
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loop throughout the life time of the server process continues to check the registered file 

descriptors for available data. This is done using the poll system call [9]. The poll system 

call makes the process sleep until anyone of the file descriptors becomes ready for I/O. 

The process is not busy-waiting; it does not consume CPU cycles while waiting for the 

event. When any of the sockets have data to be read, an event is generated, which is 

handled by the event handling part i.e. the IPC Server. 

2.2.6 Interface Dispatcher 

The interface dispatcher class is generated by the IDL compiler as shown in Figure 2. 

This class is similar to a skeleton class in CORBA. It provides transparency to the actual 

server implementation as to how data or call arrives. For the server process, receiving a 

function call from the client process is similar to a local function call made by the 

interface dispatcher class. The interface dispatcher class also implements all the methods 

of the respective interface. In case of Figure 2, the ‘TestDispatcher’ class implements the 

‘TestInterface’. It receives a call from the IPC server as a result of an event on the file 

descriptors monitored by the event loop. It is responsible for un-marshalling the 

arguments from the binary stream. It then makes the call to actual implementation and 

marshals any return arguments from the call.  

2.2.7 Flow of events for an IPC call 

A client process on startup creates an object of IPC Client class. Then it creates an object 

of the interface caller class for the interface it wants to call. The interface caller is 

registered with the IPC client. The client can now call the function using this interface 

caller objects which will be forwarded onto the server. 

The server process on startup creates an object of IPC Server class. This also initializes 

an event loop. Then it creates an object of the interface dispatcher class for the interface 

that it supports. This dispatcher is assigned a socket address and the file descriptor from 

the socket is registered with the event loop. The server then executes the event loop 

where the registered file descriptors are polled in a loop and process is awaken when 

there is an event on one of the descriptors. 

The actual steps to complete an IPC call are shown numbered in Figure 6. The client 

simply makes a local function call within the process on the interface caller class. The 

interface caller class marshals arguments into a binary stream and forwards the method 

name, server object address and marshaled arguments to the IPC Client. The IPC client 

then determines the socket on which to send the data using the server object address. A 

new socket connection is created in case there is no already cached connection. It then 

sends the data through the socket and waits for the return arguments if it is not a one way 

call. The sent data triggers an event for the poll system call when it reaches the socket on 

the server side. As a result, the event is handled by the IPC Server component which 
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receives data from the socket. It then determines and invokes the correct interface 

dispatcher based on the received server object address. The interface dispatcher un-

marshals the argument and makes the call on the actual implementation. The return 

arguments, if any, follow the entire route shown in Fig. 6 in the reverse direction. 

IPC Client

Client Process

Socket

SendData through socket

1

3

IPC Server

Server Process

Socket

ReceiveData after Eventloop indication4

6

Interface Caller

CallFunction()

Marshal Arguments and send data2

Interface Dispatcher

Select the Dispatcher and forward call5

CallFunction() on actual impl

 

Figure 6 - Path of an IPC Call 

2.3 Performance 

The performance is measured for the current IPC mechanism using the measurement 

framework described in Section 3.1. Results for different message sizes are shown in the 

graph below. 

 

Figure 7 - Original IPC Round trip times 
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The Figure shows that with increasing message sizes there is a linear increase in round 

trip times for an IPC call. The maximum IPC message size in the system is currently set 

at 8 KB, so the major focus in the next chapter is to improve the round trip times for 

message size lower or equal to 8 KB. The table below presents the figures of round trip 

time against message size. The linear increase in message times with increasing message 

size is clearly visible. 

Message Size  

(KB) 

Round Trip Time  

(usec) 

1 1008.49 

2 1039.12 

4 1113.37 

8 1243.04 

16 2191.92 

32 3901.14 

64 7170.90 

128 13561.49 

256 27113.10 

512 52875.90 

1024 (=1Mbyte) 105114.72 

Table 1 - Original IPC Round trip times 
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3 Steps and methods to improve IPC 

This chapter describes in detail methods that were applied to improve the latency, 

throughput and/or the memory utilization of the interprocess communication mechanism. 

The motivation, design, implementation and performance for each method applied are 

explained in detail in the next few sections. 

3.1 Measurement framework 

A measurement framework is required in order to plug in different IPC mechanisms and 

obtain performance measurements in a consistent manner. The measurement framework 

developed is in general applicable to all the IPC methods tried with a few specific 

changes for each. The framework focuses on getting throughput measurements for 

different sizes of messages ranging from 1 KB to 1 MB. Although large IPC message 

sizes such as 1MB will not occur in the real scenario still round trip time for such 

messages are measured to see the difference between various methods.  Throughput 

measurements are made for different types of method calls, such as one way calls, 

method calls with no arguments and method calls with different size of arguments.  

However, the server does not perform any processing on the arguments. A number of 

iterations are made for each type of method call and the time taken is averaged. 

The measurement framework consists of a fake server and a client. The fake server 

forwards calls to an implementation of a fake interface. The implementation consists of 

simple functions that perform no operations. The client process calls the methods on the 

server using the underlying IPC mechanism.  
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3.2 Short Circuit IPC 

The first approach in order to improve the current IPC mechanism is to short circuit an 

IPC call when the client (component making a call) and the server (component being 

called) are in the same process. The focus in this approach is to reduce IPC where 

possible, which besides improving round trip times also improves the memory utilization 

as described in this section. Short circuiting is aimed at taking advantage of the fact that 

if a call is made inside the same process it can be completed quickly, similar to an 

ordinary function call, rather than an IPC call through the sockets or any other transport 

mechanism being used. In the current mechanism such a call within the same process is 

treated like any other cross process call. If it is not a one way call and the client and 

server are in the same process the call fails to complete because the client waits for a 

response from the server after making the call through the event loop. Whereas, the 

server, using the same event loop cannot respond to the client until event loop is free, so 

the client will always get a timeout. 

Incorporating short circuit call support in the current IPC mechanism will lead to 

improved memory consumption. The current software system contains a lot of similar 

services on the same layer. To utilize short circuit call support, similar services on the 

same layer can be moved to one process even if they need to call each other, which will 

considerably reduce memory consumption as compared to when the services reside in 

different processes. 

The next few sections describe in detail the exact design and implementation of this 

mechanism and the performance improvements achieved by such a mechanism. 

3.2.1 Design 

The main design consideration for this solution is to incorporate the support for short 

circuiting into the existing IPC mechanism without making significant changes to the 

higher level interfaces in the software. The components already using the current IPC 

mechanism are not affected by this additional functionality. The approach aims at 

detecting at the client side IPC component (called the IPC Client) whether the call is for a 

server component residing in the same process. 
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Figure 8 - A Short Circuit Call 

This is determined before forwarding the call to the socket. If the server is in the same 

process the call does not traverse through the sockets and return to the same process, 

instead it is short circuited. A simple function call is made as the function being called is 

in the same process space. However, arguments are still being marshaled and un-

marshaled in this approach as removing marshaling would mean changes in the higher 

level interfaces. 

3.2.2 Implementation 

The actual client and the server processes do not need to know the difference between a 

short circuit call and an ordinary IPC call. So their implementation is the same, regardless 

of the fact whether they are in the same process or in different processes. However, at the 

time of creating an IPC client the client should pass an IPC server object as an argument. 

This will enable short circuit calls if the IPC client component determines that the client 

and server are in the same process. So, the client and server handle the short circuit call 

as an ordinary call. 

Upon receiving a call, the IPC client will first detect whether the component being called 

resides in the same process. This is done using UNIX process identifiers. The server 

process identifier is saved in a structure which also stores the socket information. If both 

components are in the same process and short circuit calls are enabled, the IPC client 

obtains the address of the dispatch function from the IPC server. The dispatch function is 

then invoked as a normal function call. The dispatch function is responsible for 

forwarding the call to the actual implementation. Since sockets are not involved in this 

entire procedure hence the latency is lower and the throughput is higher.  

One way calls which are fire and forget calls and do not yield a return, are not short 

circuited even if the client and server are in the same process as these calls are aimed at 
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communicating an event to the other process and do not yield a return. Such calls are sent 

through the underlying IPC transport mechanism sockets in this case. 

3.2.3 Performance 

To demonstrate the improvement in round trip time using this method, the measurement 

framework was modified. The test server was converted into a dynamic library which is 

loaded by the test client program at run time into the same process space as its own. 

Hence, the server and client reside in the same process. A message queue is registered 

with the event loop in order to signal the client program that the previous call has been 

completed. The results are shown below and indicate significant improvement over the 

time take for calls through the socket. 

The figures show significant improvement over the figures obtained for the original IPC 

mechanism. 

  

Message Size  

(KB) 

Round Trip Time  

(usec) 

1 152.08 

2 154.39 

4 197.43 

8 206.49 

16 558.82 

32 1273.27 

64 2656.45 

128 5098.67 

256 10364.82 

512 20606.94 

1024 (=1Mbyte) 40824.00 

Table 2 - Round trip times after Short-circuit implementation 

 

The graph in Figure 9 displays the same figures for round trip time with increasing 

message size. 
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Figure 9 – Short Circuit vs. Original IPC 

The results show linear increase in round trip time with increasing message size. 

However, the round trip times are much improved as compared to the current IPC 

mechanism, which makes this method very effective for fast communication between 

services at the same layer. The amount of time reduced was so significant even with 

marshaling and un-marshaling the arguments that no need was felt to go for a solution 

without marshaling which will improve the round trip times even further. 

Measuring improvement in memory utilization involved available free memory 

calculation on the device with different approaches. The measurement framework is 

modified for this purpose to replicate the scenario recommended for this solution where 

two services are built as dynamic libraries and reside in the same process. 

The idea is to have a service loader program which loads services into the same process 

memory at run time. Service name, location and other arguments required to start a 

service are passed as command line arguments to the service loader program. Two fake 

service interfaces are made into dynamic libraries which are loaded at run time by the 

service loader process. 

Memory calculations were made on the device by measuring available free memory 

space in three different scenarios; executing the fake services as separate binaries, as 

dynamic libraries in separate service loader processes and as dynamic libraries loaded 

into the same service loader process. Free memory available on the device was measured 

using a tool called ‘allocmem’ which continuously allocates 1KB of memory on the 

device until all the memory is exhausted. Several measurements were made for each 

scenario and the average free memory available in each case is displayed in the table 

below: 
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 Free memory  

Services running as separate binaries 143404288 bytes 

Services running in separate loaders -20 KB 

Services running in one process + 330 KB 

Table 3 - Free memory with different service configurations 

The first experiment with the two fake services running as separate binaries was 

performed to get a free memory base figure which can be used to compare with later 

experiment results. This is a replication of how services are currently being executed on 

the device. 

The second row in the table shows the difference in available free memory, when the 

services are built as dynamic libraries and executed as separate processes. This is done 

using two instances of the service loader program. This test was aimed at observing 

additional memory consumption when the services are built as dynamic libraries. The 

result shows that around 20 KB of memory is utilized in excess when services are run as 

dynamic libraries. 

The third and most important experiment was made when the services execute in the 

same process. The figure shows a difference of approximately 330 Kbytes of excess free 

memory available when the services run as separate binaries. 

Therefore, approximately 310 KB of memory is saved by moving two services to one 

single process. This figure is very significant considering that memory is a very precious 

resource on the device. Saving some memory will enable the customer to introduce more 

advanced services. Also memory saved using this approach can be dedicated to allocating 

a fixed sized memory segment required as explained in the following sections. There are 

a lot of services on the platform layer in the software which can be considered to move 

into a single process. For every two services combined into one process 310 Kbytes of 

memory is saved and the communication time between the services is also improved 

significantly as shown above. 

The short circuiting solution described in this section aims for improvement at a single 

but vital point in the software system, i.e., the platform layer. Two services on the 

platform layer can be combined into the same process which can save significant amount 

of memory. The approach aims at reducing IPC where possible. Thus by moving client 

and server into the same process unnecessary IPC can be avoided and this is a first step 

towards improving the current IPC mechanism. The next few sections in this chapter 

focus on solutions for IPC between processes residing in different layers and services on 

the same layer which cannot be moved to a single process, and thus, cannot benefit from 

the short circuit IPC calls. 
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3.3 Shared Memory with Original IPC Event loop 

The fastest way to share information between two processes is by sharing a memory 

chunk between the processes. Both processes have access to this memory segment and a 

change made by one process in the shared memory segment is visible to the other 

process. Using shared memory reduces unnecessary data copying. 

There are two possible ways for exchanging information between processes using shared 

memory. The shared memory can be a memory segment requested by one process which 

is then mapped to the address space of two or more processes. The processes can read or 

write from the address space and the changes made by one process are visible to all other 

processes that have mapped the same memory segment. 

Another method is to use memory mapped files instead of shared memory segments. A 

mapped file is essentially a file whose contents are mapped to the address space of all the 

processes that want to access the shared memory space. Since the contents of the file 

have to be synchronized to the contents of memory, mapped files are not as fast as the 

shared memory segments.  

Shared memory segments are used for data exchange in the IPC mechanism. The main 

objective of using shared memory is to reduce the number of data copies. Currently in the 

IPC mechanism six copies of data are made each time the data is sent from the client to 

the server as shown in Figure 10. 

 

IPC Client

Client Process

Socket

Copy data to socket

IPC Dispatcher

Server Process

Socket

Copy from socket2 5

Kernel Space

Copy from Socket to kernel space Copy from kernel space to socket3 4

Copy while marshaling1 Copy while un-marshaling6

 

Figure 10 - Data copies in original IPC 
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On the client side one copy is made in the IPC client when data is marshaled another 

from the IPC client to the socket and then from socket to the kernel space and similarly 

two copies are made on the server side. Our aim is to reduce the round trip time by 

sharing data using shared memory segments which reduces the number of copies to two. 

The next few sections describe in detail the exact design and implementation of this 

mechanism and the performance improvement achieved by such a mechanism. 

3.3.1 Design 

There are various points to consider when using shared memory for inter-process 

communication. Some synchronization mechanism must be deployed to synchronize 

various processes accessing the same memory segment. Furthermore, managing 

allocation and deallocation in the shared memory segment is a tedious task when the 

number of processes is large as is the case in the current system. Therefore, the boost 

inter-process library is used in this solution. The boost inter-process library provides 

managed shared memory classes which enable relatively straight forward handling of 

allocation/deallocation of memory as well as the synchronization between processes, 

which makes the use of shared memory easier [10]. 

Another design decision is whether to have the shared memory segment as a central large 

chunk of memory which is used by all the processes or have a separate memory for each 

pair of processes communicating with each other. The current system consists of large 

number of processes hence pair based memory segments can lead to a rather complex 

memory situation. So, for the sake of simplicity, we choose a large memory segment 

which is created by a process at device start-up. All the processes then use this memory 

segment and the use of boost managed classes make allocation and deallocation in the 

shared memory segment easier. 

 

 

Figure 9 - IPC using Shared Memory with Event loop 
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Shared memory enables sharing of arguments for a function call with fewer number of 

argument copies as compared to sharing data through sockets. However, it does not 

handle signaling the server that data for a particular function call is available in the 

shared memory. To signal the server for a function call in this particular approach we use 

the existing socket and event loop mechanism of the original IPC. The client shares data 

through the shared memory segment and the function is invoked on the server side using 

the socket and event loop. (See Section 2.2.5) 

3.3.2 Implementation 

In order to get performance measurements for this approach, test server and client are 

modified to use shared memory for sharing arguments and use the existing socket and 

event loop mechanism for invoking a call. 

The server process opens a named shared memory segment using boost managed shared 

memory class. As discussed in the previous section, in the actual implementation a 

separate process will take care of opening the memory segment at device start-up, the 

server is chosen in this case because it is executed before the client. The size of the 

memory segment is around 1 MB since tests are made for varying argument sizes 

between 1KB to 1 MB. The server process is also responsible for removing an existing 

memory segment in the memory before allocating a new segment. 

The client opens up the same memory segment using the name of the shared memory 

segment. For each function call the client allocates the required amount of memory in the 

shared memory segment. This allocation returns a pointer to the starting location of the 

allocated memory. Using this pointer the client then copies the function arguments to the 

shared memory. The function call along with a handle to the allocated memory for the 

call and size of the arguments is sent through the socket. 

The server upon receiving a call converts the received memory handle to a pointer and 

copies the arguments from the shared memory using this pointer. The call is then 

forwarded to the actual implementation. 

3.3.3 Performance  

Performance is measured for a function having two arguments. The size of the arguments 

is varied between 1Kbyte to 1Mbytes. A large number of calls are made for each message 

size in order to get accurate measurements. The table below shows the round trip time for 

a function call when the arguments are passed through shared memory. 
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Message Size  

(KB) 

Round Trip Time 

(usec) 

1 1833.46 

2 1849.16 

4 1960.94 

8 2128.66 

16 2448.54 

32 3087.68 

64 4254.12 

128 6556.34 

256 11079.22 

512 19998.26 

1024 (=1Mbyte) 37865.47 

Table 4 - Round trip times using Shared Memory with Event Loop 

The results indicate no performance improvement for small size messages up to 16 KB. 

In fact the round trip times for small size messages are higher than the current IPC 

mechanism.  

 

Figure 10 - Round trip times compared with Original IPC 

 

As the message size increases and the data copying time becomes significant the gain in 

performance is quite evident. As discussed earlier, shared memory is the fastest way of 
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sharing data between two processes. Thus we try a faster signaling mechanism in the next 

experiment. Shared memory combined with a faster signaling mechanism can give 

improved performance for small message sizes as well. The next section describes using 

a signaling mechanism which is considered quite fast and is used by the operating system 

kernel to communicate with running processes. 
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3.4 Shared Memory with UNIX Signals for IPC 

The use of shared memory for data sharing with sockets for signaling the function call to 

the server provides good performance for large message sizes as seen in the previous 

section. Since most of the IPC communication in the system is small size messages, 

further improvement is required for these messages. The shared memory makes data 

sharing easier but we try a faster call signaling mechanism. 

In this approach we replace the sockets with UNIX signals as the signaling mechanism. 

Signals are much faster than socket read/write operations. UNIX signals can be used to 

notify a process of an event. Signals can be sent to a process by the kernel or by another 

process. Therefore, in this approach signals are used to invoke the function call on the 

server. 

3.4.1 Design 

The design is almost similar to the previous solution but there are a few points to 

consider, as signals can only notify the other process without conveying any other 

information. In the previous approach, described in section 3.3, important information 

was sent through the socket along with signaling the server process. Signals interrupt a 

process and the only information carried is which signal has been received. The receiving 

process then takes action based on the type of signal received.  

The server process identifier (pid) is required at the client side in order to signal a call 

after copying function arguments in the shared memory. The server also needs the client 

pid for signaling back that a call has been completed. The name of function being called 

which was sent through the socket in the previous solution now has to be sent using the 

shared memory. There are various ways to solve this in the actual system but for the 

performance test purposes it is assumed that the client and server already have each 

others pids. Furthermore, the server process knows which function is being invoked 

through the signal. The handle to shared memory is stored as a named object in the 

shared memory segment by the client. The server process searches for this object by 

name in the shared memory to retrieve the handle. 

The kernel uses signals to interrupt a process. The kernel sends different signals for 

performing different actions e.g. terminate, suspend or resume the process. A process can 

respond in several ways after receiving a signal, it can ignore the signal, call a default 

signal handler or call a user defined signal handler function. A signal handler function is 

similar to a call back function. It is invoked when the signal for which it is registered is 

received by the process. The user defined signal handler option is used here. In this 

approach, both the server and client write their own signal handler functions to handle the 

signal sent by each other.  
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3.4.2 Implementation 

The server and client use a shared memory segment for sharing the arguments of a 

function call (see section 3.3.2). However, the function call is signaled to the server via 

signals. Both the server and client process register a signal handler for the signals 

SIGUSR1 and SIGUSR2 respectively. These two signals are not used by the UNIX 

kernel and are available for the user. 

 

 

Figure 11 - IPC using Shared Memory with Signals 

The client, after copying function arguments to shared memory segment, signals the 

server by sending a SIGUSR1 signal with the 'kill' system call. The call takes as 

parameter the type of signal and pid of the process to be notified. The server process 

receives the signal and the registered signal handler is invoked as a result. The signal 

handler causes the function call to be invoked by writing to a message queue which can 

be polled by using the ‘poll’ system call. The message queue is registered with the event 

loop so that writing to it triggers the call through the event loop (see section 2.2.5). After 

completing the function call the server signals back to the client with the SIGUSR2 

signal, which indicates the call completion to the client and it measures and records round 

trip time for the call. 

3.4.3 Performance 

Performance is measured for a function having two arguments. The size of the arguments 

is varied between 1KB to 1MB. A large number of calls are made for each size in order 

to get accurate measurements. The Table 5 below presents the round trip time a function 

call takes when the arguments are passed through shared memory and the server is 

invoked using signals. 
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Message Size  

(KB) 

Round Trip Time  

(usec) 

1 940.60 

2 988.13 

4 1125.77 

8 1293.43 

16 1590.46 

32 2192.83 

64 3319.49 

128 5547.56 

256 10156.15 

512 19092.48 

1024 (=1Mbyte) 36856.10 

Table 5- Round trip times using Shared Memory with signals 

The results show that, indeed, signals are faster than sockets. Round trip time for smaller 

message size is almost half then it was when using sockets for signaling. The graph 

below shows round trip times with increasing message sizes. 

 

Figure 12 – Shared Memory with Signals vs. Original IPC 

Round trip times for small messages are improved as compared to the previous approach 

but still the difference is very small as compared to the current IPC mechanism which 

uses sockets for sharing data instead of shared memory. So there is not much motivation 
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in replacing the existing IPC solution with a shared memory IPC using signals. In the 

next section the signaling mechanism is replaced by message queues while still using 

shared memory for data sharing. 
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3.5 Shared Memory with Boost Message queue for IPC 

The previous experiment illustrated that using UNIX signals as the signaling mechanism 

is faster than using sockets. The performance for small message sizes is still quite similar 

to that of the current IPC mechanism which uses no shared memory. Therefore, in this 

solution the signaling mechanism is replaced by message queues. Hence, shared memory 

is used for data sharing as well as signaling a function call. A message queue is created 

by one process and can be shared by several processes e.g. in this scenario a server 

process creates a named message queue all the client processes open the same message 

queue using its name. The client processes then writes to the same message queue in a 

synchronous way. Boost uses locks to synchronize access to the message queue. Boost 

library implements message queue as an array in shared memory [11]. 

A message queue is a list of messages located in shared memory. Processes can add and 

remove messages from a message queue. Messages in the queue can also be prioritized. 

The use of message queues can improve the round trip time as the call at the server side 

will now be invoked using shared memory. 

3.5.1 Design 

The use of shared memory for sharing function arguments is similar to the previous two 

solutions. However, signaling to the server to invoke a function call is now done using 

message queues in the shared memory. The Boost inter-process message queue class is 

used in this solution as it makes performing operations on the message queue simpler. 

Two separate message queues are used for indicating the call and its completion between 

the client and server. Since the experiment is made with only two processes involved, a 

client and a server, only two message queues are required. 

A process can send/receive a message from the message queue using three options: 

blocking, try, or timed. In case the queue is full a blocking send operation will block the 

process until there is room in the message queue. Similarly a blocking receive on an 

empty queue will block unless there is a new message in the message queue. In case of 

send or receive with try option, if the message queue is full or empty the call returns 

immediately with an error and there is no block. A timed send or receive will keep 

retrying the respective operation until the queue has free space or some data to read or 

until there is a timeout. 

In this experiment blocking send and receive operations are used. Thus the sender and 

receiver are blocked until there is space on the message queue to perform the send or 

there is a message to be read, in case of a receive operation. 
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3.5.2 Implementation 

The client and server still share the function arguments using a shared memory segment, 

as explained in Section 3.4.2. However, the function call is signaled to the server using 

boost message queues. The server creates two message queues for receiving calls and 

sending responses. The number of messages allowed and the size of each message is also 

specified at queue creation. The server then calls the receive operation on the message 

queue through which it will receive function calls. Since there are no function calls at the 

start and the receive operation is blocking, the server is blocked on the receive operation 

to receive a call. 

 

 

Figure 13 - IPC using Shared Memory with Message Queues 

 

The client process opens the same message queues using the name of the message queue. 

After writing the arguments to shared memory segment along with the object that 

contains a handle to the allocated memory space, the client invokes the send operation on 

the message queue. A write to the message queue unblocks the server and it is notified of 

a function call. The client then calls a receive operation on the other message queue 

waiting to receive a response from the server after the completion of the function call.  

The server is unblocked as soon as the client writes to the message queue it is blocked on. 

It receives the message and proceeds with the function call copying the arguments from 

shared memory segment and calling the actual implementation with these arguments. 

After the call is completed, the server then signals back to the client, by sending data on 

the message queue and then waits for the next call. 
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3.5.3 Performance 

The round trip times measured for a function call with different argument sizes made 

using shared memory and message queues are shown in the table below. 

 

Message Size  

(KB) 

Round Trip Time  

(usec) 

1 750.88 

2 792.54 

4 888.35 

8 1020.30 

16 1422.72 

32 2061.63 

64 3236.46 

128 5479.25 

256 10065.16 

512 19036.15 

1024 (=1Mbyte) 37086.51 

Table 6 - Round trip times using Shared Memory with Message Queues 

Round trip times for small size messages improve using this technique. The difference 

from the current IPC is almost 250 usec and compared to the previous approach using 

signals this solution is almost 200 usec faster. The improvement for a 1MB message over 

the current IPC mechanism is also very large, 37 msec, using this approach as compared 

to almost 105 msec in the original IPC mechanism. 
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Figure 14 – Shared Memory with Message Queues vs. Original IPC 

Although the round trip times for messages improve using Shared memory along with 

message queues for IPC, the server in this case will always be blocked on the message 

queue and will read from it as soon as some data is available, as described in section 

3.5.2. Therefore, this approach is suitable when the server is a dedicated IPC server 

which only responds to IPC requests and performs nothing else. However, in the current 

system at Motorola a server process can have various file descriptors registered with the 

event loop (see section 2.2.5) and it responds if there is an event on any of the file 

descriptors. Furthermore in the current system a process can act as a client as well as a 

server, so, using message queues as signaling mechanism and waiting on the message 

queue is not appropriate in such a scenario. 
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3.6 Shared Memory with UNIX Domain Sockets for IPC 

As explained in the previous section, the use of Shared Memory with message queues 

gives good IPC performance only when the server is dedicated for IPC calls and performs 

nothing else. However in the current system a process can have multiple interface 

dispatchers registered with an event loop (See section 2.2.5) and it can also be a client 

simultaneously. Therefore, in this experiment we turn back to using UNIX domain 

sockets with Shared memory for IPC. A similar experiment was described in section 3.2 

where sockets were used along with shared memory, the only difference being here that 

we do not use the event loop mechanism in the original IPC framework. Instead sockets 

are used first in the synchronous blocking operation [12]. Then the communication mode 

is made asynchronous and the poll system call is used both in the client and the server. 

The motivation for performing this experiment is to locate any flaws in the 

implementation of the event loop based IPC mechanism that introduces latency into the 

IPC.  

3.6.1 Design 

The design in this experiment is similar to the one described in section 3.3.1. The only 

change in this design is that the event loop is not involved. Instead, the sockets are used 

with a blocking read in both the client and the server. After making measurements with 

this blocking read approach the next is to measure the performance by adding a poll 

system call on the socket. A read from the socket poll indicates that some data is 

available on the socket. The second set of measurements are made to analyze whether 

using poll on sockets increases latency because the poll system call is used in the original 

IPC event loop. 

3.6.2 Implementation 

In order to get performance measurements for this approach, the test server and client are 

modified to use shared memory for sharing arguments and use blocking sockets in the 

first step and poll in the second step for invoking a call. 

The arguments are copied to and from shared memory using similar method as described 

in section 3.3.2.  

The server, shown in Figure 17, opens a socket and listens to any incoming connection on 

the socket. The client also opens a socket and sends a request to connect with the socket 

on the server. The server accepts the connect request and a connection is established. The 

server then issues a ‘recv’ [13] operation on the socket. Since sockets are in blocking 

mode and there is currently no data available the server is blocked on the receive 

operation.  
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Figure 15 - Server Implementation 

After copying the call information to shared memory, the client, as shown in Figure 18, 

performs a ‘send’ [14] operation on the socket. The client process then performs receive 

on the socket and is blocked until the response from the server arrives indicating a 

completed call. The server is unblocked as a result of the sent data by the client; it copies 

arguments from shared memory and performs the actual call. Then it writes to the socket 

to indicate call completion which unblocks the waiting client process. 

 

 

Figure 16 - Client Implementation 
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3.6.3 Performance 

Table 7 below presents the results when using Shared Memory with blocking UNIX 

domain sockets.  

Message Size  

(KB) 

Round Trip Time  

(usec) 

1 640.00 

2 688.23 

4 780.66 

8 936.86 

16 1309.17 

32 1973.33 

64 3133.65 

128 5457.40 

256 10086.71 

512 19194.00 

1024 (=1Mbyte) 37395.09 

Table 7 - Round trip times using Shared Memory with UNIX Sockets (Blocking) 

The results here are almost similar to the previous message queue solution. The 

interesting fact is that the round trip times are significantly less than with the original 

IPC, although both mechanisms use socket as the transportation mechanism.  

 

Figure 17 - Shared Memory with Blocking Sockets vs. Original IPC 
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The solution described in section 3.3 also uses shared memory along with the event loop 

mechanism. The table below shows the results when using poll system call instead of 

blocking socket operations. These tests were performed in order to make sure that it is not 

the blocking socket operations that make the call times faster. The only change is that 

now the server and client use poll to wait on the file descriptor of the socket instead of 

issuing a blocking ‘recv’ operation and waiting. The results are shown in the Table 8. 

Interestingly there is not much difference in round trip times even with using poll system 

call. The round trip times in this experiment are significantly smaller as compared to 

solution in section 3.3. The only difference after making calculations with poll is that in 

3.3 we use the event loop implementation of the original IPC mechanism. So it indicates 

some flaw in the event loop implementation that causes latency in the IPC.  

Message Size  

(KB) 

Round Trip Time (usec) 

1 686.47 

2 740.89 

4 824.92 

8 994.03 

16 1376.01 

32 2049.05 

64 3239.48 

128 5494.23 

256 10097.85 

512 19225.53 

1024 (=1Mbyte) 37302.56 

Table 8 - Round trip times using Shared Memory with UNIX Sockets (Poll) 

Furthermore, the only difference between this approach and the original IPC mechanism 

being currently used at Motorola is the use of Shared Memory in this approach. So, some 

further tests were made by modifying this solution to use sockets for data arguments 

transfer as well. These tests were made for only 8 KB messages and the resulting round 

trip time was 651.15 usec. This is even faster than using shared memory because of 

shared memory set up time. This confirms the flaw in the event loop implementation 

which adds approximately 600 usec latency to an 8 KB message. 
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4 Performance discussion and comparison 

This chapter presents the performance comparison and discussion of the experiments 

described in chapter 3.  

Various experiments were made throughout the thesis work and in chapter 3 it is 

described how one experiment leads to another in systematic manner. In this chapter the 

conclusions from these experiments are presented.  

4.1 Short Circuit IPC Performance 

The first experiment described in section 3.2 aims at reducing interprocess 

communication where possible. The main objective for this experiment was to gain 

memory as result of moving two service processes together into one process which, as 

shown in Table 3, saves 310 KB of memory for every pair of processes merged into one 

process. The disadvantage of moving the processes into one process is having reduced 

robustness, modularity and flexibility. This is a trade off as explained in [1]. Having 

increased IPC allows having all these features but it also increases memory utilization 

which is critical in small hardware devices. Merging of processes will also lead to 

difficulties in debugging in case a problem arises in one of the services. Lot more code 

would have to be covered to find out the problem. CPU starvation is also a possibility if 

more than two processes are combined together; this can lead to the same process getting 

more CPU and other processes being starved. The modularization is to a certain extent 

protected in this approach as services are still implemented separately as dynamic 

libraries which are loaded at run-time. Also in the current software system all services are 

restarted even if a single service crashes on the platform layer so the robustness aspect is 

also covered.  

As shown in the Figure 9 the round trip times improve as a consequence of short circuit 

call support as the call is now only a simple function call within the process. Services that 

have more communication with each other can be moved in a single process to take 

advantage of short circuit support. The only difference in round trip time from an 

ordinary function call is because we still do data marshaling in this approach. Since 

shorter message sizes are of most interest, Figure 20 below shows short-circuit call times 

for small messages as compared to the original IPC mechanism.  
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Figure 18 - Short-circuit vs. Original IPC for Small message sizes 

The difference in message times for smaller sizes is evident from the graph; the green 

line is round trip times with short circuit support, the red line shows original IPC times 

and the blue line at the bottom is the round trip time for an ordinary function call within 

the process with reference arguments which takes 5 usec. So this technique effectively 

reduces the round trip times and memory utilization without disturbing the higher level 

interface in the system. In general this technique is applicable to any existing multi-

process system with strict memory constraints. 

4.2 Shared Memory with Original IPC Event loop Performance 

Although short circuiting improves round trip times by reducing IPC where possible, still 

IPC is unavoidable in the system. The experiments from section 3.3 up to end of chapter 

3 aim at improving the IPC where it is unavoidable.  

The experiment described in section 3.3 aims at replacing sockets as data arguments 

transfer mechanism with Shared memory. Apart from this change the rest of the scenario 

is the same as with the original IPC and sockets are used with the event loop mechanism 

as described in section 2.2.5. Results for this experiment are shown in Figure 12 and 

round trip times with a focus on small size messages are shown in Figure 21. 
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Figure 19 - Share Memory with Event Loop vs. Original IPC 

The results show that round trip times increase for the small size messages up to 16 KB 

size. However, the decrease in round trip times for large message size is clear as shown in 

Figure 12. For larger message sizes the use of shared memory for reduction of data copies 

is most effective. For a 1MB message the time in this approach is approximately 37 msec 

which is significantly less compared to 105 msec for original IPC. Since the main focus 

in the thesis is small size messages, in the next experiment the event loop mechanism was 

replaced with signals in an attempt to increase IPC performance. 

4.3 Shared Memory with UNIX Signals Performance 

The next experiment using shared memory with UNIX signals as described in section 3.4 

aimed at replacing the call invocation mechanism after copying arguments to the shared 

memory. UNIX signals are simple software interrupts and are used in this technique by 

overriding the signal handlers in the client and the server. Results for this approach 

compared with the original IPC mechanism are shown in Figure 14 and comparison with 

other IPC experiments with a focus on small size messages are shown in Figure 22. 

The use of signals as the call invocation signaling mechanism is shown in pink and is 

faster than the previous experiment using event loop. However, the round trip times for 

small message sizes are similar to the original IPC mechanism. So this mechanism is still 

not good enough to replace the original IPC mechanism hence in the next experiment 

Message queues are used as the signaling mechanism. 
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Figure 20 - Shared Memory with UNIX Signals Comparison 

4.4 Shared Memory with Boost Message Queues Performance 

The next experiment was performed by replacing Signals with Message queues for 

signaling function calls. Boost library implements message queues as arrays placed in 

shared memory and synchronized using locks. The results obtained for shared memory 

message queues as signaling mechanism are displayed in Figure 16 and a comparison 

with other experiments with focus on small message sizes is shown in Figure 23. 

 

Figure 21 - Shared Memory with Boost Message Queues Comparison 
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This experiment shows the lowest round trip times shown in sky blue in Figure 23 as 

compared to all other experiments tried so far. The performance improvement over the 

original IPC for small message sizes is also quite significant, approximately 230 usec less 

call time for an 8 KB message. However, this implementation is an example of 

synchronous blocking I/O [11] as the server is always blocked on a message queue until 

there is a call to process and does nothing else (see section 3.5.2). This solution is in 

general an appropriate method for IPC when the server is dedicated for IPC calls and 

performs no other functions. This technique is not suitable for the system under 

consideration at Motorola because the server can act as a client as well; making calls on 

other servers when it is not handling a call. Furthermore, when the number of clients and 

servers is large, a server needs to distinguish which message came in from which client 

and respond on a message queue to that specific client. So, keeping track of message 

queues can become a bit complex. 

This technique shows good performance but is not applicable to the current software 

system. Therefore next we experimented with sockets in blocking synchronous mode and 

blocking asynchronous mode and measured the performance. These experiments were 

performed with an aim to find if there is a flaw in socket usage in the original IPC 

mechanism. 

4.5 Shared Memory with UNIX domain Sockets Performance 

In this experiment sockets are first used in blocking synchronous mode, with the recv 

operation of a socket blocking the process if no data is available. Thus, the server is either 

blocked on the socket or performing a call request. The results for this experiment are 

shown in Figure 19 and a comparison with the original IPC mechanism and the shared 

memory event loop solution from 3.3 is shown in Figure 24 below. 
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Figure 22 - Shared Memory with Blocking Sockets Comparison 

The performance is faster than both the original IPC mechanism and when using shared 

memory with the event loop mechanism. A further experiment was made by replacing the 

blocking operations on sockets with a ‘poll’ system call since blocking I/O seemed faster 

as was the case with message queues. The results with using the poll system call to 

monitor the sockets are shown below in Figure 25. 

 

 

Figure 23 - Shared Memory with Polling UNIX Sockets comparison 



Linköping University 

Department of Computer and Information Science 

42 

The results in the figure above show that the blocking synchronous operation is faster 

than the blocking asynchronous operation but the difference in round trip times is not 

large, a constant 50 usec approximately. 

The difference between the shared memory and polling UNIX socket solution shown in 

pink in the figure with shared memory event loop solution and the original IPC 

mechanism is very large. For an 8 KB message the difference from the original IPC is 

almost 250 usec and using Shared memory with event loop the round trip time is almost 

double as compared to using polling UNIX sockets. However, the implementation 

difference between the original IPC mechanism and the polling solution discussed here is 

just the shared memory. The call invocation mechanism is similar because the event loop 

also uses sockets and poll system call, as described in Section 2.2.5.  

To make sure that it is not shared memory that improved the performance, further tests 

were made without using shared memory and using sockets for arguments transfer. The 

resulting round trip time for an 8 KB message was 651.15 usec, which is approximately 

600 usec less than the original IPC mechanism.  

So it can be concluded from the above evidence that the event loop implementation in the 

original IPC mechanism is faulty and adds 600 usec latency to an 8 KB IPC call. 

Improving the implementation can reduce the IPC round trip times in the current system 

by 600 usec, which is a large figure.  

Furthermore, if large message sizes are to be allowed in the system then using Shared 

memory is the appropriate choice because sockets have limited buffer size and send and 

receive operations have to be used iteratively if data larger than the socket buffer size is 

to be transferred.  
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Conclusion 

Interprocess communication is an important aspect of a multi-process system. It affects 

system robustness, flexibility, scalability and modularity [1] but can be a bottleneck to 

overall system performance if overhead is large.  

The short circuiting technique described in section 3.2 is aimed at reducing interprocess 

communication by merging two processes on the same layer and, as a result, reduce 

memory utilization. Memory is an important resource on the hardware devices considered 

in the thesis. Using the short circuiting approach approximately 330 KB of memory is 

gained for each pair of services merged. We propose and demonstrate services built as 

dynamic libraries and loaded into the same process space at run time by a program called 

service loader. This design preserves the modularity of the system. The round trip IPC 

times between merged services are also reduced significantly and are close to the 

overhead of an ordinary function call. This solution can be applied in general to any multi 

process system with memory constraints and can work without making changes to the 

IPC mechanism. 

Sections 3.2 to 3.6 describe the experiments that were carried out to improve IPC round 

trip times. Different IPC mechanisms were tried. Shared memory used in almost all the 

experiments is useful when larger message sizes are to be allowed in the system. Boost 

message queues with shared memory were found to be quite fast. The difference between 

blocking sockets mode IPC and non-blocking use of sockets using poll was found to be 

approximately 50 usec. The tests with sockets in section 3.6 were aimed at identifying 

any flaw in the way event loop is implemented in the original IPC. The results showed 

that event loop implementation in its current form, is not optimal and it adds 

approximately 600 usec additional latency to an 8KB IPC message. 

Future Work 

The solution with services loaded into the same process needs to be tested in an actual 

scenario to measure its implications on the overall system performance. The shared 

memory with message queue solution can be further investigated in order to extend the 

implementation of the boost message queue for enabling ‘poll’ system call support. The 

event loop mechanism can be implemented in a better way to reduce the 600 msec 

additional latency. The same experiments need to be performed on a different hardware 

to measure the effect of hardware on IPC round trip times. 
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Appendix A – Abbreviations 

 

IPC  Interprocess communication 

KB  Kilobytes = 1024 bytes 

MB  Megabytes = 1024 KB 

CPU  Central processing unit  

IDL  Interface description language 

usec   Microsecond 

msec  Millisecond 

pid  Process identifier 

CORBA Common object request broker architecture 
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Appendix B – Pseudo Code of an Event loop 

 

while true: 

   WaitforEvent(); // No busy waiting e.g. using poll 

   if event == 1: 

     HandleEvent(1) //Invoke the event handling part 

   Else if event == 2: 

      HandleEvent(2) 

   else: 

      DefaultHandling() 

end while 


