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Abstract

This final thesis covers the basics of artificial neural networks, with
focus on supervised learning, pruning and the problem of achieving good
generalization ability. An empirical investigation is conducted on twelve
different problems originating from the Proben1 benchmark collection.
The results indicate that pruning is more likely to improve generalization
if the data is sensitive to overfitting or if the networks are likely to be
trapped in local minima.

1 Introduction

Artificial neural networks (ANN) have been used to solve classification and ap-
proximation problems for half a century [1]. However there are still problems
to be solved. In order to evaluate the network’s performance some of the data
is devoted to testing the generalization ability. This means that the test data
cannot be used to determine the input→ output mapping. For ANN, as well as
for other mathematical approaches the results on this unseen test data is often
the best measurement to predict how well a the approach works. Therefore
improving the generalization performance is a matter of great concern. This
thesis investigates the possibility of improving the generalization performance
of ANN by pruning the network. Pruning is claimed to be able to improve the
generalization ability of ANN [2–4] , but there are no guarantees. Depending
on the benchmark problem, point of reference, parameter settings and prun-
ing algorithm the success of network size reduction for increased generalization
performance has been shifting [2–8].

This leaves us with the questions of when does pruning improve the gener-
alization ability and by how much? The main focus of this report is therefore
to answer these questions by empirical investigations of the effect of pruning on
twelve real life encountered classification and approximation problems mostly
originating from medical and disease classification readings, but also from DNA
research, chemical analysis, species classification, energy consumption and solar
flare prediction. The data collection used comes from the Proben1 [9] bench-
mark collection.

1.1 Research Problem

There are several mathematical methods to construct a continues input → out-
put mapping that approximates the relationship generated form a real world
observation [10]. The method itself can then be evaluated by solving artificial
problems, where artificial refers to designed data readings rather than encoun-
tered. This is useful in order to validate or measure the performance of an
algorithm, because the actual mapping is often known and can thereby be re-
lated to. Naturally the next step is to address problems encountered in real
life. Some applications where neural networks have been successfully applied
are bankruptcy prediction, handwriting and speech recognition, fault detection
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and bond rating (see [11] and references within). Other problems are cancer,
diabetes, or heart disease diagnosis.1

For neural networks, like any classification or approximation tool the major
issue is to get the algorithm to generalize and perform well on new, or previously
unused data. The ability to generalize is important because in practical appli-
cations the purpose is often to predict classifications or approximations for new
data. It could for example be to classify a breast cancer tumor newly detected
during a routine patient health exam.

1.2 Research Area

A reason why generalization problems occur is when the training data2 consist
of irregularities which are not representative to the entire data set. This may be
due to noisy date set, or due to the fact that the output depends on more than
the parameters that are used. One common approach to achieve an improved
generalization in ANN is by the use of the early stopping criterion and validation
data. Another potential method for increased generalization ability is pruning.
However there are no guarantees that pruning an ANN will improve the gener-
alization ability, there is only a possibility. This leaves a question of when does
pruning improve the generalization ability of artificial neural networks and by
how much is the generalization improved?

1.3 Research Focus

The focus of this thesis is, for the previously mentioned reasons, to study the
effect of pruning in artificial neural networks. The main question to be answered
is when pruning contributes to an increase of the generalization ability of the
network and also by how much the generalization increases. The thesis will
also provide an insight to which of the three pruning methods Magnitude Based
Pruning, Optimal Brain Surgeon and Optimal Brain Damage that generates the
best results on the different classification and approximation problems. Further
these results will be related to the corresponding execution time. Another very
important question is what parameter settings should be used when pruning
ANN and also if and how they correlate to each other. The parameters that
have been investigated for effects on generalization ability of neural networks
are

1. Pruning method

2. Retraining epochs

3. Maximum allowed increase of error during pruning

4. The number of hidden nodes used
1These problems are part of the benchmarks problems used in this thesis and will be further

addressed later on.
2The word training data is used to refer to the collection of data for which the input →

output mapping was designed
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5. The amount of training conducted to the original network

1.4 Research Method

In order to find which parameters that effects a network’s ability to generalize a
systematic testing and result comparison was necessary. Initially research was
conducted in order to investigate the different type of pruning methods available.
A grouping of different types of pruning algorithms were made with help of the
previous work of Russell Reed [12]. Parallel to the initial research on pruning
methods a review of potential neural network simulation tools was done. The
pruning methods and simulation tool used are presented in chapter 2.2. A third
research concerned what benchmark problems to use. This was largely done
with help of the previous work of Lutz Prechelt [9]. The benchmark problems
used are described in chapter 2.3. In order to find how parameter settings for
constructing and pruning the ANN correlated to the generalization ability of
the ANN the initial composition of parameters were based on educated guesses.
Motivation to and further explanation of the parameters used is done in chapter
3.1. The analysis of correlation was done with the help of factorial design as
described by George E.P. Box in [13].

1.5 Contributions

This work contributes foremost with a comparison of pruning in different bench-
mark problems. An attempt to answer the question of when does pruning im-
prove the generalization ability of neural networks is done by the results obtained
through empirical experiment. The question of how much pruning improves the
generalization ability is investigated by comparison of results obtained with and
without pruning, as well as with and without the use of validation data.

1.6 Thesis Outline

Chapter 2 explains the concept of artificial neural networks and the use of ANN
as a general function approximation tool, as well as the concept of pruning. The
benchmark problems used in the experiments are presented. Several limitations
are described and necessary background needed in order to understand the pa-
rameters used in the experiments are briefly covered. In chapter 3 the method
used to conduct the experiments, as well as the method used to analyze the
results are explained and motivated. In chapter 4 the results of the experiments
are presented. In chapter 5 the results are discussed in terms of how they answer
the question of improvement in generalization ability of ANN due to pruning.
In chapter 6 some conclusions are drawn based on the discussion and results of
the previous chapters. In chapter 7 some potential future work is presented as
a result of the findings as well as the limitations of this thesis. In appendix A
and B the results of the empirical investigation are illustrated as graphs.
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2 Background

The first section in this chapter explains the concept of artificial neural networks.
It also explains the specific type of artificial neural networks that is used in the
thesis, namely three layer feedforward artificial neural networks. The second
section explains the concept of pruning, followed by an account and justification
of the pruning methods used in the thesis. The third section present and justifies
the classification and approximation problems used in the thesis and the last
section account for a brief overview of the Stuttgart Neural Network Simulation
(SNNS) tool.

2.1 Artificial Neural Networks

Inspired by the ease in which humans manage to recognize objects in visual
images or words spoken in different rates, pitches and volumes scientists in the
1960’s began formulating rules to train computer based models to replicate some
of the features of our brain [1]. In this thesis these models are interchangeably
referred to as artificial neural networks (ANN), neural networks or simply net-
works.

There are several definitions to what a neural network is. Simon Haykin [14]
proposes the following:

A neural network is a massively parallel distributed processor that has
a natural propensity for storing experiential knowledge and making
it available for use. It resembles the brain in two respects:

1. Knowledge is acquired by the network through a learning pro-
cess.

2. Interneuron connection strengths known as synaptic weights are
used to store the knowledge.

As the definition suggests the key element in neural networks is experience
by learning. Knowledge is stored in synaptic weights and learning is achieved
through changing these weights. The most common learning algorithm today is
Backpropagation, but before going into training details the following two sections
will cover the most basic building block of a neural network - the neuron.

2.1.1 The Biological Neuron

The human cortex consists of approximately 10 billion neurons all working to-
gether through approximately 60 trillion connections [15]. But however complex
the structure may be the basic building blocks are comparatively simple when
looked at one at the time. Figure 1 shows Chris Kampmeiers illustration of the
biological neuron, the main components of which are dendrites, the cell body,
axons and synapses.

The dendrites (called so because of its tree like structure) are receptors,
from which the neuron receives electrical signals from other neurons. The cell
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body works as an information processor and summarizes the electrical potential
received from the dendrites. When the potential is high enough the axon is
responsible for carrying the signal away from the neuron, propagating it forwards
through connections called synapses.[16]

Figure 1: Illustration of the biological neuron (source: [17]).

2.1.2 The Artificial Neuron

The artificial neuron summarizes the input received through connections from
other neurons as seen in figure 2. Here there are m numbers of input all con-
nected to the neuron by a synaptic weight called wkj , where the first subscript
refers to the nodes as being the k:th node in a layer of several nodes (although
only one node is illustrated in the picture). The second subscript refers to the
j:th input signal as to where the signal originates. An additional weight bk
referred to as the bias is necessary in order to regulate the effect of the received
potential. The activation function ϕ(vk) is a threshold function often used to
create a nonlinear activation like the one in figure 3. A bounded, continous
activation function is also necessary in order to guarantee approximation of
arbitrary precision [19].
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Figure 3: A threshold activation function.

The output from the nonlinear neuron model is calculated as

yk = ϕ(
m∑
j=1

wkjxj) (1)

The artificial neuron described above and illustrated in figure 2 is referred to
as a node within a hidden layer - a hidden node. The hidden nodes, along with
the bounded activation function account for higher complexity in function map-
ping done by the network. Without hidden nodes and the activation function
the output becomes a linear combination of input nodes, making it impossible to
do anything more then a linear separation of input data, which in turn restricts
the use of the network to merely solving problems of linear characteristics.

The input signals in figure 2 are specified by external data. In terms of
classification or approximation they correspond to a specific set of parameter
readings. One case of classification later used as benchmark experience is the

9



-
@
@
@
@
@
@R

A
A
A
A
A
A
A
A
A
A
AAU

B
B
B
B
B
B
B
B
B
B
B
B
B
B
B
B
BBN

h -

-
@
@
@
@
@
@R

A
A
A
A
A
A
A
A
A
A
AAU

�
�
�
�
�
��

h -

-
@
@
@
@
@
@R

�
�
�
�
�
��

�
�
�
�
�
�
�
�
�
�
���

h -

-�
�
�
�
�
��

�
�
�
�
�
�
�
�
�
�
���

�
�
�
�
�
�
�
�
�
�
�
�
�
�
�
�
���

h -

Input layer Output layer

Figure 4: A two layer feedforward network.

problem of classifying breast cancer as being of ether benign or malignant type.
The input in this case are readings originating from cell descriptions gathered
by microscopic examination. The values represent clump thickness, uniformity
of cell size and shape, amount of marginal adhesion and frequency of bare nuclei
among others [9].

A third type of building block in a neural network is the output node. They
are implemented as the neuron model in figure 2, except the threshold acti-
vation function is not necessary. When dealing with classification every single
output node usually represents a specific class. To resume the breast cancer
classification example the network would need to have two output nodes, one
representing the benign and another representing the malignant type of cancer.

2.1.3 Feedforward Artificial Neural Networks

There are fundamentally three different types of architectures to use when de-
signing ANN. First the minimal, two layer feedforward network capable of simple
linear discrimination illustrated in figure 4. Secondly the three, or more, lay-
ered feedforward network capable of a more complex nonlinear discrimination
illustrated in figure 5. Thirdly the recurrent network, consisting of at least
one feedback loop [18]. Common to the first two types are that every connec-
tion is directed forward, from a previous layer to the next, never internally or
backwards, as is the case for the recurrent networks.

By preference of experience only networks with feedforward connections are
used in this thesis, wherefore recurrent networks are no further discussed. More-
over fully connected networks without shortcuts are presumed, unless otherwise
stated. The term fully connected refers to a network with connections from all
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Figure 5: A three layer feedforward network.

nodes in a previous layer being connected to every node in the following layer,
as shown in figures 4 and 5. The additional assumption of no shortcuts forbids
connections that skips intermediate layers (e.g. from the input layer directly to
the output layer).

2.1.4 Three Layered Feedforward Artificial Neural Networks

Even by the restriction of exclusive use of feedforward networks the possible
architectural designs are infinite. Due to resource limitations the empirical
experiments conducted are also restricted to two and three layered designs.
The two layered design is a minimal design but, as earlier established, a design
incapable of nonlinear classification or approximation. The three layered design
however is fully capable of solving nonlinear problems with arbitrary precision
[19, 20].

2.1.5 Learning Algorithm

In section 2.1.1 it is stated that the different biological neurons are connected
through synapses. The strength of these synapses is the biological correspon-
dence to the weights referred to in Haykins definition of a neural network in
the beginning of section 2.1, as well as in the definition of the artificial neuron
in section 2.1.2. In order to learn in an artificial neural network these weights
have to be changed in a proper manner. There are different types of learning,
the first of which distincts between supervised and unsupervised learning. The
type of learning to perform is not a choice of preference but rather a distinction
between two different problems. For supervised learning there exist a collection
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of data with correct input → output mappings (e.g. readings collected from
real life experiments). For unsupervised learning the desired output given a
certain input is yet to be discovered. Typical problem for unsupervised learning
are blind source separation, clustering or automatic target recognition, while
typical problems for supervised learning are classification and approximation.
Therefore unsupervised learning is not included in the scope of this thesis and
from here on learning refers to supervised learning.

Widrow and Hoff proposed a learning algorithm in the early 60’s based on
the minimization of the sum of squared errors (SSE) in the network output.
This technique was later evolved and widely spread through backpropagation
training algorithm [1]. Backpropagation uses the derivative of the output error
to change the weights in a counteractive manner, thereby minimizing the sum
of squared errors (SSE) of the network output. The mathematical procedure is
somewhat involved and will not be covered in this thesis. For full coverage on
the backpropagation algorithm see [21].

Training can be done ether in an online fashion, meaning that the network
updates its weights to real-time readings, or in an offline fashion, where all the
readings are already collected. In this thesis all data is present before training,
why an offline training is used.

The equation for calculating the SSE is given as

SSE =
1
2

N∑
n=1

∑
k

(dnk − ynk )2 (2)

where dnk is the desired, or correct output and ynk is the actual output given by
the equation (1). The suffix k refers to the output node in question, n refers to
the specific training sample and N is the total amount of training samples.

As can be seen in equation (2) the SSE grows if the number of training
samples is large. To normalize for better comparison the mean sum of squared
errors (MSE) is used. The equation for the MSE is given by

MSE =
SSE

N
(3)

where N is the total amount of training samples (i.e. the number of readings
in the training data set).

Training the network is done iteratively by first calculating the error by
equation (2) or (3), then updating the weights in the opposite direction to the
derivative of the error (i.e. counteracting the error). One update in this fashion
is called one training epoch and by repeating this procedure it is possible to
gradually improve the performance of the network, or in other words - to train
the network.

2.1.6 Training, Validating And Testing The Network

When training a network in a supervised manner a data set of desired input→
output mapping is necessary. This data set is referred to as training data. In
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Figure 6: The figure shows the MSE during training for the cancer classification
problem. The x-axis is number of training epochs and the y-axis is MSE. The lower
curve is the MSE on training data and the upper curve is the MSE on validation data.

order to confirm the generalization ability after training another set of data
is necessary, referred to as test data. The performance of a neural network
trained on training data then evaluated on test data is a messaurement of the
generalization ability of the network.

If the training data contains irregularities not representative to the entire
data set and the network is larger than necessary it is possible and even likely
that the network will adapt to these irregularities during training. This is
commonly known as overfitting. Le Cun compares this with regular curve fitting,
such as polynomial, where lots of parameters compared to number of points will
closely model the training data but is unlikely to accurately represent test data
[22]. These irregularities may be due to noise during collection of data, or it
may be due to the fact that the parameters used are not enough or not explicit
for the classification or approximation at hand.

A well known technique to avoid overfitting when traning a neural network
is to use a third set of data called validation data (typically 25% of the data set).
During training the performance of the network is evaluated on the validation
data. When the performance on the validation data begin to decay the training
is stopped in order avoid adaptation to irregularities in the training data. Figure
6 shows the error curves of both training and validation data during training
of a network. In the beginning both training and validation error decreases as
learning progresses, but after 500 epochs the validation data set error increases
while the training data set error continues to decrease. This is where the net-
work begins to adapt to irregularities of the training data. To avoid overfitting
training is aborted at this stage, a technique called the early stop criterion.
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2.2 Pruning Artificial Neural Networks

Another way to avoid overfitting is to reduce the complexity of the network by
pruning. The main focus of this thesis is to investigate the effect of pruning
with respect to any improvements obtained in the network’s ability to gener-
alize. The amount of connections used has been proven to be closely related
to the Vapnik-Chervonenkis (VC) dimension, which can be used as a measure-
ment of complexity [23]. Therefore the strategy is to systematically reduce the
complexity of the network by reducing the number of connections.

2.2.1 The Benefit Of Pruning

A general problem when learning with backpropagation is getting stuck in sub-
optimal solution. This is especially true when the architectural structure is
designed with optimal complexity (i.e. with just enough hidden nodes and
connections to solve the problem at hand). Rumelhart et al discovered this
phenomena in 1986 [21]. However they also found that getting stuck in subop-
timal solutions could be avoided by using more connections, or a more complex
architecture than necessary.

The drawback of this technique is that an over-dimensioned neural network
is more likely to adapt to irregularities present in the training data, much like
the illustration of training versus validation error in figure 6. It may be able
to implement several solutions consistent with training data, but is unlikely
to be consistent with the actual problem [24]. In other words the beneficial
properties, as to reaching the optimal solution, by using a complex network
structure is counteracted by the potential loss of generalization ability of the
network. Pruning ANN and thereby reducing the complexity of the network is
therefore predicted to be able to improve the generalization of a neural network.
The strategy is to combine the initially large and complex network structure to
avoid suboptimal solutions, with the reduced complexity gained by pruning, to
avoid overfitting.

2.2.2 Pruning Techniques

There exists a great number of different techniques for pruning artificial neural
networks. The two main strategies are to either train the network in an ordinary
fashion and then to remove weights or nodes with the least effect to the SSE,
or otherwise to reward efficient solutions during training and thereby driving
unnecessary weights to zero [12].

The first of these methods is called penalty-term method and it is based upon
an additional extra term to the learning algorithm specially designed to drive
insignificant weights to zero during training. None of the pruning algorithms
in this thesis however is based upon penalty-term methods and it will not be
deeper investigated.

The second of the two strategies is called sensitivity method. Sensitivity
methods try to estimate the effect of the removal of a node or connection to the
SSE of the network. If the effect is small the node or connection is said to have
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low saliency and it is thought of as a good candidate for removal. By removing
nodes or connections with low saliency the size of the network is minimized while
incurring the least possible decrease of network performance (when evaluated
on training data).

A standard algorithm for removing weights of low saliency is Magnitude
Based Pruning(MAG). It is often used for comparison when pruning artificial
neural networks [3, 4, 25–27].

Another popular method for pruning is Optimal Brain Damage (OBD). The
method was first developed and tested on recognition of handwritten digits and
was published in 1990 by LeCun et al. [3]. The method has since been used
as an algorithm of performance comparison for several new pruning algorithms
[25, 28, 29].

A third pruning method derived from OBD is Optimal Brain Surgeon (OBS).
It was published in 1993 as an improved version of OBD [4]. It is one of the
most popular pruning method and is often used as performance comparison for
new pruning algorithms [25, 29–34].

2.2.3 Magnitude Based Pruning (MAG)

Magnitude based pruning is the most straightforward algorithm. It computes
the saliency of each weight by taking the absolute size of the weight. For each
iteration it simply removes the weight with the smallest size [35].

2.2.4 Optimal Brain Damage (OBD)

The Optimal Brain Damage algorithm is somewhat more complex than the
MAG-algorithm. The main idea is to use a local model of the error function
and analytically predict the effect of a small change to the weight parameters.
The error function E is approximated by a Taylor series. A change δw to the
weight parameter vector will have the effect δE as given by

δE =
∑
i

∂E

∂wi
· δwi +

1
2

∑
i

hii · δw2
i +

1
2

∑
i6=j

hij · δwi · δwj +O(‖δw3‖) (4)

were δwi are the components of δw and hij are the elements of the Hessian
matrix H of E with respect to w as given by

hij =
∂2E

∂wi∂wj
(5)

In other words the Hessian matrix contains all the information of the second
order derivatives. Calculating the full Hessian matrix can be computationally
costly. In order to simplify the calculations the Hessian matrix is assumed
to be diagonal dominant, discarding the third term of the right hand side of
equation (4). This assumption is equivalent to approximating the effect caused
by deleting several weight parameters to the sum of effects caused by deleting
each weight parameter individually. Further more the network is assumed to
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be in a local minimum, making the first term neglectable. Finally the error
function E is assumed to be nearly quadratic, neglecting the forth term. These
assumptions simplifies the equation to

δE =
1
2

∑
i

hii · δw2
i (6)

The saliency sk of a weight wk is then calculated as

sk =
1
2
hkk · w2

k (7)

Notice that δwk = wk as the saliency sk is based upon the removal of the
entire weight wk. With this approximation pruning can now be done simply by
removing weights with low saliency.

The procedure of actually calculating the diagonals of the Hessian matrix
can be found in the publication on the Optimal Brain Damage procedure in
reference [3].

The procedure of OBD is described as following by LeCun et al. [3]

1. Choose a reasonable network architecture

2. Train the network until a reasonable solution is obtained

3. Compute the second derivatives hkk for each parameter

4. Compute the saliencies for each parameter: sk = hkk for each parameter

5. Sort the parameters by saliency and delete some low-saliency parameters

6. Iterate to step 2

One iteration of this procedure is called one retraining epoch.

2.2.5 Optimal Brain Surgeon (OBS)

Optimal Brain Surgeon is based upon the same approximation model as used for
OBD (i.e. a Taylor series approximation of the change in error cased by a change
to the weight parameters) with one difference, in OBS the effect contributed by
the second order derivatives is not split in two, but kept as one term. The
change in error δE caused by a change in weight parameters δw is therefore
given by

δE =
∑
i

∂E

∂wi
· δwi +

1
2

∑
i,j

hij · δwi · δwj +O(‖δW 3‖) (8)

were δwi are the components of δW and hij are the elements of the Hessian
matrix H of E with respect to w as given by equation (5). By the same
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assumptions of local minima and neglection of higher order terms as in section
2.2.4 the equation is reduced to

δE =
1
2

∑
i,j

hij · δwi · δwj (9)

If written as matrix operation equation (9) results in

δE =
1
2
δwT ·H · δw (10)

where the superscript T denotes a vector transpose.
By comparing equation (9) to (6) it is clear that OBS unlike OBD does not

assume a diagonal dominant Hessian matrix, which makes it more accurate but
also more computational demanding. This is however not the only difference
between OBS and OBD. OBS also updates the remaining weights to minimize
the change in error. This is to compare with OBD:s strategy of retraining the
network after pruning.

In order to accomplish this update of the remaining wights OBS tries to
solve the optimization of minimizing the change in error δE due to change in
weight parameters δw under the restriction of exactly one weight wq being set
to zero (i.e. one weight being pruned). This is written as

Minq(Minδw(
1
2

δwT ·H · δw)) such that δw + wq = 0 (11)

By forming a Lagrangian from equation (8) and the right hand restriction in
(11), and employing the constraints of equation (11) it is possible to find the
optimal weight change δw and the resulting change in error L as a result of
deleting weight wq.3

The procedure of pruning with OBS is described by Hassibi et al. [4] as
following:

1. Train a “reasonably large” network to minimum error.

2. Compute H−1

3. Find the q that gives the smallest L. If this candidate error increase is
much smaller than E, then weight qth should be deleted, and we proceed
to step 4; otherwise go to step 5.

4. Use the q from step 3 to update all weights. Go to step 2.

5. No more weights can be deleted without large increase in E. (At this point
it may be desirable to retrain the network.)

3the exact procedure of doing this is left out in this thesis. For a more detailed description
see [4]
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2.3 Benchmark Problems

In order to evaluate the effects of pruning, in terms of influence to generalization
ability of neural networks, a set of benchmark problems has been used. The
benchmark problems come from the Proben1 repository. Throughout this thesis
the first of the three permutations of data available in Proben1 are used. A full
documentation of Proben1 can be found in [9]. It consists of ten classification
and two approximation problems4 and all except the mushroom problem are
real world problems. The name and specifications of these are summarized
in table 1. The following is a short explanation of the different benchmark

Name Input Output Samples Type
Building 14 3 4208 Approximation
Cancer 9 2 699 Classification
Card 51 2 690 Classification
Diabetes 8 2 768 Classification
Flare 24 3 1066 Approximation
Gene 120 3 3175 Classification
Glass 9 6 214 Classification
Heart 35 2 920 Classification
Horse 58 3 364 Classification
Mushroom 124 2 8124 Classification
Soybean 35 19 683 Classification
Thyroid 21 3 7200 Classification

Table 1: The table shows the name of every problem followed by number of input
units, number of output units, total amount of data samples and type of problem.

problems used. The descriptions contains some unexplained terms originating
from the problem domain, however a full understanding of the domain is not
necessary for the purpose of this thesis. The problem explanation is based on
the information available in [9] and is repeated here to give some insight to
possible neural network applications.

Building contains readings of energy consumptions in buildings. The task is
to predict consumption of electrical energy, hot water and cold water. The infor-
mation available is date, time of day, outside temperature, outside air humidity,
solar radiation and wind speed.

Cancer contains diagnosis of breast cancer. The task is to classify a tumor
as being either benign or malignant. The information available is based on cell
descriptions gathered by microscopic examination. The attributes are clump
thickness, uniformity of cell size and cell shape, the amount of marginal adhesion
and the frequency of bare nuclei among others.

Card contains samples of credit card approval, or rejections. The task is to
4The Heart problem is actually available as both a classification and approximation problem

and in different versions, however only the one referred to as heart in Proben1 is used in this
thesis.
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predict (classify) if a bank will approve credit card to a customer or not. The
information used is unexplained for confidentiality reasons.

Diabetes contains diagnosis of diabetes. The task is to classify an individual
as being diabetes positive or negative. The information available is based on
personal information an medical examinations such as age, number of times
pregnant, blood pressure, body mass index and the result of glucose tolerance
test among others.

Flare contains readings of solar flares. The task is to approximate the num-
ber of solar flares of small, medium and large size during a period of 24 hours in
a fixed active region of the suns surface. The information available is previous
activity and the type and history of the active region.

Gene contains readings from DNA sequence elements (nucleotides). The task
is to classify the middle nucleotide as either an intron/exon boundary (a donor),
or an exon/intron boundary (an acceptor), or none of these. The information
available is a window of 60 nucleotides along with a set of four valued nominal
attributes for each nucleotide.

Glass contains chemical analysis of glass splinters along with refractive index
of the glass. The task is to classify the glass sample as being float processed or
non float processed building windows, vehicle windows, containers, tableware or
head lamps. The information available is the refractive index and the percent
content of eight different elements retrieved from the chemical analysis. The
motive is forensic needs in criminal investigations.

Heart contains diagnosis on heart disease. The task is to classify whether at
least one out of four major vessels is reduced by more than 50% in a patient. The
information available is based on personal data and medical examinations like
age, sex, smoking habits, subjective patient pain descriptions, blood pressure
and electro cardiogram results among others.

Horse contains the fate of horses with colic. The task is to predict if they will
survive, die or be euthanized. The information available comes from veterinary
examination.

Mushroom contains distinctions between edible and poisonous mushrooms.
The task is to classify a mushroom as being one of the two. The information
available is hypothetical observations based on descriptions of species in a book
(and is therefore the only non-real world problem).

Soybean contains observations of soybean diseases. The task is to classify the
type of disease. The information available is based on a description of the bean
and the plant, such as normal or non-normal size and color, the size of spots
on the leafs, weather this spots have a halo, weather plant growth is normal or
roots are rooted. It also contain information of the history of the plant, such as
whether changes in crop occurred in reason years and how the temperature of
the environment has been.

Thyroid contains diagnosis of a patients thyroid function. The task is to clas-
sify a patients thyroid function as being over function, normal function or under
function. The information available is based on patient query and examination
data.
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2.4 Stuttgart Neural Network Simulator

Stuttgart Neural Network Simulator (SNNS) is a simulator for neural networks
developed at the University of Stuttgart. It is implemented completely in ANSI-
C and it is distributed as ’Free Software’ in the sense that the source code is
free to modify for own use. For technical references concerning SNNS see [35].

3 Method

Earlier in the Background chapter several specifications were made about the
type of networks that would be used during the empirical investigations (i.e. the
use of a two to three layered, fully connected, feed forward neural networks).
Other decisions specified the training and pruning algorithms to be used (i.e.
Backpropagation and OBS, MAG and OBD). This chapter explains the remain-
ing parameters, how they will be alternated and for what values.

3.1 Investigation Strategy

The empirical experiments in this thesis attempts to investigate the possibility
of increasing the generalization ability of neural networks by pruning. In order
to find major trends and promising directions a large surface of available pa-
rameters was investigated. Among these available parameters is the benchmark
problem and in order to answer the question when does pruning improve the
generalization ability of neural networks a relatively large amount of different
problems was investigated (i.e. twelve distinct problems).

Apart from benchmark problems the different types of pruning algorithms
are also predetermined and as earlier stated there are three types of pruning
algorithms used, namely OBS, MAG and OBD. However the rest of the param-
eters, along with corresponding values are yet to be established. Initially several
investigations were made to find promising parameter values for investigation.
This was later followed by systematic simulations in a two level factorial design.

The next section describes the two level factorial design process in general
while section 3.2 addresses the specific parameters used in this thesis. More-
over the potential limitation and need for a more thorough investigation of the
parameters is discuss as future work in chapter 7.

3.1.1 Two Level Factorial Design

A two level factorial design is used to scan the surface of a large number of
parameters as well as for a wide range of parameter values. The purpose is to
find trends in the relationship between parameter and system performance that
indicates the direction of further experimentation. As a result of the two level
factorial design it is possible to investigate the interaction between parameters.
Since the performance of neural networks and specifically any additional gen-
eralization ability due to pruning of neural networks is potentially depending
on the parameter settings it is obviously interesting to find out how changes in
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parameters affects the generalization ability. In other words it is desirable to
find the relationship between parameter and performance.

A two level factorial design presumes two values of every parameter. The
values are typically denoted + and − and refer to one high and one low value
for each parameter. The number of experiments needed in order to test every
possible composition of high and low parameter settings is determined by 2m,
were m is the number of parameters. A full test set of three parameters thus
demands 23 = 8 experimental runs, as seen in table 2.

experimental run P1 P2 P3 result
1 − − − y1
2 + − − y2
3 − + − y3
4 + + − y4
5 − − + y5
6 + − + y6
7 − + + y7
8 + + + y8

Table 2: The table shows how to conduct the experiments of a two factorial design on
a three parameter problem. ’−’ denotes a low value of a parameter and ’+’ denotes a
high value. Experiments are performed on every combination of high and low values to
the three parameters. The result of the experimental run is labeled yi, with i denoting
experimental run.

3.1.2 Calculation Of Main Effect

The main effect of a parameter is calculated as the average individual effect on
the result given by the equation

Pmain =
2
N

(y+ − y−) (12)

where Pmain is the main effect, N is the number of experimental runs in total,
y+ is the sum of all results generated with a high parameter value and y− is the
sum of all results generated with a low parameter value. For instance the main
effect of P1, P2 and P3 as given in table 2 are respectively calculated as

P1main =
1
4

(y2 + y4 + y6 + y8 − y1 − y3 − y5 − y7) (13)

P2main =
1
4

(y3 + y4 + y7 + y8 − y1 − y2 − y5 − y6) (14)

P3main =
1
4

(y5 + y6 + y7 + y8 − y1 − y2 − y3 − y4) (15)
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3.1.3 Calculation Of Interaction Effects

The reason for using factorial design is to investigate the interaction of parame-
ters. The interaction between two parameters is called a two-factor interaction
and is calculated as the average difference between the results of concurrent and
non concurrent values of two parameters.

The two-factor interaction between two parameters Pa and Pb is written as
Pa× Pb and is calculated as

Pa× Pb =
2
N

(y++ + y−−)− (y+− + y−+) (16)

where N is the number of experimental runs in total. y++ and y−− is the sum of
all results generated from congregating high respectively low Pa and Pb values.
y+− and y−+ is the sum of all results generated from non congregating high Pa,
low Pb respectively low Pa, high Pb parameter values. The interaction effects
for P1, P2 and P3 as given in table 2 are calculated as

P1× P2 =
1
4

(y1 + y4 + y5 + y8 − y2 − y3 − y6 − y7) (17)

P1× P3 =
1
4

(y1 + y3 + y6 + y8 − y2 − y4 − y5 − y7) (18)

P2× P3 =
1
4

(y1 + y2 + y7 + y8 − y3 − y4 − y5 − y6) (19)

The interaction effects are symmetric in all parameters [36]. This means that
the interaction effect Pa × Pb is equal to the interaction effect Pb × Pa. This
is also true for an arbitrary number of parameters. The three-factor interaction
between three parameters Pa, Pb and Pc is written Pa×Pb×Pc and calculated
by the average difference between the results of Pa×Pb for a high Pc value and
Pa×Pb for a low Pc value. In order to determine three-factor interaction a table
of contrast coefficients is applied, where the signs of the interaction is reveled
through multiplying the signs of the respective variables. For the parameter
values and results in table 2 the contrast coefficients are calculated according
to table 3. By this the main effect of P1 is calculated as

P1 =
1
4

(−y1 + y2 − y3 + y4 − y5 + y6 − y7 + y8) (20)

and the interaction effect of P1 × P2 is

P1× P2 =
1
4

(+y1 − y2 − y3 + y4 + y5 − y6 − y7 + y8) (21)

Note that equation (20) and (21) are the same as in equation (13) and (17).
The interaction effect of P1, P2 and P3 is given by the table of contrast as

P1× P2× P3 =
1
4

(−y1 + y2 + y3 − y4 + y5 − y6 − y7 + y8) (22)

This technique of calculating interaction effects are applicable to any 2k factorial
design [37].
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mean P1 P2 P3 P1 × P2 P1 × P3 P2 × P3 P1 × P2 × P3 result
+ − − − + + + − y1
+ + − − − − + + y2
+ − + − − + − + y3
+ + + − + − − − y4
+ − − + + − − + y5
+ + − + − + − − y6
+ − + + − − + − y7
+ + + + + + + + y8
8 4 4 4 4 4 4 4

Table 3: A sign table showing how to calculate mean, main and interaction effects.
The last row shows which divisor to use.

3.2 Research Process

This chapter describes the parameters used, why they are used and for which
values they have been tested.

3.2.1 Deciding Parameters

Prior to the empirical experiments it must first be decided what parameters to
conduct the experiments on, as well as for what values the parameters should
be tested. One preliminary distinction is between qualitative and quantitative
parameters.

The three qualitative parameters used are benchmark problem, pruning method
and the use of validation data. The different benchmark problems are reviewed
in section 2.3 and the choice of pruning algorithms are discussed in section 2.2.2.
The pruning algorithms are justified as being one basic method (MAG) and two
popular methods (OBD and OBS). However the decision to use the three prun-
ing methods was also based upon the fact that they were already implemented
in the SNNS simulation tool.

The value of the third qualitative parameter, the use of validation data, is
simply true or false, true if validation data and the early stop criterion is used
and false otherwise. For explanation of validation data and early stop criterion
see section 2.1.6.

The choice of quantitative parameters are number of hidden nodes, number
of training epochs, number of retrain epochs and the maximum error increase
allowed. The number of hidden nodes are five and ten for all benchmark prob-
lems except the mushroom problem which are zero and two. This is because
the mushroom problem is extremely easy so solve and a network of five or ten
hidden nodes would be oversized.

The number of training epochs is in fact not the total amount of training
epochs but the number of training epochs allowed with non decreasing MSE
(or more precisely an MSE which does not improve by more than 0.1%). This
maximum of non improving training epochs is set to 150 and 200. The number
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of retrain epochs are 100 and 200 and the maximum error increase allowed are
5% and 10%.

The set of parameters used is not exhaustive and it is therefore possible
that additional variables will influence the network’s ability to generalize. For
example activation function, training algorithm or number of hidden layers may
influence the networks generalization performance, although changes to these
parameters are not investigated here.

The activation function used throughout the experiments is the logistic func-
tion given by

ϕ(x) =
1

1 + e−x
(23)

and the training algorithm used is backpropagation, while the number of hidden
layers is limited to one, or zero (further justified in section 2.1.4).

To summarize the parameters investigated during the empirical experiments
are

Benchmark problem: the classification or approximation problem from
which the current collection of readings originate.
Parameter values are: [building, cancer, card, diabetes, flare, gene, glass,
heart, horse, mushroom, soybean, thyroid]

Pruning method: the algorithm for pruning the ANN.
Parameter values are: [OBS, OBD, MAG]

Hidden nodes: the number of nodes in the hidden layer.
Parameter values are: [5, 10] (or [0, 2] for the mushroom problem).

Validation data: whether validation data is used to apply the early stop-
ping criterion.
Parameter values are: [true, false]

Training epochs: the number of epochs with non decreasing MSE for which
training optimum is said to be reached. (The MSE is ether evaluated on
training or validation data depending on the previous parameter).
Parameter values are: [150, 200]

Retrain epochs: the maximum number of epochs for which the network is
allowed to retrain after pruning.
Parameter values are: [100, 200]

Error increase: the maximum allowed increase (in percent) of error to
MSE due to pruning.
Parameter values are: [5, 10]

The quantitative parameter values, along with validation, are alternated low
and high according to the two level factorial design i section 3.1.1. Table 4
illustrates the different parameter values. Validation data is considered to have
the low value false and high value true.
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simulation Mean Hidden Validation Training Retrain Error Gen.
run nodes data Epochs Epochs Inc. Error
1 + − − − − − y1
2 + − − − − + y2
3 + − − − + − y3
4 + − − − + + y4
5 + − − + − − y5
6 + − − + − + y6
7 + − − + + − y7
8 + − − + + + y8
9 + − + − − − y9
10 + − + − − + y10
11 + − + − + − y11
12 + − + − + + y12
13 + − + + − − y13
14 + − + + − + y14
15 + − + + + − y15
16 + − − + + + y16
17 + + − − − − y17
18 + + − − − + y18
19 + + − − + − y19
20 + + − − + + y20
21 + + − + − − y21
22 + + − + − + y22
23 + + − + + − y23
24 + + − + + + y24
25 + + + − − − y25
26 + + + − − + y26
27 + + + − + − y27
28 + + + − + + y28
29 + + + + − − y29
30 + + + + − + y30
31 + + + + + − y31
32 + + + + + + y32
divisor 32 16 16 16 16 16

Table 4: A two level sign table for parameters used in the thesis.
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This two level factorial design is then used with all three pruning techniques,
giving a total number of simulations of 96 for each data sample. In order to
calculate standard error two simulations with different (randomly generated)
initial connection weights was conducted and the generalization error used is
the mean value of the two simulations.

3.3 Standard Deviation And Standard Error

This section describes the statistical terms of standard deviation and standard
error of the mean which are later used in chapter 4.

3.3.1 Standard Deviation

The standard deviation is used to refer to the expected amount of variation be-
tween a single measurement and the mean. The standard deviation is calculated
as

SD =
N∑
i=1

√
(xi − x)2

N
(24)

where xi is the i:th measure, x is the population mean and N is the total
population size.

3.3.2 Standard Error Of The Mean

The standard error of the mean is a measure of the expected variation be-
tween the calculated average from several measurements and the true mean. It
therefore estimates the standard deviation of the population mean based on the
sample mean and is calculated as the standard deviation divided by the square
root of the sample size [38]. It is calculated as

SEM =
SD√
n

(25)

where SD is standard deviation and n is the sample size.
In the following chapter each simulation was run twice with the same pa-

rameter settings, but with different initial weights. Therefore the sample size n
is 2.

4 Results

This chapter presents the results obtained in the simulation. The First section
account for the improved generalization, both mean and best results obtained.
The second section account for the CPU utilization

4.1 Generalization

This chapter present the best, followed by the mean results in terms of general-
ization error.
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MSE Before After Absolute Relative Pruning
pruning pruning improve improve algorithm

Problem MSE SD MSE SD MSE (%)
Building 0.008 0.000 0.008 0.000 0.000 0.0 OBD
Cancer 0.020 0.000 0.022 0.001 -0.002 -10.2 MAG
Card 0.231 0.003 0.227 0.007 0.004 1.5 OBS
Diabetes 0.317 0.003 0.317 0.000 0.000 0.0 OBS
Flare 0.016 0.000 0.016 0.000 0.000 -0.2 MAG
Glass 0.541 0.005 0.529 0.007 0.012 2.3 MAG
Heart 0.316 0.014 0.317 0.003 -0.001 -0.3 OBD
Horse 0.454 0.014 0.454 0.008 0.002 0.5 MAG
Gene 0.275 0.052 0.267 0.057 0.008 2.8 MAG
Mushroom 0.000 0.000 0.000 0.000 0.000 NaN OBD
Soybean 0.154 0.031 0.150 0.033 0.004 2.5 MAG
Thyroid 0.093 0.001 0.093 0.002 0.000 -0.2 OBD

Table 5: Lowest MSE. The values before pruning and after pruning are the lowest
MSE values measured among the simulation results generated for test data. The ab-
solute improvement is the difference between the generalization error before and after
pruning, with a positive result corresponding to a generalization improvement as a re-
sult of pruning. The relative improvement is the absolute improvement divided by the
MSE before pruning. Pruning algorithm is the algorithm used when generating the
lowest generalization error. On the four last problems OBS was never used.

4.1.1 Best Results

Table 5 shows the best MSE results in terms of lowest encountered MSE on test
data. It contains both the overall best generalization error encountered before
pruning as well as after pruning.

Table 6 shows the best classification results in terms of lowest classification
error encountered on test data. As for the MSE results the classification contains
both before and after pruning values.

Classification error differs from MSE in such that the output from the net-
work is rounded of to be either zero or one before it is compared to the correct
classification.

Because pruning took an exceptionally long time to perform for the gene,
mushroom, soybean and thyroid problems no simulation on OBS pruning was
conducted on those problems. Appendix A contains a full graphical view of
MSE before versus after pruning for all parameter settings, for all problems.

Appendix B contains a full graphical view of classification error before versus
after pruning for all parameter settings, for all classification problems.

One of the factors that contributes to different experimental conclusions in
different research is the point of reference used. As stated in [3] it is impor-
tant not to use a ’foolish’ network to create large improvements, therefor the
performance of the networks generated without pruning has been compared to
the experimental results obtained by Prechelt for the Proben1 benchmark prob-
lems in [9]. Because Prechelt does not use the MSE as an error function an
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Class Before After Absolute Relative Pruning
pruning pruning improve improve algorithm

Problem Class SD Class SD Class (%)
Cancer 1.4 0.4 1.1 0.0 0.3 20.0 MAG
Card 14.5 0.4 13.7 0.4 0.9 6.0 MAG
Diabetes 21.4 1.5 20.8 1.5 0.5 2.4 OBD
Glass 30.2 0.0 30.2 0.0 0.0 0.0 OBD
Heart 18.3 0.3 18.5 0.3 -0.2 -1.2 MAG
Horse 27.5 3.1 26.9 1.6 0.5 2.0 MAG
Gene 15.5 2.9 15.3 2.9 0.2 1.2 MAG
Mushroom 0.0 0.0 0.0 0.0 0.0 NaN -
Soybean * * * * * * *
Thyroid 5.7 0.1 5.7 0.1 0.0 0.0 OBD

Table 6: Lowest classification error. The values are the same as in table 5, except
before and after pruning values are classification error and gives the amount of wrong-
fully classified samples in percentage. Technical problems distorted the calculation of
Soybean classification error and it is therefore left out.

Problem Before Proben1
pruning comparison

Cancer 1.4 1.149
Card 14.5 13.37
Diabetes 21.4 25.00
Gene 15.5 13.37
Glass 30.2 32.08
Heart 18.3 20.00
Horse 27.5 26.37
Mushroom 0.0 0
Soybean * 8.824
Thyroid 5.7 2.000

Table 7: Comparison between initial network classification error and classification
error obtained in [9].
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Before After Absolute Relative
pruning pruning improve improve

Problem MSE SD MSE SD MSE (%)
Building 0.011 0.003 0.012 0.004 -0.001 -9.7
Cancer 0.022 0.002 0.028 0.003 -0.006 -25.5
Card 0.242 0.008 0.243 0.010 -0.002 -0.7
Diabetes 0.327 0.007 0.340 0.017 -0.014 -4.2
Flare 0.016 0.000 0.017 0.000 -0.001 -3.7
Gene 0.317 0.033 0.317 0.034 0.001 0.2
Glass 0.551 0.006 0.566 0.017 -0.015 -2.7
Heart 0.328 0.008 0.332 0.010 -0.004 -1.2
Horse 0.495 0.043 0.500 0.043 -0.004 -0.9
Mushroom 0.000 0.000 0.000 0.000 0.000 -6.7
Soybean 0.225 0.086 0.229 0.090 -0.003 -1.5
Thyroid 0.100 0.005 0.103 0.006 -0.003 -3.0

Table 8: Mean MSE. The values are the same as in table 5, except they are calculated
for mean values instead of best generalization.

error comparison would not be straightforward, however the measure of classi-
fication error is the same and is therefore used as point of reference. As can
be seen in table 7 the performance of the reference networks in this thesis is
within reasonable acceptance when comparing to the performance documented
by Prechelt.

One difference in determining the best results should however be mentioned.
Unlike in this thesis Prechelt did not use the performance on test data to de-
termine the best result. Instead he used the performance on validation data.

4.1.2 Mean Results

Table 8 shows the mean MSE on test data for all parameter values and for each
problem. It contains both the before and after pruning error values. Table 9
shows the mean classification results on test data. As for the MSE results the
classification contains both before and after pruning values.

4.2 CPU Utilization

This section compares the CPU utilization of the benchmark problems and of
the pruning methods.

Table 10 contains the mean amount of CPU cycles consumed during pruning.
One second of pruning demands approximately 106 CPU cycles. Therefore the
mean time for pruning (in seconds) can be directly read as the column values
without the magnification of 106. Because of previously explained reasons OBS
is not performed on the gene, mushroom, soybean or thyroid problems.
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Before After Absolute Relative
pruning pruning improve improve

Problem MSE SD MSE SD MSE (%)
Cancer 1.7 0.1 1.6 0.2 0.072 4.3
Card 15.2 0.5 15.0 0.9 0.212 1.4
Diabetes 23.0 1.5 24.7 2.0 -1.611 -7.0
Gene 17.8 1.8 17.9 1.9 -0.027 -0.2
Glass 33.3 2.2 37.0 4.5 -3.754 -11.3
Heart 20.0 0.8 20.2 1.0 -0.181 -0.9
Horse 29.6 2.1 30.3 2.1 -0.686 -2.3
Mushroom 0.0 0.0 0.0 0.0 0.000 NaN
Soybean * * * * * *
Thyroid 5.9 0.2 6.0 0.2 -0.135 -2.3

Table 9: Mean classification error. The values are the same as in table 6, except
they are calculated for mean values instead of lowest classification.Technical problems
distorted the calculation of Soybean classification error and it is therefore left out.

OBS MAG OBD
Problem ·106 SD ·106 SD ·106 SD
Building 129.5 96.8 33.8 26.0 3.4 3.4
Cancer 12.7 8.5 9.0 6.2 3.6 2.3
Card 54.8 37.0 19.1 12.8 5.6 5.4
Diabetes 11.7 8.1 9.2 7.0 2.4 1.8
Flare 101.7 69.9 51.1 35.5 32.3 22.8
Glass 8.8 5.9 4.0 2.8 1.5 0.9
Heart 105.0 72.1 30.9 21.4 8.9 11.3
Horse 164.4 122.8 22.1 15.9 2.0 1.9
Average 73.1 52.6 21.9 15.9 7.0 6.2
Gene 219.4 138.9 219.4 8.1
Mushroom 107.6 49.4 107.6 77.3
Soybean 167.3 102.5 167.3 0.6
Thyroid 205.2 144.5 205.2 54.6

Table 10: CPU utilization. The CPU cycles column contain the mean amount of
CPU cycles spent pruning for each problem followed by the standard deviation. The
four last problems was not run with OBS because it took to long.
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4.3 Effect Of Parameters

In this section the three largest effects obtained are described. Table 11 contains
the abbreviation used. Table 12 shows the three largest effects obtained from
pruning with the OBS algorithm. Table 13 contains the three largest effects
obtained from MAG-pruning and table 14 contains the three largest effects
obtained from OBD-pruning. For easier comparison the magnitude of the effects
are listed as percent of mean error. Because of previously explained reasons OBS
is not performed on the gene, mushroom, soybean or thyroid problems.

Effect Parameter
P1 Error Increase
P2 Retrain Epochs
P3 Optimum Reached
P4 Early Stopping
P5 Hidden nodes

Table 11: An account of the effect abbreviation used.

OBS Mean Largest Inter- Second Inter- Third Inter- SE
effect action effect action effect action

Problem MSE (%) (%) (%) (%)
Building 0.0109 47.99 P4 3.14 P5 2.80 P4×P5 2.01
Cancer 0.0278 16.58 P4 12.02 P1 -5.33 P3 2.31
Card 0.2426 5.84 P5 3.73 P4 1.77 P4×P5 1.78
Diabetes 0.3370 8.17 P4 4.27 P4×P5 2.44 P5 0.71
Flare 0.0170 4.19 P1 -2.02 P4×P5 0.93 P5 0.60
Glass 0.5638 3.08 P4 2.28 P1 -2.09 P3 0.83
Heart 0.3355 -4.64 P3×P5 -3.56 P4×P5 3.05 P4×P5 2.48
Horse 0.5035 -11.00 P5 -10.32 P4 8.86 P4×P5 2.80

Table 12: Interaction effects OBS. The table shows which main or interaction effect
are the three most dominant for each problem 5. Mean is for comparison and is the
mean MSE obtained on test data. The largest, second largest and third largest effect for
each problem are calculated according to section 3.1.2 and 3.1.3, with respect to MSE
(i.e. yi = MSE) and then converted to percent of mean. The interaction columns
shows which parameters generated the main or interaction effects and the SE column
gives the standard error.
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MAG Mean Largest Inter- Second Inter- Third Inter- SE
effect action effect action effect action

Problem MSE (%) (%) (%) (%)
Building 0.0132 32.27 P4×P5 28.51 P1 -27.44 P1×P4 11.44
Cancer 0.0279 17.55 P4 11.67 P1 -6.78 P4×P5 2.94
Card 0.2465 7.31 P5 3.66 P4 3.34 P4×P5 0.82
Diabetes 0.3496 3.29 P1 2.62 P4 -2.52 P5 0.81
Flare 0.0168 3.60 P1 -1.19 P1×P3 -1.11 P3×P4 0.95
Gene 0.3158 -15.86 P4×P5 15.73 P4 -2.24 P5 3.12
Glass 0.5650 5.13 P4 -2.85 P3 2.46 P1 0.58
Heart 0.3318 4.85 P4×P5 1.08 P1 -0.65 P4 2.67
Horse 0.4953 -13.00 P4 -8.44 P5 6.26 P5×P4 3.24
Mushroom 0.0001 -82.02 P5 49.33 P4 -25.69 P3 7.07
Soybean 0.2297 -63.29 P5 -33.95 P4×P5 31.34 P4 3.97
Thyroid 0.1026 9.43 P4 -4.24 P3 2.48 P5 0.83

Table 13: Interaction effects MAG. The columns contains the same type of data as
table 12, except for MAG-pruning.

OBD Mean Largest Inter- Second Inter- Third Inter- SE
effect action effect action effect action

Problem MSE % (%) (%) (%)
Building 0.0113 62.29 P4 -5.33 P5 4.03 P1 3.87
Cancer 0.0271 15.67 P4 5.32 P5 5.05 P4×P5 2.42
Card 0.2406 4.38 P5 3.32 P3 -2.20 P4×P5 1.04
Diabetes 0.3349 6.41 P4 5.60 P4×P5 4.23 P5 0.48
Flare 0.0168 2.03 P1 1.45 P1×P5 -1.28 P4 0.72
Gene 0.3175 15.38 P4 -13.33 P4×P5 -2.07 P5 3.08
Glass 0.5695 -3.02 P5 -2.70 P3 -2.63 P4×P5 0.58
Heart 0.3297 3.76 P4×P5 -1.86 P5 1.66 P3 2.71
Horse 0.5002 -14.12 P4 6.88 P4×P5 -5.45 P5 3.25
Mushroom 0.0001 -88.12 P5 46.65 P4 -25.49 P3 8.14
Soybean 0.2276 -61.37 P5 -33.58 P4×P5 32.13 P4 3.94
Thyroid 0.1036 11.07 P4 -4.39 P3 2.97 P1 0.56

Table 14: Interaction effects OBD. The columns contains the same type of data as
table 12, except for OBD-pruning.

5 Discussion

This chapter contains a discussion of the results from the previous chapter. The
first section discusses the effects of pruning in terms of enhanced generalization
of the network. The second section addresses the question of increased compu-
tational demands due to pruning. The third section discusses the information
gained from analyzing the parameters and their effects to the generalization
ability.
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5.1 Pruning And Generalization

In five out of the twelve problems used (i.e. building, flare, heart, mushroom
and thyroid) the improved generalization achieved through pruning are close
to none, or negative (see table 5 and 6). The mushroom problem however is
rather special since it is a very easy problem and the classification can be done
linearly without a hidden layer [9]. Therefore it would be unfair to say that
pruning failed to improve the generalization for the mushroom problem because
it is impossible to improve a zero classification error.

Not counting the mushroom problem makes it four out of eleven problems
where pruning was unable to improve the generalization performance, namely
building, flare, heart and thyroid.

The card, gene, glass, horse and soybean problems are those which exhibit
a positive improvement of lowest MSE due to pruning. This can be compared
to the results that Lutz Prechelt found in [9], namely that the card, glass and
horse problem seem to be very sensitive to overfitting6. Except for the gene and
soybean problems the MSE improvement due to pruning correlates with the
sensitivity to overfitting found by Prechelt. This finding suggests a hypothesis
that pruning is more likely to improve the generalization if the data is sensitive
to overfitting.

The explanation to why the gene and soybean problems exhibit a relatively
large improvement can however not be explained by sensitivity to overfitting.
One common denominator is an exceptionally large standard deviation (SD)
(see table 5). This could indicate a sensitivity to random initial weights in
the network. Which in turn suggest multiple local minima that can trap the
network during training. This finding suggests another hypothesis, namely that
pruning is more likely to improve the generalization if the networks are likely to
be trapped in local minima.

The cancer and diabetes problems are worth some extra attention since they
received no improvement on MSE, but did receive improvement in classifica-
tion due to pruning - in fact the cancer problem received the worst relative
improvement on MSE but the best relative improvement on classification after
pruning. This highlights an important issue. An increase of the error function
(in this case the MSE) obtained from pruning does not necessarily predict an
error increase in classification.

The mean improvement on MSE due to pruning is however negative for all
except the gene problem and even for the gene problem the magnitude for the
relative mean MSE is exceptionally small (see table 9). Even if mean classifi-
cation improvement yielded a somewhat better result there are still six out of
eight negative improvements (see table 9. This finding suggests a hypothesis
less promising then the first two, namely that the expected outcome of prun-
ing is a decrease in generalization performance. This is a very serious critique
against pruning as a method of improving generalization especially when the
final improvements gained through parameter adjustments are relatively small.

6The card, glass and horse problems are actually named card1, glass1 and horse1 in [9]
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5.2 Pruning Algorithm

When comparing the results from the different pruning methods there is one
unexpected finding. In table 10 it is clear that OBS is the slowest pruning
method, followed by MAG and then OBD. On average MAG takes about three
times the time of OBD to finish, while OBS takes about three times the time
of OBD. That the OBS algorithm is slower was no surprise. However the fact
that the OBS algorithm was not found to generate best performance is some
what more surprising (see table 5 and 6). This contradicts the results of [6],
where the OBS pruning method was the most reliable pruning method in terms
of improved generalization.

5.3 Parameters And Effects

The two most prominent parameters found in table 12, 13 and 14 are number
of hidden nodes (P5) and the use of early stopping criteria, or validation data
(P4). The fact that the number of hidden nodes used has a large impact on the
generalization performance of the network is not unexpected. The architectural
design of neural networks and the quest for finding the right number of hidden
nodes is one of the toughest challenges in the field.

That the use of validation data is another prominent factor in determining
the generalization performance is also expected. It was however found to de-
crease the generalization performance in the majority of the simulations, which
is somewhat unexpected since most literature promote the use of validation
data. This could be explained by a number of factors. For one the interaction is
measured upon results generated after pruning and is therefore no investigation
of the effects of validation data in general, but only an investigation of how
validation data effects pruning. Secondly the dedication of 25% validation data
might not be optimal. And thirdly the implementation of the early stopping
criteria can be done in several ways, whereas only one implementation is tested
in this thesis.

6 Conclusions

The first part of the main question proposed in this thesis is when does pruning
increase the generalization ability? The two findings in this thesis suggests
that pruning is more likely to improve the generalization if the data is sensitive
to overfitting and pruning is more likely to improve the generalization if the
networks are likely to be trapped in local minima.

The second part of the main question proposed is by how much does pruning
increase the generalization ability? As concluded in the discussion the expected
outcome of pruning is a decrease in generalization performance. However a
fine-tuning of parameters was found to generate a marginal improvement of
generalization error.
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7 Future Work

The most important future work would be to investigate problems where the
data is very sensitive to overfitting, or problems where the network is inclined
to get stuck in suboptimal solutions.

Since the number of hidden nodes was found to be a prominent factor on the
pruning performance another avenue of research work would be to conduct a
more thorough exploration of the network structure and how it effects pruning.
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simulation Hidden Validation Training Retrain Error Gen.
run nodes data Reached Epochs Inc. Error
1 − − − − − y1
2 − − − − + y2
3 − − − + − y3
4 − − − + + y4
5 − − + − − y5
6 − − + − + y6
7 − − + + − y7
8 − − + + + y8
9 − + − − − y9
10 − + − − + y10
11 − + − + − y11
12 − + − + + y12
13 − + + − − y13
14 − + + − + y14
15 − + + + − y15
16 − − + + + y16
17 + − − − − y17
18 + − − − + y18
19 + − − + − y19
20 + − − + + y20
21 + − + − − y21
22 + − + − + y22
23 + − + + − y23
24 + − + + + y24
25 + + − − − y25
26 + + − − + y26
27 + + − + − y27
28 + + − + + y28
29 + + + − − y29
30 + + + − + y30
31 + + + + − y31
32 + + + + + y32

Table 15: A sign table for the parameters used in the simulations.

A Appendix MSE

The figures shows MSE as a function of parameter settings. The dotted line is the perfor-
mance of the network before pruning. The solid line is the performance after pruning. The
parameter values are alternated low and high as shown in table 15.

For the problems with a total of 96 simulations the first 32 simulations used OBS-pruning,
the next 32 simulations used MAG-pruning and the last 32 simulations used OBD-pruning.
For the problems with a total of 64 simulations the first 32 used MAG-pruning and the rest
used OBD-pruning.

The sample source name is at the top of the figure in bold. The naming convention used is
the same as in the Proben1 benchmark problem collection.
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simulation Hidden Validation Training Retrain Error Class.
run nodes data Reached Epochs Inc. Error
1 − − − − − y1
2 − − − − + y2
3 − − − + − y3
4 − − − + + y4
5 − − + − − y5
6 − − + − + y6
7 − − + + − y7
8 − − + + + y8
9 − + − − − y9
10 − + − − + y10
11 − + − + − y11
12 − + − + + y12
13 − + + − − y13
14 − + + − + y14
15 − + + + − y15
16 − − + + + y16
17 + − − − − y17
18 + − − − + y18
19 + − − + − y19
20 + − − + + y20
21 + − + − − y21
22 + − + − + y22
23 + − + + − y23
24 + − + + + y24
25 + + − − − y25
26 + + − − + y26
27 + + − + − y27
28 + + − + + y28
29 + + + − − y29
30 + + + − + y30
31 + + + + − y31
32 + + + + + y32

Table 16: A sign table for the parameters used in the simulations.

B Appendix Classification

The figures shows classification error as a function of parameter settings. The dotted line
is the performance of the network before pruning. The solid line is the performance after
pruning. The parameter values are alternated low and high as shown in table 16.

For the problems with a total of 96 simulations the first 32 simulations used OBS-pruning,
the next 32 simulations used MAG-pruning and the last 32 simulations used OBD-pruning.
For the problems with a total of 64 simulations the first 32 used MAG-pruning and the rest
used OBD-pruning.

The sample source name is at the top of the figure in bold. The naming convention used is
the same as in the Proben1 benchmark problem collection.
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