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Abstract

Global  illumination  is  an  important  factor  when  striving  for  photo  realism  in  computer 
graphics. This thesis describes why this is the case, and why global illumination is considered a 
complex problem to solve. The problem becomes even more demanding when considering real 
time purposes. Resent research has proven it possible to produce global illumination in real 
time. Therefore the subject of this thesis is to compare and evaluate a number of those methods.

An implementation is presented based on the Imperfect shadow maps method, which per se is  
based on instant radiosity and reflective shadow maps. The implementation is able to render 
plausible global illumination effects in real time, for fully dynamic scenes. 

With conclusions that  while  it  demonstrably is  possible to  provide believable  global  illum-
ination in real time, it is not without shortcomings. In every case approximations or restrictions 
has to be done to some extent, sometimes leading to wrong results. Though in most cases, not 
visually unpleasing by a great deal.

The final conclusion is that global illumination is possible on current hardware, with believable  
quality and good speed. Showing great potential for future implementations on next generation 
of hardware.
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1 Introduction

Light is very important for us in the real world, because without it we would not be able to see 
anything around us. The term light is scientifically explained as electromagnetic radiation that 
is visible to the human eye. This radiation, with a certain interval of wavelengths1 causes a 
sensation in the eye and gives us one of our most important senses - vision. Not only does light 
behave as waves, it can also exhibit properties of particles and the package containing these two 
properties is  called a photon. These bounce around until  they got no energy left  and cause 
many visual phenomena, such as shadows, interreflections, color bleeding and caustics - some 
of which can be seen in Figure 1.  

Figure 1: Phenomena such as shadows, reflections, color bleeding and caustics.

In the field of computer graphics light is equally important as in the real world and much effort  
has gone into research regarding this during the years. Light is an important factor to account  
for if  photorealism is an objective. Therefore several methods has surfaced that simulate the 
propagation of light through a three dimensional environment. Methods such as ray tracing [8], 
path tracing [15] and radiosity [3] - just to mention a few. Because of the incredible amount of 
photons that are emitted from light sources in the real world2, light propagation becomes a very 
complex and global problem. Thus the algorithms attempting to simulate it are generally very 
computationally  intense.  Therefore  these  methods  are  more  popular  in  the  area  of  offline 
rendering, where it is not uncommon to render only one frame for several minutes or even 
hours. While in real time applications, the available rendering time is measured in milliseconds. 
The many approaches for simulating light propagation in a 3D scene are gathered under the 
name Global illumination3.

During  recent  years  the  computational  power  of  the  GPU4 has  increased  significantly,  and 
rapidly continues to do so. This does not only make real time applications, such as games run 
faster. It has also lead to research fields specialized in finding areas where this newfound power 
can be utilized. The research moves towards convincing real time global illumination for fully 
dynamic scenes. This is the subject we will examine further in this thesis.

1 About  400 - 700 nm.
2 Approximately 10^20 photons per second, from a 100w light bulb [21].
3 Hereby occasionally abbreviated GI.
4 Graphics processing unit.

6



Chapter 1. Introduction 7

1.1 Problem description 

Although many methods exist for producing global illumination for offline rendering purposes, 
there  has  only  been  little  research  regarding  GI  for  interactive  use,  or  even  for  real  time 
purposes - until recently. Since the GPUs of today have great parallel processing powers, it has 
the potential use of rapidly producing GI effects. The problem is how to do this in a feasible 
way, regarding criteria such as: performance, visual quality and implementation complexity. 

1.2 Objectives
The main objective of this thesis is to examine and compare current real time methods for global 
illumination. Intentions are to see how feasible the methods are for use in current dynamic real 
time applications, such as games. 

With  this  knowledge,  an  implementation  demonstrating  one  method  for  real  time  global 
illumination will be presented. The implementation should be able to handle complex and fully 
dynamic scenes, with at least one bounce of indirect light. The solution should be able to handle 
real game levels at real time frame rates. 

1.3 Structure 
Chapter 1. Introduction: Describes the purpose and introductory information of this thesis.

Chapter 2. Global illumination: Preliminary information about GI, and its theoretical 
background in the form of a short explanation of the rendering equation. 

Chapter 3. Real time global illumination : Survey of current methods for real time global 
illumination. Several methods are presented and compared, but focus is on the methods used 
for implementation: Instant radiosity, Reflective shadow maps and Imperfect shadow maps.

Chapter 4. Implementation : Motivation of the choice of methods together with implementation 
details. 

Chapter 5. Results: Resulting images from the implementation together with speed measures 
for different kinds of levels.

Chapter 6. Discussion: Conclusions to the work and proposed future work.

1.4 Reader prerequisites
To fully understand all information in this thesis in its full context, knowledge of fundamental  
3D computer graphics is desired. To apprehend implementation details  some of the modern 
concepts of real time graphics may be favorable to know. Concept such as off screen rendering,  
shader programs and general knowledge of the rendering pipeline.  



2 Global illumination

The term global  illumination is  a  collective name for  algorithms simulating the  light  prop-
agation throughout a 3D scene. Not only considering direct light from the light source but also 
the indirect light, that bounces off surfaces until it reaches the viewer. In this chapter we will  
shortly  consider  the  basis  for  global  illumination,  described  in  terms of  rendering  and the 
rendering equation. 

2.1 Rendering 
Rendering is the process of generating an image from a virtual scene, with help of computer 
software. The scene is a description of geometry with optional additional information about 
materials and lights. Furthermore this information can be seen as input to the renderer, that 
calculates how much light is reflected from each visible point to the viewer. 

A simple visual explanation of a basic rendering procedure is shown in Figure 2 where direct 
and indirect light are accumulated from the two light sources. Both direct and indirect light can 
be excluded from the accumulation when blocked by geometry. The final summation of light 
contribution gives the final color of the current point seen by the viewer. In theory the indirect  
light can bounce an indefinite amount of times before it reaches the viewer – if ever. 

 
Figure 2: Simple concept of rendering. 

2.1.1 The rendering equation
As seen in  Figure 3 the rendering procedure can be explained as an integration over incident 
light,  visibility,  and  a  material  function.  A material  function,  which  generally  is  called  the 
bidirectional  reflectance  distribution  function5,  describes  the  reflective  properties  of  the 

5 Abbreviated BRDF.
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Chapter 2. Global illumination 9

material, i.e. how light is reflected off the surface and thereby deciding its look. Another similar  
function type is the bidirectional transmittance distribution function6,  which in contrast to a 
BRDF also describes transparent surfaces.

Figure 3: Visual explanation of the rendering equation, where the first term is emitted light, the  
second term incident light and the last term is the BRDF.

The concepts of the rendering equation was first introduced in 1986 by James Kajiya [11]. Since 
then  the equation has appeared in many variations, but the following is the most commonly 
used  today:

L x ,r=Le x ,r∫


Lix ,i f rx ,i ,r cosidi  (1)

Where the desired quantity L  is the radiance leaving a point x  on an object in the direction 
r . Radiance means the intensity of light from a point in a certain direction. Le  is the emitted 

radiance in direction  r ,  radiance which only exists if the surface point is located on a light 
source. The integral integrates over a hemisphere around the point x , where i  is a direction 
on the hemisphere. Li  is the radiance arriving at point x  from that direction - i . Which also 
is the variable that is solved for di . 

The light arriving along the direction  i  refers to the closest point in that direction which 
emits/reflects light towards x . Visibility between points is implicitly defined in Li .

f r x , i ,r  is the BRDF of the surface at point  x . The function tells how much light from 
direction i  leaves in the outgoing direction r . The cosine term comes from the Lamberts co-
sine  law,  which  states  that  the  reflected  energy  from  a  small  surface  area  in  a  particular  
direction,  is  proportional  to  the  cosine  of  the  angle  between that  direction  and the  surface 
normal [4].

2.1.1.1 Neumann expansion

A convenient way to reason about a solution to the rendering equation is to use a Neumann 
expansion [5], where the outgoing radiance is expressed as an infinite series, as in (2). 

L x ,r =L0 x ,rL1 x ,r ...  (2)

The first term is the accumulated direct light reflected in direction r  from x , the second term 
is the accumulated indirect light from the first bounce, the third term from the second bounce 
and so on. Each Li  is defined as in (3), showing clearly that the equation is recursive. 

6 Abbreviated BTDF.
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Lx ,r=L0 x ,r L1 x ,r ...

Li  x ,r =∫


f r i , x ,r L i−1 x ,i cosidi
 (3)

A visual explanation of what each element in the Neumann expansion means is explained in 
Figure 4, showing how different levels of indirect light together with direct light are accum-
ulated to the final image.  

Figure 4: The first image shows direct light together with indirect light ( L0L1 ). The second image  
shows direct light only ( L0 ), while the last image shows first bounce indirect light only ( L1 ).
(courtesy of Tobias Ritschel et al.).

Many techniques  have  emerged that  tries  to  solve  the  rendering  equation.  Some of  which 
attempts to solve it as accurately as possible, while others make assumptions or approximations 
to speed up the process. To approximate the rendering equation as accurately as possible, all the 
global and recursive aspects of the equation has to be considered. Therefore many approaches,  
especially  ray  traced,  are  very  computationally  intense.  Hence  in  their  original  form  such 
algorithms are not usable for real time graphics, and further approximations has to be done to  
achieve faster frame rates. Though, worth mentioning, is that recent research has made even ray 
tracing possible at interactive rates [24] [17]



3 Real time global illumination 

As mentioned in the previous chapter, traditional methods for rendering global illumination are 
not  directly  applicable  for  real  time  applications.  The  rendering  equation  has  to  be 
approximated even further, to achieve higher frame rates. In the field of real time graphics this 
has been done by ignoring the global  properties of  light as much as possible and only use 
simple local shading models, together with shadows for direct light only. Other approximations 
may be: no visibility tests for indirect light, static scenes or limited amount of light bounces,  
among others.  In this chapter we will  describe several current methods for real time global  
illumination and how they approximate the rendering equation. Also subsections of  real time 
global illumination approximations are briefly explained, such as direct light and shadows. 

3.1 Direct light
As seen in section 2.1.1, it is convenient to separate direct and indirect light. Where direct light 
refers to light emitted directly from the light source and indirect light has bounced an indefinite 
amount of times through the scene before reaching its final destination. In computer graphics 
direct light is also often categorized into several types, such as: 

• Directional light

• Spot light

• Point light

• Area light

The area light has the most in common with real world light sources, because even the smallest 
lights has an area. In this thesis we will mainly consider the three first light types and especially 
the spotlight since it generally has the most intuitive implementation for most cases. Area lights 
in real time graphics is a problem of its own, especially if shadowing is considered. Area lights 
cause soft shadows, that can be cumbersome to deal with in real time graphics. Mainly because 
many more render passes are needed.  

Direct light is well studied within the realm of real time graphics. Therefore there exists many 
solutions for this, such as the traditional local Phong shading method [16]. The ambient term of 
the Phong model can also be considered as a very primitive way of approximating indirect 
light. 

3.2 Shadows
Because  of  its  global  nature,  shadows are  still  a  challenging effect  to  achieve for  real  time 
rendering,  especially  for  many light  sources.  In  order  to  decide if  a  certain 3D point  is  in  
shadow or not, surrounding geometry has to be checked to see if it blocks any incoming light. 
In terms of the rendering equation (1), from section 2.1.1, shadows are implicitly defined in Li , 
both for direct and indirect light. Hence for ray traced approaches, shadows are fairly trivial to  
achieve because of ray intersections from the light source. Though in real time graphics we have 
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Chapter 3. Real time global illumination 12

to  go  further  in  terms  of  approximation.  Introducing  methods  such  as  shadow  mapping, 
described further in the next section.

3.2.1 Shadow mapping
Shadow mapping is an efficient method for determining if a point in 3D space is in shadow or 
not. The technique was introduced  by Lance Williams  in 1978 [25] and has ever since evolved 
to different forms and is nowadays very popular for both real time applications and even for 
offline  rendering  purposes.  The  main  arguments  for  using  shadow  maps  are its  intuitive 
implementation and fast  execution speed,  offloaded entirely to the GPU. Disadvantages are 
limited numerical precision, limited pixel resolution and limited field of view. The limited field  
of view is introduced when rendering with perspective projection, where the focal width can 
not be exaggerated.

The principle of shadow mapping exploits the fact, that if you look at a scene from the light 
source,  all  objects  appear  in  light.  However  everything  behind  those  objects  would  be  in 
shadow. As seen in  Figure 5, the shadow map is created by rendering depth values from the 
point of view of the current light. Then while the ordinary rendering from the camera  occur, 
depth values from both the camera and the light are compared to determine shadowing of the  
current pixel. As seen in the figure, the point seen by the camera is further away from the light, 
than the same point seen by the light, therefore the point is in shadow. The depth value from the 
camera has to be transformed into the lights coordinate system before comparison. This is done 
by using the product  of  the lights projection matrix,  the lights model view matrix and the  
cameras inverse model view matrix.

Figure 5: Shadow mapping.

3.2.2 Paraboloid shadow mapping
As mentioned, a limitation of ordinary shadow mapping is the limited field of view. In cases  
where a light sources field of view approaches 180º or above, traditional shadow mapping fails. 
A common solution to this problem is to use several shadow maps, often in the form of a cube  
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map. This introduces another problem, with the additional overhead of several more render 
passes. The worst case with a full omni directional light introduces six render passes to cover  
the whole scene. 

A solution to the problem was introduced by Brabec et al. [1]. They found that the scene could 
be parameterized efficiently with (Dual) paraboloid mapping. The advantage of this method is 
that with only two render passes, the whole scene can be covered with good sampling rates. If a 
hemispherical light source is used, only one render pass is necessary. 

Heidrich et al.  [10] describes the theory behind paraboloid mapping as an image seen by an 
orthographic camera facing a reflecting paraboloid. The paraboloid equation is shown below:

f  x , y=
1
2
−

1
2
 x2

 y2
 , x2

y2
≤1  (4)

The paraboloid acts like a lens, reflecting rays aimed at the focal point 0,0, 0 . To capture the 
whole environment two paraboloids has to be used, as in Figure 6.

Figure 6: Paraboloid mapping with two paraboloids, covering  
the whole scene.

To use the paraboloid as a 3D-to-2D mapping, the point P= x , y , z   that reflects a direction v  
towards d 0=0, 0,1  has to be found.  For the opposite hemisphere d 1=0, 0,−1  is used. The 
normal of P  can be found as follows:

n=1
z 
x
y
1   (5)

Then the 2D mapping can be conducted as in (6), where h  is the halfway vector that is equal to 
n  up to a scaling factor, because of perfect reflection in the paraboloid.

h=d 0v=k 
x
y
1  v z≥0  (6)

To generate a paraboloid shadow map, the transformation that translates the light source to  
0,0 ,0  and orients it to either d 0  or d 1  is generated. All vertices that are in front of the light 

source, gets computed 2D coordinates. This corresponds to x  and y  of the halfway vector h , 
with scaled z=1 . The value stored as depth in the paraboloid shadow map is the distance from 
the center of the paraboloid to the current surface point. The shadow test is done in the same 
way as with ordinary shadow mapping, with the difference that paraboloid mapping is used 
instead of perspective projection. Hence the 2D coordinates from (6) are used for shadow map 
lookup, when checking in a certain 3D direction. The final appearance of a paraboloid shadow 
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map is shown in Figure 7.

Figure 7: A paraboloid shadow map (exaggerated depth values for visualization) .

Compared to many other mapping methods, paraboloid shadow mapping can be fully acceler-
ated by the GPU. Especially helpful is the vertex shader that can transform incoming vertices 
according to the previously described paraboloid scheme. A disadvantage of this approach is  
that if the scene is not tessellated enough, wrong results may appear in the shadow map. This 
because only vertices are bent according to the paraboloid scheme, and not the lines in between 
them. As seen in the lower parts of Figure 7, the lines are not as smooth as if the scene would 
have been more tessellated.  

3.3 Screen space methods 
Screen space based methods for GI effects has gained much attention lately. Mainly because of 
the ease of implementation and independence of scene complexity.

Common for  screen space methods are that they use information gathered from the raster-
ization pass of the GPU. The concepts are closely related to deferred shading  [7] ,  with the 
difference that rendered information from other render targets than the camera may also be  
used.  Renderings from the position of the light source, for example. Common information that 
is stored in the rendering pass are: fragment depth, world space position and normals among 
others.  Information  of  which  can  be  used  for  several  GI  like  lighting  effects,  that  will  be  
considered further in this section. 

3.3.1 Screen space directional occlusion 
Screen space directional occlusion7[20] is a novel method to produce GI effects from information 
created in the camera render pass. This makes the method very fast, since only one additional 
render pass is required. The method is also completely independent of scene complexity and 
supports fully dynamic scenes. Artifacts may appear, since the scene as seen from the camera is 
a very coarse approximation. Scene information outside the camera view port is often important 
for GI effects. 

7 Abbreviated SSDO.
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3.3.1.1 Screen space light transport

The additional information that is rendered to the frame buffer render target is; world space 
positions and normals. This information is then used in a two pass rendering process. The first  
concerns direct light, while the second one incorporates indirect light. In conjunction with the 
rendering equation these would refer to L0  and L1  from the Neumann expansion, described 
in 2.1.1.1.

The direct radiance is computed as follows:

LdirP =∑
i=1

N


Lin iV icos i  (7)

Where P  is the 3D position with normal n . N  is the number of sampling points in direction 
i ,  that  are  uniformly  distributed  over  the  hemisphere,  hence  =2/N . L in  is  the 

incoming radiance, V  is the visibility and 


 is the diffuse BRDF. The cosine term comes from 

the previously mentioned Lamberts law (2.1.1). As in many other cases, visibility V  is the most 
complex part of this equation, since it is global and is dependent on surrounding geometry. 
Ritchel et. al [20] proposes a solution to this by approximating occlusion in image space. This is  
done by,  for every sample take a random step  i∈[0... rmax ]  from  P  in direction  i .  This 
results in a number of points in the hemisphere oriented around  n .  In this approximative 
visibility test, the samples below the surface are considered occluders, while samples above the 
surface does not.

One indirect bounce of light can be approximated by using the direct light information from the 
first render pass. The previously mentioned sampling points are used as senders of radiance, 
from a small patch. The normals are used to orient the patch and avoid color bleeding from 
back facing patches. The radiance from surrounding geometry is calculated as follows:

Lind P=∑
i=1

N


1−V i

As cossicos r i
d i

2  (8)

Where d i  is the distance between P  and occluder i , si  and r i  are the angles between the 
sender/receiver normal and the transmittance direction. As  is the area associated with the 
sender patch. The area can be approximated by As= rmax

2
/N , though may also be adjusted 

manually.

3.3.1.2 Overview

The technique can be summarized in the following steps:

1. Render the scene to multiple render targets, containing positions and normals.

2. Evaluate direct light with (7).

3. Approximate (ambient) occlusion by sampling positions in a hemisphere, around each 
point.

4. Approximate color bleeding with (8).
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3.4 Instant radiosity methods 
3.4.1 Instant radiosity 

Alexander Keller introduced instant radiosity in 1997 [13] - a convenient rendering method for 
diffuse and somewhat shiny surfaces. The technique approximates indirect illumination with so 
called virtual point lights8, that are distributed in the scene. A VPL is essentially a hemispherical 
light with a cosine falloff. All VPLs are accumulated, to account for incoming indirect light. In 
terms of the rendering equation (1) from 2.1.1, instead of integrating over all incident light, the 
integral is turned into a sum and approximated with a number of VPLs, as shown in Figure 8.

Figure 8: Approximate the rendering equation with point lights.

In the original form [13], starting from the light source, a ray is traced, and at each intersection 
with geometry the ray bounces and takes a new direction. At each intersection a VPL is created.  
The final image is created by accumulating light from all VPLs together with the direct light.  
Even though expensive, indirect visibility between VPLs and viewer points can be determined 
by a suitable method such as shadow maps or volume shadows. The main idea is shown in  
Figure 9.

8 Abbreviated VPL.
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Figure 9: First image shows tracing of rays through the scene to create VPLs. The second image shows  
accumulation from VPLs and the direct light.

It can be shown that this approach converges to a solution for the rendering equation when 
many VPLs are used. For a more thorough explanation, refer to [13] and [5].

3.4.1.1 Overview

Instant radiosity can be summarized in the following steps:

1. Trace rays from the light source.

2. For each intersection with geometry, create a VPL.

3. Render from the camera, and accumulate from the light sources and the VPLs.

3.4.2 Reflective shadow maps 
Reflective shadow maps9 [6] is a convenient and fast method that can be used for diffuse color 
bleeding in real time. The method extends on the already known shadow map, in combination 
with screen space techniques and the ideas behind instant radiosity. The main concept of RSMs 
is that all first bounce indirect light comes from positions visible from the point of view of the  
current light. Therefore all the information needed to compute indirect light can be stored in an 
extended shadow map - giving the name Reflective shadow maps. 

3.4.2.1 Generation

An RSM is generated in the same way as an ordinary shadow map, with additional off screen 
render targets to handle the extra information. The additional information stored in an RSM is 
shown in Table 1.

9 Hereby abbreviated RSM.
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d p Depth values

n p Normals

x p World space positions

 p Radiant flux

Table 1: Parameters stored in an RSM.

The normals and positions are trivial to compute. The radiant flux  p  is dependent on the light 
source used. If a uniform parallel light is used, then the flux becomes a constant value, exactly 
as the diffuse material color. On the other hand, for a uniform spot light, the flux decreases with 
the  cosine  to  the  spot  direction  due  to  the  decreasing  solid  angle.  Dachsbacher  et  al.  [6] 
motivates  the  choice  of  storing  radiant  flux  instead  of  radiosity  or  radiance,  because  the 
representative  area  of  the  light  can  be  neglected.  Which  also  makes  the  generation  and 
evaluation simpler. The content of an RSM can be visualized as in Figure 10. Each pixel of the 
RSM is called a pixel light, which essentially corresponds to a VPL in section 3.4.1.

Figure 10: Content of a reflective shadow map, from the left:  world space positions, normals, and  
radiant flux. Depth may also be stored for use in certain applications.

3.4.2.2 Sampling

Since a map can be quite big (512*512 or more), it is not feasible to use all pixels (VPLs) as light 
sources, representing indirect light. It simply is not possible to use to many light sources, if real 
time frame rates is a goal. Therefore a sampling scheme can be used to select a number of VPLs 
from the RSM. This can be done in  a couple of ways, where Dachsbacher et al.  [6] suggests a 
scheme that  takes  samples around the middle of the RSM, where sampling density decreases 
out towards the edge of the map. Other more importance driven approaches are suggested in 
[14]  and [19],  where  more  samples  are  taken  in  the  lighter  parts  of  the  RSM,  making  the 
sampled VPLs more influential.

3.4.2.3 Evaluation

To evaluate the illumination arriving at  a  surface  point  from one pixel  light,  the following 
equation is used:
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E p x , n =p

max0,n p⋅ x−x pmax 0,n⋅ x p−x

∥x−x p∥
4  (9)

Which corresponds to the shading of a surface position  x  with normal  n .  Shaded with a 
hemispherical spot light with a 180° angle, direction n p  and position x p . Indirect visibility is 
not considered and therefore, if not used in conjunction with other methods, will lead to wrong 
results in many cases, as seen in Figure 11. 

The final indirect light at a surface point is evaluated by accumulating the illumination from all  
the VPLs, as in (10). Preferably as a deferred shading process due to its ability to rapidly render 
many light sources in one render pass. 

E  x , n =∑
p
E p x ,n   (10)

3.4.2.4 Overview

As seen in Figure 11 the reflective shadow map approach can be summarized in the following 
steps:

1. Render to the RSM from the light source.

2. Sample the RSM.

3. Shade each pixel with information from the sampled pixel lights.

3.4.3 Imperfect shadow maps 
Visibility testing between 3D points is generally expensive when it comes to GI algorithms. This 
is due to the global properties of light that makes both direct and indirect shadowing hard to 
compute,  where  two points  needs  to  be  checked for  occluding geometry  in  between them. 
Direct shadowing can be solved with shadow maps for few light sources. Though for many 
light  sources,  as  in  methods  involving  hundreds  of  VPLs,  ordinary  shadow  maps  are  not 
sufficient for real time frame rates. 

Ritschel et al.  [19] introduced a technique to address this problem, which they call Imperfect 

Figure 11: Reflective shadow map overview. Note the wrong shading from one pixel light in the right  
image, the cause of ignored visibility testing. 
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shadow maps10. ISMs are small shadow maps, that contain approximative depth information 
about the scene and therefore are much faster to create. This technique may provide wrong 
results for single shadowing cases, though this does not influence the final result by a great  
deal, since many ISMs are intended to be used together to even out the error. Also when used 
together  with  VPLs  representing  indirect  light  that  usually  contains  low frequencies,  some 
errors may be acceptable. The lack of quality may also be outweigh by the performance gains. 

3.4.3.1 Generation

To make an imperfect shadow map, the scene needs to be approximated with something else 
than triangles. This is done by creating a point cloud representation of the scene, where the 
points are distributed according to a random scheme, dependent on triangle size. Meaning that  
big triangles have a greater chance of being represented by a point, than smaller triangles. The 
algorithm works as such by temporary storing triangles with their associated area in a list with 
ascending  order.  To  create  a  point,  a  random  number  between  0  and the  total  area  of  all 
triangles is selected. Then the triangle list is gone through until the random number is less than 
the current triangle area. At each iteration the random number is subtracted by the current  
triangle area, giving a new number for the next iteration. As seen in Figure 12 the point gets a 
random position within the triangle, to account for if the same triangle is selected several times.  
A random point within the triangle can be selected by generating three random numbers that 
sum  up  to  1.  For  example,  as  follows:  a0=rand 0.0,1.0 ,  a1=1.0−a0∗rand 0.0 ,1.0   and 
a2=1.0−a1−a1 . Then each vertex of the triangle is multiplied by each corresponding random 

number,  x=a0 v0a1 v1a2 v2 ,  resulting in a random point within the triangle.  The so called 
Barycentric coordinates a0, a1,a 2  may be stored for each point, to support dynamic scenes and 
transformations according to their associated triangle. All calculations has to be done in world 
space to get correct area of all triangles. 

Figure 12: Imperfect shadow map, point representation.

The ISMs are rapidly rendered into a depth buffer with the help of splatting (GL_POINTS). The 
size of the point is decided by the squared distance to the light source (VPL). Since a VPL is a 
hemispherical light as described in  3.4.1, an ISM needs to contain a full hemisphere of depth 
information. Which can be solved by using paraboloid shadow mapping as described in section 
3.2.2. 

10 Abbreviated ISM.
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3.4.3.2 Quality improvement

Since the point representation of the scene is quite sparse, ISMs will contain holes. These can be 
filled by a image processing approach called pull-push, from  [9]. Where the image is down 
sampled in a pyramid structure, with each step down sampled by a factor of two. A special  
down sampling scheme is used to bring only valid pixels to the coarser levels. A lower level is  
computed by taking a 2x2 pixel block and averaging them dependent on weights. In this case ,  
valid pixels have weight 1 and invalid 0. Then the color of each down sampled pixel can be 
computed as in  (11), where k  is the level,  c  is color and w is weight. This is called the pull 
phase. 

c x , y
k1=

w2x ,2 y
k c2x ,2 y

k
w2x1,2 y

k c 2x1,2 y
k

w2x ,2 y1
k c2x ,2 y1

k
w2x1,2 y1

k c 2x1,2 y1
k

w2x ,2 y
k

w2x1,2 y
k

w2x ,2 y1
k

w2x1,2 y1
k  (11)

In the so called push phase, holes are filled by interpolating data from the coarser levels. A  
pyramid structure with down sampled levels can be seen in Figure 13, and an example of the 
quality improvement can be seen in Figure 14.

Figure 13: Down sampled structure.

Figure 14: An imperfect shadow map, with applied push-pull for improved quality.
(courtesy of Martin Knecht).

3.4.3.3 Evaluation

Imperfect shadow maps may be used for many purposes, though its main use is with an instant 
radiosity approach, where many visibility queries are required. Then VPLs can be gathered and 
evaluated in the same manner as with RSMs (3.4.2). With the difference that instead of ignoring 
visibility for the accumulation from all VPLs, each accumulation step is checked for visibility in 
each corresponding ISM, with the paraboloid scheme described in section 3.2.2.
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3.4.3.4 Overview

Imperfect shadow maps can be summarized in the following steps:

1. Pre process the scene to create a point cloud representation.

2. RSM based VPL creation from the direct light sources.

3. ISM creation from point cloud.

4. ISM improvement with pull-push.

5. Accumulative shading with VPLs and ISMs for visibility testing. 

3.5 Grid based methods
Grid based methods are common in the field of fluid simulation,  and concept may also be 
applied  for  simulating  light  propagation.  This  may  be  done  by  spatial  and  directional 
discretization of the radiative transfer function. The radiance distribution is then stored in a 3D 
grid, where light can flow into neighboring cells. The advantage of this is that the computation  
is limited to local interaction. 

3.5.1 Cascaded light propagation volumes
Cascaded  light  propagation  volumes11 first  appeared  in  the  Siggraph'09  course  [23] by 
Tatarchuk et al. and was further developed by Kaplanyan et al. [12] LPV is a  technique that can 
produce real time approximative GI on current hardware, without any precomputation.  A 3D 
grid and spherical harmonics12 are used to represent the spatial and angular distribution of light 
in the scene. Due to the limitation of grid based approaches the LPV is only used for indirect 
low  frequency  light.  The  technique  is  one  of  the  first  that  is  used  for  real  time  GI  in  a  
commercial game engine, Cryengine 3.

The basis for this method is the scene representation, that is a grid based approximation with 
fixed resolution. The LPV consists of two grids, one storing light intensities from indirect light 
and other low frequency direct light.   The other  grid is  used for  occlusion testing and is  a  
volumetric approximation of the geometry in the scene.  The grids  store spherical  functions 
represented by low frequency spherical harmonics approximations. Where spherical harmonics 
are used to efficiently represent the directional distribution of light intensity. On the GPU, the 
grids can be stored as volume textures. 

3.5.1.1 Initialization

The initialization of the LPV is  based on the idea that  low frequency indirect  light  can be  
approximated by a number of point lights (VPLs from section 3.4). The difference is that a much 
higher number of VPLs can be used, since they are only used for initializing the LPV. The VPLs 
are not accumulated for, as opposed to other instant radiosity based approaches. 

VPLs are created according to the RSM approach as described in section 3.4.2. Where each VPL 
has its own spectral and directional intensity distribution as shown below:

11 Abbreviated LPV.
12 Abbreviated SH.
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I p=pmax n p ,  (12)

The VPLs are transformed in to an spherical harmonics representation which contributions are 
stored in LPV cells. VPL association to each cell is computed by the VPL position. Though if a 
VPL points away from the cell center it should not contribute but rather to the next cell in its 
direction. The problem is solved by moving each VPL along its direction with the distance of a 
half cell spacing, before associating VPLs to each cell. In each cell VPL direction is considered 
and not position.

SH  coefficients  for  a  VPL is  obtained  by  using  a  clamped  cosine  lobe  expressed  in  zonal  
harmonics [18]. Which is then rotated in the direction of the VPL [22] and then the coefficients 
are also scaled by the flux of the VPL. This is done for all  VPLs within the cell  and all  SH 
coefficients  are  accumulated  to  get  the  initial  discretized  spatial  and  directional  intensity 
distribution. 

3.5.1.2 Geometry injection

To account for occlusion, a volumetric representation of the scenes surfaces is also maintained. 
To  achieve  this  without  using  any  precomputation,  sampling  of  the  surfaces  is  done  from 
already available data on the GPU. This data includes the camera depth and normal buffers,  
along with the data stored in each RSM of all lights in the scene. 

Each sample from the GPU data is treated as a small surface element, called a surfel. In each cell  
the light blocking is  averaged from the surfels within the cell.  Giving a probability of light  
getting blocked going through the cell in a certain direction. The amount of blocking of one 
surfel is given by the cosine of the angle between its normal and the current light direction.

3.5.1.3 Propagation

To get light from the initial LPV , the light first must propagate to its final destination. This is 
done by propagating light intensities from the SH vector into the 6 neighboring cells, as shown 
in Figure 15 for the 2D case (4 neighbors). From one cell to another the SH approximation of the 
destination cell intensity is calculated as in (13).
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Figure 15: 2D Propagation example (courtesy of Anton Kaplanyan).

I ≈∑
l ,m
cl ,m y l ,m  (13)

To keep the directional information in the destination cell the arriving flux onto each face of the  
destination cell are computed.

To account  for  blocking the  previously  created  geometry  volume13 is  used.  This  volume is 
shifted by a half cell size, so its center is in between LPV cells. When propagating the LPV from 
one cell  to another the SH coefficients of the geometry volume are used to account for any  
blocking geometry in the propagation path.

3.5.1.4 Rendering

When  the  propagation  scheme  has  iterated  several  times,  the  LPV  represents  the  light 
distributed in the scene. When shading a surface point the the same point is queried in the LPV  
and the SH coefficients are tri linearly interpolated. These interpolated SH coefficients are then 
used to illuminate the current surface point.

3.5.1.5 Overview

1. The light propagation volume is initialized by VPLs from surfaces causing indirect light 
and soft area lights. The VPLs are created from RSMs.

2. The geometry volume is greated from data on the GPU, such as buffers from the camera 
and lights. This gives an approximative volumetric representation of the scene.

3. The LPV is propagated with the initial LPV as start, giving the final light distribution 
throughout the scene.

4. The scene is lit using the propagated LPV.

13 Abbreviated GV.
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3.6 Geometry approximation methods
The idea behind geometry approximation is to represent the scene with simpler elements than 
triangles, elements such that discs or spheres. As the processing power of the GPU continues to 
increase, this category of methods becomes more interesting. Since accumulating from many 
simple  elements  can  generally  be  easily  parallelized.  Challenges  with  these  methods  is  to 
maintain and create a second scene representation. 

3.6.1 Dynamic ambient occlusion and indirect lighting
In 2005 Bunnell [2] presented a method that  is able to produce realistic ambient occlusion and 
indirect lighting effects in real time. The core idea is to represent polygon meshes as a number  
of surface elements. That can emit, transmit and reflect light, together with shadowing of each 
other. The generally expensive visibility testing for indirect light, is efficiently optimized by not 
considering visibility between all surface elements. Instead a faster iterative technique is used to 
approximate visibility.

3.6.1.1 Surface elements

Surface elements are created directly from the meshes in the scene. This is done by creating an 
oriented disc for each vertex. A disc has a position, normal and an area, along with a front and a 
back face. The normal and the position are directly derived from the vertex, while the area is  
approximated by 1/3 of the area of the triangles sharing the vertex. The front face of the disc 
handles light emission and reflection, while the back face deals with light transmission and 
casting of shadows. An example of surface elements is shown in Figure 16.

Figure 16: Surface disc elements (courtesy of Michael Bunnell).

Element data is most efficiently stored in texture maps that easily can be used by the fragment  
program on the GPU. Bunnell suggests several options to update the texture to support fully 
dynamic scenes. One option is to keep all vertex data as textures and do all transformation from 
object space to eye or world space in the fragment program instead of the vertex program. 
Another option is to use the render to vertex array functionality of modern GPUs.  The last  
approach, though inefficient, would be to do animation and transformations on the CPU and 
load a new texture for each frame.
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3.6.1.2 Ambient occlusion

Visibility between geometry where no directional information of the light source is taken into 
account is  often called ambient occlusion. This approach accounts for visibility as the scene 
would be lit by a uniform skylight. Providing darker shadows in corners where the visibility is 
limited against the skylight.

In Bunnells approach the accessibility between two disc elements is calculated as below:

1−
r cosEmax 1,4 cosR

 Ar 2  (14)

Which corresponds to one disc receiving shadowing from another, where A  is the area of the 
shadow emitting disc. The other variables of the equation are explained in Figure 17.

The accessibility may be checked in several passes, to improve quality. 

1. The first  pass  approximates visibility by accumulating occlusion from all  other  disc 
elements.  Giving  artifacts  that  some  elements  will  be  to  dark  due  to  multiple 
shadowing.

2. The  second  pass  does  the  same  calculations  with  the  difference  that  the  result  is 
multiplied with the result from the previous pass. 

This process can be extended to several more passes to account for multiple occlusion cases. 

3.6.1.3 Indirect light

Though no directional information from the light source is used in this approach, it still can be  
extended to support approximative indirect lighting. This is done by replacing the accessibility 
function  (14) with a radiance transfer function. This approach gives plausible AO and color 
bleeding effects. Though the approach will never converge to a correct solution to the rendering 
equation (1), since directional information of the light transport is ignored. Also artifacts may 

Figure 17: Emitter and receiver elements (courtesy of Michael Bunnell).
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appear if the meshes are not tessellated enough, when creating surface elements. 

3.6.1.4 Overview

To summarize the method:

1. For each vertex, create an oriented disc along the vertex normal.

2. For each disc, go through all other discs and evaluate visibility with (14). Color bleeding 
may also be evaluated in this step.

3. Repeat step 2 on the new disc information to account for multiple occlusion.



4 Implementation 

In  this  chapter  we  go  into  more detail  about  the  implementation,  based  on  methods  from 
previous  chapters.  Methods  involved  in  the  implementation  are:  instant  radiosity  (3.4.1), 
reflective shadow maps (3.4.2), and imperfect shadow maps (3.4.2). Some extensions to these 
methods  are  also  presented.  The  implementation  uses  parts  of  Ernst,  which  is  a  real  time 
preview solution for baked lighting, provided by Illuminate labs. This invokes some restrictions 
mentioned further down in section 4.2. The implementation uses C++ as programming language 
and OpenGL as the graphical API. 

4.1 Choice of methods
The choice of methods for implementation are based on several criteria. At first, implementation 
complexity and scalability comes to mind. Here the reflective shadow map approach qualifies 
(3.4.2),  because of its GPU friendliness,  where all  information is available from rasterization 
passes. A big disadvantage of the original RSM approach, is the ignored visibility. This is known 
to be very perceptually  important  for  realistically looking GI.  Because of this  the imperfect  
shadow maps  method (3.4.3)  was  chosen  to  account  for  visibility  for  indirect  light.  This  is 
considered a fair approximation of visibility that scales well. Since RSMs and ISMs are based on 
instant radiosity, it gives a good physically correct base to stand on. Meaning that if enough 
samples  are used,  the solution should converge to a solution to the rendering equation for 
diffuse light. Other methods are considered to approximative in terms of both visibility and 
indirect light. To much information is approximated in screen space (3.3.1, 3.5.1), or directional 
information from lights are ignored (3.6.1). Even though the method is very fast and gives good 
color bleeding results, the LPV method (3.5.1) is considered to have to approximate indirect 
light visibility testing. Giving that these solutions do not converge to a solution to the rendering 
equation,  though they  may  provide  plausible  GI  for  many  cases.  Other  advantages  of  the 
chosen methods are that the available information in the process may be used for baked light  
purposes. Giving interesting possibilities for scalability where created VPLs can both be used 
for real time purposes and for light map baking.

To summarize the criteria for the chosen methods can be seen in Table 2. Where several criteria 
is prioritized such as render quality, along with fairly correct visibility testing,  dynamic scene 
support and reasonable rendering speed.

28
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Implement-
ation 
complexity

Render speed Quality Visibility Dynamic 
scenes

Screen space 
directional 
occlusion

Low Very fast Low Very approx-
imate

Yes

Instant 
radiosity

Medium Slow High Yes Yes

Reflective 
shadow maps

Low Fast High No Yes

Imperfect 
shadow maps

Medium Medium Medium Approximate Yes

Cascaded light 
propagation 
volumes

Medium Very fast Medium Very approx-
imate

Yes

Dynamic ambient 
occlusion and 
indirect lighting

Medium Medium Medium Approximate Yes

Table 2: Table of criteria for real time GI methods.

4.2 Limitations
Due to a limitation in the graphics driver it is only possible to send 128 uniform matrix variables 
to the shader. This implies the limitation of 128 VPLs in the implementation, where the light  
transformation needs to be sent to the shader for each VPL. A solution to this would be to use a 
multi pass approach. 

The implementation is limitation one dynamic spotlight, this is not hardware related but rather 
a chosen limitation to achieve real time frame rates.  Light types such as point lights would 
require to render at least one extra RSM if paraboloid mapping is used, or six RSMs if cube  
mapping is used. 

Due to a limitation in the provided framework Ernst, it is not possible to move objects. This is  
natural since baked lighting does not support dynamic scenes. Though the chosen methods 
fully support dynamic scenes, this feature would be trivial to implement if moving objects were 
supported. 

4.3 Structure
The general structure and program flow of the implementation can be shown in  Figure 18. 
Where it can be seen where the chosen methods are implemented, and how they depend on 
each  other.  The  input  is  the  scene,  with  polygonal  data  together  with  camera  and  light 
placements. 
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4.4 Camera buffer
Since  the implementation is based on VPLs, it is essential to support fast shading with many 
light sources. This is solved with a deferred rendering approach for the camera rendering with a 
render target containing the following components:

• World space positions, 3 channels, 32 bit floating precision.

• Depth, 1 channel, 32 bit floating precision.

• Normals, 3 channels, 32 bit floating precision.

• Direct light shaded, 3 channels,  8 bit precision.

World positions can be calculated from the depth value and vice versa. Though both depth and 
positions are saved to memory to save shader instructions, with the penalty of more memory 
usage. Memory could also be saved by not storing the shaded buffer from the direct light pass, 
and conduct this with the already stored information as a deferred pass. Though the direct light 
shading is conducted in a previous stage of the implementation.

4.5 Light buffer
Since the implementation only supports spot lights, the light buffer consist of a buffer similar to 
a perspective camera rendering, that can be created in one rendering pass. This is essentially a 
reflective shadow map as described in section 3.4.2. The following components are attached to 
the render target rendered from the lights point of view:

• World space positions, 3 channels, 32 bit floating point precision.

Figure 18: Implementation structure.
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• Depth,  1 channel, 32 bit floating point precision.

• Normals, 3 channels, 32 bit floating precision.

• Radiant flux, 3 channels, 8 bit precision.

The same concept applies here as in the previous section, that shader instructions are saved 
with the penalty of additional memory usage.

4.6 Virtual point lights

4.6.1 Sampling
Virtual point lights are created from the RSM in the light buffer. The RSM is sampled with a  
static uniform sampling pattern with the desired number of VPLs. A static pattern is used to 
prevent flickering [6] as opposed to a more dynamic and importance driven approach from [19] 
and [14]. 

4.6.2 Structure
The VPLs are stored on the GPU as  one dimensional  textures with the same length as the 
number  of  VPLs  used.  Since  sampled  from  the  RSM,  each  VPL consists  of  the  following 
components: world space position, normal (direction), radiant flux. 

4.7 Paraboloid shadow maps
The VPLs are read back from the GPU for  use with shadow map render  passes.  Only the 
position and direction of the VPL are read, to be used for rendering paraboloid shadow maps 
(3.2.2)  from  the  point  of  view  of  each  VPL.  The  paraboloids  are  rendered  from  the  VPL 
positions,  in the direction of the VPL normals.  The paraboloids are processed in the vertex 
shader according to the scheme presented in  3.2.2. This is done for each render pass for each 
VPL.  The  paraboloid  shadow  maps  are  rendered  to  a  3D  type  of  texture  (GL_TEXTURE-
_2D_ARRAY) for efficient storage and processing on the GPU. This is an alternative approach to 
previous methods where the paraboloids are stored in a big 2D texture instead  [19]. The 3D 
texture approach was chosen since it provides additional flexibility when choosing number of 
VPLs.

4.7.1 Imperfect shadow maps
The scene is preprocessed with a scheme that randomly distributes points onto triangles. The 
probability of a triangle getting represented by a point is dependent on its area (3.4.3).  This 
creates a good uniform point cloud representation of the scene that advantageously can be used 
for the paraboloid shadow maps of each VPL. Where GL_POINTS rendering are used instead of 
ordinary triangle lists. Also an alternative vertex shader is used for the points rendering where 
the shader dynamically decides the point size, dependent on squared distance to  the VPL. The 
ISMs are also improved by the pull-push approach described in section 3.4.3.2.

A deferred rendering approach is used for the shading since all the information is available 
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from the camera buffer and VPL structure. For each VPL each pixel is shaded according to (9) 
and (10) from section 3.4.2. With the difference that each associated ISM is checked for visibility 
between the current VPL and surface point. The visibility checking may also be chosen to be 
randomized to  a  small  amount.  This  is  essentially  a  choice  between the  common banding 
artifacts of instant radiosity based approaches and noise.

4.8 Composition
The final composition is a combination of direct and indirect light combined. Each of which are 
calculated  separately  with  their  own  rendering  passes.  This  is  similar  to  the  Neumann 
expansion explained in section  2.1.1.1,  where  L0  and  L1  are combined to the final  image. 
Additional  bounces of  indirect  light  would also  be  possible  to  provide.  This  also has  been 
shown, for two bounces of indirect illumination in  [19] and [14].



5 Results

In this chapter we present results of the work. Two example scenes are used for testing, one 
ordinary  Cornell  box  and  one  more  similar  to  a  real  game  level,  the  Cathedral.  The 
implementation  is  able  to  render  these  and other  levels  at  real  time  frame rates,  with  the 
limitation of using one spotlight. Different numbers of VPLs and points in the point cloud are 
used for benchmarking. The resolution of each ISM is held constant at 256x256 pixels, the screen 
resolution used is 800x800 pixels.

The visual quality of the resulting images depends greatly on the selected variables for each 
scene: number of VPLs and number of sampling points used for the point cloud. Therefor these  
values are best to manually configure for each level, to achieve the best results. 

The computer used for testing has the following specifications:

• Intel Core2Quad Q6600 @ 2.4 GHz CPU.

•  4.0 GB of RAM.

•  nVidia GeForce 9800 GT graphics card with 512 MB of memory.

5.1 Cornell box
The Cornell box is a classical level to use when determine the quality of rendering methods. The 
box used  has  many special  criteria,  making it  good for  testing the  proposed methods.  For 
example differently colored walls and objects to test color bleeding and floating objects that 
casts shadows. There is also a very different amount of vertices from object to object, which is 
good for trying out the point representation scheme. 

5.1.1 Number of VPLs
For testing how the number of VPLs affects performance, the number of points of the scene 
representation are held constant at 100k points. As seen in Table 3and Figure 19 the rendering 
time rapidly increases with the amount of VPLs used. The relationship also looks about linear. 
The rapidly increasing rendering time is probably due to the many texture lookups that are  
performed for each VPL. This implies to use as few VPLs as possible and to optimally choose 
those that are the most influential.

Table 3: Influence of number of VPLs on rendering time.
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Number of VPLs Frames per second Frame time (ms)
16 28,83 34,68
32 19,23 51,99
64 9,67 103,45

128 7,27 137,61
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Figure 19: Scatter plot of number of VPLs against frame time.  

Figure 20: The Cornell box rendered with 16 VPLs to the left and 128 VPLs to the right.

5.1.2 Number of points
To see the impact of number of points used for the scene representation, number of VPLs are  
held constant at 128.

Table 4: Influence of number of points on frame time.

Number of points Frames per second Frame time (ms)
1000 10,4 96,15

10000 8,6 116,28
50000 7,8 128,21

100000 7,43 134,53
200000 5,03 198,68
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Figure 21: Scatter plot of number of points against frame time.

As seen in Figure 21 the performance hit when rendering many points is not in the same range 
as when choosing number of VPLs. Though as seen in Figure 22, number of points can have a 
great impact on visual quality. To few points gives a lot of light bleeding through objects, as 
seen in the left image in the figure. The relationship is almost linear and selecting as few points 
as possible is positive for the performance. Though since the impact on performance is not as 
high as choosing number of VPLs, it is important to choose sufficient amount of points to avoid 
visual artifacts.

Figure 22: The Cornell box rendered with 10k points on the left and 100k points on the right.

5.2 Cathedral
The cathedral is very similar to a real game level, with full texturing and high polygon count.

5.2.1 Number of VPLs
The number of points are held constant at 100k points.
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Table 5: Influence of number of VPLs on frame time.

Figure 23: Scatter plot of number of VPLs against frame time.

Figure 24: The Cathedral rendered with 16 VPLs to the left and 128 VPLs to the right.

5.2.2 Number of points

Table 6: Influence of number of points on frame time.

Number of VPLs Frames per second Frame time (ms)
16 23,63 42,31
32 10,8 92,56
64 9,4 106,38

128 6,7 149,25
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Number of points Frames per second Frame time (ms)
1000 8,2 121,95

10000 7,77 128,76
50000 9,57 104,53

100000 8,83 113,21
200000 7,3 136,99
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Figure 25: Scatter plot of number of points against frame time.

As seen in Table 5 and Figure 25 the cathedral is a little slower to render than the Cornell box. 
Though not by a great deal and the main overhead is due to a higher polygon count and more 
textures. The same conclusions as in section  5.1 can be drawn, where the most performance 
influential parameter is the number of VPLs. As seen in Figure 26 the amount of points needs to 
be higher for the Cathedral to achieve visually pleasing results. Again this is due to the higher 
polygon count. 
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Figure 26: The Cathedral rendered with 10k points to the left and 200k points to the right.



6 Discussion

6.1 Conclusions
This thesis describes the complexity and importance of global illumination effects, in computer 
graphics. Numerous methods for real time global illumination are presented and evaluated. The 
rapid evolvement of the GPU makes it hard to emphasize one method that is better than any 
other. What can be said is that different methods are suitable for different circumstances. While 
imperfect shadow maps in conjunction with the presented implementation might be suitable for 
smaller or medium sized scenes, where complexity can be controlled. More purely screen space 
methods such as screen space directional occlusion, and similar approaches are more suitable 
for big scenes, where the viewer is further away from geometry. Reflective shadow maps is a 
common factor  for  many  of  the  methods,  proving  its  usability.  The method,  together  with 
extensions provides a scalable and robust solution for color bleeding effects in real time. The 
visibility problem between indirect  light,  may be solved for  many cases.  Imperfect  shadow 
maps proves to be a good candidate, even though a second scene representation needs to be 
maintained.

The final conclusion is that, while there is no universal GI solution for all circumstances, it is  
certainly  possible  to  provide  good  GI  effects  in  real  time.  As  proven  with  the  provided 
implementation. Real time global illumination is not a completely solved problem, but many of 
the presented methods are well suitable for many cases.  The rapid evolvement of the GPU and 
the  active  research  area,  still  shows  great  promise  for  future  implementations  and  future 
methods. 

6.2 Future work
There are many aspect of this work that could be examined further:

• Examine a more dynamic point cloud scene representation, where points are generated 
on the fly. Hence avoiding to maintain a second scene representation. Possibly done by 
using  information from world  space  positions  in  existent  light  and camera  buffers, 
similar to what is done in [12]. Another possible solution would be to use the geometry 
shader of the GPU to produce a point cloud with the scene mesh as input.

• Examine alternatives to point representations of the scene. For example a level of detail  
approach with polygon rendering. 

• Tessellation of the scene for improved paraboloid map quality. Supported by OpenGL 4 
and DirectX 11.

• Support for multiple indirect light bounces, similar to solutions proposed by [19] and 
[14].

• Interleaved sampling, for improved shading speed of multiple VPLs.

• Bilateral filtering of indirect shadows. 
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