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Abstract
This thesis is concerned with exploring methods for making computing systems more resilient to problems in the network communication, both in the
setting of existing infrastructure but also in the case where no infrastructure is available. Specifically, we target a situation called network partitions
which means that a computer or device network is split in two or more parts
that cannot communicate with each other.
The first of the two tracks in the thesis is concerned with upholding
system availability during a network partition even when there are integrity
constraints on data. This means that the system will optimistically accept
requests since it is impossible to coordinate nodes that have no means of
communicating during finite intervals; thus requiring a reconciliation process
to take place once the network is healed.
We provide several different algorithms for reconciling divergent states
of the nodes, one of which is able to allow the system to continue accepting
operations during the reconciliation phase as opposed to having to stop all
invocations. The algorithms are evaluated analytically, proving correctness
and the conditions for termination. The performance of the algorithms has
been analysed using simulations and as a middleware plugin in an emulated
setting.
The second track considers more extreme conditions where the network
is partitioned by its nature. The nodes move around in an area and opportunistically exchange messages with nodes that they meet. This as a model
of the situation in a disaster area where the telecommunication networks are
disabled. This scenario poses a number of challenges where protocols need
to be both partition-tolerant and energy-efficient to handle node mobility,
while still providing good delivery and latency properties.
We analyse worst-case latency for message dissemination in such intermittently connected networks. Since the analysis is highly dependent on the
mobility of the nodes, we provide a model for characterising connectivity of
dynamic networks. This model captures in an abstract way how fast a protocol can spread a message in such a setting. We show how this model can
be derived analytically as well as from actual trace files.
Finally, we introduce a manycast protocol suited for disaster area networks. This protocol has been evaluated using simulations which shows that
it provides very good performance under the circumstances, and it has been
implemented as a proof-of-concept on real hardware.
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“Begin reading Chapter N. Do not read the quotations
that appear at the beginning of the chapter.”
Donald Knuth,
The Art of Computer Programming, Volume I,
Step 4. of reading procedures

1

Introduction

The world changes. Sometimes, these changes are so subtle that it takes
historians to notice, and sometimes - as with the aptly named IT-revolution
- it happens so fast that it is hard to keep track from one month to the next.
As with any technical revolution, the most important change is not the
new technology itself (computers, digital cameras, cell phones, etc) but
rather the way they change our way of thinking. We are quickly becoming accustomed to instantaneous communication across the globe, immediate access to information on any subject and from wherever we happen to
be. This new way of thinking adds to the rate of change and affect the
way we choose to do things and build the society. Not long ago, buying a
ticket meant going to a cashier and giving some cash in exchange for a piece
of paper, transferring money meant going to a bank office, and informing
the public meant putting a notice in the local newspaper. Today, buying a
ticket means sending a text message or going to some web page, transferring
money the same, and informing the public means updating a web page. It
is easy to find examples of how we do things very differently from just ten
or twenty years ago.
As a consequence, our society is more efficient, more dynamic and gives
the citizens more opportunities than ever before. Unfortunately, it is also
much more vulnerable. Although today’s computing systems are extremely
powerful and versatile, they are generally not very adaptive or resilient.
Even small deviations from the normal course of action cause major outages. We see these effects on an almost daily basis. Some recent events
include the failure of the “.se” top domain for several hours due to misconfiguration [125], delayed braking by almost one second in Toyota Prius

3
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models caused by a software bug [206], and several service outages affecting
all Blackberry users [216].
Even worse, when a disaster or crisis hits the society, the effects can
be devastating, immediately by direct damage such as collapsing buildings,
but also indirectly by disabling critical infrastructure such as roads, water
supplies, power lines and telecommunication. The latter might seem an
insignificant problem in the circumstances, but the fact is that one of the
toughest problems in post-disaster management is the ability to communicate effectively [204]. Such services are also critical for the next phase,
getting back to normality. Even more so in the kind of society described
above, where everything is managed using interconnected computer systems
built for cost-efficiency rather than robustness.

1.1

Dependable Distributed Systems

Clearly, we need to start making computer systems more resilient, both
against the everyday disturbances as well as the less common but more
devastating events. So, how can this be done? Many, if not most, of the
computer systems that surround us are not based on a single computer, but
rather uses many computers connected through a network. The number of
computers and their role in the system is usually hidden to the user, we see
only the user interface (e.g. a terminal or the buttons and display in a car).
Such systems are called distributed systems, as the task that they perform
are distributed across multiple computers, a simple example is shown in
Figure 1.1.
Distributed systems offer many obvious advantages, allowing cooperation
over large geographic distances, access to services independent of location,
and are well-suited for enabling fault tolerance using data and service replication.

Figure 1.1: A simple distributed system
However, the large amount of dependencies in a distributed system also
makes implementing fault tolerance a difficult problem that has been an ac-
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tive research area for the last forty years. In the space, aircraft, and nuclear
industry, there is a strong tradition of making computing systems that are
extremely fault-tolerant and able to function under very adverse conditions.
This development has been motivated by the high costs associated with failure, the necessity of keeping a good track record for public acceptance, and
by regulation.
As the need for dependable computing moves into all areas of society,
the methods from the safety-critical industries would be desirable on a much
wider scale. However, many of these methods are difficult and expensive to
deploy since they require higher degrees of redundancy, higher cost of development, and complex algorithms for maintaining correctness. Thus, there
is a challenge ahead in making fault-tolerant computing more accessible for
developers and finding methods and algorithms that are inherently robust
and capable of dealing with adverse environments.
The work in this thesis is concerned with exploring such algorithms for
the purpose of increasing the availability of distributed systems when faced
with a specific kind of fault called network partitions. Availability is one
of the important attributes of dependability and it is defined as the readiness for correct service. That is, increasing availability of a system means
increasing the chance that it will provide the requested service when it is
needed.

1.2

Network Partitions

When reasoning about behaviour for distributed systems, they are usually
modelled as a set of nodes and links. One can then consider how the correctness of the system is affected when some subset of the nodes or links deviate
from their normal behaviour. When constructing a fault-tolerant system,
one must specify a fault model that describes the type and frequency of the
faults that are tolerated.
B

E

G

D
A
C

F

Figure 1.2: A partitioned network
When links in a distributed system fail in such a way that the network
splits in two or more parts, we say that a network partition has occurred.
That is, some nodes cannot reach some other nodes in the network. Figure 1.2 shows a small partitioned network, where nodes A-D and nodes E-G
belong to two different partitions. (In computer science the term partition
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is used in a slightly different manner to mathematics where the word refers
to a set which is split in subsets.)
Obviously, for a system to work as a whole, network partitions will be a
major obstacle as some nodes can no longer communicate with each other.
However, provided that the partition is not permanent (i.e., after some time,
links are restored or created so that the nodes can once again communicate),
it is possible to mitigate the impact on applications running on top of the
partitioned network.
Network partitions can occur for many reasons, of which misconfigurations is probably the most common in the Internet [163]. As systems tend to
become more and more complex and organisations are forced to install complex firewalls and virtual private network solutions, it does not take much
for a simple maintenance procedure to cause major problems in the network. However, other causes such as computers crashing, cables being cut,
overloaded channels, and loss of electricity can also cause network partitions.
As our objective is to uphold availability, we will in this thesis consider
how the system can keep accepting invocations even during a network partition. However, such actions can potentially lead to inconsistencies in the
data since the nodes cannot communicate as normal. When the network
partition fault is repaired, the state of the system will have diverged in different directions. In order to restore a single consistent state for the system,
a reconciliation process is needed.
Moving the focus from fixed and wired networks to wireless mobile networks, we see a very different picture. In such cases disconnectivity might
no longer be an exception, but rather a state of normality. The study of
such intermittently connected networks is not merely for academic curiosity,
there are several application areas where the end-to-end contemporaneous
connectivity cannot be assumed. Possibly the most famous example is the
interplanetary Internet[40, 142], which as given rise to the Delay-tolerant
Networking (DTN) community. Other examples can be found in wildlife
monitoring[112, 189], and in military applications [102]. Another area that
has emerged as an increasingly important field of study is that of disaster
area communication.

1.3

Disaster Area Networks

As the world population is growing and cities are getting bigger and denser,
the effect of natural and man-made disasters is also increasing. More lives
are lost due to people living closer to the water and tighter together in big
cities. In the last few years we have seen the horrible effects of earthquakes,
tsunamis and hurricanes.
Unforeseen events and disasters cannot easily be generalised to fit a common pattern. The needs and resources differ drastically depending on circumstances such as the scale of the event, which part of the world is affected,
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and the type of event (earthquake, flooding, fire, epidemic, etc). However,
two important problems can be identified:
• the need for a common operational picture,
• and the matching of needs and resources.
That is, the people involved in the rescue and restoration after a disaster cannot work efficiently without knowing what has happened, where are
victims, what rescue operations are ongoing, what needs to be done, etc.
So, the ability to communicate is central for the success of the relief efforts.
Both direct voice communication as well as other network-based tools for
information sharing and collaboration are needed.
However, due the lack of infrastructure and other resources, setting up
working systems for communication can be difficult and time consuming.
Node mobility in large geographic areas will result in intermittent connectivity, thus requiring protocols to be partition-tolerant as well as energy
efficient.

1.4

Problem Formulation

This thesis is concerned with the problem of providing availability in the
presence of network partitions. We study two types of networks:
• networks with stable connectivity that are subject to temporary partitions and have strict data consistency requirements,
• networks that are intermittently connected and have reliable communication as a major challenge.
Traditionally, network partitions have been considered to be showstoppers in distributed systems. Many other types of faults (e.g. node
crash, link failure, data corruption, etc) can be reasonably tolerated, but
with network partitions, the major approaches rely on reparation of the
fault for continuation of the operation. Our main hypothesis is that network
partitions do not constitute an absolute hindrance for system availability.
There are previous results supporting this view in the area of optimistic
replication [179], and in recent years the DTN community has successfully
demonstrated that systems can indeed operate with very weak connectivity.
However, our aim is to expand the envelope of what can be achieved in terms
of increased service during network partitions. In particular, we intend to
show that:
• Acting optimistically by temporarily relaxing constraint consistency
requirements pays off in terms of increased availability for the system, even when considering the adverse effects caused by post-repair
reconciliation.
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• Reconciliation of divergent replicas can benefit from utilisation-based
protocols, and can be made to work in the background while the system
is operating.
• It is possible to place an upper bound on the worst case latency of
message dissemination in intermittently connected networks.
• New message dissemination algorithms for intermittently connected
networks can be designed that provide better system availability for
situations with scarce resources compared to current protocols.
We have used several different research methods in this work. Computer
science is a discipline with connections both to mathematics and experimental sciences. In Chapters 7 and 11 we use simulations to evaluate algorithm
properties. However, computer simulations are also limited in the sense that
they only show the results for a specific set of inputs. So we complement
the simulations with analytical studies in Chapters 5 and 9 and also with
real implementations to provide proof-of-concept prototypes and to try to
understand what the practical limitations of our approaches are.

1.5

Contributions

The thesis pursues several research directions, although with a common
theme. The contributions can be summarised as:
• Reconciliation algorithms for restoring consistency after network partitions.
• New metrics for measuring availability in systems where operations
can be undone.
• Extensive evaluation of the reconciliation protocols both analytically
and experimentally.
• A theoretical framework for reasoning about connectivity in intermittently connected networks.
• An analytical study of worst-case broadcast latency in intermittently
connected networks.
• A manycast protocol for intermittently connected networks.
• Experimental evaluation of the protocol mentioned above.
We now proceed to describe these contributions in detail.
Reconciliation Algorithms We present formal descriptions of four reconciliation algorithms – three of which are centralised and assume no incoming operations during reconciliation, and one distributed algorithm that
allows for system availability during reconciliation.
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Availability Metrics Having developed reconciliation algorithms for partitionable systems we were faced with the problem of evaluating their performance. As already mentioned, the purpose of the algorithms was to enable
the system to provide higher level of availability in presence of network partitions. Unfortunately, the standard availability metrics did not give the
entire picture in our case. Therefore, we needed to complement the standard availability metrics with new metrics that could incorporate the fact
that some operations were seemingly successful but later revoked to facilitate reconciliation. These availability metrics are generally applicable to
systems with tentatively accepted operations.
Evaluation of reconciliation We have evaluated the reconciliation protocols in several ways. First of all, we have formally proven them correct
and given sufficient conditions for termination (including worst-case execution time).
Moreover, all the algorithms were implemented in a simulation-based
environment where properties such as availability, accumulated utility, reconciliation duration were studied and compared. In order to also find out the
overhead induced and to show the applicability of our approach, we implemented and tested one of the algorithms as a component in a CORBA-based
middleware running on real hardware. This middleware provides almost
transparent partition tolerance to applications with data constraints and
high requirements on availability.
Framework for reasoning about connectivity In order to reason
about more complex connectivity patterns as is the case of mobile wireless networks, we needed to develop a framework for this purpose. Using
the graph theoretical concept of expansion, we provide a model where one
can easily characterise the level of connectivity for a given system. We also
provide an algorithm that extracts the necessary parameters from mobility
trace files.
Worst-case latency Using the above connectivity model we provide an
upper bound for the worst-case latency of a class of broadcast algorithms
that can guarantee bounded queueing under certain circumstances in intermittently connected networks. Besides the assumptions on connectivity
given by the connectivity model, this derivation depends on protocol properties such as worst-case queue length for a given load.
Manycast protocol We have developed a protocol adapted for message
dissemination in disaster area networks called Random Walk Gossip (RWG).
The protocol is a manycast protocol, and as such the success criteria for a
message is to reach a minimum number of nodes. The protocol uses a
random-walk strategy in connected parts of the network, and a anti-entropy
approach when all the nodes nearby are already informed of a message. By

10

CHAPTER 1. INTRODUCTION

using a simple Bloom filter for tracking informed nodes, the protocol needs
very little signalling and thereby can save bandwidth and energy.
Evaluation of manycast In order to assess the performance of the manycast protocol we have performed simulation based experiments using nonuniform mobility traces based on a disaster scenario. The RWG protocol
was compared with the partition-tolerant Hypergossiping protocol, and the
results show that RWG outperforms Hypergossiping in several aspects.
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1.7

Outline

This thesis is composed of four parts, out of which the two middle ones
contain the core of the thesis. The first part contains introduction and
background to the overall area. In Part II, we present the work which is
concerned with maintaining constraint consistency for data-intensive applications in partitionable networks. Part III, presents the work we have done
in the context of message dissemination for intermittently connected networks. Finally, Part IV contains conclusions and future work.

“THE investigation of the truth is in one way hard,
in another easy. An indication of this is found in the
fact that no one is able to attain the truth adequately,
while, on the other hand, we do not collectively fail,
but every one says something true about the nature of
things, and while individually we contribute little or
nothing to the truth, by the union of all a considerable
amount is amassed. Therefore, since the truth seems
to be like the proverbial door, which no one can fail to
hit, in this respect it must be easy, but the fact that
we can have a whole truth and not the particular part
we aim at shows the difficulty of it.”
Aristotle, Metaphysics, Book II

2

Background
This chapter lays out the general background of the work in the thesis. The
goal is not to provide a complete list of related work, but rather to go through
the basic concepts that we rely upon later in the thesis. Chapters 3 and 8
will provide more detailed related work and background which is specific for
the respective part of the thesis.
We start with a short introduction to the area of dependable computing
and then narrow down a bit on fault-tolerant distributed systems. We will
pay some attention to the different ways one can define consistency in these
settings. Finally, we will give an overview of some of the research done in
the networking community.

2.1

Dependability

As noted in the introduction, the work in this thesis is mainly concerned
with increasing availability. Thus, it is prudent to give an overview of definitions for availability and put it in a context with other related concepts
such as reliability. In this section we put the availability concept in a wider
perspective. Availability alone is not enough to capture the requirements
on, for example, the control system in a car. We also need the system to be
reliable and safe. These concepts are covered by the idea of dependability.
In 1980 a special working group (WG 10.4) of the International Federation
for Information Processing (IFIP) was formed to address methods and approaches to create dependable systems. Their work contributed to finding
a common terminology for dependable computing. We will outline some of
the basic ideas that are summarised by Avižienis et al. [18].
13
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Dependability is defined as the ability to deliver service that can justifiably be trusted. A more precise definition is also given as the ability of a
system to avoid failures that are more frequent, or more severe, and outage
durations that are longer than is acceptable to the user(s).
The attributes of dependability are the following [18]:
• availability: readiness for correct service,
• reliability: continuity of correct service,
• safety: absence of catastrophic consequences on the user(s) and the
environment,
• integrity: absence of improper system alterations,
• maintainability: ability to undergo repairs and modifications and repairs.
These attributes are all necessary for a dependable system. However,
for some systems, they come at no cost. For example, a system for booking
tickets is inherently safe since it cannot do any harm even if it malfunctions.
Which attributes that are more important to fulfil vary as well and so do
the interdependencies. Safety of the system may very well be depending on
the system’s availability.
The difference between availability and reliability is worth pointing out.
Availability is related to the proportion of time that a system is operational
whereas reliability is related to the length of operational periods. For example, a service that goes down for one second every fifteen minutes provides
reasonable availability (99.9%) but very low reliability.
Security is defined by Avižienis et al. as a composite of availability, confidentiality (the absence of unauthorised disclosure of information) and integrity, although there are many other aspects to this area. We have already
stated the importance of availability and it is clear that it is a fundamental
attribute of any system although the required degree of availability might
vary.

2.1.1

Measuring Availability

When dealing with metrics relating to fault tolerance, we are usually dealing
with unknowns. We cannot know a priori what types of faults will occur,
or when they occur. Therefore, we cannot know what level of quality we
can provide for a given service. However, we can still quantify the availability in two ways. First, we can do a probabilistic analysis and calculate
a theoretical value for the system availability. The second option is to actually measure the availability for a number of scenarios. Thus, there are
two types of metrics that are discussed here, theoretical metrics, and experimental metrics. They can be seen as related in the same way as the mean
and variance of a stochastic variable can be estimated using sampling.
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Figure 2.1: Time to failure and repair

Helal et al. [98] summarise some of the definitions for availability. The
simplest measure of (instantaneous) availability is the probability A(t), that
the system is operational at an arbitrary point in time. The authors make
the definition a bit more precise by saying that for the system to be operational at time t there are two cases. The system has been functioning
properly in the interval [0, t] or the system has failed at some time point but
been repaired before time t. As this measure can be rather hard to calculate
the authors give an alternative definition as well.
The limiting availability limt→∞ A(t) is defined as follows:
MTTF
MTTF + MTTR
where MTTF is the mean time to failure and MTTR is the mean time to
repair. These are illustrated in Figure 2.1.
Both of these measures are based on theoretical properties of the system.
However, in order to effectively evaluate a system, we need a metric that
can be measured. Helal et al. give the following general expression for
experimentally measuring availability given that a system is monitored over
a time period [0, t].
P
ui
A(t) = i
t
Here, ui are the periods of time where the system is available for operation. If we analyse the behaviour of fault-tolerant systems, Sieworek and
Swarz [187] identified up to eight stages in response to a failure that a system
may go through. These are: fault confinement, fault detection, diagnosis,
reconfiguration, recovery, restart, repair, and reintegration.
The above definitions are very general and even ambiguous. Specifically
the term “operational” needs to be clarified. This is done in Section 7.1
in this thesis, giving rise to the terms partially operational and apparently
operational. A different approach to measuring availability, that we also
employ in this work, is based on counting successful operations [227]. This
allows for differentiation between different types of operations. Coan et
al. [52] defines an availability metric for partitioned networks. The basic
lim A(t) =

t→∞
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idea is to let (in this context transactions can be considered synonymous to
operations):

Availability =

number of transactions successfully completed
number of transactions presented to the system

This can then be divided in two parts, availability given by performing
update transactions, and availability given by performing read transactions.
This is a measurable metric that naturally has its corresponding theoretical
measure [99] which is the probability that a given transaction succeeds.
There is a major problem with this metric when combined with integrity
constraints that involves multiple nodes. If an operation or transaction is
rejected due to an integrity constraint, then this is part of the normal behaviour of the system and should not be seen as reduction of availability. On
the other hand, if we consider rejected operations as successfully completed
then we have another problem. If we optimistically accept an operation
without being able to check for consistency and revoke it later, should it
still be counted as successfully completed?
An alternative way of measuring availability is proposed by Fox and
Brewer [79]. They define two metrics, yield which is the probability of
completing a request and harvest which measures the fraction of the data
reflected in the response. This approach is best suited for reasoning about
availability for read-operations. In this thesis we concentrate on the availability for update operations.
The wireless networking community has its own terminology and metrics that at a first glance are quite different from the dependability area.
However, availability is equally important here as in other fields. The most
commonly used metric is the packet delivery ratio, which is the proportion
of packets that are successfully delivered to their destination out of all the
packets sent. Clearly, this is a variant of operation-based availability.

2.1.2

Availability and Latency

The concept of availability is closely related to that of latency. Unfortunately, this fact is sometimes not given sufficient attention. However, in
several parts of this thesis this connection is central. When defining availability as the probability of getting correct service for a given request, there
is an implicit assumption that there is a worst acceptable response time (i.e.,
latency) for the request.
Now consider the three cases in Figure 2.2. The graphs show the response
time of all the requests that do not fail. If the situation is as in case a),
that is, if all requests finish within the acceptable time, then the latency and
availability can very well be treated as orthogonal metrics. However, imagine
that the system suffers from overload or the network becomes congested,
then the situation might become as in case b). Now suddenly the availability
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and latency metrics become two sides of the same coin, and the level of
availability depends on the acceptable response time.
To complicate things even more, we can consider the case where requests
that would normally fail for some reason, can trigger some kind of dynamic
redundancy mechanism that will retry the operation and possibly succeed,
although with some considerable delay (case c).
The point of this discussion is that if there is a mechanism designed to
increase availability of the system, considering the latency incurred by this
method is not only important from the perspective of overhead, but also as
an important input to the measurement of the availability itself.

2.1.3

Dependability Threats

Continuing with the dependability taxonomy which also defines the threats
to dependability as:
• fault: the adjudged or hypothesised cause of an error,
• error: part of the system state that may cause a subsequent failure,
• failure: an event that occurs when the delivered service deviates from
correct service.
There is a chain of causality between faults, errors and failures. A fault
can be dormant and thus cause no problem, but when it becomes active it
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causes an error. This error may propagate and result in more errors in the
system. If the error is not treated, e.g. by means of fault tolerance, then
this error may propagate to the service interface and thus create a failure.
If the system is part of a larger system then this failure becomes a fault in
that system. To summarise we have the following sequence: fault → error
1 → . . . → error n → failure → fault → . . .. Unfortunately, in distributed
systems faults and failures are often used interchangeably as a node crash
is a failure from the node point of view but a fault from the network point
of view.

2.1.4

Dealing With Faults

There are four basic approaches [18] for dealing with faults and thereby
achieving dependability:
• fault prevention: means to prevent the occurrence or introduction of
faults,
• fault tolerance: means to avoid service failures in the presence of faults,
• fault removal: means to reduce the number or severity of faults,
• fault forecasting: to estimate the present number, the future incidence,
and the likely consequences of faults.
All of these techniques are necessary for creating highly available services.
It would be unwise to rely on just one of them. However, fault tolerance is
arguably a very important property for a system to have since there is no way
of completely avoiding faults. This has also been given the most attention
in the research community. The techniques described and analysed in this
thesis are designed to achieve fault tolerance. In the following section we will
elaborate on existing techniques for fault tolerance in distributed systems.

2.2

Fault Tolerance in Distributed Systems

Fault tolerance is still a young research discipline and we have yet to see
a common terminology that is widely accepted as well as unambiguous.
However, a lot has been done [57, 184, 140, 83, 201] towards creating a
common understanding of the concepts.

2.2.1

Fault Models

For any fault-tolerant approach to be meaningful it is necessary to specify
what faults the system is capable of tolerating. The fault model needs
to specify the kind of faults that are tolerated and with which frequency
they can occur. For example, no system will tolerate all nodes permanently
crashing. So what we need is a model that describes the allowed set of faults.
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Sometimes this is referred to as a failure model, which is then a model of
how a given component may fail. Here we take the system perspective and
consider the failure of a component as a fault in the system, therefore we
use the term fault model rather than failure model.
When discussing distributed systems, we usually refer to nodes (i.e.,
computers) and links. However, one can use the more general concept of
processes. A process can send and receive messages. Typical fault models
for distributed systems are the following.
• Fail-Stop: A process stops executing and this fact is easily detected
by other processes.
• Receive Omission: A process fails by receiving only a subset of the
messages that have been sent to it.
• Send Omission: A process fails by only transmitting a subset of the
messages that it attempts to send.
• General Omission: Send and/or Receive Omission.
• (Halting) Crash: Special case of General Omission where once messages are dropped they are always dropped.
• Byzantine: Also called arbitrary as the process may fail in any way
such as creating spurious messages or altering messages.
In natural language we sometimes say that a computer crashes when it
suffers from a transient fault. After rebooting the computer it can continue
functioning as a part of the network. This does not match the above definition of crash failure. The same goes for a faulty link, that can be repaired.
To clear this ambiguity we can therefore differentiate between [83]:
• halting crash: a crashed process never restarts,
• pause crash: a crashed process restarts with the same state as before
the crash,
• amnesia crash: a crashed process restarts with a predefined initial
state which is independent of the messages seen before the crash.
Note that for stateless processes (such as links) pause and amnesia are
equivalent. The real challenge in creating fault-tolerant systems is when
multiple faults happen simultaneously. Of special interest in this thesis is
the situation where one or more links fail (general omission/pause crash) in
such a way that the network is divided in two or more disjoint partitions.
We will call this a network partition fault.

20

CHAPTER 2. BACKGROUND

2.2.2

Timing Models

Time plays a crucial role in the design of distributed systems. The very notion of fault tolerance is practically unachievable without some assumptions
on timing. There are three basic timing models [140]:
• the synchronous model,
• the asynchronous model,
• the partially synchronous model.
Each model translates to a set of assumptions on the nodes and the
network. The synchronous model is the most restrictive model, as it requires
that there is a bound on the message delivery delay and on the relative
execution speeds of all processes. Although it is possible to create systems
that fulfil this requirement, it is very expensive. However, since the model
allows for easy support for fault tolerance and verification it is a relevant
model for safety-critical systems.
The asynchronous model does not imply any timing requirements whatsoever. That is, we cannot bound the message delivery delay or relate the
rate of execution for the nodes. However, most algorithms require liveness,
meaning that the delays are not infinite (but can be arbitrarily long). This
model is very attractive since an algorithm that works in an asynchronous
setting will work in more restrictive models. However, as we will come back
to, fault tolerance is hard to achieve in asynchronous networks.
This leaves us with the partially synchronous model [70] where some
timing requirements are made on the network but that do not require clock
synchronisation. A variant to this is the timed asynchronous model of Cristian and Fetzer[58] that requires time bounds on processor actions but allows
for an unbounded rate of dropped or late messages. Another variation based
on the above models is a system that is partially synchronous in the sense
that it acts as a synchronous system during most intervals but there are
bounded intervals during which the system is acting in an asynchronous
fashion. [47]

2.2.3

Consensus

At the very heart of the problems relating to fault tolerance in distributed
systems is the consensus problem [78]. It has been formulated in a nice
fashion by Chandra and Toueg [46] over a set of processes that all propose
a value:
Termination Every correct process eventually decides some value.
Uniform integrity Every process decides at most once.
Agreement No two correct processes decide differently.
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Uniform validity If a process decides v, then v was proposed by some
process.
Although this problem sounds simple enough, Fischer, Lynch and Paterson showed [78] that solving consensus with a deterministic algorithm is
impossible in an asynchronous system if just one process may crash. The intuition behind this result is that it is impossible for the participating nodes
to distinguish a crashed process from a very slow process. So either the
system has to wait for all nodes (i.e., forever if one node has crashed) or it
must decide even if one node does not respond. However, a very slow node
could have decided differently in the mean time.
Unfortunately for a number of problems it has been shown that they
are equivalent or harder than the consensus problem. Among these are
atomic multicast/broadcast (equivalent [46]) and non-blocking atomic commit (harder [93]).
So if we cannot solve consensus in completely asynchronous systems,
what do we have to assume to make consensus possible? There are several
answers to this question. Dolev et al. [66] showed what the minimal synchronicity requirements are for achieving consensus in presence of crashed
nodes. For example, it suffices to have broadcast transmissions and total
ordering of messages.
Note that although these bounds need to exist as shown by Dwork and
Lynch [70] it is not necessary that these bounds are known. This is important since it allows the creation of consensus algorithms without having to
know the exact timing characteristics of the system. It is enough to know
that there are bounds, they do not have to be encoded in the algorithm. Alternatively, the bound may be known but it does not hold until after some
time t that is unknown.
Another way to solve the consensus problem is to allow probabilistic
protocols [29]. The idea is to solve the problem of not being able to decide
on a value by randomly choosing a value to vote for. The protocol only
decides when it is safe to do so. Unfortunately, this approach seems to lack
efficiency [5] as there can take many rounds before the nodes are able to
reach agreement.

2.2.4

Failure Detectors

In 1996 Chandra and Toueg [46] presented a concept that has been somewhat
of a breakthrough in fault-tolerant computing. By introducing unreliable
failure detectors they created an abstraction layer that allows consensus
protocols to be created without having to adopt a synchronous timing model.
Of course, in order to implement such failure detectors, one still needs at
least partially synchronous semantics.
The failure detectors are classified according to properties of completeness and accuracy. Completeness means that the crashed process is suspected by the failure detector, whereas accuracy means that a live node is
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not suspected. The question of who suspects is answered by the difference
between strong and weak completeness. Strong completeness means that
all nodes must suspect the crashed node and weak completeness that some
node suspects it. Strong accuracy means that no correct process is suspected (by anyone), and weak accuracy means that some correct process is
never suspected (by anyone). Finally, the failure detector can be eventually
strong (weak) accurate meaning that there is a time after which no (a) correct process is (not) suspected, but before which correct processes may be
suspected. This is the reason for the term unreliable failure detectors, they
may suspect healthy processes as long as they eventually change their mind.
This categorisation gives rise to eight types of failure detectors. Chandra and Toueg [46] show that in a system with only node crashes, weak
completeness can be reduced to strong completeness and therefore there are
actually only four different classes. They also show that these four classes
are really distinct and cannot be mutually reduced.
Since the work of Chandra and Toueg only applies to systems with node
crashes their work has been extended [67, 21] to include link failures and
thus partitions. In systems with link failure, weak and strong completeness
are no longer equivalent. Therefore, one needs strong completeness and
eventually strong accuracy to solve consensus.
There has been considerable research on how to make failure detectors
efficient and scalable [208, 94, 49, 97]. Unfortunately, this problem is inherently difficult. In order to achieve scalability, one needs to allow longer
time periods between the occurrence of a fault and its detection. This leads
to slower consensus since the consensus algorithms will wait for a message
from a node or an indication from the failure detector.

2.2.5

Group Communication and Group Membership

Although failure detectors supply an important abstraction level, they do
not provide high level support for fault tolerance. What the application
programmer really needs is a service that provides information of the reachable nodes as well as atomic multicast primitives. This is the motivation for
devising group membership and group communication mechanisms. Group
membership provides the involved processes with views. Each view tells
what other processes are currently reachable. On top of this it is possible to create a group communication service that also provides (potentially
ordered) multicasts within the group.
The first group membership service was the ISIS [35] system (later replaced by Horus [207]) which was developed at Cornell. In 1987 Birman and
Joseph [34] introduced the concept of virtual synchrony that were adopted
in the ISIS system. Virtual synchrony states that for any two processes that
are members of the view v2 and which previously were both members of the
view v1 these two processes agree on the set of messages that were delivered
in v1 . Thus creating the impression for all observers that messages have
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been delivered synchronously. The ISIS implementation were restricted to
only allowing a primary partition to continue in case of a network partition
fault.
A number of different formalisms [151, 81, 21] and systems have later
been proposed with some differences in their specifications. The differences
are mainly of three types: what is the underlying services required, when
are messages allowed to be sent, and finally what are the message delivery guarantees. Earlier services sometimes rely on hidden assumptions on
the network or specifically assume timing properties [59]. Later, the failure detector approach has been used to separate the lower level time-out
mechanisms. The second difference relates to whether the service allows
messages to be sent during regrouping intervals (such messages cannot be
delivered with the same guarantees as ordinary messages). The message
delivery guarantees range from First In First Out (FIFO) multicast to totally ordered atomic multicast. Moreover, some membership services only
guarantee same view delivery (i.e., a message is delivered within the same
view for all receiving processes) whereas others guarantee sending view delivery [151] (i.e., the message is delivered in the same view as it is sent).
Transis [11] was the first system that allowed partitions to continue
with independent groups. It has been followed by several other such as
Totem [152], Moshe [119], Relacs [20], Jgroups [21], Newtop [73], and
RMP [109].
For a comprehensive comparison of different group communication services we recommend the paper by Chockler et al. [50].

2.2.6

Fault-tolerant Middleware

Since providing fault tolerance is a non-trivial task, requiring efficient algorithms for failure detection, group membership, replication, recovery, etc,
it seems to require a lot of effort to produce a fault-tolerant application.
Moreover, application writers apparently need to be knowledgeable about
these things. However, the complexity of these tasks have contributed to
the development of middleware that takes care of such matters in a way
that is more or less transparent to the application writer. Middlewares first
appeared as a way to provide location transparency by allowing remote procedure calls or remote method invocations.
Here we will briefly describe some of the work that has been done in
crash-tolerant middleware. Later in Section 3.2.4 we will relate to partitiontolerant middleware systems.
The Common Object Request Broker Architecture (CORBA) platform
has been a popular platform for research on fault-tolerant middleware. Felber and Narasimhan [76] survey different approaches to making CORBA
fault-tolerant. There are basically three ways to enable fault tolerance in
CORBA: (1) by integrating fault tolerance in the Object Request Broker
(ORB), examples include the Electra [141] and Maestro [209] systems, (2)
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by introducing a separate service as done in DOORS [157] and AqUA [60],
(3) by using interceptors and redirecting calls. The interceptor approach
is taken in the Eternal system [156] which is also designed to be partitiontolerant (discussed below).
The Fault-Tolerant CORBA (FT-CORBA) specification [160] was the
first major specification of a fault-tolerant middleware. The standard contains interfaces for fault detection and notification. Moreover, several different replication styles are allowed such as warm and cold passive and active
replication. Two of the systems discussed above (Eternal and DOORS) fulfil the FT-CORBA standard. Unfortunately, the FT-CORBA standard also
has some limitations.
There has also been some work done in combining fault tolerance and
real-time requirements in middleware. MEAD [155] is a middleware based
on RT-CORBA with added fault tolerance. The idea is to adaptively tune
fault tolerance parameters such as replication strategy and checkpointing
frequency according to online measurements of system performance. Moreover, there is support for predicting faults that follow a certain pattern and
start mitigating actions before the fault actually occurs. The fault models
considered are crash, communication and timing faults, but not partition
faults. The ARMADA project [1] aimed at constructing a middleware for
real-time with support for fault tolerance. It allows QoS guarantees for
communication and service. It has support for fault tolerance mechanisms
using a real-time group communication component, but does not consider
partition faults. Huang-Ming and Gill [104] have extended the real-time Ace
ORB (TAO) with improvements of the CORBA replication styles so that
fault tolerance is achieved for a real-time event service.
Szentivanyi and Nadjm-Tehrani [199, 198] implemented the FT-CORBA
standard as well as an alternative approach called fully available CORBA
(FA-CORBA) and compared their fault-tolerant properties and overhead
performance. The drawback with the FT-CORBA standard is that some
of the required services (replication manager and fault notifier) are single
points of failure. The FA-CORBA implementation does not have any single
points of failure, but requires a majority of nodes to be alive. In terms of
overhead the FA-CORBA implementation is more costly due to the fact that
it requires a consensus round for each invocation.

2.3

Consistency

Part II of this thesis is concerned with constraint consistency in presence
of network partitions, and the part III implicitly with upholding replica
consistency. Therefore, we will now proceed to compare different types of
consistency and how they relate to the concepts discussed above.
To explain the concept of consistency in a very general sense, one can
say that to ensure consistency is to follow a set of predefined rules. Thus,
all computer systems have consistency requirements. Some of the rules are
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fundamental: object references should point to valid object instances, an IP
packet must have a header according to RFC791 etc. These requirements are
(or should be) easy to adhere to, and it would not make any sense to brake
them. However, there are also consistency requirements that are defined
to make it easier to deliver correct service to the user; but which are not
crucial. Instead, by relaxing some of these requirements, we can expand the
operational envelope for our system. However, since the rules were created
to ease the system design, relaxing them requires more algorithms to deal
with cases when the rules are broken.
Note the difference between the consistency requirements discussed here
and the consensus problem described in Section 2.2.3. Consensus is a basic
primitive for cooperating processes to agree on a value. Consistency is a
higher level concept that constrains data items and operations. We need
consensus to ensure consistency (at least strict consistency).
As suggested by Fox and Brewer [79], and formally shown (although
with heavy restrictions) by Gilbert and Lynch [85] it is impossible to combine consistency, availability and network partitions. This is called the CAP
principle by Fox and Brewer. Thus, our goal is to temporarily relax consistency and thereby increase availability.
We will continue by looking at three types of consistency requirements
that can be traded for increased availability: replica consistency, ordering
constraints, and integrity constraints. These are related to the consistency
metrics by Yu and Vahdat [226] which we will refer to in our discussion
below. However, we will not elaborate on any real-time requirements such
as the staleness concept of Yu and Vahdat.

2.3.1

Replica Consistency

First we give an informal definition of replica consistency: A system is replica
consistent if for all observers interacting with the replicas of a given object,
it appears as if there is only one replica.
In databases there exist several concepts that imply replica consistency,
but are wider in the sense that they not only restrict the state of the replicas but also the order in which subtransactions are processed. The most
frequently used consistency concept is one-copy-serializability [31]. This not
only stipulates that the replicas all appear as one, it also requires that concurrent transactions are isolated from each other. That is, the transaction
schedule is equivalent to a schedule where one transaction comes after the
other.
This requirement has been found to be too strict for many systems due
to other requirements such as performance and fault tolerance. As a solution to this Pu and Leff [175] introduced Epsilon Serializability (ESR). This
allows asynchronous update propagation while still guaranteeing replica convergence. This means that ESR guarantees 1-copy serializability eventually.
Four control methods are described that utilise information such as commu-
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tativity to ensure eventual consistency.
For single master systems (only one replica is allowed to be updated),
one can characterise the amount of replica inconsistency by staleness or
freshness [56] of the secondary replicas. If updates occur with an even load,
then freshness can be quantified simply by measuring the time since the
replica was last updated.

2.3.2

Ordering Constraints

Anyone dealing with distributed systems sooner or later runs in to the problem of ordering. There are two types of ordering constraints: syntactic and
semantic.
Syntactic ordering Syntactic ordering is completely independent of the
application logic. However it may take into account what data elements
were read or written to, or the time point of a certain event.
The causal order relationship introduced by Lamport [134] has proved
to be very useful when ordering events in distributed systems. For example, if a multicast service guarantees causal order, then no observer will
receive messages in the wrong order. It is also possible to create consistent
snapshots [89] of a system by keeping track of the causal order of messages.
The order error of Yu and Vahdat is a combination of replica consistency
and ordering constraints. They define every operation that has been applied
locally but not in an ideal history (or applied in the ideal history but in
the wrong order) as increasing order error. This means that requiring the
order error to be zero is equivalent to requiring causal order and full replica
consistency.
Semantic ordering Semantic ordering on the other hand, is an order
that is derived from the application requirements. These requirements may
be explicit or implicit.
Shapiro et al. [186] have proposed a formalism for partial replication
based on two explicit ordering constraints, before and must-have. The before
constraints states that if operation α is before operation β then α must be
executed before β. The must-have constraint states that if α must-have β
then α cannot be executed unless β is also executed. These were used as
the basis for the IceCube [174] algorithm, and they allow many ordering
properties to be expressed in a concise and clear manner. However, as
the authors remark at the end, these constraints cannot capture the full
semantics for some applications such as a shared bank account.
In multiprocessor systems the problem of ordering operations have
emerged as an important problem for the purpose of increasing the system performance by allowing memory operations to be performed in any
order as long as it is consistent with a set of given rules [197].
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Integrity Constraints

Integrity constraints have been used in databases for a long time [88]. They
are useful for limiting the possible data space to exclude unreasonable data
and thereby catching erroneous input or faulty executions. Application programmers use integrity constraints all the time when programming applications, but they are usually written as part of the logic of the application
rather than as explicit entities. This might start to change when the designby-contract [147] methodology becomes more popular.
There are three basic types of constraints used in the design-by-contract
philosophy:
• preconditions are checked before an operation is executed,
• postconditions are checked after an operation is executed,
• invariants must be satisfied at all times.
Invariants can be maintained using postconditions provided that all data
access is performed through operations with appropriate postconditions.
Yu and Vahdat [226] use numerical error as a way to quantify the level of
consistency of the data. For numerical records this is taken as the difference
between the current value and the desired value (i.e., the value that would be
if all update operations are applied). For non-numerical records the authors
propose giving weights to each write and thereby counting the weight of all
unseen writes. Basically, the idea is to estimate the amount of conflicts that
are caused by other replicas accepting operations with a number.

2.4

Mobile Ad Hoc Networks

Having covered the basics of dependability and fault-tolerant distributed
systems we will now turn our attention to wireless networking. In distributed
systems research, the underlying network is often modelled as a layer that
solves message propagation in the sense that if a node performs a send action,
then the intended receiver will perform a receive action unless a fault occurs.
This is a reasonable way of abstracting away details of routing and queueing
when considering a stable wired network.
However, for Mobile Ad Hoc Networks (MANETs) the higher level problems can no longer be solved if ignoring the effects of network topology and
routing. There is a much stronger need for cross-layer approaches that fully
consider the challenges caused by node mobility and unreliable wireless connections.

2.4.1

Overview

There is no standard definition of an ad hoc network but the following
characteristics are often associated with the term: (1) the network can be
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formed on demand by a set of nodes that need to communicate (2) the
network does not rely on fixed infrastructure (e.g., base stations) (3) nodes
can join and leave the network at will. By also adding the possibility of
nodes moving around freely, we get a mobile ad hoc network.
For obvious reasons, the military was early in realising the potential of
MANETs. As early as 1976 the ARPA research network PRNET became
operational, demonstrating wireless multi-hop capabilities with support for
mobile nodes [114]. Since then, the interest has grown tremendously, and
there are now many possible application areas for MANETs including disaster area communication, extension of existing wireless infrastructure by
using mobile units as relays, wireless sensor networks, and vehicular networks.
Although we have yet to see actual systems being deployed on a large
scale using MANET technologies, there are enough reasons for considering
such networks as research platforms: (1) networks that can be set up without
any prior infrastructure are attractive both for cost efficiency and speed of
deployment, (2) multi-hop networks use the available radio spectrum more
efficiently compared to a scenario where all nodes communicate with a single
far-away base station, (3) many of the technical challenges of MANETs have
been solved to the extent that they are not any longer an absolute hinder
for deployment.
Naturally, many problems do remain, and since it is an inherently challenging topic it has given rise to thousands of research papers. It is almost
impossible to form an overall picture of the area, but we will list some of
the problems that are related to the work in this thesis.
Routing The problem of network with mobile nodes is that the network
topology keeps changing. This will make routing much more complicated
compared to a fixed network. In a mobile network with few nodes, this can
be solved by continuously flooding topology information, thus letting nodes
keep updated routing tables. For larger networks, broadcasting is expensive
(the total cost of broadcasts grows with the number of nodes squared),
so one must find more efficient ways of managing routing without having
to resort to flooding too frequently. For a survey of routing protocols in
MANET see the work by Abolhasan et al. [2]. Although we do not consider
the problem of routing in this thesis, having accurate information of the
network topology is also beneficial for one-to-many communication modes.
Intermittent Connectivity Another problem of node mobility, and the
one most relevant in this thesis, is is that it can potentially give rise to network partitions. How frequent and severe these partitions are is very much
dependent on the density of the network (i.e., how close are the nodes to each
other relative to the transmission range) as well as the spatial distribution
of the nodes. We will elaborate on this in the Section 2.4.3.
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Energy Scarcity Many of the envisaged applications for MANETs involves small battery-powered devices that are used for communication (e.g.,
smart-phones). Unfortunately, radio communication can demand fairly large
amounts of power, enforcing the need for energy-efficient protocols on all
levels. The combination of low connectivity and scarcity of energy is extra challenging since a convenient way to improve delivery properties is to
transmit messages many times thereby consuming more energy.
Link Quality Wireless links are inherently less reliable than their wired
counterparts. There are many factors that can cause transmission errors
such as interference, atmospheric conditions and obstacles. However, advances in signal and coding theory have resulted in wireless standards such
as UMTS and 802.11 that can achieve high bandwidth and still maintain
very low error rates, at least for the single hop case. For MANETs, the
problems are amplified by the node mobility and the fact that nodes cannot
efficiently coordinate the use of the shared spectrum as is the case with centralised solutions. Thus, MANET protocols should have a high tolerance to
packets being lost.
Neighbourhood detection A changing topology is not just a problem
for creating appropriate routes, there is also the matter of actually sensing
the nearest neighbourhood. This must be done either by continuously sending and listening hello messages and thereby monitoring the neighbouring
nodes. Such beacons can be the cause of considerable overhead for some
applications. The fact that links are unreliable, will further complicate the
matter. Just because a hello message was heard from a node does not mean
that it is possible to exchange longer messages with that node [138].
Modelling Finally, a major challenge is that of actually modelling and
analysing MANETs. Part of the problem stems from the fact that it is a new
area and we do not have much data from real world systems to build from.
Instead, researchers have had to resort to synthetic models of mobility and
traffic that may or may not reflect the actual application needs. However, in
the last few years we have begun to see more and more application-oriented
work [133, 77, 16]. This can hopefully help the community to come to a
point where one can decide what constitutes a reasonable set of parameters
and what is not reasonable.

2.4.2

Communication Modes

Before moving on to take a closer look at MANET with intermittent connectivity, we will take a step back and consider what forms message dissemination can take. The following list reflects that basic types of communication
when considering the recipient list.
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• Unicast Message sent to a singular named recipient.
• Broadcast Message sent to all nodes.
• Multicast Message sent to all nodes in a specified group.
• Manycast Message sent to an unnamed subgroup of a minimum size.
A lot can be said about the semantics of these communication types.
Mohapatra et al. [150] give a nice overview for group communication in
ad-hoc networks. Unicast and broadcast need no further explanation.
By group we here mean a set of nodes sharing a certain property. This
differs somewhat from how the term is sometimes used in distributed systems
research were a group is composed of all nodes sharing a common state [183]
(i.e., replicas). This is called explicit groups by Birman [36], as opposed to
anonymous groups. In any case, it is important to be able to address a
group. The task of managing which nodes that are actually members of the
group is performed by a group membership service.
Because of our broad definition of group, geocasts [110, 25] fall within the
category of multicasts since it is a message sent to the group of nodes that
are geographically located within a given area. This type of communication
clearly requires location awareness. Zhou and Singh [232] use a similar
concept but also include other parameters such as speed and direction.
Multicasts are usually implemented using, either flooding, tree-based forwarding, epidemics or repeated unicasts. Flooding is the simplest variant
and consists of each node forwarding the message to all of its neighbours.
This creates a lot of redundant messages. However, if the network is static,
this needs to be done only once, since the flooding can be used to construct
a tree through which the next multicast can be send. However, when the
network is dynamic in nature, then one cannot rely on a tree to reach all
nodes, and flooding has to be repeated. Still, the message is not guaranteed to reach all nodes if they are temporarily disconnected. For such cases,
epidemic algorithms are needed, these are discussed in more detail in Section 2.5. Finally, in some scenarios it makes sense to construct multicast
operations by simply unicasting the message to all members of the group.
This is especially true if the group is spread out in a network with many
non-members.
Manycast [42] has been proposed as a more efficient alternative to multicast since the last few nodes often require a lot of resources to reach. Anycast
is a special case of manycast where one only needs to reach one single node
of the appropriate group. The rationale for this is that all the node in the
group provide some kind of service, this concept has been included in the
IPv6 standard.
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Intermittently Connected MANETs

When the nodes in a MANET are spread out over a large geographic area, or
if the nodes move in an environment with many obstacles, network partitions
will be likely to arise. Such networks are intermittently connected, since the
connectivity pattern will be all the time changing. The type of networks we
are interested in can be referred to in the literature as:
• Partitionable networks
• Partition-tolerant networks/systems
• Intermittently connected networks
• Delay-tolerant networks (DTN)
• Opportunistic networks
• Disruption-tolerant networks
The terms partitionable and partition-tolerant come from the traditional
fault-tolerant distributed systems community where partitions are considered as faults that should be detected and tolerated. Such cases were mostly
considered to be rare and temporary. However, with the rise of peer-to-peer
networks and mobile networks more and more attention was given to networks that are more or less constantly partitioned [170, 171, 202] (intermittently connected).
In a parallel to these activities, the networking community started in
the 90’s to consider the challenges posed by communicating in space. Interplanetary communication poses challenges such as very long transmission
times as well as long durations of disconnectivity. Fortunately, as the delays and periods of disconnectivity are known, it is possible to construct
protocols that utilise the available resources in an efficient manner. The
delay-tolerant networking (DTN) community [74, 64, 75] has come up with
a number of solutions for disseminating data in networks where end-to-end
connectivity cannot be assumed. Moreover, some of the methods applied
such as message bundling can also be used in application where the mobility patterns are not known in advance. This leads to nodes taking the
connection opportunities as they arise and cannot plan their behaviour in
advance. This brings us to disruption-tolerant networks where the network
should be hardy and withstand frequent changes in connectivity and still
be able to deliver messages. This closes the circle and brings us back to a
situation where disconnectivity is again considered as a fault.
Partition-tolerant Routing We mentioned routing as a difficult problem in MANETs due to the changing topology. If we take away the possibility of flooding the network to find out the topology because of the lack
of connectivity, routing becomes very difficult indeed.
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Vahdat and Becker [205] use anti-entropy epidemics to route messages.
They investigate the effect of different transmission radii as well as different
buffer sizes. For large enough buffers the delivery ratio is 100%. Each
message takes a number of hops (e.g. 4 hops) and then stops propagating.
Jain et al. [108] tackle the problem of routing in DTN given knowledge
of when nodes will meet. This allows the protocol to prioritise in what order
the packets should be forwarded. The authors also consider the case of full
knowledge (meeting patterns + traffic patterns) where even better results
can be achieved.
One way to improve the delay and throughput of DTN routing without apriori mobility knowledge is to measure contact properties and try to predict
mobility. An interesting protocol is proposed by Walker et al. [213] based
on the idea of counting nodes. Two counters are used, one for the number
of nodes holding a given message and one for the number not holding a
given message. Propagation/dropping is decided based on the counters.
Balasubramanian et al. [23] estimate inter-node meeting times to construct
as good routes as possible for their packets. This algorithm performs well
in a real scenario based on bus-tours in a city.
Finally, it is hard not to mention the Spray and Wait protocol by Spyropoulos et al. [194] which performs very well in partitionable networks with
exponential pair-wise meeting times. The mechanism used is the same idea
as proposed by Grossglauser and Tse, namely that a relay node will eventually meet the destination node. Unfortunately, these good results cannot
transfer to multicast operations since the idea in Spray and Wait is that
only a small number of nodes need to carry the packet.
Partition-tolerant non-reliable multicast In a sense, DTN-type of
networks are much more suited for multicasts than unicasts. For a unicast protocol to be reasonably efficient without oracle knowledge, it has to
employ redundant paths and thereby become very similar to multicasts.
Following the same principle as Jain et al., Zhao et al. [231] investigate different approaches to multicasting in DTNs. They assume knowledge
about when contacts will occur. Their approach is to construct a multicasttree along which the message is flooded. The main contributions are semantic models for what multicast means in a DTN setting. They use the
concepts of time-dependent membership as well as temporal delivery. For
these models to be usable, it is necessary to have contact-oracles, since timedependent membership is otherwise hard to characterise. The receiver list
of Zhao et al. is decided based on the current view of the network. Ye et
al. [224] on the other hand, allow for opportunistic links since the bundle is
flooded though the overlay network.
Karlsson et al. [116] performed a simulation study on delay-tolerant
broadcasts using a simple modelling environment to assess the feasibility
of disseminating data at a high data rate (e.g., multimedia applications).
Their results are positive indicating that fairly high data rates are possible
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in delay-tolerant networks, at least for random waypoint and random walk
mobility patterns.
Most protocols assume that all nodes are part of one domain. However,
in some applications there are multiple domains that have internal communication layers that are not shared among domains. In such scenarios one
must have a domain-sensitive multicast algorithm [225].
Partition-tolerant reliable multicasts There are basically two resources that must be considered when dealing with reliable multicasts, bandwidth and storage, the former of which is also an indirect indication of
energy consumption. If we had infinite bandwidth and energy, then messages could be broadcasted forever, thus guaranteeing delivery. If we had
infinite storage, we could keep messages forever so that if a node appears
that has not received the message it can fetch the message. Since this is
not reasonable we would like a multicast protocol to have the following to
properties [4].
• Eventual quiescency Q: there is a time after which transmissions stop
permanently.
• Eventual relinquishing R: there is a time after which a message can
be safely discarded.
Clearly, R implies Q but not the other way around. So ideally we want
broadcast algorithms to have the R-property. Unfortunately, this requires
that we have accurate membership information, since otherwise we don’t
know which nodes have crashed, and will not be able to guarantee delivery
to more than n − f − 1 nodes (where f nodes may crash) [212].
Pagani and Rossi [166] present a tree-based broadcast protocol for mobile
networks where the existence of known cluster heads is assumed. Moreover, a
quite strong liveness requirement is used for the topology. Still, the protocol
is able to guarantee reliable multicast and provide a timed analysis.
Baldoni et al. [24] have designed a broadcast protocol that provides total
order of messages. Their protocol is based on the gossip algorithm of Eugster
et al. [72]. The ordering is provided by having groups of nodes (coalitions)
for sequencing messages. The messages are then delivered according to this
ordering. However, the protocol never guarantees that a message will not
be rolled back and reordered.

2.5

Epidemics

The words gossip and epidemics has been used in many contexts in computer
science the last few years. Unfortunately the meaning is not unambiguous.
The terms relate to well known “ordinary” life concepts and have therefore
been interpreted in different ways by different people. However, one common
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theme is that message propagation is done using a random selection of nodes
with which to communicate. In the context of this thesis it is a relevant topic
since many optimistic replication algorithms rely on gossip mechanisms.
The manycast protocol presented in Chapter 10 is an instance of a gossip
protocol.
Epidemics in Static Networks
Demers et al. [65] were first out with the idea of epidemic algorithms. Their
context was that of database replication and they built upon the theory of
epidemics which had been thoroughly studied by mathematicians.
Basically there are two types of epidemic algorithms, gossip (also known
as rumor-mongering[172]) and anti-entropy. [65]. Gossip deals with the dissemination of messages that are spread through the population. A node
stops spreading a certain message once a given criteria is fulfilled (e.g. it
has been sent to k nodes). Anti-entropy on the other hand is concerned
with reconciling the state of the nodes. Anti-entropy will guarantee full
consistency with probability 1 given liveness, as opposed to gossip which
will always have a small probability that some node did not receive a message. The benefit of gossip is that it is much faster in getting the message
out to a large set of nodes.
A number of dissemination algorithms [71] have been proposed that
utilise some kind of epidemics as their base. The bimodal multicast algorithm by Birman et al. [37] has two phases. First a message is multicasted
(e.g. using IP-multicast) or a constructed multicast tree. Then the remaining nodes that did not catch the message the first time will receive it through
anti-entropy. The protocol uses a limit on the number of messages that are
available for retransmission. This protocol is best suited for transient failures and high requirements on throughput (e.g. multimedia). The main
problem with this protocol is that it requires full membership knowledge.
An alternative would be to use small local membership views [72, 123, 7]
to choose gossip partners. The most critical part of these algorithms is to
make sure that the local membership views are not partitioned but always
overlapping.
An interesting point is made by Karp et al. [117] who shows that there is
a large cost associated with performing address-oblivious epidemics. That
is, if the state of each node is only dependent on how many messages it
has received, and not from which nodes it has received messages, then more
messages have to be sent in order to guarantee high probability of delivery.
Epidemics in Mobile Connected Networks
Friedman et al. [80] make a nice overview of research on gossip in wireless
networks. They note that the idealistic assumptions used to derive properties of gossip protocols often do not hold in MANETs. On the other
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hand, the wireless medium have some advantages that can be utilised such
as mobility, and local broadcast primitives.
Among the challenges listed are:
• Studying the combination of probabilistic and deterministic mechanisms for reliable delivery.
• Formal analysis of the coverage time given effort and mobility patterns.
• Deciding when gossip is appropriate.
For static networks one of the assumptions [10] for the gossiping algorithms was that a node could be chosen at random among all nodes for
forwarding the message. Clearly this becomes very impractical in mobile
ad-hoc networks since it is sometimes hard to set up routes or even to know
the set of all nodes. Haas et al. [95] acknowledged this problem and proposed localised gossiping where forwarding was done to the neighbour nodes
with a given probability. This can be seen as restricted flooding where the
restriction is probabilistic. The effect of choosing forwarding nodes among
the neighbours of a node rather than among all nodes will very much depend
on the network topology and the node mobility. As a consequence, localised
gossip is not as tractable to analyse in terms of delivery properties.
The topology is indeed very important for such algorithms, if there are
nodes with fewer neighbours, there is a risk that the message dies out prematurely. The authors proposed possible solutions to this, such as increasing
the forwarding probability when there are fewer nodes.
Another variant is proposed by Chandra et al. [45] who use gossip to improve multicast reliability. The protocol first multicasts the message using
a tree-based multicast, then a form of anti-entropy is used to compare histories and exchange missing messages. There is also a possibility for nodes
to request messages from the source. In order to randomly choose a node
from the group, the authors propose to send the packets a few hops away
before initiating the anti-entropy session.
The work by Luo et al. [139] uses a combination of push-based gossip
and pull-based anti-entropy (with limited buffer sizes, so delivery is not
guaranteed). They use a simple group membership protocol to provide nodes
with node knowledge and assume the existence of a unicast routing protocol.
The authors evaluate their protocols using both an analytical model and by
simulation.
Epidemics in Partitionable Networks
If the network is likely to be partitioned, then rumor-mongering does not
work very well at least not by itself. The message has to remain in the
network for some time in order for the disconnected nodes to catch up.
When two nodes meet, they can exchange messages with each other so that
eventually the information is propagated throughout the network.
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In Section 8.2.3 we elaborate on message dissemination schemes that
use epidemics to spread messages in intermittently connected networks and
relate these to our approach in more detail.

Part II

Constraint Consistency
and Network Partitions
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“You should really find a more appropriate name for
your non-Eulerian pests and not mislead us all by calling them polyhedra. But I am gradually losing interest in your monsters. I turn in disgust from your
lamentable ’polyhedra’, for which Euler’s beautiful
theorem doesn’t hold.”
Imre Lakatos, Proofs and Refutations

3

Overview and Related Work

We now turn to the first of two major topics in this thesis, that of upholding
constraint consistency and availability in presence of network partitions.
To explain our work, we need first to explain the basics of our approach.
We will give an overview of what kind of system we are considering and how
availability can be maintained in such systems. We will then go through the
formal terminology that we use in this thesis. This is used when describing
the basic timing and fault assumptions that we need as well as explaining
what types of ordering and consistency semantics we assume in the system.
Finally we present some related work.

3.1

Overview

Consider the simple system depicted in Figure 3.1. There are four server
nodes hosting three replicated objects. Each object is represented as a
polygon with a primary replica marked as a bold shape. There are also two
clients C1 and C2 that perform invocations to the system.
A link failure, as indicated in the picture with a lightning, will result in a
network partition. At first glance, this is not really a problem. The system
is fully replicated so all objects are available at all server nodes. Therefore
client requests could in principle continue as if nothing happened. This is
true for read operations, where the only problem is the risk of reading stale
data. The situation with write operations is more complicated. If client C1
and C2 both try to perform a write operation on the square object then there
is a write-write conflict when the network is repaired. Even if clients are
only restricted to writing to primary replicas (i.e., only C2 is only allowed to
39
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P2

P1
C2

C1

Figure 3.1: System Overview
update the triangle) there is the problem of integrity constraints. If there is
some constraint relating the square and the triangle, then C2 cannot safely
perform a write operation since the integrity constraint might be violated.
The most common solution to this problem is to deny service to the clients
until the system is reunified (shown in Figure 3.2. This is a safe solution
without any complications, and the system can continue immediately after
the network reunifies. However, it will result in a low measure for availability.
Partition

Reunification

Unavailable

Partition

Available

Figure 3.2: Pessimistic approach: No service during partitions
The second approach of letting a majority partition (also called primary
partition) [98] continue operating is better. In our example this would allow
at least partial availability in the sense that C1 gets serviced whereas C2
is denied service. However, there are two problems associated with this
solution. First, there might not be a majority partition. If the nodes in
our example were split so that there were two nodes in each partition, then
none of the partitions would be allowed to continue. Secondly, it does not
allow prioritising between clients or requests. It might be the case that it
is critical to service C2 whereas C1’s operations are not as important. Such
requirements cannot be fulfilled using the majority partition approach.
This leaves us with the optimistic approach where all partitions are allowed to continue accepting update operations. However, we still have the
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Reconciled
Reunification
(repair)

Partition

Partially
available

Unavailable

Partition

Available

Figure 3.3: Optimistic stop-the-world approach: partial service during partition, unavailable during reconciliation
problems of replica conflicts and integrity constraint violations. This is
why we need reconciliation algorithms to solve the conflicts and install a
consistent state in all nodes. In other words, we temporarily relax the consistency requirements but restore full consistency later. Since the service
provided during the partition is only tentative, the system operates in degraded mode [18].
Unfortunately, there are disadvantages with acting optimistically as well.
First of all, there might be side-effects associated with an operation so that
the operation cannot be undone. There are two ways to tackle this problem. Either, these operations are not allowed during degraded mode, or the
application writer must supply compensating actions for such operations.
A typical example of this is billing. Some systems allow users to perform
transactions off-line without being able to verify the amount of money on
the user’s account. A compensating action in this case is to send a bill to
the user.
The second problem is that there might be integrity constraints that
cannot be allowed to be violated, not even temporarily. This usually means
that there is some side effect associated with the operation that cannot
be compensated (e.g., missile launch). To deal with this we differentiate
between critical and non-critical constraints. During network partitions,
only operations that affect non-critical constraints are allowed to continue.
Therefore, the system is only partially available.
Since this reconciliation procedure involves revoking or compensating
some of the conflicting operations, most constraint-aware reconciliation protocols need to stop incoming requests in order not to create confusion for
the clients. We call this type of reconciliation algorithms stop-the-world
algorithms since everything needs to be stopped during reconciliation (see
Figure 3.3).
In addition to the stop-the-world protocols, we have also constructed a
reconciliation protocol that we call the Continuous Service (CS) reconciliation protocol. This protocol allows incoming requests during reconciliation
(see Figure 3.4). The cost for this is that the reconciliation period gets
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Reconciled
Partition

Partition

Reunification

Partially available

Available

Figure 3.4: CS Optimistic approach: partial service during partitions
slightly longer, and that the service guarantees are the same as during the
period of network partition.
Although we concentrate on the reconciliation process, one also needs
a replication protocol for the normal and degraded modes of the system.
Reconciliation is actually just a part of an optimistic replication scheme.
There are also many other types of services (e.g., naming service, transaction
manager etc) that the application programmer will need in order to develop
robust distributed applications. These services together form a middleware.
As part of such a middleware we will assume the existence of a replication
protocol that ensures full consistency in normal mode (i.e., no faults) and
that provisionally accepts operations during degraded mode (i.e., network
partition) provided that no critical constraints are involved. Moreover, we
will also assume other services such as group membership and group communication. In Chapter 6 we describe the design and implementation of the
needed components as addons to the CORBA middleware.
We will assume that when a system is not able to service a given request, it is rejected immediately, rather than being queued waiting for the
service to resume. This relates to the availability and latency discussion
from Section 2.1.2. If the system could accept very long waiting times, then
no optimistic replication and reconciliation would be necessary, one could
simply queue all operations until the network was healed.
We will now proceed with describing the terminology that is used in the
rest of this thesis.

3.1.1

Terminology

This section introduces the concepts needed to formally describe the reconciliation protocols and their properties. The notation is summarised in a list
of symbols on page 203. We will define the necessary terms such as object,
partition and replica as well as defining consistency criteria for partitions.
These concepts are mainly used in the formal description and analysis of
the protocols in Chapters 4 and 5. Therefore this section can be skimmed
on a first reading.
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Objects
For the purpose of formalisation we associate data with objects. Implementation-wise, data can be maintained in databases and accessed via database
managers.
Definition 1. An object o is a triple o = (S, O, T ) where S is the set of
possible states, O is the set of operations that can be applied to the object
state and T ⊆ S × O × S is a transition relation on states and operations.
We assume all operation sets to be disjoint so that every operation is
associated with one object.
α
Transitions from a state s to a state s0 will be denoted by s ; s0 where
α = hop, ki is an operation instance with op ∈ O, and k ∈ N denotes the
unique invocation of operation op at some client. Note that this does not
imply a total ordering of operations. The identifying numbers are merely
used in the formal reasoning to make each operation instance a distinct
element.
Definition 2. An integrity constraint c is a predicate over multiple object
states. Thus, c ⊆ S1 × S2 × . . . × SN where N is the number of objects in
the system.
Intuitively, object operations should only be performed if they do not
violate integrity constraints.
A distributed system with replication has multiple replicas for every
object located on different nodes in the network. As long as no failures
occur, the existence of replicas has no effect on the functional behaviour of
the system. Therefore, the state of the system in the normal mode can be
modelled as a set of replicas, one for each object.
Definition 3. A replica r for object o = (S, O, T ) is a triple r = (L, s0 , sm )
where the log L = hα1 . . . αm i is a sequence of operation instances defined
α
over O. The initial state is s0 ∈ S and sm ∈ S is a state such that s0 ;1
αm m
... ; s .
The log can be considered as the record of operations since the last
checkpoint that also recorded the (initial) state s0 .
We consider partitions that have been operating independently and we
assume the nodes in each partition to accommodate one primary replica for
each object. This will typically be promoted by the middleware. We assume
that a replication protocol ensures 1-copy serialisability within a given partition. Moreover, we assume that all objects are replicated across all nodes.
For the purpose of reconciliation the important aspect of a partition is not
how the actual nodes in the network are connected but the replicas whose
states have been updated separately and need to be reconciled. Thus, with
the above assumptions, the state of each partition can be modelled as a
set of replicas where each object is uniquely represented by the state of the
primary replica for that object.
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Definition 4. A partition state p is a set of replicas r such that if ri , rj ∈ p
are both replicas for object o then ri = rj .
The replica states of a partition state p = {(L1 , s01 , s1 ), . . . , (LN , s0N , sN )}
consists of the state of each of the replicas, that is hs1 , . . . , sN i. Transitions
over object states can now be naturally extended to transitions over replica
states in a partition.
Definition 5. Let α = hop, ki be an operation instance for some invocation
α
k of operation op. Then sj ; sj+1 is a partition transition iff there is an
α
object oi such that si ; s0i is a transition for oi , sj = hs1 , . . . , si , . . . , sN i
and sj+1 = hs1 , . . . , s0i , . . . , sN i.
Order
So far we have not introduced any concept of order except that a state is
always the result of operations performed in some order. When we later
will consider the problem of creating new states from operations that have
been performed in different partitions we must be able to determine in what
order (if any) the operations must be replayed.
At this point we will merely define the existence of a strict partial order
relation over operation instances. Later, in Section 3.1.3 we explain the
philosophy behind choosing this relation.
Definition 6. The relation → is an irreflexive, transitive relation over the
operation instances obtained from operations O1 ∪ . . . ∪ ON .
In Definition 8 we will use this ordering to define correctness of a partition
state. Note that the ordering relation induces an ordering on states along
the time line whereas the consistency constraints relate the states of various
objects at a given “time point” (a cut of the distributed system).
Consistency
Our reconciliation protocol will take a set of partition states and produce a
new partition state. As there are integrity constraints on the system state
and order dependencies on operations, a reconciliation protocol must make
sure that the resulting partition state is correct with respect to both of
these requirements. This section defines consistency properties for partition
states.
Definition 7. The replica states s = hs1 , . . . , sN i for partition state p
where p = {(L1 , s01 , s1 ), . . . , (LN , s0N , sN )} is constraint consistent, denoted
isConsistent(p), iff for all integrity constraints c, s ∈ c.
Note that this definition only considers the constraint consistency for
the state at a given moment, it does not include the history of operations
that led to that state. Next we define a consistency criterion for partition
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states that also takes into account the order requirements on operations in
logs. Intuitively we require that there is some way to construct the current
partition state from the initial state using all the operations in the logs.
Moreover, all the intermediate states should be constraint consistent and
the operation ordering must follow the ordering restrictions. We will use
this correctness criterion in evaluation of our reconciliation protocol.
Definition 8. Let p = {(L1 , s01 , s1 ), . . . , (LN , s0N , sN )} be a partition state,
and let sk be the k:th version of the replica states. The initial state is
s0 = hs01 , . . . s0N i. We say that the partition state p is consistent if there
exists a sequence of operation instances L = hα1 , . . . , αm i such that:
1. α ∈ Li ⇒ α ∈ L
α

α

m
2. s0 ;1 . . . ;
sm

3. Every sj ∈ {s0 , . . . , sm } is constraint consistent
4. αi → αj ⇒ i < j
Utility
Some of the operations will have to be revoked during the reconciliation. In
order to be able to choose which operation to revoke it is useful to have a
notion of usefulness. For now we will simply define a notion of utility and
assume that it is dictated by the application. Later we will discuss how
utility can be tied to execution times and what other utility functions could
be used.
Definition
9. Let Oi be the operations set for object oi . A utility function
SN
U : i=1 Oi → R is a mapping from the operations for all objects to a real
number.
The definition can be extended to apply to a partition state by letting the
utility of a partition be the sum of the utilities of all the executed operations
since the initial state.
Processes
Apart from the data view of a partition which is represented by the states
of the replicas in the partition we also need to consider communicating
processes. Thus, we can view the system as a set of stateful processes
that communicate by message-passing. Later we use timed I/O-automata
to describe the behaviour of such processes. With this view, a network
partition is characterised by the fact that only a subset of all the nodes is
reachable from a given node.
We assume the existence of a group membership service. Remember that
the purpose of this service is to keep track of the processes that are reachable
at any given point in time. This information is delivered to the processes by
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Partitions

Partition
Reunification

TD

TF

Figure 3.5: Fault model

so-called views that contain the set of currently reachable processes. This
set is referred to as a group.

3.1.2

Fault and Timing Model

We have already stated the need for fault models and timing models when
describing algorithms for fault tolerance in distributed systems. We express
this as six assumptions on the underlying network behaviour.
We assume that the network may partition multiple times, and that the
network repairs completely. That is, no partial network reunifications are
allowed. The reason for this limitation is that it simplifies the presentation
of the algorithms, not that such cases cannot be dealt with. Moreover we
assume that nodes never crash. Any pause-crash node (i.e. a node that has
a persistence layer) can be seen as a single node that is partitioned away for
some time and then rejoins the network.
Moreover, we assume that there are two time bounds on the appearance
of faults in the network (see Figure 3.5). TD is the maximal time that the
network can be partitioned. TF is needed to capture the minimum time
between two faults. The relationship between these bounds is important as
operations are piled up during the degraded mode and the reconciliation has
to be able to handle them during the time before the next fault occurs.
We will not explicitly describe all the actions of the network but we will
give a description of the required actions as well as a list of requirements
that the network must meet. The network assumptions are summarised in
N1-N6, where N1, N2, and N3 characterise reliable broadcast which can be
supplied by a system such as Spread [192]. Assumption N4 relates to partial
synchrony which is a basic assumption for fault-tolerant distributed systems.
Finally we assume that faults are limited in frequency and duration (N5,N6)
which is reasonable, as otherwise the system could never heal itself.
N1 A receive action is preceded by a send (or broadcast) action.
N2 A sent message is not lost unless a network partition occurs.
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N3 A sent broadcast message is either received by all processes in the
group or a partition occurs.
N4 Messages arrive with a maximum delay of dmsg (including broadcast
messages).
N5 After a reunification, a partition occurs after an interval of at least TF .
N6 Partitions do not last for more than TD .

3.1.3

Operation Ordering

In Sect. 3.1.1 we introduced an order relation between operations. In this
section we will further elaborate on this concept, and briefly explain why it
is important for reconciliation.
We recall that the middleware has to start a reconciliation process when
the system recovers from link failures (i.e. when the network is physically
reunified). At that point in time there may be several conflicting states
for each object since write requests have been serviced in all partitions. In
order to merge these states into one common state for the system we can
choose to replay the performed operations (that are stored in the logs of each
replica). The replay starts from the last common state (i.e. from the state
before the partition fault occurred) and iteratively builds up a new state.
The question is only in what order should the operations be replayed? It
would be tempting to answer this question with “the same order as they
were originally applied”. But there are two fallacies with this answer. First,
it is hard to characterise the order they were originally applied in. Secondly,
that order is not necessarily the best one.
In order to deal with this in a proper way, we start by relating a replay
order with traditional ordering concepts in distributed systems. As shown
in Figure 3.6, each operation invocation is associated with five events: si(α),
ri(α), a(α), sr(α), and rr(α). The first and last event, takes place on the
client node, and the middle three occur at the server.
Event: send invoke operation (si(α))
Event: receive invoke operation (ri(α))
Operation α

Event: apply operation (a(α))
Event: send reply operation (sr(α))
Event: receive reply operation (rr(α))

Figure 3.6: Events associated with an operation
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We now proceed by first explaining why we need to take client actions
into account when determining the replay order. Then we explain why
causal order of events induces (in some cases) unnecessary constraints that
are expensive to enforce. Finally, we describe what we think is the minimal
replay order that is required to meet basic client expectations.
Client excluded order is too weak Lets assume that we have a (asynchronous) system where a number of servers are joined in a logical group
that orders events according to some scheme (e.g. causal order). However,
all events taking place outside of this group (i.e., at the clients) are ignored.
This is not an unreasonable approach. For crash tolerance it is enough with
such a solution, since clients rarely need to be crash tolerant. Now consider
the scenario in Figure 3.7.
Server group
Client
si(α1 )

rr(α1 )

S1

S2
ri(α1 )
a(α1 )
sr(α1 )

si(α2 )

rr(α2 )

ri(α2 )
a(α2 )
sr(α2 )

Figure 3.7: Client excluded ordering
Since no messages have passed between S1 and S2 in this scenario, there
is no way for them to determine the temporal order between events a(α1 )
and a(α2 ) unless 1) there is a global clock, this is excluded since the system
is assumed to be asynchronous 2) the second invocation contains information
about the client’s logical time.
Now imagine that there is no mechanism to take the client perceived
order into account, and that these operations are performed in a degraded
system, and should be replayed during reconciliation. In such a case, the
system could replay operation α2 before α1 , as well as the other way around,
even though S1 and S2 were in the same partition. Moreover, if there are operations that have been performed in another partition that are interleaved
with α1 and α2 , then this change of order will affect the final state.
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This completely violates what the client can reasonably expect from the
system. The client knows that α1 was executed before α2 since the reply
for α1 was received even before α2 was invoked.
Causal order might be too strong Causal ordering of events is a very
attractive option. We can define the replay order as follows:
α1 → α2 if a(α1 )  a(α2 ),
where  is the causal order of the events a(α1 ) and a(α2 ).
If we adhere to this ordering, there will be no unexpected behaviour. Any
observer of system messages will perceive the replayed order to be correct.
So why not use this as the required replay order? The answer is that it is
expensive and sometimes even unnecessary. Lets start with the expensive
part.
Tracking the causal order of events, requires all messages to be tagged
with a logical clock. Although it in principle suffices with Lamport clocks
[134] to guarantee causal order, this ordering is stronger than causal and
suffers more from the second problem which is discussed below. To exactly
capture the causal order, vector clocks are needed where there is one clock
for each participating node. This vector with logical clocks needs to be
passed along with every message in the network. With a large number of
clients that only connect to the system for a short period of time, this is not
a reasonable approach.
The second problem, is that of arbitrary order requirements. Assume
that we use Lamport clocks to track time. Now consider the scenario in
Figure 3.8. If there have been many internal actions that have occurred in
S1 before the invocation of α1 , then the logical clock in S1 can have a higher
value than the logical clock in S2. Thus, the order induced by the Lamport
clocks will require that α2 is replayed before α1 . Although this order is fully
acceptable, there is no semantic reason to require this order. It might even
be the case that it is impossible to replay the operations in that order due
to integrity constraints. Note that this is not a problem of causal ordering
per se, but a problem of Lamport’s logical clocks.
In Chapter 4 we discuss how one can design reconciliation algorithms
that try to get a higher utility. Such algorithms will work best with as few
ordering requirements as possible.
To summarise the discussion so far, we need some kind of ordering to
respect the expectations from clients, but it should be as lightweight as
possible to reduce overhead and allow intelligent reconciliation.
Client Expected Order Remember that the client knows that some operations have been executed because of the replies it has received. Therefore
we use this expectation to define an ordering relation. When the reconciliation process replays the operations it must make sure that this expected
order is respected.
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Partition 1
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si(α1 )

rr(α1 )

Partition 2
S2

S1
ri(α1 )
a(α1 )
sr(α1 )

Client 2

si(α2 )
ri(α2 )
a(α2 )
sr(α2 )

rr(α2 )

Figure 3.8: Independent operations

α1 → α2 iff rr(α1 ) > si(α2 ),
where > denotes how the events are ordered by the local clock at the client
node.
This induced order need not be specified at the application level. It
can be captured by a client side front end within the middleware, and reflected in a tag for the invoked operations. In Section 6.6 we describe the
implementation of such a mechanism.
The main drawback with this ordering is that clients must be independent from each other. If clients communicate, then there might be additional
expectations that cannot be guaranteed. In such a case, casual ordering
would probably be required.

3.1.4

Integrity Constraints

Since operations will have to be replayed we need to consider the conditions
required, so that replaying an operation in a different state than that it was
originally executed in does not cause any discrepancies. We assume that
such conditions are indeed captured by integrity constraints.
In other words, the middleware expects that an application writer has
created the needed integrity constraints such that replaying an operation
during reconciliation is harmless as long as the constraint is satisfied, even
if the state on which it is replayed is different from the state in which it was
earlier executed. That is, there should not be any implicit conditions that
are checked by the client at the invocation of the operation. Otherwise, it
would not be possible for the middleware to recheck these constraints upon
reconciliation.
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As an example, consider withdrawal from a credit account. It is acceptable to allow a withdrawal as long as there is coverage for the amount in the
balance; it is not essential that the balance should be a given value when
withdrawal is allowed. Recall that an operation for which a later rejection
is not acceptable from an application point of view should be associated
with a critical constraint (thereby not applied during a partition at all). An
example of such an operation would be the termination of a credit account.

3.2

Related Work

Having explained our approach to optimistic replication and reconciliation,
we will now proceed to give an overview of the diffent ways to support partition tolerance in distributed applications with integrity constraints that have
been proposed. We start by looking at what can be done to limit the inconsistencies created by providing service in different partitions, then we go
on to consider state- and operation based reconciliation approaches, mechanisms for determining operation ordering, and finally present middleware
systems that provide partition tolerance to the applications.

3.2.1

Limiting Inconsistency

Imagine that we have a booking system of four nodes and a given theater
performance has 100 tickets. If this system splits in two parts with two nodes
in each partition, then each partition can safely book 50 tickets without
risking any double bookings. This is an example of limiting the inconsistency
of the system while still upholding partial service to the user. The first step
to limiting inconsistency is to be able quantify it (c.f. Section 2.3). The
second step is to be able to estimate it. This seems to be quite hard. Yu
and Vahdat [226] have constructed a prototype system called TACT with
which they have succeeded in showing some performance benefits.
Assume that a system designer decides that a given object can optimistically accept N updates for all its replicas. More than this would put the
system in a too inconsistent state. Zhang and Zhang [228] call this an update
window. Based on this limit they construct an algorithm that divides the
number of allowed optimistic updates among the replicas based on latency
and update rate. Although this allows for an increase in availability and
performance when the network is slow or unreliable it does not cope well
with long running network partitions. In a partitioned system the replicas
can only accept a limited number of updates before having to start rejecting
updates.
Krishnamurthy et al. [131] introduced a Quality of Service (QoS) model
for trading consistency against availability in a real-time context. They have
built a framework for supplying a set of active replicas to the querying client.
Using a probabilistic model of staleness in replicas they are able to meet the
QoS demands without overloading the network.
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No special consideration is made regarding failures in the system. The
QoS levels are met with a maximum of one failed node. However the system
is not able to deal with partition failures.

3.2.2

State and Operation-based Reconciliation

Assume that we have a system that has been partitioned for some time
and that update operations have been performed in each of the partitions.
When the network heals and the system should come back to one consistent
state we have to perform reconciliation. There are two ways to perform
the reconciliation, either by considering the state of each partition, or by
considering the operations that have been performed.
Both approaches have benefits and drawbacks. Some of them are related to the problem of just transferring the data. Here parameters such
as the size of the data is important as well as the time taken to process
operations. Kemme et al. [120] investigate different techniques for transferring data during reconfiguration between replicas in a distributed database.
The proposed protocols consider what data must be transferred by using
information such as version numbers. Although some of the protocols are
targeted at improving recovery and availability the approach aims at a single
partition functioning in a partitioned system.
State reconciliation is an attractive option when the state can be merged
such as when the state is represented using sets [149]. A directory service
application is a good example where set-based reconciliation could be used.
However, in most cases it is hard to merge the state without knowing what
has been done to change the state. Of course, it is possible to discard the
data that has been written in all partitions except one. Alternatively if there
is some mechanism to solve arbitrary conflicts (or if there are no conflicts) the
state can be constructed by combining parts of the state from each partition.
This approach is used for some distributed file systems such as Coda [128]
and source management systems such as CVS and Subversion [53]. In these
systems, user interaction is required to merge the conflicts. However, anyone
who has tried to merge two conflicting CVS checkouts know that this can
quickly become tedious and difficult even when the changes seem to be nonconflicting.
There are systems that try to combine state and operation-based reconciliation. The Eternal [156] system is an example of this. For each object
there is one replica that is considered as primary. Upon reconciliation the
state of these replicas are transferred to the others. Then the operations
that have been performed in the non-primary replicas are propagated.

3.2.3

Operation Replay Ordering

Operation-based reconciliation starts from a given state and then replays the
operations that were recorded during the time the network was partitioned.
Obviously such an algorithm must have a policy for what order to replay
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the operations in. There are two reasons for having ordering constraints
on the operations. First of all, there might be an expected order of replay.
Such ordering requirements usually only relate operations that have been
performed in the same partition (there are exceptions), and they are usually
syntactic requirements such as causal order or time-stamp order.
The second reason for ordering operations is to ensure constraint consistency. This has been widely used in database systems [62]. Davidson [61]
presents an optimistic protocol that can handle concurrent updates to the
same object in different partitions. Each transaction can be associated with
a write-set and a read-set. The write-set contains all data-items that have
been written to and the read-set contains all data-item that have been read.
Any transaction that reads a value in one partition should be performed
before a transaction that writes to that value in another partition. This constraint together with the normal precedence requirements obtained within
a partition gives rise to a graph. It is shown that the graph represents a
serialisable schedule iff the graph is acyclic. An acyclic graph is achieved by
revoking transactions (backout). It is shown that finding the least possible
set of backouts needed for creating an acyclic graph is NP-complete. The
ordering here is clearly syntactic.
Phatak and Nath [169] follow the same approach. However, instead
of requiring serialisable final schedules, their algorithm provides snapshot
isolation which is weaker. Basically, this means that each transaction gets
its own view of the data. This can lead to violation of integrity constraints
in some cases.
In the IceCube system [124, 174] the ordering is given by the application
programmer as methods that state the preferred order between operations
as well other semantic information such as commutativity. Ordering is considered in the sense that some operation histories are considered safe and
some unsafe. An example of an unsafe ordering is a delete operation followed
by some other operation (read/write). This semantic information is represented as constraints which in turn creates dependencies on operations. Due
to the complexity of finding a suitable order the authors propose a heuristic
for choosing the log schedule.
The IceCube reconciliation strategy has been further developed to a distributed version Distributed Semantic Reconciliation (DSR) [143] and in the
P2P-reconciler system [144]. In large peer-to-peer networks, the concept of
single reconciliation node is not feasible. Therefore, the P2P-reconciler automatically determines appropriate a suitable set of reconciliation nodes,
these nodes will then collaborate with the reconciliation process. Such algorithms also need to have information on the characteristics of the underlying
network.
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Partition-tolerant Middleware Systems

There are a number of systems that have been designed to provide partitiontolerance. Some are best suited for systems where communication fails only
for short periods. None of the systems have proper support for system-wide
integrity constraints.
Bayou [202, 168] is a distributed storage system that is adapted for mobile environments. It allows to provisionally (tentatively) accept updates in
a partitioned system and to finally accept (commit) them at a later stage.
Reconciliation is done on a pair-wise basis where two replicas exchange the
tentative writes that have been performed. For each replica there is a primary that is responsible for committing tentative writes.
There is support for integrity constraints through preconditions that are
checked when performing a write. If the precondition fails, a special merge
procedure that needs to be associated with every write is performed. Although the system in principle allows constraints to include multiple objects,
there is little support for such constraints in the replication and reconciliation protocols. Specifically, the constraints are checked upon performing
a tentative write only. Therefore when a primary server commits the operations, they will have been validated on tentative data. Moreover, Bayou
cannot deal with critical constraints that are not allowed to be violated.
Bayou will always operate with tentative writes independently of the
system state. Thus, even if the connectivity is restored, there is no guarantee
that the set of tentative updates and committed updates will converge under
continued load. This means that even under normal conditions, a write
operation can be undone due to some other client performing an operation
concurrently. Naturally, if all clients stop performing writes in a connected
network, then the system will converge to a common state.
The Eternal system by Moser et al. [153] is a partition-aware CORBA
middleware. Eternal relies on Totem for totally ordered multicast and has
support both for active and passive replication schemes. The reconciliation
scheme works as follows [156]. The idea is to keep a sort of primary for each
object that is located in only one partition. The state of these primaries
are transferred to the secondaries on reunification. In addition, operations
which are performed on the secondaries during degraded mode are reapplied
during the reconciliation phase. The problem with this approach is that it
cannot be combined with constraints. The reason is that one cannot assume
that the state which is achieved by combining the primaries for each object
will result in a consistent state on which the (replay) operations can be
applied.
Singh et al. [188] describe an integration of load balancing and fault
tolerance for CORBA. Specific implementation issues are discussed. They
use Eternal for FT and TAO for load balancing. It seems that the replication
and load balancing more or less cancel each other out in terms of effect on
throughput. Only crash failures are considered.
Jgroups [19] is a system that supports programming partition-aware sys-
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tems using a method that the authors call enriched view synchrony. Apart
from ordinary views of a system the enriched view synchrony model includes
sub-views and sets of sub-views. These views can then be used to empower
the application to deal with partitions. The authors consider what they
term the shared state problem which they characterise as three sub problems. First, there is state transfer which has to be done to propagate changes
to stale (non-updated) replicas. Second, there is the state creation problem
which arises when no node has an up-to-date state. Finally, there is the state
merging problem which occurs when partitions have been servicing updates
concurrently. We mainly address the last of these problems in this thesis
and how it can be performed in an automated fashion by the middleware.
Pahoehoe [12] is a partition-tolerant storage system where key-value pairs
can be kept in a redundant manner. The novelty with this system is that the
redundancy is achieved using erasure-coding rather than normal replication.
Eventual consistency is achieved by regularly trying to spread data items
that do not have a satisfactory level of redundancy. Conflicts will not occur
in the system since there are no integrity constraints and concurrent put
operations for the same key are ordered according to timestamps.
Finally, there are a number of database and file systems [101, 90, 171,
177, 22, 176] that allow for disconnected operations and some form of reconciliation but not with the same kind of integrity constraints as presented
in this thesis.

“The rule is perfect: in all matters of opinion our adversaries are insane.”
Mark Twain, Christian Science

4

Reconciliation Algorithms

In this chapter we present four different reconciliation algorithms. Figure 4
categorises them according to whether they are state or operation-based and
for the operation-based, whether they require the system to stop invocations
during reconciliation, an approach that we denote stop-the-world (STW),
or allow continuous service. The Choose1 and STW-Merge algorithms are
very simple and should be considered as baselines to which the other two
algorithms are compared.
Reconciliation Algorithms

State−based

Operation−based

Choose1
Stop the world

Continous service
CS

STW−Merge

STW−GEU

Figure 4.1: Algorithms
The Choose1, STW-Merge, and STW-GEU algorithms are presented as
ordinary centralised algorithms. The Continuous Service (CS) algorithm,
on the other hand, requires a more complete description since it is also
concerned with what is happening at the respective replicas. Therefore, we
have described it using timed I/O-automata of Lynch [140].
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4.1

Help Functions

In order to simplify the presentation of the algorithms we start by introducing some help functions. These are fairly straightforward, but by abstracting
them in the algorithms we hope to reduce the clutter of letters and symbols. Their formal definitions are only needed for the correctness proofs in
Chapter 5, and just as the definitions in the previous chapter they can be
skipped in a first reading.
First we introduce a function that applies an operation to the state of
the partition. The effect of the function is that one of the replicas in the
partition gets its state updated, and the log is appended with the applied
operation.
Definition 10. Let apply be a function taking an operation and a partition
as arguments and returning an updated partition, formally:
apply(α, p) =def p \ {r} ∪ {r0 }
where r = (L, s0 , sm ) is a replica for object o = (S, O, T ) and α ∈ O.
α
r = (L + hαi, s0 , sm+1 ) is also a replica for o and (sm ; sm+1 ) ∈ T .
0

The operation-based algorithms need to collect all the operations that
have been performed in a given partition. For the centralised algorithms,
this can be formalised with the following function:
Definition 11. Let getOps be a function that takes a partition as argument
and returns the set of operations that are present in the logs of the partition.
getOps(p) =def {α | α ∈ L ∧ ∃r ∈ p[r = hL, s0 , si]}
We also need a function that helps to pick out those operations that can
be applied from a set of ordered operations. This means choosing the set of
operations that have no predecessors.
Definition 12. Let minSet be a function that returns the set of minimal
elements in a given subset of all possible operations. Formally:
minSet(O) =def {α | α ∈ O ∧ @β ∈ O[β → α]}
Finally, we present a function called addSuccs that takes two partially
ordered sets A ⊂ B and an element α and adds to A the sole and immediate
successors of α that are in B.
Definition 13.
addSuccs(A, B, α) =def A ∪ {β ∈ B | α → β ∧

∧ (∃δ ∈ A.[δ → β]) ⇒ δ = α ∧
∧ @γ.[α → γ ∧ γ → β]}
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This function looks rather esoteric so we will give a brief explanation.
First, we add all elements already in A and join it with all elements β in B
that fulfil three conditions: (1) β must be a successor of α (2) there is no
predecessor to β in A except for α (3) there is no element that is ordered
between α and β. Remember that → is a transitive relation.
Now, we continue with a baseline algorithm that we use in the evaluation
chapter.

4.2

Choose States

The simplest approach for performing state-based reconciliation is to select
any of the partitions’ states as the final state of the system. An alternative
would be to construct the final partition state by combining the object
states from several partitions. However, such a constructed state cannot
be guaranteed to be consistent. Moreover, it is far from obvious how to
efficiently restore consistency in such a system without manual intervention.
In Listing 1 a partition choosing algorithm is described. Which partition
to choose as the resulting partition can depend on the application, but as
we will evaluate this algorithm based on the obtained utility we choose the
partition that is evaluated to give the maximal utility.
Listing 1 Choose1
Input:
Output:

p1 , . . . , pρ
hp, revi

/* ρ partitions */
/* p: A new partition,
rev: revoked operations */

Choose1(p1 , . . . , pρ )
1 p ← maxp0 ∈{p1 ,...,pρ } U (p0 )
2 notChosen
S ← {p1 . . . pρ } \ p
3 rev ← p0 ∈notChosen getOps(p0 )
4 return hp, revi

/* The partition with highest utility */
/* The set of partitions not chosen */
/* The set of revoked operations */

This approach generates a consistent partition. In a way, this approach
is very similar to having only one partition (e.g. the majority) operating in
the partitioned phase. Although the system proceeds to service in different
partitions in degraded mode, there are requests that the clients believe to
be accepted and will later be undone.

4.3

Merging Operation Sequences

The next reconciliation algorithm that we describe works by simply merging
the sequences of operations that have been stored in the replicas at each partition and apply them in the required order. During replay, which operation
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to replay is chosen arbitrarily as long as the specified strict partial order →
from Definition 6 is followed.
Listing 2 starts by creating a set of candidate elements from which the
next operation to execute is chosen. The first candidate contains the elements that have no predecessor in the set of operations. When an operation
is executed it is removed from the candidate set and replaced by its immediate and sole successors. If the result is consistent then the new resulting
partition is updated. Otherwise the operation is put in the set of revoked
operations. This procedure is repeated until all the elements have been considered. The fact that an operation is revoked does not affect operations
that are ordered after this operation unless there are integrity constraints
that enforce this.
Listing 2 STW-Merge
Input:

p1 , . . . , pρ
→

Output:

hp, rev i

/* ρ partitions */
/* a partial ordering relation for
all the operations in the domain */
/* p: A new partition, rev : revoked operations */

STW-Merge(p1 , . . . , pρ )
/* Initialise variables */
1 p ← {(hi, s01 , s01 ), . . . , (hi, s0N , s0N )}
2 rev ← ∅S
3 ops ← p0 ∈{p1 ,...,pρ } getOps(p0 )
4 cand ← minSet(ops)

5
6
7
8
9
10
11
12

/*
/*
/*
/*

New system state */
Operations to revoke */
All operations */
Set of candidates to apply */

/* Go through all the operations according
to the required order and try to apply them */
while cand 6= ∅ do
α ← choose arbitrary element from cand
cand ← addSuccs(cand, ops, α) \ {α}
if isConsistent(apply(α, p)) then
p ← apply(α, p)
else
rev ← rev ∪ {α}
return hp, rev i

Note that this algorithm selects the elements non-deterministically.
Hence, there are potentially several different results that can be obtained
from using this algorithm on the same partition set.

4.4

Greatest Expected Utility (GEU)

The previous algorithm does not try to order operations to maximise the
utility because it has no way of comparing operation sequences and decide
on one operation ordering in preference to another. This section presents
an algorithm that tries to maximise the expected utility. To explain this
concept we will first introduce the concept of probability of violation.
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Probability of Violation
A reconciliation process must make decisions about the order that operations are to be performed at each replica. Recall that operation ordering
requirements and integrity constraints are orthogonal. Even if the execution of an operation is acceptable with regard an the operation ordering
(→) as given by Definition 6 it can put the partition in an inconsistent state
(Definition 7) after execution. Moreover, it could be the case that applying
a particular operation from another partition may hinder the execution of
operations that have taken place within this partition. Trying out the operations to see if an inconsistency is caused can turn out to be very time
consuming. So the ideal situation would be to decide whether a given operation should be executed or not without actually executing it. Given the
integrity constraints, the current state of the system s and an operation α
we would like to have a function v(s, α) that returns 1 if applying α results
in a violation and 0 if not. Suppose that for each operation we could determine the probability that we would get an inconsistency if we were to
apply it. Then this probability of violation could be used to selectively build
execution sequences for the resulting partition.
One may wonder how such a parameter would be obtained. In a real
application we must be practical and consider if we can calculate this probability from past history or if it is possible to measure. We will explore an
approach that is based on system profiling. When the system is functioning
in normal mode the consistency violations are immediately detected after
applying an operation. By keeping track of how often a particular operation
causes an inconsistency we get a rough measure of the probability of violation for that particular operation. In principle what we do is to approximate
the binary violation function v(s, α) with a continuous probability function
Pviol (α) using system profiling.
Expected Utility
Lets now consider how we can use this probability of violation to improve
the performance of the reconciliation algorithm. The algorithm needs to be
able to evaluate the suitability of trying to apply a given operation α. First,
we quantify the gain of a successful application (i.e., with no constraint
violation) of operation α with its utility Usucc (α). Moreover, we can model
a cost (negative utility) of what happens if the operation cannot be applied
due to violation of the constraints, we call this Uviol (α). This means we can
define U (α) as:

Usucc (α) if α can be successfully applied
U (α) =
Uviol (α) otherwise
The expected utility is a measure of what we can expect to achieve given
the utility functions and the violation probability when trying to apply an
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Listing 3 STW-GEU
Input:

Output:

p1 , . . . , pρ
→
tryBound
hp, revi

/* ρ partitions
/* a partial ordering relation for all the
operations in the domain */
/* Maximum number of times an operation is tried */
/* p: A new partition
rev : revoked operations */

STW-GEU(p1 , . . . , pρ )
/* Initialise variables */
1 p ← {(hi, s01 , s01 ), . . . , (hi, s0N , s0N )}
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26

/* New system state, starting from
pre-fault state */
/* Operations to revoke */
/* All operations */
/* Set of candidates to apply */
/* Set of tried elements */
/* Number of times that α has been tried */

rev ← ∅S
ops ← p0 ∈{p1 ,...,pρ } getOps(p0 )
cand ← minSet(ops)
tried ← ∅
∀α ∈ ops : tryCount(α) ← 0
while cand 6= ∅ do
if cand \ tried 6= ∅ then
α ← maxβ∈(cand\tried) EU (β)
if isConsistent(apply(α, p)) then
p ← apply(α, p)
cand ← addSuccs(cand, ops, α) \ {α}
tried ← ∅
else
/* Couldn’t apply the operation */
tryCount(α) ← tryCount(α) + 1
if tryCount(α) > tryBound then
cand ← addSuccs(cand, ops, α) \ {α}
rev ← rev ∪ {α}
else
tried ← tried ∪ {α}
else
/* Tested all ops. in cand */
α ← minβ∈cand EU (β)
/* Remove op. with lowest EU */
tried ← tried \ {α}
cand ← addSuccs(cand, ops, α) \ {α}
rev ← rev ∪ {α}
return hp, rev i

operation. The expected utility of operation α is
EU (α) = (1 − Pviol (α)) · Usucc (α) + Pviol (α) · Uviol (α)
where Pviol (α) is the probability of violation for operation α. Since the
cost of a violation will lead to an operation being revoked, Uviol (α) should
probably be given a large negative value to reflect the cost of having to
inform the client that the operation was revoked. In all the experiments
shown later we let Uviol (α) = −10 · Usucc (α).
The success of the algorithm will depend on how well the expected utility
can be estimated. The difficult part of this estimate is to estimate probability of violation. The Usucc (α) part, that is the utility of an operation, can
to begin with be uniform for all actions. But profiling will punish those op-
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Reconciliation
Manager M

Continuous Server
at Replica r

Figure 4.2: Reconciliation Protocol Processes
erations whose constraints were often violated in the lifetime of the system.
A system designer may then opt to increase the utility of certain operations
that are deemed to be more important than others. It is for example possible to let utilities be set according to the number of nodes that were part
of the partition in which the operation was invoked.
The GEU Algorithm
In Listing 3 the expected utility is used to choose operation orderings. The
algorithm starts by collecting the operations and chooses a set of candidates
in the same way as STW-Merge. But instead of choosing arbitrarily among
the candidates, the operation with the highest expected utility is chosen.
If an operation is successfully executed (leads to a consistent state) a
new set of candidates is created. If, on the other hand, the execution of
an operation leads to an inconsistent state then the state is reverted to
the previous state and the operation is put in the set of tried operations.
The number of times an operation can be unsuccessfully executed due to
inconsistencies is bounded by the input parameter tryBound . When the
number of tries exceeds this bound the operation is abandoned and put in
the set of revoked operations.
If the set of tried elements is equal to the set of candidates (meaning that
none of the operations could be applied without causing an inconsistency)
then the operation with the lowest expected utility is replaced by its successors. This ensures that the algorithm terminates and all operations are
tried. Note that if an operation α could not be successfully applied this does
not mean that the successors of α will have the same problem. The ordering
of operations are based on the syntactical client expected order and does
not imply that the operations are semantically dependent on each other.
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Partially available
1
Fully available

Degraded mode

2
Partially available
Reconciling mode

Normal mode

Installing state
4
Unavailable

3
1: Partition
2: Network reunification
3: Stopping service
4: Installation of new state

Figure 4.3: System modes

4.5

Continuous Service

Now we continue with the reconciliation protocol that does not require replicas to stop accepting new operations during reconciliation except for a very
short time when the resulting state is installed in the system. Before describing the reconciliation protocol in detail we present a short overview
of the idea behind the algorithm. Figure 4.2 shows the two process types
present at every node of the system at the middleware layer: the reconciliation manager and the continuous server (c-server). Both processes exist in
every node, however there will be only one active reconciliation manager.
Figure 4.3 shows the modes of an optimistic system that uses the CS
protocol. During normal mode, the system accepts invocations from the
clients provided that the constraints are met, always keeping the system in
a consistent state. The system leaves normal mode and enters degraded
mode (transition 1) when the group membership service sends a partition
message informing that there is a new group. The continuous server will
continue accepting invocations and replying to them during degraded mode.
Since these operations are only tentatively accepted, a log is kept for the
reconciliation that will take place later.
When the network is reunified (transition 2) nodes in the new partition
elect one reconciliation manager that acts as a coordinator for the given reconciliation duration. Each continuous server now has the task of providing
the reconciliation manager with logs of operations performed on some object
replica at a given node during the degraded mode. It is also responsible for
continuously serving new requests until the reconciliation process ends.
The reconciliation manager will merge the operation logs that were sent
by the c-servers to a create a new state. The state that is being (re)constructed in the reconciliation manager may not yet reflect all the operations that
are before (→) the new incoming operations. Therefore, the only state in
which the incoming operations can be applied to is one of the partition
states from the degraded mode. In other words, we need to execute the new
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operations as if the system was still in degraded mode. In order to do this
we will maintain virtual partitions while the reconciliation phase lasts.
When all the queued operations have been dealt with, the reconciliation manager will send a message to the c-servers to stop accepting new
operations (transition 3). After all c-servers have stopped accepting new
invocations, the resulting state can be installed (transition 4). We now proceed to describe the reconciliation manager and c-server processes in more
detail.

4.5.1

Reconciliation Manager

The elected reconciliation manager M whose actions are shown in Listing 4
works a central coordinator that controls the reconciliation process. The
variable mode represents the state of the manager and is basically the same
as the system modes described in Fig. 4.3 except that the normal and degraded mode are collapsed into an idle mode for the reconciliation manager,
which is its initial mode of operation.
When a reunify action is activated the reconciliation manager goes to
reconciling mode. Moreover, the variable p, which represents the partition
state, is initialised with the pre-partition state, and the variable ops that will
contain all the operations to replay is set to empty. Now the reconciliation
process starts waiting for the continuous servers to send their logs, and the
variable logW ait is set to contain all servers that have not yet sent their logs.
In the formalisation of the algorithm we use the notation from I/O automata
[140]. More specifically, receive(m)ij denotes the action that the message m
from i has been received by process j, and ← denotes assignment of a state
variable. For each action, there are a number of effects (i.e., state changes)
denoted with “Eff:”, and for some actions there are also preconditions (i.e.,
statements that must hold for the action to be activated) denoted with
“Pre:”.
Next, we consider the action receive(h“log”, logi)iM which will be activated when some continuous server for replica ri sends its operation log to
M . This action will add logged operations to ops and to acks[i] where the
latter is used to store acknowledge messages that should be sent back to
continuous server for ri . The acknowledge messages are sent from M to the
continuous server for ri via the action send(h“logAck”, acks[i]i)M i . When
logs have been received from all continuous servers (i.e. logW ait is empty)
then the manager can proceed and start replaying operations. A deadline
will be set on when the next handle action must be activated (this is done
by setting last(handle)).
The action handle(α) is an internal action of the reconciliation process
that will replay the operation α (which is minimal according to → in ops)
in the reconciled state that is being constructed. The operation is applied
if it results in a constraint-consistent state.
As we will show in Chapter 5, there will eventually be a time when ops is
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empty at which M will enable broadcast(“stop00 )M . This will tell all continuous servers to stop accepting new invocations. Moreover, the reconciliation
manager will set the mode to installingState and wait for all continuous
servers to acknowledge the stop message. This is done to guarantee that no
messages remain untreated in the reconciliation process. Finally, when the
manager has received acknowledgements from all continuous servers it will
broadcast an install message with the reconciled partition state and enter
idle mode.

4.5.2

The Continuous Server Process

This process (see Listing 5) is responsible for receiving invocations to clients
and for sending logs to M . We will proceed by describing the states and
actions of the continuous server process. First note that a c-server process
can be in four different modes, normal, degraded, reconciling, and unavail
which correspond to the system modes of Fig. 4.3.
In the formal model we do not explicitly model how updates are replicated from primary replicas to secondary replicas. Instead, we introduce two
global shared variables that are accessed by all continuous servers, provided
that they are part of the same group. The first shared variable p[i] represents the partition for the group with ID i and it is used by all continuous
servers in that group during normal and degraded mode. The group ID is
assumed to be delivered by the membership service.
During reconciling mode the group-ID will be 1 for all continuous servers
since there is only one partition during reconciling mode. However, as we
explained in the beginning of this section the continuous servers must maintain virtual partitions to service requests during reconciliation. The shared
variable vp[j] is used to represent the virtual partition for group j which
is based on the partition and the membership group that was used during
degraded mode.
During normal mode the continuous servers apply operations that are
invoked through the receive(h“invoke”, αi)cr action if they result in a constraint-consistent partition; that is, client c invokes and operation α on
replica r. A set toReply is increased with every applied operation that
should be replied to by the action send(h“reply 00 , αi)rc .
When the system enters degraded mode the c-server will copy the contents of the previous partition representation to one that will be used during
degraded mode. Implicit in this assignment is the determination of one primary per partition for each object in the system1 . The continuous server
will continue accepting invocations and replying to them during degraded
mode.
When a c-server receives a reunify message it will take the log of operations served during degraded mode (the set log) and sends it to the
1 This is handled by the replication protocol in conjunction with the name service and
group membership service and thus not modelled explicitly.
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Listing 4 Reconciliation manager M
States
mode ∈ {idle, reconciling, installingState} ← idle
p ← {(hi, s01 , s01 ), . . . , (hi, s0N , s0N )} /* Output of protocol: Constructed state */
ops ← ∅
/* Set of operations to reconcile */
logWait ← ∅
/* Servers awaited for sending a first log */
stopAcks ← ∅
/* Number of received stop “acks”*/
acks[i] ← ∅
/* Log items from c-server for replica i to ack.*/
now ∈ R0+ ← 0
last(handle) ← ∞
/* Deadline for executing handle */
last(stop) ← ∞
/* Deadline for sending stop */
last(install) ← ∞
/* Deadline for sending install */
Actions
Input reunif y(g)M
Eff: mode ← reconciling
p ← {(hi, s01 , s01 ), . . . , (hi, s0N , s0N )}
ops ← ∅
logWait ← {All cont. servers}

Input receive(h“log”, logi)iM
Eff: ops ← ops ∪ log
acks[i] ← acks[i] ∪ log
if logWait 6= ∅
logWait ← logWait \ {i}
else
last(handle) ←
min(last(handle),
now + dhan )

Output send(h“logAck”, acks[i]i)M i
Eff: acks[i] ← ∅

Internal handle(α)
Pre: logWait = ∅
mode = reconciling
α ∈ ops
@β ∈ ops β → α
Eff:
if isConsistent(apply(α, p))
p ← apply(α, p)
last(handle) ← now + dhan
ops ← ops \ {α}
if ops = ∅
last(stop) = now + dact

Output broadcast(“stop”)M
Pre: ops = ∅
logWait = ∅
Eff:
stopAcks ← 0
mode ← installingState
last(handle) ← ∞
last(stop) ← ∞

Input receive(h“stopAck”i)iM
Eff: stopAcks ← stopAcks + 1
if stopAcks = mn
last(install) = now + dact

Output broadcast(h“install”, pi)M
Pre: mode = installingState
stopAcks = m · n
Eff:
mode ← idle
last(install) = ∞

Timepassage v(t)
Pre: now + t ≤ last(handle)
now + t ≤ last(stop)
now + t ≤ last(install)
Eff:
now ← now + t
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Listing 5 Continuous server (c-server) for replica r
Shared vars
p[i] ← {(hi, s01 , s01 ), . . . , (hi, s0N , s0N )}, for i = 1 . . . ρ
vp[i], for i = 1 . . . ρ

/* Representation for partition i,
before reunification */
/* Representation for virtual
partition i, after reunification */

States
mode ∈ {idle, normal, degraded, reconciling, unavail} ← idle
g ∈ {1 . . . ρ} ← 1
/* Group identity (supplied by group membership service) */
vg ∈ {1 . . . ρ} ← 1
/* Virtual group ID, used between reunification and install */
log ← ∅
/* Set of log messages to send to reconciliation manager M*/
toReply ← ∅
/* Set of operations to reply to */
pending ← ∅
/* Set of operations to reply to when logged */
enableStopAck
/* Boolean to signal that a “stopAck” should be sent */
last(log) ← ∞
/* Deadline for next send(h“log 00 , . . .i) action */
last(stopAck ) ← ∞ /* Deadline for next send(h“stopAck”, . . .i) action */
now ∈ R0+ ← 0
Actions
Input partition(g 0 )r
Eff: mode ← degraded
p[g 0 ] ← p[g]
g ← g0

Input receive(h“invoke”, αi)cr
Eff: switch(mode)
normal | degraded ⇒
if isConsistent(apply(α, p[g]))
p[g] ← apply(α, p[g])
toReply ← toReply ∪ {hα, ci}
reconciling ⇒
if isConsistent(apply(α, vp[vg]))
vp[vg] ← apply(α, vp[vg])
log ← log ∪ {α}
last(log) ←
min(last(log), now + dact )
pending ← pending ∪ {hα, ci}
Input receive(h“logAck”, logi)M r
Eff: replies ← {hα, ci ∈ pending | α ∈ log}
toReply ← toReply ∪ replies
pending ← pending \ replies
Input receive(“stop”)M r
Eff: mode ← unavail
enableStopAck ← true
last(stopAck ) ← now + dact
Input receive(h“install00 , p0 i)M r
Eff: p[g] ← p0 /* g = 1 */
mode ← normal

Input reunif y(g 0 )r
Eff:
log ← Lr where hLr , s0r , sr i ∈ p
mode ← reconciling
vg ← g
vp[vg] ← p[g]
g ← g0
last(log) ← now + dact
Output send(h“log”, logi)rM
Pre:
mode ∈ {reconciling, unavail}
log 6= ∅
Eff:
log ← ∅
last(log) ← ∞

Output send(h“reply”, αi)rc
Pre:
hα, ci ∈ toReply
Eff:
toReply ← toReply \ {hα, ci}
Output send(h“stopAck”i)rM
Pre:
enableStopAck = true
log = ∅
Eff:
enableStopAck = f alse
last(stopAck ) ← ∞
Timepassage v(t)
Pre:
now + t ≤ last(log)
now + t ≤ last(stopAck )
Eff:
now ← now + t
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reconciliation manager M by the action send(h“log 00 , logi)rM . Note that in
the algorithm description the operation logs from the degraded mode are
stored in the partition state p[i], which is updated by the apply operation.
In addition, the c-server will enter reconciling mode and copy the partition
representation to a virtual partition representation. The latter will be indexed using virtual group-ID vg which will be the same as the group-ID
used during degraded mode. Finally, a deadline will be set for sending the
logs to M .
The continuous server will continue to accept invocations during reconciliation mode with some differences in handling. First of all, the operations
are applied to a virtual partition state. Secondly, a log message containing
an applied operation is immediately scheduled to be sent to M . Finally, the
c-server will not immediately reply to the operations. Instead it will wait
until the log message has been acknowledged by the reconciliation manager
and receive(h“logAck”, logi)M r is activated. The reason for this is to ensure
that no operations gets replayed in the wrong order. Now any operation
whose reply was pending and for whom a “logAck” has been received can
be replied to (added to the set toReply).
At some point the manager M will send a stop message which will make
the continuous server to go into unavailable mode and send a stopAck message. During this mode no invocations will be accepted until an install
message is received. Upon receiving such a message the c-server will install
the new partition representation and once again go into normal mode.
Complexity The above algorithms are online algorithms, since new input
continuously arrives during their execution. However, we can characterise
the time taken to perform the reconciliation to be O(n · m · c), where n is the
number of log elements, m is the maximum number of predecessors to a given
operation, c is the maximum number of constraints for each operation. This
is of course assuming that each constraint takes constant time to evaluate.
However, the number of operations is in turn dependent on the length of
the reconciliation, since new operations are accepted continuously.

4.6

Additional Notes

In this section we describe how to adapt the proposed algorithms to handle
some of the problems that occur in real applications. We have chosen not
to include them in the formalisation since they are easily understood and
would only clutter up the descriptions. The more far-reaching changes that
results in completely different algorithms are presented as future work in
Section 13.
Nested invocations We have not dealt explicitly with nested invocations in our formalisations. The best way to do this which is also easily
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implemented is to log only top-level operations. This means that if the invocation α causes the sub-invocations β and γ then only α is logged. During
the reconciliation process, when α is replayed, so are β and γ since they are
invoked automatically by the object where α is replayed. Such behaviour is
supported by the sandbox construction in the implementation of the algorithm described in Chapter 6
State transfer State transfer can be very expensive in systems with large
state. Therefore the install message which ends the CS algorithm with the
replica states might be unreasonable. The obvious fix to this is to replace
the full installation state with information on what operations to replay in
each replica. This log would need to include not only top-level operations
(as discussed above) but all operations that are to be performed on a given
replica. Moreover, the replica needs to be able to apply this operation
log without side-effects. This mechanism is no different from that required
to support operation-based replication. Naturally, a system that cannot
afford state-transfer during reconciliation would also require operation-based
replication.
Compensation We have chosen to revoke operations that cannot be replayed due to violations of integrity constraints. As we have already noted,
this is not possible for operations with side-effects. Therefore revocations
should be replaced with compensations. However, the effect of applying a
compensating action should be the same as revoking the operation, namely
keeping the state consistent.
Full replication Our system model assumes full replication. That is,
we assume that every node hosts a replica for every object. For a real
system such a scheme would be very expensive. However, this assumption
was only made to simplify the presentation. In the implementation of the
CORBA middleware, we allowed any kind of replication strategy. This
is accomplished by letting the continuous servers, at the beginning of the
reconciliation phase, report to the reconciliation manager which objects they
host replicas for.

“After great pain, a formal feeling comes.”
Emily Dickinson

5

Correctness of Reconciliation
Algorithms
The goal of the reconciliation protocols is to restore consistency in the system. This is achieved by merging the results from several different partitions
into one partition state. The clients have no control over the reconciliation
process and in order to guarantee that the final result does not violate the
expectations of the clients we need to assert correctness properties of the
protocol. In this chapter we analyse the properties of the algorithms described in Chapter 4. In particular we are interested in showing termination
and correctness. By correctness we mean that they produce a final state
that is consistent according to Definition 7 in on page 44.
Choose1 is trivially correct in the sense that if the replication protocol
maintains consistency in each of the partitions, then by choosing the state
from one of these partitions as the final state will also give a final state.
Moreover termination is trivial as there are no loops in the algorithm.
As for the other algorithms they have been presented in two different
ways, and therefore two different proof techniques will be used. The centralised algorithms (STW-Merge, STW-GEU) will be analysed by asserting
certain properties of the state variables used in the algorithms. The CS
protocol, which is a distributed protocol, will be analysed by considering
sequences of event traces for the entire system.
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StopTheWorld-Merge

We start with the STW-Merge algorithm as described in Listing 2 on page 60
since it is fairly straightforward, and it will help us to show correctness for
the more intricate STW-GEU algorithm.

5.2

Assumptions

In order to prove the desired properties we need to make two basic assumptions. First, in order to prove that the reconciliation phase ends with the
installation of a consistent partition state, we need to assume that the state
from which the reconciliation started is consistent. This is a reasonable
assumption since normal and degraded mode operations always respect integrity constraints. Second, we assume that the logs that have been collected
during degraded mode are finite.
A1 The initial partition state s0 is constraint consistent (see Definition 7).
A2 All partition logs are finite sets.

5.2.1

Notation

The proof will assert certain relationships between the state variables for
different stages of the algorithm. To make time explicit, we will with Ai:j
denote the value of variable A in the i:th iteration of the loop, after the
execution of line j. For example A1:4 denotes the value of the set A after
line 4 has executed.

5.2.2

Some Basic Properties

To show termination and correctness we first need to establish some basic
facts. The first one being that the candidate set cand is always a subset of
ops (i.e., the set of operations to replay).
Lemma 1. cand i:j ⊆ ops k,l , ∀i, j, k, l
Proof. This is immediate, since all operations that are added to cand (lines 4
and 7) already belong to ops, and elements are never removed from ops.
Next, we want to assert that the set cand will never contain an operation
that precedes previous members of cand .
Lemma 2. ∀αi ∈ cand i:5 , αj ∈ cand j:5 : αi → αj ⇒ i < j
Proof. We show this by induction over i.
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Base case, i = 1: Since j ≥ 1, we need to show that if αi → αj then
j 6= 1. From line 4 we have that cand 1:5 = minSet(ops 1:3 ). According
to the definition of minSet, there can be no elements in cand 1:5 with a
predecessor in ops 1:3 ⊇ cand 1:5 . Therefore j cannot be zero if αi → αj .
Inductive step: Assume that ∀αi ∈ cand i:5 , αj ∈ cand j:5 : αi → αj ⇒ i < j
holds for all i ≤ n. We will show that it also holds for i = n + 1, that
is, ∀αj ∈ cand j:5 : αn+1 → αj ⇒ n + 1 < j.
Consider the set cand n+1:5 . According to line 7 this is equal to
addSuccs(cand n:5 , ops 1:3 , αn ) \ {αn } for some operation αn ∈ cand n:5 .
Now consider an arbitrary element αn+1 in cand n+1:5 . There are two
cases to consider:

(1) αn+1 was also a member of cand n:5 . According to the definition
of addSuccs, there can be no successors of αn+1 added to cand n+1:5 ,
since only successors of the removed element αn are added. This fact,
together with the inductive assumption gives that ∀αj ∈ cand j:5 :
αn+1 → αj ⇒ n + 1 < j.

(2) αn+1 was not a member of cand n:5 , which means that it was added
by the addSuccs function. This means that αn → αn+1 , so any successor to αn+1 is also a successor to αn . Thus there can be no successors
to αn+1 in any cand i:5 , i ≤ n. Moreover, there can be no successors to
αn+1 in cand n+1:5 , since such elements are excluded by the addSuccs
function. Therefore ∀αj ∈ cand j:5 : αn+1 → αj ⇒ n + 1 < j. This
concludes the proof.

The following corollary to Lemma 2 comes from the fact that in order
to apply an operation in iteration i, the operation must be a member of
cand i:5 .
Corollary 1. If αi and αj were applied in iteration i and j, respectively,
and αi → αj , then i < j.
Finally, before proceeding with the termination theorem, we need to
assert that elements are only added to cand once.
Lemma 3. No element from ops is added to cand twice.
Proof. Assume for contradiction that α is added twice to cand , say iterations
i and j, i < j. The second time, this must be by the addSuccs function on
line 7. By the definition of addSuccs there must be an element β ∈ cand j−1:5
s.t. β → α. But according to Lemma 2 this means that j − 1 < i, even
though we assumed i < j, a contradiction.
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5.2.3

Termination

Now we have all that we need to show the termination property for STWMerge.
Theorem 1. The STW-Merge algorithm terminates
Proof. On line 5 we can see that the algorithm terminates when cand is
empty. Line 7 is the only line where cand is changed (after getting the
initial value on line 3). The initial value of cand is finite, since it is a subset
of the finite set ops (see Lemma 1 and Assumption A2). One element is
removed every iteration (see line 7). Moreover, all the elements that are
added are added from the finite set ops. Finally, by Lemma 3 no element
from ops is added twice. Therefore cand will eventually be empty.

5.2.4

Correctness

It is intuitively rather clear that STW-Merge will result in a consistent state
when it finishes. However, for completeness we state this formally and prove
this by induction.
Theorem 2. The resulting partition pf :12 from STW-Merge, where f is the
final iteration of the loop is consistent according to Definition 8.
Proof. Let Li be the sequence of all operations that have been applied until
the end of iteration i. We will show that Lf is a sequence that satisfies the
requirements for pf :5 = pf :12 to be consistent by using induction over i.
Base Case, i = 1: The partition p1:5 = {(hi, s01 , s01 ), . . . , (hi, s0N , s0N )} is
consistent, since requirements 1,2 and 4 of Definition 8 are vacuously
true and 3 is given by A1.
Inductive step: Assume that Li satisfies the requirements for pi:5 to be
consistent.
We will consider two cases based on whether applying α results in an
inconsistent state or not (line 8).
(1) If apply(α, pi+1:8 ) is not constraint consistent then the if-statement
on line 8 is false and the partition state will remain unchanged (pi+1:5 =
pi:5 ), and thus pi+1:5 is consistent according to the inductive assumption.
(2) If apply(α, pi+1:8 ) is constraint consistent then the partition state
pi+1:5 will be set to apply(α, pi:5 ). By the inductive assumption we
know that Li leads to pi:5 . We will show that the sequence Li+1 =
Li + hαi satisfies the requirements for pi+1:5 to be consistent.

Consider the conditions 1-4 in the definition of consistent partition
(Def. 8).
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1. By the definition of apply we know that all replicas in p remain
unchanged except one which we denote r. So for all replicas
hLj , s0j , sj i 6= r we know that β ∈ Lj ⇒ β ∈ Li ⇒ β ∈ Li+1 .
Moreover, the new log of replica r will be the same as the old log
with the addition of operation α. And since all elements of the
old log for r are in Li , they are also in Li+1 . Finally, since α is
in Li+1 then all operations for the log of r leading to pi+1:5 are
in Li+1 .
2. Consider the last state sk = hs1 , . . . , sj , . . . sN i where sj is the
state of the replica that will be changed by applying α. Let s0j be
the state of this replica in pi+1 which is the result of the transition
α
α
α
sj ; s0j . By the inductive assumption we have that s0 ;1 . . . ;k
α
α
α
sk . Then s0 ;1 . . . ;k sk ; sk+1 where sk+1 = hs1 , . . . , s0j , . . . sN i
is a partition transition according to Definition 5.
3. By the inductive assumption we know that pi:5 is consistent
and therefore ∀j ≤ k sj is constraint consistent. Further since
apply(α, pi:5 ) is constraint consistent according to (2), sk+1 is
constraint consistent.
4. This follows directly from Corollary 1.

5.3

StopTheWorld-GEU

The STW-GEU algorithm is based on STW-Merge, and proving their correctness is done in a very similar way. Therefore, we will merely provide
the proofs in this section where they differ from the proofs for STW-Merge.
Moreover, we use the same assumptions and notation as in the previous
section. Next we will revisit the basic properties that were established for
STW-Merge and see that they hold for STW-GEU as well. We will also add
one lemma that is specific for STW-GEU.

5.3.1

Basic Properties

First of all, Lemma 1 and Lemma 3 hold for STW-GEU for the same reasons
as for STW-Merge.
We also need the ordering lemma for STW-GEU that states that if two
operations are ordered, then the candidate sets which they belong to follow
the same order:
Lemma 4. ∀αi ∈ cand i:7 , αj ∈ cand j:7 : αi → αj ⇒ i < j
The proof for this lemma is analogous to the proof of Lemma 2. The only
difference is that for some iterations i, it is true that cand i:7 = cand i+1:7
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since addSuccs may not be executed in all iterations. However, it is easy to
see that it is never called twice in one iteration.
And with the ordering lemma we have the corollary that constrains the
order of applied operations:
Corollary 2. If αi and αj were applied in iteration i and j, respectively,
and αi → αj , then i < j.
The only new property that we need to assert for STW-GEU is the one
that states that the set of tried elements is always a subset of the set of
operations to replay:
Lemma 5. tried i:25 ⊆ ops 1:3 , ∀i
Proof. This is realised since tried is only added elements on line 23, with
an operation that is a member of cand (line 9) which in turn is a subset of
ops 1:3 (Lemma 1).

5.3.2

Termination

The fact that the STW-GEU algorithm terminates is not at all as easy to see
as it is for STW-Merge since operations are tried several times. However,
as we will show, each iteration progresses either by removing an element
from the candidate set or by trying a previously untried (for that particular
configuration) operation.
Theorem 3. The STW-GEU algorithm terminates
Proof. We will prove this by introducing a function f : N → N such that
f (i) returns a natural number for iteration i. We will show that f is
monotonically increasing and that it has an upper bound. Let f (i) =
(|ops 1:3 | + 2) ∗ r(i) + |tried i:25 |, where the function r(i) returns the number
of operations that have been removed from cand until the end of iteration
i.
There are four cases to consider depending on what lines are executed
for each iteration as shown in parentheses for each case. Note that only one
case is applicable for each iteration, and that the denoted lines are the only
lines that are executed during the iteration for each particular case.
(7-13): |tried i:25 | will be zero after these lines, but r(i) will be increased
with one. Since |tried i:25 | ≤ |ops 1:3 | (Lemma 5), f (i) will increase.
(7-9,14-18): r(i) will increase with one, and thus f (i) will increase.
(7-9,14-16,19-20): From line 9 we know that α was not in tried so |tried |
will increase with one while r(i) stays constant, and thus f (i) will
increase.
(7,21-25): |tried | is reduced at most by one, and r(i) is increased by one so
f (i) will increase.
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So for all four cases f (i) will increase, and it is therefore monotonically
increasing. It follows directly from Lemma 3 and the fact that cand is
initially empty that no element can be removed twice from cand . Therefore
r(i) ≤ ops 1:3 . So the upper bound on f (i) is (|ops 1:3 |+2)·|ops 1:3 |+|ops 1:3 | =
|ops 1:3 |·|ops 1:3 |+3·|ops 1:3 |. This concludes the termination proof for STWGEU.

5.3.3

Correctness

The correctness proof for STW-GEU is completely analogous to the proof
of Theorem 2. Therefore we will merely state the theorem here.
Theorem 4. The resulting partition pf :26 from STW-GEU, where f is the
final iteration of the loop is consistent according to Definition 8.
Now that we have analysed the two centralised reconciliation algorithms,
we turn the attention to the distributed CS reconciliation protocol.

5.4

Continuous Service Protocol

The CS protocol provides more of a challenge to prove correct, as there
is a growing set of unreconciled operations that is accumulated while the
reconciliation occurs. So we need to show that the protocol does not get
stuck in reconciliation mode for ever despite incoming operations. In this
section we will show that (1) the CS protocol terminates in the sense that
the reconciliation mode eventually ends and the system proceeds to normal
mode (2) the resulting partition state which is installed in the system is
consistent in the sense of Definition 8.

5.4.1

Assumptions

The results rely on a number of assumptions on the system. We assume
that network fulfils the fault and timing assumptions N1-N6 described in
Section 3.1.2. Moreover, we need to assume some restrictions on the behaviour of the clients such as the speed at which invocations are done and
the expected order of operations. The rest of the section describes these
assumptions in more detail.
Client Assumptions.
In order to prove termination and correctness of the reconciliation protocol
we need some restrictions on the behaviour of clients. First of all the time
between two client invocations is not allowed to be too short. Basically, this
restricts the total load of the system and allows the reconciliation to finish.
Secondly, we assume that the required → order fulfils the client-expectedorder semantics that we described in Section 3.1.3.
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C1 The minimum time between two invoke actions from one client is dinv .
C2 If there is an application-specific ordering between two operations,
then the first operation must have been replied to before the second
was invoked. Formally, admissible timed system traces must be a
subset of ttraces(C2). ttraces(C2) is defined as the set of sequences
such that for all sequences σ in ttraces(C2):
α → β and (send(h“invoke”, βi)cr , t1 ) ∈ σ ⇒
∃(receive(h“reply”, αi)r0 c , t0 ) ∈ σ for some r0 and t0 < t1 .
Server Assumptions.
As we are concerned with reconciliation and do not want go into detail on
other responsibilities of the servers or middleware (such as checkpointing),
we will make two assumptions on the system behaviour that we do not
explicitly model. First we assume that the state from which reconciliation
starts is consistent. This is the same assumption that was made for STWMerge and STW-GEU. Second, we assume that the replica logs are empty
at the time when a partition occurs. This is required to limit the length
of the reconciliation as we do not want to consider logs from the whole life
time of a system. In Section 6.4.1 we discuss how this can be enforced in an
implementation.
S1 The initial state s0 is constraint consistent (see Definition 7).
S2 All replica logs are empty when a partition occurs.
We will now proceed to prove correctness of the protocol. First we give
a termination proof and then a partial correctness proof.

5.4.2

Termination

In this section we will prove that the reconciliation protocol will terminate
in the sense that after the network is physically healed (reunified) the reconciliation protocol eventually activates an install message to the c-servers
with the reconciled state.
The time between two partition events and the time line for manager M
can be visualised in Fig. 5.1 (see N5 and N6 in Chapter 3). Remember that
TD is the longest possible duration that the system can be partitioned (i.e.,
in degraded mode) and TF is the shortest time from when the network is
healed to when it again suffers from a network partition. Let treun
denote
i
the time point at which the reunification message arrives at process i. The
reconciliation activity is performed over three intervals: initialising (TI ),
handling (TH ), and ending (TE ).
It is necessary that the system is able to replay operations at a higher
rate than new operations arrive which is why we define the ratio q as the
1
divided by the maximum inter-arrival rate for
minimum handling rate dhan
1
client invocations C · dinv , where C is the maximum number of clients.
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Figure 5.1: Reconciliation time line

Definition 14. Let q =def

dinv
C·dhan .

In order to show the termination we need to characterise all the timed
traces in which every reunification action is followed by an install action.
Definition 15. Let the set ttraces(Installing) of action sequences be such
that for every (reunify(g)M , t) there is a (broadcast(h“install”, pi)M , t0 ) in
the sequence, with t < t0 .
Now we can state the theorem that states the conditions required for
termination:
Theorem 5. All admissible system traces are in the set ttraces(Installing),
+7d
provided that q > 1 and that TF > TDq−1
+ 9d, where d exceeds dmsg and
dact .
Proof. Consider an arbitrary admissible timed trace γ such that
i
(reunify(g)M , treun
M ) appears in γ. Let all time points t below refer to points
in γ. The goal of the proof is to show that there exists a point tinst after
treun
M , at which there is an install message appearing in γ. The proof strategy is to show that the reconciliation activity ends before the next partition
occurs, considering that it takes one message transmission for the manager
to learn about reunification. That is, dmsg + TI + TH + TE < TF .
Let tlog be the last time point at which a log message containing a prereunification log is received from some c-server. This is the time point at
which handling (replaying) operations can begin. The handling interval (TH )
ends when the set of operations to replay (ops) is empty. Let this time point
be denoted by te .
Initialising:
TI = tlog − treun
M

The latest estimate for tlog is obtained from the latest time point at
which a c-server may receive this reunification message (treun
) plus the
r
maximum time for it to react (dact ) plus the maximum transmission
time (dmsg ).
TI ≤ max(treun
) + dact + dmsg − treun
r
M
r
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By N3 and N4 all reunification messages are received within dmsg .
TI ≤ treun
+ dmsg + dact + dmsg − treun
≤ 2dmsg + dact
M
M

(5.1)

Handling: The maximum handling time is characterised by the maximum
number of invoked client requests times the maximum handling time
for each operation (dhan , see Algorithm 4), times the maximum number
of clients C. We divide client invocations in two categories, those that
arrive at the reconciliation manager before tlog and those that arrive
after tlog .

TH ≤ [pre-tlog messages] + [post-tlog messages] · C · dhan

The maximum time that it takes for a client invocation to be logged
at M is equal to 2dmsg + dact , consisting of the transmission time
from client to the c-server and the transmission time from c-server to
manager as well as the reaction time for the c-server. The worst case
estimate of the number of post-tlog messages includes all invocations
that were initiated at a client prior to tlog and logged at M after tlog .
Thus the interval of 2dmsg + dact must be added to the interval over
which client invocations are counted.


TH + 2dmsg + dact
TD + dmsg + TI
+
· C · dhan
(5.2)
TH ≤
dinv
dinv

using earlier constraint for TI in (5.1). Finally, together with the
assumption in the theorem we can simplify the expression as follows:
TH ≤

TD + 5dmsg + 2dact
q−1

(5.3)

Ending: According to the model of reconciliation manager M an empty ops
results in the sending of a stop message within dact . Upon receiving
the message at every c-server (within dmsg ), the c-server acknowledges
the stop message within dact . The new partition can be installed as
soon as all acknowledge messages are received (within dmsg ) but at the
latest within dact . Hence TE can be constrained as follows:
TE = tinst − te ≤ 3dact + 2dmsg

(5.4)

Final step: Now we need to show that dmsg + TI + TH + TE is less than TF
(time to next partition according to N5). From (5.1), (5.3), and (5.4)
we have that:
TD + 5dmsg + 2dact
+ 3dact + 2dmsg
TI + TH + TE ≤ 2dmsg + dact +
q−1
Given a bound d on delays dact and dmsg we have:
dmsg + TI + TH + TE ≤

TD + 7d
+ 9d
q−1

Which concludes the proof according to theorem assumptions.
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Correctness

The main correctness requirement on the reconciliation protocol is to preserve consistency. The model of the c-servers obviously keeps the partition
state consistent (see the action under receive(h“invoke”, αi)cr . The proof of
correctness is therefore about the manager M withholding this consistency
during reconciliation, and specially when replaying actions. Before we go
on to the main theorem on correctness we present a theorem that shows
the ordering requirements of the application (induced by client actions) are
respected by our models. Again we first define the subset of possible traces.
Definition 16. Define the set ttraces(Order) as the set of all action sequences with monotonically increasing times with the following property: for
any sequence σ ∈ ttraces(Order), if (handle((α), t) and (handle((β), t0 ) is in
σ, α → β, and there is no (partition(g), t00 ) between the two handle actions,
then t < t0 .
Lemma 6. All admissible timed traces of the system are in the set
ttraces(Order).
Proof. We assume α → β, and take an arbitrary timed trace γ belonging to admissible timed traces of the system such that (handle(α), t) and
(handle(β), t0 ) appear in γ and no partition occurs in between them. We
are going to show that t < t0 , thus γ belongs to ttraces(Order). The proof
strategy is to assume t0 < t and prove contradiction.
By the precondition of (handle(β), t0 ) we know that α cannot be in ops
at time t0 (see the Internal action in M ). Moreover, we know that α must
be in ops at time t because (handle(α), t) requires it. Thus, α must be
added to ops between these two time points and the only action that can
add operations to this set is receive(h“log”, . . .i)rM . Hence there is a time
point tl at which (receive(h“log”, h. . . , α, . . .ii)rM , tl ) appears in γ and
t0 < tl < t

(5.5)

Next, consider a sequence of actions that must all be in γ with
t0 < t1 < . . . < t8 < t0 .
1. (handle((β), t0 )
2. (receive(h“log”, h. . . , β, . . .ii, t8 )r1 M for some r1
3. (send(h“log”, h. . . , β, . . .ii, t7 )r1 M
4. (receive(h“invoke”, βi, t6 )cr1 for some c
5. (send(h“invoke”, βi, t5 )cr1
6. (receive(h“reply”, αi, t4 )cr2 for some r2
7. (send(h“reply”, αi, t3 )r2 c
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8. (receive(h“logAck”, h. . . , α, . . .ii, t2 )M r2
9. (send(h“logAck”, h. . . , α, . . .ii, t1 )M r2
10. (receive(h“log”, h. . . , α, . . .ii, t0 )r2 M
We show that the presence of each of these actions requires the presence
of the next action in the list above (which is preceding in time).
• (1⇒2) is given by the fact that β must be in ops and that
(receive(h“log”, h. . . , β, . . .ii, t8 )r1 M is the only action that adds operations to ops.
• (2⇒3), (4⇒5), (6⇒7) and (8⇒9) are guaranteed by the network (N1).
• (3⇒4) is guaranteed since β being in L = h. . . , β, . . .i at r1 implies that
some earlier action has added β to L and (receive(h“invoke”, βi, t6 )cr1
is the only action that adds elements to L at r1 .
• (5⇒6) is guaranteed by C2 together with the fact that α → β.
• (7⇒8) Due to 7 α must be in toReply at r2 at time t3 . There are two
actions that set toReply: one under the normal/degraded mode, and
one upon receiving a “logAck” message from the manager M .
First, we show that r2 cannot be added to toReply as a result of
receive(h“invoke”, αi)cr2 in normal mode. Since α is being replayed
by the manager ((handle(α), t) appears in γ) then there must be a
partition between applying α and replaying α. However, no operation
that is applied in normal mode will reach the reconciliation process M
as we have assumed (S2) that the replica logs are empty at the time
of a partition. And since α belongs to ops in M at time t, it cannot
have been applied during normal mode.
Second, we show that r2 cannot be added to toReply as a result of
receive(h“invoke”, αi)cr2 in degraded mode. If α was added to toReply
in degraded mode then the log in the partition to which r2 belongs
would be received by M shortly after reunification (that precedes handle operations). But we have earlier established that α ∈
/ ops at t0 ,
and hence α cannot have been applied in degraded mode. Thus α is
added to toReply as a result of a receive “logAck” action and (7⇒8).
• (9⇒10) is guaranteed since α must be in ackset[r2 ] and it can only be
put there by (receive(h“log”, h. . . , α, . . .ii, t0 )r2 M
We have in (5.5) established that the received log message that includes
α appeared in γ at time point tl , t0 < tl . This contradicts that t0 = tl < t0 ,
and concludes the proof.
Now we are ready to state and prove the partial correctness theorem for
the CS protocol.
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Definition 17. Let the set ttraces(Correct) be the set of action sequences
with
monotonically
increasing
times
such
that
if
(broadcast(h“install”, pi)M , tinst ) is in the sequence, then p is consistent according to Definition 8.
Theorem 6. All admissible timed executions of the system are in the set
ttraces(Correct).
Proof. Consider an arbitrary element σ in the set of admissible timed system traces. We will show that σ is a member of the set ttraces(Correct).
The strategy of the proof is to analyse the subtraces of σ that correspond to
actions of each component of the system. In particular, the sequence corresponding to actions in the reconciliation manager M will be of interest.
Let γ be the sequence that contains all actions of σ that are also actions
of the reconciliation manager M (γ = σ|M ). It is trivial that for all processes
i 6= M it holds that σ|i ∈ ttraces(Correct) as there are no install messages
broadcasted by any other process. Therefore, if we show that γ is a member
of ttraces(Correct) then σ will also be a member of ttraces(Correct).
We will proceed to show that γ is a member of ttraces(Correct) by
performing induction on the number of actions in γ.
Base case: Let p be the partition state before the first action in γ. The
model of the reconciliation manager M initialises p to
{(hi, s01 , s01 ), . . . , (hi, s0N , s0N )}. Therefore, requirements 1,2 and 4 of
Definition 8 are vacuously true and 3 is given by S1.
Inductive step: Assume that the partition state resulting from action i in γ
is consistent. We will then show that the partition state resulting from
action i + 1 in γ is consistent. It is clear that the model of the reconciliation manager M does not affect the partition state except when
actions reunify(g)M and handle(α) are taken. Thus, no other actions
need to be considered. We show that reunify and handle preserve
consistency of the partition state.
The action (reunify(g)M , t) sets p to the initial value of p which has
been shown to be consistent in the base case.
The action (handle(α), t) is the interesting action in terms of consistency for p. We will consider two cases based on whether applying α
results in an inconsistent state or not. Let pi be the partition state
after action i has been taken.
(1) If apply(α, pi ) is not constraint consistent then the if-statement
in the action handle is false and the partition state will remain unchanged, and thus consistent after action i + 1 according to the inductive assumption.
(2) If apply(α, pi ) is constraint consistent then the partition state pi+1
will be set to apply(α, pi ). By the inductive assumption there exists a
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sequence L leading to pi . We will show that the sequence L0 = L + hαi
satisfies the requirements for pi+1 to be consistent.
Consider the conditions 1-4 in the definition of consistent partition
(Def. 8).
1. By the definition of apply we know that all replicas in p remain
unchanged except one which we denote r. So for all replicas
hLj , s0j , sj i 6= r we know that β ∈ Lj ⇒ β ∈ L ⇒ β ∈ L0 .
Moreover the new log of replica r will be the same as the old log
with the addition of operation α. And since all elements of the
old log for r are in L, they are also in L0 . Finally, since α is in L0
then all operations for the log of r leading to pi+1 are in L0 .
2. Consider the last state sk = hs1 , . . . , sj , . . . sN i where sj is the
state of the replica that will be changed by applying α. Let s0j be
the state of this replica in pi+1 which is the result of the transition
α
α
α
sj ; s0j . By the inductive assumption we have that s0 ;1 . . . ;k
α
α
α
sk . Then s0 ;1 . . . ;k sk ; sk+1 where sk+1 = hs1 , . . . , s0i , . . . sN i
is a partition transition according to Definition 5.
3. By the inductive assumption we know that pi is consistent and
therefore ∀j ≤ k sj is constraint consistent. Further since
apply(α, pi ) is constraint consistent according to (2), sk+1 is constraint consistent.
4. The order holds for L according to the inductive assumption. Let
t be the point for handle(β) in γ. For the order to hold for L0
we need to show that α 9 β for all operations β in L. Since β
appears in L there must exist a handle(β) at some time point t0
in γ. Then according to Lemma 6 α 9 β (since if α → β then
t < t0 and obviously t < t0 ).

Having formally proved the correctness and termination of all the presented algorithms, in the next chapters we treat implementation and performance issues in more detail.

“Arguments are to be avoided; they are always vulgar
and often convincing.”
Oscar Wilde

6

Continuous Service Implementation

In Chapter 4 we gave a formal description of the CS reconciliation protocol.
This allows the protocol to be conceptually understood and its properties
formally shown. However, it does not provide much information on how such
a protocol could be implemented in a real middleware. Therefore, we will in
this chapter describe two implementations that we have done: a simulated
environment based on J-Sim [106], and a component in a CORBA-based
middleware for fault tolerance called DeDiSys [63].
The reason that we chose to make two implementations is that they
provide different means of evaluation. The simulation environment allows
important system parameters such as load and the rate at which operations
can be replayed to be changed, so that the behaviour of the protocol can be
investigated under different conditions. In the CORBA implementation the
protocol is tested on a real system, and provides more realistic measurements
results.
We chose J-Sim as the simulator platform since it is a component-based
simulation environment that provides event-based simulation. Moreover,
it is built with Java and uses the scripting language Tcl as glue code to
control simulations. The same Java code could therefore be used in both
the simulation and later in the CORBA middleware.

6.1

CORBA-based middleware plugin

The CORBA-based middleware was a result of work done in a European
project called DeDiSys during 2005-2008. Although the project contained a
track where fault tolerance for service-centric applications was investigated,
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Figure 6.1: CS overview
its main focus was on data-centric systems. In particular, the goal was
to construct a partition-tolerant middleware that could deal properly with
application defined integrity constraints.
Three different middleware technologies were used as a basis for creating
the fault-tolerant middlewares: CORBA, .Net, and Enterprise JavaBeans
(EJB). The same basic design was used on all three platforms, but they
differed slightly in focus. The CORBA and .Net platforms were mainly developed as prototypes to evaluate replication and reconciliation protocols,
whereas the EJB platform was mainly used as a basis for evaluating constraint handling approaches.
Since there are several nodes involved in the development of each platform, there was considerable effort in integrating the different parts. The
end result is three working implementations of the DeDiSys middleware,
where the CORBA platform allows the protocols in this thesis to be evaluated. However, most of the design decisions in the common design were not
made specifically for the protocols in the thesis. For example, the constraint
consistency manager is designed to deal with other types of reconciliation
approaches such as application-driven (or manual) reconciliation. This fact
is reflected in the following sections, even if we try to focus the presentation
to the parts that are relevant for our current discussion.

6.2

Overview

The description of the the algorithm in Chapter 4 was divided in two parts,
the manager and the continuous servers. Here, we give a more detailed
description of how the components can be built from smaller components
and how they interact with the rest of the system. For a longer discussion
on the DeDiSys architecture and with a slightly different focus see [164].
In Figure 6.1 an overview of the middleware architecture is shown. Each
node contains the middleware and a number of application objects. The
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middleware is composed of a number of services, of which the replication
support is the focus in this presentation. This component is, in turn, composed of a replication protocol (P4Log), and a reconciliation protocol, i.e.,
the Continuous Service (CS) protocol. These protocols rely on additional
middleware services such as Group Communication (GC) and Constraint
Consistency Manager (CCM). The CCM is used to check consistency of
integrity constraints. The box with ”...” is an abstraction of other services
in the middleware not relevant for this presentation.

6.3

Group Membership and Group Communication

Since we rely on group membership and group communication services both
in the specification of our protocol and in the assumptions on the replication
services, we need a component providing this in our implementation.
In the simulated platform, we simply integrated group membership service in the location service. Thus, network partition faults could be injected
by simply telling the location service to divide the network on a logical
level. All communication between nodes were performed using the J-Sim
ports that are asynchronous message passing primitives. The ports were
interconnected via a simulated network component. This component added
network delays and provided multicasting.
In the CORBA platform, a real group membership service is required.
We chose to use Spread [192] for this since it has a Java binding and provides the needed group membership and group communication services. All
communication between the reconciliation manager and continuous servers
as discussed in the previous chapter are performed using spread messages.

6.4

Replication Support

As we have already noted, the CS reconciliation protocol is really part of an
optimistic replication approach. So far, we have not described any replication mechanism in detail. We proceed by describing two of the replication
protocols that have been developed in the DeDiSys project: Primary Per
Partition Protocol (P4), and P4Log that builds upon P4 but is compatible with the CS reconciliation protocol. In the following subsection we will
describe the implementation of various components for replication support
both in the simulated environment and the CORBA version.

6.4.1

Replication Protocols

P4 The P4 has been designed by Beyer et al. [33]. The protocol allows
consistency to be temporarily relaxed during degraded mode, by allowing
operations with non-critical integrity constraints. Moreover, the protocol
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also allows operations with critical constraints given that no involved object
has been changed in a way that might be reversed.
During normal mode, the protocol ensures one-copy-serialisability by
redirecting all update operations to the primary replica. If the update succeeds, then the new state of the primary is propagated to the secondary
replicas.
The P4 protocol was originally designed with two in-built reconciliation
protocols, one automatic, and one manual. The automatic reconciliation
protocol requires all intermediate states to be saved. When the system
reunifies, the protocol chooses a set of primaries from which to construct
the new state. Since these primaries may come from different partitions,
the resulting state is not guaranteed to be consistent. Thus, the protocol
reverts to an older version for some object and checks again if the state
is consistent. This reconciliation process is not guaranteed to end until all
changes have been reversed. Moreover, since it requires that all intermediate
states are saved, it is not a feasible to implement.
The manual protocol uses application callbacks to allow the application
writer to construct rules that decide the new state. The drawback with
this approach is that the application writer needs to figure out how the
application is to reconcile a state that it has no knowledge of how it was
constructed.
P4Log The P4 protocol is nearly compatible with the CS reconciliation
protocol, but there are two things that make them incompatible. Therefore,
we have designed a replication protocol P4Log that builds upon P4, but is
compatible with CS. First of all, the CS protocol requires a log of all the
update operations that have occurred during the degraded mode. Thus,
P4Log includes a logging mechanism described below. Secondly, P4 allows
operations with critical constraints during degraded mode for some special
circumstances. In order to guarantee that these operations are not revoked
during reconciliation one can add an ordering requirement: all critical operations and operations that are ordered before a critical operation must be
replayed before any non-critical operation. In our implementation we have
chosen to disallow all critical operation during degraded mode, and thereby
side-stepping this problem.
In order to perform the reconciliation, the CS protocol needs to know
what the state was before the partition fault occurred. This can be accomplished by checkpointing the state of any object in degraded mode, before performing an operation that changes its state. Moreover, the logs of
each replica since the last checkpoint are needed to merge the partitions.
Therefore, a logging and checkpointing service is needed. The interface in
Figure 6.2 describes the logging service that is required. Each time an operation is successfully invoked, the logOperation method is called to store
the operation. All objects for which logging is performed must be registered
using registerObject in order to facilitate checkpointing. This method also
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saves the state of the object.
In order to perform the reconciliation, the CS protocol needs to fetch
the last consistent state of the system. This is done using the method
getLastCheckpoint. Finally, when the reconciliation manager requests all
logs that have been constructed during the degraded mode the method getLogSinceCheckpoint is called to fetch a list of applied operations.
interface LoggingServiceInterface {
void logOperation(Request r, ObjectRef logRef);
void registerObject(ObjectRef logRef, byte[] state);
byte[] getLastCheckpoint(ObjectRef o);
List<Request> getLogSinceCheckpoint(ObjectRef o);
}
Figure 6.2: Logging Service

6.4.2

Replication Protocol Implementation

Simulation Since the goal of the simulation environment was to investigate the properties of the reconciliation activity, we chose to use a very
simple variant of the P4Log protocol. It was integrated in the invocation
service component together with the continuous server. Logging and constraint checking was performed as usual, but the state changes were never
replicated to the secondary replicas.
CORBA The replication service in the CORBA implementation is composed of a replication manager, a replication protocol (P4Log) and a reconciliation protocol (CS) as shown in Figure 6.3. Note that the CCM and
other middleware components are not part of the components shown in this
figure. We see here only the part labelled “Replication Support” in the left
part of Figure 6.1. The figure also shows the control flow of a client invocation. The invocation is intercepted in a CORBA interceptor that passes
the control to the replication manager. The replication manager just forwards the request to the replication protocol. The replication protocol can
then decide if the request should be forwarded to the primary replica or
to some replica that temporarily acts as primary during a network partition. Moreover, the object is registered as a transactional resource and the
preconditions are checked with the CCM. The request is also passed on to
the CS protocol that may perform a checkpoint on the target object if the
operation is the first to be performed on that object in the degraded mode.
When the operation has been applied by the server object, it is once again
passed through all the replication components. This time to perform logging (and possible interaction with the reconciliation manager) and update
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Figure 6.3: CORBA invocation
propagation. Updates are propagated via spread messages in a synchronous
fashion.
The replication manager is responsible for keeping track of the system
modes that were illustrated in Figure 4.3 The reconciliation manager is
registered as a listener to events from Spread. When the changes in the
network occur, the replication manager determines if the replication protocol
should be notified that it should enter degraded mode, or in the case of a
join, it should commence the reconciliation process.

6.5

Constraint Consistency Manager

The CCM is responsible for checking constraint consistency during operation
invocations. Moreover, the reconciliation protocol needs to use the CCM
while restoring consistency. The constraints managed by the CCM can be
classified in different ways. Remember that there are critical and non-critical
constraints, but one can also categorise the constraints according to when
they are checked as; pre- and post-conditions, and invariants. Depending
on the type of constraint and whether the constraint is associated with a
given object, or a method or a class, the CCM should correctly evaluate the
appropriate constraints.
Simulation In the simulation, only post-condition constraints were used,
and all constraints were checked for all operations. The constraint consistency manager was implemented a store of constraints that were called upon
after each operation invocation.
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CORBA The CORBA implementation of the CCM provides a more general support for constraint handling than is used by the P4Log/CS protocols.
The basic components are shown in Figure 6.4.
CCM
Constraint Repository
pre−
constraint

post−
constraint

Negotiation
Handler

Constraint
Reconciliation
Handler

invariant

Threat

Figure 6.4: CORBA CCM
The component contains a constraint repository in which all constraints
are stored. Since there is one CCM for each node, these constraints must be
propagated during the system initialisation. The three basic types of constraints (i.e., pre- and post-conditions and invariants) are handled appropriately. Moreover, for each constraint additional information such as affected
objects and methods are stored. This way, the CCM only needs to check a
small subset of the constraint for every method invocations, thereby reducing unnecessary computations. If a constraint is violated, or it is accepted
but the constraint is critical, then the CCM throws a CORBA exception.
This is propagated back to the replication protocol that aborts the current
transaction, and to the client informing that the operation could not be
applied.
When an operation with a non-critical constraint is invoked during degraded mode, it is not necessarily a good idea to accept it. Imagine, a booking system where there is a non-critical constraint saying that the number of
bookings should not exceed the number of seats. If there are many free seats,
then it is probably safe to make a booking. But if the number of booked
seats are close to the limit, then the risk of violation is high. Therefore, it
might not worth the risk to accept any more bookings for this flight. This
type of reasoning can be done as part of the constraint management and is
localised in the Negotiation Handler sub component. The implementation
allows the application to register an application specific negotiation handler.
The CORBA CCM implementation also supports manual reconciliation
by allowing the application to register a constraint reconciliation handler.
This is needed by the P4 protocol when performing manual reconciliation.
Finally the CCM can store threats. A threat is generated every time an operation is provisionally accepted. The term threat refers to that this action
is a potential threat to consistency. A state-based reconciliation algorithm
may then choose to take these threats into consideration when restoring
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consistency as it provides similar information as storing operation logs.

6.6

Ordering

Since the CS reconciliation protocol needs to keep track of the order in
which operations are to be replayed, a mechanism is needed that makes the
induced ordering explicit.
In the simulation implementation, operations were simply ordered by
their id numbers. This order can be seen as an approximation of the client
expected order described in Section 3.1.3, which is also used in the correctness proof. In the CORBA implementation we have implemented the Client
Expected Order as described below.
This ordering can easily be implemented by tagging each operation at
the client side with the operations that must be executed before it. Since
the before operations are those that the client has received a reply for, we
must keep track of operation invocations as well as replies. We achieve this
by introducing an Order Manager that is called from the interceptors at the
client side. That is, there is an order manager at each client responsible for
creating the operation tags for each operation. It must also be called each
time a reply is received to compute the tags correctly.
Listing 6 Order Manager
States:

seq ← 0
/* Sequence number */
replies ← ∅ /* Recently received replies */
cid
/* Globally unique client id */

tagOperation(hαi)
1 seq ← seq + 1
2 id ← hcid, seqi
3 return hα, id, repliesi
registerReply(hα, id, beforeSeti)
1 replies ← replies ∪ {id} \ beforeSet

Listing 6 shows the pseudo code for the Order manager. When a request
is intercepted on its way to the server the OrderManager is called with
tagOperation to get a tag to append to the request. The tag contains
a unique id (composed of the client id cid and a sequence number seq) for
the operation (CORBA ids are only unique for requests in progress), and
information of order dependency. When the request has been processed by
the server and a reply is intercepted then the OrderManager is informed
with the registerReply operation. Note that the OrderManager only
needs to maintain a local state for each client. Therefore, no communication
is required between different managers. The state contains information on
sent and received messages for one particular client.
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Sandbox

In order to successfully replay operations that have been invoked in a middleware environment, we need to mimic this environment in a sandbox. For
the application that runs inside the sandbox it appears as the real environment but no changes in the sandbox are committed until the end of the
reconciliation phase. In this section we describe the design of the sandbox
environment. Its principal interface is shown in Figure 6.5.
interface SandboxInvocationServiceInterface {
void registerObj(byte[] state, String ref, String class);
void invoke(Request request);
byte[] getObjState(String reference);
}
Figure 6.5: Sandbox Invocation Service
All objects that are to be involved in the reconciliation are registered
using the registerObject method. The arguments passed to this method
is the state of the object, the object reference and the class name. The
latter is needed to create new instances of the object inside the sandbox
environment.
During the reconciliation phase the reconciliation manager repeatedly
invokes a request in its operation log using the invoke method. The sandbox is responsible for checking consistency constraints and an operation is
applied to the internal state only if all constraints are satisfied. When the
reconciliation manager has finished invoking requests it will fetch the resulting states from the sandbox using the getObjectState call with the reference
for each object to be fetched.
Simulation In the simulation environment, the sandbox environment was
implemented with a single class that held all the application objects in a
hash table. The invocations were dispatched to the correct object using
Java reflection mechanisms.
CORBA In the CORBA implementation, the sandbox is initialised with
its own ORB and interceptors were used to check integrity constraints in
the same way as in the normal system. However, the mechanisms in the
sandbox interceptors are much simpler since everything is performed on
one node and information does not need to be propagated throughout the
system. A simple transaction mechanism was used so that operations could
be aborted if its integrity constraints were violated.
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Test Application

To test the algorithms and the middleware implementation we needed a test
application. We chose to construct a synthetic application that was well
suited to perform trade-off studies. The application is composed of a set of
real or integer number objects. Possible operations are addition, subtraction,
multiplication, division, and setValue. An operation is applied to the current
value with a random constant. There are also integrity constraints in the
system expressed as: n1 + c < n2 where n1 and n2 are object values and
c is a constant. In a sense this application resembles a distributed sensor
network where the numbers correspond to sensors values.
Although the application is very simple, it is complex enough to give
an indication of how the algorithms perform. One of the properties is that
even if the current state is known, it is hard to predict how the execution
of a certain operation will affect the consistency two or three operations in
the future. This makes the reconciliation realistic in the sense that it is not
trivial to construct a consistent state while keeping as many performed operations as possible. Moreover, the application allows key system parameters
(e.g. ratio of critical constraints and load) to be changed and thus provides
means to experimentally investigate their effect on availability.
The deployment of the application were slightly different in the different experiments. The details are provided in the next chapter. In all of
the experiments the application starts with initialising a number of servers
with some default value. A set of constraints are created and added to the
constraint store. The constraint parameters are chosen randomly with a
uniform distribution. However, all constraints are created so that the initial
state of the system is consistent.

“In almost every computation a great variety of arrangements for the succession of the processes is possible, and various considerations must influence the
selections amongst them for the purposes of a calculating engine. One essential object is to choose that
arrangement which shall tend to reduce to a minimum
the time necessary for completing the calculation.”
Augusta Ada King, Countess of Lovelace

7

Evaluation of Reconciliation
Algorithms
We have proposed a number of algorithms for performing reconciliation after
network partitions and we have shown them to be correct. However, to really
show their usefulness we have also tried to quantify the costs and benefits
that come with our approach. In this chapter we present the result of several
experimental evaluations that have been performed on the reconciliation
algorithms. First, we propose a number of metrics that are suitable for
evaluation of such algorithms and explain why the traditional availability
metrics are not enough by themselves. Then we relate the results of some
initial simulation studies that were done to compare the performance of
the Choose1, STW-Merge and STW-GEU algorithms (Section 7.2). These
studies pointed out the benefit of operation-based reconciliation, which then
led to the development and evaluation of the CS algorithm. This algorithm
was evaluated using both a simulation setup based on J-Sim (Section 7.3)
and the CORBA-based platform (Section 7.4).

7.1

Performance Metrics

Before presenting the results of the experiments we need to explain the metrics that we have used to measure the performance. The reason that we need
to introduce new metrics is because of the fact that our approach requires
some operations to be revoked. Whereas the definitions in Section 2.1.1 use
the term operational to characterise system availability, we will introduce
two concepts namely partially operational and apparently operational that
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applies to optimistic systems.
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Figure 7.1: The set of operations during a system partition and subsets
thereof
Partially operational Figure 7.1 shows a categorisation of the operations that are accepted during degraded mode in a system with integrity
constraints that act optimistically. We see that the operations are first of all
divided in tradable and non-tradable operations. Non-tradable operations
are those operations with critical constraints (i.e., constraints that cannot
be violated under any circumstances), whereas the tradable operations are
those that we can apply optimistically. In the absence of network partitions, the system can guarantee full consistency and therefore non-tradable
operations can be applied in normal mode but not in degraded mode. So it
is reasonable to claim that the system is only partially operational during
degraded mode.
Note that this term should be used also for the availability achieved by
the primary partition approach and quorum consensus. In such systems it
is only a subset of the client requests that can be served depending on what
is the type of operation (read or write) and to what node the request is
directed. Here, it is the type of integrity constraints that defines whether
the operation is tried or not.
Apparently operational Of the tradable operations, there are some operations that are not applied due to violation of integrity constraints (as can
be seen in Figure 7.1). These operations would have been rejected also during normal mode as part of the normal operation of the system. However,
of the operations that are accepted not all of them will be finally accepted,
which leads us to the concept of apparently operational. It appears to the
clients during degraded mode as if the system is operational. However, due
to the integrity constraints, there will be operations that must be revoked
or compensated in some way during the reconciliation process.
We now proceed with describing the metrics that we have used in our
evaluations. The metrics can be divided in two categories; time-based and
operation-based metrics. The first category is typically based on the time
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taken in some segment of the system life time. The second category is based
on the counting of the operations that pass through the system and are
treated in one way or the other (subsets from Figure 7.1).

7.1.1

Time-based Metrics

We consider the following metrics:
• Apparent availability: Probability of partial/apparent operation at a
time point; that is, the average interval that the network is in partial/fully available mode divided by the length of the experiments.
• Average latency: computed over all operations (during normal respectively degraded modes).
• Average time spent in revoking (compensating) one operation.
• Average duration of reconciliation operation.
From the above list, we are going to use the availability metric as a measure for improved performance. However, we need to complement this metric
with other measurements in order to identify the substance of improvement
(i.e., excluding the apparent availability).
The average latency is interesting if we run the application on top of a
standard middleware; in particular, as an input to the computation of the
overhead for the middleware. Therefore this has only been measured in the
CORBA implementation of the CS protocol.
The time taken to revoke or compensate one operation depends on what
the application requirements are. It is interesting since it very much affects
the reconciliation time. In our experimental setting, we choose to compute
this time based on an estimate of an undo-time per operation, thus turning
it into a parameter).
Finally, the time taken for reconciliation is interesting for two reasons.
First of all, for the stop-the-world protocols, this is a period in which the
system is unavailable, and thus can be seen as an indication of availability.
Secondly, even for the continuous service protocol it is interesting to see how
long it takes before the system can go back to normal mode. Because even
if service is maintained during the reconciliation period by the CS protocol,
the system is only partially operational since non-tradable operations are
not accepted. Moreover operations accepted during the reconciliation phase
can also be revoked in the same way as operation performed in the degraded
mode.

7.1.2

Operation-based Metrics

As mentioned above measurements of apparent availability are only meaningful if they are presented together with an indication of the ”loss” from
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revoked operations. To be specific about the level of service delivered to
clients we propose a number of operation-based metrics:
• The number of finally accepted operations during the whole experimental interval.
• The proportion of revocations over provisionally accepted operations.
• The accrued utility
The number of finally accepted operations is not an indication of availability by itself. There is little information in saying that a given system
has accepted X many operations during a certain time period. However,
when compared with another approach such as the pessimistic approach
the increase in number of accepted operations is meaningful. This tells us
if the system has increased its availability. Unfortunately there is no easy
way of characterising the maximum number of accepted operations. One
way would be to compare with the total number of submitted operations.
However, as we explained earlier, all operations are not accepted even when
there are no faults.
A very interesting metric is the proportion of revocations over provisionally accepted operations. This depends on the number operations that the
client thinks have been performed but which must be revoked/compensated.
It is heavily dependent on the application semantics (i.e., the type of constraints). For an application with a high proportion of revocations, it should
not pay off to act optimistically during network partitions. However, the
revocation ratio can be reduced by employing algorithms such as the STWGEU. Moreover, this metric is related to, but should not be confused with,
the collision probability calculated by Grey et al. [90] to be proportional
to the square of the number of operations. Wang et al. [214] have investigated the conflict rate for file systems. Common for these two metrics is
that they consider two replicas to be in conflict if they have been updated
concurrently. In our model, on the other hand, a conflict occurs only as the
result of the violation of some integrity constraint. Such violations can be
caused by concurrent updates, but not necessarily.
We have introduced utility as a metric to compare the usefulness for
each operation and we can therefore talk about the accrued utility during a
reconciliation period as the accumulated utility from the applied operations
minus the utility of the revoked operations. The utility of an operation can
be dependent on a number of factors, the lost benefit if it is not applied, or
the economic gain for a business that gets paid by its customers for delivered
service. Also, the time taken to execute an operation is important if we are
considering undoing/redoing the operation; thus, the higher the execution
time the lower utility. However, we will in our experiments let the utility be
a random number, which is assigned to each operation.
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Figure 7.2: Time for reconciliation

7.2

Evaluation of Stop-the-World Algorithms

This section contains an experimental evaluation of the three centralised
algorithms, Choose1, STW-Merge and STW-GEU. These all require that
the system does not accept new updates during the reconciliation process.
So all the time spent performing reconciliation will reduce the availability.
The time that the system is completely unavailable is time taken to reconcile
the system, TU navailable = TReconcile . Note that the reconciliation time
TReconcile can also be divided in two parts, TConstruct , which is the time
to construct a new partition state and TRevoke , which is the time taken to
perform all the necessary actions for the operations that have been revoked.
This revocation or compensation mechanism potentially involves sending a
notification to the client, which could then try to redo the operation. So
TReconcile = TConstruct + TRevoke . Figure 7.2 illustrates these time periods.
If no notification of the clients are necessary or revoking an operation for
some other reason takes little time to perform then there is little use in
spending time constructing an elaborate partition state. If, on the other
hand, the undo operation is expensive in time then minimising TRevoke is
the main goal.
With the experimental evaluation we aim to demonstrate that for short
partition durations and a short revocation time for operations the Choose1
algorithm is good enough. If the system does not stay long in degraded mode
there are not many operations lining up and therefore the loss of utility is
outweighed by the gain of a short construction time TConstruct . However,
we expect the STW-Merge and STW-GEU algorithms to achieve much better utility for longer partition durations and thus also shorter reconciliation
times. Moreover, we will demonstrate that the key to choosing between
STW-Merge and STW-GEU is the time needed to revoke operations. If undoing an operation is time consuming then the STW-GEU algorithm should
perform better than STW-Merge as it aims at minimising the number of
revoked operations.
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Figure 7.3: Utility vs. Partition Duration [s]
Experimental Setup
The application described in Section 6.8 was implemented in Python together with the surrounding framework needed to perform the simulations.
Eight objects were initialised with random numbers, uniformly distributed
between -100 and 100. The results in this section are based on five integrity
constraints created between two randomly chosen objects so that the initial
partition state was constraint consistent. 1
Each application instance was profiled during a phase where 10000 operations were scheduled and statistics could be gathered about whether the
operations succeeded or not. This data was then used to calculate Pviol for
each operation. The system was then split up into three partitions in which
operations were scheduled for execution with a load of 10 operations per second. Each object received the same load of requests. For each measurement
point 100 samples were obtained and averaged.
Each operation was assigned a utility with a normal distribution of
N (1.0, 0.1). The execution times of the algorithms were measured by assigning execution times for different steps of the algorithm, more specifically
a step that does not require disk access takes 100ns, disk operations take
1µs and the task of revoking an operation takes 1ms. Constraint checking
is a step that is assumed not to require disk access. Revoking an element
is assumed to require notifying clients over the network and is therefore far
more time consuming than other types of operations.
Results
In Figure 7.3 the utility of the reconciliation process is plotted against the
partition duration (that is, the time spent in degraded mode) which in turn
1 Simulations have also been performed with more objects and constraints with similar
results.

7.2. EVALUTAION OF STW ALGORITHMS

16

STW-GEU
STW-Merge
Choose1

14
Reconciliation Time [s]

101

12
10
8
6
4
2
0
0

10

20

30

40

50

60

70

80

90

100

Partition Duration [s]

Figure 7.4: Reconciliation Time [s] vs. Partition Duration[s]
decides the number of operations that are queued up during the degraded
mode.
It is clear that just choosing the state from one partition will result in a
low utility. The operations of all the other partitions will be undone and this
will result in a negative utility given that the partitions are approximately
of the same size. If the utility of one partition would heavily outweigh the
utility of the other partitions (or there would be only two partitions) then
the Choose1 algorithm performs significantly better. However, there would
have to be a very large imbalance for it to outperform the other algorithms.
Further experiments indicate that the gap remains even if the time to revoke
for an operation is reduced by a factor of 10. As the STW-Merge algorithm
is non-deterministic we have also studied how it behaves over 100 runs with
the same input parameters. For a partition duration of 31s the resulting
mean utility is 5881.1 and the standard deviation 31.5.
P
The upper curve shows the total utility which is the sum α∈op U (α)
where op is the set of all operations appearing in the partition logs. The
optimal utility (i.e., the utility that could be achieved by a exhaustive search
of all possible operation interleavings) is less than or equal to this sum. For
the optimal utility to be equal to the total utility it must be possible to execute the operations in such an order that inconsistencies do not occur. Since
operations are chosen randomly this seems very unlikely. The STW-GEU
algorithm performs slightly better than the STW-Merge and the difference
increases somewhat as the partition duration grows (meaning more operations to reconcile).
In Figure 7.4 the reconciliation times of the algorithms (including the
time needed to deal with the revoked operations) are compared. The graphs
illustrate that the three algorithms execute in linear time over the partition
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Figure 7.5: Reconciliation Time [s] vs. Time to Revoke One Operation [s]
duration (the longer the duration of partition the higher the number of
performed operations). Essentially the results follow the same pattern as
before. The STW-GEU algorithm performs slightly better that the STWMerge and both are significantly better than the Choose1 algorithm2 . As
the revocation of operations is the most time consuming task this is not surprising. However, since the STW-Merge and STW-GEU show very similar
results we will study in more detail how the cost of revocation affects the
performance comparison between the two.
In Figure 7.5 the reconciliation times of STW-Merge and STW-GEU are
plotted against the revocation time for one operation. As the STW-Merge
algorithm has a shorter construction time TConstruct than STW-GEU it
will result in a shorter reconciliation time when it is inexpensive to undo
operations. When the time to revoke an operation increases the effect of the
longer construction time for STW-GEU diminishes and the shorter total
revocation time TRevoke results in a total reconciliation time that is shorter.
The fact that STW-GEU results in fewer revocations compared to STWMerge is explained by the fact that STW-GEU favours applying operations
that are not likely to cause constraint violations (i.e., they have a low value
for Pviol (α). An operation with a high value for Pviol (α) is also likely to
cause problems for subsequent operations, so by avoiding them, the STWGEU algorithm manages to get fewer revocations.

7.3

Simulation-based Evaluation of CS

In this section we present a simulation-based experimental evaluation of the
continuous service reconciliation protocol. The goal of these studies were to
2 The Choose1 algorithm could benefit from parallelising the task of undoing operations.
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Table 7.1: Simulation parameters
Number of runs
100
Number of objects
100
Number of constraints
30
Number of critical constraints 10
Simulation time
70 [s]
Number of nodes
50
Number of clients
30
Mean network delay
0.1 [s]
Normal system load
120 [ops/s]
determine whether continuous service reconciliation pays off in terms of time
and operation-based availability, and to study the effects of varying reconciliation handling rate (i.e., the rate at which operations can be replayed
during reconciliation) and load.
As a baseline, we consider two alternatives. First, a system that does
not trade availability for consistency (using a pessimistic protocol), and the
STW-Merge algorithm that does not accept new operations during reconciliation. The pessimistic protocol only accepts operations during normal
mode, and rejects operations if there is a network partition. Note that the
pessimistic protocol does not need to have a reconciliation phase, since the
state is always kept consistent.

7.3.1

Simulation Setup

The simulations were performed with J-Sim [203] using the event-based simulation engine. A simple middleware (see the “Simulation” paragraphs in
sections 6.3-6.7) was constructed and the test application described in Section 6.8 was implemented on top of it. However, as the main goal of the
implementation was to evaluate the reconciliation protocol some parts of the
system have been simplified. The group communication component is for
example simulated using a network component that also provides a group
membership service. This allows fault injection and network delays to be
controlled. Faults are injected by configuring the location service component
to resolve object look-ups in the same way as if there had been a network
partition. This is done in the beginning of each simulation run.
The simulation parameters that were constant in all experiments are
shown in Table 7.1. We base these figures on data provided by industry
partners, with real applications that can benefit from partition tolerance, in
the DeDiSys project.
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7.3.2

Results

In all of the following curves we compare three different protocol behaviours.
All three measurements are performed using the same application and random seeds. Moreover, the middleware implementations only differ in the
places where the replication and reconciliation differ. The first curve (“continuous”) in each graph shows a middleware that acts optimistically during
the partition fault, and then uses the continuous service reconciliation (CS)
protocol to merge the results. The first baseline that does not accept invocations during reconciliation is denoted as “stop-the-world”. Finally, the last
(“pessimistic”) shows the results for a pessimistic middleware which does
not accept invocations during a partitioned state.
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Figure 7.6: Apparent Availability vs. Handling rate
The effect of handling rate In Figure 7.6 the apparent availability is
plotted against the handling rate of the reconciliation manager. This rate is
the inverse of the average time taken to reconsider a provisionally accepted
operation, replay it, and potentially undo it. The partition lasted for 10
seconds in each run. The 95% confidence intervals are within 0.35% for all
measurement points. The pessimistic approach gives just over 85% independently of the nature of operations that are potentially revocable (since they
are never run). This is natural since no operations are performed during
partitions. The continuous service protocol manages to supply nearly full
availability except for the small effect given by the time spent installing the
new state. However, the availability of “stop-the-world” depends very much
on the length of the reconciliation phase, which in turn is decided by how
fast the handling rate of the reconciliation manager is.
There is an anomaly for the CS protocol for small handling rates. There
is no period of unavailability for these rates. The reason is that the protocol
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will never reach the stop state during the simulation time, and thus never
become unavailable. The termination proof from Chapter 5 gives that a
condition for the termination is


TD + 7d
C ·I
H>
TF − 9d

Relative Increase of Finally Accepted Operations [%]

where H is the (worst case) handling rate, TD the partition duration, d a
bound on message and service time, TF the time until next fault (in these
runs the end of the simulation), C the number of clients, and I the (worst
case) invocation rate for each client. If we put the (average) numbers from
our simulations in this inequality we find that the handling rate must be at
least 137 to guarantee termination. In the figure we see that termination
actually occurs for rates over 100 (indicated by the fact that the CS protocol
drops from full availability to just under 100%).
As the results in Figure 7.6 only give the apparent availability (as discussed in Section 7.1) we need also to compare the second availability metric,
which is how many operations we have finally accepted.
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Figure 7.7: Relative Increase of Finally Accepted Operations vs. Handling
rate
In Figure 7.7 the relative increase of finally accepted operations compared
to the pessimistic approach is plotted against the handling rate. This graph
is based on the same experiment as Figure 7.6. The 95% confidence intervals
are within 1% for all measurement points. The optimistic approaches achieve
better as handling rate increases. For large enough handling rates they give
significantly better results compared to the pessimistic approach. The CS
reconciliation protocol only gives distinctly better results than ”stop the
world” for handling between 100 and 300 operations per second. However,
as the handling rate increases further the difference becomes marginal.
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This plot indicates that an estimate of the average handling rate, based
on profiling the application, is appropriate as a guideline before selecting
the CS protocol in a reconfigurable middleware.
The effect of partition duration There are applications, like telecommunication, where partitions do occur but a lot of effort is spent to make
them as short as possible so that acting pessimistically will not cause a big
decrease in availability. In Figure 7.8 we see the effect that the partition
duration has on the apparent availability. For long enough partitions the
only approach that gives acceptable results is the continuous service reconciliation. The confidence intervals for this graph are within 0.1% for all
measurement points.
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Figure 7.8: Apparent Availability vs. Partition Duration
Both of the optimistic reconciliation protocols considered here are operation-based. That is, they use a log of operations that were performed in the
degraded mode. One can also perform state-based reconciliation where only
the current state of the partitions is used to construct the new state. A statebased reconciliation scheme might give equally high apparent availability as
the continuous service protocol but instead it might suffer in terms of finally
accepted operations as shown in Section 7.2 by measuring the accrued utility.
In Figure 7.9 we see that as the partition duration increases the ratio
of revoked operations decreases. This is a bit counter-intuitive, one would
expect the opposite. However, there is an explanation to this phenomenon.
The cause lies in the fact that in our synthetic application two partitions
perform similar kinds of client calls. This means that an operation which
has been successfully applied in one partition is likely to be compatible with
changes that have occurred in the other as well. The longer the partition
lasts, the more operations are performed and the risk of different types of
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Figure 7.9: Revocations over Provisionally Accepted vs. Partition Duration
operations in the two partitions decreases. Naturally, this behaviour depends on the nature of the integrity constraints and thus on the application.
Moreover, if we were to consider the total number of revocations, it definitely increases as the partition duration increases. The confidence intervals
are within 6.9% for all measurement points.
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Figure 7.10: Reconciliation Duration vs. Load
The effect of load So far the experiments have been performed with a
constant arrival rate of 120 operations per second. To see the effect of load we
have plotted the reconciliation duration against load in Figure 7.10. Here,
the 95% confidence intervals are within 1.6% for all measurement points.
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The handling rate for this experiment was 300 actions per second. This
figure might seem high compared to the load. However, the reconciliation
process is performed at a single node which means that no network communication is needed. As can be seen in the figure the continuous service
protocol suffers more than the other protocols under heavy load; especially,
as it approaches the maximum load. However, this does not translate to less
apparent availability as in the case of stop-the-world. The only period of
unavailability for the CS protocol is during the time between the continuous
servers receive a stop message from the reconciliation manager and the time
to receive the installed state. The length of this period is not affected by
the length of the reconciliation phase. Thus, the apparent availability of CS
is not decreased (as was shown in Figure 7.6).

7.4

Emulation-based Evaluation of CS

Having evaluated the positive potentials of the CS protocol in a simulated
setting we then constructed an evaluation environment in order to quantify
the overheads (i.e., costs) associated with a fault-tolerant middleware that
might utilise this protocol.

7.4.1

Experimental Setup

Figure 7.11 shows the framework that was used for performing measurements. Four nodes were set up3 with a CORBA object (host control) that
controlled the activities on the node. These could be remotely controlled
from a fifth server that starts up the middleware, initialises server objects
and starts up client objects. Each node was running Linux and by using the
iptables firewall (FW in the figure) capability in Linux, the host control
object could inject network partition faults by dropping inbound packets.
In the figure we illustrate the links that were blocked with dashed lines.
Each computer had an AMD AthlonTM 64 3000+ processor running at
1.8GHz (3620 BogoMIPS) and 1 GB of RAM. The computers were interconnected with a 1 Gbps Ethernet network. The installed operating system was
Scientific Linux 4 (Linux kernel version 2.6.9-34.0.1.EL). Sun Microsystem’s
JavaTM version 1.6.0 01. The CORBA ORB implementation was JacORB
2.2.3.
For the availability and reconciliation duration measurements, the experiment was run 20 times, each time with 200 operations. For the overhead
measurements, there was a single run, with 100 operations (except for the
measurements during reconciliation where more operations where needed to
ensure enough data points). For each measurement we have indicated the
the size of the 95% confidence interval relative to the mean.
3 This

setup was provided by Klemen Zagar at Cosylab in Ljubljana, Slovenia, who
also ran the overhead measurements
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Figure 7.11: Deployment of the test environment.

7.4.2

Baseline

As a baseline in our experiments we have used a pessimistic replication
protocol. By pessimistic we mean that it rejects all invocations during a
network partition since it cannot make sure that nothing is changed in the
other partitions. The reason for not using a majority partition approach as
a baseline is that the performance of such a replication protocol is highly
dependent on whether there exists a majority partition or not. If a majority
partition exists, then the performance is very good, but when no majority
exists it is equal to the pessimistic protocol.

7.4.3

Results

In this section we present the results of the performance measurements.
First, we show how much is gained from acting optimistically in presence of
partitions using the CS reconciliation protocol, both in terms of apparent
availability as well as number of accepted operations. Secondly, we have
measured the overhead incurred by our solution by measuring the throughput. Finally, we investigate the effect of load on the reconciliation protocol.
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Figure 7.12: Apparent Availability vs. Partition Duration
Apparent Availability
Apparent availability is a metric we use to reflect the client’s conception
of the system to be apparently available. We measure this by repeating
the following scenario 20 times and measuring the duration of service over
the experiment interval (irrespective of later revocations). First, a number
of operations were performed in the normal mode. Then a partition fault
was injected followed by further operations being applied in both partitions.
After a predetermined time interval the injected fault was removed. This
causes the reconciliation process to start. Invocations were continued during
the whole reconciliation stage and a while into the new mode. Figure 7.11
shows the parameters used. The duration of the experiment depends on the
duration of the fault.
In Figure 7.12 the apparent availability is plotted against the partition
duration. The 95% confidence interval of these values are within 0.1% from
the mean. As expected, the optimistic protocol maintains a constant high
availability of approximately 98%. The unavailability is caused by the short
period in which the reconciliation protocol awaits the final operations before
installing a new state.
The availability of the pessimistic protocol is a bit more interesting. We
would expect the availability to start at 100% and then drop off to 70% for
24 second partition durations since the experiment time is then 87 seconds
(i.e., 24s/87s). However the performance is worse than that. The reason
for this is that Spread takes some time before registering that the network
has reunified. The timeout in the Spread implementation that we used was
set to 10 seconds. This timeout is also the cause of the stair-like shape of
the graph. The availability does not drop continuously as the fault duration
increases. Instead there is a drop every 10-12 seconds that corresponds to

Number Accepted and Finally Accepted
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Figure 7.13: Accepted Operations vs. Ratio of Critical Constraints
the configured timeout interval of Spread. We have shortened this interval
from the default which is 60s. A too short interval would lead to high
overhead.
Operation-based Availability
Apart from the apparent availability it is equally important that the work
performed during the period of degradation is saved (i.e., performed operations not later revoked) when the system is later reunified. The more
provisionally accepted operations are revoked, the lower is the number of
finally accepted operations.
Figure 7.13 shows the number of operations accepted in normal mode
plus the number of finally accepted operations from the degraded mode
plotted against the ratio of critical constraints. The parameters are the
same as in the previous experiment except that the fault duration is kept
constant at 10 seconds. The 95% confidence intervals are within 7% for all
measurement points except for CS optimistic at 40% where the interval is
within 21% of the mean. Remember that if a critical constraint needs to
be checked for a given operation, then that operation cannot be performed
optimistically. Thus the higher the ratio on the x-axis is, the less likely is it
that acting optimistically pays off. This fact is reflected in the dropping of
total number of accepted operations for the optimistic protocol. However,
it still performs better than the pessimistic protocol. Here we observe an
unexpected behaviour of the implementation. The more spread messages
are sent the faster can Spread detect that the network is reunified. Thus,
where the CS protocol benefits from faster detection of reunification the
pessimistic approach loses since it does not send any spread messages during
the degraded mode.
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Figure 7.14: Average roundtrip times
Overhead
Fault tolerance almost always comes with a cost in increased overhead. This
is true for our solution too. However, the optimistic continuous service reconciliation approach turns out to be not very expensive at all compared to
the pessimistic approach. As can be seen in Figure 7.14 the roundtrip time
of the CS optimistic protocol and the pessimistic protocol are quite close to
each other. The bar marked with “CORBA” is the roundtrip time of a plain
CORBA middleware without any fault tolerance or constraint checking at
all. So it is clear that the big cost associated with our middleware extension
is associated with replication (update propagation), constraint checking, and
transaction handling. These are quite complex operations that require several nodes to cooperate. The reason that constraint checking is an expensive
operation is that reads are directed to the primary replica. This could obviously be improved by employing local reads. During reconciliation, the main
cost is caused by having to wait for acknowledgement from the reconciliation
manager before sending a reply.
Figure 7.14 only shows the average roundtrip times. The 95% confidence intervals of the total roundtrip time are within 39% (corresponding to
2.3ms), 21%, 26% and 13% of the average for the respective bars. These relatively high deviations were investigated by studying the worst case. When
we studied the results from the previous experiment in more detail it became
apparent that while most of the invocations completed within 150ms there
were some exceptions that took a significantly longer time to complete. In
Figure 7.15 one can clearly see this phenomenon. There are no operations
taking more than 200ms except for a small number that require more than
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Figure 7.15: Distribution of roundtrip times for CS normal mode
300ms. The cause is that some Spread group communication messages take
significantly longer time to be delivered.
Effect of Load
We have also investigated the effect of load on the reconciliation protocol.
In Chapter 5 we showed that termination of the reconciliation protocol is
conditional on the minimum invocation inter-arrival time being greater than
the average replay time during reconciliation. However, even if we achieve
termination, the reconciliation time might still be very long. Therefore, we
are interested in measuring the actual reconciliation duration as a function
of system load.
Figure 7.16 shows that the duration increases as the load increases. The
same parameters were used as in the availability measurements, but with a
varying load. The 95% confidence intervals are within 9% from the mean.
The experiment was run for higher loads than 20 as well, but in those cases
the reconciliation did not finish during the length of the experiment. The
rate at which operations were replayed was in the range 10-15 per second.
So it is consistent with the termination proof that with higher loads, termination may not happen. Again it is important to realise that the sandbox
replay service has not been optimised with regards to performance.

7.4.4

Scalability

Due to the nature of our experiment setup we have not been able to perform
extensive scalability tests. Thus, we do not claim to have verified that our
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Figure 7.16: Reconciliation Duration vs. Load
extensions work in a large-scale setting. However, we have already discussed
the complexity of the CS algorithm in section 4.5.2. This indicates that it
should be possible to scale up provided that the rate of reconciliation is
higher than the load of incoming operations (see the previous subsection).
Naturally, the underlying group communication layer (in our case Spread) is
a limiting factor since reliable broadcasts are themselves expensive. We rely
on such messages in replication, reconciliation and transaction management.

Part III

Information Dissemination
in Intermittently
Connected Networks
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“Everything is vague to a degree you do not realise
till you have tried to make it precise, and everything
precise is so remote from everything that we normally
think, that you cannot for a moment suppose that is
what we really mean when we say what we think.”
Bertrand Russel, The Philosophy of Logical Atomism

8

Overview and Related Work

Up till now, we have assumed that after each partition the network will eventually reach a state where it is fully connected, whereby the reconciliation of
divergent replicas can start. If the network never reaches such a state, then
the problem of maintaining strict constraint consistency becomes too hard
to manage. In fact, it is difficult enough to maintain replica consistency in
such a case. In the previous chapters we have assumed the existence of a
group communication protocol that will make sure that when a message is
broadcast, then it will reach all the members of the current group (otherwise
the membership will change).
However, if the network is constantly disconnected such a group communication layer will not be feasible. In such a highly disconnected network
the challenge is actually to just implement one-to-many communication in
a reasonably efficient manner. This is also what we will aim at in this part
of the thesis. Thus, the focus will be on message dissemination rather than
keeping a consistent state.

8.1

Overview

Although the study of intermittently connected networks is an interesting
subject in itself, it is more worthwhile to explore problems that are rooted
in reality. Thus, we will consider disaster area networks as the main target
of our work. This field is emerging as an interesting application area. It is
only recently that information technology has come to play a big role in such
events, and there are many challenges for computer scientists to tackle. The
range of problems are also present in other applications but which become
117
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much more extreme in post-disaster situations. We will now continue by
presenting some of these challenges and how disaster management could be
improved by finding solutions to them.

8.1.1

Disaster Area Networks

When a major disaster strikes, the existing infrastructure is quickly disabled.
Due to the strong interdependencies between different types of infrastructure [178], the failure of one can also lead to the failure of others. Still, as
we argued in the introduction, communication is vital for emergency and
disaster management to function reasonably. An experience report from the
Katrina hurricane [196] demonstrates the usefulness of being able to set up
spontaneous networks in disaster areas.
Currently, many types of communication media are used by first-responder communities, ranging over specialised equipment, standard telecommunication devices and the Internet. While the specialised equipment (satellite,
TETRA-based systems, JTRS, UHF radio, etc) may resist a setback during disasters, the most likely scenario is that GSM, 3G, etc will be severely
overloaded, if not destroyed. In order to understand the possibilities and
limitations of these technologies we will consider them in turn:
UHF/VHF Radio The traditional communication technology for governmental agencies working in the field has been analogue radio that supports direct voice communication. There are many such systems working
on different frequencies and different levels of redundancy. This technology
has many benefits including ease of use and deployment, no requirement
on fixed infrastructure (although this can be used as well), and possibility
of communication ranges of many kilometres. The disadvantages are that
most of these system lack inherent support for digital communications (it
is possible to use modems over radio links, but this requires manual configuration and setup), only one-hop communication is possible, it is easy to
overhear and jam the transmissions and the fact that the different radio systems used by the different agencies are incompatible with each other. The
9/11 Commission concluded in their final report [118]:
“The inability to communicate was a critical element at the
World Trade Center, Pentagon, and Somerset County, Pennsylvania, crash sites, where multiple agencies and multiple jurisdictions responded. The occurrence of this problem at three very
different sites is strong evidence that compatible and adequate
communications among public safety organizations at the local,
state, and federal levels remains an important problem.”
Terrestrial Trunked Radio (TETRA) As a response to some of the
limitations of the analogue radio, the TETRA standard has begun to be
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deployed as a replacement in many countries including Sweden where the
system is called RAKEL. The intention is that all agencies concerned with
public safety should use this system and thereby being able to inter-operate
when needed. This new standard uses secure digital channels to transmit
voice and can also handle other types of data transfers. Since the system
employs encryption schemes, it is harder to send false information or listen to
the communication. Moreover, the nodes can communicate with each other,
either using installed infrastructure or directly in ad hoc mode (single hop).
Satellite Links With the introduction of satellite telephones, it is now
possible to make a phone call from any place on earth. This makes it an
obvious candidate for communicating in post-disaster areas, with both voice
and data communication supported. However, there are also limitations
such as high costs, low per-unit bandwidth and not very many simultaneous
users [173], at least with current technologies.
Tactical Radio The role of the military is expanding from purely focusing on warfare to also being prepared to be called in for major crises such
as terrorist attacks and natural disasters. Although the former of these is
politically sensitive [26], there are often resources within the military that
can be utilised in disaster response. So it is worthwhile to consider here
the communication technology being developed in this context. Apart from
having many radio system of UHF/VHF type, the US military are developing a system called Joint Tactical Radio System (JTRS) which is essentially
a MANET type of system. Moreover, it uses Software Defined Radio (SDR)
to enable interoperability with existing radio systems.
Cellular Networks Finally, cellular networks (i.e., GSM and UMTS) will
naturally be a very important communication technology for any event. It
has the benefit of being extremely widespread (at the end of 2009, there was
an estimated 4.6 billion mobile cellular subscriptions [105]). Since people
are accustomed to using this technology, it does not need any training or
special hardware to be distributed. The problem with these networks is first
of all that the base stations that are required for operation will likely not
withstand a major disaster. Mobile base stations can be set up, and have
successfully been done so in recent events [135]. However, the second problem is that of overloads, when there are too many users compared to base
stations, the system will break down.
Of these technologies, it is only cell phones that are available on a large scale
for civilians and volunteers that are participating in the disaster response
operations. The benefit of involving large masses of people for information
gathering and dissemination has been demonstrated recently in Haiti after
the earthquake in January 2010 [154].
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Figure 8.1: Disaster Response Scenario
Given the problems with maintaining normal connectivity for cell phones,
much could be gained by enabling users to communicate with their phones
in an ad hoc manner using for example the WLAN device that comes with
modern advanced telephones. This would allow communication networks
to form wherever there are people with such devices. The longer term goal
would be a situation where everyone with a communication device were able
to contribute to the connectivity. Figure 11.6 illustrates the idea of such a
network where all the available means of communication are utilised.
However, such disaster area networks will not be without problems. Locally, there will likely be problems with congestion and overload, whereas
seen from a global perspective, the network will be sparse and partitioned.
Communication with heterogeneous technologies and organisations puts
high demands on technological solutions as well as planning and preparation. There will be no way of knowing beforehand the identities or even
number of actors and nodes that will form the networks. Finally, lack of
energy resources and inherent bandwidth restrictions in wireless communication creates the need for resource-efficient algorithms.
This thesis does in no way tackle the huge problems that first responders
are facing in a disaster situation. The most urgent needs in such cases is
typically supplying clean water and food, providing medical care, evacuating
people, and so forth. Neither can we claim to solve the problem of efficient
and reliable communication in these scenarios. Our objective is to study
feasibility of ad hoc communication in these circumstances. We do this
by studying the worst-case broadcast latency in intermittently connected
networks, and by proposing and analysing a novel protocol for message
dissemination for such networks. Our hope is that this will add to the body
of knowledge and contribute to the development of future communication
solutions in this area.
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Worst-case Latency

One of the major problems with message dissemination in intermittently
connected networks is that the latency can be very high. Since a message
cannot be directly sent to its destination(s), it will have to wait until the
required links are available. In the case of networks with predictable mobility
patterns (e.g., satellite or bus networks), it is possible to tailor algorithms to
plan the dissemination according to the resulting communication patterns,
and it is also possible to determine what the resulting latency will be, thus
allowing higher level applications to adapt to these conditions.
For the kind of disaster area networks described above, this is not the
case. There is no way to predict the exact mobility patterns. Still, the
worst-case latency is clearly an interesting metric since the users that send
urgent messages will want to know what sort of delays are to be expected
in such environments.
Evaluating performance using network simulation software has proved to
be very useful, but also has some limitations. Simulation results vary significantly depending on the choice of simulator [43], mobility model [16] and
parameters such as traffic load. The high variability makes it hard to know
if a certain behaviour is a result of a particular implementation, or some
specific choice of parameters. Studying protocols analytically can complement simulation studies by providing performance bounds and asymptotic
behaviour.
Unfortunately, mobile ad-hoc networks are inherently difficult to capture in analytical models. This is partly due to the fact that the actual
node mobility varies considerably between application scenarios, and even
worse, their characteristics are largely unknown to the research community.
In addition, even with simple mobility models such as random waypoint
(RWP), analytical models can become very complex [51]. As a result, most
of the works that have attempted modelling of latency for intermittently
connected mobile ad hoc networks base the results on expected values for
random variables.
However, these methods will not be well suited for non-uniform mobility movements, as they will not be easily characterised by expected values.
Moreover, for applications such as disaster area networks, the worst-case latency can be a very important metric for the application writer. This metric
can also be used as one of the guidelines for deciding how long a message
should remain in the network before being discarded. Unfortunately, in
general there is no obvious connection between the average latency and the
worst-case latency.
In the coming chapter we will address the issue of worst-case latency in
intermittently connected networks for a wide class of mobility models. To
achieve this goal, we provide an abstract description of node connectivity
in a mobile network. In some sense this is similar to the idea of Kuhn et
al. [132] who make an abstract model of the MAC layer using delay functions, although their approach only applies to connected networks. The
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pattern of how nodes are connected with each other and thus their ability
to communicate, is determined by factors such as node mobility, radio range,
and environmental conditions. Different mobility models will result in different performance for protocols, and it is therefore hard to know whether
a given result carries over to other mobility patterns or not. Our connectivity model, on the other hand, models connectivity on a higher level, thereby
capturing a larger class of node movements. This model taken together with
generic properties of protocols will be combined to derive worst-case latency
for a wide class of broadcast protocols. Some of the existing ways to model
connectivity such as node meeting time distributions [91] already provide
some level of expressitivity. However, they fail to capture non-uniform mobility succinctly. Our model also has some limitations, but can to a larger
extent keep information regarding heterogeneity in node movements.

8.1.3

Partition-tolerant Manycast

Having explained our reasons for and approach to analysing worst-case latency for intermittently connected networks, we will now shift focus to the
problem of actual message dissemination algorithms.
What would be required from such an algorithm in disaster area networks? If we consider the techniques discussed in Section 2.4.3, we see that
the approaches that assume a priori knowledge of node movements is not
applicable here. Moreover, the brute force approach of sending messages
continuously and thereby making sure that messages will be delivered eventually is also not suitable as it will quickly drain the batteries of the mobile
devices. We believe that the following criteria should be met by dissemination protocols for the kind disaster area networks we are targeting.
• Ability to deal with intermittent connectivity by partition tolerance.
• Assuming no knowledge about network topology or identity of actors.
• Being bandwidth- and energy-efficient in the sense of requiring few
transmissions per data packet.
• Having a reasonable average latency and an upper bound on worst-case
latency.
Considering the different communication modes listen in Section 2.4.2,
there are several different types of message dissemination one can consider
here. We have chosen to construct a manycast protocol for three reasons:
(1) we believe that it is a useful primitive for information spreading in networks with a priori unknown participants, (2) it is important to have an
appropriate termination criteria for message propagation in order not to
waste system resources unnecessarily and (3) it can be further combined
with other delivery criteria, for example with geocast semantics in order to
require that the spreading of the message is kept within a given area.
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The manycast algorithm we present in Chapter 10 is called Random
Walk Gossip (RWG) and it enables a packet to reach k nodes with the characteristics needed in a disaster area network. The algorithm keeps track
of the already informed nodes with a hash structure in the message in a
bandwidth-efficient manner. Thus, the protocol does not need to disseminate messages unnecessarily. Furthermore, no more transmissions take place
when partition edges are encountered. Finally, when there is an opportunity
for a message to spread (e.g., a partition has healed due to node movement),
the protocol will actively disseminate the message.

8.1.4

System Model

We will now state our system model and the basic assumptions we make. We
use a formal definition of space-time connectivity for a mobile network since
we will rely on the terminology in Chapter 9. A summary of the symbols
used in this part of the thesis can be found on page 204. The system is
composed of a set of n processes and interconnecting links. We will also use
the term node synonymously with process. Nodes can be either informed or
uninformed of a given message m .
Given any two processes p and p0 in the system with an uninterfered link
between them, we denote by Tm the maximum transmission time for any
message in the network. A link (x, y) is interfered if some neighbour of y
other than x is transmitting. We assume that there is a unique time for
every event in the system. That is, no two messages are delivered at exactly
the same time. However, the participating nodes have no information of this
global time.
In order to reason about the connectivity properties of the network, we
need a language to express time-varying connectivity. Therefore, we now
formally define a connectivity model C as a sequence of topologies Gi :
Definition 18. A connectivity model C = hhG0 , T 0 i, hG1 , T 1 i, . . .i is a
(possibly infinite) sequence of graphs Gi = (V, E i ), i ≥ 0, each graph representing the ith topology of the network and lasting over a duration T i ∈ R+
(T i ≥ Tm ) . The set V represents the set of processes. E i represents the
links in the system in topology Gi so that each link e ∈ E i represents a
connection lasting the entire duration of topology Gi .
Figure 8.2 shows an example of a connectivity model for a system with
six processes (a to f ). There are four different topologies, G0 to G3 . We will
also need a notion of a continuous time line with time points modelled as
positive real numbers. This lets us define the start time of a given topology
as follows:
X
start(Gi ) =
Tj
0≤j≤i−1

where T j is the duration of the topology Gj (the start of the first topology
thus evaluates to start(G0 ) = 0).
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We can now use this model to express connectivity strengths. For example, the majority partition assumption requires that for any topology Gi
there is a set M ⊆ V where |M | ≥ d |V2 | e so that for any x, y ∈ M there is a
path from x to y in Gi .

Figure 8.2: Example Model
Our focus is on a much weaker type of connectivity than majority which
we call space-time connected. This model is quite weak, but there is a bound
on the ability for each process to reach another either by a hop in the current
topology or by waiting for another topology. This model is is equivalent to
network liveness [212], which excludes the existence of permanent partitions.
Definition 19. A connectivity model C = hhG0 , T 0 i, hG1 , T 1 i, . . .i is spacetime connected if for any topology Gi = (V, E i ) there is a finite sequence
of successive topologies Gi , Gi+1 , . . . , Gi+n , so that the graph G = (V, E i ∪
. . . ∪ E i+n ) is connected.
If the mobility model is composed of a finite sequence of topologies, the
last topology must be connected for the network to be space-time connected.
If the last topology is not connected, then it is not possible to create a
sequence of topologies starting with the last topology that together form a
connected graph as required by the definition.
In a space-time connected connectivity model it is possible to bound
the delay of a dissemination protocol. Unfortunately, this definition is not
very helpful in itself. First of all, given a certain physical system, how can
one know the bound? Secondly, due to limited bandwidth and collisions
a protocol will not be able to deliver a message within a bound computed
from the duration of topologies just because there was a path. We will deal
with these issues in the next chapter.
Note that we no longer consider network partitions as a fault, but rather
as a normal state for the system. As for other faults, we will for now assume
that nodes do not crash and that links will not lose or corrupt messages.
Later in Chapter 10, we will relax these assumptions somewhat.
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Related Work

We will now give an overview of the related work in the areas of connectivity
modelling, latency calculations, and message dissemination algorithms for
intermittently connected networks.

8.2.1

Connectivity Modelling

Although, intermittently connected networks have been studied for quite
some time [62, 179], it was not until the introduction of delay-tolerant networks (DTN) that the problem of characterising mobile connectivity became
an important problem. The large body of work on mobile ad-hoc networks
usually deals with connectivity in terms of link and path stability, path
diversity etc. [180, 223].
The connectivity of ad hoc networks has also been studied using percolation theory [167, 182, 32] where the minimally required transmission
ranges for asymptotic connectivity for a number of different node placement
assumptions and propagation models are determined. Some researchers
also considered the probability of large connected components in finite networks [69, 220]. Other metrics such as clustering coefficients [200], edge
lengths in spanning trees [165], and path availability [218] can also be useful
for analysing network connectivity.
In delay-tolerant networks, disconnectivity is considered the norm, so
rather than links, one can consider contacts that have a start time, end time
and capacity. The time between contacts, referred to as inter-meeting time
(or inter-contact time), has attracted some attention, since the distribution
of this will have a large impact on the performance of DTN protocols. A common assumption is that the inter-meeting time is exponentially distributed,
which has also been shown to be true for some common mobility models
like random waypoint and random walk [91]. However, Chaintreau et al.
studied a number of mobility traces and found that inter-meeting times can
be approximated with a power law distribution [44]. Later work by Karagiannis indicates that the distribution can be divided in two parts, power
law up to the order of half a day and exponential beyond that point [115].
At this time we don’t know how general these results are for other scenarios.
Moreover, inter-meeting time distributions can only be useful for modelling
scenarios where all nodes have the same (or similar) characteristics. We
believe that for disaster area networks this is not the case.
In the next chapter we will derive a global connectivity metric by considering the actual connectivity pattern of a system. Modelling dynamic
connectivity as a graph can be done in two basic ways, either each node is
represented by one vertex and there is one edge for every contact [121, 23].
The other alternative, which we use in this chapter, is to let each node be
represented by multiple vertices, one for each network configuration or time
step [146]. Kong and Yeh [130], use a concept of long-term connectivity
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graph whose edges are all the pairs of nodes with a finite expected meeting
time.
In a recent paper Acer et al.[3] propose a metric where a space-time
connectivity graph is represented as a reachability tensor from which a specific graph measure is extracted. The authors show experimentally that this
metric is correlated with the expected hitting time (time to reach all nodes)
for a random walk in the network. However, no theoretical analysis is done
to explain this correlation.

8.2.2

Latency in Intermittently Connected Networks

To the best of our knowledge, this is the first work that provides a model
for finding the worst-case broadcast latency in intermittently connected networks with arbitrary mobility and limited bandwidth. Previous works on
latency in intermittently connected networks can be broadly divided in three
categories, (1) graph exploration of a DTN graph to do optimal routing, (2)
asymptotic best-case analyses using simple homogeneous mobility models,
and (3) expected-case analyses for specific protocols where the inter-meeting
time follows a given probability distribution.
Graph exploration techniques are based on first constructing a spacetime graph that captures all the contacts that occur in the system. Xuan
et al. [219], provide algorithms for computing the shortest delay in dynamic
networks (not considering effects of limited bandwidth). Jain et al. [108]
explore several delay-optimising routing techniques for delay-tolerant networks. The algorithms include a oracle-based shortest-path algorithm that
finds the shortest path at any given point in time, and a linear programming
solution to find the optimal average delay. They model the system as a set
of nodes and contacts where each contact (link between two nodes) has a
given capacity and delay. The optimisation problem is then formulated as
an extended multi-commodity flow problem (where message transmissions
can be split over multiple contacts). The effects of limited bandwidth and
queueing are partly considered. The purpose of the algorithm is not to provide the worst-case latency, but rather to find the optimal route for a given
packet (by using the minimal-delay path). Common for this and similar
works [146] is that the delay is calculated for one node at a given single time
point, rather than as a general characteristic of the entire system.
In the second category, work was started with the discovery by Grossglauser and Tse that the mobility can increase the capacity (throughput)
of an ad hoc network by store-carry-forward mechanisms [92], at a cost of
increased latency. Neely and Modiano showed a fundamental trade-off between the capacity and average delay so that as the number of nodes grows,
either the delay grows, or the throughput decreases at the same rate. A
number of papers have explored extensions with other mobility models, protocols, and conditions [27, 129, 107]. Although results from these studies
provide lower bounds on achievable latencies in wireless networks, they do
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not help in analysing properties of specific networking algorithms for more
general classes of mobility models.
In the third category, we find a number of analytical performance analyses that are based on the assumption that any given pair of nodes will
meet each other at time intervals given by some probability distribution.
Based on the inter-meeting time distribution of the expected value, it is
then possible to derive expressions for the expected latency of a given protocol [91, 193, 23, 230, 48, 9, 195]. Small and Haas [191, 95] provide a
probability that a message is delivered within a given time, but this is based
on the assumption that during some fixed interval of time, the probability of
two given nodes meeting is always the same (which amounts to a binomial
distribution). Jindal and Psounis [111] add details to the previous results
by including the effects of MAC scheduling and interference to the delay.
Cornejo and Newport [55] present an approach that does not fit in any of
the above categories. They present a prioritised gossip algorithm and show
unicast delivery properties for the high-priority messages for this particular
protocol. The analysis is based on a dynamic graph model similar to the
one used in this paper, and assumes the existence of space-time connected
paths where each hop is stable for a sufficient amount of time.

8.2.3

Message Dissemination in Partitionable Networks

In Section 2.4 we surveyed the general area of message dissemination in
Mobile Ad Hoc Networks and partitionable networks. With the disaster
scenario in mind, we are mainly interested in intermittently connected mobile ad hoc networks which constitute some kind of worst-case scenario for
message dissemination. Research work representing all of the three categories above are found also in IC-MANETS (e.g., [231, 224, 116, 205]).
However, we further restrict our attention to protocols that do not assume
a-priori knowledge about node mobility and contact patterns.
In 1995 Alagar et al. [6] proposed a reliable broadcast protocol that
used anti-entropy to guarantee delivery of packets. Their protocol implicitly
assumes infinite bandwidth and buffer space. Moreover, all node identities
are known.
Hyperflooding as proposed by Obraczka and Tsudik [161] is a slightly
more realistic proposal for partition-tolerant multicasts for MANETs. The
idea is fairly straightforward. Each message keeps a hop count and a TTL
and each node keeps track of its neighbours. When a node discovers a
new neighbour, packets that have not expired in TTL or hop count are
propagated. Later, Viswanath and Obraczka [211] improved this algorithm
by adapting the flooding policy to the estimated network conditions. The
worse the connectivity, the more aggressive flooding policy.
Hähner et al. [96] presents a protocol for disseminating database information in a partitioned network. The principle is to advertise the messages
(or observations) a node keeps when meeting a new neighbour. Since there
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will be more messages than fits in a single advertising message the authors
propose an advertising strategy that considers both freshness and an estimation of how well spread a given message is.
Vollset and Ezhilchelvan [212] present a manycast algorithm called Scribble that is in some respects similar to ours. It is designed to be partitiontolerant and uses a node signature to keep track of informed nodes (several
different signature types are suggested). However, their approach can be
significantly more resource-demanding in a disconnected network. In Scribble, a subset of nodes (termed responsible) periodically send messages until
the message is considered to be delivered by a sufficient number of nodes (or
another node takes over that responsibility). In contrast, in our algorithm
nodes keep silent until they discover an uninformed node, and only then
send the message. Another difference is that our algorithm has a small fixed
header size whereas the Scribble algorithm requires headers that grow with
a number of bits (8 bits) for every informed node.
Khelil et al. [127] use a two-stage approach called hypergossiping to
achieve efficient broadcasts in partitioned networks. A message is first broadcasted within the current partition (using gossip). Every node keeps track of
its neighbour nodes using regular hello messages. When a new neighbour is
detected, the hello message is appended with a record that lists the recently
received messages. By sharing these lists, the nodes can conclude that the
new neighbour comes from a different partition which means that the nodes
should exchange messages with each other. To find out which messages to
share, a node sends the messages it already has so that the neighbour nodes
can send the missing ones.
This protocol is the one we have found to be closest to ours in trying to
stay silent in an isolated partition and thus conserving resources until uninformed nodes appear. Therefore, we have used this protocol as a baseline
in our experimental evaluation in Chapter 11.
Cooper et al. [54] propose a gossip-based broadcast algorithm called encounter gossip. The basic idea is to let a node repeatedly broadcast a message a fixed number of times, but only when encountering a new neighbour.
This means that both the overhead and the delivery ratio can be kept constant for varying encounter frequencies, without the need for a time-based
expiry. That is, if the nodes take long time to meet, then the counter will be
slowly incremented so the packets will remain longer in the network. If, on
the other hand nodes meet frequently, the counter is updated more often,
and the packet can be discarded earlier. This model seems to be mostly
suitable for scenarios with homogeneous mobility where nodes are likely to
meet new nodes at more or less regular intervals.
The Encounter-Based Multicast Routing (EBMR) protocol proposed by
Xi and Chuah [217] is based on the same principle as the Prophet routing
protocol [137], that tries to estimate the likelihood that a neighbour node
is able to deliver a message to a given destination. EBMR is a multicast
protocol meaning that there is a list of possible destinations to which the
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packet might be directed. The protocol uses this probability together with
a timer to determine whether a message should be handed over to a new
custodian or not. Obviously, this protocol relies on the possibility of making
reasonable predictions on which node will meet the target nodes, as well as
requiring nodes to keep routing lists of other nodes in the network and the
likelihood of being able to deliver to that destination.

8.2.4

Random Walks and Bloom Filters

The RWG algorithm mainly relies on two well-established probabilistic concepts from computer science, random walks and hashing.
Random walk has been analysed and used in a large variety of areas
related to networking, including membership services [68, 28], searching [87,
30], distributed computation [113], and routing [185]. Mian et al. [148] use
the same low level mechanism for random walk to implement a unicast with
no provision for partitions.
The hash structure that we use to keep track of informed nodes can be
seen as a special case of a Bloom Filter. The difference is that a Bloom
filter typically employs several hash functions, thereby marking more than
one place for each new identity to add to the bit vector. This mechanism has
also been used in a variety of network problems [39]. For example, Vahdat
and Becker [205] proposed using it for compacting summary vectors which
already in their implementation was based on a hash-structure. The idea
of putting the Bloom filter in the message header to keep track of visited
nodes was used by Whitaker and Wetherall [215] to avoid forwarding loops
in routing.
The reason that we do not employ more than one hash function even
though it would lead to a more efficient use of the header space is that we
need to be able to count the number of members in the set in order to know
when k nodes have been reached by the protocol.

“You may delay, but time will not.”
Benjamin Franklin

9

Intermittent Connectivity and
Worst-Case Latency
The purpose of this chapter is to present a model with which one can express connectivity for intermittently connected wireless mobile networks and
then to use this model to show how it is possible to derive upper bounds
for worst-case latency of message dissemination. The work flow of our approach is shown in Figure 9.1. The basic idea is to be able to take some
model of mobility and some broadcast protocol and be able to give an upper
bound on the latency (given knowledge of the system load). We introduce
the notion of delay expansion function (D(, s)) to capture the basic connectivity characteristics of a given mobility model. Delay expansion can be
considered as a metric on the connectivity and reachability properties of an
intermittently connected network. Intuitively, it gives the time (delay) it
takes for the network to achieve a sufficient level of contacts for a message
starting from a set of nodes with size s, to be able to spread to enough new
nodes.
The delay expansion function can be derived by two different means;
either extracted from a trace file using an algorithm that we give in this
chapter, or directly from the mathematical mobility model. The latter must
be done differently for each mobility model, but we give an example on how
such a transition can be done. Using the delay expansion function, and
properties of a given protocol P we then create the spread-time function
TP (x, y) which can be used to calculate the worst-case latency. Intuitively
this term describes how long it takes for a protocol P to spread a message
from x nodes to y nodes.
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Figure 9.1: Overview of the approach
In order not to disturb the flow of the presentation too much with proof
details, we have put all the proofs for this chapter in the appendix starting
on page 197.

9.1

Expander Graph Background

Before proceeding with the new concepts introduced in this chapter we will
start by giving some background on the subject of expander graphs.
Graph expansion is a measure which intuitively tells how well-connected
a graph is. We will in this brief introduction use the notation from the
excellent survey by Hoory et al. [103], to which we also refer the reader
for more references and related concepts. Consider an undirected graph
G = (V, E), where V is the set of vertices and E the set of edges. Let
E(S, S 0 ) be the set of edges with one end in S and one end in S 0 , and let
S = V \ S . Then the edge-expansion of a graph can be expressed as:
h(G) =

|E(S, S)|
|S|
|S|≤|V |/2
min

(9.1)

This means that for a graph G = (V, E) with expansion h(G), for all
subsets S ⊂ V of less than half the size of V , the number of outgoing edges
is at least h(G) · |S|. In the literature, edge expansion is usually defined for
regular graphs where all vertices have the same degree, but we will use the
same concept for irregular graphs. A family of graphs which can be shown
to have a certain expansion, is called expander graphs. It has been shown
that one can construct graphs with low degree (i.e., sparse graphs) but still
high expansion. These graphs have found uses in complexity theory, error
correcting codes, and network routing [103, 86].
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There is a variant of the edge expansion which is called vertex expansion,
and is defined as follows:
ΨV (G) =

|Γ(S) \ S|
|S|
|S|≤|V |/2
min

(9.2)

where Γ(S) denotes the set of vertices in V that have at least one neighbour in S. Again this means that if a graph has a given vertex expansion,
any given subset will have a number of neighbours outside the set itself
which is at least its own set size multiplied by the vertex expansion of the
graph. We will later use a similar but slightly stronger construct as this one
where we are interested in the number of vertices both in the set Γ(S) \ S
and the set Γ(S) \ S.
In our work we will be interested in finding out the expansion of a given
graph. Unfortunately, finding out the exact graph expansion of a graph
is a co-NP-hard problem, so we need to use some kind of approximating
heuristic to be able to deal with graphs of the size we are interested in
(typically hundreds of nodes). Leighton and Rao were the first to find a
good approximation of the graph expansion using multicommodity flows
[136], later followed with even better results [14].

9.2

Delay Expanders

We will now introduce the first of the main contributions in this chapter, which is a way of expressing relevant properties of the connectivity
model that is needed to derive worst-case latency bounds. Intuitively, in
an intermittently connected network, latency is decided by the amount of
“spreading” a message can perform in one time step. In a network that is
well-connected, the spreading-rate is high, so the message will disseminate
quickly. If on the other hand, the message is able to reach at most a few
nodes in every step, the dissemination will be slow. This spread-rate is
similar to the graph expansion explained in the previous section.
We will use the concept of expansion and add to it the notion of time
delay. The time delay decides how long we must wait before the mobility
model is able to generate a graph with the required expansion. Using this
time and expansion factors we will later be able to derive bounds on the
delivery time.
However, before introducing the delay, we need to adapt the graphexpansion to better suit our specific needs. For a given set of processes
in our system we not only want to know how many of them have a neighbour to which they can send a message, but also how many such neighbours
there are. This will be captured by the following definition :
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Definition 20. Given a graph G = (V, E), let S ⊆ V be a non-empty subset
of V and let S = V \ S, then the least neighbour expansion of S is defined
as:


|Γ(S) \ S| |Γ(S) \ S|
,
e(G, S) = min
|S|
|S|

where Γ(S) denotes the neighbour set of S (i.e. Γ(S) = {x|∃y : (x, y) ∈
E, y ∈ S}).
Intuitively, this notation captures the lowest possibility of a subset spreading its messages outwards. The difference between the least neighbour expansion and the vertex expansion shown in (9.2) is first of all that we define
the least neighbour expansion for a given subset of nodes whereas the vertex
expansion considers all subsets with size less than or equal to |V |/2. Secondly, the least neighbour expansion considers the number of border nodes
(i.e. nodes with a neighbour outside the set) both in the set S and in the
complement S.

Figure 9.2: Least neighbour expansion
Figure 9.2 shows a simple example where the edges between nodes in S
and outside S are drawn. Assuming that there are 10 members in the set S,
the least neighbour expansion would be min(3/10, 4/10) = 3/10 since there
are four border nodes in S, 3 border nodes in S.
Figure 9.3 shows the result of averaging the least neighbour expansion
for different set sizes in 1000 randomly generated connected graphs. Each
graph contained 100 nodes and the node degree in the graphs were between
1 and 4. Although the least neighbour expansion exists for all subsets of
V , as we can see in the graph it will be very low for set sizes larger than
set size 50 (i.e., larger than |V |/2). The explanation for this is that the set
size is found in the denominator in the expression for e(G, S). However, we
do not need to use the least neighbour expansion for sets S with more than
half the nodes since symmetry allows us to consider the expansion of the
complement set (S).
Based on Definition 20, a topology that represents a partitioned network
will have a least neighbour expansion of zero for at least some subset of
its vertices S. However, if we consider the future encounters for nodes over
an interval of time, and add an edge to a disconnected current topology
for all future encounters of the nodes, we may well get a connected graph
(and thereby non-zero least neighbour expansion). One can think of it as
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Figure 9.3: Least neighbour expansion vs. set size
accumulating all the links that occur within this time in one graph. The
following definition formally describes how such a graph is constructed from
a sequence of topologies for a given time point and duration.
Definition 21. Given a connectivity model C = hhG0 , T 0 i, hG1 , T 1 i, . . .i, a
time point t , a duration d, and a transmission time Tm , the d-neighbourhood
at time point t is a graph G = (V, E) based on a sequence of topologies
Gi , . . . , Gi+n such that E = E i ∪E i+1 ∪. . .∪E i+n , and start(Gi+1 ) ≥ t+Tm
and start(Gi+n ) + Tm ≤ t + d.
Intuitively, this notion captures the potential reach of a network at a
time point and within an interval d in the future. The reason for the slightly
convoluted time requirements is that we can only include the topologies that
overlap enough with the specified time interval d. Figure 9.4 shows the idea,
where the four topologies Gi to Gi+3 will be included in the d-neighbourhood of time t since there is enough time for a message to be sent in the
first and last of the four topologies.

Figure 9.4: d-neighbourhood
We will now proceed with one of the more central definitions of the chapter, where we combine the least neighbour expansion with the d-neighbourhood to define the delay expansion D(, s). This notion is a measure of the
delay required to reach an expansion of  for all subsets of size s. The intuition is that a connectivity model with a small delay expansion will take a
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small amount of time until the number of stable links that exist during this
period will be enough to let a message spread to a given number of nodes.
Definition 22. Given a space-time connected model C and the parameters
 and s, where  is a bound on least neighbour expansion, and s is a set size
for subsets S ⊆ V , the delay expansion function D(, s) gives the minimal
delay d (if it exists) such that for all t ≥ 0 the d-neighbourhood of C at time
t has a least neighbour expansion of at least  for all subsets of size s.
Note that the definition allows for different  for different set sizes. Moreover, the function D(, s) is defined for all space-time connected connectivity
models and all s ∈ [1, n] for the extreme case where  = 1/n where n is the
number of nodes, since the only requirement on the D(, s)-neighbourhood
graph is that it is connected. However, just as with least neighbour expansion, D(, s) is not very useful for s > n/2 since it will result in a very long
delay (or undefined). This is a reflection of the fact that the rate at which
a message m can spread in a network is first low since there are few nodes
having seen m, then it accelerates up to the point where half the nodes have
received m. After this, the restriction is not due to the nodes spreading m,
but rather the lack of nodes to send the message to, so the spreading rate
will decrease as more nodes receive m.

9.3

Deriving Worst-case Latency

So far, we have been concerned with the properties of the mobility and
connectivity models of the system, and introduced the delay expansion as
an abstract notion of connectivity. Now we turn to analysing protocols in
this setting. We will first introduce another function for capturing the actual
time required for a broadcast protocol to reach a given number of nodes.
We will show a couple of properties of this function and demonstrate how it
behaves for an ideal spreading protocol. Then we will consider what happens
in a system with limited bandwidth and send queues. Finally, we derive an
analytical expression of the worst-case latency under certain assumptions.

9.3.1

Introducing the Spread-Time

We consider broadcast-type protocols whose purpose it is to spread a message to all nodes in the network. We begin by introducing some notation
that will be used for describing protocol behaviour. We will use a style
which is similar to that of timed I/O-automata. If a process performs the
action receive(m) at time t, then it will be informed of m at all time points
t0 ≥ t (i.e., a node never ceases to be informed of a message). If a process
x performs an action send(m) at time t, then any process y with an uninterfered link from x during the interval [t, t + Tm ] will perform the action
receive(m) no later than time t + Tm . Finally, a run of a protocol P is a
sequence of actions and times that follow the specification of the protocol
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(e.g. excluding spurious send and receive actions) in a given connectivity
model.
We now introduce the spread-time function TP (s, s0 ) that tells us the
worst-case time taken for a network to go from s nodes being informed to
s0 nodes being informed (where s0 > s) when running protocol P . Clearly,
if we are able to find an expression for TP (s, s0 ) then, in a system with n
nodes, TP (1, n) will give us the worst-case broadcast latency of P .
Definition 23. Consider a protocol P , a connectivity model C, and two
non-zero set sizes s and s0 > s. Let R 6= ∅ be the set of all runs of P such
that for every run there is a time t when exactly s processes are informed of
a given message m and some time when exactly s0 processes are informed of
m. For a given run r ∈ R, we denote the earliest time point when s0 nodes
are informed by t0 . Let δ(r) = t0 − t. The worst-case spread time from s to
s0 for protocol P is then defined as TP (s, s0 ) = maxr∈R δ(r).
Figure 9.5 shows an example of a protocol P with two runs for a given
connectivity model (illustrated with some specific time points). The spread
time from 2 to 5 nodes is then TP (2, 5) = max{1.3, 0.5} = 1.3.
t=0

t=0.2

t=0.5

t=1.3

Run 1

Run 2

Informed node

Uninformed node

Figure 9.5: Spread time example
Whether or not TP (s, s0 ) is well-defined and finite depends on the protocol as well as the connectivity model. More specifically, whenever R is
non-empty, the protocol-mobility pair has the potential to spread a message
to s0 nodes. We will in the coming subsections show some conditions under
which the function is defined and where we can give upper bounds for it.

9.3.2

Properties of TP (s, s0 )

Now we have come to the point where we can derive an expression of TP (s, s0 )
based on knowledge of the delay expansion function. Let us first consider
an ideal protocol I with a theorem that states that given a bound on D(, s)
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then the ideal protocol will spread to d · se more nodes in less than D(, s)
time units. The ideal protocol has the following properties: (1) two send
actions can occur simultaneously, even over the same link (2) a send(m)
action is always followed by a receive(m) action on neighbouring nodes
(within Tm ), even if the link is interfered (3) a node which is informed of
message m at time t will perform a send(m) action at all times t0 > t.
Theorem 7. Given a space-time connected model C for which D(, s) is
defined, and an ideal protocol I, for any integer 1 ≤ k ≤ d·se, TI (s, s+k) ≤
D(, s).
Note, that due to the symmetry of least-neighbour expansion we can
make an analogous claim that TI (s, s+k) ≤ D(, n−s), where k ≤ d(n−s)e
and n is the number of processes. This is useful if D(, s) is only defined for
s ≤ n/2 as will typically be the case.
Remember that we are interested in finding an expression for TP (1, n)
since this is the latency for a protocol to spread a message from one node to
all nodes in the system. However, the above theorem only gives the spreadtime for spreading in smaller increments (i.e. smaller than d · se). We will
now show how to derive TP (1, n) given that we have expressed TP (s, s0 ).
The intuition here is that we should be able to simply add the durations.
That is, the time taken to reach n nodes is the time taken to first reach
s < n nodes plus the time taken to reach n nodes starting from s informed
nodes.
Theorem 8. For any protocol P and any connectivity model C such that
TP (s1 , s3 ) is defined, we have TP (s1 , s3 ) ≤ TP (s1 , s2 ) + TP (s2 , s3 ), for all s2
1 ≤ s1 < s2 < s3 ≤ |V |.
By combining theorems 7 and 8, it is possible to derive an expression for
the worst-case latency TI (1, n). However, we will instead turn the focus to
less idealised protocols that account for limited bandwidth and then derive
the worst-case latency for those protocols in Section 9.3.4.

9.3.3

Dealing with Limited Bandwidth and Queues

In order to account for the effects of limited bandwidth and interference, we
need to model protocols which are less powerful and more realistic than the
ideal protocol. We call this class of protocols Q-b-fair. We will not provide an
actual algorithm for such a protocol but rather give their specification. We
will also argue that this specification can be met by a real implementation
(at least under fault-free conditions).
Every time two nodes meet for a sufficient amount of time, there is
an opportunity to exchange messages, we say that there is a number of
send opportunities. However, since there are potentially many messages in
the queue that need to be sent, not all messages can take advantage of a
given send opportunity. The intuition of a Q-b-fair protocol is that for each
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message there is a global bound Q on the number of send opportunities
before the message is actually sent to an uninformed node. One can think
of Q as the worst-case length of a virtual global queue. Moreover, every
node will have at least b send opportunities (i.e. the possibility to send b
messages) at every meeting. By meeting we here mean that two nodes are
in contact while a topology lasts. We also assume that no message is ever
lost in transit. We now state these properties formally:
Definition 24. A protocol P is said to be Q-b-fair if the following holds:
1. If there is a topology Gi where x is informed of a message m at time
start(Gi ), y is uninformed of m at time start(Gi ) for (x, y) ∈ E i , then
x will have at least b send opportunities for m during the interval
[start(Gi ), start(Gi+1 ) − Tm ].
2. If a message m has had a sequence of Q ≥ 1 consecutive send opportunities, then a send(m) action is performed at the time of at least one
of those opportunities.
3. If process x performs a send(m) action at time t, start(Gi ) ≤ t ≤
start(Gi+1 ) − Tm , and (x, y) ∈ E i , then process y will perform
receive(m) no later than time t + Tm .
In order to successfully implement a Q-b-fair protocol, the protocol running at a node will need to send b messages at every meeting. One would
therefore need to have a MAC protocol that guarantees each node at least
some time to communicate with one of its neighbours during every topology.
Most wireless medium access protocols such as 802.11 do not provide such
real-time guarantees. However, this is possible to achieve, at least probabilistically [221]. Naturally, a protocol would also need to have a neighbourhood
discovery protocol to keep track of its current neighbours.
In order to guarantee that a message need not wait more than Q send
opportunities before being sent one must bound the system load so that
the queues of the individual nodes do not become too long. One way of
providing a probabilistic bound on Q is to let the queueing order at a node
be randomised. Thus, at every meeting there is a certain probability of the
message being sent; and given enough such meetings the probability of a
successful send will be high. More detailed analysis on how to appropriately
determine Q can be performed but is outside the scope of this paper.
Theorem 9 will now give a bound on the time it takes for a Q-b-fair
protocol to inform k additional nodes starting from s informed nodes. We
will call the act of informing one new uninformed node a successful send.
Theorem 9. Let D and  be positive real numbers and s, k integers where
1 ≤ k ≤ dse. Given a a Q-b-fair protocol P , and a space-time connected
model C for which D(, s0 ) ≤ D for all s0 ∈ [s, s + k], the spread
l mtime from

s informed nodes to k new nodes TP (s, s + k), is bounded by

Q
b

· D.
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For Theorem 7 there was a corresponding bound for the case when D(, s)
was not defined for sufficiently large set sizes s. This is true also for Q-b-fair
protocols, as can be seen in the following theorem.
Theorem 10. Let D and  be positive real numbers and s, k integers where
1 ≤ k ≤ d(n − s + 1)e. Given a Q-b-fair protocol P , and a space-time
connected model C for which D(, n − s0 ) ≤ D for all s0 ∈ [s − k, s − 1],
the spread time
l m from s − k informed nodes to k new nodes TP (s − k, s) is
bounded by

Q
b

·D

Now we have all the tools we need to actually derive an expression for
the worst-case latency for a Q-b-fair protocol and some knowledge of the
delay expansion of a given connectivity model.

9.3.4

Worst-case Latency of Broadcast

The theorems above are already enough to allow the bound on worst-case latency from one node to all n nodes to be calculated using the sum TP (1, n) ≤
TP (1, x1 ) + TP (x1 , x2 ) + . . . + TP (xn − 1, n), with appropriate choices of
xi . However, for convenience, it is sometimes worthwhile to have a single
closed-form expression, which we now proceed to derive. This will be done
in several steps. First we will express how long it takes to double the number
of informed nodes (given that less then n/2 nodes are informed). Then we
use this to express the time taken to spread from 1 to n/2 nodes. Similarly
for the case when more than n/2 nodes are informed we derive the time
taken to halve the number of uninformed nodes, and use this to find the
time to spread from n/2 to n nodes.
We will consider the special case where the delay expansion D(, s) can
be bounded by a constant D for all set sizes s ≤ n/2, and where  =
1/u1 , u ∈ Z+ . Considering Figure 9.3 it does not seem unreasonable to
consider a single bound  for all set sizes less than half the number of nodes.
For the cases where these assumptions are not appropriate we suggest using
the theorems directly. Let k = d us e, then by Theorem 9, for any set size s,
such that 1 ≤ s, and s + k ≤ n/2:
 
Q
T (s, s + k) ≤
·D
(9.3)
b
This means that if we start
l mwith s informed nodes, the time to spread
to k more nodes is at most Qb · D. By applying Theorem 8, we can use
inequality (9.3) u times starting from l · u nodes, where l ≥ 1 getting:
 
Q
T (lu, 2lu) ≤
·D·u
b
1 Note

that this substitution is just for getting more readable equations.
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l m
Q
b
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· D · u. We can now express the

time taken to spread from one node to n/2 nodes:

T (1, n/2) ≤ T (1, u) + T (u, 2u) + . . . + T (2L−1 u, n/2)
 
Q
≤
(L + 1) · D · u
b

(9.4)

n
e. For set sizes s, where n/2 ≤ s ≤ n we make a
where L = dlog2 2u
similar derivation. Using theorems 8, and 10 u times starting from n − 2lu
nodes gives:
 
Q
T (n − 2lu, n − lu) ≤
·D·u
(9.5)
b
l m
The spread time from n−u to n nodes T (n−u, n) is bounded by Qb ·D·u

(again by Theorem 10). Using this together with (9.5) we can now express
the time taken to spread from n/2 to n nodes (with L defined as above):
T (n/2, n) ≤ T (n/2, n − 2L−1 u) + . . . + T (n − u, n)
 
Q
(L + 1) · D · u
≤
b

(9.6)

Finally, by combining (9.4) and (9.6), and simplifying the expression we
get the following upper bound on the worst-case latency (assuming that
Q ≥ b):
 
Q
T (1, n) ≤ 2
(L + 1) · D · u
b

As an example, consider a system with the following parameters: maximum global queue length Q = 100, minimum number of send opportunities
on a stable link b = 50, number of nodes n = 50, minimum least neighbour
expansion  = 1/u = 1/3, maximum delay to get the required expansion
D = 5[s] (where [s] denotes seconds). Then the worst-case broadcast latency of any message sent with a Q-b-fair protocol will be:
T (1, 50) ≤ 300[s]
This expression provides a quick method of getting a bound on latency,
and lets us see how the different parameters affect the final result.

9.4

Deriving the Connectivity Model

So far we have introduced the delay expansion D(, s) as a theoretical concept to capture mobility and connectivity properties of the nodes. We now
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consider how to actually find this function. In this section we show how this
can be done in two different ways, from a probabilistic mobility model by
reasoning with meeting times, and from mobility traces. The latter means
that we can take an arbitrary trace file and compute the relevant metrics
needed to perform a worst-case latency analysis.

9.4.1

Starting from a Theoretical Mobility Model

In this section we will take a simple high level probabilistic mobility model
and derive its delay expansion. Thus, we demonstrate that such a function
can actually be derived from a theoretical mobility model. Clearly it is
easier to do this from a deterministic mobility model, for example when
node contacts are scheduled and movements known in advance. However,
to be applicable to ad hoc scenarios, many of the currently used mobility
models are probabilistic (e.g., random waypoint, random walk, etc [41]), so
we demonstrate how it can be done for such a class of models. We cannot
generalise and claim that any mobility model can be dealt with in this way,
but we believe that most models allow some kind of abstraction, at least
allowing delay properties to be shown to be true with a high probability.
Consider a mobility scenario in which:
• There are n nodes moving randomly in an area.
• The time taken for any two chosen nodes to meet is given by a random variable (independent from all other meeting times) that has an
exponential distribution with rate λm .
• Every time two nodes meet, they stay connected for at least Tm time
units (shorter encounters are also possible but not considered as meetings).
Consider a subset of nodes S, where |S| = s. The time taken for a
given node x in S to meet an arbitrarily chosen node y is exponentially
distributed with rate λm according to the model. Since all meeting times
are independent, the time taken for x to meet any of the nodes outside S is
also exponentially distributed but with rate λm (n − s). Similarly, the rate
at which some node in S meets some node outside S (that is not a given
node) is λm s(n − s).
Now consider a sequence of d · se meetings, each resulting in the set
S growing by one member, and each occurring within Ti from the previous
meeting, giving inter-meeting times of T0 , T1 , . . . , Tdse−1 . Our goal is to find
a bound D(, s) so that T0 + . . . + Tdse−1 ≤ D(, s) with high probability.
Starting with the rate of the exponential distribution for Ti , λi = λm (s +
i)(n − (s + i)) we note that the highest rate appears at s + i = n/2 and the
lower bound for a given s, s + i ≤ n/2, is at i = 0. Instead of considering
Pdse−1
T =
Ti for each Ti with a different rate λi , we approximate by
i=0
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summing dse random variables with the lowest rate (which is obviously
pessimistic) T = dse · T0
A variable which is the sum of a number of exponentially distributed
random variables each with rate λ has what is called an Erlang distribution [222]. This can be written as Erlang(n, λ), where n is the number
of variables and λ the rate of the exponential distribution. The Erlang
distribution is a special case of the Gamma distribution in which n is not
necessarily an integer. In our case the distribution will be as follows:
T = Erlang(dse, λm s(n − s))
Now if we let D(, s) = αE[T ] = αdse/(λm s(n − s)), where α is a
constant, then the probability that T is larger than D(, s) is:
P r(T > D(, s)) =

dse
X

e−dseα (dseα)i /i!

(9.7)

i=0

By setting α sufficiently high, the probability can become arbitrarily
low. The exact bound will need to be numerically calculated. As an example, assume that we have 50 nodes and the rate of meetings is λm =
0.1[meetings/s], (i.e. two nodes meet on average every 10 seconds). We
want to guarantee with 99% probability that we achieve expansion  = 0.2
for set sizes s ≤ n/2 within some time D, then we need to set α = 7,
thereby getting a delay expansion D(, s) ≤ 0.56[s] for  = 0.2 and all set
sizes s ≤ n/2.
To summarise; for a given network where two given nodes meet with
rate λm in an exponentially distributed manner the delay expansion will
with high probability be D(, s) ≤ αdse/(λm s(n − s)). Thus, to get the
actual delay bound, we need to fix the least neighbour expansion  and a
probability with which we need the bound to hold. An appropriate value
for α is found by applying Equation (9.7) to get the resulting probability
and increasing α until we have reached the desired probability.

9.4.2

Starting from Real Traces

In the previous subsection we discussed how one can derive an expression for
D(, s) for a theoretical mobility model. Let’s consider the problem of trying
to achieve the same thing using real mobility traces. Such traces could for
example be obtained by tracking node movements using GPS devices in a
real scenario or exercise, or by using a mobility trace generator. A trace is
typically composed of a large number of time-stamped records that specifies
the location and possibly the velocity for a given node at that time point.
Using such a description, one can then extract a sequence of topologies (i.e.,
a connectivity model) from which the delay expansion can be calculated.
It has been shown that the problem of finding out the maximal edge
expansion of a graph is co-NP-complete in the general case [38]. Although
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we don’t prove it, it seems very likely that finding an optimal bound on the
least neighbour expansion for an entire graph (i.e., considering all subsets
of a graph) is equally hard.
This leaves us with two options, either we try to find a suboptimal bound
that is safe (i.e., not optimistic) but that might provide very pessimistic
results, or we try to find a way to approximate the expansion and risk the
possibility that the result is optimistic. The former of these is appropriate
if we want a theoretically correct bound on the latency and the latter if we
are interested in an approximate figure that is closer to reality.
We will start by exploring the first option by finding a safe bound on the
expansion (and thereby, on the latency) in the rest of this section. We have
also tried the second option as explained in Section 9.5. The presentation
of the method to obtain a pessimistic bound will rely on the fact that there
is a close relationship between edge expansion and the all-multicommodity
flow problem. Therefore, in Section 9.4.2, we will first introduce the concept
of flows and describe the all-multicommodity flow problem, followed by its
application in Section 9.4.2.
Multicommodity Flows
Given a graph G = (V, E), a source s, and a sink t a flow is a mapping
f : V × V → RPsuch that (1) for all x, y ∈ V , f (x, y) = −f (y, x), (2) for all
x ∈ V \ {s, t}, y∈V f (x, y) = 0, and (3) if (x, y) ∈
/ E then f (x, y) = 0. One
can think of flows as commodities that are to be shipped from one node to
another through the network. Using this analogy, the all-multicommodity
flow problem states that every node wants to ship some distinct amount
of commodity to every other node in the network, but where each link can
handle only so much flows at the same time. A little more formally we can
express this as (adapted from [103]):
Definition 25. Given a n-vertex input graph G = (V, E), an all-multicommodity flow assignment of size δ is a set of n · (n − 1)/2 distinct flows,
one for each pair of nodes (source and sink) such that:
P
• For every flow i,
y∈V fi (si , y) = δ, where si is the source of the
distinct flow, and δ is the flow size.
• Every
edge has a maximum capacity of 1, so for all edges (x, y) ∈ E,
P
|f
(x,
y)| ≤ 1
i
i

The max all-multicommodity flow problem is to find the largest possible
flow size δ. The solution to this problem provides the total capacity of the
network assuming that each node wants to ship something to every other
node. The multi-commodity flow problem has indeed been used to find the
capacity of wireless (and other) networks (e.g. [82]). However, our reason
for using this concept is not the capacity itself, but rather the connection
with graph expansion. Let δmax (G) denote the maximum flow size that can
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be achieved for a graph G = (V, E). Then the following has been shown to
hold [103]:
δmax (G) ≤ min
S⊆V

|E(S, S)|
|S| · |S|

(9.8)

where E(S, S 0 ) is defined as in Section 9.1. Comparing equations (9.1)
and (9.8) we see that the maximum flow can be used to give a lower bound
on the edge expansion. Since the multi-commodity flow problem can be
heuristically solved, we can then use it to find the expansion of a given
graph.
Finding the Delay Expansion from a Trace File
We will now use an all-multicommodity flow assignment to bound the least
neighbour expansion of a graph.
Theorem 11. Given a graph G = (V, E), n = |V | and an all-multicommodity flow assignment of size δ (according to Definition 25), for every node
x, let Fx be the number of flows such that |fi (x, y)| > 0 and let Fmax =
max(Fx ). Then for every set S ∈ V , |S| = s ≤ n/2, the least neighbour
expansion is:
n−s
e(G, S) ≥
Fmax
A (5)

B (5)

C (6)

D (8)

E (6)

F (5)

Flows:
A-B
A-C
A-D
A-C-E
A-D-F

B-D
B-C
B-D-E
B-D-F
C-D

C-E
C-E-F
D-E
D-F
E-F

Figure 9.6: Flow assignment example, each node is marked with the number
of flows going through it. The table shows the nodes that each flow passes
through, with the sink and source marked as bold.
To illustrate the application of this theorem consider the graph G in
Figure 9.6. There are n = 6 nodes, so there are n(n − 1)/2 = 15 flows in the
graph, one for each pair of nodes. In the table, a possible flow assignment is
shown and the resulting number of flows going through each node (denoted
Fx in Theorem 11) is shown in parentheses beside each node. The maximum
number of flows going through any node is Fmax = max{Fx } = FD = 8. We
can now apply the theorem to see that the least neighbourhood expansion
for all subsets S of size 3 must be:
e(G, S) ≥

3
n−s
=
Fmax
8
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This means that any subset of size 3 must have at least d3 · 3/8e =
d9/8e = 2 neighbours outside the set itself. Similarly, a subset of size 2 will
have a least neighbour expansion e(G, S) = 1/2, so the nodes in set will
have at least one neighbour outside the set.
We will now use Theorem 11 to construct an algorithm as seen in Listing 7 that will in polynomial time heuristically find the delay D and expansion  such that D(, s) ≤ D. The input to the algorithm is a space-time
connected model C as defined in Section 8.1.4, Definition 19, a minimum
link time Tm , and a set size s. In order to get the connectivity model C
from a trace file, one needs to extract all contacts (e.g. using a tool such as
cbm [126]) and remove all links that are too short.
The algorithm works in two steps. The first step (lines 1 to 7) will
find the worst-case delay D required to achieve connected D-neighbourhood
graphs. This is done by iterating over all topologies in C and creating the
Di -neighbourhood at the start time of that topology. If the resulting graph
is not connected2 , then Di is increased until the graph becomes connected
(lines 4-6). Finally, the resulting D is found by taking the maximum (i.e.,
worst) of all Di (line 7). We add an extra Tm at the end since we will
consider only the D-neighbourhood at the start time of each topology.
In the second step (lines 8-13), a bound on the least neighbour expansion  is calculated so that D(, s) ≤ D for all values of s. Again, we iterate
over all topologies of C and create the D-neighbourhood at the start of every
topology (line 9). We then create a flow assignment using the CreateFlowAssignment function (line 10) which can be any polynomial-time heuristic algorithm that provides an all-multicommodity flow assignment (we have used
a greedy algorithm when testing the algorithm). The number of flows going
through each node is calculated (line 11), and by applying Theorem 11 the
resulting least neighbour expansion is found (line 12). Finally, we take the
minimum of all the i to get the worst-case bound (line 13).
Due to Theorem 11, we know that the algorithm gives a proper leastneighbour expansion for every D-neighbourhood. And since we go through
every topology, we will get the worst-case delay required to achieve this
expansion.

9.5

Validation

In order to asses the validity of our assumptions and to put the latency
results in perspective we have performed some simulation-based studies. The
main result of the paper is an upper bound on the worst-case latency for
broadcast in intermittently connected networks (as presented in Section 9.3).
By comparing the theoretical bound with the measured worst-case latency,
we can get a sense for how pessimistic the bound is. Note that the results
2 Testing graph connectivity can easily be done using the second eigenvalue of the
graph’s Laplacian matrix.
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Listing 7 GetDelayExpansion
Input:
Space-time connected model C,
minimum link duration Tm
set size s
Output:
Delay D, least neighbour expansion bound 
GetDelayExpansion
//Get delay:
1 for every topology Gi ∈ C:
2
Di ← 0
3
H ← the Di -neighbourhood at start(Gi )
4
while H is disconnected:
5
Di ← D + Tm
6
H ← the Di -neighbourhood at start(Gi )
7 D ← max{Di } + Tm
//Get expansion:
8 for every topology Gi ∈ C:
9
H ← the D-neighbourhood at start(Gi )
10
CreateFlowAssignment(H)
11
Fx ← the number of flows passing node x
12
i ← (n − s)/(max{Fx })
13  ← min{i }
14 return D, 

given by simulation do not provide the true worst-case latency since not all
possible inputs are tried. Instead the simulations provide a lower bound on
the worst-case latency.
Thus, we do not expect that the theoretical upper bound and the simulation-based lower bound to be very close. However, the shape of the curves
should be fairly similar and the distance should not be several orders of
magnitude apart.
We have used the network simulator One [122] (version 1.4) with 50
nodes moving in an area of 500m × 500m. The mobility model was a simple
location-based model: each node stayed at one of 5 possible locations for a
period of 10 seconds after which the node randomly chose a new location to
move to (at very high speed, 200m/s). All nodes at one given location were
in radio range with each other but not with the nodes at the other locations.
The simulation lasted for just over 3000 seconds. The traffic was generated
by randomly choosing a sender among all the nodes at a regular interval (as
specified for each experiment below).
For the upper bounds on worst-case latency we have used a Python script
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Figure 9.7: Worst-case latency for reaching a given number of nodes (assuming infinite bandwidth)
based on the algorithm from Section 9.4.2 together with theorems 7, 8, 9
and 10. The implementation also contains a couple of optimisations that
are not detailed above as they are not important for the principle.
Figure 9.7 shows the worst-case latency as a function of the number
of nodes reached. The lowest of the curves is the simulation-based lower
bound, where we see that all nodes are reached in just under 200 seconds.
In these simulations the bandwidth was several orders of magnitude higher
than required to transmit all messages in the queue at every meeting (i.e., we
can regard it as a realisation of the ideal protocol presented in Section 9.3.2).
The system load was 1 message/second, message size was 1 byte, buffer
size 100MB, and the transmission speed 10MB/s (i.e., in practise infinite
bandwidth and buffers).
The upper curve shows the theoretical upper bound. We can see that
this provides a fairly pessimistic bound. This is due to the fact that the
bound on the least neighbour expansion is fairly pessimistic. However, for
time-critical applications this bound can very well be acceptable as we can
prove that no message will take longer time to be delivered.
We have already mentioned the possibility of actually measuring the
expansion in order to get a less pessimistic bound. The middle curve shows
such an approximation of the worst-case latency where the least neighbour
expansion has been measured in the trace file. The curve has been created
using the delay-expansion approach (i.e., applying the theorems 1 and 2).
The delay was calculated using the first part of the algorithm Listing 7,
and the bound on least neighbour expansion  was approximated as follows.
We first randomly created 250 connected subsets, and then calculated the
least neighbour expansion for each subset using Definition 20. Finally, we
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Figure 9.8: Worst-case latency for reaching a given number of nodes (assuming limited bandwidth)
let  be the worst (smallest) of these values. The result is fairly close to
the simulated lower bound, but we cannot rule out the possibility of some
extreme case where a message can take longer time to reach the nodes.
We also simulated the case where the bandwidth is limited forcing messages to wait in the queues. We used the same mobility model as above
but with a message size of 2kB, a bandwidth of 600B/s, and buffer size of
10kB. Thus at every meeting that lasted 10 seconds, three messages could
be transferred. The load was kept at one message every 70 seconds, which
meant the queue length never exceeded the limit of 5 messages. The lower
curve in
Figure 9.8 shows the resulting lower bound for the worst-case latency.
The upper curve is based on the approximate expansion described above
and the queueing model of Section 9.3.3 with protocol parameters Q = 5
(i.e., the maximum length of the queue at every node) and b = 3. Since we
cannot guarantee that these parameters will hold with certainty for a given
protocol, we cannot provide an absolute bound as in the case with infinite
bandwidth.
Remember that the lower curve is not to be interpreted as the true
worst-case latency but rather as a lower bound. Still, we can see that there
is some level of pessimism in the theoretical queue model. This is to be
expected since the calculations assume that the message always has to wait
in the queue, whereas in the simulation this is very unlikely (but potentially
possible). However, the shapes of the two curves are similar indicating that
the model is sound. Moreover, since this bound can be easily calculated
from knowledge of mobility movements without the need for simulations, it
can provide a useful tool for predicting system behaviour.

“Every whale-ship takes out a goodly number of letters for various ships, whose delivery to the persons
to whom they may be addressed, depends upon the
mere chance of encountering them in the four oceans.
Thus, most letters never reach their mark; and many
are only received after attaining an age of two or three
years or more.”
Herman Melville, Moby Dick; or The Whale

10

Random Walk Gossip

Having theoretically analysed connectivity and latency properties of intermittently connected networks, we will now introduce the Random Walk
Gossip (RWG) protocol. The algorithm will be presented in pseudo code
and we will also analyse how to appropriately choose of one of the algorithm
parameters using a simple mathematical model. In the next chapter, we will
present our experimental evaluations of the protocol.
The goal of the algorithm is to deliver the message to k nodes, whereby
the message becomes k-delivered, with as little overhead as possible (i.e.,
using as few unnecessary transmissions as feasible in a partitioned network). The algorithm consists of two elements: a random walk element
(Section 10.2) and an optimisation element to avoid unnecessary transmissions (Section 10.3). The latter is used to avoid transmitting to already
visited nodes without ending up in local dead ends.
Regarding the system model, we will assume a space-time connected
connectivity model for the system. Although, the RWG algorithm could in
principle successfully deliver a message in systems with even weaker connectivity, we will not explore this limit further. Nodes are allowed to crash as
long as they recover eventually and do not lose their state. If nodes crash
permanently, we cannot guarantee that messages are not lost. We assume
that links can lose but not corrupt messages.
We start by explaining the terminology. In addition to the distinction
between informed and uninformed introduced in Section 8.1.4 we consider an
informed node in the network to be in one of the following disjoint subclasses
(for a given message m):
• Active, is currently in the process of propagating m,
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REQF

ACK

OKTF

REQF

ACK

Figure 10.1: Random Walk Gossip
• Inactive, silently holds m,
• Done, knows that m is k-delivered.
When a node is active with respect to a given message, it tries to forward
the message to a randomly chosen node. Since the nodes cannot be expected
to have an up to date view of their neighbours each such hop is preceded
by a sequence of packet exchanges as illustrated in Figure 10.1. First a
“request forwarding” (REQF) packet is sent by the current custodian (i.e.,
the node currently responsible for forwarding the message). The neighbour
nodes will reply with an “acknowledge” (ACK) message. The custodian
will then randomly choose one of these nodes and send an “OK to forward”
(OKTF) message to that node. The receiver of the OKTF message then
becomes active, and the sending node becomes inactive. The reason for
inactive nodes to retain the message is that if an uninformed neighbour is
discovered at some later point, then the inactive nodes will become active
and thus initiate a new random walk. Finally, when k nodes have been
informed the node becomes done. In this state the node does not need to
retain the message any longer. Moreover, it sends a “be silent” (BS) message
to all its neighbours so that they can also proceed to the done state. Thus,
every node retains only copies of inactive messages (up to their expiry time).
When there are multiple messages active at the same time, they will
have to contend for the available medium with each other. RWG transmits
all messages with a small delay which is randomly determined. This will
ensure that not all messages will be sent exactly at the same time. Instead,
they will be put in a queue at the MAC layer that takes care of avoiding
packet collisions.

10.1

Message Header

Every message sent by the RWG protocol contains a header as shown in
Table 10.1. The packetLength field indicates the total length of the packet.
The packet type can be one of REQF, ACK, OKTF, and BS. The hops field
is needed for energy optimisation and will be explained in Section 10.3.
The groupSize field is used in order to know how many nodes the message
should be delivered to (i.e., the parameter k in the protocol description).
Each message is uniquely identified by the fields sequenceNumber and origin.
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Table 10.1: RWG header
0-7
8-15
16-23
24-31
packetLength
type
hops
groupSize
sequenceNumber
origin
target
sender
timeToLive
informed
...
toAvoid
...
All the address fields can be ordinary IP addresses or some other id that
uniquely identifies each node. target is used when a specific node is intended
to receive the message (used for OKTF messages), and sender is the node
that sent out the packet, that is, the most recent custodian. The timeToLive
indicates the time in microseconds that the packet is allowed to remain in
the network. This will be passed as a remaining time from one node to
another, thus avoiding the need for time synchronisation.
The field informed is a bit-vector which is used to indicate which nodes
have seen this message. The semantics of the vector is the following: if
hash(nodeId) = j where nodeId is informed about m, then informed[j] = 1,
where hash() is a standard hash-function (e.g., modulo division). This field
allows each message to keep track of informed nodes in a bandwidth-efficient
manner, enabling recognition of uninformed neighbours and reactivation of
inactive messages on a new encounter. The length of this vector must be at
least k. We have fixed the length to 256 for a delivery with k ranging from
30 to 90. In Section 10.4 we provide a formula for deciding a suitable length
of the bit vector given k and the desired collision ratio. We have chosen
to not to include the length of the informed field in the header for our
implementation, but rather to make it a fixed protocol parameter. For some
applications it could make sense to let this parameter be set individually for
each message, in which case one could add an appropriate 16-bit field in the
header. The toAvoid field will be explained in Section 10.3.

10.2

The Random Walk Element

The random walk element of the algorithm description is shown in listings 8
and 9. We begin by explaining a few general concepts. The algorithm is
presented in an event-based manner by scheduling procedures to execute at
certain times. This is denoted:
schedule <Procedure> in [T1 , T2 ],
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Table 10.2: Algorithm parameters
Parameter
Symbol Default value
Group size
k
30
Time to live
TTL
600 [s]
Minimum wakeup interval
Twmin
2 [s]
Maximum wakeup interval
Twmax
3 [s]
Max time before sending
Ts
0.01 [s]
Time to wait for acks
Ta
0.1 [s]
Limit on number of acks
L
3
Length of the informed field
l
256 bits
meaning that <Procedure> will be invoked at a time uniformly distributed between T1 and T2 seconds from the current time. It is also possible
to cancel a scheduled process by the cancel keyword.
The parameters of the algorithm are summarised in Table 10.2. Their
meaning will be given during the description of the algorithm. The data
structures needed by a node are: a list of received messages, a set of inactive
message IDs, a set of received acknowledgements for a given message, and
a set of message IDs that are known to be k-delivered. A node does not
need to retain any information of a message once the TTL has expired, and
the actual message can be deleted as soon as it is k-delivered. Now consider
Listing 8 showing the basic primitives send(m) and receive(m). The send
procedure, which is invoked from the application layer, initialises the basic
header fields and then calls the sendReqf(m) procedure in order to spread
the message to the nearest neighbours.
Now lets turn to what happens when a packet is received by a node (i.e.,
the receive procedure). First, if it is the first time that this packet visits the
node, then it is delivered to the application layer. Since the message has now
informed this node the node updates the m.informed field by flipping the
hash(nodeId ) cell to 1, and merge the informed vector with the information
stored locally in the buffer of the node. Next, irrespective of what type of
packet the node n receives, it could be an indication of a neighbour n0 that
some of n’s inactive packets have not traversed (i.e., for some messages held
by n the informed field for n0 is zero). The wake procedure, explained later,
will deal with activating those messages.
Consider the first case where the received packet is a request to forward
(see line 9). The node will then reply to the sender by sending an ACK
message. This is done by scheduling the sendAck(m) procedure to run
within Ts . If the node intended to forward this packet itself, then this
activity (sendReqf) is cancelled. Cancelling the forwarding prevents a
flood of REQF messages every time an uninformed node comes into contact
with a number of inactive nodes, which will otherwise all try to send a
message to the uninformed node.
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Listing 8 Random Walk Element of RWG, part 1
send(m):
m.groupSize ← k
m.origin ← nodeId
m.seq ← unique sequence number
m.timeToLive ← TTL
sendReqf(m)

1
2
3
4
5

/* originator forwarding m */

receive(m):
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

if new packet and m.type = REQF
deliver(m)
m.informed [hash(nodeId )] ← 1
merge m.informed with local copy of m
wake(hash(m.sender ))

/* wake inactive messages
not seen by this sender */

inactive ← inactive \ {m}
if m is not k-delivered:
switch (m.type):
case REQF:
schedule sendack(m) in [0, Ts ]
cancel sendReqf(m)
case ACK:
store m.sender in receivedAcks[m]
case OKTF:
if m.target = nodeId :
/* becoming a custodian
sendReqf(m)
and forwarding m */
else:
inactive ← inactive ∪ {m}
else:
/* m is k-delivered */
cancel all procedures related to m
if (m.type 6= BS):
schedule sendBs(m) in [0, Ts ]
cancel wakeOnePacket
schedule wakeOnePacket in [Twmin , Twmax ]
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Listing 9 Random Walk Element of RWG, part 2
sendReqf(m):
1
2
3
4
5
6
7
8
9

decrease m.timeToLive with time spent in the node
if m.timeToLive < 0
cancel all procedures related to m
inactive ← inactive \ {m}
else:
m.type ← REQF
m.sender ← nodeId
transmit(m)
schedule handleAcks(m) in [Ta , Ta ]

handleAcks(m):
1
2
3
4
5
6
7

if receivedAcks 6= ∅:
randomly select t from receivedAcks[m]
m.target ← t
m.type ← OKTF
transmitHeader(m)
inactive ← inactive ∪ {m}
receivedAcks[m] ← ∅

sendAck(m):
1
2
3
4

if (|receivedAcks[m]| < L):
m.type ← ACK
transmitHeader(m)
receivedAcks[m] ← ∅

/* default L = 3 */

sendBs(m):
1
2

m.type ← BS
transmitHeader(m)

wake(h):
1
2
3
4

for all m0 such that
m’.informed (h) = 0 AND m0 ∈ inactive:
schedule sendReqf(m0 ) in [0, Ts ]
inactive ← inactive \ {m0 }

wakeOnePacket :
1
2
3
4
5

choose mi so that:
mi ∈ inactive ∧ ∀mj : | mi .informed | ≤ |mj .informed|
schedule sendReqf(mi ) in [0, Ts ]
inactive ← inactive \ {mi }
schedule wakeOnePacket in [Twmin , Twmax ]
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If the message received was an ACK message (line 12), then this is simply
stored locally to be further processed. When an OKTF message is received
(line 14) the node checks whether it was the intended receiver (m.target) and
if so, forwards the packet using the sendReqf(m) procedure. If the node
was not the intended receiver the packet is stored as an inactive packet in
that node (until the TTL expires). This way, every node who has received
a packet can potentially start spreading it if it happens to encounter an
uninformed node in the future. This causes the random walk to branch when
there is an opportunity to spread to uninformed nodes, but not otherwise.
When the number of 1’s in the m.informed field is k or higher, then the
message has been successfully k-delivered. When this happens, it is just a
waste of resources to continue spreading the message. Thus, when a node
detects that a message has reached the threshold, a BS message is sent out
to its neighbours informing them to stop all activities related to this message
(using the sendBs procedure).
The last two lines in receive reschedule the wakeOnePacket procedure every now and then which ensures that the network does not become
permanently silent (thus preventing nodes from being able to detect uninformed neighbours).
We now proceed to describe the primitive functions used above in the
algorithm, described in Listing 9. First, we see the code for sendReqf(m),
which also takes care of expunging old messages. Before a message is forwarded the node makes sure that time-to-live for message m has not expired.
The actual sending of the packet is done by invoking transmit(m), which
represents the MAC-layer.
The handleAcks(m) procedure is scheduled to run Ta seconds later
(when hopefully a number of acks have been received for this message). After the Ta seconds have elapsed, the handleAcks(m) procedure randomly
chooses one of the acknowledging nodes and sends an “OK to forward”
message to it. If no acknowledgements have arrived, the message becomes
inactive. Note that the transmitHeader procedure does not transmit the
payload, thereby reducing bandwidth and energy consumption.
Any node that intends to send an ACK message, by invoking sendAck,
will only do so if not more than L such messages have been sent by other
nodes. This is to avoid a flood of acknowledgement messages in response to
a REQF message. The purpose of sendBs has already been explained.
We now proceed to describe how the wake procedure, invoked from the
receive procedure, reactivates the inactive messages not seen by the sender
of any received message. Every time a message m is sent by node A and
received by node B, the address of B is hashed and all the inactive packets m0
at A are checked to see if B is uninformed of m0 . Although this information
is possibly stale in most cases, A has probably not seen m0 if it is not marked
in the informed vector of m0 . Hence, the sendReqf(m0 ) is scheduled to run.
The elegance of this wakeup mechanism is that A does not have to provide
information about which packets it has seen, this information is already in
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Figure 10.2: Motivation for resetting toAvoid
each message stored in the buffer of B.
Finally a procedure is needed for the special case where all nodes are
silent, waiting for another node to activate their packets. This can in principle happen if the application does not generate new messages within the
system for a while. To counteract, there is a procedure wakeOnePacket
which is run at least every Twmin (and at most every Twmax ), except when
there is any other activity going on. When the procedure is run, it will
activate the message with the least number of informed nodes. Just in
case activation of mi does not lead to any responses, the wakeOnePacket
reschedules itself. This is harmless since the lines 23 and 24 in Listing 8
ensure that such scheduled events are postponed.

10.3

Avoiding Unnecessary Transmissions

The random walk described so far would waste a lot of transmissions by
visiting already informed nodes. The natural solution to this problem is
to make the random walk avoid nodes that are already informed via the
never-go-back policy. In principle, we could have used the informed data
structure to make the random walk avoid already informed nodes. However,
at some point the walk may end up in local dead ends due to all neighbouring nodes being informed. Our mechanism to deal with such cases is to
introduce regular rejuvenations. Since the informed vector cannot be reset,
we introduce a new vector for this purpose by adding a field toAvoid to the
message header. The idea is that the toAvoid vector contains the nodes that
the message will avoid to visit during the random walk. This data structure
is in principle a copy of informed, except that it is now and then rejuvenated
to contain only zeroes.
To illustrate the need for optimisation consider the situation in Figure 10.2. Node A is actively trying to forward a message, but all its neighbours are already informed. Thus, with the never-go-back policy, no acks
will be received by A and the message will become inactive. However, just
two hops away, there are uninformed nodes (C and D), which will not receive
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the message until B discovers that they are there and activates the message.
This may take a significant amount of time, thereby causing high latency
and possible low success ratio due to Time to Live (TTL) timeout.
Rejuvenation allows the message to break the barrier of informed nodes
and reach new (uninformed) nodes. We thereby find a middle way between
a completely undirected random walk that wastes resources and a never-goback random walk with high latency.
This results in a small change to the algorithm description in the previous
section. For clarity and completeness, we will list the entire algorithm with
the modifications explained here in listings 10 and 11. All the changed lines
are marked with “*” at the beginning of the line.
The rejuvenation is triggered by counting the number of hops since the
last rejuvenation. Thus, the message header also needs to include a hops
field (see Table 10.1). If the number of hops is larger than the parameter
H, then the toAvoid field and the hop count is reset. This is seen in the
procedure handleAcks.
In Figure 10.2, if B is not in the toAvoid vector of the message from A it
is a candidate for becoming active. In our simulation studies we have found
the hop count threshold H = 10 to provide the best performance. Thus,
in the simulations, every 10 hops, the message is rejuvenated. Since the
toAvoid vector is rejuvenated after H hops it is a sparse vector1 that can
be compacted in the implementation, saving bandwidth.

10.4

Bit Vector Length

There is a non-zero probability that the algorithm will not terminate before
the message TTL even if k nodes have been informed by the message. The
reason for this is that even if r > k nodes have been informed by a given
message, there is a non-zero probability that only s < k indices have been
marked in the informed vector. Since hashing is used to determine the index
of a given node, collisions of the hash function will lead to s being less than
r even for small r2 . In our case, two clashing nodes B and C who ACK a
message sent by A will increase A’s count only by 1. Thus, A might continue
to disseminate unnecessarily. A second problem arises when A is inactive
and B earlier informed. An arriving node C which clashes with B will not
even be informed (A will not wake up).
We proceed to quantify the risk of the algorithm continuing to send
despite k successful receipts. This means that we want to find the probability
that for a given length of the vector l, a number of informed nodes r ≤ k,
the number of marked indices s is less than the desired k.
1 Every hop will increase the number of 1’s in the toAvoid vector by at most L, so the
vector will never contain more than L · H 1’s.
2 The famous birthday paradox tells us that if the number of indices is 365 and r = 23
then there is a 50% probability that two nodes will have the same index.
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Listing 10 Random Walk Gossip, part 1
send(m):
m.groupSize ← k
m.origin ← nodeId
m.seq ← unique sequence number
m.timeToLive ← TTL
m.hops ← 0
sendReqf(m)

1
2
3
4
*5
6

/* originator forwarding m */

receive(m):
1
2
3
4
5
6
7
8
9
* 10
* 11
* 12
13
14
15
16
17
18
19
20
21
22
23
24
25
26

if new packet and m.type = REQF
deliver(m)
m.informed [hash(nodeId )] ← 1
merge m.informed with local copy of m
wake(hash(m.sender ))

/* wake inactive messages
not seen by this sender */

inactive ← inactive \ {m}
if m is not k-delivered:
switch (m.type):
case REQF:
if m.toAvoid[hash(nodeId)] = 0:
m.toAvoid [hash(nodeId )] ← 1
schedule sendack(m) in [0, Ts ]
cancel sendReqf(m)
case ACK:
store m.sender in receivedAcks[m]
case OKTF:
if m.target = nodeId :
/* becoming a custodian
sendReqf(m)
and forwarding m */
else:
inactive ← inactive ∪ {m}
else:
/* m is k-delivered */
cancel all procedures related to m
if (m.type 6= BS):
schedule sendBs(m) in [0, Ts ]
cancel wakeOnePacket
schedule wakeOnePacket in [Twmin , Twmax ]
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Listing 11 Random Walk Gossip, part 2
sendReqf(m):
1
2
3
4
5
*6
7
8
9
10

decrease m.timeToLive with time spent in the node
if m.timeToLive < 0
cancel all procedures related to m
inactive ← inactive \ {m}
else:
m.hops ← m.hops + 1
m.type ← REQF
m.sender ← nodeId
transmit(m)
schedule handleAcks(m) in [Ta , Ta ]

handleAcks(m):
1
2
3
4
*5
*6
*7
8
9
10

if receivedAcks 6= ∅:
randomly select t from receivedAcks[m]
m.target ← t
m.type ← OKTF
if m.hops > H:
m.toAvoid ← [0, . . . , 0]
m.hops ← 0
transmitHeader(m)
inactive ← inactive ∪ {m}
receivedAcks[m] ← ∅

sendAck(m):
1
2
3
4

if (|receivedAcks[m]| < L):
m.type ← ACK
transmitHeader(m)
receivedAcks[m] ← ∅

/* default L = 3 */

sendBs(m):
1
2

m.type ← BS
transmitHeader(m)

wake(h):
1
2
3
4

for all m0 such that
m’.informed (h) = 0 AND m0 ∈ inactive:
schedule sendReqf(m0 ) in [0, Ts ]
inactive ← inactive \ {m0 }

wakeOnePacket :
1
2
3
4
5

choose mi so that:
mi ∈ inactive ∧ ∀mj : | mi .informed | ≤ |mj .informed|
schedule sendReqf(mi ) in [0, Ts ]
inactive ← inactive \ {mi }
schedule wakeOnePacket in [Twmin , Twmax ]
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Figure 10.3: Markov chain representing the number of marked nodes
The result of the hash function can be modelled as an integer random
variable evenly distributed in the range [1, l]. Thus when s nodes have been
marked and a new node i is discovered, then the probability that the index
of i is already marked is s/l. Based on this we can set up a Markov chain as
in Figure 10.3 where the state Ss means that s indices have been marked.
The probability of being in state Ss after r steps (starting in S0 ) is then
identical to the probability of s indices being marked after r nodes have
been informed.
We can express this in matrix notation with the transition matrix P of
size (l + 1) × (l + 1) where Pi,j is the probability of a transition from state
Si to state Sj . We have that Pi,i = i/l for all i ∈ {0, . . . , l}, Pi,i+1 = 1 − i/l
for all i 6= l, and Pi,j = 0 for all other i, j. The transition matrix can be
r
multiplied with itself so that Pi,j
represents the probability of being in state
Sj after r steps starting from state Si . Now we can express the desired
probability:
P rob(s < k) =

k−1
X

r
P0,i

(10.1)

i=0

Clearly the length of the vector l has a huge impact on this probability. A
large l gives a low probability of collision. Unfortunately this means larger
message headers resulting in unwanted overhead. Obviously, it would be
useful to be able to derive a reasonable value for l. To do this we need to go
to the average case since the above equation cannot easily be transformed
to solve for l.
Let the function y(r) be the expected number
of marked indices when
P
r
r nodes have been informed (i.e., y(r) = i i · P0,i
). Since the expected
probability of marking a new index is 1 − y(r)/l we can express the rate
(derivative) of y accordingly:
y 0 (r) = 1 −

y(r)
l

Solving this differential equation with the boundary condition y(0) = 0
gives:
y = b(1 − er/l )

We now introduce a constant c = r/y, which corresponds to the proportion of extra nodes the message needs to visit. Thus, if c = 1.05, then (on
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average) a message will need to visit 1.05k nodes before terminating.
1 − y/l = e−cy/l
In order to make this solvable we expand the exponential term usin McLaurin series (temporarily introducing the variable t = −y/l):
(ct)2
(ct)3
eθct (ct)4
+
+
, 0<θ<1
2
6
24
We are not interested in the solution t = 0 since it corresponds to y = 0,
so we can subtract 1 on both sides and divide by t:
1 + t = 1 + ct +

1=c+

c2 t c3 t2
eθct c4 t3
+
+
2
6
24

Rewriting to:
3 2
9
eθct c3 t3
6(c − 1)
) − 2 +
+
=0
2c
c 4
c2 4
c3
We know that c > 1 and assuming that r < l we also know that −1 <
ct < 0 so we can substitute −eθct c3 t3 with a remainder term R known to be
less than 1.
(t +

(t +

3 2
9
R
6(c − 1)
) − 2 − 2 +
=0
2c
c 4 c 4
c3

Rewriting to:
3
t=− ±
2c

r

24 − c(15 − R)
c3 4

Taking away the false root (resulting in y > l) and rewriting:
p
−3c + 24c − c2 (15 − R)
t=
2c2
Substituting back t = −y/l:
l=

2c2 y
p
3c − 24c − c2 (15 − R)

Finally approximating by removing R (resulting in an small over-approximation):
l≈

2c2 y
√
3c − 24c − 15c2

(10.2)

Given the redundancy factor c and the expected number of marked indices y = k (the desired level), we can derive the size of the vector l. For
example, for k = 100 and c = 1.2 the bit vector should be 314 bits long.
Finally, using this setting for l we can use equation (10.1) to calculate the
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probability of a message not terminating after having informed r = 150
nodes to be P rob(s < 100) = 4.1 · 10−7 .
This approximation assumes that r < l which means that the constant
c should be fairly small (i.e. in the range of 1.0 to 1.5). Note that c =
1.5 corresponds to an expectancy of 50% more nodes than desired being
informed, not counting the effects of branching.

10.5

Branching

An interesting aspect of the RWG protocol is the effects of branching. Since
messages are stored as inactive in the buffer of any node they have “passed”,
every such node can potentially start a new random walk when they meet an
uninformed node. Thus, potentially there can be many concurrent random
walks in the network for the same message.
Clearly, this is beneficial for the spreading of the message. Every time an
uninformed node meets an informed node, the message will spread further.
Moreover, as shown theoretically for graphs [8] and later also experimentally
for networks [162], multiple random walks will cover all the nodes much
faster than a single one.
However, there is also a drawback with the branching. If there would
be only one walk though the network for each message, then when the k’th
node is informed it can stop propagating the message. This means that not
more than k nodes will be informed, resulting in much less overhead. Due
the two generals problem, it will not be possible to guarantee that exactly
k nodes are informed in a partitionable network. However, one can at least
make sure that branching is very rare and thus achieve almost no redundant
informs.
This trade-off between good delivery ratio and low overhead is certainly
familiar. We have chosen to let the branching take place whenever an uninformed node appears. As we will see in the next chapter, this indeed yields
reasonable results both in delivery and overhead. However, for other scenarios (e.g., with thousands of nodes), this might not be the best choice.
In general it seems reasonable to make the branching probability a tunable
parameter that can be adjusted. This could for example be implemented by
changing the wake procedure to wake up packets with a given probability
(thereby indirectly controlling the branching probability).

“The trouble with having an open mind, of course, is
that people will insist on coming along and trying to
put things in it.”
Terry Pratchett

11

Random Walk Gossip Evaluation

We have evaluated the RWG protocol in two ways, by simulation-based experiments and by implementing it on physical devices. The objective of the
former was to compare the performance with an already existing protocol
(Hypergossiping) in order to assess whether RWG could be a viable alternative to current dissemination algorithms. Moreover, running simulations
with different input parameters would allow us to understand how the protocol behaves in large scale experiments, not feasible to perform otherwise. In
addition to the comparison with Hypergossiping we also ran simulations to
find the worst-case latency of RWG to compare with the theoretical results
achieved from Chapter 9.
Finally, implementing RWG on real devices allows us to test whether
it is feasible to do so and discover problems that one would not otherwise
encounter by only relying on simulations. Moreover, a prototype implementation is of great importance when interacting with actors in disaster
management to get their views on whether such a system is useful.

11.1

Comparison with Hypergossiping

We have performed simulations using the Network Simulator 3 (ns-3) [100]
which is a successor of the popular ns-2 simulator. The baseline which we
compare our protocol against is the Hypergossiping protocol by Khelil et
al. [127]. We believe this to be one of the best protocols published for the
kind of scenarios we are considering. However, it is designed as a broadcast
protocol (deliver to all) rather than a manycast (deliver to some), so the
comparison should be interpreted with this in mind. We have used the orig165
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inal ns-2 implementation of Hypergossiping and ported it to ns-3 (requiring
a significant amount of changes to the original code). We verified the correctness of the port by reproducing a number of results from [127]. In order
to speed up the simulations we changed (to the better) the hello interval
from 1s to 10s (average). See Section 11.1.5 for a more detailed discussion
on this.
We have used the 802.11 protocol, with 6 Mb/s data rate. The normal packet size (including header) was 100 byte for RWG and 60 byte for
Hypergossiping. The other simulation parameters are listed in Table 11.1
(except those already shown in Table 10.2) . Some of the parameters are
varied in the experiments below (clearly indicated). Every data point was
averaged over 10 runs. Estimated 95% confidence intervals are indicated in
each graph using error bars, unless the interval is smaller then the marker
for the data point (i.e., lack of error bars indicate very small variance).

11.1.1

Scenario and Mobility Model

In recent years there have been a number of reports (e.g., [158, 15]) on
the drawbacks of using random waypoint (RWP) as the mobility model
for evaluating the performance of protocols for ad hoc networks. One of
the main problems related to evaluation of partition-tolerant protocols is
the fact that RWP tends to create networks with very good connectivity
properties in the sense that nodes tends to concentrate in the middle of the
simulation area. Moreover, even if the network is sparse, all nodes move
over the entire area making it very probable that a node will meet a number
of uninformed nodes within a short time.
While access to real disaster mobility models is practically impossible,
we have used synthetic models that are sparse and non-uniform, based on
traces from Aschenbruck et al.[15]. Their mobility generator is based on the
analysis of a large training manoeuvre in preparation of the FIFA world cup
in Germany. We have used 100 nodes out of the 150 described in [15] (thus
excluding ambulances and one of the clearing stations). However, at the
time of performing this work the mobility model was not publicly available
so we had to resort to prepared traces.
Since we used a given scenario for mobility patterns there are only two
ways to modify the density of the network, changing the number of nodes,
or changing the radio range. When using the default radio model in ns-3
together with 802.11a running at 6 Mb/s data rate, the resulting network is
very well-connected. Since both the RWG and the Hypergossiping protocols
are intended for very disconnected networks we needed to reduce the density of the network considerably, but we did not want to drastically reduce
the number of nodes (and thereby making the simulations uninteresting).
Therefore we modified the propagation loss (we use the term signal loss since
it is more intuitive) parameter in ns-3 which controls how much the radio
signals are dampened. The default value in ns-3 is 46.667. In the simula-
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tions we used the value 70 corresponding to a radio range of approximately
24 meters. The speed of the units varied in the range 1-2 m/s (corresponding to walking speed), moving in an area of 200mx350m. This results in a
sparse network. In addition, we know that the traces create partitions due
to non-uniform distribution over the area.
The load was generated with the following procedure: at a given interval
(e.g. every 0.1 seconds when the load is 10 packets/second), send a message
originating from a randomly chosen node. Thus, all 100 nodes are potential
senders, and every node will send a message on average every 10 seconds if
the load is 10 packets/second. The simulation time for each run was 500
seconds (i.e. just over 8 minutes). Table 11.1 summarises the simulation
parameters.
Table 11.1: Default simulation parameters
Parameter
Value
Number of nodes
100
System load
10 packets/s
Simulation time
500 [s]
Data rate
6 Mb/s
Signal loss
80 (radio range ≈ 24m)
Time to live
600 [s]
Number of runs
10
Group size k
30
We will discuss the performance of the protocol by considering three different performance measures: success ratio (akin to delivery ratio), latency
and overhead. There is an inherent trade-off between these three metrics
in intermittently connected networks. Most protocols aim for the first two
metrics, whereas our objective was to achieve acceptable delivery properties
with low energy consumption.

11.1.2

Success Ratio

The success of a manycast protocol is not based on the number of nodes
that have been informed by a message, but that a minimum number have
been informed. Therefore, we define the success ratio as the proportion of
packets that reach at least k nodes (i.e., 30 nodes unless otherwise stated)
during the simulation.
Figure 11.1 shows the success ratio as a function of system load for the
two compared protocols. We see that RWG performs much better for loads
higher than 5 packets/s. Whereas for loads less than 1 packet/s both protocols achieve nearly 100% delivery. In other plots not shown here with even
more disconnected networks Hypergossiping is better for cases with very low
loads (due to its more aggressive dissemination strategy). We believe that
one of the main explanations for the fact that RWG performs better at high
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Figure 11.1: Success ratio vs. System load

1.0

load is that it can discard messages that have informed a certain number of
nodes, whereas Hypergossiping continues to spread messages until all nodes
have received it, resulting in an overloaded network. Moreover, the message
is not discarded until the time-to-live has expired.
Note that this result partially contradicts the one provided by Khelil et
al. [127] in their performance analysis of Hypergossiping. In their setting,
load had no negative effect on the delivery ratio. We were able to repeat this
experiment as well, and could conclude that the different results are due to
the fact that we count the delivery for all packets released during the entire
simulation (i.e. 500 seconds), whereas in [127] only packets sent during the
first 50 seconds were counted. Since the full overload effect does not occur
until after 200-300 seconds, their results were subject to boundary effects.
●

●

●

●

RWG
Hypergossip

0.6

●

0.4

Success ratio

0.8

●

0.0

0.2

●

50 (~108m)

60 (~50m)

70 (~24m)

80 (~11m)

90 (~5m)

Signal loss (approximate radio range)

Figure 11.2: Success ratio vs. signal loss (reduced density)
In Figure 11.2 the delivery ratio is shown as a function of signal loss (with
approximate radio range shown in parenthesis). The result is fairly intuitive,
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both algorithms suffer as the dampening increases (thereby creating a more
sparse network). A similar graph is achieved when varying the group size k
(not shown here): the higher the parameter k, the lower the success ratio.
The slight increase for Hypergossiping at signal loss equal to 60 is probably
due to the network becoming less congested compared to the most dense
scenario.
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Figure 11.3: Success ratio vs. Time to live
In the above simulations, the TTL has been longer than the simulation
time (thus emulating an infinite TTL). In Figure 11.3, this was varied to
see the effects of a shorter TTL. The positive effects of a shorter TTL is to
reduce the effects of the system load. Since RWG did not suffer any overload
issues for the default load, a shorter TTL only had a slight negative impact
on delivery. For Hypergossiping, on the other hand, there seems to be an
optimal TTL of approximately 100 seconds.

11.1.3

Latency

In an intermittently connected network, latency is measured on a very different scale compared to normal systems. Still, latency can be very important
even in such networks. Although RWG is designed to have reasonable latency properties, we were surprised that it performed so well in simulations.
Figure 11.4 shows that average latency versus load reveals surprising
results. The latency of RWG is slightly decreasing with higher load. For
RWG this can be explained by the fact that higher load means more activity.
This will result in inactive packets waiting to hear from an uninformed node
will be woken up much sooner compared to when there is little activity.
For Hypergossiping, the overload inherently produced by itself causes some
messages to be delivered very late, thus pulling up the average latency.
The latency shown in Figure 11.5 is plotted against the signal loss. Again
both algorithms suffer. However, RWG manages to keep the latency fairly
low until the radio range is down to 24m whereas Hypergossiping starts at

60
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Figure 11.4: Average latency vs. System load
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Figure 11.5: Average latency vs. signal loss (reduced density)
50m. However, in a well-connected network with lower load, Hypergossiping
outperforms RWG with several orders of magnitude in terms of latency
(not shown here). This is due to the fact that Hypergossiping works as a
standard localised gossip algorithm in such cases whereas RWG uses the
comparatively much slower random walk.

11.1.4

Overhead

To quantify the overhead, we measure the total number of transmissions
sent out by the MAC-layer divided with the total number of data packets
generated by the application layer. In our simulations, the packet payload
is very small. Thus, due to the energy overhead associated with sending one
packet irrespective of its size [181], we believe that this is a better indication
of energy-efficiency than to measure the total number of bytes sent.
When considering the overhead as a function of load we see that RWG
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Figure 11.6: Transmissions/packet vs. System load

RWG
Hypergossip

100

200

300

400

●

●

●

●

100

200

●

●

●

300

400

500

0

Transmissions / generated data packet

500

is hardly affected. This makes sense, since each packet behaves more or less
independently from all other packets. Hypergossiping on the other hand is
based on periodic beacons causing nodes to exchange information on their
respective messages. If the number of normal packets increases, then a
smaller portion of the total number of messages will be meta-information,
resulting in lower overhead. However, note that around this point the success
ratio and latency are prohibitive making this area less interesting.
As Figure 11.7 shows, for Hypergossiping, the shorter TTL, the lower
overhead. RWG overhead is, on the other hand, not sensitive to the choice
of TTL.

0

Time to live [s]

Figure 11.7: Transmissions/packet vs. Time to live
The final parameter we have investigated is the group size. This parameter serves two purposes, first of all, it is the basis of the definition of
delivery ratio and latency used in the evaluation (i.e. a message is deemed
to be delivered when it has informed at least “group size” nodes). Secondly
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it is a parameter to the RWG algorithm which uses this number to decide
when a message is k-delivered and thus stops spreading it.
We have already alluded to the fact that RWG has an advantage in the
fact that it can stop spreading messages when this condition is satisfied.
From this we would expect that as the group size increases the advantage is
lost and the performance is more like Hypergossiping. This is corroborated
in Figure 11.8. Since Hypergossiping does not use the group size parameter, its overhead remains constant independently of the group size. For
RWG, on the other hand, increasing the group size will mean that every
message will need to visit more nodes before it can be discarded, this will
increase the overhead as the group size increases. Still it is 70%-20% below
Hypergossiping for group sizes above 20.
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Figure 11.8: Transmissions/packet vs. group size k

11.1.5

Optimising Hypergossiping

We end the experimental section by returning to the rationale for changing
the default average hello-interval for Hypergossiping from 1 second to 10
seconds. This interval will affect all three metrics, delivery-ratio, latency,
and overhead. Intuitively, shorter intervals should result in lower latency,
higher overhead, and higher success ratio. However, for high loads, it is
not that clear. As can be seen in Figure 11.9, longer hello intervals can
be beneficial also for latency and delivery. What is the most optimal choice
clearly depends on the other system parameters. For this particular scenario,
everything above 5 seconds seems like a reasonable choice. However we have
also run tests with more sparse networks (not shown here), in which we could
see that too long hello intervals is hurting latency. Thus, we think that 10
seconds is a fair parameter for the comparison.
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Figure 11.9: Varying hello interval for Hypergossiping

11.2

Worst-case Latency of RWG

Beside the average-case latency that we investigated above, it is clearly also
interesting to look at the worst-case latency. We would also like to compare
the measured worst-case latency with the bounds derived in Chapter 9. To
do this we first have to change the scenario. Since the delivery ratio in the
experiment above was less than 100%, the remaining packets would have
needed more time to be be delivered. What we need is a scenario where
all the messages are delivered before the TTL expires and then consider the
worst-case latency of all the messages.
The next problem, if we want to compare with the theoretical results,
is that RWG is not easily proven to be Q-b-fair as defined in Section 9.3.3.
However, since the nodes running RWG can realise that a message is kdelivered and does not need to be further disseminated, the message queues
are actually very short in many cases. This means that for scenarios with
reasonable load, there is time for all the messages in the queue to be sent.
Therefore, we can approximate RWG with the ideal protocol introduced in
Section 9.3.2 that manages to send all messages at every encounter.
Area (m2 )
50 000
100 000
150 000
200 000
250 000
300 000
350 000


0.25
0.23
0.27
0.17
0.18
0.16
0.17

Delay [s]
18
30
51
44
65
64
76

Table 11.2: Delay expansion
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The scenario we have created is based in the Random Waypoint mobility
model with 50 nodes with radio range ≈ 24m, moving at a speed between 10
and 20m/s, and a pause time of 5 seconds. We created such trace files with
areas ranging from 50 000m2 to 350 000m2 and used the trace extraction
algorithm. The resulting delay expansion can be seen in Table 11.2, with
the second column showing the minimal least expansion achievable for the
delay shown in the third column. As an example, for an area of 250 000 m2 ,
if 10 nodes are informed at a some point in time, then it will take no more
than 65 seconds before those 10 nodes will meet d10 · e = d10 · 0.18e = 2
uninformed nodes.
Using the same method as in Section 9.3.4 we can now plot the theoretical
upper bound for the latency and the worst-case latency for RWG. We expect
the upper bound to exceed the measured latency by far for two main reasons.
First, the analytical model assumes that the message will only spread one
hop for each expansion delay period, whereas RWG will propagate quickly
in a connected partition. Secondly, the expansion delay given in the table
above is the worst-case found in the entire trace file, and it is assumed that
this will be the case at all times.
The simulation parameters for RWG were:
•
•
•
•
•

Simulation time: 2500s
TTL: 4000s
50 nodes
Group size 25 nodes
Load 0.5 packets/s

The rest of the parameters were the same as in the previous experiments.
In Figure 11.10 the results are shown. As expected, the upper bound is well
above the simulated results. Moreover, the gap seems to be increasing for
increased area (lower density). Note that the unevenness of the curves are
explained by the fact that there is no averaging here, we have taken the
worst-case of 10 runs in the simulation (also the theoretical upper bound is
based on analysing the trace files, leading to some random variation).

11.3

Implementation of RWG on Physical
Devices

Most ad hoc network protocols never leave the simulation stage since performing evaluations using physical testbeds is both time consuming as well
as resource demanding. It takes many people and devices to test properties
that can be easily tested in simulations (at least to the extent allowed by
the accuracy of the simulation environment). However, it is still worthwhile
to perform real-world tests even if they are of smaller scale. Simplifying assumptions that work in a simulated setting can turn out to quite problematic
to handle when they are violated.
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Figure 11.10: Worst-case latency
Our goal with implementing RWG on physical devices was to learn of
such problems as well as finding a way of reaching out to the community
working with disaster response to get their reactions and input to our work.
There are currently two implementations of RWG, one low-level implementation that uses Berkeley raw sockets and can be run on Linux and Unix
derivatives including Android devices, and one high high-level implementation in C++ that uses UDP sockets, currently run on the Symbian platform.
RWG is specified using an event-based formalism with high-level notions of
buffers and concurrency. Therefore, actual implementations requires further
design decisions and trade-offs for the particular platform and environment.
The work with implementing RWG on a Linux system is described in a Master thesis by Gustav Nykvist [159], and the high-level C++ implementation
is part of a master thesis project by Ekhiotz Jon Vergara [210].

11.3.1

Decentralised POSIT using RWG

The Portable Open Search and Identification Tool (POSIT) [84] has been
developed at Trinity College as part of the Humanitarian Free and Open
Source Software (HFOSS) project designed to help in the search for disaster
victims. The application keeps a database of finds with related information
such as name, coordinates, and photo. POSIT makes use of the added
capabilities provided by modern smart-phones such as GPS, camera, and
touch screen.
POSIT is implemented on top of Android [13] which is an open source
mobile platform with a Java-based API for accessing the services on the
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phone. In its original form, POSIT used a central server approach for synchronising data between the mobile devices. In order to increase the robustness of the system to make synchronisation possible even without Internet
connectivity, we have combined POSIT with the RWG protocol so that finds
can be shared among the devices in an ad hoc manner.
Since Android is basically a Linux system with a set of libraries and a
tailored Java virtual machine, it is possible to use the Linux implementation of RWG by compiling it for the target architecture. Figure 11.11 shows
the basic architecture. The POSIT and RWG executables run as separate
programs, POSIT as a Java program running on top of the Java virtual
machine in Android, and RWG as a native C application. These two processes communicate with each other using input/output pipes, which allows
messages to be sent and received asynchronously.
POSIT

POSIT

Pipes

Pipes
Android
runtime&services

RWG
Raw sockets

Android
runtime&services

Wifi driver

Raw sockets

Bionic Libc

Bionic Libc
Linux kernel

RWG

Linux kernel

Wifi driver

Wireless broadcast

Figure 11.11: RWG and POSIT on Android

11.3.2

Field Testing

Several tests and demonstrations were performed with the POSIT/RWG
platform where we could demonstrate that finds could be shared among
the devices using the RWG protocol. The most extensive of these included
placing finds on a 350 by 350 meter big area with five people walking to these
positions and recording the finds. This resulted in a mostly disconnected
network of mobile devices.
This experiment was performed at Trinity College and lasted for 18 minutes with 13 messages being sent. The result of the experiment was that all
but one of the finds were successfully delivered to the required number of
nodes (k=4) within the experiment time. The most probable cause that one
of the messages only reached 3 nodes is that the nodes holding the message
failed to discover the uninformed nodes in time. More details on the physical
setup are reported in [17].
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Lessons Learnt

During the process of implementing and testing the RWG implementations
we gained knowledge of the kind which is hard to write scientific papers
about, but still worthwhile to relate as these are issues that have to be dealt
with by anyone trying to implement a networking protocol on handheld
devices.
Access to Low-level APIs
When writing applications and protocols for personal computers and special
purpose embedded devices the programmer is basically free to work at any
level of the software stack. Although some operating systems have begun
to restrict the access to certain services, access can usually be granted by
user interaction. For handheld devices and cell phones the situation is quite
different. These devices stem from the telecommunication industry where
the tradition has been radically different in terms of control and openness.
The access to system services is strictly controlled and it is not possible to
install applications or system software at will.
From a security point of view, this is a plus. It makes it much more
difficult for malicious software to do spread and do harm to the system.
However, it also very much complicates the development of new communication protocols for these platforms. In our case there were three specific
services that we needed access to in order to implement our protocol on a
given device: (1) sending custom data packets through the wireless device
(2) listening to all the traffic (i.e., not just the packets addressed to that
node), and (3) configuring the wireless device to ad-hoc mode.
The third service is essential for the protocol to be run at all and we
have managed to do this for all the devices we have encountered. The first
two however, is not likely to be accessible for most consumer devices in the
market. Our low-level Linux implementation used the raw sockets which is
part of the Berkely API to send custom data packets, but this requires being
able to run the device in supervisor mode. Although getting such control of
the device is possible in some cases, it is not something that can be expected.
For the high-level C++ implementation we had to go through the IP stack
by sending UDP broadcast messages. This results in a very portable software
that could in principle run on any modern device. However, there will be a
cost in terms of added message size and latency.
Debugging
One of the problems we had with the physical testbed was actually to debug
problems that we discovered along the way. When developing protocols in
a simulated setting, it is fairly easy to add debug information in such a way
that one can follow what is going on in the network. In the case of real
devices, this turns out to be quite time consuming and complex. This is of
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course an old and well-known problem for distributed systems [145] which
we see an instance of here. In our case, using well-synchronised clocks and
time stamps of all events would have been of great assistance for assessing
the performance of the system.
Address Assignment
An unexpected issue that we encountered in the implementation of RWG on
real devices was the address assignment. The header of RWG is defined to
contain 32-bit address identifiers which is suitable for using IPv4 addresses
as identification. However, in a mobile ad-hoc network, one cannot expect
nodes to have been assigned unique IP addresses. There are basically three
solutions to the problem:
Using MAC Addresses Instead of using IP addresses as identifiers one
could use the MAC address of the wireless device. This is guaranteed to
be unique so there will be no collisions, and it is easy to retrieve from the
device. However, this means increasing the address field from 32 bits to 48
bits. Since there are three address fields in the message header, there will
be 48 bits extra for every packet (including signalling packets), resulting
increased overhead and energy consumption. If the bit vector length is
256, then this will result in roughly 7% larger signalling packets. Since the
protocol is designed for dealing with hundreds, possibly thousands of nodes,
one could claim that it is excessive to use those extra bits to support 281
trillion addresses. Even 4 billion nodes as supported by the 32 bit address
fields is clearly more than required by the protocol.
Randomly Select an Address Another approach would be to let each
node randomly choose an address and. This means accepting the risk that
two nodes choose the same address. With 32 bit address fields and 200
nodes, this risk is approximately 4.6 · 10− 6, which is acceptable. It is also
possible to add a mechanism to try to detect if an address is already taken,
and change address if this is the case. The problem with this solution is
not so much the risk of collisions as the unpredictability of which address a
node will get. What happens for example if the software on the node fails
and is rebooted, will the same address be used? Another concern is the
traceability, which node has actually sent what.
Generate Address From MAC The middle way between these two
approaches would be to generate a 32-bit address from the MAC address in
some predictable fashion (e.g. a hash function). The collision risk will be
the same as the previous approach, but the traceability and predictability
issues are dealt with. Thus, this seems like a preferable approach. Note that,
decreasing the address field further than 32 bits would not be appropriate.
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Using the same example as above with 200 nodes, but with 16 bit address
field gives a collision probability of 26%.
The simulations have given us grounds to believe that the protocol satisfies the design requirements stated in Section 8.1.3. The physical implementations have provided a proof of concept on two major mobile platforms.
Whether such a protocol cab be adopted as a standard component in future
mobile devices to be easily enabled in the event of a crisis is a question
outside the scope of this thesis.

Part IV

Epilogue
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“I’m afraid. I’m afraid, Dave. Dave, my mind is going.
I can feel it. I can feel it. My mind is going. There
is no question about it. I can feel it. I can feel it. I
can feel it. I’m a. . . fraid. Good afternoon, gentlemen.
I am a HAL 9000 computer. I became operational
at the H.A.L. plant in Urbana, Illinois on the 12th of
January 1992. My instructor was Mr. Langley, and
he taught me to sing a song. If you’d like to hear it I
can sing it for you.”
2001: A Space Odyssey

12

Conclusions

We have now reached the final part of this thesis. Having presented a number of different algorithms, analyses and experiments, it is time to consider
what this amounts to in terms of conclusions and insights. Let us revisit the
original hypothesis formulation as presented in the introduction and consider whether it is supported or not by the subsequent chapters. Our main
hypothesis that “network partitions do not constitute an absolute hindrance
for system availability” is naturally rather vague and not very controversial,
which is why we listed four concrete statements. We will now proceed to go
through each of these statements in light of the results we have presented.

12.1

Availability in Partitioned Networks

Acting optimistically by temporarily relaxing constraint consistency requirements pay off in terms of increased availability, for
the system even when considering the adverse effects caused by
reconciliation.
The fact that optimistic replication provides higher availability is fairly
clear per definition, but it is not equally obvious for systems with integrity
constraints. Our work shows that if reconciliation can be done at a high
enough rate, then the statement still holds. We have investigated different
approaches for increasing availability during network partitions for systems
with integrity constraints. Several protocols have been proposed and analysed both theoretically and experimentally. We could see that operationbased reconciliation is the best option when there are integrity constraints
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that are to be met. As we showed in the simulation studies, the state-based
algorithm Choose1 performs poorly compared to the operation-based algorithms. The reason of course being the large number of operations that
potentially need to be revoked by Choose1. The drawback with operationbased reconciliation is that one needs to be able to deal with side effects.
However this problem already has to be dealt with in a system that uses
operation-based replication.
We believe that the results provide strong support for our hypothesis
that data-centric applications can be made partition-tolerant by acting optimistically and letting a reconciliation protocol take care of sorting out inconsistencies. We have shown that with the help of such a protocol one can
achieve nearly 100% availability while still being able to restore full consistency. Unfortunately, the availability gained through optimistic replication
is only an apparent availability. Some of the operations that were optimistically accepted must be revoked later on. Therefore, in addition to the
classic availability metric, the number of finally accepted operations must
be considered when judging the benefit of optimistic replication. Also with
this metric, the optimistic replication approach wins given a fast enough
reconciliation rate.
To further test the hypothesis that optimistic replication is worthwhile
for data-intensive systems we implemented the reconciliation together with
an optimistic replication protocol in the CORBA middleware. This middleware does not provide completely transparent support for partition tolerance, since this is probably not possible for systems with strong consistency
requirements. However, the application writer only needs to provide explicit
integrity constraints, and figure out how to deal with revoked operations to
utilise this approach.
The overhead costs of the middleware add-ons are quite high. However,
they are not caused by the reconciliation protocol, but rather by the costs
of synchronous state-based replication. The Continuous Service protocol
could be combined with a more efficient replication and transaction scheme
too. Moreover, as we have shown in our experimental studies, the penalty of
acting pessimistically in presence of network partitions is much higher than
deemed necessary at first. Even a short period of disconnection can lead to
long periods of degradation due to group membership services taking a long
time to discover the new topology.
What we have not been able to show is that the method we use where the
application writer needs to supply all the appropriate integrity constraints is
really viable in practise. Since the reconciliation will result in a state which
is different from all the incoming partition states and where operations can
be revoked, it is important that the integrity constraints really capture the
semantics of which application states are acceptable. We believe that this is
not unreasonable, it requires a design-by-contract methodology that would
probably improve the overall reliability of the software. However, to really
know that this would work in a real setting, it needs to be tried.
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Optimising Reconciliation

Reconciliation of divergent replicas can benefit from utilisationbased protocols, and can be made to work in the background
while the system is operating.
In the ideal case, all operations that were accepted during degraded mode
could be kept in the reconciled state (leading to no revocations). However,
in that case, it can hardly be called optimistic replication anymore. For
systems with integrity constraints there will inevitably be conflicts. The
idea that these conflicts can be compensated using some kind of merge
procedure as in Bayou[202] is nice, but it doesn’t really solve the problem.
Any such logic that is incorporated in the merge procedure, could just as
well be encoded in the operation in itself. It is more likely that a conflict is
hard to solve automatically. Therefore, the user that performed the action
will probably need to be informed that the operation did not succeed. So
there will be a cost associated with every conflict. Therefore, one of the goals
of a reconciliation algorithm should be to minimise the number of revoked
operations.
A big step in this direction is to actually let the application semantics
decide what constitutes a conflict rather that relying on syntactic approaches
such as read and write sets. Moreover, we believe that utilities can be a
powerful way to further reduce the costs of the revocations. Our STWGEU algorithm managed to increase the accrued utility compared to the
STW-Merge algorithm that did not differentiate between operations. The
cost was an increased time to build the resulting state. The usefulness
of such a utility-based algorithm is dependent on the existence of relevant
utility metrics. Our approach lets the application designer decide what are
the most important operations to save, and which operations can be revoked
easier.
Since reconciliation can be rather time consuming we constructed the
Continuous Service (CS) reconciliation protocol, that is able to maintain
(apparent) availability of the system while the system reconciles. There are
some issues that must be dealt with such as ordering, but we have showed
that the CS protocol can guarantee client expected ordering of operations
as well as maintain constraint consistency.
Moreover, it is clear that the CS protocol can be used to achieve very
high availability since even the long running network partitions only cause
a very short period of complete unavailability. Unless the rate at which
reconciliation can be performed is very high, the CS protocol outperforms
the stop-the-world (STW-Merge) algorithm both in terms of apparent availability, as well as the number of finally accepted operations. We have not
compared the performance of the CS protocol with the STW-GEU. The
reason was that CS was built upon the same principle as STW-Merge and
we wanted to see the effect of a continued service protocol. However there is
no problem in using the mechanism from STW-GEU in a continuous service
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setting to obtain even better results.

12.3

Worst-case Latency in Intermittently
Connected Networks

It is possible to place an upper bound on the worst case latency
of message dissemination in intermittently connected networks.
In Chapter 9 we derived an expression for worst-case latency of broadcast in
intermittently connected networks. Thus, we have provided a constructive
proof that this is in fact possible to do. Part of the reason of why such
worst-case analyses have not previously been performed is the difficulty of
accurately characterising connectivity. Thus, we have also provided a way
to characterise the connectivity of dynamic networks. At least, to the extent
that lets us analyse the latency properties of protocols and focused on how
the capture the mathematical model from real traces.
We believe that the delay expansion could be used not just as a means of
deriving the worst-case latency, but also as a metric that measures the dynamic connectivity of intermittently connected networks. In contrast with
most connectivity metrics that consider the properties of the network topology at a given moment (or averages over a period of time), our model captures some of the dynamics as well as the connectivity at a given moment.
However, there are also limitations to the scope in which this can be done.
First of all, the delay-expansion function does not rule out adversarial mobility movements. This means that we must consider some very improbable
cases to really get the worst-case latency. Although this is exactly what we
intended (otherwise one would perform an average-case analysis), one might
be able to find tighter bounds for a given mobility model.
Still, we believe that our approach is a step in the right direction of
making intermittently connected networks more tractable for analyses other
than just probabilistic ones.

12.4

Message Dissemination Algorithms

New message dissemination algorithms for intermittently connected networks can be designed that provide better system
availability for situations with scarce resources compared to current protocols.
The availability of a system with mobile handheld devices will be affected
by a message dissemination protocol in two ways. First, the delivery ratio
of messages is a direct operation-based availability metric, and secondly the
overhead and thereby energy consumption of the protocol will affect the
lifetime of each node, thereby indirectly affecting availability of the service.
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We have presented RWG, a manycast protocol designed for intermittently connected networks with scarce energy resources. Such a protocol
could be useful in a disaster scenario, where the infrastructure is destroyed
or disabled requiring robust and efficient communication strategies. The
experimental evaluation has shown that RWG outperforms one of the most
relevant existing solutions considerably; e.g. decreasing overhead by an order of magnitude in situations with low load while still maintaining much
better delivery properties during high load. Moreover, by being able to keep
track of informed nodes in a space-efficient way, the protocol can reduce the
number of redundant transmissions (i.e., not having to send the message to
nodes that have already received it).
We cannot claim to have shown that RWG is better than all other protocols that could be used in MANETs. However, we have shown that it is a
good choice for disseminating data in disconnected wireless networks with
energy restrictions (e.g., disaster response networks) when the message is
intended to be received by a subset of the nodes. Moreover, we have shown
that the protocol can be used in combination with a search-and-rescue tool
for handheld devices, thereby to some extent demonstrating that it is practically useful.
Both the simulation-based studies of RWG as well as the analytical studies in Chapter 9 indicate that in order to achieve efficient message dissemination in intermittently connected networks, it is important to find ways to
make sure that the message is not propagated more than necessary. This
is not just a truism. The point is that we should accept the fact that messages are spread only to a subset of the nodes, and then rely on higher-level
mechanisms such as quorum protocols to fulfil application requirements on
consistency. The cost of having to reach all the nodes in these kinds of
networks is simply too high.

“Time discovers truth”
Lucius Annaeus Seneca

13
Future Work

There are of course many ways to improve and build upon the work in this
thesis. At every step in the process where we have made a design choice
or some restricting assumption, there is the possibility of opening up and
investigating the different options in more detail. We will now consider some
of what we consider to be the most interesting tracks for further study.

13.1

Constraint Consistency in Intermittently
Connected Networks

In some sense, we have considered the problem of consistency in partitioned
networks from two opposite directions. First, by setting a strict requirement on constraint consistency and investigating how frequent and durable
partitions the system can handle. Secondly, by setting the connectivity
properties to the worst possible and investigating how well we can achieve
message dissemination, i.e., enabling replica consistency but not constraint
consistency.
So an obvious extension for future work would be to try to see to what
extent it is possible to introduce constraint consistency in the kind of very
disconnected networks that we looked at in part III of the thesis. It seems
clear that the very high level of consistency as required in part II cannot be
achieved, but maybe there are reasonable trade-offs to be made.
Obviously, the group membership and group communication services
that we rely on in this work is hard to achieve in MANETs. Moreover,
if changes occur more often than is required for reconciliation to finish, then
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our approach would not work even in the static setting. Probably, one cannot expect to maintain the same degree of eventual consistency that we are
able to guarantee.

13.2

Security Considerations

Throughout the thesis we have assumed that all the participating nodes
and actors are honest and cooperative. That is, they will follow the protocol
specifications and will not try to misuse the system for their own benefit. We
have accounted for the fact that faults can happen, but only those kinds of
faults that lead to a node not responding. We have excluded the possibility
of the node responding with malicious intent.
Lets for a minute consider the implications of having malicious and/or
selfish nodes in the system, what are the possible security threats? Typically,
security threats are categorised as affecting availability, data integrity, or
confidentiality. The latter of these requires authentication and encryption
mechanisms that to make sure that only authorised actors can access the
data. This is in some sense orthogonal to the problems presented in this
thesis (although encryption key distribution in partitionable networks is a
challenge), so we will not dwell more on that subject. Similarly, integrity
is usually best solved using signatures, which again relies on cryptographic
methods. As for the availability threats, lets consider them in our two main
contexts.

13.2.1

Reconciliation Algorithms

Imagine a node that wants to cause as much disturbance to the system as
possible. Such a node can easily fool the group membership system into believing that there is a network partition, and when later pretending to rejoin
the network send very big logs of operations that is likely to cause many
revocations of the real operations. The problem is similar with a simple nonmalicious node crash and subsequent rejoin. Our current implementation
would then initiate a reconciliation procedure. A reasonable way forward
would be to combine a majority partition approach for cases when small
parts of the system become disconnected with our optimistic approach for
cases when there is no majority.
Finally, note that a centralised reconciliation server is a vulnerability
from a security perspective. If this is compromised, then the attacker has
full control of data as well as what the remaining replicas will respond to
clients during the reconciliation phase.

13.2.2

Random Walk Gossip

Unfortunately, as we have seen in the aftermath of recent events, disasters
also bring looting, fraud, kidnappings and other malevolent behaviour. In
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case of man-made disasters and emergencies, the risk of such acts is even
bigger (e.g., terrorist attacks). So it is important to consider to what extent
protocols for such scenarios are resilient to attacks. In the case of the RWG
protocol, there are weaknesses of the protocol that could be exploited. We
can consider two basic types of possible attacks: black-hole attacks and
resource drainage attacks.
In a black-hole attack a malicious node will try to hinder messages from
being successfully disseminated by convincing the surrounding nodes that
it will (or already have) take care of further spreading the message. In
RWG this can be done for example by misusing the informed vector or by
convincing surrounding nodes that it will be the next custodian of a given
message.
In a drainage attack an attacker will try to make the nodes in the network
consume as lot of resources (i.e. bandwidth and energy) as possible by
unnecessarily sending messages. This can be done in RWG by triggering
the waking of messages, or by flooding the network with packets having a
large value for k.
So what could be done in order to strengthen RWG to better handle
attacks? Due to the dynamic nature of MANETs, it is difficult to filter away
bad traffic. Specifically, since there is no way to make sure that node are
properly identified, an attacker can easily spoof packets. There are measures
that could be taken to reduce the effects of the attacks. Unfortunately,
this would also affect the protocol performance during non-attack periods.
So in order to not be unnecessarily careful, some attack detection system
would be needed. As part of an ongoing project, we are investigating such
an approach where attack mitigation is enabled upon the triggering of an
anomaly detection agent.

13.3

Algorithm Improvements

Some of the algorithms that we have proposed have to some extent been
simplified to allow them to be explained, specified and analysed in a reasonable fashion. However, there are ideas for improvement that we have not
been able to test yet.

13.3.1

Improved Reconciliation Ordering

The STW-GEU algorithm is the only one in this thesis that tries to optimise
the replay order of operations to reduce the number of revocations. As
we discussed in Chapter 2, there are several approaches that try to use
graph algorithms to reduce the conflict rate [61, 174]. These ideas could be
combined with the semantics that are encoded in integrity constraints.
One such approach that would be interesting to evaluate is to estimate
the probability of future violations for an operation using the following estimation. First, at any given time point during the reconciliation, count the
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number of operations that have yet to be reapplied and that are associated
with a constraint that depends on a given object. In the example of Figure 13.1 the solid lines show the objects involved in a constraint, and the
dashed lines show the constraints that need to be checked for a given operation. The count for object 1 is 2 since operations 1 and 2 are conditional
on the value of object 1. The same holds for Object 2, whereas the count is
1 for objects 3 and 4.
Object 1

Object 2

Constraint 1
Operation 1

Object 3

Constraint 2

Operation 2

Object 4

Constraint 3

Operation 3

Figure 13.1: Relationship between objects and operations
Thus, there is less risk in performing operations that update objects 3
or 4 compared to operations that update objects 1 or 2.

13.3.2

Distribution of Reconciliation Server

Although the CS reconciliation protocol is a distributed algorithm that does
not rely on any single node, it is based on a centralised idea. For every
reconciliation round one reconciliation manager is elected to perform the
reconciliation process. There are a couple of disadvantages to this. First,
one node might not have enough resources to reconcile operations in a high
enough rate (handling rate). Secondly, this requires the transfer of state
between nodes. If the state is very large then this would be infeasible.
The problem of resource restrictions at the reconciliation manager is interesting. One approach would be to let the original primary for each object
take care of reconciling operations for that particular object. However, since
the reconciliation algorithm must make sure to check integrity constraints
for each operation, the whole reconciliation procedure would have to be synchronised over all participating nodes. Therefore, it is not certain that there
would be any improved performance at all. Given the fact that integrity constraints then would have to be checked on remote nodes instead of locally an
improvement seems unlikely. However, the work could be split for objects
that are independent of each other with regards to integrity constraints.
This is illustrated in Figure 13.2.
Objects 1 and 2 are independent of objects 3 and 4. Therefore one could
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Object 1

Object 2

Constraint 1

Object 3

Constraint 2
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Object 4

Constraint 3

Figure 13.2: Independent objects
divide the work between two reconciliation managers that work independently of each other.

13.3.3

Random Walk Gossip

Apart from the possible security modifications presented above, there some
other adaptions that could potentially improve the performance of RWG.
Queues and Prioritisation The RWG protocol does not have a notion
of message queue. The protocol formally treats all messages in the buffer
completely independently of each other. When the protocol is to send a
given packet, it is scheduled at a certain send time. Still, in reality messages
are not independent since they have to share the same physical hardware
and medium. This means that the packet might not be sent at the time it
is scheduled. Instead, it will be put in the queue of the underlying Media
Access Control (MAC) protocol. So in practise there is still a queue, and the
order of the messages will be the same order in which they where scheduled
to be sent (which is randomly selected at each time) but delayed.
Rather than having the queue in the MAC layer, it would make sense to
make the queue explicit and have a proper policy for maintaining the queue
and the order of the messages in it. There are many possible queueing policies that could be explored in such a context, taking into account parameters
such as utility, time to packet expiry (cf. EDF in real-time scheduling), number of nodes informed by the packet etc.
As could be seen in Chapter 9, the worst-case latency is highly affected by
the worst-case queue-length of the system. Thus, if one could find some way
of bounding queue length in RWG, this would be very good for predictability
of the delivery latency. The simplest way to guarantee bounded queue length
is by considering the system load and packet life time. However, for a
protocol such as RWG, this is overly pessimistic. It would be possible to
exploit the fact that RWG can discard messages as soon as they are kdelivered also when calculating the worst-case queue length. Moreover, some
of the different queueing policies mentioned above could help in (at least
probabilistically) determine worst-case queue lengths.
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Vaccines As shown in a number of experiments for epidemic algorithms
[190, 229], sending a vaccine message throughout the network when a packet
is delivered to its destination can significantly improve performance. The
vaccine message solves the problem of already delivered packets clogging up
the network so that the new undelivered packets are not treated.
In RWG there is a variant of the vaccine messages, namely the “be silent”
messages that are sent out when a node realises that a message is k-delivered.
However, the BS message is only sent one single hop. A possible extension
to this mechanism would be to create lists of recently k-delivered packets
which can be sent out in the network. These lists can also be piggybacked
on normal traffic, thereby not increasing the overall load too much.
Very Large Networks One of the key benefits of RWG is the ability to
stop disseminating a message once it has reached k delivered nodes. However, the mechanism with which this is done more or less assumes that nodes
do not wander away to constantly meet new nodes. The problem is that all
nodes that have seen a message must also be told when the message is kdelivered, otherwise the message will keep being disseminated. This would
probably occur if RWG were to be deployed in a network with tens of thousands of nodes, but with a small value for k. It is likely that a message would
reach many times more than k nodes before all the nodes stop propagating
it. The next question is if there is a way to reduce this overhead without
reducing the success ratio of the protocol

13.3.4

Trace Extraction

The trace extraction algorithm we presented at the end of Chapter 9 can
be improved in terms of quality of the results as well as the running time
performance. At the moment the algorithm outputs one single delay expansion for the entire time of the mobility traces. It would be interesting
to investigate how one could extract more fine-grained information of the
connectivity as it varies over time.
The running time of the algorithm is not very good. We have not performed extensive evaluations in this regard, but analysing a trace file with
50 nodes can take several minutes. We believe that there are several optimisations that can be done to improve the running time considerably.

13.4

Connectivity Modelling

Being able to characterise and describe the connectivity of a system is of
great importance both for research and in potential application areas. The
pattern in which nodes connect with each other can be extremely different
for different applications, and it very much affects the behaviour and performance of communication protocols. Ideally, there would be some math-
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ematical construct that was powerful enough to allow for analytical studies
as well as simulation-based studies based on the same underlying concepts.
So far, the most common notion of describing connectivity of intermittently connected networks have been the average time between meetings for
every pair of nodes in the system. This has indeed been a powerful metric, but has its limitations, specifically, in a network with heterogeneous
mobility, it will not be very useful.
We have proposed a slightly stronger metric in the delay expansion that
takes into account more complex connectivity patterns. However, we can by
no means claim to have solved the bigger problem of finding a language to
describe connectivity in a dynamic network. We believe that this is a very
interesting direction for research.
Of course, given the diversity of scenarios this can be very challenging.
For example, we have only considered the case where node mobility is independent of the traffic. However, in reality, this is not likely to be the
case. The traffic in the network, which is clearly dependent on the mobility
model, will affect the decisions made by the actors, which will change their
movements based on the information they receive. Thus, there is a circular
relationship of the traffic and mobility. Possibly, there is no general way
to describe connectivity in such complicated cases, rather each application
would have to be described by its own premises.

Appendix
Proof of Theorem 7
Given a space-time connected model C for which D(, s) is defined, and an ideal protocol I, for any integer 1 ≤ k ≤ d · se,
TI (s, s + k) ≤ D(, s).
Proof. Consider any space-time connected model C and any run r of I where
there is a time t when exactly s processes are informed of a given message
m. Let S be this set of informed processes. From Definition 22 we know
that the D(, s)-neighbourhood at time t is a graph with least neighbour
expansion of at least . Therefore, by Definition 20, S will have at least  · s
neighbours outside S in this D(, s)-neighbourhood graph, and thereby at
least d · se neighbours since  · s is not necessarily an integer. Moreover,
since k ≤ d · se, there will be at least k such neighbours. Considering
this D(, s)-neighbourhood, we see from Definition 21 that these neighbours
will appear some time during the interval [t, t + D(, s) − Tm ]. By property
(3) of the ideal protocol, each process in S will send the message m at all
times in this interval, and by property (2) all their neighbours will have
received the message by the time t + D(, s), which means that at least
s + k nodes are informed of m at that time. Since we considered any run
of I, by Definition 23 the spread time TP (s, s + k) is no larger than δ(r) =
t + D(, s) − t = D(, s).

Proof of Theorem 8
For any protocol P and any connectivity model C such that
TP (s1 , s3 ) is defined, we have TP (s1 , s3 ) ≤ TP (s1 , s2 )+TP (s2 , s3 ),
where 1 ≤ s1 < s2 < s3 ≤ |V |.
Proof. By Definition 23, there will be at least one run of P in which there
is a point t1 at which s1 nodes are informed and within TP (s1 , s3 ) of which
s3 nodes are informed. Consider any such run r, and let t3 = TP (s1 , s3 )
(i.e., the first time point when s3 nodes must have been informed). By the
assumption of our system model, there is also a time point t2 , t1 < t2 < t3 ,
where exactly s2 processes have been informed. By Definition 23 we have
that t2 − t1 ≤ TP (s1 , s2 ) and t3 − t2 ≤ TP (s2 , s3 ). Adding these inequalities
we get: t2 − t1 + t3 − t2 = t3 − t1 = TP (s1 , s3 ) ≤ TP (s1 , s2 ) + TP (s2 , s3 ).
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Proof of Theorem 9
Let D and  be positive real numbers and s, k integers where
1 ≤ k ≤ dse. Given a a Q-b-fair protocol P , and a spacetime connected model C for which D(, s0 ) ≤ D for all s0 ∈
[s, s + k], the spread time from
l ms informed nodes to k new nodes
TP (s, s + k), is bounded by

Q
b

· D.

Proof. The proof will be done in three steps. (1) First we will show that
for any interval of length D, where there are between s and s + k informed
nodes at the start of the interval, the number of send opportunities for all
informed nodes will be at least b · k. (2) Wel will
m then derive the number of
send opportunities in any interval of length

Q
b

· D. (3) Finally, by relating

the number of send opportunities with the number of successful sends (i.e.,
resulting in one more informed node), we can show that in that interval
there will be at least k successful sends.
(1) Consider any space-time connected model C with D(, s0 ) ≤ D for
all s0 as described in the theorem, any Q-b-fair protocol P , and any interval
starting at some time t with length D such that for any run of P , the
number of informed nodes at time t is between s and s + k. Since the
theorem assumes that there are at least s informed nodes, at least one such
interval must exist. By Definition 22, and the fact that the expansion delay
cannot get worse for set sizes larger than s, the D-neighbourhood of C at
time t is a graph whose least neighbour expansion is at least  for all sets
of sizes s to s + k. By Definition 21, this means that for at least  · s of
the informed nodes, there will be some topology Gi where they are adjacent
to uninformed nodes. Since the number of informed border nodes must be
integer, there are at least d · se ≥ k such nodes. By property 1 of the Q-bfair protocol, this means that any such node will have b send opportunities.
So in total, there will be at least b · k send opportunities.
(2) Now consider any run of P where at some
l mtime t there are s nodes
informed. We will now show from t to t0 = t + Qb · D there will have been
at least Qk send opportunities. We restrict our attention to the runs where
there are no more than s + k informed nodes at time t0 (as in the other case,
at least k nodes have been informed and there is nothing left to prove). By
the first step of the proof, we know that any sub interval of length D in [t, t0 ]
will result in at least b · k send opportunities. So the total number of send
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opportunities o during the interval [t, t0 ] will be:
 0

(t − t)
o≥
·b·k
D
l m

 Q · D
 b

·b·k
=
D
 
Q
=
·b·k
b
Q
·b·k
≥
b
= Qk
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(1)

(3) Finally, for the same runs selected under (2) above, we will now
connect the number of send opportunities with the number of new informed
nodes. By property 2 of Q-b-fair protocol, having Qk consecutive send
opportunities for a message m during some interval of time means that
there will be at least k send(m) actions. By property 3, all those send
actions will also result in a new informed node.
l m
Thus, we have shown that, starting from s nodes, during the time Qb ·D
at least k more nodes have been informed. Since we considered any run of
P , we know that this is true for all runs, landmtherefore by Definition 23, the
worst-case spread time is TP (s, s + k) ≤ Qb · D.
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Proof of Theorem 10
Let D and  be positive real numbers and s, k integers where
1 ≤ k ≤ d(n − s + 1)e. Given a Q-b-fair protocol P , and a
space-time connected model C for which D(, n − s0 ) ≤ D for all
s0 ∈ [s − k, s − 1], the spread time from l
s −mk informed nodes to
k new nodes TP (s − k, s) is bounded by

Q
b

·D

Proof. This proof is largely identical to the previous proof, so we will be
slightly less verbose in the presentation. Consider any space-time connected
model C according to the theorem, any Q-b-fair protocol P , and any interval
starting at some time t with length D such that for any run of P , the number
of informed nodes at time t is between s − k and s − 1. By Definition 22,
and the assumption in the theorem, the D-neighbourhood of C at time t
is a graph whose least neighbour expansion is at least  for all sets of sizes
n − s + 1 to n − s + k, which is exactly the range of the possible number of
uninformed nodes. By Definition 21, this means that for at least (n − s + 1)
of the uninformed nodes, there will be some topology Gi where they are
adjacent to an uninformed node (and vice versa). Since this number of
nodes must be integer, there is at least d(n − s + 1)e ≥ k such nodes. By
property 1 of the Q-b-fair protocol, this means at least k informed nodes
will have b send opportunities. So in total, there will be at least b · k send
opportunities.
l m
Similarly to the proof of Theorem 9, during the interval t0 = t + Qb · D
the number of send opportunities will be at least:

 0
(t − t)
·b·k
o≥
D(, s)
(2)
≥ Qk
By properties 2 and 3 of Q-b-fair protocols this means that there will be
a at least k new informed nodes during this time period. Having considered any run of P , we know that this is true for all runs, and
l mtherefore by
Definition 23, the worst-case spread time is TP (s − k, s) ≤ Qb · D.
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Proof of Theorem 11
Given a graph G = (V, E), n = |V | and an all-multicommodity
flow assignment of size δ (according to Definition 25), for every
node x, let Fx be the number of flows such that |fi (x, y)| > 0 and
let Fmax = max(Fx ). Then for every set S ∈ V , |S| = s ≤ n/2,
the least neighbour expansion is:
e(G, S) ≥

n−s
Fmax

Proof. Consider any cut U (i.e., set of edges) in the graph that partitions
the graph into two sets S and S = V \ S, where we can let S be the smaller
of the two sets. Clearly, the total flow going through the cut is
X
|fi (x, y)| = |S||S|δ
(3)
∀i,∀(x,y)∈U

Now consider the set Γ(S) \ S which are all the nodes in S with neighbours
in S. The sum of flows going through Γ(S) \ S must be less than or equal
to |Γ(S) \ S| · Fmax · δ. Since the flow through the cut must be less than or
equal to the total flow through Γ(S) \ S we have:
|S||S|δ ≤ |Γ(S) \ S| · Fmax · δ
Rewriting (remember that |S| = n − s):
|Γ(S) \ S|
n−s
≥
|S|
Fmax

(4)

The same reasoning for the flow through Γ(S) \ S gives:
|Γ(S) \ S|
n−s
≥
|S|
Fmax

(5)

Putting together Definition 20 with inequalities (4) and (5) gives the desired
expression.
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