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Abstract

The Aim of this thesis is to implement the ―Opportunistic DTN Routing with
Window-aware Adaptive Replication‖ (ORWAR) protocol on the Android
platform.
Delay-Tolerant Networks (DTNs) are particular mobile ad-hoc network
(MANET) architectures that try to solve the issues related to the lack of point
to point connectivity between the nodes of the network or between its subnetworks (partitions). The general approach is based on techniques of storecarry-forward of the messages whereby delivery can be achieved even in
partitioned networks, though with mobility-dependent delays.
DTNs can be considered as a means of communication for scenarios where
infrastructure-based networks cannot be deployed or get dysfunctional for
some reasons, such as in the case of a natural disaster or highly overloaded
infrastructure.
ORWAR is a DTN protocol that tries to exploit knowledge about the context
of mobile nodes (speed, direction of movement and radio range) to estimate
the size of a contact window in order to avoid the energy waste deriving from
partial transmissions.
This report presents the design and the implementation of the protocol on the
Android platform. It then describes some functional tests together with an
analysis of the energy consumption and the performance reachable on our
test device Android Development Phone 1.
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Chapter 1

Introduction

This report will present the results of a master thesis work that was
performed at the Department of Computer and Information Science (IDA) at
―Linköpings Universitet‖ in 2010 under supervision of Simin Nadjm-Tehrani,
and is in partial fulfilment of a Master´s Degree in Computer System
Engineering at ―Università degli Studi di Catania‖. The study focused on
problems which are typical of embedded systems and network protocols,
drawing from concepts of real-time systems when dealing with scarce
resources (bandwidth, memory, energy).
In the following paragraphs we will present the background and the purpose
of the thesis, while all the details about its realization and obtained results
will be presented in the forthcoming chapters.

1.1 Background

Nowadays wireless communications are very popular and, in many cases,
essential to exchange information among people because they are more
practical than traditional wired networks; but most of the common
technologies used rely on infrastructures such as wireless routers as in the
case of WLAN (Wireless Local Area Network) or cellular infrastructures in
mobile communications (GSM, UMTS, etc)
The reliance on physical structures is a limiting factor for these networks; in
fact, they can become unusable if the physical infrastructures are damaged or
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get overloaded, like in case of sabotage or in more extreme cases such as
environmental disasters (earthquakes, floods, etc.).
In recent years, the advent and the mass marketing of devices with Wi-Fi
connectivity, enabling wireless point-to-point connections between devices,
has created an interest on those types of networks called Mobile Ad-Hoc
Networks (MANET). A MANET is a self-configuring network formed of
mobile nodes that do not need a central router or any central infrastructures
to work, because the nodes themselves are a kind of mobile routers free to
move and establish wireless connections with other nodes.
In recent years, a specific type of networks, called Delay-Tolerant Networks
(DTN) has been identified in the area of the intermittently connected
MANETs.
Also known as Disruption-Tolerant Networks, DTNs are able to provide a
more reliable communication in networks characterized by a lack of end to
end connectivity for arbitrary periods of time. In this type of network the
normal routing protocols based on packet switching fail, due to the
impossibility of tracking a path between sender and receiver at the moment
of packet routing [1].
The lack of advance knowledge about the route of the packet is overcome by
using a ―store-carry-forward‖ approach; packets are passed from node to node
in the hope that sooner or later one of the nodes in the chain will meet the
node addressee of the message. In order to increase the chance of delivering a
packet to the final destination, some protocols use a replication system that
involves the forwarding of multiple copies of the message to the other nodes of
the network.
DTNs are intended to be used in disaster scenarios and they may be useful
not only in the simple exchange of information, but also for the coordination
of research teams engaged in the search and rescue of survivors.
Although there are other types of technologies that can cope with this kind of
situations, such as satellite technology, the use of short-range wireless
connections (Wi-Fi, Bluetooth) appears to be far more convenient and
affordable for everyone, due to the extensive presence of these technologies on
computers and mobile phones. We envisage the complementary use of many
different technologies, including rapid deployment of 3G antennas, TETRAstandard solutions created for blue light responders, etc.
In the field of Delay-Tolerant Networks ORWAR (Opportunistic DTN Routing
with Window-aware Adaptive Replication), a resource-efficient protocol for
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opportunistic routing, was presented in 2008; more details about the protocol
will be presented in chapter 2 of this report.

1.2 Motivation
The authors of ORWAR motivate the use of DTN routing protocols by
imagining city-social scenarios, or disaster environments. For example,
consider the case of a rescue team engaged in the recovery of survivors after
an earthquake or a tsunami that has made normal cellular network
unusable; the ability of quickly creating a network for the exchange of
information might play a vital role in coordinating the rescue. In these cases
the possibility of using common devices which are widely available among the
population and battery-powered, such as mobile phones, smartphones or
PDAs, to send an SOS might help to save lives. From here, and from possible
uses in other scenarios, derives the idea of implementing the protocol on
mobile devices such as smartphones.
So far the protocol has been implemented only on simulation environment
such as ONE [2], and NS-3 [3], but not on real devices.
The development of a real prototype of this protocol will give us the
possibility to figure out the possible difficulties and limitations related to the
use of the protocol in a real environment, and will also allow us to test it on
the field with real devices.
Considering the rapid growth of Android OS in the smartphone market and
the fact that the code of the system is open-source, make Android an ideal
platform for our purpose.

1.3 Aim and goals
The aim of this master thesis is to implement the main functionality of the
ORWAR protocol on handsets running Android OS in order to figure out
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whether and how the protocol can be ported on systems with limited
resources.

Therefore the goals of this thesis are:


Implementing the ORWAR Protocol on the Android platform;



Developing a chat-like application in order to test the operation of the
protocol;



Making an assessment of the energy consumption of the protocol on
our test device;

In addition to the goals mentioned above we also analyzed:


the issues related to memory constraints, finding a safe upper bound
for message buffer size on our test device;



the maximum load that can be handled by our test device;



the issue related to the lack of a flow control;



the relationship between performance and the value of the Time-tolive (TTL) and the Known Delivered Messages buffer size, underlining
some implementation bottlenecks;

When we started working on this project a new version of the protocol with
fragmentation was under progress. However, the current implementation of
the ORWAR protocol does not provide this feature but, our design has been
created to be able to add this feature later.

1.4 Report structure
This dissertation consists of six chapters, the following is a brief summary of
their proposed content.

Chapter 2: ORWAR Protocol. This chapter presents the functioning of the
protocol giving all the details relevant to understanding the features in this
thesis project.
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Chapter 3: Android. The main features of the Android OS are presented
together with a technical description of our test devices.

Chapter 4: Design decisions. This chapter focuses on the preliminary aspects
that were evaluated before the implementation phase; choices about the
programming language and the transmission technology to be used are
discussed in this chapter.

Chapter 5: Protocol implementation. The architectural design and all the
details about the protocol implementation are explained in this chapter.

Chapter 6: Functional Tests on Android handsets. In this chapter some
results of the functional tests made are presented in order to show that the
implementation works properly.

Chapter 7: Bottlenecks analysis and Energy consumption estimation . Here
we focus on how scarce resources (memory, CPU, energy) are used by the
protocol, underlining possible constraints and bottlenecks arising from them
in reference to the results obtained with our tests device. The last section of
this chapter presents an estimation of the energy consumption of the protocol
always with reference to our test device.

Chapter 8: Conclusions and Future works. This chapter lists the limitation of
this protocol implementation and also includes my personal considerations
about the general operation of the protocol. It also provides a guide to some
possible future improvements on the implementation of this protocol.
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Chapter 2

The ORWAR Protocol
This chapter presents the main features and the functioning of the protocol.
For a more exhaustive explanation, please refer to the original description of
the protocol [4].

2.1 The idea behind the protocol
ORWAR is an opportunistic routing protocol for DTN networks that performs
an intelligent management of forwarding based on estimation of the contact
window between mobile nodes in order to minimize power consumption. The
sending of the messages is subject to the size of the largest transmittable
message. This helps to avoid sending messages that, due to a lack of
sufficient contact time between nodes, would result in a partial transmission
and therefore in a waste of energy. This value is calculated by exploiting the
exchanged information on node motility, such as speed and node position.
The protocol is defined as purely opportunistic because no knowledge about
neighbourhood peers, meetings schedule and messages arrival rate are
assumed; therefore the decision of sending or forwarding a message is taken
during the contact between nodes.
In order to cope with the uncertainty about the contact schedule between
nodes and to increase the chance that at least one copy of the message will be
delivered to the final destination, like some other DTN protocols, ORWAR
uses a controlled replication approach, which consists in the propagation of a
limited number of copies over the network. Copies to be sent are chosen
according to a selection scheme that uses as discriminating parameter the
utility/size ratio, where utility is a parameter assigned by the user for each
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initiated message. This is a global concept with a network-wide unit of
measurement (e.g. it may be derived from a generally agreed preference for
certain types of applications over the others).

2.2 Key features
The protocol is based on two basic concepts: the calculation of the contact
window to minimize partial transmissions and a data management based on
the concept of message utility. The two concepts are explained in detail in the
following paragraphs.

2.2.1 Contact window

Consider a scenario where mobile nodes can communicate via wireless
transmissions; normal terrestrial low-power radio transmissions also have
limited radio range in which the signal is received and decoded. As long as
the ranges of two nodes do not fit, nodes will ignore the presence of other
nodes nearby. A contact occurs when the nodes are at a distance where radio
waves can be properly received, this distance is precisely the radio range.
When two nodes meet, they remain in contact as long as they remain in their
respective ranges; knowing the respective positions, the speed and the
direction of movement of the nodes, it is possible to estimate the duration of
this contact. The calculation is based on instantaneous data and it should be
repeated for each new contact between the nodes.
By knowing the duration of the contact window (tCW) and the data rate of the
network, it is possible to calculate the size of the largest transmittable
message (

) during a contact as:

The value of tCW can be calculated as:
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the radio ranges, the difference
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and

respectively,

is the relative speed between

is the angle between the relative speed and the line

connecting the two nodes at the moment of the contact as illustrated in
Figure 1.

Figure 1 - Contact window estimation [5]

Many assumptions have been made by the authors concerning this formula
such as «...our nodes are confined to a 2D space, the radio ranges are perfect

circles and no signal obstruction, diffusion or scattering occurs. Under these
assumptions nodes will be in contact as long as the distance between them
will not exceed the minimum radio range min(ri, rj) ...» [5]. They have also

CHAPTER 2. THE ORWAR PROTOCOL

16

made some considerations about the accuracy or the limitations of the
protocol as reported in the published paper: «... mobility implies that nodes

can change speed or movement path during a given transmission. If the
actual contact window is different from calculated tcw then it is possible that
the transmission of some selected message will fail or the selection is
suboptimal.
Although these cases cannot be avoided, calculating the ﬁttest message to
relay is by far a better solution than randomly taking any. Moreover, in some
scenarios, e.g. in a city where nodes (cars, pedestrians) have mostly
rectilinear trajectories (given by streets) we expect that velocity will be
mostly constant for the short interval of the contact. » [5].
This knowledge is used in order to make better forwarding decisions in order
to avoid the sending of those packages that, being larger than

, would

lead to a partial transmission of data.

2.2.2 Message replication and resource allocation
Many DTN scenarios depend on mobile nodes that may have limited
resources so their allocation plays a fundamental role in such kind of
protocols. The ORWAR approach to this problem is to differentiate messages
according to their ―utility per bit‖ value. The protocol identifies three utility
levels, although this number is irrelevant and can be changed depending on
the cases; the utility of a message is a parameter that is not set by the
protocol but it comes with the message itself.
According to this policy, messages with the best utility per bit ratio are first
selected to be sent from the buffer. On the other hand, when space for new
messages is required, messages with the least value are removed first (Figure
2).
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Figure 2 - ORWAR queue [5]

The protocol classifies messages into three priority classes according to their
utility. They receive a higher or lower initial number of copies depending on
their priority level as shown in Table 1, here L is the replication factor and it
is a parameter of the protocol together with

; in this way more chances to

reach the final addressee are given to messages with higher utility.
In order to ensure that the copies of a message over the network do not
exceed the value initially determined, at each meeting the node forwards half
of the copies, keeping the rest for itself; the node that receives the copies
becomes a ―custodian‖ and it will forward them to the other nodes following
the same procedure.

Priority class

Initial N of messages

High (utility 3)
Medium (utility 2)
Low (utility 1)

Table 1 – Initial message copies ( and

are protocol parameters)

CHAPTER 2. THE ORWAR PROTOCOL

18

2.3 The algorithm
Two structures are used by the protocol:


A queue of messages (hereinafter called message buffer) that contains
all the messages created by the node and addressed to other nodes
together with message copies received from other nodes that have to
be forwarded over the network or delivered to the final addressee; the
queue is ordered by ―utility per bit‖.



A record of ―known delivered messages‖ (KDM) that keeps track of
those messages that have been delivered to the final addressee and
that can be removed from the buffer of the nodes. This record is
exchanged at each meeting in order to spread the knowledge about the
status of the messages over the network, allowing nodes to clean their
buffer to avoid wasting of memory. The size of KDM is also kept to a
minimum using the Time-To-Live of the messages; that is, expired
messages are removed from the buffer.

The algorithm can be divided into six main phases:
1. Neighbours discovery: during this phase the node signals its presence
to any other neighbouring nodes; when a node is found the message
exchange procedure will start.
2. Location and KDM Exchange: when a new neighbour node is
discovered the nodes involved start the protocol by exchanging
information about the movement, the location of the node and their
respective KDM records. The information about nodes includes speed,
direction, radio range and coordinates. The nodes update the
information on their local KDM using the record received from the
other node and they remove from their buffer all the messages that
are known to be delivered and/or with expired TTL.
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3. Contact window computation: the nodes using the information
received compute the contact window and therefore the size of the
largest transmittable message (smax) as we have seen before.
4. Direct delivery: during this phase the node tries to send all those
messages which are in its queue and are addressed to the node just
met; only the messages that are smaller than smax are sent and after
every sending the value of smax is updated. The sending of messages
will continue until the size of the data transmitted is smaller than smax.
Every time that a message is delivered to the final addressee an ACK
message is sent back.
5. Forwarding to custodian: if there is still time, i.e. the amount of data
sent during the direct delivery was less than smax, the time elapsed can
be used to send copies of those messages for which the number of
remaining copies is greater than one.
6. Message receiving: (parallel activity with message sending) it involves
the receiving of data messages and ACKs; each time a data message is
received and the node is the final addressee, the message is delivered
to the application layer and an ACK is sent as reply. If a copy of a
message is received, it is included in the queue and, if there should be
no space available the queue is cleaned following the utility per bit
policy (i.e. messages with lower utility/bit leave space to the incoming
messages); if it is not possible to find a message to remove with lower
utility/bit the message will be dropped.
In case an ACK is received the ID of the message is saved in KDM.
Every time a message is received the value of

is updated.
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Chapter 3

Android

3.1 What is Android
The Android Platform «is a software stack for mobile devices that includes an

operating system, middleware and key applications» [6]. The OS is based on
the Linux kernel v 2.6 which are delegated tasks such as memory and process
management, resources access, power management, network stack, driver
model, etc. The libraries offered by the middleware «cover telephony, UI

programming, graphics, video» and they allow the use of the hardware
resources available on the device (i.e. GPS, compass, etc). [7]
In 2005 Google decided to create an open platform for mobile devices, so it
acquired the Android Inc. company to start the development of the Android
platform.

Later, in 2007, a group of market leader companies such as

Motorola, Samsung, Intel, Nvidia, HTC, Vodafone, and many others, decided
to sign a business alliance (Open Handset Alliance) in order to develop new
open standards for mobile devices, and they came together around the
Android project. [8]
The language chosen by Google to write applications for this platform was
Java and a Software Development Kit (Android SDK) was released together
with the first release candidate of Android in September 2008; there have
been 5 more official releases so far.
The Android SDK supports most of the Java Platform SE except for the user
interfaces, where Android has its own user interface framework, and a virtual
machine that is different from the standard Java Virtual Machine. Instead, a
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new Virtual Machine called Dalvik VM was designed in order to counter the
handled device limitations such as memory, processor speed and power [7].
The last version released is the 2.2, nicknamed ―Froyo‖, and it introduces
many useful features and a considerable improvement of the overall speed
and performance also thanks to the introduction of a Just-In-Time (JIT)
Compiler in the VM and the integration of V8 JavaScript engine in the
browser (the same used by Google Chrome browser).
Like other well known mobile platforms, Android has its own online software
store developed by Google, called Android Market; through the ―Market‖ app,
already installed in the phone, Android users can buy or download free
applications allowing developers to easily reach a wide audience.
As reported by a survey made by the Gartner company during August 2010 (
Figure 3) Android has rapidly expanded its share in the smartphone OS
market, becoming the third-most-popular mobile OS in the world [9].
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Figure 3 - Mobile OS market share (August 2010) [9].
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3.1.1 Features and Software Stack

Based on the Linux kernel 2.6, Android OS provides the same features at
kernel layer, adding many other features to it; although the core is Linux, the
platform was designed to run applications written in Java through the Dalvik
VM.
Starting from the bottom of the Android software stack (Figure 4), just one
level above the kernel, there are many C/C++ libraries such as a System C
library (libc), OpenGL, WebKit, SSL, SQLite and Media libraries, some of
them such as the C library are developed specially for embedded systems in
order to limit their size. The gateway to access these libraries is the
application framework through the virtual machine, while the developers can
use them through the Android APIs offered by the SDK [7].

Figure 4

– Detailed Android SDK software stack [7].

In addition, the platform offers all the key features that a modern
smartphone should include:


Wide connectivity support (GSM/EDGE, 3G, Wi-Fi, Bluetooth and
WiMAX)



Full messaging support
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Web browser



Full multi-touch screen support



Location system (GPS and Maps)



Multitasking



Supports of the main Audio/Video formats.

The application framework gives developers an easy way « to take advantage

of the device hardware, access location information, run background services,
set alarms, add notifications to the status bar ...» [6]. When Android was
designed, great importance was given to simplifying the reuse of the
components, so an application may make its capabilities available for other
applications that can reuse them.

3.1.2 Runtime System

Each time an application needs to be executed a new process is created and
each process has its own virtual machine, so the application code runs in
isolation from the code of all the other applications; therefore the VM has
been designed in order to run multiple instances of the VM efficiently.
By default, each application obtains a unique Linux user ID and, dealing with
permissions given to a specific Linux user, it is possible for two applications
to share files and, in order to save resources, two applications with the same
ID can run within the same process, sharing the same VM [10].

3.1.3 Programming on Android
As we said before, the official programming language chosen for Android is
Java, and to build Android applications you need the Android SDK and the
Java SE Development Kit on which it is based. The recommended Integrated
Development

Environment

(IDE)

is

Eclipse

through

the

Android

Development Tools (ADT) plug-in; with Eclipse you can create a project,
debug and compile it, but the platform provides the same functionality also
via command-line tools. The SDK provides also a device emulator where it is
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possible to test your application with different firmware versions, because
every time a new version of the SDK is released it may contain new features
and APIs that might not be supported by the previous versions; therefore,
when developing an application, you have to explicitly indicate which is the
minimum OS version required to run it.
The standard installer packet format in Android has ―.apk‖ extension and
includes all that is necessary to install the application on a device such as
data, code and resources forming a whole bundle. [11]
As different from other platforms such as iPhone OS, where the only way to
install new applications is downloading them from the official Apple App
Store, in Android you can install an application simply through its .apt
packet and not necessarily through the Android Market.
The compilation process will create an APT packet converting the standard
Java .class files in a specific ―.dex‖ format that tries to optimize the space
required by the application and its execution on the Dalvik VM; it is
important to point out that the Dalvik VM has its own instruction set and its
bytecode that is different from the standard Java bytecode.
A really useful tool is the Android Debug Bridge (ADB) by which it is possible
to control the status of the emulator/real device, invoke a remote shell, install
an .apt packet and do many other things. [12]

3.1.4 Fundamental Components
As every application framework, Android also has its key components used to
build an application; below is a list of the most important components:


Activity: it is a user interface concept and usually represents a single
screen in an application. An application can be made up of one activity
or several, in this case one has to be marked as the first that will be
presented to the user when the application is launched and,
considering that an Android application does not have a single entry
point for everything (such as the main() function), an activity can be
seen as one of them. Each activity has its own default window where it
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can draw components; for example it might present a set of buttons
and labels, or a list of menu items, etc.


View: it is the visual content of the window and can be considered as
the basic block for building user interfaces. All the items that form the
UI such as buttons, labels, menus or containers are objects derived
from the main class View. Similar to Java Swing, Views are organized
hierarchically, parent Views contain and organize the layout of the
children and the leaf Views draw in their screen portion and are able
to react to user actions.



Service: it is a process that can run in the background even for a long
time, the concept is similar to other services which are present in
other platforms, such as Windows. Android provides not only local
services used by the application that hosts them, but also remote
services that can be accessed by other applications running on the
device.



Broadcast Receivers: it is a component that waits for the receiving of
broadcast announcements and reacts to them doing something.



Content Provider: through this component an application can share
data stored, for example in the file system or in a database with other
applications hiding the underlying storage and data structure.



AndroidManifest.xml: it is an XML file where the applications declare
their components in order to be created by the OS and it is bundled
into the ―.apk‖ file. It defines also many other things regarding the
behaviour of the application, such as the permissions that the
application will need to run (that have to be given by the user during
the installation process) or naming the libraries that will be linked to
the application [7] [10].
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3.2 Test Device
In order to test our protocol implementation, we used the official Android
Development Phone (ADP1) that is a SIM-unlocked device designed for
developers. The ADP1 has the same characteristics as the HTC Dream, also
sold by the phone company T-Mobile under the name G1, being practically
the same device. As the main difference, ADP1 has an unlocked bootloader
that enables developers to install custom system images. The Android OS was
updated at the last officially available version for this device, that is the 1.6;
the more recent versions of the OS have not been released by HTC for this
phone.
In Table 2 a list of the main technical characteristics of the device is
presented.

Manufacturer

HTC

Operating system

Android 1.6 (Donut)

CPU

528 MHz Qualcomm MSM7201A ARM11 processor

Storage capacity

Flash memory: 256 MB (ROM)
Memory: 192 MB DDR SDRAM

Input

Touchscreen display, QWERTY keyboard, trackball,
volume controls, 3-axis accelerometer

Connectivity

Wi-Fi (802.11b/g), Bluetooth 2.0+EDR, ExtUSB, AGPS
Quad band GSM 850 900 1800 1900 MHz GPRS/EDGE
Dual band UMTS 1700 2100 MHz
HSDPA/HSUPA (US/Europe) (7.2/2 Mbit/s)

Power

3.7 V 1150 mAh

Battery

lithium-ion battery

GPS

Table 2 – HTC Dream Technical Specifications [13]

As we will see in the implementation chapter, Android does not provide the
possibility to connect the device to an Ad-Hoc network; this is a big limitation
of the OS and the solution to this problem will be presented later.

27

Chapter 4

Design decisions

This chapter is a discussion on some of the preliminary design choices made
about the level of programming at which we decided to work (kernel / user
space) and the transmission technology used, justifying each of these
decisions. The main system architecture is also presented together with some
details related on its implementation.

4.1 Programming level
As mentioned in chapter 3, Android is an Operative System based on the
Linux kernel. This means that we had the possibility to implement the
protocol as a standard Android application or to bypass the level of
abstraction offered by Android and work directly above or even at the kernel
level.
The main idea was to implement an application that can run properly on
Android, regardless of the mobile phone used, but that can also be easily
ported on different platforms. Thus, code portability was one of the main
criteria taken into account in making this choice.
Developing the protocol as a standard Android application gives us the
possibility of running the application on almost all the devices with the same
firmware version; moreover, Java being the official language used to build
Android applications, our code will be very portable in spite of a low-level
implementation that has to be recompiled for every specific combination of
OS/Kernel and CPU.
Our application requires the use of GPS data (to locate position and speed of
the nodes) and wireless communication in order to exchange messages.
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A low-level application, written for example in C language, cannot use the
API provided by the Android framework, thus, in order to access and use the
data of the location services, we should divide the application in two parts:
one implementing a high-level interface (as a standard Android application)
that collects these data sending them to a second low-level application (the
real application). This would force us to use some form of Inter Process
Communication (named pipes, sockets, etc…) in order to exchange these data,
increasing the difficulty in designing and implementing the system without
bringing any benefit. This would make it even more dependent on the
platform.
Concerning the wireless communication using the API provided by the OS,
the application can run on all the devices equipped with Android instead of
using a specific combination of drivers that would limit the portability of the
code, making it very dependent on the underlying hardware.
Moreover, the Android API allows an easy creation of graphic user interfaces
by using the widgets provided by the framework.
In light of these considerations, although a low-level implementation might
provide better performance, we decided to implement the application as a
standard Android application as this choice will give us in the future also the
possibility of publishing it on the Android Market.

4.2 Wireless communication technology
The choice of the MAC layer to use as a means of wireless communication
was almost forced considering that nowadays in the domain of mobile devices
there are two technologies that are most widely used, IEEE 802.11 and
Bluetooth. Both standards are supported by our test devices, but Android 1.6
does not allow users to use Bluetooth to exchange data, but only as a way to
connect to other peripherals. This limitation was overcome with the release of
firmware 2.0, which is not supported by the handsets used in our tests.
However, since the hardware/software limitations can be easily overcome by
choosing newer devices as the basis for our tests, we relied on other
considerations in making our choice.
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In Table 3 we have a simple comparison between the most used version of
IEEE 802.11 and Bluetooth, that is 802.11 ―g‖ and Bluetooth version 2.0 (both
of them are supported by our test handsets).
The radio range offered by the Bluetooth, around 10 m, is not enough for our
proposal where the nodes can move even with high speeds, as in this case the
contact window would be too short. On the other hand, with IEEE 802.11g we
can reach a radio range greater than 100 meters that is enough for our
purposes (almost 200 m with our test handsets).
Another issue related to Bluetooth is the bandwidth; with 802.11g standard
we have a theoretical bandwidth of 54 Mb against only 3 Mb of the Bluetooth
2.0. The potential energy saved due to the reduced consumption of the
Bluetooth would be wasted with longer transmission times. After this
analysis we decided to use IEEE 802.11g as MAC layer in our application.

Max Range
Throughput
(maximum)
Nominal TX
Power

IEEE 802.11g

Bluetooth Class 2

>100 m (outdoor)

~10 m

54 Mbit/s
High (~15-20 dBm)

Version 2.0+EDR:
3 Mbit/s
Low (~0-5 dBm)

Table 3 – 802.11 g vs Bluetooth technical comparison [14] [15] [16]

Although 802.11 is mostly used as a standard for infrastructure-based
WLANs, we will use it in ad-Hoc mode, because our protocol does not rely on
any form of central routing, using instead peer-to-peer communication;
unfortunately Android does not provide yet any method for connecting to adHoc networks.
We solved the problem by bypassing the Android framework and working
directly on the Linux kernel by manually editing some configuration files and
inserting a new module in the kernel that forces the Wi-Fi driver to work in
ad-Hoc mode.
Solution and configuration scripts were taken and adapted from the ―androidwifi-tether project‖ (released under GNU GPL license v.3) [17] and from
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Gustav Nykvist’s Master Thesis [18]; for more information the reader is
referred to the original articles.
In order to be able to modify system files and insert modules in the kernel we
need to have root permissions, although this was not a big problem for us
because it is possible to login as root on our ―development phones‖. However,
this becomes a big limitation on regular consumer devices purchased at retail
that do not provide users with this possibility; this means that for now it is
not possible to run our application on handsets different from Android Dev
Phone 1. In order to be able to communicate with each other, the nodes must
be connected to the same network, therefore the SSID used is fixed and equal
for all the devices.
The IP address management is done dynamically through the zeroconf
protocol that assigns to each node a Link-local IPv4 address within the
169.254/16 prefix as specified by the standard RFC 3927 [19]. Zeroconf allows
nodes to reach an agreement on which IP addresses are available on the
network avoiding collisions without need for any DHCP server.

4.2 Architecture
The general architecture of the application is summarized in Figure 5 and is
divided into three main parts:


User application



Routing protocol



Network Wrapper

The application runs on the abstraction layer offered by the Operative System
and it uses the hardware through the Android API.
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User Application

ORWAR API

ORWAR
Routing Protocol

ORWAR

Network
primitives
(send/receive)

Network Wrapper
(UDP/TCP/other
protocols)

Android OS

Android
Framework
Hardware
(Wi-Fi, GPS)

Figure 5 - System architecture

4.2.1 Network Wrapper
The Network Wrapper is responsible for sending and receiving messages over
the network, hiding the low-level implementation.
With this model the application does not know which transport protocol is
actually used to exchange data, the choice of the protocol is transparent for
just

the

application

that

invokes

the

methods

declared

by

the

NetworkWrapper interface.
In our implementation the UDPNetworkWrapper class decouples the highlevel

specifications

from

a

specific

(platform-dependent)

low-level

implementation.
We decided to use UDP as default transport level protocol for many reasons:
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During the neighbours discovery phase the nodes need to send out
special messages called ―beacon messages‖ in order to signal their
presence to the other nodes in the proximity. Since nodes do not know
the IP address of the possible nodes in their range, the beacon has to
be broadcasted through the network and UDP easily offers this
possibility using the broadcast address;



TCP is a connection oriented protocol, which means that every time a
new connection has to be established before starting to exchange data
between the nodes. This phase of initial handshake takes time and in
an opportunistic routing algorithm where nodes can be in contact for a
short time, it is a waste of time and of resources because for each
connection a new socket has to be created and kept in memory until
the nodes are in range of each other;



TCP is a reliable protocol while UDP is not; the level of reliability
required in our protocol is not so high as that offered by TCP, so we
prefer to use a faster protocol such as UDP and to implement our own
reliability policy at the application layer;

By changing the UDPNetworkWrapper class with a new one that implements
the NetworkWrapper interface it is easy to use another transport protocol or
the same protocol on platforms other than Android.
In our thesis work we have implemented a version of the ORWAR protocol
that does not provide any form of data fragmentation, therefore the maximum
message that can be sent is related to the transport protocol used and, since
we are using UDP, the maximum size of a datagram is 64 KB.
Doing some tests we noticed that datagrams bigger than around 57 KB
(57740 bytes) are not sent, and from 50 KB up the percentage of lost packets
increases significantly. We obtained the same results even using other
Android handsets from different brands, so we believe that this behaviour
may be due to some settings of the receiving buffer of the Operative System.
We did not find any solution to this problem, therefore we decided to set the
PDU (Protocol Data Unit) to the value of 50K Bytes.
The MTU (maximum transmission unit) is 1500 Bytes so all packets larger
than this size will be fragmented by the IP layer. However, this
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fragmentation is completely invisible for our protocol and, all the fragments
will be reassembled by the IP layer of the receiving node.
By using UDP as a transport protocol we have no flow control, this fact
should be considered when this protocol implementation is used to send a
considerable quantity of data. The sending of many messages in a row may
cause a congestion of the sending/receiving buffer if the CPU is not able to
read and handle the messages with the same arrival rate and, therefore, this
can lead to a consequent overflow with loss of messages. We will come back to
this issue in section 7.3 where we have analyzed the consequences of this
choice more in detail.
In this chapter we have presented the preliminary choices made along with
an overview of the overall design of the application. In particular, we
discussed the reasons that led to the adoption of 802.11 as the MAC layer
instead of Bluetooth and the benefits of implementing the protocol and the
chat application at the application level avoiding a low-level implementation.
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Chapter 5

Protocol Implementation
In this chapter we present how the ORWAR protocol has been implemented
on Android, showing its general design, the elements that make it up and
how they interact with each other. Later some details such as frames
structure, API, buffer policy and the contact window evaluation component
are also presented.

5.1 Routing Protocol Design
The logic of the protocol is implemented mainly through two Java classes,

OrwarRouter and OrwarLogic (Figure 6). The former contains all the
methods specified by the protocol (sending of hello messages, direct delivery,
delivery to a custodian, contact window calculation, buffer cleaning, etc.) and
acts as interface to the protocol, the latter is a thread that, by calling those
methods, implements the logic of the protocol by managing receiving and
sending packets.
In order to implement the protocol we used a multi-thread architecture, but
(except for beacon frames) the communication between nodes was done with a
single thread, OrwarLogic, that receives all the messages and replies sending
the messages present in the output buffer. This choice was made considering
some factors such as:


We are in a sparse network, therefore we do not expect to meet many
nodes at the same time;
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ORWAR
Logic
(Thread)

Data Buffer

Figure 6 – Routing Protocol Design



Message handling always involves operations of read and write on
shared data, so even when using a multi-thread architecture, all the
operations would be serialized in order to avoid concurrency issues;



A multi-thread architecture that works on shared data involves the
use of synchronization of the threads that use those resources; on a
mobile device with limited memory and computational resources it
introduces a considerable overhead.



Every contact between two nodes has an estimated duration of the
contact window and then an estimate of the maximum transferable
data size (

) during the contact. The value of

is meaningful

when the contact occurs between two nodes at time. Hence, the
simultaneous exchange of data with other nodes would invalidate the
estimate, which might be smaller than the actual one (since we are
sending data also to other nodes).
The standard operating cycle of the protocol is illustrated in Figure 7.
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Waiting

Receiving
Message

Message
handling

Sending
reply

Figure 7 - OrwarLogic - main loop

The procedure of ―neighbours discovery‖ signals the presence of the node to
the other nodes in the range through a beacon message and, each time a node
receives a beacon, it replies with a Hello frame. The receiving of a Hello
means therefore that a new node in the range has been discovered and the
procedure for sending messages can be started as shown in Figure 8.

Node B

Node A
Beacon
RoundTrip
time

BeaconSender is
blocked

Hello

Data
ACK
Beacon

Figure 8 – Discovery phase and data exchange
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The sending of the beacons has to be performed with a fixed rate, so a specific
thread called BeaconSender was created to do this.
Since each Hello contains strictly temporal information (position and speed)
the messages must be managed in real-time and, after a while the
information contained can be considered as old and must be discarded.
The deadline for receiving a Hello is the period of the beacon sending
(TBEACON ). This deadline can be considered as a ―firm deadline‖ because after
that time the information carried by the message is stale (potentially useless)
and a new Hello with fresher information is coming in response to the new
beacon just sent (if the nodes are still in range).
In order for the normal interleaving of messages to work properly, BeaconHello-Beacon has to be respected, so the beacon sending period must be
greater than the round-trip time Beacon-Hello (that is the time between the
sending of a Beacon and the receiving of the Hello response). This value was
found empirically after conducting some tests, and the results will be
illustrated later in the text.
This approach alone is not always sufficient to ensure the correct interleaving
of messages. An Hello message may be sent late by some nodes or it might be
received in time but handled late by the receiving node; and

show

these

two cases.
In the scenario of Figure 9 the node A sends a beacon message B1 and the
nodes B replies with an Hello (H1B) that will be handled by the node A. The
node C instead is busy at the receiving of the beacon B1 (perhaps because is
exchanging messages with other nodes) and the beacon is placed in the
incoming buffer (of the UDP socket). It will be handled by the node C only
when it will be free again, thus the Hello H1C will be sent late when the node
A has already sent another beacon B2.
To be able to discard those packets that do not meet the receiving deadline,
we attach on each beacon a ―sequence number‖ that will be copied in the
Hello message reply; in this way it is possible to discard old packets by
comparing this value with the counter of the beacons sent by the node.
Whit this approach the Hello H1C of will be dropped and the new one (H2 C)
containing fresher information will be handled by the node A.
It is important to underline that this deadline refers only to the receiving of
the packet by the application, i.e. when the application takes it from the
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receiving buffer of the network layer. No assumption is made on the service
time (the time required to handle the message).

Figure 9 – Wrong interleaving of messages – case 1. Node C is busy and
replies late to the beacon B1, the Hello H1C is dropped by the node A since a
new beacon B2 has already been sent.

In Figure 10 is shown instead the case where the node A is busy handling the
Hello of node B which came first (H1 B), therefore the Hello of the node C H1 C
will be placed on the incoming buffer and handled after that the previous
Hello will be handled. This time is unpredictable since it is based on the
number of messages exchanged by the nodes and because of this the Hello
H1C will be handled late when the beacon B2 has been already sent. Even in
this case the hello H1C will be dropped by the node A.
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Figure 10 – Wrong interleaving of messages – case 2. Node A is busy
handling the Hello H1B. The Hello H1C is dropped bu the node A since it is taken
late from the buffer when the beacon B2 has already been sent.

In order to reduce waste of energy (and memory) due to the dropping of those
Hellos that cannot be handled in time, because the node is busy handling
other requests, we adopted the solution to stop the sending of the beacons
during all the time when the node is busy (Figure 8), reactivating it when the
node will be again able to handle other requests. This behaviour is also
illustrated in where it is possible to note that the sending of the beacon B2 is
postponed to the end of the handling of H1B.
No direct mechanism for retransmission of messages has been designed for
this protocol, therefore since UDP is an unreliable protocol we have no
guarantee for message delivery.
This choice is based on the fact that the protocol sends all the data present in
the buffer in a single step without waiting for any ACK. This implies that the
retransmission of those messages that were not received at the first meeting
will take place during the following meeting if the two nodes still remain in
touch.
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Considering that beacons are sent with a relatively high rate (as we will see
later) this is practically a retransmission mechanism intrinsic to the protocol
itself.

5.2 Frames structure and addressing
The addressing of the messages is done by using the combination of MAC

address and a unique ID, where the latter is an integer number representing
the number of messages generated by a node (it is implemented with a
counter, one for each node, incremented each time a new message is created).
Therefore it is impossible to have two messages with the same signature
(MAC-Unique ID).
The reason why IP address was not used instead of the MAC address is that
the nodes can enter the network several times and get a different address
every time and, as we said earlier, the management of the IP addresses is
performed dynamically.
In chapter 2 we have seen that during a meeting the two nodes exchange
information about their position and also the contents of the KDM buffer; this
solution avoids sending messages that have been delivered to the final
addressee and helps clean nodes’ buffer.
When a node meets another node, and it has messages addressed to other
nodes, it sends them to the new node that plays the role of ―custodian‖ and, if
the same nodes meet a second time (before that the TTL is expired), they
exchange again the same messages (if they are still in the buffers). To avoid
this situation and save energy, we decided to slightly modify the original
protocol by using an approach similar to that used with delivered messages,
i.e. the nodes during the first contact exchange also the information about the
messages held in their respective buffer, avoiding retransmissions.
The protocol uses four types of frames (Figure 11):


Hello frame: according to the protocol the nodes exchange through this
frame information about location (latitude and longitude), speed and
direction, all the knowledge about messages known as delivered
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present in the KDM buffer and, as we said before, the list of messages
already owned by the node.
Considering that the buffers may contain many messages and that the
maximum frame size is 50K, only part of their contents can be
included in the Hello message. The idea of sending more than one
Hello in the event that the required space is greater than 50 has been
discarded. First because the overhead would be too much since we
expect to send messages of limited sizes, and second because we do not
expect to have too many messages in the network since we assumed
that we are in a sparse network.
Only the signatures of the messages are sent (10 bytes, 6 for the MAC
address and 4 for the unique ID). For those already delivered we
included also the TTL (other 4 bytes) in order to know when it is
possible to remove them from the buffer; therefore a Hello cannot
include more than around 2000 messageIDs and 2000 delivered
messageIDs.


Data frame: it is the frame that contains the data exchanged by the
nodes with information about ―utility‖, ―number of copies‖ and TTL.
The Time-to-live (TTL) is the time for which a message can be in the
network, after that time the message is discarded and deleted from the
buffers. Therefore TTL is a quantity of relative time (e.g. 30 seconds)
and not an absolute time.



ACK frame: message confirming the receipt of a specific data frame.



Beacon frame: simple frame used to indicate the presence of the node
to other nodes in the neighbours discovery phase. A beacon-ID, a
sequence number that is incremented for each beacon sent, is included
and it will be copied in the Hello response message in order to be able
to ignore those Hellos that arrive late.
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Figure 11 - Frames structure

5.3 Beacon rate estimation
Here we performed a simple test in order to find a safe value for T BEACON. This
value has to be sufficient to send the beacon and receive the hello message in
response, without modifying the normal interleaving of messages required by
the program in order to run properly (beacon - hello - beacon).
The test was made by sending 1000 beacons in sequence and measuring the
time required by the Hello message to return to the sender. Considering that
a Hello message has variable size, we used a value of 60KB that is bigger
than the biggest message that is possible to send with our protocol (50KB is
the maximum size supported by our protocol for a single message). The test
was repeated 10 times and we kept track of the average value and of the
worst case at different distances between the devices. The tests results are
shown in Figure 12.
It is clear that the round-trip time increases when the distance between
nodes increases, therefore the worst global value is the one calculated when
the distance is close to the maximum range, that is around 200-250 m;
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according to these results, the default value of the TBEACON was fixed at 1 s
(beacon rate is 1 Hz), that is more than twice the worst case value measured,
and it should be assumed as lower bound for this parameter.

Round-trip Time (ms)
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400
260

300
190
200

120

300
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150
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0
3

30

80

150

250

Distance (m)
60 KB (average)

60 KB (worst case)

Figure 12 - Round-trip time test results

5.4 API
In order to use the routing protocol, an application has to apply the methods
provided by the OrwarRouter class listed below.


startProtocol: this method starts the protocol and initializes the
system with all its components, setting up the network in Ad-Hoc
mode, starting the GPS update service and the working threads;



stopProtocol: stops the protocol execution;



setIncomingBuffer;



setBeaconRate;



setTTL;



enqueueMessage: through this method an application can insert a
message in the outgoing message buffer.
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The communication between the application layer and the protocol regarding
the incoming packets is made through a common buffer (that implements the
java.util.Collection interface) provided by the application layer with the
method setIncomingBuffer. This is where the protocol will put the packets
addressed to that node. This buffer is external to the routing protocol and a
possible form of synchronization (e.g. readers/writers model), if required,
should be considered at the application level.

5.5 Localization
In order to know the speed, position and bearing of the node GPS data are
used. Therefore the location has to be constantly updated to the most recent
value available. The refresh rate was fixed at the value of once every second
considering that this is the maximum refresh rate supported by the hardware
of the GPS receiver of our test devices (and most of the GPS receivers on the
market for civil use).
Although the receiver uses a considerable quantity of energy and a lower
refresh rate would lengthen the life of the battery, the sending of not updated
data may affect the accuracy of the contact window estimation that would
decrease until it becomes useless for the intended purpose.

5.6 Data organization and management
Data management follows the logic described in the ORWAR paper, as we
have already seen in Chapter 2.
The protocol uses two main data structures:


a message buffer which contains all the messages created by the node
and addressed to other nodes, together with the messages received
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from other nodes that are not addressed to this node (for which a node
plays the role of custodian);


a record of the known delivered messages that keeps track of all the
messages that have been delivered to the final addressee.

The

homonymous

Java

classes

MessagesBuffer

and

KnownDeliveredMessages (KDM) apply the above-mentioned behaviour, as
subclasses of java.util.TreeSet and java.util.HashSet respectively. Both the
structures have fixed dimension (parameters of the protocol); the first
provides guaranteed log(n) time cost for the basic operations (add, remove
and contains) whereas the second performs the same operations in constant
time [20] [21].
In order to save memory, the KDM will contain only the message signature
without the payload and, in the case of lack of space the element with the
least TTL will be removed first.

5.7 Contact window estimation
The concept of the contact window was introduced and explained in the
previous chapter and, as we said, the ORWAR protocol uses this information
in order to send data reducing the probability of partial transmissions.
The original formula has many limitations, as it assumes that radio ranges
are known and constant, perfectly circular, and there are no obstructions
around the node and other kinds of signal attenuations.
In reality, and therefore also in our application, the radio range cannot be
assumed as constant because in a real environment there may be many
electromagnetic interferences, physical obstacles and other factors that limit
the actual range. The range cannot be a static parameter in our application,
and it must be calculated instantaneously at run time since it will change
over time.
Our approach consists of evaluating the radio range relying on the distance
between the two nodes during the (first) contact (when a Hello is received as
response of the Beacon sent). Assuming that the nodes are not in the range of
each other when the protocol is started, and that they are always scanning
the network in order to find new neighbours, we can say that the distance
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measured between the nodes during the first contact is a good approximation
of the actual range.

Node A
(in the range – first
contact)

Node A
(not in the
range of B)

R
Node B

Figure 13 – Range evaluation

Testing our application with a value calculated in this way, we obtained poor
results, because the estimation so calculated suffers from different problems:


The nodes can see each other for the first time when they are closer
than the real range, due for example to signal interferences, presence
of obstacles between nodes, or because a node starts the detection
process when it is already inside the range of another node. The range
so measured is smaller than the real one.



With this formula the range calculated at the first contact (when the
first Hello is received) is a good approximation of the real one but,
assuming that the message exchange phase does not take all the
available time (and expected from the calculation of the contact
window), if the node is still within the range it will receive another
Hello, which is interpreted by the protocol as a new contact between
the nodes (there is no memory of the previous contacts). In this case,
however, the new range calculated whit this formula might be wrong,
and smaller than the real range. Figure 14 shows this case. Node A is
moving and when it enters in the range of the node B (position A1) it
calculates the distance between the nodes assuming this value (R1) as
a range. After a while, when it finishes to send its messages to node B,
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node A, being still in the range of B (position A2), receives another
Hello from node B and it calculates again the range using the new
distance between the nodes (R2), that this time is smaller than the
previous one (the actual range R1).
Following the reasoning above, when node A is in position A 3, that is
moving away from node B, using the range instantaneously calculated
and the original formula we always obtain a value of the contact
window equal to zero, but in reality we can still have time to send data
because the node is still in the radio range of B.

A0

A1

A2
R1

A3
R2

R3

B

Figure 14 – Contact window estimation. Problems related with the original
formula.

In all these cases we would get a pessimistic estimation of the radio range
and thus a pessimistic estimation of the contact window.
In order to solve these issues we introduce two mechanisms explained below:


We keep a record of the last contact between nodes by saving in a map
the maximum range measured for each node encountered. The
temporal validity of this value will be limited because it may change
suddenly, therefore we save also a value called expirationTime. The
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expirationTime has been fixed as equal to the contact window
estimated because after this time the nodes will not be in the range of
each other anymore and the value can be considered obsolete and
unreliable.
At every contact we check if we have a not-expired value in the map
and we will use it only if this value is bigger than the value just
measured, updating the value in the map in the second case.

A pseudo-code of the behaviour just mentioned is illustrated below:

ActualRange = nodeA.distance(nodeB);
If (isRangeSavedExpired == false){
if (actualRange < rangeSaved)
actualRange = rangeSaved;
else
rangeSaved = actualRange;
}else
rangeSaved = actualRange;

We have also been limited the upper bound of the expirationTime to a
default value because if a node is moving slowly, as in the case of a
pedestrian, the contact window can be too large and during this time
the range might change many times for different reasons.


The formula used to evaluate the contact window was modified
because, the range is not as constant, it can be greater than the
distance measured between the nodes. The new formula comes from
the law of cosines and it is shown below:
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where distanceAB is the distance between the two nodes measured
during the contact and, range is the value of the radio range calculated
as mentioned earlier. As shown in the example in Figure 15, using the
old formula we would obtain the value tCW’, that is smaller than the
actual available value tCW’’.
In order to calculate the contact window when node A is in position A 2,
with distanceAB = R2 and R2 < R1, we use the value previously saved
in the map RSAVED = R1 as range, and we obtain the value tCW’’ from the
formula (1). From the position A3 onwards, the node A is no longer in
the range of B.

A1

A2

R1

A3

tCW ’
tCW’’

R2

RSAVED = R1
B

Figure 15 – Contact window estimation. Differences between the original
formula and the new one using map storage.

5.8 Chat Application as a test environment
In order to test and show the functioning of the protocol, an instant
messaging application was implemented. Some of the information shown is
strictly related to the protocol, such as speed, bearing and duration of the
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contact window. These were useful for our testing but do not give any
information to a potential end-user of the application. Therefore it has to be
considered only as a test application.
The application consists of two Activities: through the main Activity it is
possible to start and stop the ORWAR protocol, select the destination node
and the priority of the message (High, Normal and Low) and, of course, send
and display received messages (Figure 16).
The Settings Activity (Figure 17) is launched from the standard Android
menu (activated by pressing the menu button) and allows users to change the
default nick name (randomly assigned by the application) and the values of
TTL and Beacon-rate.
The layout has been defined through XML files and, considering that the best
way to write text is to use the physical keyboard, it was fixed in landscape
mode.

Figure 16 - ORWAR Chat GUI
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Chapter 6

Functional Tests on Android handsets

In this chapter we describe the functional tests that have been performed
during this thesis work.
Due to the reduced number of devices available for our tests (four) only some
features have been tested. All the tests were carried out on Android
Development Phone 1 equipped with Android firmware version 1.6. Device
specifications were presented in Chapter 3.
The purpose of these tests is to demonstrate that the protocol works properly
according to its specifications. Several tests were made during the
implementation phase as summarised below.

6.1 Neighbour discovery
This test shows the procedure used in the neighbour discovery phase. In this
test we used two devices initially located far enough not to be within radio
range of each other, followed by a node approaching and getting discovered by
the first node.
Figure 18 shows the log output of one of the nodes. When the nodes are in
radio range, node B receives the Beacon number 25 of node A, and it replies
with a Hello message.
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Figure 18 – Neighbourhood discovery test log

6.2 Message delivery
As we have seen in chapter 2, ORWAR has two different mechanisms for the
delivery of a message. If the node met is the destination for the message, the
direct delivery mechanism is used. If the node met is not the destination node
of the message, it will receive a replica message as a custodian.
In what follows, both cases will be tested to check whether the procedures
were implemented correctly.

6.2.1 Direct delivery
Scenario: node A has 5 messages in its buffer with node B as destination
node; when it meets node B it sends the messages to node B through the
―direct delivery‖ procedure and receives the related ACK messages. Every
time an ACK is received the message is removed from the output buffer.
Figure 19 and Figure 20 illustrate respectively the behaviour of nodes A and
B during the meeting.
All the messages have the same size and utility, so they are delivered in the
same order in which they were inserted into the buffer.
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Figure 20 - Direct Delivery (Log of operations at Node B)
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6.2.1 Multi-Hop delivery and Replication system
This test was performed in order to show the correct functioning of the
replication system and multi-hop delivery, that is, when a message replica
passes through several custodians before being delivered to the addressee
node.
The goal of this test is to check whether a message created by node A, with a
given initial number of copies, can be delivered to the destination node even
without a direct contact between its creator and addressee, following instead
a meeting chain formed of four nodes.
In order to test also the functioning of the replication system, the test was
carried out three times with different message priorities and, therefore,
different initial number of copies.
During the tests contacts occur only between two nodes at a time. Other
nodes are turned off, so after node A sending data to node B, A leaves the
range of B (it is turned off) and node C enters the range of B (C is turned on)
receiving the copies of the messages destined to D and so on.
Scenario 1: Copies delivered to three nodes
Message Priority: 3
Initial Number of copies: 8
Recipient of messages: node E (a generic node not present in the network)
Result: as expected, after 3 hops node D receives one copy of the message;
Figure 21 shows the path taken by the message where a dashed arrow may
be interpreted as a potential move by node B (which in our test was
stationary). In brackets we show the number of copies owned by the node
before and after a contact and in bold the final distribution of the copies over
the network.
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Figure 21 – Multi-Hop delivery test.
Scenario 1: Copies delivered to three nodes.

Scenario 2: Copies delivered to two nodes
Messages Priority: 1
Initial Number of copies: 4
Recipient of messages: node E (a generic node not present in the network)
Result: node D does not receive any copy during the meeting with node C
because the number of copies is not sufficient for three hops. Indeed C
receives only one copy of the message and cannot forward it to the next node
(Figure 22).

(4 -> 2)
A

(2)
B

(1)

D

C
To: E
To: E
(2 -> 1)
B

(1)
C

Figure 22 - Multi-Hop delivery test.
Scenario 2: Copies delivered to two nodes
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Scenario 3: Three-hops delivery to the final addressee
Messages Priority: 1
Initial Number of copies: 4
Recipient of messages: node D
Result: this time node C receives one message copy from node B and it
delivers it directly to node D because node D is the final recipient of the
messages (Figure 23).

(4 -> 2)
A

(2)
B

(1)

D

C
To: D
To: D
(2 -> 1)
B

(1)
C

Figure 23 - Scenario 3: Three-hops delivery

6.2.3 Time-To-Live
This test was performed in order to check the proper functioning of the TTL
mechanism.
Scenario:
10 messages addressed to node D are put in the output buffer of the node A.
Node A sends the copies to nodes B and C. Time-to-Live was fixed at 60
seconds the first time and at 300 seconds the second time.
Results:
In both cases, after a period equal to the TTL value (from the creation of
messages) has elapsed, no message is present in any of the node buffers.
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6.2.4 Utility/bit
As mentioned earlier messages are replicated in the order of the highest
utility/size ratio, therefore the aim of this test is to demonstrate that message
delivery follows this policy.
Scenario: six messages (addressed to node C) are injected in the output buffer
of node A; when node A meets node B it sends the message replicas following
the delivery order shown in the table below.

ID

Utility

Size

Utility/Bit Delivery

(Bytes)

order

1

3

100

0,03

4

2

3

10

0,3

1

3

2

100

0,02

5

4

2

10

0,2

2

5

1

100

0,01

6

6

1

10

0,1

3

Table 4 – Message delivery in accordance with utility/bit order

Result: all the messages were delivered in the correct order.
With the functional tests indicating correct behaviour we proceeded to
perform non-functional tests. The next chapter describes some measurement
tests and trade-off analyses in the light of these.
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Chapter 7

Bottlenecks analysis and energy consumption
estimation

The purpose of this chapter is to investigate any possible weaknesses,
performance bottlenecks or system constraints deriving from the execution of
this protocol implementation on an embedded system, such as a mobile
device, with scarce resources of:


Memory



CPU



Energy

Therefore, each of the tests that will be discussed below will concern one of
the three factors just mentioned above. All the tests were carried out with two
devices, Android Development Phone 1 (firmware version 1.6), therefore all
the results will be tightly dependent on this particular device.
In the section 7.3 we have also analyzed the consequences of the lack of flow
control using UDP presenting also a trivial flow control method together with
the results obtained.
Android has its own Power Manager that makes sure the CPU does not
consume power when no applications or services require it, for example if
they are running in the background or without interaction with the user. In
our test we needed to calculate the maximum performance reachable by the
protocol, therefore, in order to avoid that CPU goes into a low-power state
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shutting itself down, we used what in Android is called ―wake lock‖; in this
way we are sure that CPU will run at its maximum power [22].

7.1 Memory constraints
Memory consumption is an important parameter when designing an
application for a mobile context where typically the availability of RAM is
limited.
Modern advanced handsets (smartphones or PDAs) have typically RAM in
the order of 128/256 MB, with some exceptions for recent high-end models
where the amount of RAM can be as high as 512 MB (as in the case of Google
Nexus One or Apple iPhone 4).
As mentioned in Chapter 3, our test device, the Android Development Phone
1, is equipped with 192 MB RAM, but only about 50 MB are available for user
applications, while the rest is used by the OS. Moreover, considering that
every application runs inside an instance of the virtual machine, the memory
space available for a single application is related to the heap size that, in our
case has a limit of 16 MB.
In order to estimate the memory usage of our application (chat + protocol) we
used the app ―SystemPanel‖ as before and the information provided by the
―meminfo‖ command provided by the ―adb‖ tool.
The test was carried out 10 times and the average value was about 2.6 MB
when the protocol was idle (no messages were in the buffer), considering the
actual memory used by the application and removing the value of the memory
shared with other applications or with the OS.
Obviously this value increases when data messages are injected into the
buffer and, if the messages are not removed, the application crashes, going
out of memory. To avoid this anomalous situation, the messages buffer was
limited to 10 MB.
This test was performed without writing anything to the chat screen, and it
was carried out a second time writing the content of the messages on the
display in order to calculate their impact on memory consumption. The
results show that in normal conditions (messages of maximum length of 100
characters, 100 Bytes, at a rate of about 1 message per second), the
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application does not undergo a significant increase in memory, reaching a
value just over 3 MB. Therefore the chat application has a small impact on
the total memory usage. Instead, in the case of a very high message rate with
large payload, the application may crash because of a lack of memory. Even
in this case, in order to avoid a crash, the number of messages displayed to
the user was limited, by removing the oldest messages that are no longer
visible by the user.

7.2 Impact of KDM and Buffer Size on the overall performance
In chapter 4 we said that the normal intended scenario for this protocol is a
sparse network, where the probability to meet nodes is not so high, and even
the interactions between nodes are not very long.
Instead, in this section we investigated how the protocol behaves in the limit
case of nodes that move at low speeds or that are stationary, as in our test
case and, that continually exchange messages at a sustained rate over time.
The aim of the test in this section was to identify how CPU performance is
affected by a high load due to data exchanging. This will of course be specific
to our test device (ADP1).
We performed this test using a 2-node topology where the nodes are always in
touch and stationary, by injecting messages into the outgoing buffer at
different rates and we measured the number of messages actually received
per second by the receiving node. This is because the absence of a flow control
(we are using UDP) and the limited computational capabilities of our devices
the CPU makes possible that the number of messages received is less than
those actually sent, as we will also see in the next session of this chapter.
The test was performed with the following settings:


TTL = 10 seconds:



KDM size = 1000;



Message Buffer size = 10 MB;



Message size = 1 KB;
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The chart in Figure 24 shows the results obtained; the maximum sending
rate is achieved by injecting messages at the rate of around 15 per second.
However, higher values lead to a performance decline due to the overload of

Actually sending rate (messages/s)

the CPU that cannot handle the large number of incoming packets.
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Figure 24 - Sending rate

Having found this peak for the sending rate, we performed other tests in
order to figure out which was the most CPU consuming part of the protocol.
As we considered that KDM management could be one of those, we carried
out a test trying different TTL values and KDM sizes to figure out whether,
and how much, CPU load is affected by these parameters.
Also in this case the test was performed with two stationary devices, at a
distance of about one meter. CPU load measurements were obtained through
the application ―SystemPanel‖ available in the Android Store [23].
The average CPU usage when the protocol is idle and no other nodes are
within the range is less than 1%. This value increases to around 4% when a
node is encountered, but they are not exchanging data messages because
node buffers are empty.
Tests results (Figure 25) show that CPU load is strongly affected by TTL and
KDM size. This result was expected because KDM management becomes
increasingly expensive when the KDM buffer size increases.
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In order to analyse this behaviour further we carried out a test by completely
filling the KDM buffer at the beginning and exchanging only Hello packets
(no data messages are sent during the contact). The CPU usage was about
38% when KDM buffer size was 1000 and just about 8% when the KDM size
was 100. This difference is due to the exchange of all the information
contained in the KDM buffer through the Hello message. We have also seen
that the most expensive part is not so much sending this data but receiving
them, because for each information received about a delivered message we
have to check if it is already in the buffer and if not insert it.
The service time of a Hello message increases with the number of messages in
the KDM, so when the message injecting rate exceeds the service capacity,
the system gets overloaded, the buffer fills up and the overall performance
degrades causing long delays in package management.
With high TTL values such as 300 seconds and KDM size of 1000 entries the
CPU load is quite high already from three messages per second (the blue
curve in Figure 25), and this is so because with this value the KDM buffer at
run time contains an average of 900 elements reaching 90% of its capacity
(maximum size is 1000). Therefore higher values have less impact on CPU
usage.
The values shown in the chart cover only the average percentage of CPU used
by the protocol and not the total load of the CPU which is also given by the
system’s processes running at the same time. For values greater than 15
messages/s the total CPU load is around 95%-100%. This explains the results
obtained in the previous test where this value was found to be the maximum
sending rate.
The red and green curves in Figure 25 show the results obtained respectively
when the TTL value was reduced to 10 seconds (leaving the same KDM size)
and when the KDM size was reduced to 100 entries (and TTL of 300 seconds).
A significant decrease of CPU utilization can be obtained with low TTL
values or, equivalently, decreasing the KDM size, as the two parameters have
the same effect of limiting the amount of information sent in the Hello
message.
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Figure 25 - Protocol average CPU usage

The method to insert data into KDM is also performed receiving data
messages and ACKs, so this appears to be a bottleneck for the entire protocol.
In order to minimize the impact of this operation, we investigated the
existence of a more performing data structure than a Java HashSet, but we
did not find anything better considering that a HashSet performs the basic
operations already in constant time [20].
To sum up, the experiments performed in this section confirm that:


keeping the TTL constant an increase in the size of KDM leads to a
higher CPU utilization;



keeping KDM size constant, the higher the TTL, the higher is the
CPU utilization;

These results should be taken into consideration when using this protocol on
platforms with limited computational resources where the performance
demand is high (high message rate in the network, high node density).
Moreover, the parameters of the protocol (TTL, KDM and Message Buffer
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size) should be adjusted in an optimal way depending on the usage scenario
assumed.

7.3 Implications of the lack of flow control
As we said in Chapter 4 by using UDP we have no flow control and then the
sending of many messages in a row may lead to a overflow with loss of
messages.
In order to analyse the extent of message loss due to the use of UDP and the
limited PDU as mentioned in section 4.2.1, we carried out a test with our test
devices. This test is not directly related to our protocol implemented, but
considering that the protocol uses UDP as transport layer, these
considerations are also indirectly related to our implementation.
In the test we used two nodes placed at a distance of 1 meter, hence in
conditions of optimal connectivity so as to ensure that no messages loss was
attributable to the quality of the connection. As we have already said in
section 7.1 the standard limit of the heap in Android is 16 MB, considering
that some of this memory is used to share the OS library the free memory
available is a bit more than 10 MB, which is what we used in the experiment
below. Hence, in the case of messages larger than 1 KB we were not able to
test the behaviour with the same number of messages because, as we have
just said, the message buffer has limited size. This is why in Figure 26 the
green curve is shorter than the other two curves (200 messages x 50 KB = 10
MB). Anyway, although with this restriction, the test result is still valid
because it accurately highlights the trend of the curves in all the cases
examined.
Figure 26 shows the percentage of messages delivered when a bundle of
messages is sent in rapid succession. The percentage decreases significantly
upon increasing the number of messages sent and the message size. This
result confirms the need of having a flow control at the application level or of
using a protocol other than UDP that has this feature already implemented,
e.g. TCP, when the protocol is used to exchange lots of data, or when
exchanging large data (such as multimedia files) using fragmentation. This
impact is more evident when, as in this case, we run the protocol on a
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handheld device with limited CPU power, but it is reasonable to expect a
decrease of delivered packets even on more powerful hardware architectures

% Delivered

when the number of packets sent is increased.
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Figure 26 - Delivering rate without flow control

7.3.1 A trivial solution using variable delays
Consider a message getting lost due to sending overload and resource
constraints described above, when two nodes encounter and exchange
messages. Since the non-reception of a message involves its retransmission
this will result in wasting energy. This is because if a message, or a copy of it,
is not received the message will be sent again during a future meeting
between the nodes since its ID will not be present in the next Hello message.
A trivial solution would be to insert a delay between the sending of two
consecutive messages. In this way it is possible to achieve a significant
reduction of lost packets. This section shows that better performance can be
achieved even with a trivial way of flow control. In the real case a better
solution must be adopted, for example using a window flow control as in the
case of TCP.
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In our case the delay is not fixed but varies with the size of the message sent.
We have found the formula experimentally by conducting some tests. Hence
this formula has to be considered valid only for the sake of demonstrating the
impact of ―flow control‖ and not as part of the protocol implementation itself.
As shown in
Figure 27, the delay introduced is constantly 5 ms when the size is less than 1
KB and then grows linearly by 20 ms for a size of 1 KB, reaching the
maximum value of 100 ms when the message reaches the maximum size of 50
KB.

5

0

1

50

Figure 27 – The delay function as trivial flow control

Although simple, this formula allows a significant performance improvement
of the protocol, as shown in
Figure 28, where the results have been reported with the introduction of this
formula. Up to a number of 1000 messages, regardless of their size, the
percentage of messages delivered is close to 100%.
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Figure 28 – Delivering rate using the delay function

Another test was performed (using the same scenario with two nodes within
one meter of distance from each other) in order to verify the performance
achievable with the introduction of the trivial flow control by filling the buffer
with 300 messages of three different sizes:


100 of 1 KB



100 of 10 KB



100 of 50 KB

As a result we obtained a delivery rate in the range of about 98-100%.

7.4 Power consumption
In a mobile context battery life is a crucial parameter, therefore in this
section we will try to make an assessment of the energy consumption of the
protocol in the different idle and sending states.
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The total consumption is the sum of the consumption of individual
components such as CPU, network interface, screen and GPS receiver, and
where this is possible, these values will be calculated individually.
In order to obtain this information, we used ―PowerTutor‖ [24], a free app
available on the Android Market. The app does not provide the energy
consumption of the network adapter for which it identifies a constant value.
This is probably due to the fact that the application was not designed to
calculate the consumption when the device is connected in Ad-Hoc mode since
it is not officially supported by Android.
Since we did not have any specific equipment capable of giving an accurate
estimate of the power consumption, the assessment regarding the WLAN
card was done using a very simple procedure that will allow only a rough
estimate of the energy consumption of the protocol. Nevertheless, this
valuation may be useful to understand the magnitude of the values at stake.
The procedure followed is based on the knowledge of the nominal capacity of
the battery (mA - Wh), i.e. the total amount of energy available in the battery.
These are the features of the battery of our test device:


Nominal capacity of the battery: 1150 mA / 4.25 Wh



Total energy: 4.25 * 3600 = 15300 J.

We did not use values at a certain percentage of the battery because, as
shown in Figure 29, the values obtained using the Android APIs are not
completely reliable, as they have only a linear behaviour in the stretch that
goes from 100% to about 50% of the charge. Using the percentage of the
battery we can only find the proportional relation between the calculated
values, but not the real numeric values. Consequently, we measured the time
from when the battery is fully charged until when it is totally flat and the
phone switches off and we used it as base for our estimation.

% battery
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Figure 29 – Battery consumption

Using the formula:

where

denotes the energy change between the time

and

, and the

original formula of power:

and assuming that the current

and the voltage

are constant, and

considering that:

we can calculate the average power as :

Here we define some of the variables that will be used later:
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PBASE is the power used by the device when it is connected to the AdHoc network (using the 802.11 g protocol) and it is used as a basis to
calculate the actual power used by the protocol. This value includes
the cost of the Operative System (system processes) plus the cost of
the Ad-Hoc connection. The ORWAR protocol is NOT running at this
time.



PIDLE is the power used by the device when ORWAR is running in
"idle" state (or neighbours discovery mode), that is when no other
nodes are in the range and the node only sends Beacon messages. This
value contains also the PBASE value.



PSENDING is the power used when the device is running the protocol and
we inject messages into the buffer at a specific rate. This value
includes the costs calculated before, as well as the costs due to
exchanging of Hello messages.

Using this notation we can calculate the following values:


PORWAR_IDLE = PIDLE - PBASE is the power used only by the protocol when
it is in an idle state;



PORWAR_SENDING = PSENDING - PBASE is the total power absorbed by the
protocol to send data messages (user data and protocol data) with a
specific data rate;

These values include the CPU cost and the Network cost. As mentioned
before, in order to obtain more accurate values we preferred to calculate the
cost due to the GPS receiver separately using the PowerTutor program,
therefore all the measurements were made with the GPS off.
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Tests
Every measurement was performed 5 times and as final result we chose the
highest value, this because it is the value that is closest to maximum power
consumption among the values in the test set. On the other hand the battery
charge never reaches the nominal value and it is not always exactly the same
between two different charge cycles.
Step 1: measuring PBASE
Scenario: phones are placed on the desk at a distance of about one meter,
GPS is off, screen off almost all the time, only the system services are
running on the devices, no other user apps. The device is connected in Ad-Hoc
mode.
Results = 335 min
PBASE = 15300 J / (335*60) s = 761 mW
With PowerTutor we have seen that, when no user apps are running, the
global average consumption due to the OS is less than 20 mW, therefore the
power required by the Wi-Fi interface when it is connected in Ad-Hoc mode
should be about 740 mW. This value is really high compared to the normal
power used when we are connected in infrastructure mode, this should be due
to the fact that in Ad-Hoc mode the network card has to listen to the channel
all the time and it never goes into sleep mode (energy-save mode).

Step 2: measuring PORWAR_IDLE
Scenario: the same as test 1, but this time the only user application running
is the ORWAR Chat in idle state, no other nodes are in the range, therefore
the node sends only Beacons to signal its presence (11 Bytes/s).
Results = 328 min
P'IDLE = 777 mW
With the results of the previous test we can calculate the power consumed
only by the chat application when it is in idle state as:
PORWAR_IDLE = P'IDLE - PBASE = 16 mW

CHAPTER 7. BOTTLENECKS ANALYSIS AND ENERGY CONSUMPTION ESTIMATION

73

Step 3: measuring PORWAR_SENDING
Scenario: two nodes are on the desk, node A sends messages to node B at
different rates; the test was carried out with message sizes of 1 KB and 10 KB
and, the results are illustrated in Table 5.

Message rate (messages/s)

Message size

1
1 KB

5

10

15

20

25

873 mW

962 mW

1076 mW

1199 mW

1275 mW

1288 mW

(292 min)

(265 min)

(237 min)

(212 min)

(200 min)

(198 min)

10

905 mW

996 mW

1143 mW

1250 mW

1321 mW

1336 mW

KB

(282 min)

(256 min)

(223 min)

(204 min)

(193 min)

(191 min)

Table 5 – Total power consumption and battery life at different sending rates

As mentioned before, knowing the power consumed when the application is
sending data and the value of PBASE, it is possible to calculate the power
consumed only by the protocol at different sending rates; the results are
illustrated in Figure 30.
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Figure 30 – ORWAR Power consumption increase

The graph shows that the power increase is nearly linear up to about 15
messages/s (maximum sending rate) and then follows an asymptotic behavior
toward the maximum value. This is due to the fact that the actual increase is
given by the CPU alone and not by the network card, as the number of
messages sent remains constant or decreases from this value on, as shown in
section 7.2. Results also show that the average increase due to sending
packets of a size of 10 KB is about 15% and it is attributable to the power
increase required by the wireless card, since the power related to the CPU
remains almost constant as it is running the same number of instructions.
In order to obtain the total final cost, to these values we must add the cost of
the GPS receiver, which can be considered almost constant since the refresh
rate is set to the maximum value (one second). The value measured with
PowerTutor is around 430 mW.
In the case of sending data at 1KB/s, the total power consumed is around
1300 mW. The chart in Figure 31 highlights the contribution made by
individual elements to the total consumption. It is clear that the greatest
consumption is given by the Ad-Hoc connection and by the GPS receiver.
These two values together consume almost 90% of the total power, therefore
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any improvements to this protocol implementation would produce a limited
improvement in power consumption.

10%

Ad-Hoc

33%

GPS

57%

CPU+sending

Figure 31 – Composition of the Energy consumption
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Chapter 8
Discussion
In this section we first summarise the limitations of the basic protocol
implementation and then conclude with the assessments from the evaluation
work.

8.1 Limitations
As mentioned in Chapter 4, the most restrictive limitation in our application
is related to the lack of native support for Ad-Hoc networks in Android. The
solution adopted in this thesis work cannot be used on devices without root
permissions, this means that our application cannot be run on normal
handsets available on the market.
Since the firmware version 2.2, Google introduced the possibility of turning
the phone into a portable Wi-Fi hotspot allowing wireless tethering (that is
the possibility of using the 3G internet connection of the phone to navigate on
the internet with a personal computer connected to the handset). This feature
only allows creating an Ad-Hoc network with a given SSID, but not
connecting to a specific existing Ad-Hoc network [25]. According to some
accounts, this feature should be introduced in the next firmware versions.
Although the maximum packet size using UDP should be around 64 KB,
during testing we noticed that packets larger than about 57 KB are not sent,
so the size of the largest message allowed by the protocol was set at 50 KB.
As we have already argued in chapter 4, the implemented version of the
protocol does not provide any form of fragmentation. Therefore, if necessary,
it must be provided by the application layer.

CHAPTER 8. DISCUSSION

77

The protocol does not provide any form of security, all the data are sent
without any form of encryption. Hence, a user that would use this protocol
should pay attention to this limitation in case the data exchanged are
sensitive.

8.2 Conclusions

This section presents some personal considerations about the protocol from
an implementation point of view, as well as a review of the work done.
This work has shown that one of the main weaknesses of the Protocol, and
hence of this implementation, is certainly related to the calculation of the
contact window. However, despite the need to further adapt the contact
window calculation to a real setup, this study also shows that setting a limit
for the maximum size of the message related to the contact window
represents a mechanism that may prove to be valuable in ad-hoc multi-hop
mobile networks.
The first observation refers to the direct dependence of the calculated value
on the bit rate. Since

is obtained by multiplying a time factor by the

transmission rate, an error in the assessment of this parameter may affect
the entire calculation. The bit-rate is a highly variable parameter influenced
by innumerable external factors, so setting its value based only on the
parameters specified by the transmission standard may lead to a very
imprecise assessment, useless for the purposes of the protocol.
As regards the estimation of contact window duration, we decided to use a
different method in the light of the limits and the results obtained using the
original formula, as discussed in section 5.7. The upper bound of the contact
window was limited to prevent that a node hangs in a hypothetical infinite
loop (if the data buffer is really big) or too many data are sent without
realizing that the contact with a node has finished earlier than expected. This
limit was set intuitively, but it should be better analyzed in order to find the
optimal value.
Another important parameter is certainly the beacon-rate, because it changes
the dynamics of the protocol by increasing or decreasing the number of
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interactions between nodes in time. Experimentally we found what we believe
is the minimum value to be used, i.e. 1 second. A lower value would not
guarantee that a message is received in time before sending another beacon,
thus altering the interleaving of messages. This value was considered
appropriate also considering the minimum refresh interval of the GPS
receiver that is also 1 second. Higher values increase the battery life and
could be appropriate in contexts where node speed is not so high, but produce
poor results in scenarios where nodes move at high speeds (cars, public
transportation).
The exchange of knowledge about the messages known to be delivered turned
out to be quite expensive in terms of CPU utilisation. By limiting the amount
of information exchanged it is possible to achieve a performance improvement
(regarding CPU utilisation). Knowledge of the intended scenario could help to
better set the values of the TTL and the maximum size of the buffers by
taking into account the expected number of nodes in the network and the
hypothetical message rate.
A Hello size limitation should also be considered for those applications that
generally exchange small files (of a few Bytes), for which the overhead
introduced by a big Hello (maximum size of 50KB) would be too heavy.
The test phase was longer and more difficult than expected; as mentioned
before, not all tests were included in this report, because for many of them it
would be difficult to argue the results obtained that might seem rather
obvious to the reader.
Some test results relating to energy consumption were omitted because the
method used did not always produce reliable results. Not even the values
presented in the section 7.3 should be considered as very accurate, but only as
a rough estimate useful for understanding the magnitude of the values at
stake. The test was still useful because, although it was possible to imagine
that a higher proportion of energy consumption is due solely to the Ad-Hoc
connection and GPS, it was not clear that this value had an impact of about
90% on the total consumption.
Finally we can say that many of the issues regarding the implementation of
the protocol were resolved, but certainly the testing phase, although it was
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long, cannot be said to be completed and thus unknown bugs might still be
present in our protocol implementation.
This work has shown that network protocols such as the one we implemented
can be ported on devices with limited computing resources, and that Android,
though still young and with some limitations, has proved to be a suitable
platform for these purposes.

8.3 Future work

During the preparation of this thesis we have identified many ideas for the
improvement of the protocol but, due to time constraints, we were not be able
to put them into practice. In this chapter we present some of the most
interesting proposals that could be developed in the future as a continuation
of the work already done.
The ―Network Layer‖ proposed in chapter 4 was designed with the aim of
separating the implementation of the protocol from the specific transport
protocol used, therefore it would be interesting to make a comparison
between the current version of the protocol and another one that uses TCP as
transport protocol instead of UDP.
Since the latest firmware version 2.2 Android introduced a Just-In-Time
compiler in its Dalvik VM, that promises major improvements in the
performance of the entire system. Therefore, it would be useful to test the
performance of our application on this firmware version. A performance
improvement might be obtained also by re-writing the most CPU consuming
functions in native code (C/C++), integrating them with the use of the Native
Development Kit (NDK). Android NDK is ―a companion tool to the Android

SDK that lets Android application developers build performance-critical
portions of their apps in native code‖ [26].
In particular buffer management, which proved to be the weakest point of
this implementation, could be improved if running in native code.
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An analysis of the transmission rate would make the estimation of contact
window more precise. In particular one could investigate how to adjust this
parameter dynamically to network and node conditions (distance, speed,
signal to noise ratio, etc).
Another idea for future work is to perform the tests on power consumption
again with specific instruments, in order to obtain more accurate and reliable
results and to better understand where to take action in order to reduce
energy consumption.
In the current state the protocol does not provide fragmentation, therefore its
introduction would improve the usability of the protocol allowing the sending
of large files such as text or multimedia files. Furthermore, with large files
the energy saving due to not sending partial data becomes more pronounced.
The introduction of a security protocol would also allow the usage of the
protocol in those scenarios where sensitive data have to be exchanged.
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