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ABSTRACT 

Network on Chip (NoC) architectures provide scalable platforms for designing Systems on 
Chip (SoC) with large number of cores. Developing products and applications using an NoC 
architecture offers many challenges and opportunities. A tool which can map an application or 
a set of applications to a given NoC architecture will be essential.  
In this thesis we first survey current techniques and we present our proposals for mapping and 
scheduling of concurrent applications to NoCs with multithreaded processors as 
computational resources.  
NoC platforms are basically a special class of Multiprocessor Embedded Systems (MPES). 
Conventional MPES architectures are mostly bus-based and, thus, are exposed to potential 
difficulties regarding scalability and reusability. There has been a lot of research on MPES 
development including work on mapping and scheduling of applications. Many of these 
results can also be applied to NoC platforms. 
Mapping and scheduling are known to be computationally hard problems. A large range of 
exact and approximate optimization algorithms have been proposed for solving these 
problems. The methods include Branch-and–Bound (BB), constructive and transformative 
heuristics such as List Scheduling (LS), Genetic Algorithms (GA) and various types of 
Mathematical Programming algorithms. 
Concurrent applications are able to capture a typical embedded system which is 
multifunctional. Concurrent applications can be executed on an NoC which provides a large 
computational power with multiple on-chip computational resources. 
Improving the time performances of concurrent applications which are running on Network 
on Chip (NoC) architectures is mainly correlated with the ability of mapping and scheduling 
methodologies to exploit the Thread Level Parallelism (TLP) of concurrent applications 
through the available NoC parallelism. Matching the architectural parallelism to the 
application concurrency for obtaining good performance-cost tradeoffs is another aspect of 
the problem.  
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Multithreading is a technique for hiding long latencies of memory accesses, through the 
overlapped execution of several threads. Recently, Multi-Threaded Processors (MTPs) have 
been designed providing the architectural infrastructure to concurrently execute multiple 
threads at hardware level which, usually, results in a very low context switching overhead. 
Simultaneous Multi-Threaded Processors (SMTPs) are superscalar processor architectures 
which adaptively exploit the coarse grain and the fine grain parallelism of applications, by 
simultaneously executing instructions from several thread contexts.  
In this thesis we make a case for using SMTPs and MTPs as NoC resources and show that 
such a multiprocessor architecture provides better time performances than an NoC with solely 
General-purpose Processors (GP). We have developed a methodology for task mapping and 
scheduling to an NoC with mixed SMTP, MTP and GP resources, which aims to maximize 
the time performance of concurrent applications and to satisfy their soft deadlines. The 
developed methodology was evaluated on many configurations of NoC-based platforms with 
SMTP, MTP and GP resources. The experimental results demonstrate that the use of SMTPs 
and MTPs in NoC platforms can significantly speed-up applications. 

This thesis was carried under the project “Specialization and Evaluation of Network on Chip 
Architectures for Multi-Media applications”, funded by the Swedish KK Foundation. 
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Abstract 

Network on Chip (NoC) architectures provide scalable platforms for 
designing Systems on Chip (SoC) with large number of cores. Developing 
products and applications using an NoC architecture offers many 
challenges and opportunities. A tool which can map an application or a set 
of applications to a given NoC architecture will be essential.  

In this thesis we first survey current techniques and we present our 
proposals for mapping and scheduling of concurrent applications to NoCs 
with multithreaded processors as computational resources.  

NoC platforms are basically a special class of Multiprocessor Embedded 
Systems (MPES). Conventional MPES architectures are mostly bus-based 
and, thus, are exposed to potential difficulties regarding scalability and 
reusability. There has been a lot of research on MPES development 
including work on mapping and scheduling of applications. Many of these 
results can also be applied to NoC platforms. 

Mapping and scheduling are known to be computationally hard problems. A 
large range of exact and approximate optimization algorithms have been 
proposed for solving these problems. The methods include Branch-and–
Bound (BB), constructive and transformative heuristics such as List 
Scheduling (LS), Genetic Algorithms (GA) and various types of 
Mathematical Programming algorithms. 

Concurrent applications are able to capture a typical embedded system 
which is multifunctional. Concurrent applications can be executed on an 
NoC which provides a large computational power with multiple on-chip 
computational resources. 

Improving the time performances of concurrent applications which are 
running on Network on Chip (NoC) architectures is mainly correlated with 
the ability of mapping and scheduling methodologies to exploit the Thread 
Level Parallelism (TLP) of concurrent applications through the available 
NoC parallelism. Matching the architectural parallelism to the application 
concurrency for obtaining good performance-cost tradeoffs is another 
aspect of the problem.  



 

 

Multithreading is a technique for hiding long latencies of memory accesses, 
through the overlapped execution of several threads. Recently, Multi-
Threaded Processors (MTPs) have been designed providing the 
architectural infrastructure to concurrently execute multiple threads at 
hardware level which, usually, results in a very low context switching 
overhead. Simultaneous Multi-Threaded Processors (SMTPs) are 
superscalar processor architectures which adaptively exploit the coarse 
grain and the fine grain parallelism of applications, by simultaneously 
executing instructions from several thread contexts.  

In this thesis we make a case for using SMTPs and MTPs as NoC resources 
and show that such a multiprocessor architecture provides better time 
performances than an NoC with solely General-purpose Processors (GP). 
We have developed a methodology for task mapping and scheduling to an 
NoC with mixed SMTP, MTP and GP resources, which aims to maximize the 
time performance of concurrent applications and to satisfy their soft 
deadlines. The developed methodology was evaluated on many 
configurations of NoC-based platforms with SMTP, MTP and GP resources. 
The experimental results demonstrate that the use of SMTPs and MTPs in 
NoC platforms can significantly speed-up applications. 
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Chapter 1 

Introduction Network on Chip (NoC) is a new design paradigm for building scalable on-chip multiprocessor architectures using packet switching for on-chip communication [1], [2], [3]. The homogeneous environment for interconnecting the heterogeneous computational resources imposes no limits – at least theoretically – to the architectural parallelism. The straightforward way of increasing the architectural parallelism is to add more computational and communication resources to the NoC platform in order to exploit the coarse grain parallelism of concurrent applications. Another way is to increase the inherent parallelism of computational resources by adding more functional units or by using multithreading techniques. Figure 1 shows a typical Network on Chip platform with mesh topology. 
 

Figure 1 – A Network on Chip with Mesh Topology Increasing the time performance of concurrent applications when executed on NoC platforms is mainly correlated with the ability of the mapping and 
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scheduling methodology to exploit the Thread Level Parallelism (TLP) and Instruction Level Parallelism (ILP) of applications by using the available architectural parallelism. Existing mapping and scheduling methodologies for NoCs extend the methodologies for bus-based Systems on Chip (SoCs), addressing some problems specific to NoCs, such as tile assignment and communication routing [4]. The optimizations are targeting performance, energy consumption, or on-chip area. The design space exploration is very often based on non-optimal algorithms, such as genetic algorithms (GA), list scheduling or greedy search. Multithreading is a technique for hiding the latencies of memory accesses or I/O operations, by executing useful instructions from other threads. A thread is – in case of concurrent applications – a computational task generated by the compiler. Multithreading has long been used at operating system (OS) level for tolerating the latencies of I/O operations. Recently, Multi-Threaded Processors (MTP) have been developed which offer the hardware support for concurrently executing instructions from several thread contexts. This usually leads to a very low context switching overhead which, in turn, allows MTPs to exploit those latencies which are too small to be effectively used by the OS. Several multithreading techniques have been proposed [5], such as interleaved multithreading, blocked multithreading and simultaneous multithreading, which present different processor utilizations and different implementation costs. All these techniques may be applied to superscalar MTPs in order to exploit the ILP along with the TLP of applications.  Simultaneous Multithreading is a technique designed for superscalar MTPs. It presents the highest processor utilization among all multithreading techniques but it usually involves the highest implementation cost. It can adaptively exploit TLP and ILP of applications, by issuing instructions from several threads which are active simultaneously and are competing for the available processor resources at each processor cycle. Several Simultaneous Multi-Threaded Processor (SMTP) architectures have been proposed [5], [6] which have the maximum instruction issue and the maximum number of thread contexts of 8. Cycle accurate simulations for these SMTPs [5], [6] have shown a throughput between 4 and 6 instructions per cycle (IPC), which is very close to the throughput obtained for 
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on-chip multiprocessor architectures with 8 single-issue single-threaded processors [5]. The performance race between SMTPs and on-chip multiprocessors is yet to be decided and researchers in the area recommend the utilization of on-chip multiprocessors consisting of moderately equipped SMTPs (4-multithreaded, 4-issue). The idea of using SMTPs or MTPs as resources in an NoC has been less explored so far, although it can bring significant performance improvements when executing concurrent applications. To our knowledge, the first approach in this direction is ECLIPSE [7], [8]. It consists of an 8×8 sparse mesh NoC with 64 8-issue 512-multithreaded MTPs, communicating through distributed shared memory. Each MTP is a VLIW (Very Long Instruction Word) processor which exploits ILP via super-pipelining and functional units chaining, and TLP via interleaved multithreading for hiding the long latencies of accesses to the shared memory via the NoC. ECLIPSE simulations have shown an almost ideal performance improvement by increasing the number of processors [7].  
1.1 Thesis Objectives and Contributions 

The objectives of this thesis are to evaluate the potential of SMTP and MTP 

processors as resources for building multiprocessors SoCs using NoC as 

communication infrastructure and to develop algorithms for mapping and 

scheduling applications on multiprocessor SoC platforms with MTP and SMTP 

resources. 

The contribution of this thesis consists of three techniques for mapping and 

scheduling of concurrent applications to NoC architectures with MTPs and 

SMTPs as resources, assuming uniform and non-uniform distribution of 

memory accesses. In [9] and [10], an off-line task mapping and scheduling 

methodology has been proposed for NoCs with MTP resources, which aimed at 

maximizing the time performance of concurrent applications and to satisfy their 

soft deadlines. The methodology employed a response time estimation for tasks 

assigned to MTPs, assuming the uniform distribution of memory accesses over 

the worst case execution time (WCET) of tasks. The architecture was a mesh 

NoC with single-issue 3-multithreaded MTPs implementing blocked 

multithreading with switch-on-load and switch-on-store, in order to hide the 

latencies of accesses to the local memory. The goal of the study was to show that 

MTPs are appropriate as NoC resources for exploiting the TLP of concurrent 
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applications and that they are able to provide better time performance when 

used instead of classical General-purpose Processors (GPs). The methodology 

was implemented using GA for task mapping and the Earliest Deadline First 

(EDF) policy for task scheduling.  

In [11] we aimed to prove that SMTPs are appropiate as NoC resources for 

exploiting TLP and ILP of concurrent applications in the sense that they provide 

better time performances than using MTPs or GPs. For this purpose we have 

extended the mapping and scheduling methodology from [9] to SMTP cores. At 

the same time, we also generalised the response time estimation for SMTPs and 

MTPs assuming a non-uniform distribution of memory accesses over the WCET 

of tasks.  

1.2 Thesis Layout 

This thesis is organized as follows: Chapter 2 gives a survey of mapping and 

scheduling techniques for NoCs. In Chapter 3 we present several multithreading 

architectures and the motivation of our work. Chapter 4 defines the system 

model and the mapping and scheduling problem. In Chapter 5 we present the 

mapping and scheduling algorithm and the response time estimation for 

MTPs/SMTPs. Experimental results are presented in Chapter 6 and conclusions 

in Chapter 7.  
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Chapter 2 

Mapping and Scheduling Techniques for 
NoCs 

This chapter is organized in three sections. Section 2.1 introduces the NoC 

design flow and design goals. Section 2.2 defines the mapping and scheduling 

problem for NoCs by giving an example. Section 2.3 surveys the mapping and 

scheduling approaches for NoCs, describing methodologies, design goals and 

implementation algorithms.  

2.1 Design Space Exploration for NoC 

2.1.1 NoC Design Flow 

Figure 2 shows the steps required for an application specific NoC design. The 

starting point is a Generic NoC description which specifies the general features 

of the architecture such as topology, constraints on sizes of Intellectual Property 

(IP) cores, communication principles, etc. The next design step is to specialize 

the generic architecture for an application or a class of applications. For this 

purpose, an Application Model is provided which specifies the size of the 

application, the execution times of application’s tasks and communications and 

the deadline of the application. This NoC Specialization implies deciding the 

size of the NoC, selecting the IP cores and finalizing the design of switches and 

protocol format. The inherent scalability of the network facilitates the 

customisation of the NoC architecture according to the requirements of the 

application and the reuse of previous designs for similar applications. This is 

quite different from traditional SoCs where scalability is limited to a maximum 

number of buses and IP cores. The specialized NoC, with or without placed IP 

cores in to NoC tiles, is provided after the NoC Specialization step. For the case 

when an Unplaced NoC is provided, the NoC tile allocation to IP cores is 

delayed until the Network Assignment step. 

The following steps are mapping the application on the selected architecture and 

scheduling the execution of the tasks and communications such that the design 

goals are satisfied. Communication mapping and communication scheduling is 
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more complex in the case of NoCs than for traditional SoC. This is due to the fact 

that a routing path must be allocated for each NoC communication and 

deadlock and congestion must be prevented.  

Due to the huge impact of the distance between cores, in the case of NoC 

architectures, tile allocation to IP cores is better postponed, if possible, after the 

Task Mapping. Tile allocation together with routing path allocation  

(communication mapping) is known in the literature as Network Assignment. 

This is usually performed after the Task Mapping step and targets on-chip 

distance minimization. 

 

Figure 2 – NoC Design Flow 

 

After the NoC Specialization and mapping steps, Estimation is performed to 

foresee the quality of the final solution using worst case, average case, or 

statistical approaches. After Scheduling, the feasibility and quality of the 

Mapped and Scheduled Model are checked via Simulations or Formal analysis. 

The design space exploration steps are iterated until a satisfactory solution is 

reached. 

2.1.2 NoC Design Goals  

NoC design methodologies share many design goals with SoC design 

methodologies, namely, reducing energy consumption, minimizing the chip 
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area and maximizing the time performance [12]. Energy saving is very 

important, especially in the case of portable embedded systems, where extended 

and correct functionality depends on the battery life time. Chip area is related to 

switch design and on-chip memories, whose layouts can occupy up to 80% of 

the total area. Reducing the functional complexity of switches and maximizing 

the utilization of memories can reduce chip area. Time constraints are expressed 

as deadlines, whose misses could lead to failure or to quality of service 

degradation. The above goals are conflicting, since minimizing energy 

consumption often implies to slow down the computations and, thus, affecting 

the system performance.  

Finding an efficient trade-off between design goals while implementing an 

application is the main issue of NoC design. Thus, during NoC Specialization, a 

certain number and type of IP cores is selected, depending on their cost and 

performances, such that the design goals are met and chip area is minimized. 

During Task Mapping the most energy consuming tasks can be assigned to the 

least energy hungry IP cores, such that the overall energy consumption is 

reduced. Mapping is responsible for exploiting the concurrency of applications, 

depending on the parallelism of the architecture, this being correlated with time 

performance and chip area goals and constraints. Scheduling aims to satisfy 

deadlines. 

2.2 Mapping and Scheduling Related Issues 

The inputs to the mapping and scheduling problem are: 

• Model of application(s) 

• Model of target architecture 

• Performance and cost constraints 

• Objectives to be optimized 

The expected output of this step is a partitioning of the application(s) among 

computing and communication resources on the platform and a schedule for 

execution of various computational and communication tasks on these resources. 

The aim of this chapter is to study various techniques for mapping and 

scheduling of applications on NoC architectures.  
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2.2.1   Architecture and Application Model 

The architecture model is generally specified as a directed graph with two types 

of nodes, representing the processing elements (PE) and switches, which are 

interconnected by edges representing the communication links (CL) of the 

platform. Since an NoC is basically a heterogeneous multiprocessor system, PEs 

could be general purpose or special purpose processors, ASICs (Application 

Specific Integrated Circuits), FPGAs (Field-Programmable Gate Arrays) or 

memories of various types. CLs could be point-to-point connections or buses. 

The following parameters characterize the platform architecture: number, type 

and position of PEs, speed (frequency) of PEs and CLs, memory size and area 

constraints of PEs, interconnection topology of switches. 

The application is, generally, given as a task graph (TG) with nodes representing 

tasks and edges representing communications. Several concurrent applications 

could be represented as a set of TGs which could be executed in parallel on the 

computing platform. There are a few parameters which characterize the 

application: tasks execution times on each PE, hard and soft deadlines of tasks, 

TG period, communication volume over each edge and memory requirements of 

tasks. 

 

Figure 3 – Illustration of Mapping Problem 

 

Figure 3 shows a mapping example for a 2D mesh topology NoC architecture 

with 3×3 resources. In the example, there are two concurrent applications 
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represented by two TGs. Mapping is defined as the assignment of tasks 

(communications) to processing elements (communication routes). Mapping for 

NoCs could also include the assignment of IP cores to NoC tiles. Network 

Assignment is usually performed after Task Mapping and aims to reduce the 

on-chip inter-communication distances.  

Scheduling is the time ordering of tasks and communications on their assigned 

resources, which assures the mutual exclusion between tasks mapped on the 

same resource. Figure 4 shows a schedule for the example in Figure 3.  

 

Figure 4 – Scheduling of TGs on an NoC Platform 

 

The output of the mapping and scheduling step is the Mapped and Scheduled 

Model which, if static cyclic scheduling is used, specifies the starting times and 

durations of task executions on the assigned resources.  

2.2.2 Separated or Integrated Mapping and Schedulin g 

The mapping and scheduling problems could be handled as separate 

independent problems or they can be handled as one integrated problem. 

Optimal solutions of the integrated problem can provide the best results. But, 

since both mapping and scheduling are computationally hard problems, solving 

them together is more difficult than solving them one by one. In this chapter the 

integrated problem is referred to as “simultaneous mapping and scheduling”. 
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2.2.3 Static vs. Dynamic Mapping and Scheduling 

Mapping and scheduling can be performed on-line or off-line. Off-line or static 

mapping and scheduling are performed before application run-time. A table 

recording starting times for execution of tasks and communications on the 

assigned resources are provided before execution. Since static mapping and 

scheduling are computed only once, at compile time, the corresponding run-

time overhead is minimal. 

On-line or dynamic mapping and scheduling implies the assignment and 

ordering of tasks and communications during the execution of the application. 

This, potentially, would lead to a better solution, but at the cost of increased 

time and energy overhead at run-time. 

As a consequence, often static mapping and scheduling is preferred for 

embedded systems and is especially recommended for NoCs where 

communication routing overhead could impose significant delays if performed 

at run-time. The following survey includes mostly static mapping and 

scheduling algorithms for NoCs.   

2.3 Surveyed Approaches 

This section describes representative mapping and scheduling methodologies 

for NoCs.The main issues addressed for each methodology are design steps, 

design goals and algorithms for implementation.  

The approaches in G. Varatkar et al. [13] and T. Lei et al. [14] ignore the issue of 

communication mapping and scheduling, while the approach proposed in J. Hu 

et al. [15] considers the issue of communication scheduling. D. Shin et al. [16] 

focuse on NoC communication issues, by performing network assignment and 

link speed allocation, but they ignore communication scheduling.  

2.3.1 Approaches without Network Assignment 

G. Varatkar et al. [13] have developed a two-step methodology for minimizing 

overall energy consumption in NoC. A communication-aware step performs 

simultaneous mapping and scheduling of tasks aiming to reduce communication 

energy by minimizing the volume of inter-processor communication. The 

generated schedules also facilitate energy minimization during the second step, 

by maximizing the slack. The two optimization goals are alternated based on a 
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communication criterion which has the role to keep the local inter-processor 

communication volume of incoming edges under a limit stated globally, which 

depends on the application communication volume and a factor Q (0≤Q≤10). 

This factor Q is tuned in the outer loop of the design methodology, until an 

optimum trade-off between design goals is reached. The second step performs 

dynamic voltage selection for tasks which exploits the non-uniform distribution 

of slack and considers the time and energy overhead of voltage switching [13]. 

The methodology does not carry out communication mapping and scheduling 

and, thus, communication distance is only roughly approximated.  

A critical path based list scheduling (LS) algorithm, with dynamic priorities and 

adaptive goals, implements the communication-aware step. The most urgent 

task is assigned to its closest-in-time available processor or to the processor 

where its most dependent-to parent is assigned and deadlines are still satisfied. 

The decision depends on whether the communication criterion is verified or not. 

The communication criterion imposes that the average inter-processor 

communication volume of incoming edges does not exceed the average 

communication volume of all application edges multiplied by the factor Q. The 

factor Q limits the local NoC trafic to a global value computed from the 

application characteristics.  

T. Lei et al. [14], [17] use a two-step GA for task mapping and then apply As 

Soon As Possible (ASAP)/As Late As Possible (ALAP) - based techniques for 

task scheduling. The mapping goal is to maximize performance, while 

scheduling is employed to satisfy deadlines. The communication is not mapped 

and scheduled and its delay is estimated using the Manhattan distance between 

processors.  

The methodology has two steps, namely partitioning and embedding. In the 

partitioning phase the tasks are assigned to the most suitable individual IP core 

classes. In the embedding phase a task is assigned to an IP core within the class. 

ASAP/ALAP scheduling is applied to check the feasibility of the assignment.  

J. Hu et al. [15] have developed an energy-aware methodology which performs 

communication mapping and scheduling. They use the overall energy-

consumption-gap to decide between possible task mapping and scheduling 

alternatives when building an initial solution. The methodology does not 

perform network assignment, but it exploits non-uniformly the slack by 

distributing it proportionally according to time and energy profiles of tasks. It 
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provides an accurate measure for communication delay and energy 

consumption.  

The methodology has two phases: Energy Aware Scheduling (EAS) and Search 

and Repair (SaR). During EAS the initial solution is built by using level-based 

LS for simultaneous task mapping and scheduling, and an exact method for 

simultaneous communication mapping and scheduling. In the preliminaries of 

EAS, slack is distributed and budgeted deadlines (BD) are computed for all 

tasks. Greedy iterations are then employed in SaR in order to eliminate the BD 

violations encountered in the initial solution.  

Level-based LS with dynamic priorities is always assigning the most time-

critical/energy-consumption-gap task from the ready list to its highest-

performance processor in terms of time/energy, this depending on the 

existence/lack of BD violations. The exact method performs communication 

scheduling for all combinations of ready tasks and available processors in order 

to find out the Earliest Finish Time (EFT) of all ready tasks. The BD of each task 

is computed once, at the beginning of EAS, from the slacks and the average 

execution times of predecessors on the critical path, with ignoring 

communication delays. Time critical tasks are those with EFT exceeding BD.  

Two improving movements are iterated in the SaR step, in order to eliminate BD 

violations at the cost of higher energy consumption: Local Task Swapping (LTS) 

which changes the execution order of a critical task with a non-critical task on 

the same processor, and Global Task Migration (GTM) which assigns critical 

tasks to another processor with an eye on improving total delay and keeping the 

low energy consumption. 

2.3.2 Approaches with Network Assignment 

In [18]–[20] J. Hu et al. have proposed a network assignment approach which 

reduces the communication energy by minimizing communication distance and 

guarantees the communication performance through bandwidth reservation.  

The methodology is implemented using a branch-and-bound (BB) technique for 

IP mapping and a heuristic for routing path allocation. The BB employs a 

speedup heuristic for trimming away the non-promising solutions in early 

stages of the search process. 
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The BB algorithm builds a search tree, where each node – intermediate or leaf – 

represents an IP mapping solution – partial or complete, respectively – with an 

associated path allocation table (PAT) and a certain cost. Alternatively, partial 

solutions are expanded (branch) and trimed away (bound) in order to find the 

complete solution (leaf) with the minimal cost. During the branch step, a partial 

solution is expanded by assigning the remaining unoccupied tiles to the next 

unmapped IP. The routing path allocation is then invoked in order to update the 

PAT of child solutions with the communication between the newly occupied 

tiles and the old occupied ones. Based on this PAT, the cost of child solutions is 

obtained, as the communication energy among mapped IPs. During the bound 

step, the child solutions with the cost or with the lower bound cost (LBC) higher 

than the upper bound cost (UBC) will be trimmed away. The LBC adds to the 

cost of the partial solution the estimated communication energy for the 

remaining unmapped IPs. The UBC of a solution is the cost of the legal leaf node 

reached by greedily mapping the remaining IPs to the unoccupied tiles which 

provides the shortest distance to their already mapped communication partners. 

The routing path allocation uses the legal turn sets from the west-first and the 

odd-even routing algorithms in order to avoid deadlocks. It builds the list of 

communication loads among the mapped IPs and computes their flexibility 

based on the availability of legal paths. The heuristic allocates the least loaded 

link from the legal turn set to the communication load with the lowest flexibility 

for path allocation and with the highest bandwidth requirement. 

A speedup heuristic gives higher mapping priority to IPs with higher 

communication demand (communication volume and communication 

bandwidth requirements) and higher branching priority to the partial solutions 

with lower cost. The goal is to find the costly placements earlier and, thus, avoid 

the generation of poor child solutions.  

S. Murali et al. [21] have proposed a network assignment with multi-path 

routing, traffic splitting, and link bandwidth reservation for guaranteeing and 

maximizing the communication time performances. The methodology employs a 

cycle-accurate simulation in order to verify the feasibility of the network 

assignment. During the tile assignment, the communication distance is 

minimized by topologically clustering the highly communicating IPs. The 

methodology allocates single or multiple routing paths to any communication 

edge during the communication mapping step and distributes the 

communication load of each edge over its allocated paths such that the 
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bandwidth constraints of the included links are statically verified. Several 

communication edges can be allocated to a link with the condition that their 

aggregate bandwidth requirements do not exceed the offered link bandwidth. 

The routing path allocation is deterministic, minimal and deadlock-free. The 

traffic balancing can be easily achieved due to traffic splitting and, thus, 

congestions can be avoided. The communication time performances depend on 

the communication bandwidth requirements and on the communication 

distance. 

The methodology is implemented using constructive heuristics for initial tile 

assignment and for single-path routing allocation, Linear Programming (LP) for 

multi-path routing allocation with traffic splitting and greedy search for iterative 

improvements. 

The heuristic for the initial tile assignment always maps the IP with the highest 

bandwidth requirements to the tile with the shortest distance from its already 

mapped communication partners or to the tile with the maximum number of 

neighbours. 

The single-path routing allocation heuristics assigns the communication edge 

with the maximum bandwidth requirements to the minimum routing paths such 

that the bandwidth constraints of all included links are  satisfied. 

The greedy search for iterative improvements aims to find the sequence of IPs 

swapping which produces the best improvement of the communication 

performances, while still satisfying the link bandwidth constraints. For multi-

path routing allocation the link bandwidth violations are first eliminated and 

then the conservation flow equation is chequed. This equation states that the 

total incoming flow must be equal with the total outgoing flow for all 

intermediate cores within all routing paths which are allocated for any 

communication edge.   

G. Ascia et al. [22] proposed a multi-objective IP mapping which optimizes the 

performance and the energy consumption for mesh-based NoC architectures. 

The Pareto mapping provides several mapping solutions, each featuring a 

different tradeoff between the mapping objectives, letting the designer choose 

the most suitable one. The IP mapping solutions are evaluated using event-

driven trace-based simulations for synthesized traffic and real applications. The 

simulations provide an accurate modeling of communication dynamics using XY 

routing and capturing the variations in traffic draining time versus switch input 
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buffer size. The simulator uses finite state machines for modeling the behavior 

of cores and switches. The total energy consumption is given by the product 

between the energy and the time spent in each state. 

The methodology uses random assignment for initial IP mapping and GA for 

multi-objective solution space exploration. The GA uses integer chromosomes 

where each tile has an associated gene which encodes the IP mapped into the 

tile. Single-point crossover is used as well as mutation based on random 

remapping of hot spot cores (cores with larger average buffer occupancy in their 

switches).  

D. Shin et al. [16] have proposed a methodology with network assignment and 

link speed allocation for reducing communication energy in NoC. Task mapping 

and network assignment target the minimization of the inter-processor 

communication volume and distance, while link speed allocation and power 

management aim to reduce the communication energy of links. Task mapping 

considers also area constraints.  

The methodology uses GA for task mapping and network assignment and LS for 

task scheduling and link speed assignment. 

GA for task mapping uses a mapping chromosome, a two-point crossover and 

random mutation. GA for tile allocation uses permutations of tiles as 

chromosome, cycle crossover to generate only legal solutions, and random 

exchanges as mutation. GA for routing path allocation uses a binary 

chromosome to encode moves along the X-direction and Y-direction, a 

coordinate crossover with crossover point at intersection of paths and a random 

mutation operator which exchanges the locus of opposite directions. GA for 

routing path allocation has an impact on communication volume of each link 

and thus on link delay. 

LS uses the mobility of tasks |ASAP
start

 – ALAP
end

| as static priority, which is 

based on the pessimistic estimation of communication delay, where ASAP
start

 is 

the start time of a task when it is scheduled with ASAP policy and ALAP
end

 is the 

end time of a task when it is scheduled with ALAP policy.  
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2.3.3 Discussion on Existing Approaches 

The surveyed NoC methodologies do not cover completely the design space 

exploration steps, especially those regarding the communication issues. Four of 

the surveyed approaches perform network assignment [18]–[20], [21], [22], [16] 

and another one communication scheduling [15]. Two approaches [13], [16] 

minimize the inter-processor communication volume during task mapping. 

Energy consumption is the preferred optimization goal. The approaches in [13], 

[15], [18]–[20], [22], [16] were developed in order to minimize various 

components of energy consumption for tasks and communication.  

Area constraints are considerred only by D. Shin et al. [16]. 

Constructive (LS) and transformative (GA, greedy) heuristics as well as exact 

(BB) algorithms and mathematical programming (LP) are used together in order 

to carry out efficiently the mapping and scheduling steps. Thus, T. Lei et al. [14] 

and D. Shin et al. [16] combine GA with LS to perform separate mapping and 

scheduling of tasks. G. Ascia et al. [22] use GA for multi-objective Pareto IP 

mapping. Greedy approaches were employed in [15] for improving the initial 

solution constructed with LS. BB is used by J. Hu et al. [18]–[20] for tile 

assignment. Constructive heuristics and greedy improving iterations were used 

by S. Murali et al. [21] for tile assignment and LP for multi-path routing 

allocation.  

Simultaneous mapping and scheduling is sometimes performed to obtain a 

higher quality solution. Two approaches [13], [15] use LS for simultaneous task 

mapping and scheduling, and another one [15] has developed an exact method 

for simultaneous communication mapping and scheduling. 

Various LS algorithms (critical path, mobility, level-based, ASAP, ALAP) were 

used for scheduling [15], [16] and simultaneous mapping and scheduling [13], 

[15] , while GA with standard and specialized genetic operators were employed 

for the task mapping and network assignment steps. 

None of the approaches discussed above exploit the parallel processing potential 

of the available multithreaded processors or processor cores. 
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2.3.4 Conclusions 

In this section we have surveyed several approaches for mapping and 

scheduling for NoCs.  

The main conclusion that can be drawn is that the Task Mapping and 

Scheduling are similar in NoCs and bus-based MultiProcessor Embedded 

Systems (MPES), while communication raises special issues in NoCs. One of the 

main particularities is that in NoCs a routing path must be allocated for each 

communication such that the communication delay is minimized and network 

deadlocks and congestions are prevented. On-chip distance has a big impact on 

communication overhead, especially in a large NoC, and therefore its 

minimization may be a central goal in NoC design. For this reason, the final 

design step for NoC Specialization, called tile allocation, can be delayed until 

after Task Mapping and performed, along with communication mapping, in the 

Network Assignment step, in order to obtain the highest communication 

distance reduction for a particular application. The inter-processor 

communication volume can also influence communication overhead, so its 

minimization can be targeted at Task Mapping and communication mapping.  

Energy minimization is a preferred optimization goal for NoC approaches. 

Communication energy is usually minimized by reducing the inter-processor 

communication volume and distance at Task Mapping and Network 

Assignment.  

In this thesis, we have developed a methodology for static task mapping and 

scheduling of concurrent applications to NoCs with MTP and SMTP as 

resources. The methodology employs a response time analyis of tasks executed 

on MTP/SMTP. The communication scheduling is not performed, but the 

communication overhead is estimated and considerred during the task mapping 

and scheduling process. 
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Chapter 3 

Multithreading Techniques and NoCs with 
MTPs/SMTPs 

3.1 Multithreading Techniques 

  Multithreading is a technique for hiding the latencies of memory accesses, I/O 

operations or long floating-point or integer operations by executing useful 

instructions from other threads. Multithreading aims to improve the time 

performance of individual multithreaded applications or of multiple concurrent 

applications by increasing the processor utilization through the overlapped 

execution of their threads.  

Multithreading has long been used at OS level for tolerating the latencies of I/O 

operations or of memory accesses. Software threads at user- and system-level 

were involving a high context switching overhead, which in many cases 

exceeded the performance gain due to the overlapped execution of several 

threads. 

Recently, Multi-Threaded Processors (MTPs) have been developed which 

provide the architectural infrastructure for concurrently executing instructions 

from multiple thread contexts at hardware level. This usually leads to a low 

context switching overhead which, in turn, allows MTPs to exploit those 

latencies which are too small to be efficiently used at OS level. For example, the 

latencies can be caused by a cache miss, a floating point multiplication or an 

integer division, or by a memory access via on-chip network in a distributed 

shared memory chip multiprocessor system. A hardware-supported thread is 

either a full program (a single-threaded UNIX process), a light-weight process 

(POSIX thread, Solaris thread), or a compiler- or hardware-generated thread 

(subordinate microthread, microthread, nanothread) [5]. Each of these types of 

threads imposes some specific requirements on the design of MTPs and 

corresponds to a certain multithreaded execution of MTP. For example, an MTP 

which must concurrently execute several programs should maintain different 

logical address spaces for the different instruction streams that are in execution. 

On the other hand, an MTP which must concurrently execute multiple threads  
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from a single application uses a common address space for all threads and this 

implicitly simplifies the cache organization, determines the usage of shared 

caches or registers for thread synchronization and the exchange of global 

variables between threads. For an MTP to execute multiple threads from a 

sequential application it is needed to extract the threads from the application, 

either statically by a compiler or dynamically by a dedicated hardware. 

The architectures where multiple instruction streams are active simultaneously 

and are competing for the processor resources at each cycle, correspond to the so 

called explicit multithreading model. Architectures where a single instruction 

stream is initially active and multiple threads are spawned from it belong to the 

implicit multithreading class [5].  

The minimum requirements for transforming a single-threaded scalar Reduced Instruction Set Computer (RISC) processor into a multithreaded processor 

consist of building a single or a multiple-issue pipeline for pursuing different 

instruction streams from different thread contexts on the multiplexed execution 

unit. To this end, it is needed to add multiple program counters in the fetch unit 

and multiple register sets for maintaining multiple thread contexts within the 

processor pipeline. It is also required to produce the hardware implementation 

of an instruction scheduler together with the mechanism for a fast context 

switching for multiplexing the access of different instruction streams to the 

execution unit. The obtained MTP is able to concurrently execute instructions 

from several threads within a single pipeline, aiming to increase the processor 

utilization by switching the execution to another thread any time a long latency 

is encountered in the currently running instruction stream. This architecture is 

specific to explicit multithreading, but it can also be used for implicit 

multithreading if the hardware for spawning new threads is also implemented. 

3.1.1 Types of Multithreading Techniques 

Several explicit multithreading techniques have been proposed [5], such as 

interleaved multithreading, blocked multithreading and simultaneous 

multithreading, which present different processor utilization and different 

implementation costs. All these techniques may be applied to superscalar MTPs 

in order to exploit the Instruction Level Parallelism (ILP) along with the Thread 

Level Parallelism (TLP) of applications.  
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3.1.1.1 Interleaved Multithreading 

A processor implementing the interleaved multithreading – also called fine-grain 

multithreading – performs a context switch to another thread after each 

instruction fetch. It tolerates the memory latency by not scheduling a thread as 

long as its memory transaction is not completed.  The context switching 

overhead is zero cycles, since the technique eliminates the pipeline hazards by 

eliminating the control and data dependencies between pipelined instructions. 

The technique requires at least as many threads as pipeline stages for achieving 

the maximum processor performance. There are several existing architectures 

implementing interleaved multithreading: HEP, Cray MTA, MASA, MTT M-

Machine, SB-PRAM/HPP, SPELL [5].  

3.1.1.2 Blocked Multithreading 

A processor implementing the blocked multithreading – also called coarse-grain 

multithreading – executes a single thread until a context switch is triggered by a 

long latency which is reached or might arise during the execution of the 

instruction stream. Depending on the nature of the event that triggers the 

context switch, the blocked multithreading can be static or dynamic. With static 

multithreading the context switch is determined by the occurrence of a certain 

instruction during the execution of the instruction stream. The context switch is 

encoded by the compiler and it involves a low switching overhead since it can 

be detected in the early stages of the pipeline. Thus, it requires maximum one 

cycle – when the fetched instruction is discarded –, minimum zero cycles – when 

the fetched instruction is executed –, or almost zero cycles – when buffering is 

used for context switching. Depending on the instruction classes that may 

trigger a context switch, we have static blocked multithreading with explicit-

switch (when a dedicated instruction is defined for determining a context switch) 

or with implicit-switch (when general-purpose instructions already defined in the 

instruction stream – such as load, store or branch instructions – are used to 

determine the context switch – switch-on-load, switch-on-store, or switch-on-branch 

respectively). With dynamic blocked multithreading the context switch is 

determined by a runtime event such as a cache miss (switch-on-cache-miss), a 

signal, an interrupt, a trap or a message arrival (switch-on-signal), the use of a 

still missing value in the cache (switch-on-use), or the fulfillment of a condition 

along with an explicit switch instruction (conditional-switch). The context 

switching overhead is higher, since all instructions between the fetch stage and 
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the stage that triggers the context switch must be discarded. Examples of 

existing architectures which implement blocked multithreading are: CHOPP, 

MIT J-Machine, MIT Sparcle, M Sparc, Rhamma, PL/PS Machine, DanSoft 

nanothreading, Microthreading, Sun’s MAJC, IBM Multithreaded PowerPC 

processor [5]. 

Interleaved multithreading and blocked multithreading were initially designed 

for scalar RISC and VLIW processors, but they can also be applied to superscalar 

processors.  

3.1.1.3 Simultaneous Multithreading 

Simultaneous multithreading is a technique especially designed for superscalar 

processors. It adaptively exploits the TLP and ILP of applications by executing 

instructions from several threads which are active simultaneously and are 

competing at each cycle for the processor resources. The latencies occurring in 

one thread are hidden by the execution of instructions from other threads. If 

there is enough TLP and ILP in the active threads, the full issue bandwidth is 

used at any moment. There are two fetch policies and two resource sharing 

policies which combined determine the internal organization of an SMTP. Thus, 

partitioning issue bandwidth among threads and fetching instructions from 

several threads at each cycle is most of the time used together with resource 

replication, where all internal buffers of a superscalar processor are replicated 

and bound to each thread, such that several instructions from different 

instruction windows can be issued simultaneously to the execution units at each 

cycle. On the other hand, selecting the threads where from to fetch instructions at 

each cycle (e.g. fetching instructions from threads which provide immediate 

performance) is most of the time used with the resource sharing, where 

instructions from different threads share all processor resources, such that 

several instructions from the same instruction window can be issued 

simultaneously to the execution units at each cycle. Examples of existing 

architectures which implement SMT are: MARS-M, Irvine Multithreaded 

Superscalar, SMT at University of Washington, SMTP Multimedia processor, 

Karlsruhe Multithreaded Superscalar Processor, Simultaneous Multithreaded 

Vector processor, Compaq Alpha 21464, IBM Blue Gene [5]. 
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3.1.2 Performance Improvement using Multithreading 

The performances of these multithreading techniques were evaluated by 

simulations and by comparing the obtained speedups and processor utilizations. 

The speedup of an application or of a set of concurrent applications is the 

response time of the multithreaded execution relative to the serial execution. The 

processor utilization for an application or a set of concurrent applications is 

captured by the total number of empty issue slots during the multithreaded 

execution. The total number of empty issue slots from all the processor cycles 

where the issue bandwidth is partially used, due to not enough available ILP in 

the active threads, is called horizontal waste. The total number of empty issue 

slots within all processor cycles where the issue bandwidth cannot be used at all, 

due to thread latencies which cannot be hidden, is called vertical waste.   

Figure 5 shows the processor utilization for interleaved multithreading and 

blocked multithreading when applied to a scalar RISC processor compared with 

single threaded-execution. Figure 6 shows the processor utilization of the three 

explicit techniques when applied to a superscalar processor in comparison with 

single-threaded execution. The results show that for this particular set of 

applications interleaved multithreading performs similar with blocked 

multithreading while simultaneous multithreading outperforms all of them, 

including, most of the time, chip multiprocessor (CMP) execution (see Figure 7). 

The results for this hypothetical example are sustained by the simulations 

performed by different research groups. Thus, the simulations on the SMTP at 

Univ. of Washington yielded a speedup of 2.29 for 8 threads which was twice 

larger than the speedup obtained for the corresponding architecture 

implementing interleaved multithreading [6]. Table 1 shows the IPCs obtained 

for different SMTP architectures in comparison with different CMP 

configurations. The results show that the performance race between SMTP and 

CMP is yet to be decided and that the future approaches will most probably use 

CMP with moderately equipped SMTPs (4-multithreaded 4-issue). 
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Figure 5 – Processor Utilization for Scalar Processors with Multithreading [5]  

 

Figure 6 – Processor Utilization for Superscalar Processors with Multithreading [5] 
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Figure 7 – Processor Utilization for Multiprocessors [5] 

Table 1 – IPC for Different SMTP and CMP Architectures [5]  

IPC SMT Architectures 

Processors × 

(Threads,Issue) 

SMT at 

Univ. of Washington 

(Alpha 21164) 1995 

Karlsruhe  

Multithreaded 

Superscalar 

Processor 1996 

SMT at 

Univ. of Washington 

(MIPS R10000) 1997 1×(8,8) 6.64 4.19 6.1 1×(4,8) 4.15 3.37 5.6 8×(1,1) 5.13 6.07 - 4×(1,2) 3.44 4.32 1.5 2×(1,4) 1.94 2.56 2.4 2×(4,4) 6.8 6.8 - 
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Further we present several architectures with multithreading which are relevant 

for our work. 

3.2 Multithreaded Processor Architectures 

The Komodo microcontroller [23] is a multithreaded Java processor core which 

uses the Interrupt Service Thread (IST) concept for handling external hardware 

events in real-time embedded systems.  

Komodo is a 4-multithreaded 1-issue architecture for exploiting TLP of 

applications. It implements in hardware the mechanism for blocked 

multithreading with switch-on-signal. Komodo uses multiple register sets as the 

hardware implementation of the thread contexts and a 4-stage pipeline for 

concurrently executing real-time threads and for handling events from the 

microcontroller’s peripherals and non-real-time Java application threads. It has a 

zero-cycle context switching overhead and a hardware instruction scheduler 

implementing several scheduling policies such as Fixed Priority Preemptive 

(FPP), Earliest Deadline First (EDF), Least Laxity First (LLF) and Guaranteed 

Performance (GPf). It aims to hide the latencies of branches, of accesses to the 

local memory, and of I/O operations by executing useful instructions from other 

threads. It has a very simple architecture with no speculation, no caches and no 

floating point execution units. 

Komodo is based on a Java processor core with the adapted Java Virtual 

Machine and extended Application Programming Interface for embedded 

systems – similar to picoJava from Sun [24] – and is able to execute Java 

bytecode instructions directly in hardware.  

Komodo uses the IST concept together with multithreading for real-time 

handling of events from microcontroller peripherals – timer/counter, 

capture/compare, serial and parallel interfaces. For each event occurrence, the 

corresponding IST (with its real-time requirements) is activated into its own 

hardware context and executed by the real-time scheduler of the multithreaded 

architecture together with other active ISTs and application threads.  

Komodo is able to execute up to 3 event-handling threads with hard real-time 

constraints in 3 different hardware contexts and one or more non-real-time 

threads in the fourth hardware context. For systems with more than 3 hard real-

time event-handling threads, a parallel architecture with several 

microcontrollers interconnected by a middleware platform is provided. 
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However, Komodo is allowed to execute several event-handling threads with 

soft real-time constraints in a single hardware context. 

The Komodo priority manager (instruction scheduler) implements in hardware 

the real-time instruction scheduler of the multithreaded architecture. Instruction 

scheduling is deeply integrated into de processor pipeline, as the priority 

manager determines in the second pipeline stage which instruction from which 

IW to be decoded by the instruction decoder at each processor cycle. The 

priority manager indirectly controls the pipeline by determining which 

instructions to be fetched or executed next. The priority manager schedules 

together ISTs and application threads aiming to bridge the pipeline latencies 

from their execution. It dynamically assigns priorities to threads according to 

their state and to the selected scheduling policy. The priority manager 

implements four scheduling policies, which assign differently the priorities to 

threads, depending on their real-time requirements (e.g. WCET, deadlines, 

period): FPP – where each thread receives a fixed priority at its activation –, EDF 

– where the thread with the least remaining time to its deadline receives the 

highest priority –, LLF – where the thread with the least remaining time between 

its finishing time and its deadline receives the highest priority – and GPf – 

where the scheduler assigns percentages from the available processor time to the 

active threads and guarantees their execution within short intervals of time, by 

assuring thread isolation. Regardless of the scheduling policy, the multithreaded 

execution determines that the thread with the highest priority may execute at the 

maximum speed, while the threads with lower priority may execute only for 

hiding the pipeline latencies of higher priority threads. On the other hand, the 

dynamic assignment of priorities within real-time scheduling policies may 

significantly reduce the total delay of lower priority threads due to the 

multithreaded execution, by alternatively assigning different levels of priorities 

to all active threads during their lifetime. This will determine that all threads 

will run through different speed levels to get closer to their completion, such 

that all of them will finally satisfy their real-time constraints. Thus, the optimal 

real-time scheduler of a multithreaded processor should efficiently hide the 

latencies of branches and of memory/I/O accesses by creating an instruction 

mix of different threads via frequent context switches and by keeping alive the 

threads as long as possible [25].  

The performance of the Komodo architecture was evaluated using a cycle-

accurate software simulator, an FPGA and an ASIC prototype. Three real-time 

benchmarks – Impulse Counter (IC), Proportional Integral Derivative element 
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(PID element), FFT algorithm – were used under the four scheduling policies 

mentioned earlier – FPP, EDF, LLF, GPf. The evaluation results ([23], [25]) have 

shown that LLF performs the best, followed by EDF and FPP, while GPf has the 

lowest performance. LLF has the largest pool of instructions for hiding the 

latencies and holds all threads alive until their deadlines, while FPP and EDF 

tend to lessen the instruction pool especially for threads with very similar 

deadlines. GPf suffers from thread isolation and, similar with LLF, presents 

weak performances especially for threads with very different deadlines.  

The speedup obtained for multithreaded execution with hiding the latencies of 3 

cycles for branches and of 2 cycles for memory/I/O accesses was in the range 

1.8 to 2.6 for the mentioned scheduling policies and for the following mix of 

benchmarks with and without real-time constraints: one IC, one PID element, 

and one FFT algorithm with real-time constraints and one PID element without 

real-time constraints (see Figure 8). The speedup of multithreading without 

latency hiding for the same mix of benchmarks with real-time constraints was in 

the range 1.2 to 1.6. (see Figure 8) The speedup results presented here were 

normalized to those obtained with the version of Komodo using the FPP 

scheduling policy. The speedup by varying the load/store latencies from 0 to 

100 cycles for four IC applications and LLF scheduling policy was in the range 

1.4 to 3.3 relative to the multithreaded execution without latency hiding (see 

Figure 9). 

 

Figure 8 – Speedup for the Mix of Benchmarks [23] 
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Figure 9 – Speedup for IC Benchmark [23] 

3.3 Simultaneous Multithreaded Processor Architectu res 

Simultaneous multithreading allows for several independent threads to issue 

instructions to a superscalar’s multiple functional units in a single cycle, binding 

the instructions to functional units dynamically, at run-time, and aiming to 

increase the processor utilization by hiding the long memory latencies and by 

adaptively exploiting TLP and ILP of tasks.  

Several SMTP models [26] and implementable SMTP architectures [6], [27]  have 

been proposed. They are derived from the Alpha 21164 superscalar processor, 

having a maximum issue rate of 8 IPC and 10 functional units which are 

completely pipelined (4 integer units, 3 floating point units, 2 load/store units 

and 1 branch unit). The proposed SMTPs have 8 thread contexts with fixed 

priority (the highest priority is assigned to context 1 while the lowest priority is 

assigned to context 8) and a dynamic instruction scheduler executing out-of-

order the instructions from the scheduling window on the available functional 

units. The instructions which are not scheduled due to functional unit non-

availability have priority in the next cycle. 

The proposed SMTP models are: full simultaneous issue, single issue, dual issue, 

four issue and limited connection [26]. The full simultaneous issue assumes that 

all 8 threads compete for issue slots each cycle. The single, dual and four issue 

assumes that each thread can issue or have active in the scheduling window 1, 2 
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or 4 IPCs respectively. The limited connection assumes that each thread context 

is connected to one of each type of functional unit. 

The evaluation of the SMTP architecture has been done via emulation-based 

instruction-level simulations carried out on explicit parallel applications 

(SPLASH-2) and on implicit parallel applications (SPEC92, SPEC95) compiled 

with the SUIF compiler for extracting loop-level parallelism. The simulation 

model captures the execution pipeline, memory hierarchy and branch prediction 

logic. 

Simulations have shown that the average speedup when executing a parallel 

application is 2.68 for an SMTP with 8 threads and 2.17 for an SMTP with 4 

threads [27]. These speedups exceed the performance improvement of small 

scale, single chip, shared memory multiprocessors with MTP resources (MP). 

Thus, the average speedup of a MP with 2 MTPs, each 2-multithreaded (MP2) is 

1.63, while the average speedup of MP with 4 MTPs, each 4-multithreaded 

(MP4) is 1.76. The reason is the dynamic resource sharing of the SMTP 

instruction scheduler which allows a better utilization of the ILP of tasks. When 

executing parallel applications, the number of threads sharing the SMTP 

resources is higher and therefore the inter-thread interference on the shared 

resources might be higher. However, the simulations have shown that the 

interthread cache interference and the interthread branch interference are 

negligible.  

The simulations on parallel workload with larger caches in the memory 

hierarchy yielded a speedup of 1.72 for SMTP 4-multithreaded (see Table 2 and 

see Eq. 3.1) [6]. 
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Table 2 – SMTP IPC [6] 

IPC Multiprogramming workload Parallel workload 

Thread 

No 
Superscalar MTP SMTP Superscalar MP2 MP4 MTP SMTP 

1 2.7 2.6 3.1 3.3 2.4 1.5 3.3 3.3 

2 - 3.3 3.5 - 4.3 2.6 4.1 4.7 

4 - 3.6 5.7 - - 4.2 4.2 5.6 

8 - 2.8 6.2 - - - 3.5 6.1 

 

3.4 NoC with MTPs – The ECLIPSE Architecture 

ECLIPSE (Embedded Chip-Level Integrated Parallel SupercomputEr) [7], [8] is a 

homogeneous NoC with multithreaded processors and physically distributed 

shared memory. It implements the EREW (Exclusive Read Exclusive Write) 

PRAM (Parallel Random Access Machine) model of parallel computation with 

single or multiple SIMD (Single Instruction Multiple Data) and MIMD (Multiple 

Instructions Multiple Data) machines for executing general applications.  

ECLIPSE consists of a set of 64 multithreaded VLIW processors connected to a 

high-bandwidth acyclic 8×8 sparse mesh NoC with separate lines for messages 

from processors to data memory modules and viceversa. It emulates a multiport 

shared data memory on top of a physically distributed data memory, with data 

memory modules placed together with processors in NoC tiles, but having a 

separate connection to the NoC (see Figure 10).  
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Figure 10 – ECLIPSE Architecture [7] 

The communication between processors is achieved by accessing the shared data 

memory via the NoC. Thus, the only allowed traffic over the NoC consists of the 

exchange of messages between the processors and the distributed data memory 

modules. For preventing the NoC congestions due to the bursty traffic between 

processors and data memory modules, the data memory locations are uniformly 

distributed among the data memory modules by a randomized hashing 

function. The hash address of the data memory location is computed in 

hardware by the processor, before sending a memory request to the 

corresponding data memory module and, thus, it remains transparent for the 

programmer when writing PRAM algorithms. For hiding the latencies of 

accesses to the shared data memory via NoC, processors use multithreading. For 

bridging the speed difference between the processors and the data memory 

modules, the data memory modules use banking and interleaving. The 

synchronization between the processors and the data memory modules is 

achieved through message passing and has the role of maintaining the data 

coherency in the shared data memory over the supersteps of execution in 

ECLIPSE.  During a superstep, a processor executes up to 512 independent 

threads, by issuing a new thread at each clock cycle, where each thread consists 

of one VLIW instruction performing at most one shared data memory access via 
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NoC. Due to the variable number of independent threads available at a certain 

moment and the variable latency of the accesses to the shared data memory via 

NoC, the superstep cannot be defined as a fixed number of processor clock 

cycles, but as the variable interval of time required for executing a set of 

independent threads assigned to a certain processor and their accesses to the 

shared memory via NoC. Thus, the exchange of synchronization messages 

between the processors and the data memory modules has the role of 

determining the supersteps of execution in ECLIPSE.  

Regarding the parallel execution in ECLIPSE, TLP is exploited by concurrently 

executing tasks from the same (SIMD machine) or from different applications 

(MIMD machine) in multiple thread contexts of one or several VLIW processors. 

ILP of threads is exploited via superpipelining and chaining of multiple 

functional units in VLIW processors, by simultaneously executing VLIW sub-

instructions from different threads in different pipeline stages and chained 

functional units. Regarding the parallel access to the shared data memory via 

NoC, several data memory locations from the same or from different data 

memory modules can be accessed simultaneously and exclusively by different 

threads from the same or from different processors. This is mainly due to the 

parallelism of NoC communication, allowing simultaneous exchange of 

messages between processors and data memory modules over different paths or 

pipelined over the same path.  

Regarding the instruction memory, its modules are distributed over processors, 

and their instruction memory locations can be accessed simultaneously and 

exclusively only by the threads of the local processor.  

MTAC (MultiThreaded Architecture with Chaining) [28] is a VLIW processor 

exploiting TLP of applications via multithreading with latency hiding of VLIW 

super-instructions’ accesses to the shared data memory over NoC. ILP of threads 

is provided via superpipelining and chaining of multiple functional units for 

overlapping the execution of several VLIW super-instructions. MTAC is a 512-

multithreaded 8-issue architecture. It implements, partially in hardware and 

partially in software, the mechanism for interleaved multithreading, with zero-

cycle context switching overhead and a static (compile-time) VLIW instruction 

scheduler, aiming to hide the latencies of VLIW super-instructions’ accesses to 

the shared data memory via NoC, by executing Arithmetic Logic Unit (ALU) 

instructions from other VLIW super-instructions. During a superstep, each 

thread executes a single VLIW super-instruction, which is independent from the 
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VLIW super-instructions executed by other threads and which is allowed to 

perform a single memory access to the shared data memory via NoC during the 

entire superstep. At each clock cycle, MTAC starts the execution of a new thread 

and, thus, a new VLIW super-instruction is issued to the superpipeline, 

determining that each functional unit in the chain will execute a VLIW sub-

instruction from a new thread at each clock cycle. MTAC is a hazard-free 13-

stage superpipeline architecture with multiple functional units connected as a 

chain for overlapping the execution of several independent VLIW super-

instructions during a superstep (see Figure 11) and for executing sub-

instructions of each individual VLIW super-instruction without violating their 

dependencies.  

 

Figure 11 – Superstep Execution in ECLIPSE [28] 

In other words, at any moment during a superstep, several sub-instructions from 

different VLIW super-instructions are executed simultaneously in different 

superpipeline stages and chained functional units. The number, the type and the 

ordering of functional units in the chain and implicitly the succession of 

superpipeline stages in MTAC correspond to the average structure of a basic 

block in a general application. Thus, considering that MTAC has a ALUs, m 

memory units, one hash address calculation unit, one compare unit, one 

sequencer and r registers, the chain of functional units has the following 

structure: it starts with 2/3 · a ALU, it continues with m memory units and 1/3 · 
a ALUs and it ends with the compare unit and the sequencer. Since a VLIW 
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super-instruction is allowed to perform a single memory reference during a 

superstep, the number of memory units is limited to one (m=1). Moreover, each 

functional unit in the chain uses solely the results from its predecessors in the 

chain in order to avoid the violation of dependencies between the sub-

instructions of a VLIW super-instruction, during its superstep execution. As a 

consequence, the succession of superpipeline stages in MTAC is the following: 

instruction fetch, instruction decode, operand select, ALU operation, result 

bypass, hash address calculation, memory request send, memory request 

receive, result bypass, ALU operation, result bypass, sequence operation and 

thread management (see Figure 12).  

 

Figure 12 – MTAC Superpipeline [28] 

The role of adjusting the individual structure of each basic block from a general 

application to the average structure implemented in hardware by MTAC and 

corresponding to a VLIW super-instruction is derogated to the static VLIW 

instruction scheduler of MTAC. The block-based scheduler performs, at 

compile-time, a reordering of instructions from each basic block such that the 

sub-instruction slots of one or several VLIW super-instructions will be filled for 

each basic block, without violating the dependencies between instructions in the 

original basic block.  
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The interconnection network in ECLIPSE [7] is a 2D sparse mesh NoC with the 

number of switches higher than the number of processors (
16

2
ECLIPSE

ECLIPSE

P
S = ) 

and with separate lines for messages from MTAC processors to data memory 

modules and from data memory modules to MTAC processors. The network is 

able to sustain the high-bandwidth requirements for the single clock cycle 

generation rate of messages by MTAC processors and data memory modules. 

The routing is deterministic and uses a greedy algorithm based on the concept of 

superswitch. Thus, for exploiting the locality in the network, the switches related 

to each resource pair are grouped in a superswitch (see Figure 13), allowing any 

resource to send a message to any switch of its related superswitch in a single 

clock cycle. A superswitch has up to five inputs and five outputs for each 

separate channel, for the connection with up to four neighbor superswitches and 

with one processor and one data memory module placed in the diagonal 

neighbor NoC tiles. The routing algorithm has two intermediate targets: the first 

target is a random switch in the superswitch related to the sending resource, the 

second target is a random switch in the superswitch related to the receiving 

resource, while the final target is the receiving resource. The routing between 

the two intermediate switches is greedy, using an XY routing policy. 

 

Figure 13 – ECLIPSE Superswitch [7] 
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3.4.1 Evaluation of the ECLIPSE NoC 

The ECLIPSE architecture was evaluated [7] using an analytical performance 

model and via simulations with the IPSMSim, including the MTACSim and 

MEMSim simulators. ECLIPSE was compared to a baseline NoC, implementing 

the multiprocessor model, with homogeneous computational resources 

consisting of RISC processors with instruction and data caches and local main 

memory modules, interconnected by a 2D mesh of switches, with the number of 

switches equal to the number of processors ( BaselineBaseline PS = ). For a fair 

comparison, it was assumed that the baseline NoC occupies the same chip area 

as ECLIPSE, such that, for a superswitch 4 times larger than an NoC switch, and 

a resource K2 times larger than an NoC switch, the number of resources in the 

baseline NoC becomes usually higher than the number of processors in 

ECLIPSE, but without benefiting from multithreading and superpipelining with 

functional units chaining (see Eq. 3.2).  

2

1
1

4

1
1  +

⋅+
⋅=

K

P

KPP

ECLIPSE

ECLIPSEBaseline  

(3.2) 

 

The analytical performance model is given by the following set of equations (see 

Eq. 3.3 – 3.10) defining the speedup of ECLIPSE relative to the baseline NoC for a 

parallel benchmark with T
p
 threads, O operations, F

ip
·O independent parallel 

portions (there are no data dependencies between threads) and F
dp

·O dependent 

parallel portions (every read instruction depends on write instructions 

performed previously by other threads in that parallel portion), where F
ip
+F

dp
=1. 

The speedup is defined as the ratio between the execution time on the baseline 

NoC (
ParBaselineET ) and the execution time on the ECLIPSE architecture 

(
ParECLIPSEET ) (see Eq. 3.3).  

The computation of the execution time on the baseline NoC (see Eq. 3.4) assumes 

that independent (O·F
ip
) and dependent (O·F

dp
) parallel portions, as well as 

program operations (O) are uniformly distributed over RISC processors (P
Baseline

) 

and that most of the operations take one processor clock cycle (D
RISC

), except for 

cache misses leading to accesses to the local memory, taking C
cm

 processor clock 

cycles. Accesses to the distributed data memory via the NoC, take C
MEM

+C
SYNC

  

processor clock cycles (see Eq. 3.7 – 3.8), branch instructions and read 
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instructions which require aligning or shifting, take 2 clock cycles and read 

instructions whose results are immediately used as operands by the next 

instruction and require aligning or shifting, take 3 clock cycles. The probabilities 

of occurrence for these exceptions are P
m
·P

cm
, P

m
, P

b
, P

rd
·P

alg
, P

rd
·(P

riu
+P

alg
) 

respectively, where P
m
 is the probability that an operation is a memory 

reference, P
cm

 is the probability that a memory reference leads to a cache miss, P
b
 

is the probability that an instruction is  a branch, P
rd
 is the probability that an 

instruction is a read, P
riu

 is the probability that the result of a read is immediately 

used by the next instruction and P
alg

 is the probability that a read is unaligned or 

requires shifting. The execution time computation for the baseline NoC (see Eq. 

3.4) assumes also that the parallel accesses of RISC processors to the distributed 

data memory via NoC are free from deadlocks and congestions and that their 

latencies (C
MEM

, C
SYNC

) are based on the average distance over the NoC instead of 

the exact path length, exclusively scheduled for each data memory access via 

NoC. Therefore, due to these simplifying assumptions, the estimation of 

execution time on the baseline NoC is rather optimistic. 

Similarly, the computation of execution time on ECLIPSE (see Eq. 3.5) assumes 

that the operations (O) and implicitly the VLIW super-instructions obtained by 

their scheduling on the chained functional units (F) are uniformly distributed 

over MTAC processors (P
ECLIPSE

). The utilization of functional units (U
FU

) 

expresses the situation when not all slots of VLIW super-instructions can be 

filled with operations of different types. The utilization of multithreading (U
MTAC

) 

(see Eq. 3.6) gives a hint about how well the latencies of accesses to the shared 

data memory via NoC (C
MEM

) (see Eq. 3.7 – 3.8) are hidden, knowing that 

ECLIPSE is deadlock free and congestion free and that the latencies are 

computed based on the average NoC distance instead of the exact path length, 

exclusively scheduled for each data memory access via NoC. Moreover, because 

a new VLIW super-instruction is issued at each clock cycle on each MTAC 

processor (D
MTAC

) and their execution is overlapped within each processor 

superpipeline, it is sufficient to multiply the number of VLIW super-instructions 

assigned to a MTAC processor with its clock cycle (D
MTAC

) (see Eq. 3.9 – 3.10), in 

order to obtain the execution time on ECLIPSE. However, due to these 

simplifying assumptions, the estimation of execution time on ECLIPSE is rather 

optimistic. 

The utilization of multithreading (U
MTAC

) (see Eq. 3.6), determines whether the 

number of active threads during a superstep is able to hide the latency of the 
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first access to the shared data memory via NoC of that superstep. T
MTAC

 is the 

maximum number of available threads on a MTAC processor. 

The latency of an access to the shared data memory via NoC (C
MEM

) (see Eq. 3.7), 

has two components: the number of the processor’s clock cycles for the two-way 

communication and synchronization via NoC (C
SYNC

) (see Eq. 3.8), and the 

number of the processor’s clock cycles for the access of a memory location in a 

data memory module. The latency of the two-way communication via NoC 

(C
SYNC

) (see Eq. 3.8), depends on the routing delay (C
SW

), given as a number of 

processor’s clock cycles (D
MTAC

), and on the average NoC distance of 2D mesh 

topology, depending on the number of switches (Sw). The latency of an access to 

a memory location within a data memory module is the memory clock cycle 

(D
MEM

) relative to the processor’s clock cycle (D
MTAC

). 

The MTAC processor clock cycle (D
MTAC

) (see Eq. 3.9 – 3.10), is computed relative 

to the RISC processor clock cycle (D
RISC

), expressing its shortening due to 

superpipelining. The superpipelining introduces some extra forwarding (L
s
-1) ·D

fw
 and amount of latches (L

s
-1)·D

ld
 in the processor pipeline, but it shortens the 

processor’s clock cycle with the number of superpipeline stages (L
s
). The 

balancing factor, D
bf
 (see Eq. 3.10), depends on the gate delay D

gate
 of the 

implementation technology and on the shortened operation delay
S

op

L

D
.  
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speedup =  
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The evaluations using the analytical performance model have shown that 

ECLIPSE performs better than the baseline NoC, yielding a speedup of almost 

100 for the following configuration: T
p
=106, O=1012, F

dp
=0.5, D

MEM
=16ns, D

RISC
=1ns, 

C
SW

=1, L
S
=2, D

op
=800 ps, D

fw
=100 ps, D

ld
=100 ps, U

FU
=0.6, P

m
=0.3, P

cm
=0.25, P

b
=0.2, 

P
rd
=0.2, P

riu
=0.4, P

alg
=0.2, F=8, T

MTAC
=512, P

ECLIPSE
=64, K=3.7. Moreover, the 

execution time on ECLIPSE is relatively independent of the memory clock cycle 

(D
MEM

) (see Figure 14) and the fraction of dependent parallel portions (F
dp

) (see 

Figure 15), but decreases almost linearly by increasing the number of processors 

(P
ECLIPSE

) (see Figure 16) and the number of superpipeline stages (L
S
) (see Figure 

17).  
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Figure 14 – Execution Time vs. Memory System Delay [7] 

 

Figure 15 – Execution Time vs. Fraction of Dependent Parallel Portions [7] 
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Figure 16 – Execution Time vs. Number of Processors [7] 

 

Figure 17 – Execution Time vs. Level of Superpipelining [7] 
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The simulations with five commonly used parallel-computing primitives (add, 

block, max, presum, spread) have shown that the execution time in ECLIPSE 

decreases as the number of processors (P
ECLIPSE

) increases (see Figure 18) leading 

to average speedups of 4.5 and 15.3 for ECLIPSE with 16 and 64 processors, 

respectively, relative to ECLIPSE with 4 processors. Moreover, the average 

utilization of functional units is higher in MTAC (58.2%) than in RISC processor 

(25%). 

 

Figure 18 – Execution Time vs. Number of Processors [7] 

3.5 Parallelism versus Communication in NoC 

There are many reasons for achieving sub-linear speed-up in parallel 

architecture platforms. One of these is the lack of parallelism in the applications 

and another one is the time overhead due to inter-core/inter-processor 

communication when dependent tasks are executed on different processors. 

MTPs, in general, and SMTPs in particular have the potential of reducing the 

communication overhead while providing the required architectural parallelism. 

This is possible since dependent tasks could be run on the same MTP/SMTP and 

data could be communicated through processor memory.  

3.6 MTP and SMTP as Efficient NoC Resources: An Ill ustrative 
Example 

There are two important objectives while mapping a parallel application to a 

multiprocessor/multi-core system: maximizing parallelism and minimizing 

communication overhead. For exploiting the application parallelism, the 
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computational tasks should be spread over as many computing resources as 

possible in order to use the available architectural parallelism. However, this 

will lead to a larger communication overhead and, thus, the achieved speedup 

and throughput will be smaller than the theoretically possible. 

As we have discussed earlier, an MTP can give much higher performance than a 

GP with the same number of functional units. Similarly, an SMTP can 

outperform with its superscalar features an MTP with the same number of 

thread contexts or a GP. In general, an MTP or an SMTP core will be larger than 

a GP core. SMTP and MTP resources bring the advantage of combining the 

architectural parallelism with the low communication overhead. 

In this example we aim to illustrate that NoC architectures with MTPs and 

SMTPs as computational resources provide better speedups than NoC 

architectures with GPs occupying the same chip area.  

Consider an application with instruction parallelism of 48 (with TLP of 4 and 

average ILP per task of 12). Consider three NoC architectures: a 2×2 NoC with 4 

GPs (single-issue single-threaded), a 2×1 NoC with 2 MTPs (single-issue 2-

multithreaded) and a 2×1 NoC with 2 SMTPs (4-issue 2-multithreaded). Let us 

assume that all NoC architectures have local caches and local main memory. 

Figure 19 depicts the task graph of the application, the NoC architectures and 

the corresponding mapping and scheduling charts. The application 

characteristics consist of the WCET of tasks for single-threaded execution on 

each processor (WCET 
serial

=68.08 µs for GPs/MTPs and WCET
infinite-issue

=43.96 µs 

for SMTPs), the percentage of memory instructions for any task 

(MEM_INSTR=20%), the communication volume of every edge (CV=15 Kb). We 

assume the non-uniform distribution of memory accesses over WCET of tasks as 

in Table 10. The architecture characteristics consist of the processor frequency 

(1000 MHz), cache miss rate (MISS_RATE=2%) and the link bandwidth (100 

Mb/s). See Section 6.1 for the other application and architecture characteristics. 

The task mapping exploits the application TLP by clustering the concurrent 

execution paths to different NoC processors and SMTP/MTP thread-contexts. 

This also minimizes the NoC communication overhead. The mapping is 

identical for all architectures. The charts depict only the task scheduling, but the 

communication overhead is also considered. The communication scheduling is 

not performed and we optimistically assume that simultaneous communication 

is performed in parallel on different NoC paths, ignoring deadlock and 

congestions. 
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The speedup obtained for NoC with SMTPs is 1.58 and the speedup obtained for 

NoC with MTPs is 1.23, while the speedup obtained for NoC with GPs is 1.12. 

The speedups are computed relative to a single GP. The performance 

improvement for NoC with SMTPs is due to TLP and ILP exploitation via 

simultaneous multithreading and the superscalar features. These results show 

that SMTP is a good NoC resource for exploiting parallelism of applications, and 

it provides better time performances when used instead of two GPs or one MTP, 

due to its ability for exploiting both TLP and ILP. The performance 

improvement for NoC with MTPs is due to TLP exploitation via blocked 

multithreading and due to low communication overhead. An MTP can 

substitute in some cases two GPs.  

 

Figure 19 - Motivational Example 
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3.7 Conclusions 

It has been shown in the literature that MTPs and SMTPs are more efficient than 

GPs in exploiting TLP and ILP of sequential applications ([23],[27]). There is 

only one reported work on use of MTP cores to build an NoC-based powerful 

homogeneous multiprocessor ([7]). Our work uses a mix of GP, MTP and SMTP 

cores to build an NoC-based heterogeneous multiprocessor. We propose a 

methodology for task mapping and scheduling on an NoC consisting of GPs, 

MTPs and SMTPs. We have developed a genetic algorithm for task mapping and 

a response time estimation of tasks executed on MTPs and SMTPs for task 

scheduling. 
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Chapter 4 

Methodology and Models 

4.1 Mapping and Scheduling Methodology 

The methodology (see Figure 20) consists of three steps, which are iterated until 

a satisfactory solution is obtained. The application and the architecture models 

will be described later in this chapter (Section 4.2). The first step corresponds to 

the task mapping, the second step performs the two-phase task scheduling and 

the third step evaluates the mapped and scheduled solution. The task 

scheduling is performed in two phases in order to manage the complexity of the 

problem. The methodology returns the best solution over all iterations. 

 

Figure 20 – Mapping and Scheduling Methodology 

Comparing to the methodologies for NoCs presented in Section 2.3, our 

methodology performs task mapping and schedulig similar to D. Shin et al. [16] 

and T. Lei et al. [14], [17] , but it does not perform communication mapping or 

scheduling such as J. Hu et al. [15], [18]-[20], S. Murali et al. [21], G. Ascia et al. 

[22] and D. Shin et al. [16]. However, in this thesis we focus on the problem of 

exploiting the TLP and ILP of applications by using multithreading techniques 

and superscalar features in the resources of the NoC architectures. We also 
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provide a methodology for mapping and scheduling of applications to such 

architectures. The problem that we are trying to solve can be simply stated as 

follows: given a set of concurrent applications and an NoC with a set of 

heterogeneous resources consisting of a mix of SMTPs, MTPs and GPs, find that 

task mapping and scheduling which maximizes the time performances and 

implicitely satisfies the time constraints. 

4.2 System Model and Problem Definition 

In this section we present the system model and give a formal definition of the 

mapping and scheduling problem. 

4.2.1 Application Model 

The concurrent applications are specified as a set of task graphs (S
TG

= {TG
1
, TG

2
 

... TG
g
}), where each task graph represents an individual application. A task 

graph (TG) is a directed acyclic graph with nodes representing computational 

tasks and arcs representing communication edges between tasks (TG
h
 = (T

h
, C

h
)). 

A task (t
i
∈T, |T|=n, i=1...n) is a collection of serial and parallel instructions, 

while an edge (c
ij
∈C, |C|=m, t

i
,t

j
∈T, i≠j, i,j=1...n) is a data dependency between 

tasks. There are three types of tasks according to their connectivity: start-tasks – 

without incoming edges –, end-tasks – without outgoing edges – and 

intermediate-tasks – with incoming and outgoing edges. T
END

 is the set of end-

tasks in S
TG

. We consider that all task graphs have the same period1. 

                                                

 

 

 

 

 

 

1 If task graphs have different periods they are unrolled to the LCM of the task graphs periods. 
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Definition 1: The application concurrency or application TLP is defined by the 

maximum number of tasks which can be executed in parallel on an architecture 

with unlimitted resources. 

The application concurrency is an important parameter when evaluating a 

mapping solution.  

 

Figure 21 – A Set of Task Graphs 

Figure 21 shows a set of task graphs generated with the Task Graph For Free 

(TGFF) tool [29]. The set contains three task graphs S
TG

={TG
1
, TG

2
, TG

3
} 

consisting of the following collections of tasks and edges TG
1
=(T

1
,C

1
), where 

T
1
={t

1
, t

2
, t

3
, t

4
, t

5
, t

6
, t

7
, t

8
, t

9
, t

10
, t

11
, t

12
, t

13
, t

14
, t

15
, t

16
, t

17
, t

18
, t

19
}, C

1
={c

12
, c

13
, c

34
, c

35
, c

36
, c

37
, 

c
38
, c

49
, c

69
, c

710
, c

811
, c

812
, c

913
, c

213
, c

1214
, c

1215
, c

1216
, c

1217
, c

1218
, c

1319
 }, TG

2
=(T

2
,C

2
), where 

T
2
={t

1
, t

2
, t

3
, t

4
, t

5
, t

6
, t

7
, t

8
}, C

2
={c

12
, c

13
, c

34
, c

35
, c

36
, c

37
, c

38
 } and respectively TG

3
=(T

3
,C

3
), 

where T
3
={t

1
, t

2
, t

3
, t

4
, t

5
, t

6
, t

7
, t

8
, t

9
, t

10
}, C

3
={c

12
, c

23
, c

24
, c

25
, c56, c57

, c
58
, c

59
, c

510
}. The set 

of end-tasks in S
TG

 is the following T
END

=T
END1

∪T
END2

∪T
END3

, where T
END1

={t
10
, t

11
, t

14
, 

t
15
, t

16
, t

17
, t

18
, t

19
}, T

END2
={t

2
, t

4
, t

5
, t

6
, t

7
, t

8
} and T

END3
={t

3
, t

4
, t

6
, t

7
, t

8
, t

9
, t

10
}. The 

concurrency of TG
1
 is 6, of TG

2
 is 5, of TG

3
 is 5 and of the entire set is 13, 

assuming the same WCET for tasks and the same communication delay for 

edges. We also assume that the three task graphs start simultaneously. 
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4.2.1.1   Task Model 

A task is characterized by the following parameters: WCET for each processor 

on which it can be executed, the statistical information regarding its ILP, the 

distribution of memory accesses over the WCET of the task and the soft deadline 

(SD) if it is an end-task. 

4.2.1.1.1 Worst Case Execution Time of a Task 

The WCET of a task is provided for each processor on which it can be executed – 

GP, MTP or SMTP. The WCET of a task executed on a GP is given for the serial 

execution of the task’s instructions (WCET
serial

), while the WCET of a task 

executed on an MTP or on an SMTP is provided for the parallel execution of the 

task’s instructions in the single-threaded execution mode. This refers to the 

individual execution of a task on the thread contexts of the MTP/SMTP without 

sharing the processors resources with other threads. The execution on the SMTP 

assumes infinite issue and infinite number of functional units (WCET
infinite-issue

) 

(see Eq. 4.2). The execution time on the SMTP assuming finite issue and finite 

number of functional units (WCET
finite-issue

) can be computed from WCET
infinite-issue

 

(see Section 5.2.4). The execution on the MTP assumes single issue (WCET
single-issue

) 

so it is similar with the serial execution (WCET
single-issue

= WCET
serial

) (see Eq. 4.1).  

4.2.1.1.2 Instruction Level Parallelism of a Task 

The statistical information regarding the ILP of the task consists of the following 

parameters: the total number of instructions (INSTR), the total number of 

instructions of each type (<ITYPE>_INSTR), the total number of serial 

instructions of each type (<ITYPE>_SER), the total number of parallel instruction 

sets dominated by a certain instruction type (<ITYPE>_PAR_DOM) and the 

average parallelism for each instruction type over all sets of parallel instructions 

(<ITYPE>_AVG_PAR). An instruction of a certain type dominates a set of 

parallel instructions if it has the highest latency among all the instruction types 

in that set.  

The latency of each instruction type is provided for each processor 

(<ITYPE>_LAT) and it represents the maximum number of processor cycles 

required for the execution of any instruction of that type on the corresponding 

functional unit. Similar to [30], in this thesis, we have considered six instruction 

types: integer operations except multiplication and division (INT), integer 

multiplication and division (INT_Mul), floating-point operations except division 
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and multiplication (FP), floating-point division and multiplication (FP_Div), 

load and store operations to and from the local cache (LDST_L1) and load and 

store operations to and from the main memory (LDST_L2) (see Table 8). 

For example, for INSTR=30, for an average parallelism of 2 for instructions of 

any type and the percentage of instructions given in Table 9 we obtain the 

values from Table 3. Table 4 shows the assembler-like code for a task with 

INSTR=30 and the type of instructions found in the code. Please notice that the 

stack operations (e.g. PUSH instructions) and the moves between registers (e.g. 

MOV AX,BX) have no type and are ignored in our estimation. Notice that there 

are two parallel instructions of type INT_Mul (instructions number 27 and 30) 

which are executed in parallel with two parallel instructions of type 

FP_Div_PAR (instructions number 24 and 25). Their latency of 8 cycles is hidden 

by the latency of 16 cycles of FP_Div_PAR instructions and therefore there is 

only one FP_Div_PAR_DOM instruction in Table 3 and no INT_Mul_PAR_DOM 

instruction at all.  

The average parallelism of an instruction type is the statistical mean of the 

frequency distribution of parallel instructions of that type over all sets of parallel 

instructions – dominated or not by that instruction type. For example, in Table 3 

and Table 4 there is an INT_PAR_DOM set which has 3 instructions instead of 2 

(instructions number 10, 11 and 13), which means that there is parallelism 

higher than INT_AVG_PAR in the code but this is not the most frequently 

encounterred (instructions number 2 and 3 and instructions number 20 and 21).   

This information regarding the ILP of tasks can be used as in Eq. 4.1 and Eq. 4.2 

for computing the WCET
serial

 for a GP or an MTP and the WCET
infinite-issue

 for an 

SMTP. For example, for INSTR=15912, with values from Table 8 and Table 9 we 

obtain a WCET
serial

=68.08 µs for a GP or an MTP and a WCET
infinite-issue

=43.96 µs for 

an SMTP. 

),__(∑ ><×><= LATITYPEINSTRITYPEWCETserial
 

{ }.2_,1_,_,,_, LLDSTLLDSTDivFPFPMulINTINTITYPE >=<  

(4.1) 

,_)___(inf ∑ ><×><+><=− LATITYPEDOMPARITYPESERITYPEWCET issueinite  

{ }.2_,1_,_,,_, LLDSTLLDSTDivFPFPMulINTINTITYPE >=<  

(4.2) 
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Table 3 – Number of Instructions 

INSTR=30 INT INT_Mul FP FP_Div MEM Cache 
Hits 
(LDST_L1) 

Cache 
Misses 
(LDST_L2) 

<ITYPE>_INSTR 11 3 8 3 5 5 0 

<ITYPE>_SER 4 1 1 1 5 5 0 

<ITYPE>_PAR_DOM 3 0 3 1 0 0 0 

 

Table 4 – ASM-like Code for a Task 

Instr. 

No. 

ASM-like code for a 

task 

Instruction 

type 

Serial instructions 

and parallel 

instruction sets 

1 

2 

3 

4 

5 

6 

7 

 

 

INC AX 

ADD [AX],07H 

DEC BX 

ADDF [BX], 05.33H 

SUBF [AX], 03.8H 

MUL 02H 

ADDF [AX], 09.99H 

PUSH AX 

PUSH BX 

INT 

INT 

INT 

FP 

FP 

INT-Mul 

FP 

 

 

INT_SER 

INT_PAR_DOM  

 

FP_PAR_DOM 

 

INT_Mul_SER 

FP_SER 

8 

9 

10 

11 

12 

13 

14 

15 

INC AX 

ADD [AX], 07H 

DEC BX 

SUB [AX], 09H 

MOV DX, 0508H 

ADD [DX], 02DFH 

ADDF [BX], 05.33H 

ADDF [AX], 03.99H 

INT 

INT 

INT 

INT 

LDST_L1 

INT 

FP 

FP 

INT_SER 

INT_SER 

INT_PAR_DOM 

 

LDST_L1_SER 

 

FP_PAR_DOM 
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16 

17 

18 

 

 

SUBF [DX], 07.33H 

MOV 0508H, DX 

MULF 01.33H 

PUSH AX 

PUSH BX 

FP 

LDST_L1 

FP_Div 

 

 

 

LDST_L1_SER 

FP_Div_SER 

 

 

19 

20 

21 

22 

23 

24 

 

 

25 

 

26 

27 

28 

29 

30 

 

INC AX 

DEC BX 

ADD [AX],07H 

SUBF [AX], 09.8H 

SUBF [BX], 05.8H 

MULF 01.33H 

PUSH AX 

MOV AX, BX 

DIVF 07.19H 

PUSH BX 

MOV AX, 0508H 

MUL 08H 

MOV 0508H, AX 

MOV AX, 0708H 

MUL 09H 

PUSH AX 

INT 

INT 

INT 

FP 

FP 

FP_Div 

 

 

FP_Div 

 

LDST_L1 

INT_Mul 

LDST_L1 

LDST_L1 

INT_Mul 

 

INT_SER 

INT_PAR_DOM 

 

FP_PAR_DOM 

 

FP_Div_PAR_DOM 

 

 

 

 

LDST_L1_SER 

 

LDST_L1_SER 

LDST_L1_SER 

 

 

4.2.1.2 Distribution of Memory Accesses 

4.2.1.2.1 Uniform Distribution 

The distribution of memory accesses over the WCET is assumed to be uniform 

and it is provided for each memory level. The memory access time (MEMT) is 

the total latency of memory instructions within the task and it can be computed 

using total number of memory instructions (MEM_INSTR), cache miss rate 
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(MISS_RATE), cache latency (LDST_L1_LAT) and main memory latency 

(LDST_L2_LAT) (see Eq 4.3). The percentages for cache hits and cache misses 

from Table 9 have been obtained assuming a MEM_INSTR of 20% and a cache 

miss rate of 2%. MEMT can be also expressed as a percentage of WCET. 

),_2__2_()_1__1_( LATLLDSTINSTRLLDSTLATLLDSTINSTRLLDSTMEMT ×+×=  

,)_1(__1_ INSTRRATEMISSINSTRMEMINSTRLLDST ×−×=  

.___2_ INSTRRATEMISSINSTRMEMINSTRLLDST ××=  

(4.3) 

 

4.2.1.2.2 Non-Uniform Distribution 

The distribution of memory accesses over the WCET is assumed to be non-

uniform and it is provided for each memory level. The straight forward way to 

model such a distribution is to define a set of intervals within the WCET and to 

specify the percentage of accesses to each memory level for each interval, 

assuming that the memory accesses are uniformly distributed inside each 

interval. In this thesis, we assume that the WCET period of a task is divided into 

three intervals namely, Read, Execute and Write. During the Read phase, the 

data is brought from the main memory into the local cache due to high miss 

ratio; during the Execute phase, the actual computations are carried out; in the 

Write phase the results are saved into the main memory (see Table 10). Table 4 

shows the assembler-like code for a task with INSTR=30 splitted in the three 

intervals (see the horizontal lines after PUSH BX instructions). We can see that 

the number of memory instructions (LDST_L1) follows the distribution from 

Table 10. 

4.2.1.3 Distribution of Instructions  

Regarding the instruction types, except for the memory accesses, we assume that 

they are uniformly distributed over the WCET of a task. We also assume that the 

serial and the parallel instructions of any type are uniformly distributed over the 

WCET of the task. Table 4 shows how instructions of type INT_SER, INT_PAR 

and FP_PAR are uniformly distributed over the WCET of the task. 
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4.2.1.4 Task Execution Model 

The task execution model specifies that a task cannot start its execution before all 

its input data from its predecessor tasks has been received. 

4.2.2 Architecture Model 

The architecture is a two-dimensional NoC interconnecting SMTP, MTP and GP 

resources together with memories in a mesh topology. It uses packet switching 

for on-chip communication and minimal path wormhole routing [31]. We 

assume that GPs are non-superscalar processors which do not implement 

multithreading. On the other hand, MTPs are non-superscalar processors which 

implement blocked multithreading with switch-on-load and switch-on-store in 

order to hide the latencies of memory accesses. SMTPs are superscalar 

processors which implement simultaneous multithreading in order to hide the 

latencies of memory accesses or of long arithmetic operations. P (p
i
∈P, |P|=v, 

i=1...v) is the set of NoC processors. MTP (MTP
i
∈MTP, |MTP|=q, i=1...q, 

MTP⊂P) is the set of MTPs in the NoC. SMTP (SMTP
i
∈SMTP, |SMTP|=w, 

i=1...w, SMTP⊂P) is the set of SMTPs in the NoC. Any processor is characterized 

by its operational frequency. The set of thread-contexts in NoC is X (CTX
i
∈X) 

and the maximum number of thread contexts in the NoC is |X| 

( ∑ ∑
= =

+−+−=
q

j

w

j
jj CTXSMTPCTXMTPPX

1 1

, i=1...|X|); the set of instruction 

issue in NoC is S (ISSUE
i
∈S) and the maximum number of instruction issue in 

NoC is |S| ( ∑∑
==

+−+−=
w

j
j

q

j
j ISSUESMTPISSUEMTPPS

11

, i=1...|S|). 

Definition 2: The architectural parallelism is given by the maximum number of 

instructions which can be issued simultaneously by all computational resources 

in the architecture. 

The architectural parallelism is an important parameter when evaluating a 

mapping solution. 
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Figure 22 – NoC Architectures with GPs (a)), MTPs (b)) and SMTPs (c)) 

Figure 22 shows three NoC platform architectures, one with solely GPs (a) 

P
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}, |P
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|GP
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|=9, another with four MTPs (b) P
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, where MTP={MTP

1
, MTP

2
, 

MTP
3
, MTP

4
}, GP

b
={GP

1
, GP

2
, GP

3
, GP

4
, GP

5
}, |P

b
|=9, |MTP|=q=4 and |GP

b
|=5, 

and another with four SMTPs (c) P
c
=SMTP∪GP

c
, where SMTP={SMTP

1
, SMTP

2
, 

SMTP
3
, SMTP

4
}, GP

c
={GP

1
, GP

2
, GP

3
, GP

4
, GP

5
}, |P

c
|=9, |SMTP|=w=4 and 

|GP
c
|=5. Assuming that each MTP is 4-multithreaded 1-issue (CTX

i
=4, 

ISSUE
i
=1, i=1..q) and each SMTP is 4-multithreaded 4-issue (CTX

i
=4, ISSUE

i
=4, 

i=1..w), and knowing that each GP is single-threaded single-issue (CTX
i
=1, 

ISSUE
i
=1, i=1..|GP|), the architectural parallelism of the three architectures is as 

follows: |S
a
|=9 for the architecture with solely GPs, |S

b
|=9 for the architecture 

with MTPs and |S
c
|=21 for the architecture with SMTPs. The total number of 

thread contexts of the three architectures is |X
a
|=9 for the architecture with 

solely GPs, |X
b
|=21 for the architecture with MTPs and |X

c
|=21 for the 

architecture with SMTPs. 

4.2.2.1 MTP/ SMTP Model 

An MTP/SMTP is characterized by the number of thread contexts (CTX), the 

time overhead for contexts switching, the instruction issue (ISSUE), the number 

of functional units of each type (<ITYPE>_FU) and the instruction scheduling 

policy.  

We assume that an MTP/SMTP has x-thread contexts with zero context 

switching overhead, s-instruction issue, fu
<ITYPE>

 functional units of each type and 

it uses the EDF policy for dynamic instruction scheduling [25], [32]. Each 
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functional unit of an SMTP is internally pipelined, and, therefore, a new 

instruction can be issued at every processor cycle. 

4.2.2.2 Memory Model 

We assume a distributed memory model. We have a memory hierarchy with 

two levels: a local cache and a local main memory on each processor. 

4.2.2.3 Communication Infrastructure Model 

The parameters of the NoC communication components are: the switch delay for 

routing and packet buffering (Sw_D), the link bandwidth (BW) and the delay of 

the resource network interface (RNI_D) for packing/unpacking messages. 

4.2.3 Mapping and Scheduling Problem 

The task mapping is the assignment of computational tasks to thread contexts in 

MTPs/SMTPs and to single-threaded GPs (M: T→X, M(t
i
)=x

k
, i=1...|T|, 

k=1…|X|) with the aim of maximizing the time performance of concurrent 

applications. It has a direct impact on the TLP exploitation and on the NoC 

communication overhead.  

The task scheduling selects the ordering for execution of computational tasks on 

the assigned thread-contexts of the MTPs/SMTPs and single-threaded GPs with 

the aim of minimizing the total delay. Both task mapping and scheduling are 

executed off-line.  

For the tasks assigned to the thread-contexts of MTPs/SMTPs, the on-line 

instruction scheduling at hardware level is applied at execution time, on top of 

the off-line task scheduling. This scheduling determines the TLP exploitation 

through the overlapped execution of tasks on several MTP thread-contexts for 

memory latency hiding. In the case of SMTPs, the on-line mechanism is 

responsible for the ILP exploitation of independent tasks, through the parallel 

execution of their instructions when they are active simultaneously within SMTP 

thread-contexts. However, our methodology does not perform the on-line 

scheduling as a cycle-accurate simulation of MTP/SMTP, but instead it employs 

an off-line analysis for estimating the response time of tasks executed in 

multithreaded mode on MTP/SMTP. This estimation will determine an 

adjustment (multithreading-aware phase in Figure 20) of the schedule built 

previously by the off-line scheduling at system level (multithreading-oblivious 
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phase in Figure 20). The response time estimation for MTPs assumes either 

uniform or non-uniform distribution of memory accesses over the WCET of 

tasks. The response time estimation for SMTPs assumes the non-uniform 

distribution of memory accesses over the WCET of tasks and it uses the 

statistical information about the ILP of tasks. 

The schedule length adjustment using the results of the Response Time 

Estimation (RTE) is referred in this thesis as multithreading-aware phase, while the 

task scheduling with ignoring the concurrent execution of tasks on 

MTPs/SMTPs thread-contexts will be referred as the multithreading-oblivious 

phase. 

Figure 23 shows the task scheduling phases for a task graph with 11 tasks and 

an NoC architecture with a GP and a 3-multithreaded 1-issue MTP processor, 

assuming uniform distribution of memory accesses. We have also assumed a 

WCET of 68.08 µs for any task executed on any processor (see Section 4.2.1.1.1), 

a MEM_INSTR of 20% and a soft deadline of 1539 µs at end-task t
10
. As it can be 

seen from the two Gantt charts, the schedule length is adjusted in the 

multithreading-aware phase. It becomes higher (688.31 µs) than that after the 

multithreading-oblivious phase (524.88 µs) due to taking into consideration the 

waiting times of tasks executed with lower priority on the MTP thread contexts. 

For example task t
6
 is delayed with 67.04 µs when executed with the lowest 

priority together with tasks t
1
 and t

4
 and then it is delayed with 52.3 µs when 

executed with the second priority together with tasks t
4
 and t

2
 (see Table 5). This 

means a total delay of 119.34 µs added to the initial WCET of 68.08 µs which 

means a final response time of 187.42 µs for task t
6
.  

4.2.3.1 Optimization Objective 

The optimization objective is to maximize the time performances of concurrent 

applications and, thus, minimize the global schedule length.  

4.2.3.2 Feasible Solution 

A solution that verifies the precedence constraints between tasks is called 

feasible. 
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Figure 23 – Task Scheduling Phases Assuming Uniform Distribution of Memory 

Accesses 
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Chapter 5 

Mapping and Scheduling for NoCs with 
MTP/SMTP cores 

The proposed methodology (see Figure 20), as outlined in the previous chapter, 

consists of two steps, which are iterated. The first step corresponds to the task 

mapping which is performed using Genetic Algorithms (GA) and has the role to 

generate a population of candidate solutions (see Section 5.1). The second step 

performs task scheduling for each mapping solution in the population and 

comprises two phases which are both implemented using static cyclic 

scheduling (SCS) with EDF policy (see Section 5.2). After the scheduling step, 

the population of mapped and scheduled solutions is evaluated using the fitness 

function that will be described in Section 5.3. The procedure terminates when 

the population diversity (standard deviation of population cost) is suficiently 

small (less than a threshold value) or when a certain maximum number of 

iterations have been performed. The methodology returns the best solution over 

all iterations. 

5.1 Mapping Algorithm 

The task mapping uses an adaptation of a GA-based approach used in standard 

cell placement [33].  

5.1.1 Solution Encoding 

The solution encoding (chromosome) is a 2D array of tasks, where each row 

represents a GP core or a thread context of MTP/SMTP. The maximum number 

of columns is the total number of tasks in the task graph set.  

For example, Figure 24 shows the solution encoding for the mapping of a task 

graph with 11 tasks on a 2×1 NoC with one MTP and one GP. Assuming that the 

MTP is 3-multithreaded 1-issue, the 2D array of tasks has 4 rows, one for each 

thread context in the architecture. The number of columns should be 11, but for 

simplifying the representation we have shown only 3, because this is the 

maximum number of tasks assigned to a row and it is sufficient to capture the 
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entire mapping solution. Each cell in the array contains a task (positive values) 

or an empty position (negative values). Thus, tasks t
7
, t

8
 and t

10
 are assigned to 

the GP, while the other tasks are assigned to the thread contexts of the MTP. 

Tasks t
0
, t

1
 and t

4
 are assigned to the first thread context of the MTP, t

2
, t

3
 and t

5
 

are assigned to the second thread context of the MTP, while t
6
 and t

9
 are assigned 

to the third thread context of the MTP. The value -1 is an empty position in the 

solution encoding.  

The initial population is generated randomly. 

 

Figure 24 – Illustration of Solution Encoding 

5.1.2 Crossover and Mutation Operators  

The crossover and mutation operators are applied iteratively with a certain 

probability in order to obtain new populations. The mutation is applied with 

adaptive probability depending on the inverse of the population diversity 

(standard deviation of population cost). During crossover and mutation, the 

tasks are reassigned to different rows. The sequence of reassignments at 

crossover depends on the position of the crossover point, while the mutation 

sequence is generated randomly. The parent selection at crossover uses a 

roulette wheel selection, while the mutation operator is applied to all solutions 

in the population. The crossover and mutation operators are described in [33] 

and in the following example. 

The crossover operator is a Controlled Dual PMX (CDX) [33]. It applies PMX 

(Partially Mapped Crossover) twice to the same parents, with different crossover 
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points and each time targeted to a different parent, obtaining, thus, two 

offsprings. CDX outperformed PMX as shown in [33]. Figure 25 shows the PMX 

operator. The crossover point is generated randomly and it is applied to both 

parents (Step 1). It splits vertically the rows of the two arrays and determines 

that the cells from the same positions after the crossover point in the two parents 

to be interchanged. The set of interchanges is then applied to one of the parents 

(Step 2) and an offspring is obtained (Step 3). In our case, the crossover point 

was applied after the second column of the two parent arrays and it has 

determined the following set of moves: m1=(4,2), m2=(5,3), m3=(-1,9), m4=(10,-

1). These moves are applied to the first parent and an offspring is obtained. 

There are several types of moves: 

a) interchange between two different tasks (positive values) which can 

determine an exchange  

1. between two different rows (e.g. m1) or  

2.  within the same row (e.g. m2) 

in the targeted parent,  

b) interchange between a task (positive value) and an empty position (negative 

value) which can determine an insertion of a task in  

1. a different row (e.g. m4) or  

2. into the same row (e.g. m3) 

in the targeted parent.   

The moves on different rows change the mapping. The moves into the same row 

do not change the mappig, but they might influence the execution ordering (e.g. 

m2). 

The order of interchanges is important (e.g. m3, m4). The set of interchanges 

must contain at least one exchange of tasks between rows (a1) or an insertion to 

another row (b1) in order to obtain a different offspring than the targeted parent.  

Figure 25 shows the offsping after settling down the ordering for execution; that 

is why tasks 10 and 9 are interchanged.  
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Figure 25 – Partially Mapped Crossover 

 

Figure 26 shows the mutation operator. The moves are generated randomly and 

the number of moves is proportional with the number of tasks. The allowed 

moves are only exchanges (a1) and insertions (b1) between rows. In our case 

only one exchange was applied to the second parent: m=(2,5). 
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Figure 26 – Mutation Operator 

The population gets doubled during crossover, and therefore the selection 

operator is applied immediately after it.  

5.1.3 Selection Operator 

The selection operator uses an elitist-roulette wheel selection. More exactly, the 

solutions within each population are scheduled and evaluated individually, 

right after their generation. The evaluation is based on the fitness function 

introduced in Section 5.3. The evaluation results are used for statistical 

measurements of population diversity (standard deviation of solutions cost).  

5.1.4 Termination Condition 

The GA-based mapping terminates when a certain number of iterations have 

been performed or when the population diversity has became too small after the 

last set of iterations (e.g. when 95% of the population is identic). 
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5.2 Scheduling Algorithm 

The scheduling step has two phases (see Figure 20): the multithreading-oblivious 

phase and the multithreading-aware phase. During the first phase, the initial 

schedule is built based on the WCET of tasks, while in the second phase, the 

schedule is adjusted in order to reflect the execution in multithreaded mode on 

MTPs/SMTPs.  

5.2.1 Scheduling Priority 

The multithreading-oblivious phase is a static cyclic scheduling with EDF policy 

[34]. Priorities are assigned depending on the closeness of end-task’s deadline.  

The deadline for end-tasks is given by their soft time constraints, while the 

deadline for intermediate-tasks must be computed based on the application task 

graph. The algorithm for computing the deadline of intermediate-tasks relies on 

the non-uniform distribution of slack using the statistical mean and variance of 

task WCETs [15] (see Section 2.3.1).  

Further we present the response time estimation for the instruction scheduler of 

an MTP and an SMTP.  This estimation is used for the adjustments performed in 

the multithreading-aware scheduling step. 

5.2.2 Response Time Estimation for MTP 

The analysis has the role of estimating the response time of tasks executed in 

multithreaded mode on MTPs.  

The estimation is performed for a distributed memory model with a two-level 

hierarchy – local cache and local memory – when the overlapped execution of 

tasks on the MTP thread-contexts aims to hide the latency of accesses to the local 

cache and to the local memory. First, the estimation is performed assuming that 

the memory accesses are uniformly distributed over the WCET of tasks. Then, 

we perform the estimation assuming that the memory accesses are non-

uniformly distributed over the WCET.  

Further, we present in detail the response time estimations on MTP. 
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First, we introduce the notion of co-schedule.  

Definition 3: A co-schedule ( { }jtCo = , Tt j ∈ , Coj K1= , sCo = , CTXCo ≤≤1 ) 

is a set of tasks running concurrently on MTP thread contexts which have 

overlapped execution during an interval of time. The parameters of a co-

schedule are the number of tasks in its composition (s) and the duration of the 

co-schedule (DUR). S
Co

 (S
Co

 = {Co
k
}, |S

Co
|=b, k=1…b) is the set of all MTP co-

schedules. The set of initial co-schedules is built in the multithreading-oblivious 

phase and then is adjusted at each instruction scheduling step in the 

multithreading-aware phase. 

A task can be part of several consecutive co-schedules. i
CoS  ( { }i

k
i
Co CoS = , 

i
i
Co bS = , ibk K1= ) is the set of co-schedules containing task t

i
.  The task could 

have different priorities at instruction scheduling depending on the co-

scheduled tasks. i
PS ( { }ik

i
P PS = , i

i
P bS = , ibk K1= ) is the set of priorities for task 

t
i
 in i

CoS . If the task has the highest priority in a co-schedule it will run 

continuously for the entire duration of the co-schedule, while if the task is 

running at a lower priority it must wait until all tasks with higher priority 

simultaneously perform a memory access. 

5.2.2.1 Uniform Distribution of Memory Accesses 

The response time (RT) of a task t
i
 is computed based on the WCET of the task 

and the total waiting time (WAIT) of the task for all its co-schedules i
CoS  (see Eq. 

5.1). The set of co-schedules and their parameters are adjusted at each 

multithreading-aware step and, thus, the response time of a task is computed 

incrementally. 

The waiting time (WAIT) of a task t
i
 for each co-schedule i

kCo  is computed as the 

difference between the duration (DUR) of the co-schedule and the runtime 

(RUN) of the task for that co-schedule (see Eq. 5.2).  

The runtime (RUN) of a task t
i
 for each co-schedule i

kCo  depends on the priority 

of the task for that co-schedule (P
ik
) and on the memory latencies (MEMT) of the 

co-scheduled tasks t
j
 with higher priority (P

jk
<P

ik
) (see Eq. 5.3). The equation 

expresses the fact that, if the task has the highest priority (P
ik
=1) in a co-schedule, 

it will run continuously for the entire duration of the co-schedule, while if the 



Mapping and Scheduling for NoCs with MTP/SMTP cores 

 68 

task is running at a lower priority (P
ik
>1) it must wait until all tasks with higher 

priorities (P
jk
<P

ik
) perform a memory access. 

The total memory latency (MEMT) of a task t
i
 for a co-schedule i

kCo  is expressed 

as a percentage of its WCET. Since the memory accesses are considerred to be 

uniformly distributed over the WCET of tasks, the same percentage will be 

applied for the runtime (RUN) of tasks within each co-schedule (see Eq. 5.4).  

The response time (RT) of a task t
i
 can be also computed as the sum of durations 

for all co-schedules i
kCo  containing that task i

CoS . For checking if the response 

time of a task t
i
 has been computed correctly, the sum of runtimes (RUN) in all 

its co-schedules i
CoS  must be equal with the WCET of the task on the assigned 

MTP (see Eq. 5.5).  

.,
1

T∈+= ∑
=

i

S

k
ikseriali tWAITWCETRT

i
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i
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Figure 27 and Table 5 show the steps of the response time estimation in the case 

of uniform distribution of memory accesses for the mapping and scheduling 

solution from Figure 23, assuming a WCET of 68.08 µs for all tasks executed on 

any of the processors of the NoC architecture, a MEM_INSTR of 20% and a soft 

deadline of 1539 µs at the end-task t
10
. The application and architecture 

characteristics used for the detailed calculations are found in Section 6.1. 
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Figure 27 – Response Time Estimation for Uniform Distribution of Memory Accesses 
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Figure 27 (cont’d) – Response Time Estimation for Uniform Distribution of Memory 

Accesses 
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Table 5 – Response Time Estimation for Uniform Distribution of Memory Accesses 

RTE 

step 

Coschedule Priority=1 Priority=2 Priority=3 

Step 

1 

{t0} 

DUR0=68.08 

t0 

RUN01=68.08 

WAIT01=0 

RT0=68.08 

  

Step 

2 

{t1,t4,t6} 

DUR2=68.08 

t1 

RUN12=68.08 

MEMT12=8.41 

WAIT12=0 

RT1=68.08 

t4 

RUN42=8.41 

MEMT42=1.04 

WAIT42=59.67 

RT4=127.75 

t6 

RUN62=1.04 

WAIT62=67.04 

RT6=135.12 

Step 

3 

{t2,t4,t6} 

DUR3=59.67 

t4 

RUN43=59.67 

MEMT43=7.37 

WAIT43=0 

RT4=127.75 

t6 

RUN63=7.37 

MEMT63=0.91 

WAIT63=52.3 

RT6=187.42 

t2 

RUN23=0.91 

WAIT23=58.76 

RT2=126.84 

Step 

4 

{t2,t5,t6} 

DUR4=59.67 

t6 

RUN64=59.67 

MEMT64=7.37 

WAIT64=0 

RT6=187.42 

t2 

RUN24=7.37 

MEMT24=0.91 

WAIT24=52.3 

RT2=179.14 

t5 

RUN54=0.91 

WAIT54=58.76 

RT5=126.84 
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Step 

5 

{t2,t5} 

DUR5=59.8 

t2 

RUN25=59.8 

MEMT25=7.39 

WAIT25=0 

RT2=179.14 

t5 

RUN55=7.39 

WAIT55=52.41 

RT5=179.25 

 

Step 

6 

{t3,t5} 

DUR6=59.78 

t5 

RUN56=59.78 

MEMT56=7.38 

WAIT56=0 

RT5=179.25 

t3 

RUN36=7.38 

WAIT36=52.4 

RT3=120.48 

 

Step 

7 

{t3} 

DUR7=60.7 

t3 

RUN37=60.7 

WAIT37=0 

RT3=120.48 

  

 

As it can be seen, in the second step, the co-schedule {t
1
,t

4
,t

6
} has the duration 

DUR
2
=68.08 µs and the priorities 1 for task t

1
, 2 for task t

4
 and 3 for task t

6
, 

respectively, which are assigned according to the EDF policy. Task t
1
 has the 

highest priority, so it will run for the entire duration of the co-schedule 

RUN
12
=DUR

2
=68.08 µs. Task t

4
 has a lower priority so it must wait until the task 

t
1
 with higher priority will perform a memory access (RUN

42
=MEMT

12
=8.41 µs, 

WAIT
42
=DUR

2
-RUN

42
=59.67 µs). The task t

6
 has the lowest priority so it must 

wait until tasks t
1
 and t

4 
with higher priority will perform simultaneously a 

memory access (RUN
62
=MEMT

42
=1.04 µs, WAIT

62
=DUR

2
-RUN

62
=67.04 µs). In the 

same manner, in step 4, tasks with lower priority t
2
 and t

5
 must wait until all the 

tasks with higher priority perform a memory access. Thus, t
2
 must wait until t

6
 

performs a memory access, while t
5
 must wait until t

6
 and t

2
 perform 

simultaneously a memory access. As a consequence, the runtime RUN will be 

lower for the tasks with lower priority while the wait time WAIT will be higher. 
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A task can be part of several consecutive co-schedules and it can have different 

priorities. Thus, t
6
 is contained by the coschedules in 6

CoS = {{t
1
,t

4
,t

6
}, {t

2
,t

4
,t

6
}, 

{t
2
,t

5
,t

6
}} with priorities 6

PS ={3, 2, 1}, respectively. 

The set of initial coschedules is CoS = {{t
0
}, {t

1
,t

4
,t

6
}, {t

2
,t

5
}, {t

3
}}, while the final set of 

coschedules is CoS = {{t
0
}, {t

1
,t

4
,t

6
}, {t

2
,t

4
,t

6
}, {t

2
,t

5
,t

6
}, {t

2
,t

5
}, {t

3
,t

5
}, {t

3
}}. 

The response time is computed incrementaly over several scheduling steps. 

Thus, the response time of task t
6
 is RT

6
=135.12 µs after step 2, RT

6
=187.42 µs 

after step 3 and RT
6
=187.42 µs after step 4. 

The schedule length is 688.31 µs. 

 

5.2.2.2 Non-Uniform Distribution of Memory Accesses 

The estimation for this case uses a similar reasoning as for uniform distribution 

of memory accesses. The only difference is for computing the total memory 

latency (MEMT) of the task t
i
 during a co-schedule i

kCo  (see Eq. 5.9). This must 

reflect the non-uniform distribution of memory accesses over the WCET of a task 

and the hierarchical access to the memory. The easiest way to model such a non-

uniform distribution is to consider several intervals (INTV) over the WCET of a 

task, to assume the uniform distribution of memory accesses inside each interval 

j and to provide the percentage of memory hits at each hierarchical level 

(L1_Int_hits, L2_Int_hits) for each interval. With these specifications, the total 

memory latency (MEMT) of a task t
i
 for a co-schedule i

kCo  is the sum of memory 

latencies for each interval or portion of interval j (MEMT_Int) covered by that 

co-schedule (see Eq. 5.9). Since the distribution of memory accesses is uniform 

within each WCET interval, the same hit percentage corresponding to a 

hierarchical level (L1_Int_hits, L2_Int_hits) is used for a portion of the interval 

(RUN_Int) as for the entire interval (Int_DUR) (see Eq. 5.10). The rest of the 

equations (see Eq. 5.6 – 5.11) are identical or have similar interpretation as in the 

previous case. 
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Figure 28 and Table 6 show the steps of the response time estimation in the case 

of non-uniform distribution of memory accesses for the mapping and scheduling 

solution from Figure 23, assuming a WCET of 68.08 µs for all tasks executed on 

any of the processors of the NoC architecture, a MEM_INSTR of 20%, a soft 

deadline of 1539 µs at the end-task t
10
, and a distribution of memory accesses as 

in Table 10. The application and architecture characteristics used for the detailed 

calculations are found in Section 6.1. 
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Figure 28 – Response Time Estimation for Non-Uniform Distribution of Memory 

Accesses 
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Figure 28 (cont’d) – Response Time Estimation for Non-Uniform Distribution of 

Memory Accesses 
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Table 6 – Response Time Estimation for Non-Uniform Distribution of Memory Accesses 

RTE 

step 

Coschedule Priority=1 Priority=2 Priority=3 

Step1 {t0} 

DUR1=68.08 

t0 

RUN01=68.08 

WAIT01=0 

RT0=68.08 

  

Step 

2 

{t1,t4,t6} 

DUR2=68.08 

t1 

RUN12=68.08 

MEMT12=8.41 

WAIT12=0 

RT1=68.08 

t4 

RUN42=8.41 

MEMT42=0.68 

WAIT42=59.67 

RT4=127.75 

t6 

RUN62=0.68 

WAIT62=67.40 

RT6=135.48 

Step 

3 

{t2,t4,t6} 

DUR3=59.67 

t4 

RUN43=59.67 

MEMT43=7.73 

WAIT43=0 

RT4=127.75 

t6 

RUN63=7.73 

MEMT63=0.65 

WAIT63=51.94 

RT6=187.42 

t2 

RUN23=0.65 

WAIT23=59.02 

RT2=127.1 

Step 

4 

{t2,t5,t6} 

DUR4=59.67 

t6 

RUN64=59.67 

MEMT64=7.73 

WAIT64=0 

RT6=187.42 

t2 

RUN24=7.73 

MEMT24=0.65 

WAIT24=51.94 

RT2=179.04 

t5 

RUN54=0.65 

WAIT54=59.02 

RT5=127.1 
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Step 

5 

{t2,t5} 

DUR5=59.7 

t2 

RUN25=59.7 

MEMT25=7.73 

WAIT25=0 

RT2=179.04 

t5 

RUN55=7.73 

WAIT55=51.97 

RT5=179.07 

 

Step 

6 

{t3,t5} 

DUR6=59.7 

t5 

RUN56=59.7 

MEMT56=7.73 

WAIT56=0 

RT5=179.07 

t3 

RUN36=7.73 

WAIT36=51.97 

RT3=120.05 

 

Step 

7 

{t3} 

DUR7=60.35 

t3 

RUN37=60.35 

WAIT37=0 

RT3=120.05 

  

 

As it can be seen, in the second step, the coschedule {t
1
,t

4
,t

6
} has the duration 

DUR=68.08 µs, and the priority 1 for task t
1
, the priority 2 for task t

4 
and the 

priority 3 for task t
6
, assigned according to EDF policy. The task t

1
 has the 

highest priority, so it will run for the entire duration of the co-schedule 

RUN
12
=DUR

2
=68.08 µs. The task t

4
 has a lower priority so it must wait until task 

t
1
 with higher priority performs a memory access (RUN

42
=MEMT

12
=8.41 µs, 

WAIT
42
=DUR

2
-RUN

42
=59.67 µs). The task t

6
 has the lowest priority so it must 

wait until tasks t
1 
and t

4
 with higher priority perform simultaneously a memory 

access (RUN
62
=MEMT

42
=0.68 µs, WAIT

62
=DUR

2
-RUN

62
=67.40 µs).  The memory 

accesses are considerred to be non-uniformly distributed over the WCET of tasks 

and this is modeled using three intervals – read, execute and write phases – as in 

Table 10. Thus, for the second step, MEMT
12
 is computed by the sum of memory 

accesses over the three intervals MEMT_Int
1
, MEMT_Int

2
 and MEMT_Int

3
 with 

the values 1.77, 2.70 and 3.94, respectively. 
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A task can be part of several consecutive co-schedules and it can have different 

priorities. Thus, t
6
 is contained by the coschedules in 6

CoS = {{t
1
,t

4
,t

6
}, {t

2
,t

4
,t

6
}, 

{t
2
,t

5
,t

6
}} with priorities 6

PS ={3, 2, 1}, respectively. 

The set of initial coschedules is CoS = {{t
0
}, {t

1
,t

4
,t

6
}, {t

2
,t

5
}, {t

3
}}, while the final set of 

coschedules is CoS = {{t
0
}, {t

1
,t

4
,t

6
}, {t

2
,t

4
,t

6
}, {t

2
,t

5
,t

6
}, {t

2
,t

5
}, {t

3
,t

5
}, {t

3
}}.  

The response time is computed incrementally over several scheduling steps. 

Thus, the response time for task t
6
 is RT

6
=135.48 µs after step 2, RT

6
=187.42 µs 

after step 3 and RT
6
=187.42 after step 4.  

The schedule length is 687.79 µs. This is with 0.52 µs less than that from Section 

5.2.2.1, representing 520 integer instructions (INT_INSTR) or 15 cache misses 

(LDST_L2_INSTR). 

5.2.3 Response Time Estimation for SMTP 

The analysis has the role to estimate the response time of tasks executed in 

multithreaded mode on SMTPs. It assumes the non-uniform distribution of 

memory accesses over the WCET of tasks and it uses the statistical information 

about the ILP of tasks.  

If the task has the highest priority in a co-schedule (see definition 3 from Section 

5.2.2) it will run continuously for the entire duration of the co-schedule, except 

for the time when it is waiting for the availability of issue slots and functional 

units due to its own ILP (initWAIT) (see Table 7, see Section 5.2.4). If the task is 

running at a lower priority it must wait until the issue slots and the functional 

units occupied by the tasks with higher priority become available. The issue 

exceeding occurs when there are not enough available issue slots for the total 

ILP. 

The waiting time (WAIT) of a task t
i
 for a certain co-schedule i

kCo  (see Eq. 5.13) 

is the total number of cycles spent due to the issue exceeding 

(ISSUE_EXCEEDING) and the functional unit usage (FU_USAGE) by the 

instructions of tasks t
j
 which are running with higher priority (P

jk
<P

ik
) in the co-

schedule. For each issue exceeding (see Eq. 5.14) and functional unit 

unavailability (see Eq. 5.15), the task must wait one extra cycle. This is because 

each functional unit (<ATYPE>_FU) is internally pipelined in our SMTP 

architecture and, thus, a new independent instruction can be issued on it at each 
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processor cycle (see Eq. 5.15). Exception from this rule is any access to the 

memory hierarchy (<MTYPE>_FU) which cannot be performed in a pipelined 

manner and, thus, it must be tolerated (<MTYPE>_LAT) by the simultaneous 

execution of other independent instructions in the co-schedule (see Eq. 5.15). We 

also assume that the instructions with the highest latencies in a co-schedule are 

issued first, in order to be tolerated by the simultaneous execution of 

independent instructions with lower latencies in the co-schedule. With these 

specifications, the waiting time of a task t
i
 for a co-schedule i

kCo  is computed as 

in Eq. 5.13 – 5.15. The computations of extra cycles due to issue exceeding 

(ISSUE_EXCEEDING) (see Eq. 5.14) and functional unit unavailability 

(FU_USAGE) (see Eq. 5.15) assume that the parallel instruction sets from 

different tasks j in the co-schedule are overlapped and they present the average 

parallelism for each instruction type (<ITYPE>_AVG_PAR, 

<ATYPE>_AVG_PAR, <MTYPE>_AVG_PAR). The waiting time computation 

(see Eq. 5.13) applies these extra cycles to the maximum number of parallel 

instruction sets (<ITYPE>_PAR_DOM) among all tasks t
j
 running with higher 

priority (P
jk
<P

ik
) in the co-schedule. Thus, the set of higher priority tasks in the 

co-schedule can be viewed as a single task with extended ILP (the sum of tasks 

ILP) and with no serial instructions.  

The response time (RT) of a task t
i
 is the sum of the WCET of that task when 

running in single-threaded mode of the SMTP with finite issue and finite 

number of functional units (WCET
finite-issue

) (see Section 5.2.4) and the total waiting 

time of the task for all its co-schedules i
CoS  (see Eq. 5.12). The response time of a 

task can be also computed as the sum of co-schedule durations which are 

containing that task. The number of co-schedules for each task i
CoS  is known 

only at the end of the multithreading-aware phase and, therefore, the response 

time of tasks is computed incrementally. 
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Figure 29 and Table 7 show the steps of the response time estimation for SMTP 

for the mapping and scheduling solution from Figure 23 when assuming a 4-

issue 2-multithreaded SMTP instead of the MTP in the NoC architecture from 

Figure 23. We have also assumed a WCET
infinite-issue

 of 43.96 µs, a soft deadline of 

1539 µs at the end-task t
10
, an ILP of tasks as in Table 9 and a non-uniform 

distribution of memory accesses as in Table 10. The application and architecture 

characteristics used for the detailed calculations are found in Section 6.1. 



Mapping and Scheduling for NoCs with MTP/SMTP cores 

 82 

 

Figure 29 – Response Time Estimation for SMTP 
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Figure 29 (cont’d) – Response Time Estimation for SMTP 
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Table 7 – Response Time Estimation for SMTP 

RTE 

step 

Coschedule Priority=1 Priority=2 Priority=3 

Step 

1 

{t0} 

DUR1=52.88 

t0 

WAIT01=0 

initWAIT0=8.92 

RUN01=43.96 

RT0=52.88 

  

Step 

2 

{t1,t4,t6} 

DUR2=52.88 

t1 

WAIT12=0 

initWAIT1=8.92 

RUN12=43.96 

RT1=52.88 

t4 

WAIT42=13.38 

initWAIT4=8.92 

RUN42=30.58 

RT4=66.26 

t6 

WAIT62=43.96 

initWAIT6=8.92 

RUN62=0 

RT6=96.84 

Step 

3 

{t2,t4,t6} 

DUR3=13.38 

t4 

WAIT43=0 

RUN43=13.38 

RT4=66.26 

t6 

WAIT63=4.27 

RUN63=9.11 

RT6=101.11 

t2 

WAIT23=4.46 

initWAIT2=8.92 

RUN23=0 

RT2=57.34 

Step 

4 

{t2,t5,t6} 

DUR4=34.85 

t6 

WAIT64=0 

RUN64=34.85 

RT6=101.11 

t2 

WAIT24=10.8 

RUN24=24.05 

RT2=68.14 

t5 

WAIT54=25.93 

initWAIT5=8.92 

RUN54=0 

RT5=78.81 
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Step 

5 

{t2,t5} 

DUR5=19.91 

t2 

WAIT25=0 

RUN25=19.91 

RT2=68.14 

t5 

WAIT55=6.31 

RUN55=13.61 

RT5=85.12 

 

Step 

6 

{t3,t5} 

DUR6=30.35 

t5 

WAIT56=0 

RUN56=30.35 

RT5=85.12 

t3 

WAIT36=9.53 

initWAIT3=8.92 

RUN36=11.90 

RT3=62.41 

 

Step 

7 

{t3} 

DUR7=32.06 

t3 

WAIT37=0 

RUN37=32.06 

RT3=62.41 

  

 

As it can be seen, in the second step, the coschedule {t
1
,t

4
,t

6
} has the duration 

DUR=52.86 µs. The task t
1
 has the highest priority while tasks t

4
 and t

6
 have 

lower priorities according to the EDF policy. Task t
4
 must wait extra cycles due 

to issue exceeding of the task t
1 

with higher priority 

(ISSUE_EXCEEDING
42
=13380). In the same manner, task t

6
 must wait extra 

cycles due to issue exceeding (ISSUE_EXCEEDING
62
=26760) and functional unit 

unavailability (FU_USAGE
62
=151640) of the tasks t

1
 and t

4 
with higher priority. 

The waiting time is limited to the interval length and, thus, WAIT
62
=43.96, 

instead of 178.4 for task t
6
. Moreover, each task has an initial waiting time 

(initWAIT) used for computing WCET
finite-issue

 from WCET
infinite-issue

. This time is due 

to issue exceeding and functional unit unavailability of that particular task. For 

example, task t
1 

has initWAIT
1
=8.92, where ISSUE_EXCEEDING

1
=8920 and 

FU_USAGE
1
=0. 

A task can be part of several consecutive co-schedules and it can have different 

priorities. Thus, t
6
 is contained by the coschedules in 6

CoS = {{t
1
,t

4
,t

6
}, {t

2
,t

4
,t

6
}, 
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{t
2
,t

5
,t

6
}} with priorities 6

PS ={3, 2, 1}, respectively. The set of initial coschedules is 

CoS = {{t
0
}, {t

1
,t

4
,t

6
}, {t

2
,t

5
}, {t

3
}}, while the final set of coschedules is CoS = {{t

0
}, 

{t
1
,t

4
,t

6
}, {t

2
,t

4
,t

6
}, {t

2
,t

5
,t

6
}, {t

2
,t

5
}, {t

3
,t

5
}, {t

3
}}.  

The response time is computed incrementally over several steps. Thus, the task t
6
 

has RT
6
=96.84 µs after step 2, RT

6
=101.11 µs after step 3 and RT

6
=101.11 µs after 

step 4. 

The schedule length is 509.68 µs. This is with 178.11 µs lower than that from 

Section 5.2.2.2, showing a clear advantage when using an SMTP instead of an 

MTP. 

5.2.4 WCET Computation for SMTP 

The WCET of a task t
i
 running in single-threaded mode on an SMTP p with 

finite issue and finite number of functional units (WCET
finite-issue

) is computed 

based on the WCET of the task when running in single-threaded mode on an 

SMTP with infinite issue and infinite number of functional units (WCET
infinite-issue

) 

and the statistical information about ILP of that task (<ITYPE>_AVG_PAR, 

<ITYPE>_PAR_DOM) (see Eq. 5.16 – 5.18). The number of extra cycles due to 

issue exceeding (ISSUE_EXCEEDING) (see Eq. 5.17) and the functional unit 

usage (FU_USAGE) (see Eq. 5.18) by the ILP of that task (<ITYPE>_AVG_PAR, 

<ATYPE>_AVG_PAR, <MTYPE>_AVG_PAR) must be multiplied with the total 

number of parallel instruction sets of that task (<ITYPE_PAR_DOM>) and then 

added (this is initWAIT from Section 5.2.3) to the WCET which assumes infinite 

issue and infinite functional units for SMTP (WCET
infinite-issue

) (see Eq. 5.16).  
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For example, assuming WCET
infinite-issue

=30µs, ISSUE=4, INT_PAR_DOM=7, 

INT_Mul_PAR_DOM=3, FP_PAR_DOM=5, FP_Div_PAR_DOM=3, 

LDST_L1_PAR_DOM=1, LDST_L2_PAR_DOM=1, INT_AVG_PAR=4, 

INT_Mul_AVG_PAR=4, FP_AVG_PAR=2, FP_Div_AVG_PAR=2, 

LDST_L1_AVG_PAR=2, LDST_L2_AVG_PAR=2, INT_FU=4, INT_Mul_FU=4, 

FP_FU=2, FP_Div_FU=2, LDST_L1_FU=2, LDST_L2_FU=2, LDST_L1_LAT=2, 

LDST_L2_LAT=34 and a processor frequency of 1000 MHz we obtain 

ISSUE_EXCEEDING=3, FU_USAGE=0 and WCET
finite-issue

=30.04µs. There is a 

difference of 0.04 µs between WCET
finite-issue 

and WCET
infinite-issue

, representing 20 

LDST_L1_INSTR or 1 LDST_L2_INSTR. This difference will become higher if 

the ILP of the task will be higher and if the issue and the number of functional 

units will be lower. 

5.3 Fitness Function 

The optimization goal is to maximize the time performances of concurrent 

applications, while satisfying their soft deadlines. The fitness function will be 

introduced later in this section. 

First we introduce some notions used by fitness function. 

The delay on a critical path for an end-task (λ
t
, t∈T

END
) is computed using the 

response time of tasks (RT) on that path and the communication delay of edges 

(EdgeDelay) on that path (see Eq. 5.19). 

.,,,,)(
1

ENDij

t

i
ijit TtCcTjiEdgeDelayRT ∈∈∈+=∑

=

λ  
(5.19) 

The communication delay of an edge (EdgeDelay
ij
, c

ij
∈C, i,j∈T) routed over an 

NoC is computed based on the minimum NoC distance between the 

communicating tasks (hops+1), the communication volume of that edge (CV), 

and the NoC communication parameters such as link bandwidth (BW), switch 

delay (Sw_D) and RNI delay (RNI_D). It captures the communication pipelining 

of wormhole routing and it assumes that the NoC communication is free from 

deadlocks and congestions (see Eq. 5.20). We ignore the effect of routing 

algorithm and packet buffer delay for our analysis. 

.,,,)1(__2 TjiCc
BW

CV
hopsDSwhopsDRNIEdgeDelay ij

ij
ij ∈∈×−+×+×=  

(5.20) 
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The deadline violation of an end-task (DV
t
, t∈T

END
) is computed as the difference 

between the delay on critical path for that task (λ) and the soft deadline of that 

task (SD) (see Eq. 5.21). The deadline violation has a positive value if the soft 

deadline is violated and a negative value or a zero value if the soft deadline is 

satified. When the deadline violation has a negative value or a zero value it is 

called also slack (Slack
t
, t∈T

END
). 

., ENDttt TtSDDV ∈−= λ  (5.21) 

 

The fitness function aims to: 

a) Eliminate the cases when at least one soft deadline is violated (∃DV
t
>0, 

t∈T
END

); 

b) Maximize the slack when all the soft deadlines are satisfied (∀DV
t
≤0, t∈T

END
) 

With these specifications the fitness function (Cost) is computed as in Eq. 5.22.  
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(5.22) 

The sum of squared deadline violations (DV), normalized to the maximum soft 

deadline (SD) is used for reducing the total delay when at least one soft deadline 

is violated. The square is applied to give a higher penalty for long deadline 

violations.  

The average over all slacks (Slack), normalized to their soft deadlines (SD), is 

used for reducing the total delay when all soft deadlines are satisifed.  
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Chapter 6 

Experimental Evaluation 

The goal of this evaluation is to compare NoCs with SMTPs or MTPs as 

resources with NoCs with GPs as resources. For a fair comparison we assume 

that all these NoCs occupy the same on-chip area. 

6.1 Experimental Set-up 

For our experiments we have assumed that we are running large applications 

for embedded systems on a NoC with GPs, MTPs and SMTPs. We have also 

assumed that the execution speed in single-threaded and single-issue mode of 

all these resources is the same in the sense that a single-threaded application will 

have the same execution time on all these types of resources if they are single-

issue. We have assumed that the applications are both computation-intensive 

and communication-intensive and have a high parallelism. Moreover, the 

parameters related to the application and the architecture characteristics are 

taken from the relevant literature [26], [35].   

The experiments have been carried out on synthetic benchmarks generated with 

the TGFF 3.0 [29] tool. Each benchmark has 3 TGs [36], up to 70 tasks, up to 85 

edges [26] and an average instruction parallelism of 60 per task graph – TLP of 5 

per TG and ILP of 12 per task [26]. There are two types of task graphs based on 

their interconnection structure: series-parallel task graphs with a more regular 

structure (see Figure 19 or Figure 23) and general task graphs with a random 

interconnection (see Figure 21). The WCET of tasks is between 52.88 – 68.08 µs 

[26] and the communication delay of edges is between 22.58 – 4185.02 µs [35]. 

The statistical information about ILP of tasks is provided in Table 9 [26].The 

average instruction parallelism is 2 for any instruction type (see Table 8). The 

memory instructions (MEM_INSTR) represent 20% of the total instructions [37]. 

We have considered the non-uniform distribution of memory accesses over 

WCET of tasks (see Table 10). The number of instructions per task is 

INSTR=15912 [26].  

The baseline architecture is a single GP. The derived architectures are a 2×1 NoC 

with 2 GPs or 1 MTP or 1 SMTP, a 2×2 NoC with 4 GPs or 2MTPs or 2SMTPs 
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and a 4×4 NoC with 16 GPs or 12MTPs or 12SMTPs [7]. Each SMTP is 2-

multithreaded and 4-issue and has up to 4 functional units of each type (see 

Table 8) [26], [32]. MTPs are 2-multithreaded 1-issue while GPs are single-

threaded 1-issue. Each processor has a local cache and a local main memory. An 

SMTP occupies 30% more chip area than a GP [30], while an MTP occupies 10% 

more chip area than a GP [23]. The goal of this evaluation is to show that SMTPs 

increase the time performances of NoCs when used instead of MTPs or GPs. For 

fairness, we compared NoC configurations with the same total chip area. We 

also considered that SMTPs, MTPs and GPs have the same operational 

frequency (1000MHz, [7],[38],[39]) and same latencies for instructions of a 

certain type (see Table 8), that local caches have the same miss rate 

(MISS_RATE=2% [30]) and that the processors are interconnected by an NoC 

with the same communication characteristics. The communication characteristics 

are BW=100 Mb/s [35], RNI_D=0.05 µs [40] and Sw_D=0.03 µs [41].  

The performance improvement is measured by the speedup (see Eq. 6.1). 

.
DerivedLengthSchedule

BaselineLengthSchedule
speedup =  (6.1) 

The soft deadlines were assigned considerring the highest WCET and the 

highest communication delay for the application and the tested architectures. 

The obtained results present no deadline violation. 

For running GA we have used a population size of 10 and up to 300 iterations.  

Table 8 – Parallelism and Instruction Latencies 

ILP and Latencies INT INT_Mul FP FP_Div MEM Cache Hits 

(LDST_L1) 

Cache 

Misses 

(LDST_L2) 

<ITYPE>_FU 4 4 3 3 6 3 3 

<ITYPE>-AVG_PAR 2 2 2 2 4 2 2 

<ITYPE>-AVG_LAT 1 8 4 16 - 2 34 
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Table 9 – ILP of Tasks 

INSTR% INT INT_Mul FP FP_Div MEM Cache Hits 

(LDST_L1) 

Cache 

Misses 

(LDST_L2) 

<ITYPE>_INSTR 35% 10% 25% 10% 20% 19.6% 0.4% 

<ITYPE>_SER 10% 5% 5% 2% 14.89% 14.6% 0.29% 

<ITYPE>_PAR_DOM 10% 2% 10% 4% 2.04% 2% 0.04% 

 

Table 10 – Non-Uniform Distribution of Memory Accesses over WCET of Tasks 

Interval Interval Period Percentage of 

Cache Hits2 

Percentage of Cache 

Misses3 

Read (0; 0.31⋅WCET] 0% 80% 

Execute (0.31⋅WCET; 0.64⋅WCET] 40% 10% 

Write (0.64⋅WCET; WCET] 60% 10% 

 

                                                

 

 

 

 

 

 

2 The percentages from this column will be applied to the percentages of cache hits from Table 9. 

3 The percentages from this column will be applied to the percentages of cache misses from 

Table 9. After these operations the total value of this table will be 20% which represent the 

percentage of memory instructions in our workload. 
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6.2 Experimental Results and Discussion 

The goal of this evaluation is to show that NoCs with SMTPs can significantly 

improve the time performances of concurrent applications relative to NoCs with 

MTPs and GPs occupying the same chip area. 

Figure 30 and Table 11 show the speedups obtained for a series-parallel 

application with 3 TGs, 64 tasks, 71 edges, a TLP of 15, an ILP of 180 and CV of 2 

Kb when executed on a 2×1 NoC with 2 GPs, 1 MTP or 1 SMTP, a 2×2 NoC with 

4 GPs, 2 MTPs or 2 SMTPs and a 4×4 NoC with 16 GPs, 12 MTPs or 12 SMTPs. 

The best speedup, 7.26, is obtained for a 4×4 NoC with 12 SMTPs, followed by 

5.75, obtained for a 4×4 NoC with 12 MTPs. The architectures with SMTPs 

always provide better speedups than the corresponding architectures with GPs 

and MTPs. The results show that an SMTP can successfully substitute two GPs 

and one MTP. The reason is it provides parallelism and reduces communication 

overhead. The architectures with MTPs do not always outperform the 

corresponding architectures with GPs. This means that an MTP can successfully 

substitute one GP but it cannot always substitute two GPs. This is due to the fact 

that an MTP has less parallelism than an SMTP. 

 



Experimental Evaluation 

 93 

 

Figure 30 - Speedup for a Series-Parallel Application with ILP=180 and CV=2 Kb 

Table 11 - Speedups for a Series-Parallel Application with ILP=180 and CV=2 Kb 

 

Speedup 

2×1 NoC 

2GP,  

1MTP, 

1SMTP 

2×2 NoC 

4GP, 

2MTP 

2SMTP 

4×4 NoC 

16GP, 

12MTP, 

12SMTP 

GP 1.92 3.28 4.56 

MTP 1.11 2.22 5.75 

SMTP 2.23 4.27 7.26 
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Next, we have carried out a set of experiments in order to find out the values of 

communication volume for which the NoC with MTPs outperforms the NoC 

with GPs. Figure 31 and Table 12 show the speedups for the same application 

and architectures when increasing the communication volume to CV=28 Kb. For 

this case, the NoC with MTPs outperforms the NoC with GPs for a 2×2 NoC and 

a 4×4 NoC. 

 

Figure 31 - Speedup for a Series-Parallel Application with ILP=180 and CV=28 Kb 

Table 12 - Speedup for a Series-Parallel Application with ILP=180 and CV=28 Kb 

Speedup 

2×1 NoC 

2GP,  

1MTP, 

1SMTP 

2×2 NoC 

4GP, 

2MTP 

2SMTP 

4×4 NoC 

16GP, 

12MTP, 

12SMTP 

GP 1.66 1.83 1.83 

MTP 1.11 1.96 2.06 

SMTP 2.23 3.02 3.02 
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Figure 32 and Table 13 show the speedups for the same application and 

architectures when increasing communication volume to CV=68 Kb. For this 

case, the NoC with MTPs outperforms the NoC with GPs for all architectures. 

 

Figure 32 - Speedup for a Series-Parallel Application with ILP=180 and CV=68 Kb 

Table 13 - Speedup for a Series-Parallel Application with ILP=180 and CV=68 Kb 

Speedup 

2×1 NoC 

2GP,  

1MTP, 

1SMTP 

2×2 NoC 

4GP, 

2MTP 

2SMTP 

4×4 NoC 

16GP, 

12MTP, 

12SMTP 

GP 1.06 1.08 1.08 

MTP 1.11 1.59 1.59 

SMTP 2.23 2.80 2.80 

 

We have repeated the same experiments as above for a general (as oposed to 

series-parallel) application with 3TGs, 70 tasks, 85 edges, a TLP of 14 and an ILP 

of 168.  
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Figure 33 and Table 14 show the speedups for the general application with a 

communication volume CV=2 Kb. As it can be seen, the NoC architectures with 

SMTPs always outperform the corresponding NoC with MTPs or with GPs, 

while the NoC architectures with MTPs outperform the corresponding NoC 

with GPs only in some cases. Thus, the same conclusions as before can be 

drawn, namely that an SMTP can substitute two GPs or one MTP, while an MTP 

can subtitute one GP and only in some cases two GPs. 

 

Figure 33 – Speedup for a General Application with ILP=168 and CV=2 Kb 

Table 14 – Speedup for a General Application with ILP=168 and CV=2 Kb 

Speedup 

2×1 NoC 

2GP,  

1MTP, 

1SMTP 

2×2 NoC 

4GP, 

2MTP 

2SMTP 

4×4 NoC 

16GP, 

12MTP, 

12SMTP 

GP 1.92 2.8 4.56 

MTP 1.12 2.11 5.37 

SMTP 2 4.21 8.05 
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Next, we have carried out a set of experiments with increased communication 

volume to further explore the capacity of NoCs with MTPs to outperform the 

NoCs with GPs. Figure 34 and Table 15 show the speedup for the general 

application with communication volume CV=30 Kb. For this case, the NoC with 

MTPs outperforms the NoC with GPs for a 2×2 NoC and a 4×4 NoC. 

 

Figure 34 – Speedup for a General Application with ILP=168 and CV=30 Kb 

Table 15 – Speedup for a General Application with ILP=168 and CV=30 Kb 

Speedup 

2×1 NoC 

2GP,  

1MTP, 

1SMTP 

2×2 NoC 

4GP, 

2MTP 

2SMTP 

4×4 NoC 

16GP, 

12MTP, 

12SMTP 

GP 1.44 2.05 2.05 

MTP 1.12 2.16 2.32 

SMTP 2 3.14 3.14 
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Figure 35 and Table 16 show the speedup for the general application with 

communication volume CV=68 Kb. As was also the case for series-parallel 

applications, the NoC with MTPs outperforms the NoC with GPs for all 

architectures. 

 

Figure 35 – Speedup for a General Application with ILP=168 and CV=68 Kb 

Table 16 – Speedup for a General Application with ILP=168 and CV=68 Kb 

Speedup 

2×1 NoC 

2GP,  

1MTP, 

1SMTP 

2×2 NoC 

4GP, 

2MTP 

2SMTP 

4×4 NoC 

16GP, 

12MTP, 

12SMTP 

GP 1 1.32 1.45 

MTP 1.12 1.62 1.68 

SMTP 2 2.61 2.8 
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As a conclusion, an NoC with SMTPs always outperforms an NoC with GPs or 

with MTPs occupying the same chip area, while an NoC with MTPs outperforms 

in some cases an NoC with GPs occupying the same chip area. The SMTPs and 

MTPs are suitable as NoC resources, especially when the architectural 

parallelism is sufficiently high to exploit the application concurrency (e.g. 8 for a 

TLP of 15) and the communication overhead over the NoC becomes significant 

(e.g. 28 Kb). 
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Chapter 7 

Conclusions 

Network on Chip is a design paradigm for building scalable multiprocessor 

SoCs which uses packet switching for on-chip communication instead of buses. 

Multithreading is a technique for hiding latencies of memory accesses through 

the overlapped execution of several threads. MTPs offer the hardware support 

for its implementation. Simultaneous multithreading is a technique which 

combines superscalar execution with multithreading features. It adaptively 

exploits TLP and ILP of applications by simultaneously issuing instructions 

from several threads at any cycle. It provides better time performances than 

blocked multithreading, due to a higher utilization of processor resources.  

The ideea of using MTPs and SMTPs as NoC resources has been less explored so 

far. In this thesis we made a case for using SMTPs and MTPs as NoC resources, 

showing that they provide higher speedups when used instead of GPs. In order 

to achieve this goal we have developed a tool for mapping and scheduling 

concurrent applications on such NoC architectures. The methodology includes a 

response time estimation for tasks executed in multithreaded mode on SMTPs or 

MTPs. The estimation assumes both uniform and non-uniform distribution of 

memory accesses over the WCET of tasks. The experiments have shown that for 

the same total SoC area, an NoC with SMTPs performs better than an NoC with 

MTPs and/or GPs. We have also shown that in situations with high 

communication overhead NoCs with MTPs outperform architectures consisting 

of GPs. 

As a future work, a cycle accurate simulator of the NoC with SMTP, MTP and 

GP resources would be useful in order to confirm the results of our estimation. 

Also, the communication mapping and scheduling on NoC could be performed 

in order to increase the accuracy of the results. 
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