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Abstract

In the past two decades, robotics and autonomous vehicles have received ever

increasing research attention. For an autonomous robot to function fully au-

tonomously alongside humans, it must be able to solve the same tasks as humans

do, and it must be able to sense the surrounding environment. Two such tasks

are addressed in this thesis, using data from laser range sensors.

The first task is recognising that the robot has returned to a previously visited

location, a problem called loop closure detection. Loop closure detection is a

fundamental part of the simultaneous localisation and mapping problem, which

consists of mapping an unknown area and simultaneously localise in the same

map. In this thesis, a classification approach is taken to the loop closure detection

problem. The laser range data is described in terms of geometrical and statistical

properties, called features. Pairs of laser range data from two different locations
are compared by using adaptive boosting to construct a classifier that takes as

input the computed features. Experiments using real world laser data are used

to evaluate the properties of the classifier, and the classifier is shown to compare

well to existing solutions.

The second task is keeping track of objects that surround the robot, a problem

called target tracking. Target tracking is an estimation problem in which data as-

sociation between the estimates and measurements is of high importance. The

data association is complicated by things such as noise and false measurements.

In this thesis, extended targets, i.e. targets that potentially generate more than

one measurement per time step, are considered. The multiple measurements per

time step further complicate the data association. Tracking of extended targets

is performed using an implementation of a probability hypothesis density filter,

which is evaluated in simulations using the optimal sub-pattern assignment met-

ric. The filter is also used to track humans with real world laser range data, and

the experiments show that the filter can handle the so called occlusion problem.

v





Populärvetenskaplig sammanfattning

Under de senaste decennierna har forskningen kring robotar och autonoma far-

koster ökat markant. En av de långsiktiga målsättningarna med robotikforskning

är att robotar ska kunna agera som hjälpredor åt människor, såväl i hemmen som

på arbetsplatser. För att en autonom robot ska kunna fungera på ett tillförlitligt

sätt tillsammans med människor så måste roboten kunna lösa samma typ av upp-

gifter som människor gör på daglig basis. Detta inkluderar att kunna uppfatta,

eller känna in, sin omgivning, liknande hur människor använder sina fem sinnen

för att förstå sin omvärld. Den här avhandlingen behandlar två sådana uppgifter,

där data från så kallade laseravståndssensorer används för att uppfatta omgiv-

ningen.

Den första uppgiften är platsigenkänning, det vill säga att roboten ska kunna

känna igen att den är tillbaka på en plats som den besökt tidigare. Inom robotik-

forskningen kallas detta problem för loopslutningsdetektion. Loopslutningsde-

tektion är en mycket viktig del av det större forskningsproblemet simultan loka-

lisering och kartering, förkortat slam. slam går upp på att skapa en karta över

ett sedan tidigare okänt område, och samtidigt lokalisera, eller positionera, sig i

denna karta. En lösning på slam-problemet anses vara en absolut nödvändighet

för att det ska gå att konstruera robotar som är helt autonoma.

I den här avhandlingen behandlas loopslutningsdetektion som ett klassifice-

ringsproblem. Data från laseravståndssensorer samlas in på de platser där ro-

boten rör sig, och för att kunna avgöra om roboten är tillbaka på en plats som

besökts tidigare måste det senast insamlade datat jämföras med datat från tidiga-

re platser. För att underlätta en jämförelse ges laseravståndsdatat från varje plats

en matematisk beskrivning utifrån ett antal geometriska och statistiska egenska-

per, kallade kännetecken. Kännetecken för laseravståndsdata från två platser an-

vänds som insignal till en så kallad klassificerare som konstruerats med maskin-

lärningsmetoden adaptive boosting (adaptiv förbättring). Klassificeraren avgör

sedan om roboten är tillbaka på en plats som besökts tidigare, eller ej. Ett antal

experiment med riktig laseravståndsdata har använts för att utvärdera klassifice-

raren, och resultaten visar att dess egenskaper jämför väl med tidigare forskning

på området.

Den andra uppgiften som behandlas i den här avhandlingen handlar om att

hålla reda på de objekt som befinner sig i närheten av roboten, med fokus på

de objekt som rör på sig. Detta forskningsproblem, som kallas målföljning, har

en stor del av sitt ursprung i mitten av 1900-talet då radarstationer började an-

vändas för att följa flygplan. Målföljning är ett så kallat skattningsproblem där

dataassociation är en mycket viktig beståndsdel. Kortfattat går dataassociation

ut på att avgöra vilket mål, eller objekt, som gav upphov till vilken mätning. Da-

taassociationen kompliceras av faktorer som mätbrus och falska mätningar, och

en felaktig dataassociation kan leda till att målföljningen fallerar.

Då radarstationer används för att följa flygplan ser det typiska scenariot ut så

att varje flygplan ger upphov till maximalt en mätning per radarsvep. I den här

avhandlingen behandlas följning av utsträckta mål, där ett utsträckt mål är ett

mål som kan ge upphov till mer än enmätning. Multipla mätningar per mål resul-
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viii Populärvetenskaplig sammanfattning

terar i att dataassociationen kompliceras ytterligare. För att följa utsträckta mål

används ett sannolikhetshypotestäthets-filter, förkortat phd-filter. phd-filtret ut-
värderas i en simuleringsstudie med hjälp av ett prestandamått som kallas op-

timal delmönstertilldelning, förkortat ospa, och simuleringarna visar att filtret

uppnår goda resultat. Experiment med riktig laseravståndsdata visar att filtret

kan användas för att följa människor, samt att filtret kan hantera det så kallade

skymningsproblemet vilket består i att ett mål rör sig bakom ett annat mål och

därför inte kan uppfattas, eller ses, av laseravståndssensorn.
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1
Introduction

In this thesis, the estimation and classification problems are addressed, with an

emphasis on recognition of previously visited locations and tracking of moving

objects. Both of these problems are fundamental to, among other things, mobile

robotics and collision avoidance. A common denominator for the work presented

here is the laser range sensor, which is used to collect data for experiments. This

first chapter gives a motivation to the research in Section 1.1. A problem for-

mulation is given in Section 1.2, and the contributions of the thesis are listed in

Section 1.3. The chapter is ended with a thesis outline in Section 1.4.

1.1 Motivation

In the January 2007 issue of the magazine Scientific American, Bill Gates, co-

founder and former CEO of Microsoft, predicted that the next hot research field

will be robotics (Gates, 2007). Indeed, the past two decades have seen a large

research effort in the field of robotics, with especially fast growing research on

mobile field robots. In contrast to stationary industrial robots, which may have

their own, well defined, allocated work spaces, mobile robots must function in

the dynamic and complex world within which humans live. This implies that a

mobile robot must be able to solve, if not all, at least many of the same tasks that

humans solve on a daily basis.

This thesis considers two such tasks. The first is the problem of recognising

places that have been visited before, the second is to keep track of moving objects

around the robot. Place recognition is needed for basic navigation, such that the

robot can sort its “memories” of various locations in a coherent manner. Moving

object tracking is needed for the robot to move around without constantly bump-

ing into other objects, and also to make the robot able to follow a moving object

as the object is travelling to a certain place. Both navigation and moving object

3



4 1 Introduction

Figure 1.1: Team MIT’s Talos, an autonomous Land Rover LR3, which par-

ticipated in darpa Urban Challenge. The figure shows nine 2D planar SICK

laser range sensors, and one 3D Velodyne sensor. Talos finished fourth in

the competition, and was one of six vehicles to complete the nearly 60 mile

course. Photograph by Ken Conley, http://kwc.org/.

tracking play an important role in collision avoidance.

To solve both these problem, the robot needs to sense the environment around

it, similarly to how humans use their five senses1 to be able to go about their

days. In this thesis, the least common denominator between place recognition

and moving object tracking is that data from laser range sensors is used. Laser

range sensors are versatile sensors that provide data rich in information content.

Fully summarising all the research performed to date using laser range sensors is

a task too large for this thesis. A good illustration of the sensors’ versatility is the

sheer amount of various laser range sensors that were used on the autonomous

vehicles that participated in the Defense Advanced Research Projects Agency’s

(darpa) Urban Challenge. Figure 1.1 shows one of the participating autonomous

vehicles, and the figure reveals that at least ten laser range sensors were used

on the depicted vehicle. In darpa Urban Challenge, laser range sensors were

used for many different scenarios such as staying in lane; maintain vehicle separa-

tion; vehicles at an intersection; leaving lane to pass; U-turn; following a vehicle;

queueing at an intersection; negotiate obstacle field; road blockages; merging to

traffic circle; sparse waypoints (straight); road follow: gps outages; merging at T

1Vision, hearing, smell, taste, and touch.
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Figure 1.2: Laser range data in 3D, only a portion of the full data set is shown.

The scene features a couple of buildings and some vegetation. The data was

acquired using laser range sensors mounted on a helicopter. Data courtesy of

Piotr Rudol and Mariusz Wzorek, at the Knowledge Processing lab (KPLAB)

at the division of Artificial Intelligence and Integrated Computer Systems

(AIICS) at the Department of Computer and Information Science (IDA) at

Linköping university (LiU).

intersection; merging at 4-way intersection; left turns at intersections; emergency

vehicle avoid; and blocked intersection (Campbell et al., 2007). An example of

how laser range data can look is given in Figure 1.2. The figure, a small portion

of a full scene constructed by 34 3D laser range scans, depicts an outdoor envi-

ronment with some buildings and vegetation.

Laser light technology may also be used with cameras, the so called Gated

Viewing (gv) technology. In gv, the sensor is a camera constructed for the laser

wavelength and the shutter gain is synchronised with an illuminating short pulse

laser (Grönwall, 2006). This sensor setup enables data acquisition at certain

range intervals, and images at very long range can be acquired. By controlling

the shutter time to correspond to the laser light time of flight back and forth to a

desired range, a slice of the scene is obtained. By combining such image slices, a

3D scene can be constructed. Figure 1.3 shows an example of a gv image. Using

gv data, e.g. tracking could be utilised to follow the humans that are moving in

the scene.

1.2 Problem formulation

This section presents a detailed formulation of the two problems addressed in

this thesis. The first problem, mentioned above as being the problem of recognis-
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Figure 1.3: gv image showing two vehicles and three persons. Data courtesy

of the Swedish Defence Research Agency.

ing places that have been visited before, is called detecting loop closure, or loop

closure detection, in this thesis. This is an important part of the Simultaneous

Localisation and Mapping (slam) problem, a problem which consists of figuring

out where the robot is (localisation) and also what the surrounding environment

looks like (mapping). When solving the slam problem, the acquired sensor data

must be organised spatially, such that when the individual pieces of data are

put together, they together produce a coherent map. However, one of the fun-

damentals of the slam problem is that small errors are constantly inserted into

the localisation and mapping process, and as time progresses the errors accumu-

late and eventually the map is no longer a good representation of the world. A

method to correct this problem is to detect when the robot returns to a place it

has previously been to, i.e. detect that it has closed a loop.

In this thesis, the slammap consists of individual laser range scans, so called

point clouds, which combined create a point cloudmap of the environment. Loop

closure is detected by comparing point clouds to each other in a pairwise fashion.

Since loop closure detection is used to correct errors in the slam process, it is

of high importance that incorrect, or false, loops are not closed since this would

only increase the errors. The first problem that we consider in this thesis is

1 to design a method that can compare pairs of point clouds, such that the

method may be used to detect loop closure in slam.

The second problem, mentioned in the motivation section as keeping track of

moving objects around the robot, is called target tracking in this thesis. Target

tracking is a research area that dates back to the mid 1900’s, when radar stations

were starting to be used to track airplanes. Target tracking is complicated by dif-
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ficulties such as uncertain sensors which may produce false measurements, and

the fact that in many scenarios the number of targets is unknown. In many early

target tracking scenarios, the target and sensor setup was such that each target

produced at most onemeasurement per time step. Only having onemeasurement

per target still presents considerable challenges when solving the target tracking

problem, however the problem is even more complicated when each target possi-

bly gives rise to more than one measurement per time step. Such targets are in

this thesis called extended targets. The second problem that we consider in this

thesis is

2 to design a method for target tracking in scenarios where each target possibly

gives rise to more than one measurement per time step.

1.3 Contributions

Published work of relevance to this thesis is listed below in chronological order.

J. Callmer, K. Granström, J. I. Nieto, and F. T. Ramos. Tree ofWords for

Visual Loop Closure Detection in Urban SLAM. In Proceedings of the

Australian Conference on Robotics & Automation (ACRA), Canberra,

Australia, December 2008.

K. Granström, J. Callmer, F. T. Ramos, and J. I. Nieto. Learning to

Detect Loop Closure from Range Data. In Proceedings of the IEEE

International Conference on Robotics and Automation (ICRA), pages

15–22, Kobe, Japan, May 2009.

K. Granström, C. Lundquist, and U. Orguner. A Gaussian Mixture

PHD filter for Extended Target Tracking. In Proceedings of the In-

ternational Conference on Information Fusion (FUSION), Edinburgh,

UK, July 2010.

K. Granström and T. B. Schön. Learning to Close the Loop from 3D

Point Clouds. In Proceedings of the IEEE/RSJ International Con-

ference on Intelligent Robots and Systems (IROS), pages 2089–2095,

Taipei, Taiwan, October 2010.

K. Granström, C. Lundquist, and U. Orguner. Extended Target Track-

ing using a Gaussian Mixture PHD filter. Submitted to IEEE Transac-

tions on Aerospace and Electronic Systems, 2010a.

K. Granström, T. B. Schön, J. I. Nieto, and F. T. Ramos. Learning to

close loops from range data. International Journal of Robotics Re-

search, under revision, 2010b.

The following scientific contributions are presented in this thesis:
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1. A method to detect loop closure in slam using point cloud data, both in 2D
and 3D. This is the main contribution in Granström et al. (2009); Granström

and Schön (2010); Granström et al. (2010b). The method uses so called

features, that are descriptors of the point clouds’ geometrical and statistical

properties. Using the features, a machine learning method is used to learn

a classifier from training data. The classifier is computationally efficient

and robust against misclassification, while still being able to detect a good

portion of the true loop closures. The classifier is evaluated on outdoor and

indoor laser data, and is shown to work in real world slam experiments.

2. An implementation of target tracking for extended targets, using a so called

probability hypothesis density filter. This is the main contribution in Gran-

ström et al. (2010); Granström et al. (2010a). The implemented filter can

handle tracking of multiple targets when the true number of targets is un-

known, the probability of detection is less than one, the measurements are

noisy, there are false measurements, and each target produces an unknown

multiple number of measurements. The filter is evaluated in simulations us-

ing performance metrics, and is also used to track humans using real world

laser data.

1.4 Thesis outline

The thesis is divided into two parts, with edited versions of published papers in

the second part. The thesis is organised as follows. In the first part, Chapter 2

presents the laser range sensor and the data it produces. The estimation problem

is introduced in Chapter 3, and filtering solutions and performance metrics are

mentioned. Classification, with an emphasis on so called boosting, is the topic

of Chapter 4. The machine learning method used in this thesis, called AdaBoost,

is presented and illustrated using a number of examples. Chapter 5 is about the

target tracking problem. Popular data association methods are over-viewed, and

the probability hypothesis density filter is introduced. The first part of the thesis

is ended with Chapter 6, which presents conclusions and discusses future work.

The second part contains edited version of two of the published papers, Gran-

ström et al. (2010b) in Paper A and Granström et al. (2010a) in Paper B. Paper A is

about the loop closure detection problem mentioned in Section 1.2, and contains

a presentation of the method outlined in Section 1.3. The second paper, Paper B,

addresses the extended target tracking problem formulated in Section 1.2. An im-

plementation of the probability hypothesis density filter mentioned in Section 1.3

is presented and evaluated.



2
The laser range sensor

This chapter presents a brief overview of the laser range sensor and the data it

produces. The sensor is described in Section 2.1, and examples of 2D and 3D
data are given in Section 2.2 and Section 2.3, respectively. The occlusion problem

is described in Section 2.4, and registration of laser range data is discussed in

Section 2.5.

2.1 Introduction

In the past 10 year, a vast amount of research has been performed using data

from laser range sensors, e.g. mapping, localisation and target tracking. There

exist different types of laser sensors that produce slightly different types of data,
compare e.g. Figure 1.2 and Figure 1.3 in Chapter 1. This thesis will be limited

to so called sweeping laser sensors, which work by measuring the distance to the

nearest object at different angles, provided that the nearest objects’ reflectance

properties are good enough. A simulation example of laser range data is given in

Figure 2.1.

For an estimation or classification application, the laser range sensor’s proba-

bilistic properties need to be modeled. In this thesis, a brief introduction to mod-

eling of the laser range sensor is given. For a more thorough description, chapter

6 in the book by Thrun et al. (2005) is a good starting point. A description of the

underlying mechanical and electrical properties goes beyond the scope of this

thesis.

In the remainder of this thesis, we will refer to the output from laser range

sensors as point clouds. We make the following definition:

2.1 Definition (Point cloud pk). A collection of points in space,

pk = {pki }Ni=1, pki ∈ RD. (2.1)

9
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Figure 2.1: Example of laser range data in a 2D simulation environment,

where the objects are shown in light grey. The sensor is located at the large

black dot, the sensor field of view (180◦ wide) is shown by the semi-circle.

The sensor sweeps right to left, and measures the nearest object every fourth

degree. When the nearest object is further away than the boundary of the

field of view, the sensor returns maximum range.

Here, k refers to the acquisition time tk , N is the number of points pki in the cloud

and D is the dimensionality of the data.

The name point cloud is inherited from the fact that the sensor measurement

defines a point in space which is occupied by an object. It should be noted though

that the name point cloud does not capture the so called negative information,

i.e. the information about the free space along the laser measurement ray1. In

an application, this negative information about the free-space is important to

consider along with the points themselves.

In the applications presented in this thesis, the dimensionality of the data is

either D = 2 or D = 3. Many sensors however, in addition to measuring range,

also measure the remission value of the measured point. If the laser range data is

fused with image data from a camera, each point may also contain RGB color val-

ues. Thus the dimensionality D of the data could be larger than 3. Each measured

point p is a function L of the sensor position s and the surrounding environment

m,

p = L
(
s,m, ep

)
, (2.2)

where ep is random noise. Typically ep is modeled as a Gaussian with zero mean

1cf. the grey rays from the sensor to the measurement points in Figure 2.1
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(a) (b) (c)

Figure 2.2: Examples of laser range sensors. (a): the SICK LMS200-series.

(b): the Hokuyo URG-04Lx-series. (c): the Velodyne HDL-64E. Images are

from www.sick.com, www.hokuyo-aut.jp and www.velodyne.com/
lidar/, respectively.

and covariance Σp ,

N
(
ep ; 0,Σp

)
. (2.3)

The properties of laser range sensors vary substantially from sensor to sensor.

Maximum measurable range rmax varies from several meters to several kilome-

ters, angular resolution varies from being in the order of one degree to the order

of one thousand of a degree. Examples of popular sensors are the LMS200-series

sensors manufactured by SICK, see Figure 2.2a, and the sensors manufactured by

Hokuyo, see Figure 2.2b. Both these sensors produces planar laser range scans,

i.e. they sense the surrounding environment in 2D. Using different pan/tilt units,
several 2D scans can be combined to provide 3D laser range data. There are also

dedicated 3D laser range sensors, e.g. the HDL-series sensors from Velodyne, see

Figure 2.2c.

2.2 Laser range data in 2D

In 2D the points in the point cloud are typically given in polar coordinates as

pki =
[
rki ϕki

]T
(2.4)

where r is the range and ϕ is the horizontal angle, or bearing, to the measured

point. Using the polar to Cartesian transformation[
x
y

]
= Tp2c (r, ϕ) =

[
r cos (ϕ)
r sin (ϕ)

]
(2.5)

the points can be expressed in Cartesian coordinates as

pki =
[
xki yki

]T
. (2.6)
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Figure 2.3: Illustration of laser point uncertainty. (a): Uncertainty in po-

lar coordinates. (b): The same uncertainty ellipses as in (a), transformed to

Cartesian coordinates using the transform (2.5). (c): First order approxima-

tion of transformed uncertainty in (b).

Themeasurement noise covariancematrix is typically a diagonalmatrix, where

the range and bearing standard deviations can be modeled as functions of range

and bearing,

Σp =

[
σ2
r (r, ϕ) 0

0 σ2
ϕ (r, ϕ)

]
. (2.7)

Using the Jacobian Jp2c of the polar to Cartesian transformation (2.5),

Jp2c =

[
cos (ϕ) −r sin (ϕ)
sin (ϕ) r cos (ϕ)

]
(2.8)

the covariance can be approximated to first order in Cartesian coordinates as

Σcp = Jp2cΣpJ
T
p2c. (2.9)

An illustration of the modeled uncertainty is shown in Figure 2.3, where a

measurement at range r = 10m and bearing ϕ = 45◦, and its corresponding un-

certainty, are shown in Figure 2.3a. The results for the non-linear transformation

from polar to Cartesian coordinates (2.5) is shown in Figure 2.3b. Compare with

the first order approximation in Figure 2.3c.

Figure 2.4 shows a typical outdoor point cloud, both in polar and Cartesian

coordinates, Figure 2.4a and Figure 2.4b, respectively. The figures also feature

the corresponding 3σ covariance ellipses for every tenth point. For this example,

the measurement noise covariance is modeled as

Σp =

[
σ2
r (r, ϕ) 0

0 σ2
ϕ (r, ϕ)

]
=

⎡⎢⎢⎢⎢⎢⎢⎣
(
0.01

(
1 + r

rmax

))2
0

0
(
0.01π
180

(
1 + r

rmax

))2
⎤⎥⎥⎥⎥⎥⎥⎦ . (2.10)

Thus the uncertainty in range grows larger as the distance to the nearest object

along the laser ray grows larger. The bearing noise model can be understood as
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Figure 2.4: Example 2D point cloud, acquired in an outdoor environment.

(a): Polar coordinates. (b): Cartesian coordinates. All points measuring

range above the maximum range rmax = 50m have been filtered out. The

points are shown in black, for every tenth point the corresponding 3σ co-

variance ellipse is shown in grey.

modeling the laser ray as being shaped as a triangle, with the tip located at the

sensor. Thus, the measured point is located on the bottom edge of the triangle.

2.3 Laser range data in 3D

In 3D the points in the point cloud are given in polar coordinates as

pki =
[
rki ϕki ψki

]T
(2.11)

where r is the range, ϕ is the horizontal angle and ψ is the vertical angle to the

measured point. Using the spherical to Cartesian transformation⎡⎢⎢⎢⎢⎢⎢⎣xy
z

⎤⎥⎥⎥⎥⎥⎥⎦ = Ts2c (r, ϕ, ψ) =
⎡⎢⎢⎢⎢⎢⎢⎣r sin (ψ) cos (ϕ)
r sin (ψ) sin (ϕ)

r cos (ψ)

⎤⎥⎥⎥⎥⎥⎥⎦ (2.12)

the points can be expressed in Cartesian coordinates as

pki =
[
xki yki zki

]T
. (2.13)

Themeasurement noise covariancematrix is typically a diagonalmatrix, where

the range, horizontal angle and vertical angle standard deviations can be mod-

eled as functions of range, horizontal angle and vertical angle,

Σp =

⎡⎢⎢⎢⎢⎢⎢⎢⎣
σ2
r (r, ϕ, ψ) 0 0

0 σ2
ϕ (r, ϕ, ψ) 0

0 0 σ2
ψ (r, ϕ, ψ)

⎤⎥⎥⎥⎥⎥⎥⎥⎦ . (2.14)
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Figure 2.5: Example 3D point cloud in Cartesian coordinates, shown from

two different view points in (a) and (b). Grey-scale is used to accentuate

height. In the centre of the point cloud there are two persons and behind

them a car can be seen. To the left and right of the persons and the car there

are two trees.

Using the Jacobian Js2c of the spherical to Cartesian transformation (2.12),

Js2c =

⎡⎢⎢⎢⎢⎢⎢⎣sin (ψ) cos (ϕ) −r sin (ψ) sin (ϕ) r cos (ψ) cos (ϕ)
sin (ψ) sin (ϕ) r sin (ψ) cos (ϕ) r cos (ψ) sin (ϕ)

cos (ψ) 0 −r sin (ψ)

⎤⎥⎥⎥⎥⎥⎥⎦ (2.15)

the covariance can be approximated to first order in Cartesian coordinates as

Σcp = Js2cΣpJ
T
s2c. (2.16)

An example point cloud is shown in Figure 2.5. In the figure, grey-scale is

used to accentuate height. A 3D point cloud was also shown in Figure 1.2 in

Chapter 1.

2.4 Occlusion

Similarly to how a camera needs direct line of sight to the object that is being

sensed, so does a laser range sensor. Thus, if an object A is located at the same

bearing as another object B, but at larger range than B, then A is occluded by B.
Depending on the shape and size of the two objects, A is either partially of fully

occluded by B. An example of occlusion is given in Figure 2.6. Occlusion presents

a considerable challenge in estimation and classification problems where laser

range data is used. In the context of target tracking, targets may be lost when

they move behind other objects and thus do not generate any measurements. For

scene modeling, occlusions by dynamic objects means that the appearance of the

point cloud can be significantly changed.
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Figure 2.6: Example of the occlusion problem for laser range sensors. The

3D point cloud shows two persons in the foreground, and behind them is a

partially occluded vehicle. This point cloud is a portion of the point cloud

shown in Figure 2.5. Grey-scale is used to accentuate height, the grey-scale

is different from Figure 2.5 though.

2.5 Registration

Registration is the process by which two point clouds pk and pl are fitted to

each other with respect to some measure, or cost function, C (pk ,pl ). Typically,

the problem is solved by finding a rigid body transformation (R, t), where R is

a rotation matrix and t is a translation vector, such that the sum of distances

between different point correspondences in the two point clouds is minimized.

Point cloud registration is in the literature also referred to as scan matching. Sev-

eral different methods for finding this rigid body transformation have been sug-

gested, among them the (probably) most popular and well used is the so called

Iterative Closest Point (icp) algorithm (Besl andMcKay, 1992; Chen andMedioni,

1992; Zhang, 1994). icp works by solving the following optimization problem

min
(R,t)

C (pk ,pl ) = min
(R,t)

Nk∑
i=1

Nl∑
j=1

wi,j

∥∥∥∥pki − (
Rplj + t

)∥∥∥∥2, (2.17)

where wi,j is 1 if point pki and point plj describe the same point in space, and

0 otherwise. Finding these point correspondences is typically performed by a

nearest neighbour search, and a solution (R, t) is found by iterating between find-

ing nearest neighbour point pairs and computing the corresponding rigid body

transformation. The cost function in (2.17) has many local minimas, and the icp

algorithm is thus dependent on being initialised in a good point
(
R0, t0

)
in order

to converge. There are a few different ways to implement icp, and a full overview

goes beyond the scope of this thesis. Chapter 4 in the book by Nüchter (2009) is

a good starting point for the interested reader.

An illustrative example of the icp algorithm is given in Figure 2.7, where

two point clouds are shown before and after the icp algorithm is applied. A
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Figure 2.7: Point cloud registration using the icp algorithm. (a): two point

clouds from an outdoor environment before the icp algorithm is applied.

(b): after the icp algorithm is applied. Note how the rotation and translation

that aligns the two point clouds are rather small, thus initialising the icp

algorithm in
(
R0, t0

)
= (I2, 02×1) is sufficient.

3D example of registration is given in Figure 1.2 in Chapter 1, where the point

cloud was constructed from 34 smaller point clouds which were registered to

each other.

As mentioned above, icp is a local algorithm in the sense that it, if initialised

poorly, often gets stuck in local minimas of the cost function (2.17). To remedy

this problem, a method that is able to find a rigid body transformation (R, t) that
is close to the ground truth without relying on a good initial guess is needed.

Some examples of methods that attempt to improve upon the performance of icp
are the Normal Distributions Transform (ndt) in 2D (Biber and Strasser, 2003)

or 3D (Magnusson et al., 2007), crf-Match in 2D by Ramos et al. (2007), or the

approach using histograms in 2D by Bosse and Zlot (2008).



3
Estimation

This chapter is about estimation, a signal processing problem in which an unob-

served signal is approximated using an observed signal containing noise. Estima-

tion is an important part of many scientific fields, e.g. sensor fusion and robotics.

A common requirement for practical estimation is a mathematical model of the

observed and unobserved signals, and the relationship between the signals. In

the cases where the mathematical models are linear, and the noise is Gaussian

distributed, the Kalman filter is the optimal solution to the estimation problem.

In many applications the state space description is non-linear, for these cases the

extended Kalman filter is one option.

The chapter is organised as follows: the estimation problem is presented and

defined in Section 3.1. Linear and non-linear estimation methods are described

in Section 3.2 and performance evaluation is presented in Section 3.3. Finally,

Section 3.4 presents some estimation applications relevant to this thesis.

3.1 The estimation problem

Estimation, in its most general sense, is defined as the problem of approximating,

or estimating, a state x or a parameter θ using the noisymeasurement z. The state,
parameter and measurement are all vector valued variables, x = [x1, . . . , xnx ]T ∈
R
nx , θ = [θ1, . . . , θnθ ]T ∈ Rnθ and z = [z1, . . . , znz ]T ∈ Rnz . To keep things simple

and uncluttered, in the remainder of the chapter we will assume that it is the

state x that is being estimated. However, note that the presented theory applies

equally well to the parameter θ.
To solve the estimation problem it is necessary to model how the estimated

quantity x evolves over time, i.e. to model the state dynamics, which is typically

done using differential equations in continuous time. Let

ẋ(t) = a (x(t),u(t),w(t),θ(t)) (3.1)

17
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denote the dynamic motion model in continuous time. Here, ẋ(t) is the derivative
of x(t) w.r.t. time t, u(t) is an exogenous input variable, and w(t) is random noise,

often called process noise. Note that estimation of the state x often assumes that

the parameters θ are known. Often estimation of the state x cannot be performed

in continuous time, instead it has to be performed in discrete time. Let

xt+1 = f (xt ,ut ,wt ,θt) (3.2)

be the discrete time counterpart of (3.1). Here, we use subscript t to differentiate
between the state in continuous time x(t) and the state in discrete time xt .

In addition to modelling the state dynamics, it is necessary to model the rela-

tionship between the measurements z and the state x. Let

z(t) = c (x(t), e(t),θ(t)) (3.3)

denote the measurement model in continuous time. Here e(t) is random noise,

often called measurement noise. Analogously to the continuous-discrete relation-

ship between (3.1) and (3.2), a measurement model can be given in discrete time

as

zt = h (xt , et ,θt) . (3.4)

In an estimation problem, the quantity of interest, either the state x or the

parameter θ, or the pair x and θ, is unknown. Let xt denote the true value of the
state at discrete time t, and let x̂t|τ denote the estimate at discrete time t, given all

measurements up to, and including, time τ. When τ > t, the estimation problem

is called smoothing, and when τ < t the problem is called prediction. However,

here we will limit ourselves to the filtering problem, i.e. when τ = t.

3.1.1 Example in continuous time

In the most simple case, the motion and measurement models are both linear,

and the process and measurement noises are additive zero mean Gaussian. Ex-

ample 3.1 gives one such simple example.

3.1 Example: Linear state space system, continuous time
Let the state vector contain the one dimensional position p and velocity v of an

object, i.e. x(t) = [p(t) v(t)]T. The motion model can be defined as

ẋ(t) =
[
ṗ(t)
v̇(t)

]
=

[
v(t)
a(t)

]
=

[
0 1

0 0

] [
p(t)
v(t)

]
+

[
0

1

]
a(t)

= Ax(t) + Ba(t) (3.5)

where a(t) = a(t) is the acceleration. This motion model is often called constant

velocity model. Let the measurement be the position, thus the measurement
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model is

z(t) = z(t) = p(t)

=
[
1 0

] [p(t)
v(t)

]
= Cx(t). (3.6)

Note that the motion and measurement models (3.5) and (3.6) are modelled

as noiseless. This is an atypical choice, since systems most often are assumed to

be noisy. However, the motion and measurement models used in Paper A and

Paper B are all in discrete time. In the next section, which presents discrete time

models, noise is included. A presentation of random signals in continuous time

goes beyond the scope of this thesis, instead we refer the reader to the literature,

e.g. Jazwinski (1970).

3.1.2 Examples in discrete time

As was noted above, some estimation problems cannot be solved in continuous

time, and instead discrete time models have to be derived for the dynamic mo-

tion and measurements. A possible way to discretise a continuous model is to

approximate the continuous time derivatives as

ẋ(t) ≈ x(t + Ts) − x(t)
Ts

=
xt+Ts − xt

Ts
(3.7)

where Ts is the sample time. Note that in the limit, limTs→0, the approximation

is exact. The approximation (3.7) is also called Euler’s approximation. Other

approximations are also possible, see e.g. Gustafsson (2010). Example 3.2 gives

the discrete time counterpart of the continuous time system presented in Exam-

ple 3.1.

3.2 Example: Linear Gaussian state space system, discrete time
Using the approximation given in (3.7), the motion model in (3.5) is given in

discrete time as

xt+Ts − xt
Ts

=

⎡⎢⎢⎢⎢⎣ pt+Ts−ptTsvt+Ts−vt
Ts

⎤⎥⎥⎥⎥⎦ = [
0 1

0 0

] [
pt
vt

]
+

[
0

1

]
wt

⇔

xt+Ts =
[
pt+Ts
vt+Ts

]
=

[
1 Ts
0 1

] [
pt
vt

]
+

[
0

Ts

]
wt

= Fxt + Gwt (3.8)
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with discrete time process noise wt ∼ N ( · ; 0,Qt). The measurement model is

given in discrete time as

zt =
[
1 0

] [pt
vt

]
+ et

= Hxt + et (3.9)

with discrete time measurement noise et ∼ N ( · ; 0,Rt).

However, in many cases neither the state dynamics nor the measurements can

be modeled accurately as linear systems. Instead non-linear models have to be

used. Similarly, the noise processes are not necessarily zero mean Gaussian, but

may belong to any other probability distribution. An example of a non-linear,

non-Gaussian, state space system is given in Example 3.3.

3.3 Example: Non-linear non-Gaussian state space system, discrete time
A common non-linear motion model is the coordinated turn model with polar

velocity. The state is

xt =
[
pxt pyt vt ht ωt

]T
(3.10)

where pxt and p
y
t are the positions in two dimension, vt is the velocity, ht is the

heading and ωt is the turn rate. The motion model, see e.g. Rong Li and Jilkov

(2003), is

xt+Ts =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣
pxt +

2vt
ωt

sin
(
ωtTs
2

)
cos

(
ht +

ωtTs
2

)
pyt − 2vt

ωt
sin

(
ωtTs
2

)
sin

(
ht +

ωtTs
2

)
vt

ht + ωtTs
ωt

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
+wt , (3.11)

where wt is random process noise. The coordinated turn motion model is often

used for airplane tracking in air traffic control, and the measurement is then typ-

ically the range to the airplane measured by a radar station. If the radar station

is located in s = [sx sy]T, the measurement model for the state vector in (3.10) is

zt =

√(
pxt − sx

)2
+

(
pyt − sy

)2
+ et , (3.12)

where et is random measurement noise.

3.2 Solving estimation problems

There exists a variety of methods to solve estimation problems, in this section we

will briefly overview some of them. For linear estimation with Gaussian noise,

the Kalman filter provides the optimal solution. For non-linear, non-Gaussian,

problems, the Extended Kalman filter and the Particle Filter are two possible

methods.
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3.2.1 Linear estimation

For the case presented in Example 3.2, when the motion and measurement mod-

els are linear and the process and measurement noise are Gaussian, the esti-

mation problem can be solved in closed form using the famous Kalman filter

(Kalman, 1960). The Kalman filter propagates in time the first moment x̂t|t and
the second moment Pt|t of the state xt . The Kalman filter prediction and correc-

tion equations are given in Algorithm 1. Example 3.4 shows how the Kalman fil-

ter is used to estimate the states of the discrete time system given in Example 3.2.

Algorithm 1 Kalman filter

Input: Measurements: {zt}Nt=0. Initial state estimate and covariance:{
x̂0|−1,P0|−1

}
.

1: for k = 1, . . . , N do
2: Correction (measurement update)

ẑk|k−1 = H x̂k|k−1 (3.13a)

Sk = HPk|k−1H
T + Rk (3.13b)

Kk = Pk|k−1H
TS−1k (3.13c)

x̂k|k = x̂k|k−1 + Kk
(
zk − ẑk|k−1

)
(3.13d)

Pk|k = Pk|k−1 − KkHPk|k−1 (3.13e)

3: if k < N then
4: Prediction (time update)

x̂k+1|k = Fx̂k|k (3.14a)

Pk+1|k = FPk|kF
T + GQkG

T (3.14b)

5: end if
6: end for

Output: State estimates and covariances
{
x̂k|k ,Pk|k

}N
k=0

For certain dynamic motion models, e.g. the constant velocity model in Exam-

ple 3.2, the state covariance Pk|k will converge to a steady state value, see e.g. Bar-

Shalom and Fortmann (1987). In such cases, a class of stationary filters known as

α-β filters can be used. The filter recursion is then of the form

x̂k+1|k = Fx̂k|k , (3.15a)

x̂k+1|k+1 = x̂k+1|k +
[
α
β
Ts

] (
zk+1 − ẑk+1|k

)
. (3.15b)

The steady state Kalman filter can be used to determine appropriate values for
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Figure 3.1: Kalman filter state estimates, with 95% confidence intervals.

the parameters α and β, see e.g. Bar-Shalom and Fortmann (1987).

3.4 Example: Kalman filter
The system in Example 3.2 was initialised at the state x0 = [−0.75, 0.72]T, and
then simulated with process noise covariance Qt = 1. Measurements were gener-

ated with measurement noise covariance Rt = 1. The solution from the Kalman

filter, initialised with

x̂0|−1 =

[
0

0

]
, (3.16a)

P0|−1 =

[
1 0

0 1

]
, (3.16b)

is given in Figure 3.1. The figure shows the estimated states compared to the true

states. Also featured are 95% confidence intervals.

3.2.2 Non-linear estimation

As mentioned above, in many estimation problems the system is neither linear,

nor are the noise processes Gaussian. One possible way to solve a non-linear

estimation problem is to assume that the process and measurement noises are

zero mean Gaussian, and to apply the so called Extended Kalman Filter (ekf), see
e.g. Jazwinski (1970). As the name hints, the ekf is an extension of the Kalman

filter to non-linear systems. The ekf works by, at each time step, linearising the

non-linear equations around the state estimate via first order Taylor expansion.

This linearisation introduces linearisation errors though. Note that there is no

guarantee of convergence of the ekf, however much practical estimation show

that, if initialised properly, the solution of the ekf often converges.

In the cases when the noise distributions cannot, with reasonable accuracy, be

assumed to be Gaussian, the so called Particle Filter (pf) (Gordon et al., 1993) is
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Figure 3.2: Kalman filter estimation errors, with 95% confidence intervals.

a good alternative to the ekf. In brief, the pf provides an approximation of the

distribution of the state xt conditioned on the set of measurements z from time

0 up to time t. The approximation of the distribution is based on a number of

particles, or samples, with associated weights. In addition to the ekf and the pf,
there exist non-linear filtering methods. Good references on non-linear filtering

are Simon (2006) and Gustafsson (2010).

3.3 Performance evaluation

When evaluating estimation results, it is important to have a well defined notion

of the performance of the estimate. Two performance evaluation methods are

presented in this section.

3.3.1 The root mean square error

The estimation error Et is defined as

Et = xt − x̂t|t . (3.17)

The estimation error is thus a vector of the same dimension as the underlying

state xt , i.e. Et = [ε1t , . . . , ε
nx
t ]T ∈ Rnx , and each component of the estimation error

has the same unit as the corresponding state. If the states are position and veloc-

ity, as in Example 3.2, the components of the estimation error are given in meters

and meter per second, respectively, see Example 3.5.

3.5 Example: Kalman filter estimation errors
The estimation errors corresponding to the Kalman filter results in Example 3.4

are given in Figure 3.2. The figure shows the estimation errors and the 95%

confidence intervals.
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A standard performance metric for the estimation error is the root mean

square error (rmse) ρ. Given a time sequence of states xt , and the corresponding

state estimates x̂t|t , the rmse’s are defined, for each component of the estimation

error vector, as

ρi
�
=

√√√
1

N

N∑
t=1

(
εit
)2
. (3.18)

Note that the summation is taken over time for each component of the estimation

error vector. Taking the rmse of the estimation error Et , i.e. calculating the Eu-

clidean norm of the vector, does not make sense, since typically the states have

different dimensions1. An exception to this is when the state vector contains mul-

tiple states of the same dimension, in which case an rmse can be calculated in

each time step for those states2.

When simulated data is used, Monte Carlo techniques can be used to realise

the system with different process and measurement noise sequences. In such a

case, the rmse can be evaluated at each time step over the different simulations.

Let Emt be the estimation error at time t for the mth Monte Carlo simulation run.

The rmse at each discrete time instant t is then calculated, for each component i
of the estimation error vector, as

ρi,MC
t =

√√
1

N

nMC∑
m=1

(
εi,mt

)2
. (3.19)

where εi,mt is component i of Emt , and nMC is the number of Monte Carlo runs.

Note that since the estimation error can be negative, calculating the mean estima-

tion error should be avoided. Evaluating the rmse over time may be of interest

when the true target track contain different types of motion, e.g. linear motion

and curving motion. In such cases, it is often difficult to model both types of

motion using just one motion model.

Note that techniques exist that find the estimate that minimises the squared

rmse, the so called minimum mean square error (mmse) estimate x̂mmse, see e.g.
Bar-Shalom and Fortmann (1987).

3.3.2 The normalised estimation error square

An alternative to the estimation error is the normalised estimation error square

(nees) ηt , defined as

ηt
�
=

(
xt − x̂t|t

)T
P−1t|t

(
xt − x̂t|t

)
. (3.20)

The nees can be understood as being a weighted average of the individual state

errors, where the weights are given by the inverse state covariance. Thus, if the

variance of a state estimate is high, its inverse weight will be small and a large

1cf. Example 3.2: what is the unit of a sum of position squared and velocity squared?
2cf. when x contains x-position and y-position, the 2D Euclidean distance position error may be of

interest.
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error will have a smaller contribution to the nees. Conversely, if the variance of
a state is low, its inverse weight will be large and a large error will have a larger

contribution to the nees. Note that the nees, in contrast to the estimation error

and rmse, is a dimensionless quantity.

When the state estimate x̂t is Gaussian distributed, the nees (3.20) can be

shown to be χ2-distributed with nx degrees of freedom (Bar-Shalom et al., 2001).

Thus, using the χ2 (nx)-distribution, probability gates can be computed for the

nees. Similarly to (3.19), the nees can be averaged over Monte Carlo runs. The

nees however, is always positive by definition, and thus the sum can be calcu-

lated over the Monte Carlo runs,

ηMC
t =

nMC∑
j=1

η
j
t =

nMC∑
j=1

(
xjt − x̂

j
t|t

)T (
Pjt|t

)−1 (
xjt − x̂

j
t|t

)
. (3.21)

The Monte Carlo nees sum ηMC
t is χ2-distributed with nx × nMC degrees of free-

dom, and probability gates gmax
γ and gmin

γ , corresponding to γ%of the probability

mass, can be computed using the χ2 (nx × nMC)-distribution. For a given discrete

time sequence of ηMC
t and probability gates, ηMC

t should be within the gates γ%
of the time instances. If it is not, it is a sign that the estimation may be inconsis-

tent. In practical implementations, ηMC
t is often divided by the number of Monte

Carlo runs nMC. When this is done, the gates gmax
γ and gmin

γ must also be divided

by nMC. Example 3.6 shows the Monte Carlo average rmse and nees for the

Kalman filter corresponding to Example 3.4.

3.6 Example: rmse and nees
The system presented in Example 3.4 is simulated with 100 unique process and

measurement noise sequences, and the Kalman filter was used to compute state

estimates. The corresponding rmse and nees are shown in Figure 3.3. The nees
is within the 90% confidence interval in 19 out of 20 time steps, or 95% of the

time steps.

3.4 Application of estimation

Filtering can be applied to solve a broad variety of problems. One example is

to estimate a quantity which cannot be measured directly, in order to be able to

apply some control algorithm to the system. Another example is target tracking,

see e.g. Bar-Shalom and Fortmann (1987). Target tracking consists not only of

estimating the states of the targets, but also to estimate the unknown number of

targets, using noisy, possibly cluttered, sets of measurements. The target tracking

problem is addressed further in Chapter 5 and Paper B. A third estimation prob-

lem, which is of high relevance to this thesis, is the Simultaneous Localisation

and Mapping (slam) problem.
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Figure 3.3: Estimation performance evaluation. (a): the rmse for the posi-

tion and velocity, respectively. (b): the nees with 90% confidence interval.

3.4.1 Simultaneous localisation and mapping

The slam problem is a robotics problem that consists of the joint estimation of

the robot state rx and the map state m. Thus, the full state vector is

x =

[
rx
m

]
. (3.22)

The robot state typically consists of position and orientation, which also called

the robot pose. The map is often divided into landmarks, sometimes called fea-

tures, and thus the map state m can be decomposed as

m =
[
mT

1 . . . mT

i . . . mT
m

]T
, (3.23)

where mi is landmark i. In some slam applications the robot trajectory, i.e. a

history of robot poses, is of interest and therefore included in the state vector. In

the estimation, the estimated quantity is the trajectory state

tX =
[
rxT

0
rxT

1 . . . rxT

k . . . rxT
K

rxT
c

]T
(3.24)

where rxk is the kth robot pose and rxc is the current robot pose. When both the

robot trajectory and the whole map is estimated, the problem is called Full-slam.
The Full-slam state vector is

x =

[
tX
m

]
. (3.25)

Estimating the robot trajectory tX, and not the landmarks in the map state m, is

called trajectory based slam. In this case, the state vector is simply x=tX. In

trajectory based slam, instead of measuring the landmarks in the map state m,
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the robot measures the relative difference between the current pose rxc and some

previous pose rxk . A simple example of trajectory based slam in 2D is given in

Example 3.7.

3.7 Example: Trajectory based slam
A true trajectory was simulated3, and control inputs and measurements were ob-

tained from the simulation. Measurements are generated when the true current

pose is sufficiently close to a previous pose, i.e. when the robot closes a loop. The

measurements are of the true relative pose between the current pose and the clos-

est previous pose, with additive Gaussian noise. In this example, the probability

of detecting loop closure was set to one. In reality however, detecting loop clo-

sure presents a considerable challenge, and the probability of detection is less

than one.

A slam trajectory was estimated using an Exactly Sparse Delayed state Filter

(esdf) (Eustice et al., 2006), which is an ekf on information form for state vectors

of the type (3.24). The results are shown in Figure 3.4.

The origins of modern slam research can be traced back to the mid 80’s, when

probabilistic methods were first applied to mobile field robotics (Durrant-Whyte

and Bailey, 2006). Early work of large impact includes the paper by Smith et al.

(1990), which showed that when a robot makes relative observations of land-

marks, the estimates of the landmarks are all correlated. This implied that a

consistent full solution to the slam problem would require a joint state consist-

ing of both robot state rx and map state m. A nice overview of slam research is

given in the two part tutorial (Durrant-Whyte and Bailey, 2006) and (Bailey and

Durrant-Whyte, 2006).

A number of different solutions to the slam problem have been proposed.

In on-line solutions, the data is considered incrementally, i.e. processed one at a

time, while in offline solutions the data is typically considered in batch, i.e. all

data is processed at the same time, see e.g. Thrun and Leonard (2008). Popu-

lar solutions to the slam problem include ekf-slam, see e.g. Dissanayake et al.

(2001), which, as the name reveals, solves the problem using an ekf. Another

solution is fast-slam (Montemerlo et al., 2002), which is based on the parti-

cle filter. fast-slam has been shown to suffer from particle depletion when the

robot’s mission grows longer in time, which results in inconsistent estimates (Bai-

ley et al., 2006). There are, however, many practical examples where fast-slam
has provided good results. A third family of solutions to the slam problem are

the graph-based solutions, pioneered by Lu and Milios (1997). The graph-based

solutions solve the slam problem offline in batch, either as trajectory based slam,
or as Full-slam.

An important part of any slam solution is the data association, i.e. associat-

ing measurements to the right landmark estimates, or associating relative pose

3The trajectory was simulated using the ekf-slam toolbox written by Tim Bailey and Juan I. Nieto,
Australian Centre for Field Robotics (ACFR), University of Sydney (USYD), Australia.
http://www-personal.acfr.usyd.edu.au/tbailey/software/index.html
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Figure 3.4: Trajectory based slam. The true trajectory is given by the line,

estimated poses by the dots and 99% pose uncertainty is shown by the el-

lipses for every fifth pose.

estimates to the correct previous pose. Data association in slam is very impor-

tant, since incorrect associations can lead to inconsistent slam-estimates. In this

thesis, data association for trajectory based slam is addressed in Paper A. The

problem is addressed using data from laser range sensors, see Chapter 2, and the

problem is modelled as a classification problem, see Chapter 4, using a boosted

classifier that classifies pairs of point clouds as either being from the same loca-

tion or not.



4
Classification

This chapter introduces the classification problem, with an emphasis on boosting

methods for finding decision boundaries. The classification problem is defined

in Section 4.1, and boosting is presented in Section 4.2. The boosting method

of choice, called adaptive boosting, is presented algorithmically, and some key

properties of adaptive boosting are highlighted in a series of examples.

4.1 The classification problem

The purpose of a classification method is to take an input data vector

f = [f1, . . . , fnf ]
T ∈ Rnf (4.1)

and assign it to one of K classes. Let Ck denote the class domain, where k ∈
{1, . . . , K} is a class index. In some classification scenarios, the K classes are as-

sumed to be disjoint,

Ci ∩ Cj = ∅, ∀i � j, (4.2)

and the input space can therefore be divided into decision regions which are

separated by boundaries. These are called decision boundaries, or decision sur-

faces, see e.g. Bishop (2006). When the decision boundaries are affine functions

of the input data f, the corresponding classifiers are called linear. There are also

non-linear classifiers, i.e. classifiers which define decision boundaries that are

non-linear functions of the input data. Classes that are disjoint can be separated

by linear/non-linear decision boundaries, and are therefore called linearly/non-

linearly separable.

However, analogously to how many problems in regression are neither linear

nor Gaussian, many problems in classification are neither linearly separable, nor

are the true, underlying, data domains Ck disjoint. For data sets which can not be

29
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separated by linear decision boundaries, methods which combine multiple mod-

els may be used. Such methods are sometimes called committees, examples in-

clude bagging and boosting, see e.g. Bishop (2006). Bagging classifiers are formed

by generating M bootstrap data sets from a single data set, and then using each

bootstrap data set to train a classifier. Bootstrap data sets are generated by ran-

domly drawing points with replacement from the original data set. Some points

from the original data set may thus be drawn more than once in a bootstrap data

set, while other points are not drawn at all. The bagging classification is then

formed by taking the average of the M bootstrap classifications. In this work,

boosting, presented in Section 4.2, is used to compute non-linear classifiers.

4.2 Boosting

Boosting is a machine learning method for finding combinations of simple base

classifiers in order to produce a form of committee whose performance can be

significantly better than any one of the base classifiers used alone. The simple

base classifiers need to be just slightly better than a random guess, hence they

are often called weak classifiers, see e.g. Bishop (2006). The resulting combina-

tion is (typically) better than the best individual weak classifier, and analogously

the resulting classifier learned by boosting is thus called strong. The principal

difference between boosting and other committee methods such as bagging, is

that the training is performed in sequence. Each weak classifier is learned using

a weighted form of the data set, where the weighting of each data point depends

on the performance of the previous weak classifiers, see e.g. Bishop (2006). There

exists a few different boosting methods, here we will limit ourselves to consider-

ing adaptive boosting.

4.2.1 Adaptive boosting

A widely used form of boosting is adaptive boosting, abbreviated AdaBoost, a

machine learning procedure which greedily builds a strong classifier by a linear

combination of weak classifiers (Freund and Shapire, 1995). When the weak clas-

sifiers are combined into a strong classifier, the resulting decision boundary is

non-linear. As more weak classifiers are added, the classification error on the

training data converges towards zero, and eventually becomes zero. Although

this might be interpreted as over-fitting, AdaBoost has been shown to generalise

well on testing data (Freund and Shapire, 1995). A more detailed overview and

examination of boosting than can be given here is found in Chapter 10 in the

book by Hastie et al. (2009).

Although later generalised to multiple classes, AdaBoost was originally de-

signed for problems with two classes, i.e. K = 2. Rather than denoting the two

classes as 1 and 2, here they are referred to as the positive class and negative

class, or p and n, respectively. As input to the AdaBoost learning algorithm, n
hand-labelled training data pairs are provided,(

f1, y1
)
, . . . ,

(
fi , yi

)
, . . . ,

(
fn, yn

)
, (4.3)
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where each data point fi has a corresponding class label yi . To learn a classifier

using AdaBoost, data points from each class are needed. Let Np and Nn be the

number of training data points belonging to Cp and Cn, respectively, i.e. n = Nn +

Np. The data labels in the two class problem are defined as

yi =

{
1 if fi ∈ Cp
0 if fi ∈ Cn

(4.4)

In the AdaBoost algorithm, each data pair
(
fi , yi

)
is given a weight Wi

t , where

t denotes the specific iteration of the algorithm. The weights are initialised as

Wi
1 = 1

2Nn
if yi = 0, or Wi

1 = 1
2Np

if yi = 1. This initialisation ensures that each

class is given half the weight of the data, and all data pairs within a class are

given an equal weight.

After initialisation, AdaBoost iteratively adds weak classifiers to a set of previ-

ously added weak classifiers, to find a good combination that together constitutes

a strong classifier. The weak classifiers used in this thesis are decision stumps, i.e.

one node decision trees, defined as

c
(
fi , θ

)
=

{
1 if pf ij < pλ

0 otherwise
(4.5)

with parameters θ = {j, p, λ}, where j is the particular component of fi selected,
f ij , p is the polarity (p = ±1), and λ ∈ R is a threshold. The result of a weak

classifier (8) is that the input space is partitioned into two half spaces, separated

by an affine decision boundary which is parallel to one of the input axes.

In each iteration t, the weak classifier that minimises the weighted classifica-

tion error with respect to θ is chosen. This is performed by solving an optimisa-

tion problem. Given the parameters of the best weak classifier θt , the training

data is classified and the weights of the mis-classified data are increased (or, con-

versely, the weights of the correctly classified data are decreased). Further, using

the classification error εt a weight αt is computed for the best weak classifier.

Details on how the weights are computed are given below.

This procedure is repeated until T weak classifiers c
(
fi , θt

)
have been com-

puted. Weak classifiers can be added several times in each dimension of Rnf ,

each time with a new polarity and threshold, i.e. same j and new p and λ. The
normalised weighted combination of T weak classifier together create the strong

classifier c
(
fi
)
. The output of the strong classifier is a likelihood, c

(
fi
)
∈ [0, 1].

To obtain a binary classification decision, a threshold τ ∈ [0, 1] is used, where

the standard choice is τ = 0.5. A detailed presentation of AdaBoost is given in

Algorithm 3, and the learning iterations are illustrated in Example 4.1.
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Algorithm 2 AdaBoost

Input: Labelled data pairs:
(
f1, y1

)
, . . . , (fn, yn). Number of training iterations: T .

Initialise weights: Wi
1 = 1

2Nn
if yi = 0,Wi

1 = 1
2Np

if yi = 1

1: for t = 1, . . . , T do
2: Normalise the weights:

W̃ i
t =

Wi
t∑Nn+Np

j=1 W
j
t

, i = 1, . . . , Nn + Np (4.6)

3: Select the best weak classifier with respect to θ,

θt = argmin
θ

n∑
i=1

W̃ i
t

∣∣∣∣c (fi , θ) − yi ∣∣∣∣ (4.7)

4: Define ct
(
fi
)
= c

(
fi , θt

)
, and εt =

∑n
i=1 W̃

i
t

∣∣∣∣ct (fi) − yi ∣∣∣∣.
5: Update the weights:

Wi
t+1 = W̃ i

t β
1−ei
t , i = 1, . . . , Nn + Np, (4.8)

where ei = 0 if fi is classified correctly and 1 otherwise, and βt =
εt

1−εt . Set

αt = log 1
βt
.

6: end for
Output: Strong classifier

c
(
fi
)
=

∑T
t=1 αtct

(
fi
)

∑T
t=1 αt

∈ [0, 1] (4.9)

4.1 Example: AdaBoost learning
A data set was generated in polar coordinates, where the angle fϕ was sampled

uniformly in [0 2π], and the range fr was sampled from N (fr ; 0, 0.10) for the

positive class and N (fr ; 0.50, 0.10) for the negative class. Using the transform

(2.4), the sampled data was transformed into Cartesian coordinates. Note that

since the range components fr for the two classes are randomly sampled from

probability distributions that overlap, the underlying classes are not separable

and it is therefore difficult to define a “true” decision boundary.

However, with the known Gaussian distributions for the range components of

the data, a probabilistic decision boundary can be defined by considering which

class has higher probability in any given data point. Here, the probabilistic de-

cision boundary in the range component is defined as the range for which both
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classes are equally probable,

1√
2π0.102

e
− (r−0)2
2 · 0.102 =

1√
2π0.102

e
− (r−0.50)2

2 · 0.102 ⇔ r = 0.25. (4.10)

Thus, for this example, in Cartesian coordinates the probabilistic decision bound-

ary is a circle with radius 0.25. This probabilistic decision boundary is compared

with the decision boundary learned by AdaBoost. The data set and a number of

learning iterations are shown in Figure 4.1.

In Figures 4.1b to 4.1f, the decision boundaries of the weak classifiers are

shown as black lines and the resulting decision regions are shown in white for

Cp and light purple for Cn. The increasing weight of the misclassified data is

illustrated by making the markers larger.

4.2.2 Examples

In this section we show some of the properties of AdaBoost through some exam-

ples. The first two examples are for data from classes that are separable, either

linearly of non-linearly. Thus, for these examples true decision boundaries can be

defined. The third example is with data from classes that are non-separable, sim-

ilarly to the data in Example 4.1. The last example bears the largest resemblance

to the real world classification problem addressed in this thesis in Paper A.

A very basic requirement for a classification method is that it can handle data

which is linearly separable. The AdaBoost algorithm is tested on such data in

Example 4.2.

4.2 Example: Linearly separable data
Data points fi are generated by uniform sampling in [0 1]×[0 1]. In total n = 1000

data points are generated, and sorted into classes according to{
fi ∈ Cp if f i1 < f

i
2 ,

fi ∈ Cn otherwise.
(4.11)

Thus, the class regions are well defined in the data space, f ∈ R2, and a true de-

cision boundary can be defined as the line f i2 = f i1 . Figure 4.2 shows the data

and the results. AdaBoost is able to compute a good estimate of the true decision

boundary, using T = 100 weak classifiers. However, for linearly separable data,

using AdaBoost is inefficient from a computational point of view. A linear classi-

fier, e.g. Fischer’s linear discriminant (see e.g. Bishop (2006)), would be a better

choice due to its lower computational demands.

As mentioned above, for linearly separable data there are better choices than

AdaBoost, which is more suitable for data that is not linearly separable. An ex-

ample of data which is separable by a non-linear decision boundary is given in

Example 4.3.
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(b) T = 1
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(c) T = 2
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(d) T = 3
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(e) T = 4
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(f) T = 5
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(g) Decision region
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(h) Probabilistic decision re-

gion.
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Figure 4.1: AdaBoost learning. (a): polar data set, f ∈ Cp in green, f ∈ Cn in

dark purple. (b) to (f): the first five training iterations. (g) and (h): final
decision region, T = 25, and true probabilistic decision region. (i): Training
error versus number of training iterations T . The error is defined as the

percentage of data points that are mis-classified.
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Figure 4.2: AdaBoost with data that is linearly separable. (a): Cp in green, Cn
in dark purple. (b): AdaBoost decision region, T = 100. (c): True decision

region.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

f1

f 2

(a)

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

f1

f 2

(b)

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

f1

f 2

(c)

Figure 4.3: AdaBoost with data that is separable by a non-linear decision

boundary. (a): Cp in green, Cn in dark purple. (b): AdaBoost decision region,

T = 9. (c): True decision region.

4.3 Example: Non-linearly separable data
Data points fi are generated by uniform sampling in [0 1]×[0 1]. In total n = 1000

data points are generated, and sorted into classes according to{
fi ∈ Cp if

∣∣∣f i1 − 0.5∣∣∣ ≤ 0.25 AND
∣∣∣f i2 − 0.5∣∣∣ ≤ 0.25,

fi ∈ Cn otherwise.
(4.12)

Similarly to Example 4.2, the class regions are well defined and the true decision

boundary is defined as a square box. The data and the results are shown in Fig-

ure 4.3. For the particular example, using just T = 9 weak classifiers, AdaBoost

finds a good estimate of the true decision boundary.
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Figure 4.4: AdaBoost with data generated by two Gaussian distributions.

(a): Cp in green, Cn in dark purple. (b): AdaBoost decision boundary, T =

100. (c): Probabilistic decision region.

Most practical classification problems however, are with data sampled from

classes that are likely to be non-separable. Example 4.4 presents data, where

each class is represented by a Gaussian distribution. Thus, with knowledge of the

true underlying class distributions, a decision boundary can be computed from

the probability density functions analogously to how a decision boundary was

computed in Example 4.1. In the example, there is a large resemblance between

the learned decision boundary and the probabilistic decision boundary.

4.4 Example: Gaussian data
This example illustrates how AdaBoost finds a decision boundary for data from

two non-separable classes. The data points fi are generated by sampling from

two Gaussian distributions, and keeping only samples that fall in [0 1] × [0 1].

Here, Np = Nn = 1000 data points are generated from the following Gaussian

distributions⎧⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎩
Cp : Samples from N

(
f ;

[
0.95
0.05

]
,

[
0.01 0

0 0.02

])
,

Cn : Samples from N
(
f ;

[
0.25
0.75

]
,

[
0.20 −0.005
−0.005 0.20

])
.

(4.13)

A probabilistic decision boundary is computed analogously to Example 4.1, i.e.

by computing the value of each Gaussian’s corresponding probability density

function, and for each point in the data space consider which class has higher

probability. In Figure 4.4 the data is shown together with the decision boundary

learned by AdaBoost and the probabilistic decision boundary.
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Figure 4.5: AdaBoost when both Np and Nn are small. A decision boundary

has to be learned from an insufficient amount of data. (a): Polar data, T =

25. (b): Gaussian data, T = 3.

4.2.3 Properties

Above it was shown that AdaBoost has strong capabilities of finding good non-

linear decision boundaries. In each of the three examples however, the number of

training data was quite large. In this section, we show what happens when there

is few training data available (i.e. Np and Nn are small), or when the training

data are unbalanced (Np  Nn or Np � Nn). The important issue of over-fitting

is also addressed. Performance when data is scarce is shown in Example 4.5.

4.5 Example: Few data
Data is generated by randomly selecting Np = 20 and Nn = 20 data points from

the polar data in Figure 4.1a, and from the Gaussian data in Figure 4.4a. These

data sets were previously used in Example 4.1 and Example 4.4, thus the prob-

abilistic decision boundaries are the same as previously. Figure 4.5 shows the

results, compare to the true decision boundaries given in Figure 4.1g and Fig-

ure 4.4c. It is quite clear from the results that the decision boundary learned by

AdaBoost is a poor estimate of the probabilistic decision boundaries. It can be

noted though, that such few data gives a rather poor representation of the under-

lying true distributions, and finding a good decision boundary can be suspected

to be difficult using any method.

Unbalanced data is presented in Example 4.6, where the number of positive

data Np is 100 times fewer than the number of negative data Nn.
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Figure 4.6: AdaBoost when the numbers of data in each class are unbalanced,

here Np  Nn. (a): Polar data, T = 25. (b): Gaussian data, T = 100.

4.6 Example: Unbalanced data
Data is generated by randomly selecting Np = 10 data points from the positive

class, and using all Nn = 1000 data points from the negative class. As in Exam-

ple 4.5, both the polar and the Gaussian data sets were used, thus the probabilis-

tic decision boundaries are the same as previously. Figure 4.6 shows the results,

compare to the probabilistic decision boundaries given in Figure 4.1g and Fig-

ure 4.4c. It is evident that with unbalanced data, AdaBoost no longer finds a

decision boundary which resembles the probabilistic one. Instead the learned

decision boundary adapts too much to the data, which can be interpreted as over-

fitting, an issue which is addressed in the next example.

When learning models for classification, care should be taken to avoid the

problem of over-fitting. Over-fitting is when the learned model adapts too much

to the training data, and thus does not generalise well to validation data, or the

true underlying decision regions. Over-fitting, in the context of AdaBoost, cor-

responds to using a number of weak classifiers that is too large. Work by Fre-

und and Shapire (1995) has shown that AdaBoost has a strong resistance to over-

fitting, indeedmuch experimental results confirm this. Attempts have beenmade

to explain AdaBoost, and its reported resistance to over-fitting, in terms of logis-

tic regression, see the paper by Friedman et al. (2000). However, an exhaustive

and full technical explanation has to the best of our knowledge not been given.

4.7 Example: Overfitting
In this example, the polar data from Example 4.1 and Gaussian data from Exam-

ple 4.4 were used. For both data sets a classifier was learned using AdaBoost for

T = 1000 iterations. Figure 4.7 shows the results, compare to the true decision

boundaries given in Figure 4.1g and Figure 4.4c.
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Figure 4.7: Overfitting test. (a): Polar data, T = 1000. (b): Gaussian data,

T = 1000.

The results in Example 4.7 show that despite T being excessively large, the

resulting decision boundary has not over-fitted to the training data. However,

Example 4.5 did show that when data are scarce, the resulting decision boundary

adapts too much to training data, i.e. the resistance to overfitting appears to be

dependent on the total number of training data.

4.2.4 S-fold cross validation

When solving a classification problem it is important to keep the training data

separate from the validation data. If data is scarce, a common practice is to use S-
fold cross validation. With this approach, the data is partitioned into S-folds, or
subsets. In each of S runs, the S th fold is reserved for validation, and remaining

S − 1 folds are used for training. The results from each round are then pooled.

This procedure allows a portion S−1
S of the data to be used for training, while the

whole data set can be used for performance evaluation. While performing S-fold
cross validation, it is important to keep the training and validation data fully

disjoint. A drawback of S-fold cross validation is that the training procedure has

to be repeated S times, which can prove time consuming when the training is

computationally expensive, see e.g. Bishop (2006).

A sub-problem of S-fold cross validation is how to partition the data into

folds. When data is a sequence over time, training data and validation data can

be chosen as different time sequences. This is common practise in e.g. system

identification, see e.g. Ljung (1999). In this thesis, the data used in classifica-

tion is not ordered temporally, and thus training and validation data can not be

taken as different time sequences. Instead, the data is partitioned into folds by

randomly permuting the order of the data, and then dividing the re-ordered data

into folds. If the random permutation is performed correctly, each fold should

be a good representation of the entire data set. It is also important to consider

the labels of the data such that one, or more, of the folds do not represent an

unbalanced subset of the whole data set.
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4.3 Application of AdaBoost

With nearly 5000 citations1 for the original paper (Freund and Shapire, 1995), Ad-

aBoost has received considerable attention since the advent of the algorithm in

1995. Listing all applications is a task too large, however we will briefly mention

some interesting work. The perhaps most noteworthy application is the object de-

tection by Viola and Jones (2001) (see also Viola and Jones (2004)), results which

forms the basis for face detection functions in many modern compact cameras.

Similar ideas have been used to track multiple targets in image sequences, some

recent work include Lu et al. (2009) where the authors use a boosted particle fil-

ter to track ice-hockey players. This particular application also ties into target

tracking, which is addressed in Chapter 5.

In this thesis, AdaBoost is used to compute a boosted classifier capable of dis-

tinguishing between pairs of point clouds that are from the same location, and

pairs of point clouds that are not from the same location. To facilitate the compar-

ison of point clouds, geometric and statistical features are computed, providing

a compact description of each point cloud. The feature differences are then used

as input to AdaBoost. This is the topic of Paper A.

1Google Scholar, 2010-11-04



5
Target tracking

This chapter is about target tracking, especially tracking of so called extended

targets. The target tracking problem is defined in Section 5.1, and some common

data association methods are presented in Section 5.2. Finite set statistics and

probability hypothesis density filters are presented in Section 5.3, and the opti-

mal sub-pattern assignment metric for target tracking performance evaluation

is defined in Section 5.4. An application of target tracking is given in the last

section, Section 5.5.

5.1 The target tracking problem

Target tracking consists of tracking a quantity over time, where the quantity

could be anything measurable. In this thesis, we will focus on targets that are

moving objects, such as airplanes, cars and humans. Early target tracking re-

search was motivated by, among other things, the tracking of airplanes using

radars, see e.g. Bar-Shalom and Fortmann (1987). At the heart of target tracking

lies an estimation problem, namely estimating the states of the targets. Target

tracking is a difficult estimation problem in the sense that

I the number of targets is unknown,

II the probability of detection for each target is less than one,

III the measurements are corrupted by noise,

IV there are false, so called clutter, measurements,

V and measurement origin is unknown, i.e. it is not known which measure-

ments are clutter, and which measurements were generated by which target.

41
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Thus, solving a target tracking problem essentially consists of solving the data

association problem, sometimes also referred to as the correspondence problem.

When airplanes are tracked using radar stations, the distance between the

sensor and target is typically such that the target only occupies one resolution

cell of the sensor. Due to this, each target generates at most one measurement of

range, bearing and range rate. This is sometimes referred to as the point target

assumption, and brings us to the following definition:

5.1 Definition (Single measurement target). A target that gives rise to at most

one measurement per time step.

Since the targets generate at most one measurement per time step, they ef-

fectively behave as points in the surveillance space, and can thus efficiently be

modelled as such.

In many modern target tracking applications however, the point target as-

sumption is not valid. Examples of such applications include vehicle tracking us-

ing automotive radars, people tracking using laser range sensors or object track-

ing using vision sensors, e.g. cameras. This prompts us to make the following

definition:

5.2 Definition (Extended target). A target that potentially gives rise to more

than one measurement per time step.

It is important to note here that all the above given target tracking difficulties

apply equally well to extended targets as to single measurement targets. In addi-

tion to those difficulties, extended target tracking is also complicated by the fact

that

VI the number of measurements generated by each target is unknown.

Thus, extended target tracking is more complicated than single measurement tar-

get tracking. However, the multiple measurements per target raise interesting

potentials for the estimation of target shape and size. While the single measure-

ment setting is sufficient to track the targets’ centres of mass, extended measure-

ments allow certain properties of the targets to be estimated too, e.g. shape, size,

texture and colour. Using this added knowledge, differentiation between types

of targets can be made.

5.1.1 Notation

To make things clear, in this section we introduce some notation in addition to

the notation used in Chapter 3. Let Nx,k denote the unknown number of targets

present at time k, and let x(i)k denote the state of target i at time k. Thus, at time

k the set of present targets Xk is given by

Xk =
{
x(i)k

}Nx,k
i=1

. (5.1)
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Each time step, a sensor delivers Nz,k measurements z(i)k . Analogously to (5.1), let

the set of measurements at time k be denoted

Zk =
{
z(i)k

}Nz,k
i=1

. (5.2)

Further, let Z(k) be all sets of measurements from time 1 to time k, i.e. Z(k) =

{Zi }ki=1. The objective of target tracking is to estimate Xk given Z(k).

5.2 Data association methods

As was mentioned above, data association is an integral part of target tracking. In

this section, we will briefly overview some data association methods often used

for single measurement target tracking. In each time step, each measurement is

either clutter, or generated by a target. For the measurements that are generated

by targets, a decision has to be made as to which measurements belong to already

existing targets, and which measurements belong to new targets. Handling the

data association problem is easier when the number of targets is limited to at

most one. Hence, we will overview single target tracking association methods

first before over-viewing association methods for multiple target tracking.

5.2.1 Single target tracking

When at most one target is present, i.e. single target tracking, the data association

problem comes down to deciding if there is a target present, and if so, which

measurement belongs to the target. Since there is at most one target present, the

association can be handled locally, i.e. only the measurements closest to the target

estimate are considered as potentially having been generated by the target.

Nearest neighbour

In nearest neighbour (nn) data association, each target is associated to the nearest

measurement such that (
z(i)k − ẑk|k−1

)T
S−1k

(
z(i)k − ẑk|k−1

)
(5.3)

is minimised. Here, the notation ẑk|k−1 and Sk was introduced in Algorithm 1,

and i is an index which spans over all measurements that fall within the gate. A

gate, or validation region, is a part of the measurement space where the specific

measurement is found with some (high) probability (Bar-Shalom and Fortmann,

1987). One of the more common gating methods is ellipsoidal gating, which

checks whether the quantity in (5.3) is larger or smaller than some gate gγ , which

corresponds to γ% of the probability mass1. Ellipsoidal gating thus corresponds

to an ellipsoidal region in the measurement space. Note that nnmakes a hard de-

cision in the sense that only the measurement that minimises (5.3) is considered,

the remaining measurements are ignored in the correction step.

1The quantity in (5.3) is χ2-distributed, cf. the normalised estimation error square in (3.20).
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Probabilistic data association

Probabilistic data association (pda) is a soft version of nn. No hard decision is

made at all, instead all measurements that fall inside the gate are used to the

extent that they suit the prediction. Let

{
z(i)k

}mk
i=1

be the measurements that fall

within the gate. The following hypotheses are considered,

H0 = All of

{
z(i)k

}mk
i=1

are clutter (5.4a)

Hi = z(i)k was generated by the target and

{
z(j)k

}
j�i

are clutter. i = 1, . . . , mk

(5.4b)

Using the total probability theorem, the probability P
(
xk

∣∣∣ {z(i)k }mk
i=1

)
is calculated

as

P
(
xk

∣∣∣ {z(i)k }mk
i=1

)
=

k∑
i=0

P
(
xk

∣∣∣Hi , {z(i)k }mk
i=1

)
P

(
Hi

∣∣∣ {z(i)k }mk
i=1

)
. (5.5)

Details on how pda is implemented can be found in the literature, see e.g. Bar-

Shalom and Fortmann (1987).

5.2.2 Multiple target tracking

In multiple target tracking, i.e. when more than one target may be present, data

association is more complicated, and using local methods is insufficient. Instead

a global association decision must be made, meaning that all measurement to

target estimate associations have be to considered jointly.

Global nearest neighbour

Global nearest neighbour (gnn) data association considers all measurement to

clutter/existing track/new track associations, and selects the best overall hypoth-

esis. In an implementation, the clutter and new target tracks are typically han-

dled by so called track initiators, and they are therefore combined into a category

called external sources. At each time step, an association matrix Γ containing

measurement to source likelihoods is formed, and the assignment problem is

then solved as a convex optimisation problem, e.g. using the auction algorithm

(Blackman and Popoli, 1999). While being global, and thus superior to nn, gnn
represents a hard decision for each measurement and only one data association

hypothesis is thus considered. In some more complex scenarios, making a hard

decision may be insufficient.

Joint probabilistic data association

Joint probabilistic data association (jpda) is a soft version of gnn analogously to

how pda is a soft version of nn. Measurement to target probabilities are com-
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puted jointly over all targets, only measurements from the last time step are con-

sidered, see e.g. Bar-Shalom and Fortmann (1987).

Multiple hypothesis tracking

Multiple hypothesis tracking (mht) is a data associationmethod that considers as-

sociation of sequences of measurements and evaluates the probabilities of all hy-

potheses. Quickly, the number of possible hypotheses grows very large, and there-

fore methods to reduce the number of hypotheses have been suggested. These in-

clude clustering to reduce combinatorial complexity, pruning of low probability

hypotheses and merging of similar hypotheses, see e.g. Bar-Shalom and Rong Li

(1995).

5.3 Finite set statistics and the probability
hypothesis density filter

In certain applications of target tracking, target identity is not of interest. Instead,

only the location of each target is needed.

For applications where target identity is not needed, finite set statistics (fisst)
by Mahler (2007) provides a rigorous theoretical framework for target tracking.

Using fisst, single sensor single target Bayes filtering can be extended to the

multi sensor multi target case.

When the estimation problem was presented, see Chapter 3, the notion of a

random vector x was implicitly assumed to be known to the reader. Perhaps less

familiar is the concept of random finite set, defined below (Mahler, 2007).

5.3 Definition (Random finite set (rfs)). A random variable Ξ that draws its

instantiations Ξ = X from the hyperspace X of all finite subsets X (the null set ∅
included) of some underlying space X0.

In the target tracking application presented in Paper B we assume that X is a

Euclidean vector space, X0 = Rnx . Hence, X consists of all finite sets Xk = ∅ and
Xk = {x(1)k , . . . , x

(Nx,k )
k } where Nx,k ≥ 1 and x(1)k , . . . , x

(Nx,k )
k are arbitrary vectors in

R
nx . It should be noted that an rfs X is without ordering, which implies that, for

m = 2,

Xk =
{
x(1)k , x

(2)

k

}
=

{
x(2)k , x

(1)

k

}
. (5.6)

The number of elements in an rfs is called the cardinality, and is mathematically

denoted as |X|. For an rfs, the cardinality is a discrete random variable. To fully

describe the distribution of an rfs, both the distribution of the elements in the

rfs and the distribution of the cardinality is thus needed. Let pXk (xk) be the

probability density function (pdf) of Xk . The relationship between the pdf of an

rfs and the pdf of an ordered target vector is given by

pXk

({
x(1)k , . . . , x

(Nx,k )
k

} ∣∣∣Nx,k) = ∑
π∈ΠNx,k

p
(
x(π(1))k , . . . , x

(π(Nx,k ))
k

)
, (5.7)
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where ΠNx,k is the set of permutations on
{
1, 2, . . . , Nx,k

}
for any Nx,k ∈ {1, 2, . . .}.

A multi sensor multi target Bayes filter would propagate the pdf (5.7) through

time. Doing so is not tractable without approximations, one possible alternative

is given in the next section.

5.3.1 Probability hypothesis density

When dealing with random vectors, the first order moment of a certain pdf is

simply the mean vector. The first-order moment of a multi sensor multi target

pdf is not a vector however, instead it is a density function (Mahler, 2007),

Dk|k
(
x
∣∣∣Z)

abbr.
= Dk|k

(
x
∣∣∣Z(k)

)
(5.8)

that is defined on single target states x ∈ X0. In point process theory Dk|k
(
x
∣∣∣Z)

is

called first-moment density or intensity density, see e.g. Mahler (2007), however

for target tracking the name probability hypothesis density (phd) was adopted

by Mahler (2007). Despite its name, the phd should not be confused with a

probability density. Instead, it is uniquely determined by the property that, given

any region S in single target state space X0, the integral
∫
S
Dk|k

(
x
∣∣∣Z)

dx is the

expected number of targets in S (Mahler, 2007). Especially, if S = X0 is the entire
state space then

Nk|k
�
=

∫
Dk|k

(
x
∣∣∣Z)

dx (5.9)

is the expected total number of targets (Mahler, 2007).

The phd filter propagates the first order multitarget moment (5.8) through

time, and can thus be interpreted as an rfs equivalent to the α-β-filter for state
vector estimation, see Section 3.2.1. It has been noted that, in principle, it is pos-

sible to derive predictor and corrector equations for a second order multitarget

filter, however such a filter is unlikely to be computationally tractable (Mahler,

2007). In a phd filter, both the targets and the measurements are treated as rfs’s.
The next section presents an implementation of a phd filter, where the intensity

(5.8) is represented using a Gaussian mixture.

5.3.2 Gaussian mixture PHD

In a paper by Vo and Ma (2006), a Gaussian mixture phd (gm-phd) filter was

derived for single measurement targets. Let the phd have the following Gaussian

mixture representation,

Dk|k (x) =
Jk|k∑
j=1

w
(j)
k|kN

(
x ; m(j)

k|k , P
(j)
k|k

)
. (5.10)

Thus, since
∫
N

(
x ; m(j)

k|k , P
(j)
k|k

)
dx = 1, the number of present targets is readily

given as Nk|k =
∑Jk|k
j=1 w

(j)
k|k . To arrive at predictor and corrector equations, a num-
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ber of assumptions were made by Vo and Ma (2006), they are repeated here for

clarity:

5.4 Assumption. Each target evolves and generates observations independently

of one another.

5.5 Assumption. Clutter is Poisson and independent of target-originated mea-

surements.

5.6 Assumption. The predicted multiple-target rfs is Poisson.

5.7 Assumption. Each target follows a linear Gaussian dynamical model and

the sensor has a linear Gaussian measurement model.

5.8 Assumption. The survival and detection probabilities are state independent.

5.9 Assumption. The intensities of the birth and spawn rfs’s are Gaussian mix-

tures.

As is remarked by Vo and Ma (2006), Assumption 5.4, 5.5, 5.7 and 5.8 are

standard in many target tracking applications, see e.g. Bar-Shalom and Fortmann

(1987). The third assumption is reasonable in applications where target interac-

tions are negligible. Extended, more complete, remarks on the assumptions are

given in Vo and Ma (2006).

The full prediction and correction equations are not repeated here, instead we

refer the reader to the original paper by Vo and Ma (2006).

5.4 Performance evaluation

In Section 3.3 performance evaluation methods for the estimation problem was

presented. While, as mentioned above, state estimation is a central part of target

tracking, in many scenarios performance indicators, such as rmse and nees, can
not be applied directly to a target tracking problem. Some typical difficulties are

highlighted in Example 5.10.

5.10 Example: Multiple target tracking data association difficulties
Let the true number of targets be 2, and let each state consist of Cartesian x
and y position. Consider the scenarios given in Figure 5.1. Note that the index

numbers for the estimates are not used as track labels. In the first scenario the

targets and the estimates can be arranged in vectors according to the respective

index numbers, and the total position rmse can be computed in a straightforward

manner as the Euclidean norm of the estimation error. In the second scenario, the

indexing of the targets and the estimates does not coincide, and a straightforward

computation of the rmse does not make sense. In the last two scenarios, the

problem is complicated further since the number of targets is either under- or

overestimated.
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−0.2 0 0.2 0.4 0.6 0.8 1 1.2

−0.2

0

0.2

0.4

0.6

0.8

1

1.2

x(1)

x(2)

x̂(1)

x̂(2)

x

y

(b) rmse = 2.06, ospa = 0.07

−0.2 0 0.2 0.4 0.6 0.8 1 1.2

−0.2

0

0.2

0.4

0.6

0.8

1

1.2

x(1)

x(2)

x̂(1)

x

y

(c) rmse =?, ospa = 0.36

−0.2 0 0.2 0.4 0.6 0.8 1 1.2

−0.2

0

0.2

0.4

0.6

0.8

1

1.2

x(1)

x(2)

x̂(1)

x̂(2)

x̂(3)

x

y

(d) rmse =?, ospa = 0.31

Figure 5.1: Multiple target tracking data association difficulties. There are

two true targets, marked with black dots, and the estimated targets are

marked with grey squares.

Thus, a multiple target tracking performance evaluation method must cap-

ture both the error in the estimated number of targets, as well as the state error.

Further, the performance evaluation should consider, globally, which estimate is

associated to which target. One such method is the optimal sub-pattern assign-

ment (ospa) metric (Schuhmacher et al., 2008). Let

d(c)
(
x(k), x(l)

) �
= min

(
c, d

(
x(k), x(l)

))
(5.11)
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be the distance between x(k) and x(l) cut off at c > 0, where d ( · , · ) is any metric,

in target tracking typically the Euclidean metric. Let X = {x(1), . . . , x(m)} and X̂ =

{x̂(1), . . . , x̂(n)}, where m, n ∈ {0, 1, 2, . . .}, and, as previously, let Πk denote the set

of permutations on {1, 2, . . . , k} for any k ∈ {1, 2, . . .}. Further, define

d̄
(c)
p

(
X, X̂

) �
=

⎛⎜⎜⎜⎜⎜⎝1n
⎛⎜⎜⎜⎜⎜⎝min
π∈Πn

m∑
i=1

d(c)
(
x(i), x̂(π(i))

)p
+ cp (n − m)

⎞⎟⎟⎟⎟⎟⎠
⎞⎟⎟⎟⎟⎟⎠
1
p

if m ≤ n (5.12a)

d̄
(c)
p

(
X, X̂

) �
= d̄

(c)
p

(
X̂,X

)
if m > n (5.12b)

where d̄
(c)
p

(
X, X̂

)
= 0 if m = n = 0. It is shown by Schuhmacher et al. (2008) that

(5.12), called the ospa metric of order p with cut-off c, is indeed a metric. Simi-

larly to how aminimummean square error estimate can be found, see Section 3.3,

the minimum mean ospa (mmospa) estimate x̂mmospa can be found (Guerriero

et al., 2010). In Example 5.11 the ospa metric is evaluated for the scenarios pre-

sented in Example 5.10.

5.11 Example: ospametric
For the multiple target tracking scenarios given in Figure 5.1, the ospa metric,

evaluated with c = 0.5 and p = 2, is

(a): d̄(0.5)2

(
X, X̂

)
= 0.14 (5.13a)

(b): d̄(0.5)2

(
X, X̂

)
= 0.07 (5.13b)

(c): d̄(0.5)2

(
X, X̂

)
= 0.36 (5.13c)

(d): d̄(0.5)2

(
X, X̂

)
= 0.31 (5.13d)

Note that, if d ( · , · ) is the Euclidean metric, n = m, p = 2, c = ∞ and the

optimal permutation is π(i) = i, the ospa d̄
(∞)
2 reduces to the rmse multiplied

with
√
nx.

5.5 Application of target tracking

In this thesis, a Gaussian mixture implementation of a phd filter for extended

targets is presented in Paper B. The presented implementation handles all the

difficulties listed at the beginning of this chapter, and it is shown that the filter

can estimate both the number of targets, and the target states. Using data from a

2D laser range sensor, multiple humans are tracked, and a method that handles

the occlusion problem, Section 2.4, is presented. The suggested implementation

is also evaluated with Monte Carlo simulations using the ospametric.





6
Concluding remarks

This chapter summarises the thesis. Conclusions are presented in Section 6.1

and Section 6.2, separated into two topics corresponding to the two problems

formulated in Chapter 1. The chapter is finished in Section 6.3 with a discussion

of future work.

6.1 Conclusions loop closure detection

Paper A presented a method for loop closure detection in slam using data from

laser sensors. The method uses features which provide a compact and efficient

description of each point cloud, and also facilitate an easy and fast comparison

of point cloud pairs. The algorithm AdaBoost is used to construct a classifier,

that uses the features to classify a point cloud pair as being either from the same

location or not. The presented features are invariant to rotation, and thus the

classifier is able to detect loop closure from arbitrary direction, without having

to rely on the discretisation of the metric space, the assumption that the surface

is flat, or predefined geometric primitives. Experiments using both 2D and 3D
data evaluate the classifiers characteristics, and it is shown to produce detection

rates that compare well to related work at low false alarm rates. The real world

slam experiments showed that the classifier can be used within the context for

which it was constructed. Further, timing experiments show that the classifier is

suitable for real-time performance, with feature computation taking at most 0.2s
and classification of two point clouds taking less than 2ms.

51
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6.2 Conclusions extended target tracking

Paper B presented an implementation of a probability hypothesis density filter

for extended target tracking. The implementation handles all the difficulties

listed in Section 5.1 in Chapter 5, and the tracking results are good. For the

filter to be practically useful, a simple method to find a good subset of all mea-

surement partitions is presented. Simulations show that the suggested method

reduces the number of partitions considered by several orders of magnitude, and

outperforms the standard partitioning method K-means clustering. The imple-

mented filter correctly estimates the unknown number of targets, with the excep-

tion of when targets are spatially close, i.e. when new targets spawn from old

targets or when target tracks cross. Simulations show that the implemented filter

outperforms the standard gm-phd filter, with respect to the ospa metric, and

experiments with laser range data show that the filter can be used in real world

scenarios. Using an inhomogeneous detection probability, the occlusion problem

is addressed and it is shown that targets can be tracked as they move through

occluded areas.

6.3 Future work

The loop closure detection classifier presented in Paper A is shown to be fast,

robust against misclassification and to generalise well between different environ-
ments and different sensor setups. slam experiments show that it can indeed

be utilised to solve the problem for which it was designed, i.e. to close the loop.

However, there are areas within which it could be improved. A noted drawback

of the presented classifier is that it, compared to related work, is more sensitive

to translation, i.e. required a higher degree of point cloud overlap. While this is

not problematic in environments with well defined pathways, such as road net-

works or office hallways, it would present a challenge in environments with less

restrictions on motion. Extending the distance for which the classifier can detect

loop closure is therefore of interest.

The underlying ideas behind the presented classifier could have extensions to

the environment labelling problem. Environment labelling is a problem in which

the parts of the sensor data is labelled according to which class it originated from,

e.g. ground, vegetation, building walls, cars, humans, etc. Features similar to the

ones used to describe the point clouds as a whole could be used as local descrip-

tors of each point in the point clouds. Using a multi-class classifier, the data point

could then be labelled with the most likely class label.

The implemented extended target tracking filter in Paper B is shown to work

well with sensor data that is assumed to not be geometrically structured. How-

ever, e.g. laser range data often show a high degree of geometric structure. Util-

ising this structure to estimate the size and shape of targets would be interesting.

If information about size and shape is available, differentiation between types

of targets, e.g. cars, bikes and humans, could be performed. This ties somewhat

into the classification problems mentioned above. Further, the implemented fil-
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ter shows problematic behaviour when the probability of detection is much less

than unity, a problem which could possibly be overcome using a so called car-

dinalised probability hypothesis (cphd) density filter. A cphd filter propagates

in time the first moment of the cardinality distribution, in addition to the phd.
When the true target tracks are spatially close, the number of targets is underes-

timated. This problem could possibly be addressed by enhancing the presented

measurement partitioning method. Further, the implemented filter is compared

to the gm-phd filter for single measurement target tracking in simulations. It

would be interesting to compare the filter to other extended target tracking im-

plementations.
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Abstract

This paper addresses the loop closure detection problem in slam, and
presents a method for solving the problem using pairwise compari-

son of point clouds in both 2D and 3D. The point clouds are math-

ematically described using features that capture important geomet-

ric and statistical properties. The features are used as input to the

machine learning algorithm AdaBoost, which is used to build a non-

linear classifier capable of detecting loop closure from pairs of point

clouds. Vantage point dependency in the detection process is elimi-

nated by only using rotation invariant features, thus loop closure can

be detected from arbitrary direction. The classifier is evaluated using

publicly available data, and is shown to generalise well between envi-

ronments. Detection rates of 66%, 63% and 53% for 0% false alarm

rate are achieved for 2D outdoor data, 3D outdoor data and 3D indoor

data, respectively. In both 2D and 3D, experiments are performed

using publicly available data, showing that the proposed algorithm

compares favourably to related work.

1 Introduction

Loop closure detection is defined as the problem of detecting when the robot has

returned to a previously visited location. Being an integral part of the Simul-

taneous Localisation and Mapping (slam) problem, loop closure detection has

received considerable attention in recent years. In particular, methods using vi-

sion sensors have broadly been presented, see e.g. Goedeme et al. (2006); Tapus

and Siegwart (2006); Fraundorfer et al. (2007); Ho and Newman (2007); Cum-

mins and Newman (2008); Angeli et al. (2008); Callmer et al. (2008); Eade and

Drummond (2008); Milford and Wyeth (2008); Cummins and Newman (2009);

Konolige et al. (2010); Paul and Newman (2010). Range sensors on the other

hand, have not been so widely considered for loop detection, in particular with

2D sensors. This paper addresses the problem of loop closure detection using

range sensor measurements and, similarly to many vision solutions, the problem

63
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is solved via pairwise data comparison. The proposed method applies equally

well for both 2D and 3D data (see Figure 1 for examples of the problem in 2D and

3D).
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(b) 3D example.

Figure 1: Examples of the loop closure detection problem. (a): two planar

point clouds from the same location are shown. Parts of the scene are oc-

cluded by vehicles parked along the side of the road in the right point cloud,

these parts are highlighted in colour. (b): two 3D point clouds are shown,

colour is used to accentuate the height. These point clouds are from the

same location, which can be identified by the building corner and the wall

opposite the corner.

In this paper the loop closure detection problem is cast as a classification

task, in which a data pair is classified as either being from the same location,

or not. The range sensor measurements, represented as point clouds, are math-

ematically described using features which capture important statistical and geo-

metrical properties. The features provide an efficient means for dimensionality

reduction, and also facilitate easy comparison of the point clouds. Furthermore,

the features are fully invariant to rotation, thus enabling loop closure detection
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from arbitrary direction. Following the feature extraction process, a machine

learning algorithm called AdaBoost is used to train a classifier. AdaBoost builds

a classifier by combining simple binary classifiers, resulting in a decision bound-

ary which is non-linear. AdaBoost renders a classifier with good generalisation

properties which is able to robustly detect loop closure.

Similar point cloud features have been used by Mozos et al. (2005); Arras

et al. (2007); Brunskill et al. (2007). In this work, the set is extended with novel

features to better address the problem of loop closure detection. The major con-

tribution of this paper is the formulation of the loop closure detection algorithm

with extensive experimental evaluation in urban environments, comparisons to

related work using publicly available data sets, and a detailed implementation

description.

Early versions of this work have been presented previously, see Granström

et al. (2009); Granström and Schön (2010). This paper presents extensions of

the previously presented results. In particular, a more detailed and thorough

evaluation is presented by using different publicly available datasets.

The paper is organised as follows: the next section contains an overview of

related work. Section 3 presents the suggested loop closure detection method.

A general framework for slam using the loop closure methodology is presented

in Section 4. Extensive experimental results and comparisons are presented in

Section 5, and Conclusions and Future work are presented in Section 6.

2 Related work

In this section we give an overview of related work on large-scale slam and loop

closure detection, using 2D and 3D range sensors, as well as cameras. A detailed

comparison between the work in this paper and the related work using similar

sensor setups is given in Section 5.

slam algorithms based on raw laser scans have been shown to present a more

general solution than classic feature-based (Gutmann and Konolige, 1999). For

example, in Hahnel et al. (2003); Bosse and Zlot (2008); Newman et al. (2006),

raw laser scans were used for relative pose estimation. The mapping approach

presented in Gutmann and Konolige (1999) joins sequences of laser scans to form

local maps. The local maps are then correlated with a global laser map to detect

loop closures. Laser range scans are used in conjunction with ekf-slam in Nieto

et al. (2007). The authors introduced an algorithm where landmarks are defined

by templates composed of raw sensed data. The main advantage claimed is that

the algorithm does not need to rely on geometric landmarks as traditional ekf-
slam. When a landmark is re-observed, the raw template could be augmented

with new sensor measurements, thus improving the landmark’s representation.

The authors also introduced a shape validation measure as a mechanism to en-

hance data association. In summary, the main advantage in all these works is the

ability of the algorithms to work in different environments thanks to the general

representation obtained from raw sensor data.

Mapping algorithms based on laser scans and vision have shown to be robust.
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The work presented in Ho and Newman (2005) performs loop closure detection

using visual cues and laser data. Shape descriptors such as angle histograms and

entropy are used to describe and match the laser scans. A loop closure is only

accepted if both visual and spatial appearance comparisons credited the match.

In Ramos et al. (2007b), laser range scans are fused with images to form descrip-

tors of the objects used as landmarks. The laser scans are used to detect regions

of interest in the images through polynomial fitting of laser scan segments while

the landmarks are represented using visual features.

An approach to loop closure detection in 2D which is similar to the one taken

in this paper is presented in Brunskill et al. (2007). The authors construct submaps

from multiple consecutive point clouds. Before initialising a new submap, it

is checked whether the current point cloud is similar to any of the previous

submaps. Each submap is described using a set of rotation invariant features, sev-

eral of which are similar to the features used in this work. Next, AdaBoost is used

to train one classifier for each submap, where each classifier test whether or not a

point cloud belongs to the corresponding submap. The learning is unsupervised

and performed online during slam, in contrast to learning in this work which

is supervised and performed offline, prior to slam. The authors present results

from two small scale indoor data sets, and show detection rates of 91% and 83%

at precision rates of 92% and 84% for the two data sets, respectively. Comparing

to the work presented in this paper, the main difference is that Brunskill et al.

(2007) learn representations for each submap, and require one classifier for each

submap, while a general similarity metric between two arbitrary point clouds is

learnt in this paper. Thus the loop closure detection problem can be solved using

just one classifier.

Another example of loop closure detection for 2D point clouds is the work

by Bosse and Zlot (2008). They use consecutive point clouds to build submaps,

which are then compressed using orientation and projection histograms as a com-

pact description of submap characteristics. Entropy metrics and quality metrics

are used to compare point clouds to each other. A 51% detection rate for 1%

false alarm rate is reported for suburban data. Extending the work on 2D data,

keypoints are designed which provide a global description of the point clouds

(Bosse and Zlot, 2009a), thus making it possible to avoid pairwise comparison of

all local submaps which can prove to be very time consuming for large data sets.

Work on object recognition and shape matching in 2D using point based de-

scriptions includes the work on shape context (Belongie et al., 2002). The shape

context is a global descriptor of each point which allows the point correspon-

dence problem to be solved as an optimal assignment problem. For loop closing

in 2D, a method which relies on the extraction of linear landmarks is proposed by

Rencken et al. (1999). Loops are detected by matching landmarks from partial

maps in structured indoor environments. For global robot localisation using 2D
laser in unstructured environments, the gestalt features have also been proposed

(Walthelm, 2002).

For the similar problem of object recognition using 3D points, regional shape

descriptors have been used (Johnson and Hebert, 1999; Frome et al., 2004). Ob-

ject recognition must handle occlusion from other objects, similarly to how loop
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closure detection must handle occlusion from moving objects. However object

recognition often relies on an existing database of object models. Regional shape

descriptors have also been used for place recognition for 3D point clouds (Bosse

and Zlot, 2009b). Here, place recognition is defined as the problem of detecting

the return to the same place and finding the corresponding relative pose (Bosse

and Zlot, 2009a,b), i.e. it includes both relative pose estimation, and what we

here define as loop closure detection.

In Magnusson et al. (2009) results for loop closure detection are presented

for outdoor, indoor and underground mine data. The method presented is based

on the Normal Distribution Transform (ndt) (Biber and Strasser, 2003), which

acts as a local descriptor of the point cloud. After discretising space into bins, or

cubes, the points in each bin are described as either linear, planar or spherical by

comparing the size of the covariance matrix eigenvalues. The ndt is exploited

to create feature histograms based on surface orientation and smoothness. In-

variance to rotation is achieved after scans have been aligned according to the

dominant planar surface orientation. The authors show detection rates of 47.0%,

69.6% and 28.6% for 0% false alarm, for outdoor, indoor and mine data, respec-

tively.

In more recent work another method for loop detection for 3D point clouds

was presented by Steder et al. (2010). The point cloud is transformed into a range

image, from which features are extracted by computing the second derivative of

the image gradient. The extracted features are compared to features from previ-

ous scans using the Euclidean distance. Using feature correspondence, a relative

rotation and translation can be computed, and the operation is evaluated by com-

puting a score for how well the two scans are aligned. Rotation invariance is

achieved by orienting image patches along the world z-axis. According to the

authors this does not restrict the performance of the method as long as the robot

moves on a flat surface. This assumption is however not valid in all environments,

e.g. underground mines (Magnusson et al., 2009).

Work on vision based loop closure detection have been presented in Cummins

and Newman (2008, 2009), with detection rates of up to 37% and 48% at 0% false

alarm for the City Centre and the New College datasets (Smith et al., 2009), re-

spectively. The authors show results for very large data sets (1000km), and also

present interesting methods to handle occlusion, a problem that is often present

in dynamic environments. The work is extended via inclusion of a laser range

sensor in Paul and Newman (2010), and the detection rate for the New College

data set is increased to 74%. Another vision based loop closure detection method

is suggested in Callmer et al. (2008). surf features are extracted from images,

and classified as words using Tree-of-Words. A spatial constraint is imposed by

checking nearest neighbours for each word in the images. A similar approach

using visual words for monocular slam is taken in Eade and Drummond (2008),

however the vocabulary is built online in contrast to offline as in Cummins and

Newman (2008, 2009); Callmer et al. (2008). In a Graph-slam system, loops are

closed when new edges are created. A slam system inspired by rodents is pre-

sented in Milford and Wyeth (2008). The authors use a monocular camera to col-

lect data over a 66km trajectory with multiple nested loops. More than 51 loops
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are closed, with no false loops, however there is no explicit loop closure detection.

A topological mapping method where loop closure is detected via strong geomet-

rical constraints for stereo images is presented in Konolige et al. (2010). Another

topological method using vision is the work by Tapus and Siegwart (2006). It

should be noted that it is difficult to compare results from different types of sen-
sors.

A classification approach based on point cloud features and AdaBoost has

been used for people detection in cluttered office environments (Arras et al.,

2007) and indoor place recognition (Mozos et al., 2005). For people detection

the point clouds were segmented and each segment classified as either belonging

to a pair of legs or not. Detection rates of over 90% were achieved. For place

recognition multiple classes (> 2) are generally used. For this reason the results

do not easily compare to the present loop closure detection problem, which has

two classes (either same place or not).

3 Loop closure detection

Loop closure detection can be seen as a place recognition problem - it consists of

detecting that the robot has previously visited the current location. The problem

is central to slam, as it allows the estimated map and robot location to be refined.

This section presents the suggested loop closure detection algorithm. Here, we

pose the loop closure problem as being the problem of determining whether or

not two point clouds are from the same location or not. A mobile robot equipped

with a range sensor moves through unknown territory and acquires point clouds

pk at times tk along the trajectory. A point cloud pk is defined as

pk = {pki }Ni=1, pki ∈ RD, (1)

where N is the number of points in the cloud and D is the dimensionality of the

data, here D = 2 or D = 3. The points are given in Cartesian coordinates

cpki =

⎧⎪⎪⎨⎪⎪⎩
[
xki yki

]T
, if D = 2[

xki yki zki
]T
, if D = 3

(2)

but can of course be converted into polar/spherical coordinates

ppki =

⎧⎪⎪⎨⎪⎪⎩
[
rki ϕki

]T
, if D = 2[

rki ϕki ψki
]T
, if D = 3

(3)

using the appropriate Cartesian to polar/spherical transformation. Here r, ϕ
and ψ is range, horizontal angle and vertical angle, respectively. For simplicity,

time index k and the differentiation between coordinate systems, i.e. c and p in

Equations (2) and (3), is dropped in the remainder of the paper. In Appendix A,

where the features are defined, it will be clear from context which coordinate

system that is intended.
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After moving in a loop the robot arrives at a previously visited location, and

the two point clouds, acquired at different times, should resemble each other.

A comparison of the point clouds is performed in order to determine if a loop

closure has occurred or not. To facilitate this comparison, two types of features

are first introduced. From the features a classifier is then learned using AdaBoost.

The learned classifier is used to detect loop closure in the experiments.

3.1 Algorithm overview

Our loop detection algorithm uses the same principle as in other loop detec-

tion approaches, i.e. pairwise comparison of data, see e.g. Bosse and Zlot (2008);

Callmer et al. (2008); Cummins and Newman (2008); Magnusson et al. (2009);

Steder et al. (2010). Each point cloud is described using a large set of rotation

invariant features. These features are combined in a non-linear manner using

a boosting classifier which outputs the likelihood of the two point clouds being

from the same location.

There are two main parts to the algorithm, the first is the learning phase

where a classifier is learned from training data. The second part is the classifi-

cation phase, where the learned classifier is used to classify pairs of point clouds

in slam experiments. A diagram of the algorithm is given in Figure 2. In the

learning phase (left), pairs of point clouds with corresponding class labels y are

found in point cloud data sets. From each point cloud features are computed.

Examples of the features employed are mean range, area (in 2D) or volume (in

3D), distance etc. A detailed description of the features is presented in subsec-

tion 3.2 and Appendix A. The difference between the features from point clouds

k and l is called the set of extracted features, and is denoted Fk,l . The set of ex-

tracted features with corresponding class labels are input to AdaBoost (Freund

and Shapire, 1995), a machine learning procedure which greedily builds a strong

classifier c
(
Fk,l

)
by a linear combination of simple, so called weak, classifiers.

When the weak classifiers are combined into a strong classifier, the resulting de-

cision boundary is non-linear. The same strategy has been employed for face

detection in Viola and Jones (2004).

In the classification phase of our algorithm, Figure 2 (right), the learned clas-

sifier is used to detect loop closure in slam experiments. The slam framework

used here is trajectory based, meaning that the state vector contains a history of

previous poses. The particular slam framework is described in Section 4.

3.2 Features

The main reason for working with features is the ability to compress the infor-

mation in point clouds by defining meaningful statistics describing shape and

other properties – working with nf features is easier (e.g. requires less memory

and is less computationally expensive) than working with the full point clouds

since nf  N . In this work, two types of features fj are used. The first type is a

function that takes a point cloud as input and returns a real number. Typically,

features that represent geometrical or statistical properties of the point cloud are
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Point cloud data sets
pk = {pki }Ni=1, p
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i ∈ R
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Find training pairs:
pi1 , pi2 , yi

Extract features:
Fi1,i2 , yi

Use AdaBoost to learn a
strong classifier.

Output strong classifier:
c (Fk,l)

Point cloud pair:
pk, pl

Extract features:
Fk,l

Strong classifier:
c (Fk,l)

Point cloud registration

esdf measurement
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Next point cloud pair
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Figure 2: Algorithm overview. Left diagram, learning phase. Right diagram,

classification phase. In the learning phase, one or more point cloud data sets

are used to learn a strong classifier. The learning phase is run first in our

algorithm. In the classification phase the strong classifier is used to detect

loop closure in slam experiments. In our slam implementation, the classi-

fication phase is run each time a new pose has been added to the state vector.

used, e.g. volume of point cloud or average range. The features of the first type

are collected in a vector fk ∈ R
n1f , where k again refers to the time tk when the

point cloud was acquired. Here, n1f is the number of features of the first type.

The second type of feature used is a range histogram with bin size bj . In total, n2f
histograms are computed, giving a total of n1f + n

2
f = nf features.

In order to facilitate comparison of two point clouds from times tk and tl , the
features of both types are considered. For the first type, elementwise absolute

value of the feature vector difference is computed,

F1k,l = |fk − fl | . (4)

The underlying idea here is that point clouds acquired at the same location will

have similar feature values fk and fl , and hence each element of Fk,l should be

small. For the second type of feature, for each bin size bj the correlation coeffi-

cient for the two corresponding range histograms is computed. Here, the under-

lying idea is that point clouds acquired at the same location should have similar

range histograms, and thus the correlation coefficient should be close to 1. The

correlation coefficients are collected in a vector F2k,l , and the comparisons of both

types of features are concatenated in a vector as

Fk,l =
[
F1k,l ,F

2
k,l

]
. (5)
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Fk,l is referred to as the set of extracted features for two point clouds indexed k
and l.

In Granström et al. (2009) 20 features are used in 2D, in Granström and Schön

(2010) those features are extended to 3D and augmented with new features. Some

of the features used here are the same regardless of dimension, e.g. mean range,

while other features are generalised, e.g. from area in 2D to volume in 3D. Similar

2D features can be found in Mozos et al. (2005); Arras et al. (2007); Brunskill et al.

(2007). In total, nf = 44 features are used in 2D and nf = 41 features are used in

3D. For formal definitions, see Appendix A.A.

3.3 Classification using AdaBoost

Boosting is a machine learning method for finding combinations of simple base

classifiers in order to produce a form of committee whose performance can be

significantly better than any one of the base classifiers used alone. The simple

base classifiers need to be just slightly better than a random guess, thus they are

called weak classifiers, see e.g. Bishop (2006). The resulting combination is better

than the best individual weak classifier, and analogously the resulting classifier

is thus called strong. Each weak classifier is learned using a weighted form of the

data set, where the weighting of each data point depends on the performance of

the previous weak classifiers.

A widely used form of boosting is AdaBoost, which constructs a strong classi-

fier by a linear combination of weak classifiers (Freund and Shapire, 1995). When

the weak classifiers are combined into a strong classifier, the resulting decision

boundary is non-linear. As more weak classifiers are added, the classification

error on the training data converges towards zero, and eventually becomes zero.

Although this might be interpreted as overfitting, AdaBoost has been shown to

generalise well on testing data (Freund and Shapire, 1995).

Although later generalised to multiple classes, AdaBoost was originally de-

signed for problems with two classes. Here, the two classes are called positive

and negative, or p and n, respectively. The positive class consists of point cloud

pairs from the same location, the negative class consists of point cloud pairs from

different locations. As input to the AdaBoost learning algorithm, n hand-labelled

training data pairs are provided,(
F11,12 , y1

)
, . . . ,

(
Fi1,i2 , yi

)
, . . . ,

(
Fn1,n2 , yn

)
, (6)

where each data point Fi1,i2 has a corresponding class label yi . Let Fi be a compact

way of writing Fi1,i2 . To learn a classifier using AdaBoost, data points from each

class are needed. Let Np and Nn be the number of training data points belonging

to p and n, respectively, i.e. n = Nn +Np. The data labels in the two class problem

are defined as

yi =

{
1 if Fi ∈ p
0 if Fi ∈ n

(7)

In the AdaBoost algorithm, each data pair (Fi , yi ) is given a weight Wi
t , where

t denotes the specific iteration of the algorithm. The weights are initialised as
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Wi
1 = 1

2Nn
if yi = 0, or Wi

1 = 1
2Np

if yi = 1. This initialisation ensures that each

class is given half the weight of the data, and all data pairs within a class are

given an equal weight.

After initialisation, AdaBoost iteratively adds weak classifiers to a set of previ-

ously added weak classifiers. The weak classifiers used here are decision stumps,

i.e. one node decision trees, defined as

c (Fi , θ) =
{

1 if pF(f )i < pλ
0 otherwise

(8)

with parameters θ = {f , p, λ}, where F(f )i is the selected component f of Fi , p is

the polarity (p = ±1), and λ ∈ R is a threshold. The result of a weak classifier (8)

is that the input space is partitioned into two half spaces, separated by an affine

decision boundary which is parallel to one of the input axes.

In each iteration, the weak classifier that minimises the weigthed classifica-

tion error with respect to θ is chosen. Given the parameters of the best weak

classifier, the training data is classified and the weights of the mis-classified data

are increased (or, conversely, the weights of the correctly classified data are de-

creased). Further, using the classification error a weight αt is computed for the

best weak classifier. Details on how the weights are computed are given below.

This procedure is repeated until T weak classifiers have been computed. Weak

classifiers can be added several times in each dimension of Rnf , each time with a

new polarity and threshold, i.e. same f and new p and λ. The weighted combina-

tion of T weak classifier together create the strong classifier. A detailed presenta-

tion of AdaBoost is given in Algorithm 3.

In this work, to find the best weak classifier, we employ a similar technique

as is used in Viola and Jones (2004). The search for the best weak classifier is

summarised in Algorithm 4. In our implementation, we search over all features

each time we find the best weak classifier. With just over 40 features, doing so

does not pose a significant complexity issue. However, if the number of features

were in the order of thousands, as in Viola and Jones (2004), searching over all

features could prove to be very time consuming.

4 Simultaneous localisation and mapping

In this section we briefly outline the slam framework used for testing the new

method in detecting loop closure. The algorithm is well known and not part of

our main contribution, hence we only provide the specific design choices made

and refer to the relevant references for the exact implementation details.

4.1 Exactly Sparse Delayed-state Filters

The Exactly Sparse Delayed-state Filter (esdf), a delayed state extended infor-

mation filter, maintains a delayed state vector containing the poses where point

clouds were acquired. The state vector is augmented with a new pose when a new
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Algorithm 3 AdaBoost

Input: (F1, y1) , . . . , (Fn, yn)
Initialise weights: Wi

1 = 1
2Nn

if yi = 0,Wi
1 = 1

2Np
if yi = 1

1: for t = 1, . . . , T do
2: Normalise the weights:

W̃ i
t =

Wi
t∑Nn+Np

j=1 W
j
t

, i = 1, . . . , Nn + Np (9)

3: Select the best weak classifier w.r.t. θ = {f , p, λ},

θt = argmin
θ

n∑
i=1

W̃ i
t

∣∣∣c(Fi , θ) − y∣∣∣ (10)

4: Define ct(Fi ) = c(Fi , θt), and let εt be the corresponding weighted error.

5: Update the weights:

Wi
t+1 = W̃ i

t β
1−ei
t , (11)

where ei = 0 if Fi is classified correctly and ei = 1 otherwise, and βt =
εt

1−εt .
6: end for

The strong classifier is:

c
(
Fk,l

)
=

∑T
t=1 αtct

(
Fk,l

)∑T
t=1 αt

∈ [0, 1] (12)

where αt = log 1
βt
. The closer c

(
Fk,l

)
is to one, the higher the loop likelihood is.

To obtain a binary decision, i.e. loop or no loop, the classification likelihood can

be thresholded using a threshold

K ∈ [0, 1]. (13)

Output: c
(
Fk,l

)

point cloud is acquired. The state information matrix is sparse without approxi-

mation, which results in an estimation comparable to the full covariance matrix

solution. Using sparse solutions, like seif (Thrun et al., 2004), has been shown to

be inconsistent (Eustice et al., 2005). Using the esdf, prediction and update can

be performed in constant time regardless of the information matrix size. Refer to

Eustice et al. (2006) for details on the implementation.
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Algorithm 4 Find the best weak classifier

Input: (F1, y1) , . . . , (Fn, yn) with corresponding weightsW 1
t , . . . , W

n
t .

Initialise: T− =
∑
i:yi=0

Wi
t and T+ =

∑
i:yi=1

Wi
t .

1: for d = 1, . . . , nf do
2: Sort the data in the current feature dimension d in ascending order, and let

i1, . . . , in be the corresponding index, i.e. F(d)
i1
≤ F(d)

i2
≤ . . . ≤ F(d)in .

3: Compute the cumulative sum of weights for each class,

Sj− =
j∑
k=1

(1 − yik )Wik
t j = 1, . . . , n (14a)

S
j
+ =

j∑
k=1

yikW
ik
t j = 1, . . . , n (14b)

4: Compute errors ε
j
1 = S

j
+ + T− − Sj− and ε

j
2 = Sj− + T+ − S

j
+.

5: Find the minimum error, εd = ε�γ = minj,k ε
j
k .

6: Compute the threshold,

λd =
F(d)
i�

+ F(d)
i�+1

2
(15)

7: Compute polarity,

pd =

{
−1 if γ = 1

1 if γ = 2
(16)

8: end for
Find the feature dimension with lowest error,

f = argmin
d
εd (17)

and set p = pf and λ = λf . The parameters and error are θt = {f , p, λ} and
εt = εf .
Output: θt and εt

4.2 Robot pose, process and measurement models

In this paper we use the coordinate frame notation introduced by Smith et al.

(1990) to handle the robot pose, process model and measurement model. Let xi,j
denote the location of coordinate frame j with respect to coordinate frame i. In
2D, xi,j is a 3-DOF pose consisting of (xi,j , yi,j )-position and heading angle ψi,j .
In 3D, xi,j is a 6-DOF pose consisting of (xi,j , yi,j , zi,j )-position and Euler angles

(φi,j , θi,j , ψi,j ) representing roll, pitch and heading angles. Here, the roll, pitch

and heading definitions from Eustice (2005) are used. This Euler representation

is singular at pitch θ = ±90◦, however ground robots rarely operate at such config-
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urations and the singularity has not been any problem in our slam experiments.

It can be noted that an alternative angle representation that does not suffer from
singularities could have been used, e.g. axis angle or quaternions. Using xk,l and
xl,m, the location of coordinate frame m with respect to coordinate frame k can be

expressed using the compounding operator ⊕ introduced by Smith et al. (1990)

as

xk,m = xk,l ⊕ xl,m. (18)

Using the inverse compounding operator � from Smith et al. (1990), the location

of coordinate frame k with respect to coordinate frame l is expressed as

xl,k = �xk,l . (19)

Formal mathematical definitions of the compounding operators ⊕ and � in 2D
and 3D can be found in Appendix B. Subsequently, if the locations of coordinate

frames l and m with respect to coordinate frame k are known, the location of m
with respect to l is expressed as

xl,m = �xk,l ⊕ xk,m. (20)

Note, that since each x consists of a position and a heading, the compounding

operator is just a short hand representation for combinations of rigid body trans-

formations. In our slam experiments the pose

x0,k =
{ [

x0,k y0,k ψ0,k
]T in 2D[

x0,k y0,k z0,k φ0,k θ0,k ψ0,k
]T in 3D

(21)

is the location of point cloud k’s local coordinate frame in the global coordinate

frame 0. Both process and measurement model are defined as coordinate frame

operations using the compounding operator. The process, or motion, model is

x0,k+1 = f
(
x0,k , xk,k+1

)
+wk+1 = x0,k ⊕ xk,k+1 +wk+1, (22)

where xk,k+1 is computed using point cloud registration, Section 4.3, and wk+1 is

a white Gaussian process noise. After a loop closure has been detected between

point clouds m and n, the corresponding relative pose xm,n is computed using the

measurement model, defined as

xm,n = h
(
x0,m, x0,n

)
+ em,n = �x0,m ⊕ x0,n + em,n = xm,0 ⊕ x0,n + em,n, (23)

where em,n is white Gaussian measurement noise.

4.3 Point cloud registration

Point cloud registration, also referred to as scan matching, is the process of find-

ing a rigid body transformation (rotation and translation) that aligns two point

clouds to each other. Typically, this is performed by minimising a cost function,

e.g. the sum of distances to nearest neighbour points. There are a number of
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different methods proposed in the literature, in this work we have used four dif-

ferent methods; the well known Iterative Closest Point (icp) (Bishop, 2006; Chen
and Medioni, 1992; Zhang, 1994), 3D ndt (Magnusson et al., 2007), crf-Match

(Ramos et al., 2007a) and an implementation of the histogram based method by

Bosse and Zlot (2008).

In 2D, we use icp to compute the vehicle motion, i.e. to compute xk,k+1 in

(22). After loop closure has been detected, we use either the histogram method

or crf-Match to find an initial point cloud registration, which is then refined

using icp.
In 3D we use 3D ndt, initialised by odometry to compute vehicle motion. We

have performed a slam experiment on a publicly available indoor data set, and

for this data the consecutive relative poses are available together with the point

clouds. After loop closure detection, we use icp to compute the relative pose.

Here, icp is initialised with the relative pose estimate obtained from the esdf
state vector. While this method works well for the particular slam experiment

presented here, in a general slam solution a point cloud registration method that

does not rely on a good initial guess would be needed.

5 Experimental results

This section presents the results from the experiments performed. We examine

the proposedmethod by evaluating the strong classifiers properties, and by doing

slam experiments in both 2D and 3D. The classifier is evaluated in terms of

detection rate (D), missed detection rate (MD) and false alarm rate (FA). The

rates are defined as

D =
# positive data pairs classified as positive

# positive data pairs
,

MD =
# positive data pairs classified as negative

# positive data pairs
,

FA =
# negative data pairs classified as positive

# negative data pairs
.

These rates are important characteristics for any classification or detection

problem, and typically it is difficult to achieve low MD and low FA simultane-

ously. Instead, a choice has to be made as to which error is more important to

minimise. For the loop closing problem, we argue that the main concern is min-

imising FA, while keeping MD as low as possible. A relevant question is then

how low FA should be, since lowering FA further comes at the price of higher

MD.

In previous work, D has been reported at 1% FA (Bosse and Zlot, 2008), in

other work D has been reported at 0% FA (or equivalently at 100% precision)

(Magnusson et al., 2009; Cummins and Newman, 2008), yet others report D at

0.01% FA (Callmer et al., 2008). While it is very important to keep FA low, it is

possible to find and reject false alarms in subsequent stages, e.g. when the rela-

tive pose is found via point cloud registration (Bosse and Zlot, 2008), or using a
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cascade of several methods (Bosse and Zlot, 2009a). However, even if a combina-

tion of methods is used, the false alarms have to be rejected at some stage since

closing a false loop could prove disastrous for the localisation and/or mapping

process. Further, finding a subset of loop closures is typically sufficient to pro-

duce good results (Magnusson et al., 2009; Bosse and Zlot, 2008; Cummins and

Newman, 2008, 2009). Therefore, the detection rate at 0% false alarm is more

robust. However, for completeness and ease of comparison, results at both 0%

and 1% false alarm are presented.

The experiments in Section 5.2 were conducted using k-fold cross validation

on the data sets. Note that in each experiment the validation portion of the

data was fully disjoint from the training portion. The partitioning into folds

was performed by randomly permuting the order of the data. Since different per-
mutations give slightly different results, k-fold cross validation was performed

multiple times, each time with a different permutation of the data. The results

presented are the mean of the cross validations. The data used in experiments is

presented in Section 5.1. After evaluating the 2D and 3D classifiers, Section 5.2,

the classifiers are tested in slam experiments which are presented in Section 5.3.

The experiments are compared to the estimated slam trajectories with the dead

reckoning sensors, and with gps when it is available. The resulting slam maps

are also shown, overlaid on aerial photographs in the outdoor cases. The results

are summarised, and a comparison to related work is given, in Section 5.4.

5.1 Data

In this subsection we describe the data used in the 2D and 3D experiments. Three

of the six data sets are publicly available, references to the data repositories are

provided. The datasets used for training are divided into two classes, positive

and negative. Five of the data sets contain a large quantity of point clouds, thus

making it possible to find tens of thousands of training pairs. However, to keep

the computational cost tractable, the amount of training pairs were limited.

2D data

For the 2D experiments, four different datasets were used. The first data set,

called kenmore_pradoroof (ken), is publicly available (Howard and Roy, 2003)

(Thanks to Michael Bosse, Autonomous Systems Laboratory, CSIRO ICT Cen-

tre, Australia, for providing the data set.). It has maximum measurable range

rmax = 50m and horizontal angular resolution δϕ = 1◦. The data set is approxi-

mately 18km long. The last three data sets all have maximum measurable range

rmax = 50m and horizontal angular resolution δϕ = 0.5◦. Two of them, Sydney

1 (syd1 ) and Sydney 2 (syd2 ), were acquired in a residential and business area

close to the University of Sydney, Sydney, Australia. These two datasets are ap-

proximately 0.65 and 2 km long. Using an initial set of 50 data pairs for each

class, a classifier was learned and used for slam experiments using the ken, syd1

and syd2 data sets. The resulting trajectories are shown in Figure 3.



78 Paper A Learning to detect loop closure from range data

Using the estimated trajectories, positive and negative data pairs were ex-

tracted based on the translational distance between the poses at which the point

clouds were acquired. For each of the three datasets, positive pairs were taken as

all pairs where the translational distance was less than or equal to 1m, 2m and

3m. Negative pairs were obtained by taking a random subset of remaining data

pairs, such that for each translational distance the number of positive Np and

negative Nn data pairs are equal. The number of data pairs for each dataset and

each translational distance is shown in Table 1.

Careful examination of the ken trajectory in Figure 3c shows parts for which

the trajectory estimation was of lower quality, making it difficult to find positive

training pairs at a given translational distance. The main reason for this was that

our scan registration, an implementation of the histogram method by Bosse and

Zlot (2008), failed to find the correct rotation and translation when loops were

closed from the opposite direction. Thus several loop closures from the opposite

direction could not be included in the estimation. For this reason, only the first

half of the ken data set, for which all loops are from the same direction and for

which we could estimate the trajectory with higher accuracy, was used to find

positive and negative training data. This trajectory is shown in Figure 3d. In

addition to being used for finding training data, the ken data set is also used to

evaluate the classifier’s dependence to translation.

The fourth dataset, Sydney 3 (syd3 ), was also collected around the University

of Sydney and is approximately 2 km long. This dataset contains point clouds

with just a 180◦ field of view, andwas therefore not used for learning the classifier.

Instead it was integrated in a slam experiment, where gps was used to collect

ground truth data. All four data sets were collected using planar sick laser range
sensors. Placing two such sensors “back-to-back” gives a full 360 degree view of

the environment. The sensors sweep from right to left, thus introducing an order

for the range measurement. Some of the features defined in Appendix A use this

ordering of the points when the feature value is computed.

3D data

In the 3D experiments, two datasets were used, both are publicly available (Wulf,

2009) (Thanks to Oliver Wulf, Leibniz University, Germany and Martin Magnus-

son, AASS, Örebro University, Sweden for providing the data sets.). The first

one, Hannover 2 (hann2 ), contains 924 outdoor 3D scans from a campus area,

covering a trajectory of approximately 1.24 km. Each 3D point cloud contains

approximately 16600 points with a maximum measurable range of 30m. From

this dataset 3130 positive data pairs (point clouds from the same location) and

7190 negative data pairs (point clouds from different locations) were selected.

The positive data pairs were chosen as the scan pairs taken less than 3m apart

(Magnusson et al., 2009). The negative data were chosen as a random subset of

the remaining data pairs, i.e. those more than 3m apart.

The second dataset, AASS-loop (AASS ), contains 60 indoor 3D scans from an

office environment, covering a trajectory of 111 m. Each 3D point cloud contains

approximately 112000 points with a maximum measurable range of 15m. From
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(a) slam results for syd1.
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(b) slam results for syd2.
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(c) slam results for ken.
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(d) slam results for the first half ken.

Figure 3: Estimated slam trajectories (white) overlaid on Google maps im-

ages, and compared to gps (green) when available. Note that the gps signal
becomes increasingly unreliable under trees and tall buildings. The slam
trajectories were used to find point cloud pairs for training and evaluation

of the classifier.

this dataset 16 positive and 324 negative data pairs are taken. The positive data

pairs are those taken less than 1m apart (Magnusson et al., 2009), the negative

data pairs are a random subset of the remaining data pairs. Due to the limited

number of positive data pairs, we chose to not use all negative data. The impact

of few data pairs of one class, called unbalanced data, is discussed further in the

paper.

Both 3D data sets were acquired using 2D planar laser range finders, and 3D
point clouds were obtained using pan/tilt units. Each 3D point cloud thus con-

sists of a collection of 2D planar range scans. The points in each 3D point cloud

can be ordered according to the order in which the points are measured by the

sensor setup. Some of the features defined in Appendix A use this ordering of

the points when the feature value is computed.
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Table 1: Number of 2D point cloud pairs, at various translational distances.

The point cloud pairs were used for training and evaluation of the classi-

fier. Np and Nn are the number of positive and negative point cloud pairs,

respectively.

Data set Dist. [m] Np Nn

ken 1 1321 1321

2 4242 4242

3 7151 7151

syd1 1 31 31

2 568 568

3 956 956

syd2 1 286 286

2 2039 2039

3 3570 3570

5.2 Classifier evaluation

In this section we evaluate the classifiers learned previously. An important as-

pect of any robotics application is computational complexity. If a method is to

be implemented on a robot, it is important that it can be computed in real time

in order to not significantly delay the robot’s functionality. The computational

times for different parts of the suggested method for loop closure detection are

presented here. When learning a classifier, an initial important step is to deter-

mine an appropriate number of training rounds T (cf. Algorithm 3) for the clas-

sifier. Training should proceed as long as the validation error decreases, but not

longer to avoid overfitting and to keep computational complexity low. Another

important aspect is which features are the most beneficial to the final strong clas-

sifier. This is verified in two ways: 1) by considering which features are selected

in early training iterations, and, 2) by removing features from the training data

and checking how they affect the classifier’s performance. The strong classifier’s

receiver operating characteristics (roc) are evaluated, and a comparison is made

between 2D and 3D performance by downsampling 3D data to 2D. The classifiers
dependence to translation is also evaluated, as well as how it handles dynamic

objects. Finally, the difficulty posed by repetitive structures in the environment

is addressed.

Computational complexity

The code used in this work was implemented in Matlab and run on a 2.83GHz In-

tel Core2 Quad CPU with 3.48 gb of ram running Windows. It should be noted

that the implementation is not optimised for speed. The timing results are pre-

sented in Table 2. The times to compute the features are averages over all point

clouds in the data sets syd2, hann2 and AASS. As expected the time increases
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Table 2: Execution time of loop closure detection classifier, all times in ms.

The times to compute the features are shown separately for 2D and 3D data,

respectively. Comparing the features is a procedure that is equal in 2D and

3D, thus the time to compare the features is the same in 2D and 3D.
Compute features syd2 hann2 AASS

Type 1 14.35 15.96 206.11
Type 2 0.22 3.38 18.99
Total 14.57 19.34 225.10

Total per point 20.2 × 10−3 1.17 × 10−3 2.00 × 10−3

Compare features Time

Type 1 6.58 × 10−3
Type 2 0.824
Total 0.831

Compute c
(
Fk,l

)
0.78

with the number of points in each cloud. Computing the features only needs to

be performed once per point cloud in a slam experiment. Since comparing the

features and computing c
(
Fk,l

)
are the same operations in both 2D and 3D, the

presented times are averages over the training pairs for all 2D and 3D data sets.

Comparing features and classifying a set of extracted features takes about 1.6ms

when T = 50 weak classifiers are used. Training a strong classifier for T = 50

iterations takes 15s when about 10000 data pairs are used.

Number of training rounds T

Strong classifiers were trained for different values of T , the resulting error rates

are shown in Figure 4. The total error rate is the ratio between the number of

misclassified data pairs and the total number of data pairs. As can be seen in Fig-

ure 4, the validation error levels decrease as the learning algorithm iterates up

until about 50 training iterations, when the validation error levels stop decreas-

ing. Hence, T = 50 was chosen for all subsequent experiments in both 2D and 3D.

Most informative features

An interesting aspect of the suggested solution to the loop closure detection prob-

lem is which features are the most informative for classification. In each train-

ing iteration of the learning phase, the weak classifier that best improves perfor-

mance is selected. Each feature can be chosen multiple times, each time with a

new polarity and threshold. The features that are chosen in early training itera-

tions will have a larger weight than features chosen in later training iterations.

Therefore, we considered the features chosen in the first five training rounds in

this analysis. To further examine the importance of the features, strong classifiers

were learned from the training data after removing the features individually. The
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Figure 4: Error rates during AdaBoost training plotted against the number

of training rounds T . For both 2D and 3D data the validation error levels stop

decreasing after about 50 training rounds, hence T = 50 is an appropriate

choice for the subsequent experiments.

best features are those that negatively affected the validation error rate the most

when removed. Results for the 2D data are presented in Table 3, 3D results are

presented in Table 4. In the tables, Test 1 shows which features were chosen in

the first five training rounds, Test 2 indicates the features whose removal resulted

in the highest validation error rates.

Results for the 2D data are in Table 3. Both tests suggest that for ken, features

4 (average of all ranges), 44 (range histogram with bin size 3m) and 22 (range

kurtosis for all ranges) are most informative. For syd1, feature 23 (mean rela-

tive range) appears in both tests as an important feature, and for syd2 feature 34

(mean group size) appears in both tests as important for loop closure detection.

For both Sydney datasets, Test 1 suggests that feature 38 is best for loop closure

detection. This feature corresponds to range histograms with bin size 0.5m. For

ken and syd1, Test 2 suggests that feature 21 (range kurtosis excluding maximum

ranges) is most informative. The difference in total error is quite small for the five

best features (Table 3, Test 2), however the results do suggest that the best five

features are different for the three data sets. As all three data sets were acquired

in rather similar suburban environments, see Figure 3, this raises the important

question of whether the presented loop closure detection method generalises be-

tween data sets. This question is addressed further in Section 5.3.



5 Experimental results 83

Table 3: Most informative features for loop closure detection using 2D data.

The feature numbers correspond to the list numbers in Appendix A. Test 1

shows which features were added in the first five training rounds. Test 2

shows the resulting validation error when the features were removed from

the training data before learning the classifier.

Test 1

Training Round 1 2 3 4 5

Added Feature, ken 4 44 22 12 19

Added Feature, syd1 38 23 17 40 4

Added Feature, syd2 38 22 34 7 35

Test 2

Feature removed, ken 21 22 4 44 35

Total error [%] 2.98 2.94 2.92 2.83 2.82

Feature removed, syd1 21 10 17 23 27

Total error [%] 0.36 0.31 0.30 0.30 0.30

Feature removed, syd2 34 6 43 42 29

Total error [%] 0.38 0.36 0.36 0.35 0.34

Results for the 3D data are presented in Table 4. As can be seen, for AASS,

the features that are added in early training rounds also have the largest negative

effect when removed. Those features, numbers 33, 40, 32 and 41, correspond

to range histograms with bin sizes 0.1, 2.5 and 3 m, respectively, and standard

deviation of range difference for ranges shorter than or equal to gr3 = 0.5rmax.

For hann2, the results are less consistent, however feature 35, corresponding to

range histogramwith bin size 0.5m, appears to bemost effective at separating the
two classes of data pairs. As with the 2D data, the results from Test 2 suggest that

two different sets of five features are best at detecting loop closure. Comparing

to the 2D results in Table 3, the difference in total error is larger for the 3D data.

Furthermore, considering all results in Tables 3 and 4 together shows that the

most important features for loop closure detection are not the same for either the

2D data sets or the 3D data sets. As mentioned above, an important and imme-

diate question raised by this is whether or not the method is able to generalise

between environments (i.e. between data sets).

In e.g. 3D, hann2 is an outdoor data set and AASS is an indoor data set, sug-

gesting that the learned classifier might not generalise from outdoor to indoor.

Again, this issue is addressed further in Section 5.3, where it is shown that the

classifier does in fact generalise well between different environments and differ-
ent sensor setups.
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Table 4: Most informative features for loop closure detection using 3D data.

The feature numbers correspond to the list numbers in Appendix A. Test 1

shows which features were added in the first five training rounds. Test 2

shows the resulting validation error when the features were removed from

the training data before learning the classifier.

Test 1

Training Round 1 2 3 4 5

Added Feature, hann2 35 1 7 27 20

Added Feature, AASS 33 40 32 36 41

Test 2

Feature removed, hann2 21 8 10 28 35

Total error [%] 1.29 1.15 1.14 1.13 1.13

Feature removed, AASS 41 22 33 32 40

Total error [%] 2.27 2.24 2.16 2.08 2.04

Classifier performance

In this section we present the performance of the classifiers in terms of D and

FA, as defined above. Figure 5 shows roc curves for the classifier in 2D and 3D.
Good levels of detection are achieved for all levels of false alarm for the data used

here. Table 5 shows a summary of the results achieved compared to related work.

For the 3D results and the 2D ken results, the same data sets were used in the

experiments. The two Sydney data sets have not been used in any previous work.

For the 2D classifier, the performance for different translational distances can
be compared for all three data sets. In general, performance degrades with in-

creasing translational distance, however even at 3m distance detection rates are

sufficient for reliable slam.
As seen in Table 5 and Figure 5, for syd1 the classifier characteristics are

worse for 1m distance than for 2m distance. Further, 0% was the lowest D for

0% FA for AASS. This occurred in 5 out of 10000 cross validations. Furthermore,

the mean D is lower than in Magnusson et al. (2009) and the standard deviation

of D is higher than for hann2. For these two data sets, the number of training

data pairs is small and unbalanced (31+31 and 16+324, respectively), which is

an intuitive reason for the worse performance. The training data is crucial to the

AdaBoost learning, and it is possible that there is not enough data pairs to be able

to achieve a high degree of class separation.

To test this hypothesis, 16 positive and 300 negative data pairs were randomly

selected from the large set of hann2 data pairs, and a classifier was learned and

evaluated from the subset of data. Out of 1000 such random subsets, 30 resulted

in classifiers with 0% D for 0% FA (mean D was 72% ± 19% for 0% FA). While

this result is not sufficient to conclude that the small number of positive data

pairs is the sole reason for the worse results for AASS, compared to related work

and hann2, it does support the hypothesis that the relatively low number of posi-
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Table 5: Classification performance, all numbers in %. Results for the pre-

sented algorithm are shown in the middle column, results for related work

are shown in the right column. The 3D results, and the 2D ken results, are

for the same data sets as were used in related work. However, the 2D syd1

and syd2 data sets have not been used in any related work.

Data set FA D Min/Max D Source

hann2 0 63 ± 6 28/76 47 (Magnusson et al., 2009)

85 (Steder et al., 2010)

1 99 ± 0.1 98/99 81 (Magnusson et al., 2009)

AASS 0 53 ± 14 0/88 70 "

1 78 ± 6 56/88 63 "

ken, 1m 0 59.33 ± 11.22 18.48/84.47 N/A (Bosse and Zlot, 2008)

1 93.07 ± 0.95 89.77/95.91 51 "

ken, 2m 0 45.11 ± 12.96 3.21/72.00 N/A "

1 89.54 ± 0.87 86.42/92.15 51 "

ken, 3m 0 29.79 ± 9.85 3.29/60.22 N/A "

1 84.43 ± 0.71 80.25/86.88 51 "

syd1, 1m 0 56.79 ± 22.75 0/93.33 N/A

1 56.79 ± 22.75 0/93.33 "

syd1, 2m 0 32.61 ± 9.45 4.11/61.61 "

1 62.47 ± 3.73 45.18/74.82 "

syd1, 3m 0 19.38 ± 7.40 1.76/35.10 "

1 63.39 ± 2.12 60.67/68.29 "

syd2, 1m 0 66.03 ± 9.03 26.79/84.29 "

1 81.36 ± 5.16 60.71/90.71 "

syd2, 2m 0 34.75 ± 9.30 7.73/56.55 "

1 80.94 ± 1.65 75.27/84.88 "

syd2, 3m 0 18.57 ± 7.56 2.35/37.65 "

1 63.13 ± 2.27 56.33/68.35 "
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Figure 5: Receiver operating characteristic (roc) curves. For each level of

false alarm, the higher the detection is, the better the classifier is.

tive training data has a strong negative effect on the learned classifiers ability to

achieve a good degree of class separation. The roc-curve corresponding to this

test is the green curve in Figure 5d. If compared to the curve for the full hann2

data set, it shows a clear negative effect.

Comparison of 2D and 3D performance

This section presents a quantitative comparison of the performance of the classi-

fier in 2D and 3D. Intuitively, performance in the 3D case should be considerably

better than in 2D, since the added dimension and larger quantity of points signif-
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Table 6: Comparison of 2D and 3D performance, all numbers in % unless

otherwise stated.

Data set FA D Min/Max

hann2, 2D 0 2.12 ± 1.40 0/8.34
1 43.96 ± 2.81 36.36/55.08

hann2, 3D 0 63 ± 6 28/76
1 99 ± 0.1 98/99

syd2, 3m, δϕ =1◦ 0 12.33 ± 6.21 N/A

syd2, 3m, δϕ =0.5◦ 0 18.57 ± 7.56 N/A

icantly increases the information content of the point cloud. To obtain 2D data

which is comparable to 3D data, 2D point clouds were extracted from the 3D data

set hann2 by taking all points which were located 1m ± 15cm above the ground

plane. The z-components were removed, i.e. the points were projected into the

1m-above-ground plane. The process is illustrated in Figure 6a and Figure 6b.

After extracting the 2D point clouds, a classifier was learned and evaluated

using the same data pairs as when the 3D data was used. The results are shown

in Figure 6c and Table 6. As expected the performance is worsened due to the

lower information content in the point clouds. It is difficult to elaborate why the

performance is so much worse, in comparison to the 2D results presented in Ta-

ble 5 and Figure 5. A possible explanation is that for the hann2 2D point clouds

the horizontal angular resolution is δϕ = 1.0◦ ± 0.33◦ (mean ± one standard devi-

ation), compared to the syd1 and syd2 data sets which have a horizontal angular

resolution of δϕ = 0.5◦. Thus, the hann2 2D data contains less information, about

400 ± 163 points (mean ± one standard deviation), compared to syd1 and syd2

which both contain 722 points per cloud.

To test the hypothesis that the lower angular resolution is detrimental to clas-

sifier performance, the 3m data pairs from syd2 were converted to δϕ = 1◦ data
by taking every second range measurement. Cross validation experiments simi-

lar to the ones presented in Table 5 were performed, and the results presented in

Table 6 show that decreasing the angular resolution has a negative effect on per-

formance. This experiment does not rule out other explanations, e.g. different de-
grees of structure or self-similarity in the two environments, however it does sup-

port the hypothesis that the lower angular resolution contributes to some degree

to the poor performance. Similar experiments were performed evaluating the dif-

ferent maximum measurable ranges, rmax = 30m for hann2 and rmax = 50m for

syd2, however the results showed no statistically significant difference in perfor-

mance.

Dependence to translation

This section presents results from experiments testing how the learned classifier

handles translation between the point clouds. While invariance to rotation is ex-

plicitly built into the features, and thus also into the learned classifier, there is
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Figure 6: Illustration of the extraction of 2D point clouds from 3D point

clouds.

no translational counterpart to the rotation invariance. For this experiment, data

from the densely sampled ken data set was used. From the data set, a 78m trajec-

tory which traverses a roundabout was chosen. Along the trajectory 1000 point

clouds were acquired, with a mean translation of just 8cm between consecutive

point clouds. The resulting trajectory and area map are shown in Figure 7a. Each

of the 1000 point clouds was compared to the remaining 999 point clouds, and

the resulting classification similarity is plotted against translation in Figure 7b.
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The figure also features a polynomial fitted to the results in the least squares

sense. As can be seen, there is a rather rapid decay in classification similarity as

the translation increases, suggesting that the classifier is highly sensitive to trans-

lation. The explanation is, however, not so simple. As shown in Figure 8 the point

clouds change significantly in appearance after a small translation, thus making

it difficult to determine that the point clouds are acquired in close vicinity of

each other. Rather than showing the learned classifier’s dependence to transla-

tion, this experiment shows the inherent difficulty of sensing a 3D environment

with a 2D sensor.

However, further results which show the dependence to translation are found

in Table 5 and Figure 5. While the detection rate decreases with increasing trans-

lational distance, it is still possible to achieve good loop closure detection results

for up to 3m distance, in both 2D and 3D. The decreasing detection rates do imply

an inversely proportional dependence between detection and translational dis-

tance. This suggests that the presented method is more suitable for environments

where the vehicle is expected to travel along defined paths, e.g. office hallways,

urban or rural roads, etc. In an environment where the vehicle is expected to be

less restrained to defined paths, the presented method would possibly perform

worse. To summarise, the presented method can handle translation, however

considerable overlap of sensor field of view appears to be needed.

Dynamic objects

A challenge in loop closure detection is the presence of dynamic objects in the

environment. Dynamic objects change the appearance of a scene, making it more

difficult to recognise that two point clouds are indeed from the same location.

An example of the challenge that dynamic objects present was given in Figure 1a,

where the robot returns to a place where two vehicles have been parked along the

side of the street.

In this section, we present results from experiments where the classifiers sen-

sitivity to dynamic objects are tested. From the 2D syd2 data set we were able to

obtain 287 pairs of point clouds from the same location where dynamic objects

have changed the appearance of the scene. In order to isolate the challenge of

dynamic objects from other factors which may also affect the loop closure classi-

fication, the pairs of point clouds that are tested in this experiment are acquired

at very low translational distance. Thus, the differences between the point clouds

can be said to fully be an effect of the dynamic objects.

In order to assess the point cloud difference, which can be compared to the

classification likelihood, we have computed the root mean square of the nor-

malised extracted features for each pair of point clouds,√√
1

n1f + n
2
f

∑(
Fk,l
Fμ

)2
. (24)

The extracted features Fk,l were normalised with the average extracted feature Fμ,
since the extracted features are quite different in magnitude. The normalisation
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Figure 7: Classifier dependence to translation.

was thus performed to give each component of the extracted feature vector an

approximately equal weight. To compute Fμ, the positive class data pairs from

the same data set were used. We chose to use the pairs from the same data set
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Figure 8: Illustration of the translation problem, for 2D data in outdoor en-

vironments. The plot on the left shows a trajectory, black line, along which

1000 point clouds were acquired, the constructed area map is shown in grey.

Two poses are marked by crosses in blue and red, respectively, and the corre-

sponding sensor surveillance boundary is shown by the dashed circles. De-

spite the fact that the relative pose translation, 12m, is well below the sen-

sor’s maximum range, 50m, the point clouds corresponding to the poses are

significantly different.
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Figure 9: Results from experiment with dynamic objects. (a): Comparison of

classifier likelihood and feature difference, computed as (24). Despite large

feature differences, reasonable classification likelihood can still be achieved

in many cases. (b): Example of point cloud pair, where the appearance of

the scene is changed by dynamic objects. The first point cloud is shown as

blue dots, with the measurement rays shown in light grey. The other point

cloud is shown as red dots, with the measurement rays shown in dash-dotted

dark grey. The feature difference is 5.31, the classification likelihood, 0.53 is

quite low. Note that range measurements at maximum range are not plotted

for increased clarity.

to assess the average similarity for the particular environment. A simple relation

that can be used to better understand (24) is that if Fk,l = kFμ, the point cloud

difference is k.
Results from the experiment are shown in Figure 9. The plot of classification

likelihood against feature difference, Figure 9a, does not show any clear trend,

in contrast to, e.g., Figure 7b which shows a downward trend in classification

likelihood as translational distance increases. While the likelihood for some point

cloud pairs is rather low, around 0.5, at the highest feature difference computed,

around 5.25, the likelihood of loop closure is high for several of the point cloud

pairs. It appears that the classifier can handle dynamic objects in many cases,

which is in accordance with empirical impressions from using the classifier in

slam experiments. If the positive training data includes point cloud pairs with

dynamic objects, e.g. cars and humans, then the learned classifier can handle

dynamic objects in the test data to some extent.

Repetitive structures

Another difficulty faced by loop closure detection methods is the presence of

repetitive structures in the environment. In e.g. an office environment, many
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hallways look similar, and many doorways also look similar. A high degree of

repetitiveness in the environment is thus difficult, since the appearance of many

places will be similar and consequently the computed feature values will be sim-

ilar. While performing the experiments presented previously, repetitive struc-

tures in the data sets did not appear to pose a major difficulty to the presented

loop closure detection method. To test our empirical observation that repetitive

structures were not an issue in the data sets used, we considered the sample mean

and standard deviation of the extracted features. If a feature is repetitive, many

point clouds will measure the same feature value, and the feature difference will

thus be similar for both point cloud pairs that are from the same location, and for

point cloud pairs that are not from the same location.

Let F(k)i be component k of the extracted features for data pair i, Fi1,i2 . Further,
let μ

p

k and μ
n
k denote the mean and let σ

p

k and σn
k denote the standard deviation of

Fki for the positive and negative data pairs, respectively. For features of the first

type, the mean should be small for the positive class, and larger for the negative

class. Features of the second type should be close to one for the positive class,

and smaller for the negative class. If a feature is repetitive, μ
p

k and μnk will be of

similar size. Thus, the ratio{
μ
p

k /μ
n
k for type 1 features

μnk /μ
p

k for type 2 features
(25)

can be used as a measure of repetitiveness. A value closer to one means that the

environment is repetitive with respect to that feature.

For each of the positive data pairs, F(k)i should be low for the first feature type,

or close to one for the second feature type, and σ
p

k should thus be small. The

negative pairs are random samples of point clouds, thus σn
k will be small if the

feature is repetitive, and otherwise larger. Thus, the ratio

σ
p

k

σn
k

(26)

can also be used as a measure of repetitiveness. Analogously to (25), a value

closer to one means that the environment is repetitive with respect to that feature.

Using the 1m 2D data pairs and both sets 3D data pairs, the ratios (25) and (26)

were computed. The results are shown in Figure 10.

For AASS, features 24 and 26 both have μ and σ ratios that suggest a high

degree of repetitiveness. Considering the small size of this data set, it is difficult

to draw any definite conclusions though. Regarding remaining data sets, for the

mean ratio (25), in general none of the features appear to suffer from repetitive-

ness. The range histograms the 3D data are quite close though. For the standard

deviation ratio (26), the features corresponding to range histograms with smaller

bins appear to be somewhat sensitive to repetitiveness in 2D. Both the μ and σ
ratios are below 0.5 in about 80% of the cases. To summarise, the results from

the experiment largely support our observation that repetitive structures in the

environment is not a major problem in the data sets used in this paper.
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Figure 10: Results from repetitive structures experiment. The plots show the

ratio for the positive and negative data pairs of mean, in (a), and standard

deviation, in (b), of the extracted features. Ratios close to, or larger than one,

suggest a high degree of repetitive structures.

However, in a very large scale data set from a highly repetitive environment,

repetitiveness could possibly become a problem. One way to handle such a dif-

ficulty is to modify the main slam filter to handle multiple hypotheses, simi-

larly to the multiple hypothesis filter for target tracking, see e.g. Bar-Shalom and

Rong Li (1995). This way, ambiguous loop detections could be kept as separate
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hypotheses until one or more hypotheses could be rejected.

5.3 SLAM experiments

In this section we present slam experiments in both 2D and 3D, using the frame-

work presented in Section 4. These experiments were conducted for two reasons,

the first is to verify how the classifier would perform in a slam setting, the other

is to verify how the classifier performs when it is trained on data from one en-

vironment and then tested on data from another. Thus, in each experiment, the

classifier was trained on one dataset and then used to detect loop closure on an-

other dataset. For the 2D results, both training and testing were performed with

outdoor data. For the 3D experiments, both outdoor and indoor data were used,

and thus we are able to demonstrate how the classifier generalises from one envi-

ronment to another.

2D SLAM

The data pairs from syd2 were used to train a classifier, which was then used to

detect loop closure in experiments with the datasets syd1 and syd3. Figure 11

shows the estimated esdf trajectories compared to dead reckoning and gps, and
also the resulting point cloud maps overlaid onto aerial photographs. The re-

sults show a clear improvement in trajectory estimation when the suggested loop

closure detection classifier was used.

3D SLAM

In the first experiment, the positive and negative data pairs from hann2 were

used to train a classifier. The classifier was then used to classify data pairs from

theAASS dataset. Each point cloud pk was compared to all previous point clouds,

{pi }k−1i=1 . The result from the experiment is shown as a classification matrix in Fig-

ure 12a. The k, l:th element of the classification matrix is the classification likeli-

hood c
(
Fk,l

)
, (12) in Algorithm 3. For completeness, the classification matrix in

Figure 12a contains the classification of the (k, k) point cloud pairs. In a slam
experiment however, such tests are obviously redundant. Figure 12b shows the

classification matrix after thresholding each element, (13) in Algorithm 3. Black

squares correspond to pairs of point clouds classified as being from the same

location. Figure 12c shows the corresponding ground truth: black squares cor-

respond to pairs of point clouds acquired less than 1m apart (Magnusson et al.,

2009).

There is a high similarity between Figures 12b and 12c, showing the generali-

sation properties of the features and the classifier. The classifier used in the exper-

iment was trained on outdoor data containing 17000 points per cloud, rmax = 30,

and then tested on indoor data containing 112000 points per cloud, rmax = 15.

Figure 12e shows a 2D projection of the resulting map from the slam experiment,

with the robot trajectory overlaid. The robot trajectory is compared to dead reck-

oning in Figure 12d. For this part of the experiment, a minimum loop size of five
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Figure 11: 2D slam results. In (a) and (c), the rings mark the starting points

and the stars mark the respective end points of the estimated trajectory and

dead reckoning.

poses was introduced, explaining why the detected loop closure between poses

28 and 29 in Figure 12b is not present in Figure 12e.

In the second experiment, the AASS data was used to train a classifier, which

was then used to classify the hann2 data. The classification results from this

experiment are presented in Figure 13. For this experiment the detection rate

is just 3% for 0% false alarm, an intuitive explanation for the poor performance

is again the small number of training data, Np = 16 and Nn = 324. It could be

noted though that even such low detection rates can be enough to produce good

slam maps (Cummins and Newman, 2009). The roc-curves for both the 3D
slam experiments are shown in Figure 5e. Both roc-curves show good detection

rates for false alarm rates ≥ 1%. The slam experiment where the AASS data was

used for training does not handle very low levels of false alarm though, which

the right plot in Figure 5e shows.
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Figure 12: Results from slam experiment on AASS data.
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Figure 13: Results from slam experiment on hann2 data.

5.4 Summary and comparison

In this last subsection, we summarise the results from the experiments, and dis-

cuss how the presented loop closure detection method compares to related work.

In experiments, we have presented results that

1. show the classifier’s execution time,

2. show the number of weak classifiers needed to construct a strong classifier,

3. test which features are most informative,

4. evaluate the classifier’s receiver operating characteristic,

5. compares performance in 2D and 3D,

6. evaluate the dependence to translation,

7. show how the classifier handles dynamic objects,

8. test how the classifier handles repetitive structures in the environment, and

9. show that the classifier can be used to detect loops in slam experiments,

both in 2D and 3D.

In terms of detection rates at low false alarm rates, the presented work out-

performs related work on 2D data by Bosse and Zlot (2008). In the work by Brun-

skill et al. (2007), detection rates are not reported at low false alarm rates (or

conversely, at high precision rates), and the data sets used are smaller in scale. A

thorough comparison of quantitative results is thus unfortunately not possible.

For hann2 3D data, detection rates are higher than the ndt work by Magnusson

et al. (2009), while the work by Steder et al. (2010) outperforms the presented

method. It could be noted here that the method presented by Steder et al. (2010)

includes registering the two point clouds, which is not included in the detection
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here. Registering the two point clouds allows the robot to evaluate the registra-

tion result, and weed out possible false alarms as point clouds that are poorly

aligned. It is possible that the presented method’s detection rates could be im-

proved further if the method was coupled with a registration process.

The presented method is faster than the work by Steder et al. (2010) however

and, which is noted above and in related work, detecting only a subset of loops

is typically sufficient to produce good slam results. Low execution times are of

high importance, especially for larger data sets, since each point cloud must be

compared to all previous point clouds. Furthermore, the presented method is

fully invariant to rotation, while the work by Steder et al. (2010) relies on the

assumption that the robot is travelling over a flat surface, and the work by Mag-

nusson et al. (2009) relies on finding dominant planar surfaces.

The experiments that showed the most informative features showed that the

results differed between different data sets, suggesting that the classifier might

not generalise well between different data sets or environments. It was shown

in Section 5.3 however, that the classifier does in fact generalise between differ-
ent environments and sensor setups. This fact is important – since the classifier

relies of being learned from manually labelled data, it must generalise well in

order to function in an environment which is different from that on which it was

learned. Experiments with dynamic objects showed that the type of dynamic

objects that typically appear in suburban environments can be handled in most

cases. Repetitive structures in the environment was shown to not pose a consid-

erable challenge in the data sets used here.

The presented method is, compared to related work in both 2D and 3D, at a
disadvantage in terms of the ability to handle translation. When the environment

contains well defined pathways, such as office hallways or urban or rural roads,

and the data is sampled without much translation in between point clouds, the

sensitivity to translation is not a problem, which is shown by the slam experi-

ments in 2D and 3D. Obtaining densely sampled data in 2D is easy using stan-

dard sensors, i.e. the SICK LMS200-sensors. In 3D, densely sampled data can

be obtained using state-of-the-art sensors, i.e. the Velodyne HDL-64E. Thus, the

need for densely sampled data does not pose a significant limitation. For data

which is from environments without well defined pathways the dependence to

translation could possibly prove to be problematic.

To summarise, the presented method performs well in environments with de-

fined pathways, the execution times are favourable and detections rates at low

false alarm rates compare well to related work and are sufficient to produce good

slam results.

6 Conclusions and future work

This paper presented a method for loop closure detection, using pairwise com-

parison of point clouds. The presented method uses rotation invariant features,

which provide a way to compress the sensed information into meaningful statis-

tics. This reduces the dimension of the data by up to a factor of 2000 (point clouds
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with > 100k points), thus the features also present a way to store the data in an

efficient manner. The features are input to AdaBoost, which builds a classifier

with good generalisation properties. Inheriting the rotation invariance from the

features, the learned classifier is fully invariant to rotation, without the need to

discretise the metric space, assume that the robot is travelling over a flat surface,

or be limited by predefined geometric primitives. Thus, it is possible to detect

loop closure from arbitrary directions. Experiments in both 2D and 3D showed

the algorithms ability to achieve levels of detection at 0% false alarm, at detec-

tion levels comparable to related work. The slam experiments presented showed

that the method can perform relialble loalisation and mapping in very challeng-

ing environments. Experiments using both indoor and outdoor data showed the

generalisation properties of the framework proposed. The method is shown to

be suitable for realtime performance: computing the set of features takes at most

0.2s (for a point cloud with 112000 points), and comparing the set of features for

two point clouds takes less than 2ms.

In the experiments, the dependence between number of training data and

classifier performance was noted. In future work, we intend to investigate this

dependence further, and also address how training data can be selected in order

to achieve the best performance at the lowest computational cost. Experiments

showed that in addition to being fully invariant to rotation, the classifier can

also handle up to 3m translation when detection loop closure between pairs of

point clouds. In future work, we wish to evaluate whether this distance can be ex-

tended, such that the classifier can handle loop closure detection with less partial

overlap between the point clouds. It would also be interesting to test the classifier

on a very large scale data set from a highly repetitive environment, to see how it

would perform in such a situation. Further, the presented slam framework relies

on pairwise comparison between the current point cloud and all previous point

clouds, resulting in a time complexity which grows linearly with the robot tra-

jectory. The computed set of features can possibly be used in an initial nearest

neighbour search, candidates from which are then used as input to the classifier.

A similar approach has previously been taken for 2D point cloud submaps using

keypoints and kd− and Bkd−trees (Zlot and Bosse, 2009).



Appendix

A.A Feature definitions

In this appendix we define the features that were used to learn classifiers for loop

closure detection. The first subsection defines the features used in 2D, the second
subsection presents the features used in 3D.

Given a point cloud pk , 15 or 14 parameters need to be specified for comput-

ing the features in 2D or 3D, respectively. The parameters are given in Table 7.

Except for rmax, all parameters are set manually. In order to find appropriate val-

ues, we have used empirical results. For the range histograms, instead of choosing

just one bin size, we use 9 different bin sizes and leave it to the algorithm to find

which corresponding features are informative.

Table 7: Parameters used when the features are computed. All parameters

except for rmax are set manually.

Parameter Numerical value Comment

rmax 15m (AASS ), 30m (hann2 ), Maximum measurable range.

50m (all 2D data) Determined by sensor used.

gdist 2.5m

gmin size 3 Only used in 2D.

gr1 , gr2 , gr3 rmax, 0.75rmax, 0.50rmax

b1, . . . , b9 0.1, 0.25, 0.5, 0.75, 1, Bin sizes for the range histograms.

1.5, 2, 2.5 and 3 meters

A.A.1 2D features

The following features were used for loop closure detection in 2D. Features 1 to

35 are of type 1, features 36 to 44 are of type 2.

101
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1. -2. Area Measures the area covered by a point cloud. Points whose range

is greater than rmax have their range set to rmax. Each point is seen as the

centre point of the base of an isosceles triangle. The height of the triangle

is hi = ri , and the width of the base is wi = 2ri tan
(
δϕ
2

)
, where δϕ is the

horizontal angular resolution of the sensor. The area of the triangle is ai =
hiwi
2 = r2i tan

(
δϕ
2

)
. The area feature is computed as

amax = r2max tan

(
δϕ
2

)
, (27a)

f1 =
1

Namax

N∑
i=1

r2i tan

(
δϕ
2

)
=

1

N

N∑
i=1

(
ri
rmax

)2
. (27b)

The area is normalised by dividing by themaximummeasurable areaNvmax.

Note that the specific numerical value of δϕ is not needed to compute the

feature. f2 is the area computed for all ranges ri < rmax.

3. - 4. Average Range Let the normalised range be rni = ri /rmax. f3 is the

average rni for ranges ri < rmax and f4 is the average r
n
i for all ranges.

5. - 6. Standard Deviation of Range f5 is the standard deviation of rni for

ranges ri < rmax and f6 is the standard deviation of rni for all ranges.

7. - 9. Circularity A circle is fitted to all points in the cloud in a least squares

sense, which returns the centre of the fitted circle pc and the radius of the

fitted circle rc. f7 is rc/rmax, f8 is the residual sum of squares divided by

Nrc,

f8 =
1

Nrc

N∑
i=1

(rc − ‖pc − pi‖)2, (28)

where ‖ · ‖ is the Euclidean norm. f9 is
‖pc‖
rmax

.

10. - 12. Centroid Let p̄ be the mean position of the point cloud, computed for

all points ri < rmax. f10 = ‖p̄‖, f11 is the mean distance from p̄ for points

ri < rmax and f12 is the standard deviation of the distances from p̄ for points
ri < rmax.

13. - 14. Maximum Range f13 is the number of ranges ri = rmax and f14 is the

number of ranges ri < rmax.

15. - 17. Distance Let the distance between consecutive points be δpi = ‖pi − pi+1‖.
f15 is the sum of δpi for all points. f16 is the sum of δpi , for consecutive
points with ri , ri+1 < rmax. f17 is the sum of all δpi < gdist, for consecutive
points with ri , ri+1 < rmax.

18. Regularity f18 is the standard deviation of δpi , for consecutive points with

ri , ri+1 < rmax.
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19. - 20. Curvature Let A be the area covered by the triangle with corners in

pi−1, pi and pi+1, and let di−1, di and di+1 be the pairwise point to point

distances. The curvature at pi is computed as ki =
4A

di−1di di+1
. Curvature is

computed for pi ∈ I, where I = {pi : ri−1, ri , ri+1 < rmax, di−1, di , di+1 <
gdist}. f19 is the mean curvature and f20 is the standard deviation of the

curvatures.

21. - 22. Range Kurtosis Range kurtosis is a measure of the peakiness of the

histogram of ranges. Sample kurtosis is computed for all points ri < rmax as

follows

mk =
1

Nri<rmax

∑
i : ri<rmax

(ri − r̄)k , (29a)

f21 =
m4

(m2)
2
− 3, (29b)

where r̄ is mean range, and Nri<rmax
is the number of ranges ri < rmax. f22 is

range kurtosis computed for all points in the cloud.

23. - 26. Relative Range Let the relative range be rri = ri /ri+1. f23 is the mean

of rri and f24 is the standard deviation of rri for all ranges. f25 and f26 are the
mean and the standard deviation of rri , respectively, computed for ri , ri+1 <
rmax.

27. - 32. Range Difference Mean and standard deviation of range difference
rdi = |ri − ri+1|. The features are calculated for all ranges less than or equal

to a varying range gate gr . gr1 gives f27 (mean) and f28 (standard deviation),

and gr2 and gr3 gives f29 to f32. The features are normalised by division by

the respective gri .

33. - 34. Group A group is defined as a cluster of points in which the distance

between consecutive points is less than a maximum distance gate gdist. To
be considered a group, the cluster has to contain more than a certain num-

ber of points specified by the minimum group size gate gmin size. f33 is the

total number of groups found, f34 is the average number of points in each

group.

35. Mean Angular Difference Measures the sum of the angles between consec-

utive point to point vectors. Given two consecutive points pi and pi+1, a
vector that connects the points is given as p̄i,i+1 = [xi+1 − xi , yi+1 − yi ]T. The
feature is calculated as

f15 =
∑

i:r{i,i+1,i+2}<rmax

arccos

⎛⎜⎜⎜⎜⎝ p̄T

i,i+1p̄i+1,i+2
||p̄i,i+1|| ||p̄i+1,i+2||

⎞⎟⎟⎟⎟⎠ . (30)

36. - 44. Range histogram f33 to f41 are range histograms. Bins of sizes bj , see
Table 7, are used to tabulate the ranges.
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A.A.2 3D features

The following features were used for loop closure detection in 3D. Features 1 to

32 are of type 1, features 33 to 41 are of type 2. Note that some of the 3D features

are defined analogously to some of the 2D features, hence the definitions are not

repeated.

1. - 2. VolumeMeasures the volume of the point cloud by adding the volumes

of the individual laser measurements. Each point is seen as the centre point

of the base of a pyramid with its peak in the origin. Let δϕ and δψ be the

laser range sensors horizontal and vertical angular resolution, and let li =

2ri tan
(
δϕ
2

)
and wi = 2ri tan

(
δψ
2

)
be length and width of the pyramid base,

and hi = ri the height at point i. The volume of the pyramid is vi =
liwi hi

3 .

The volume is computed as

vmax =
4

3
tan

(
δϕ
2

)
tan

(
δψ
2

)
r3max (31a)

f1 =
1

Nvmax

N∑
i=1

vi =
1

N

N∑
i=1

(
ri
rmax

)3
(31b)

The volume is normalised by dividing by the maximummeasurable volume

Nvmax, i.e. the volume when all ranges equal rmax. Notice that the explicit

values of α and β do not matter. f2 is the volume computed using points

with ri < rmax.

3. - 6. Defined analogously to features 3 to 6 in 2D.

7. - 9. Sphere A sphere is fitted to all points in the cloud in a least squares

sense, which returns the centre of the fitted sphere pc and the radius of the

fitted sphere rc. f7 is rc/rmax, f8 is the residual sum of squares divided by

Nrc,

f8 =
1

Nrc

N∑
i=1

(rc − ‖pc − pi‖)2, (32)

where ‖ · ‖ is the Euclidean norm. f9 is
‖pc‖
rmax

.

10. - 32. Defined analogously to features 10 to 32 in 2D.

33. - 41. Range histogram Defined analogously to features 36 to 44 in 2D.

A.B Compounding operations

This appendix contains definitions of the compounding operations ⊕ and � and

their corresponding jacobians. Let xi,j denote the location of coordinate frame j
with respect to coordinate frame i. The definitions are taken from (Eustice, 2005;

Smith et al., 1990).
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A.B.1 Compounding in 2D

Let the 2D 3-DOF pose be given by

xi,j =
[
xi,j yi,j ψi,j

]T
. (33)

The compounding operation xi,k = xi,j ⊕ xj,k is defined as

xi,k = xi,j ⊕ xj,k =

⎡⎢⎢⎢⎢⎢⎢⎢⎣
xi,j + xj,k cos(ψi,j ) − yj,k sin(ψi,j )
yi,j + xj,k sin(ψi,j ) + yj,k cos(ψi,j )

ψij + ψjk

⎤⎥⎥⎥⎥⎥⎥⎥⎦ . (34)

The Jacobian of the compounding operator J⊕ is given by

J⊕ =
d(xi,j ⊕ xj,k)

d(xi,j , xj,k)
=

d(xi,k)
d(xi,j , xj,k)

=
[
J1⊕ J2⊕

]
=

⎡⎢⎢⎢⎢⎢⎢⎣1 0 −(xj,k sin(φi,j )+yj,k cos(φi,j )) cos(φi,j ) − sin(φi,j ) 0

0 1 xj,k cos(φi,j )−yj,k sin(φi,j ) sin(φi,j ) cos(φi,j ) 0

0 0 1 0 0 1

⎤⎥⎥⎥⎥⎥⎥⎦ (35)

where J1⊕ and J2⊕ correspond to the left and right 3 × 3-matrix half partitioning

of J⊕. The inverse relationship �, explaining xj,i as a function of xi,j , is given by

xj,i = �xi,j =

⎡⎢⎢⎢⎢⎢⎢⎢⎣
−xi,j cos(φi,j ) − yi,j sin(φi,j )
xi,j sin(φi,j ) − yi,j cos(φi,j )

−φi,j

⎤⎥⎥⎥⎥⎥⎥⎥⎦ , (36)

with Jacobian J�

J� =
d(xj,i )

dxi,j
=
d(�xi,j )
dxi,j

=

⎡⎢⎢⎢⎢⎢⎢⎣− cos(φi,j ) − sin(φi,j ) xi,j sin(φi,j )−yi,j cos(φi,j )
sin(φi,j ) − cos(φi,j ) xi,j cos(φi,j )+yi,j sin(φi,j )

0 0 −1

⎤⎥⎥⎥⎥⎥⎥⎦ . (37)

A.B.2 Compounding in 3D

Let the 3D 6-DOF pose be given by

xi,j =
[
xi,j yi,j zi,j φi,j θi,j ψi,j

]T
. (38)

The compounding operation xi,k = xi,j ⊕ xj,k is defined as

xi,k = xi,j ⊕ xj,k =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣
Ri,j

[
xj,k yj,k zj,k

]T
+
[
xi,j yi,j zi,j

]T
atan2

(
R
(1,3)
i,k sinψi,k−R

(2,3)
i,k cosψi,k ,−R

(1,2)
i,k sinψi,k+R

(2,2)
i,k cosψi,k

)
atan2

(
−R(3,1)i,k ,R

(1,1)
i,k cosψi,k+R

(2,1)
i,k sinψi,k

)
atan2

(
R
(2,1)
i,k ,R

(1,1)
i,k

)

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦ , (39)
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where the rotation matrix Ri,j is defined as

Ri,j =

⎡⎢⎢⎢⎢⎢⎢⎣cosψ cos θ − sinψ cosφ+cosψ sin θ sinφ sinψ sinφ+cosψ sin θ cosφ

sinψ cos θ cosψ cosφ+sinψ sin θ sinφ − cosψ sinφ+sinψ sin θ cosφ

− sin θ cos θ sinφ cos θ cosφ

⎤⎥⎥⎥⎥⎥⎥⎦ (40)

where the subscripts i,j are omitted for brevity. Further, Ri,k = Ri,jRj,k and R(m,n)i,k is

the (m, n):th element of the rotationmatrix Ri,k . The Jacobian of the compounding

operator J⊕ is given by

J⊕ =
d(xi,j ⊕ xj,k)

d(xi,j , xj,k)
=

d(xi,k)
d(xi,j , xj,k)

=
[
J1⊕ J2⊕

]
=

[
I3×3 M Ri,j 03×3
03×3 K1 03×3 K2

]
. (41)

where J1⊕ and J2⊕ correspond to the left and right 6 × 6-matrix half partitioning

of J⊕, and

M =

⎡⎢⎢⎢⎢⎢⎢⎢⎣
R
(1,3)
i,j yj,k−R

(1,2)
i,j zj,k (zi,k−zi,j ) cosψi,j −(yi,k−yi,j )

R
(2,3)
i,j yj,k−R

(2,2)
i,j zj,k (zi,k−zi,j ) sinψi,j (xi,k−xi,j )

R
(3,3)
i,j yj,k−R

(3,2)
i,j zj,k −xj,k cos θi,j−(yj,k sinφi,j+zj,k cosφi,j ) sin θi,j 0

⎤⎥⎥⎥⎥⎥⎥⎥⎦
K1 =

⎡⎢⎢⎢⎢⎢⎢⎢⎣
cos θi,j cos(ψi,k−ψi,j ) sec θi,k sin(ψi,k−ψi,j ) sec θi,k 0

− cos θi,j sin(ψi,k−ψi,j ) cos(ψi,k−ψi,j ) 0

R
(1,2)
j,k sinφi,k+R

(1,3)
j,k cosφi,k sec θi,k sin(ψi,k−ψi,j ) tan θi,k 1

⎤⎥⎥⎥⎥⎥⎥⎥⎦
K2 =

⎡⎢⎢⎢⎢⎢⎢⎢⎣
1 sin(φi,k−φj,k) tan θi,k

(
R
(1,3)
i,j cosψi,k+R

(2,3)
i,j sinψi,k

)
sec θi,k

0 cos(φi,k−φj,k) − cos θj,k sin(φi,k−φj,k)
0 sin(φi,k−φj,k) sec θi,k cos θj,k cos(φi,k−φj,k) sec θi,k

⎤⎥⎥⎥⎥⎥⎥⎥⎦ (42)

The inverse relationship �, explaining xj,i as a function of xi,j , is given by

xj,i = �xi,j =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣
−RTi,j

[
xi,j yi,j zi,j

]T
atan2

(
R
(3,1)
i,j sinψj,i−R

(3,2)
i,j cosψj,i ,−R

(2,1)
i,j sinψj,i+R

(2,2)
i,j cosψj,i

)
atan2

(
−R(1,3)i,j ,R

(1,1)
i,j cosψj,i+R

(1,2)
i,j sinψj,i

)
atan2

(
R
(1,2)
i,j ,R

(1,1)
i,j

)

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦ (43)

with Jacobian J�

J� =
d(xj,i )

dxi,j
=
d(�xi,j )
dxi,j

=

[
−RT

i,j N
03×3 Q

]
(44)

where

N =

⎡⎢⎢⎢⎢⎢⎢⎢⎣
0 −R(3,1)i,j (xi,j cosψi,j+yi,j sinψi,j )+zi,j cos θi,j R

(2,1)
i,j xi,j−R

(1,1)
i,j yi,j

zj,i −R(3,2)i,j (xi,j cosψi,j+yi,j sinψi,j )+zi,j sin θi,j sinφi,j R
(2,2)
i,j xi,j−R

(1,2)
i,j yi,j

−yj,i −R(3,3)i,j (xi,j cosψi,j+yi,j sinψi,j )+zi,j sin θi,j cosφi,j R
(2,3)
i,j xi,j−R

(1,3)
i,j yi,j

⎤⎥⎥⎥⎥⎥⎥⎥⎦
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Q = 1

1−
(
R
(1,3)
i,j

)2
⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

−R(1,1)i,j −R(1,2)i,j cosφi,j R
(1,3)
i,j R

(3,3)
i,j

R
(1,2)
i,j

√
1−

(
R
(1,3)
i,j

)2
−R(3,3)i,j cosφi,j

√
1−

(
R
(1,3)
i,j

)2
R
(2,3)
i,j

√
1−

(
R
(1,3)
i,j

)2
R
(1,3)
i,j R

(1,1)
i,j −R(2,3)i,j cosψi,j −R(3,3)i,j

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
(45)

A.B.3 Composite relationships

Using the two operations defined above, operations for more than two spatial

relationships can be performed. The following composite relationships hold in

both 2D and 3D:

xi,l =xi,j ⊕ xj,l = xi,j ⊕ (xj,k ⊕ xk,l )

=xi,k ⊕ xk,l = (xi,j ⊕ xj,k) ⊕ xk,l (46a)

xi,j � xk,j =xi,j ⊕ (�xi,k) (46b)

xj,k = � xi,j ⊕ xi,k (46c)

The Jacobian of (46c), �J⊕, is given by

�J⊕ =
dxj,k

d(xi,j , xi,k)
=

dxj,k
d(xj,i , xi,k)

×
d(xj,i , xi,k)

d(xi,j , xi,k)

=J⊕ ×
[
J� 0
0 I

]
=

[
J1⊕J� J2⊕

]
. (47)
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Abstract

This paper presents a Gaussian mixture implementation of phd filter

for tracking multiple extended targets. A clustering method for lim-

iting the number of considered measurement partitions is proposed.

An approach to track objects using laser measurements is given, and

the advantage of the filter is shown using the ospametric.

1 Introduction

In most multi-target tracking applications it is assumed that each target produces

at most one measurement per time step. This is true for cases when the distance

between the target and the sensor is large in comparison with the target’s size.

In other cases however the target size may be such that multiple resolution cells

of the sensor are occupied by the target. Targets that potentially give rise to

more than one measurement per time step are categorised as extended. Examples

include the cases when vehicles use radar sensors to track other road-users, when

ground radar stations track airplanes which are sufficiently close to the sensor, or

in mobile robotics when pedestrians are tracked using laser range sensors.

Gilholm and Salmond (2005) presented an approach for tracking extended

targets under the assumption that the number of received target measurements

in each time step is Poisson distributed. Their algorithm was illustrated with two

examples where point targets which may generate more than one measurement

and objects that have a 1-D extension (infinitely thin stick of length l) are tracked.
In a paper by Gilholm et al. (2005) a measurement model was suggested which is

an inhomogeneous Poisson point process. At each time step, a Poisson distributed

random number of measurements are generated, distributed around the target.

This measurement model can be understood to imply that the extended target is

sufficiently far away from the sensor for its measurements to resemble a cluster

of points, rather than a geometrically structured ensemble. A similar approach

is taken in Boers et al. (2006) where track-before-detect theory is used to track a

point target with a 1-D extent.

Using the rigorous finite set statistics (fisst), Mahler has pioneered the recent

115
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advances in the field of multiple target tracking with the random set theoretic

methods where the targets and measurements are treated as random finite sets

(rfs). This type of approaches allows the problem of estimating multiple tar-

gets in clutter and uncertain associations to be cast in a Bayesian filtering frame-

work (Mahler, 2007b). An important contribution of this newmethodology is the

so called probability hypothesis density (phd) filter (Mahler, 2003, 2007b) which

propagates in time a statistical first order moment of the rfs of target states. A
practical implementation of the phd filter is provided by approximating the phd
with a Gaussian mixture (gm-phd) (Vo and Ma, 2006). In the recent work Mahler

(2009), Mahler presented an extension of the phd filter to also handle extended

targets of the type presented in Gilholm et al. (2005).

In this correspondence, we present a Gaussian mixture implementation of

the phd-filter for the extended targets (Mahler, 2009) and call it as the gm-phd-
filter for extended target tracking. In this way, we, to some extent, give a practical

extension of the series of work in (Gilholm et al., 2005; Vo and Ma, 2006; Mahler,

2009). An earlier version of this work was presented in Granström et al. (2010)

and the current significantly improved version includes also a practical example

with real data. For space considerations, we do not repeat the general phd-filter
equations for extended targets in this correspondence and instead refer the reader

to Mahler (2009); Granström et al. (2010). The rest of this document is outlined

as follows. We define the multiple extended target tracking problem in Section 2.

The details of the Gaussian mixture implementation are given in Section 3.

For the measurement update step of the extended target gm-phd-filter, different
partitions of the set of measurements have to be considered. A measurement

clustering algorithm used to reduce the combinatorially exploding number of

possible measurement partitions is described in Section 4. In the algorithm the

underlying assumption is that measurements generated by the same target will

be spatially close. In Section 5 the results of the simulations including the use of

real data from a laser sensor are presented. Finally, Section 6 contains conclusions

and thoughts on future work.

2 Target tracking problem formulation

The aim of this work is to estimate an rfs of Nx,k targets Xk = {x(i)k }
Nx,k
i=1 (where

Nx,k is unknown), given an rfs of Nz,k measurements Zk = {z(i)k }
Nz,k
i=1 at discrete

time instants k = 1, . . . , K . Each target x(i)k in the rfs Xk is modelled using a linear

Gaussian dynamical model,

x(i)k+1 = Fkx
(i)
k + Gkw

(i)
k , (1)

where w(i)
k is Gaussian white noise with covariance Q

(i)
k . Target originated mea-

surements are assumed to be generated according to a linear Gaussian model,

z(j)k = Hkx
(i)
k + e(j)k , (2)
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for detected targets (with probability pD(x
(i)
k )) where e(j)k is white Gaussian noise

with covariance R
(j)
k . Note that there is no known association between the targets

and the measurements.

In previous work, the extended targets have often been modelled as targets

having a spatial extension or shape which generates multiple measurements, as

opposed to assuming that the targets are points which generate at most one mea-

surement. However the problem has also been simplified by the assumption that

the targets are points that can generate multiple measurements (Gilholm and

Salmond, 2005). In reality however, almost all targets obviously have a spatial

extension and shape. To the best of our knowledge, an extended target defini-

tion that is valid for all applications has not been definitely given in the target

tracking literature. In this study, we use the following definition.

1 Definition (Extended target). A target which potentially gives rise to more

than one measurement per time step.

Depending on the particular application and user specific demands, the target

shape and extension may be estimated using the extended measurements. The

number of measurements generated by each target at each time step, denoted

N
(i)
m,k , is a Poisson distributed random variable with rate βD measurements per

scan, thus the probability of generating at least one measurement is 1 − e−βD. A
target is detected with probability pD(x

(i)
k ), giving the effective probability of de-

tection pD,eff =
(
1 − e−βD

)
pD. The number of clutter measurements generated at

each time step,Nc,k , is a Poisson distributed random variable with rate βFA clutter

measurements per surveillance volume per scan. Thus, if the surveillance volume

is Vs, the mean value for the Poisson variable Nc,k is βFAVs clutter measurements

per scan. The spatial distribution of the clutter measurements is uniform over

the surveillance volume.

3 Gaussian mixture implementation

In this section, following the derivation of the gm-phd-filter for standard single

measurement targets in Vo and Ma (2006), we describe a phd recursion for the

extended target case. Since the prediction update equations are the same for

extended targets and single measurement targets (Mahler, 2009), the prediction

equations are the same as those in Vo and Ma (2006). The phd measurement

update equations for the extended target Poisson model of (Gilholm et al., 2005)

was derived in (Mahler, 2009). If Dk|k−1 (x|Z) is the predicted phd-intensity, the
corrected phd-intensity is given by

Dk|k (x|Z) = LZk (x)Dk|k−1 (x|Z) , (3)

where LZk is the measurement pseudo-likelihood function (Mahler, 2009). In

order to derive the measurement update of the gm-phd-filter, in addition to the

six assumptions that were made in Vo and Ma (2006), we make the following two

assumptions.
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2 Assumption. The expected number of generated measurements γ (x) can be

approximated as a function of the predicted mean of the individual Gaussian

components

γ (j) � γ
(
m

(j)
k|k−1

)
. (4)

3 Assumption. The probability of detection pD (x) can be approximated as a

function of the predicted mean of the Gaussian components

p
(j)
D � pD

({
m

(l)
k|k−1

}Jk|k−1
l=1

)
. (5)

Assumption 2 is reasonable since the number of generated measurements is

largely decided by the target’s spatial extent. The spatial extent can be mod-

elled using parameters which are included in the target state vector (Gilholm

and Salmond, 2005; Gilholm et al., 2005; Boers et al., 2006; Zhong et al., 2008).

Thus the number of generated measurements can be seen as a function of the

predicted mean of the Gaussian component.

Assumption 3 is for the sake of simplification rather than approximation since

pD (x) can be approximated as a mixture of exponentials (equivalently as Gaus-

sians) without losing the Gaussian mixture structure (Vo and Ma, 2006). This,

however, would cause a multiplicative increase in the number of components in

the updated phd, which would in turn make the algorithm need more aggressive

pruning and merging operations.

Suppose the predicted phd has the following Gaussian mixture representa-

tion;

Dk|k−1 (x) =
Jk|k−1∑
j=1

w
(j)
k|k−1N

(
x ; m(j)

k|k−1, P
(j)
k|k−1

)
. (6)

The posterior intensity at time k is then a Gaussian mixture given by

Dk|k (x) = D
ND
k|k (x) +

∑
p∠Z′

∑
W∈p

DD
k|k (x, W ), (7)

where the notation p∠Zk means that p partitions the measurement set Zk into

non-empty cells W . The first summation is taken over all partitions p of the

measurement set Zk . The second summation is taken over all cells W in the

current partition p. The Gaussian components handling no detections are given

by

DND
k|k (x) =

Jk|k−1∑
j=1

w
(j)
k|kN

(
x ; m(j)

k|k , P
(j)
k|k

)
, (8a)

w
(j)
k|k =

(
1 −

(
1 − e−γ (j)

)
p
(j)
D

)
w
(j)
k|k−1, (8b)

m
(j)
k|k = m

(j)
k|k−1, P

(j)
k|k = P

(j)
k|k−1. (8c)
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The Gaussian components handling detected targets are given by

DD
k|k (x, W ) =

Jk|k−1∑
j=1

w
(j)
k|kN

(
x ; m(j)

k|k , P
(j)
k|k

)
, (9a)

w
(j)
k|k = ωp

Γ(j)p
(j)
D

dW
Φ
(j)
Ww

(j)
k|k−1, Γ(j) = e−γ

(j) (
γ (j)

)|W |
, (9b)

Φ
(j)
W = φ

(j)
W

∏
z∈W

1

λkck (z)
, (9c)

where the product is over all measurements z in the cell W . The quantities λk
and ck (z) are the Poisson rate that determines the number of clutter measurement

per scan and spatial distribution of the clutter measurements respectively. The

coefficient φ
(j)
W is given by

φ
(j)
W = N

(
zW ; HWm

(j)
k|k−1,HWP

(j)
k|k−1H

T
W + RW

)
(9d)

and is calculated using

zW �
⊕
z∈W

z, HW = [HT

k , H
T

k , · · · , HT

k︸�������������︷︷�������������︸
|W | times

]T,

RW =blkdiag(Rk, Rk, · · · , Rk︸�����������︷︷�����������︸
|W | times

).

The operation
⊕

denotes vertical vectorial concatenation. The partition weights

ωp can be interpreted as the probability of the partition p being true and are

calculated as

ωp =

∏
W∈p dW∑

p′∠Z′
∏
W ′∈p′ dW ′

, (9e)

dW = δ|W |,1 +

Jk|k−1∑
�=1

Γ(�)p
(�)
D Φ

(�)
W w

(�)
k|k−1, (9f)

where δi,j is the Kronecker delta and |W | is the number of elements in W . The

mean and covariance of the Gaussian components are updated using the standard

Kalman measurement update,

m
(j)
k|k = m

(j)
k|k−1 +K(j)

k

(
zW −HWm

(j)
k|k−1

)
, (10a)

P
(j)
k|k =

(
I −K(j)

k HW

)
P
(j)
k|k−1, (10b)

K(j)
k = P

(j)
k|k−1H

T
W

(
HWP

(j)
k|k−1H

T
W + RW

)−1
. (10c)

In order to keep the number of Gaussian components at a computationally tractable

level, pruning and merging is performed as in Vo and Ma (2006).
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4 Partitioning the measurement set

As observed in the previous sections, an integral part of extended target tracking

with the phd filter is the partitioning of the set of measurements (Mahler, 2009).

The partitioning is important, since more than one measurement can stem from

the same target. Let us exemplify the process of partitioning with a measurement

set containing three individual measurements, Zk =

{
z(1)k , z

(2)

k , z
(3)

k

}
. This set can

be partitioned in the following different ways (Mahler, 2009):

p1 : W 1
1 =

{
z(1)k , z

(2)

k , z
(3)

k

}
,

p2 : W 2
1 =

{
z(1)k , z

(2)

k

}
, W 2

2 =

{
z(3)k

}
,

p3 : W 3
1 =

{
z(1)k , z

(3)

k

}
, W 3

2 =

{
z(2)k

}
,

p4 : W 4
1 =

{
z(2)k , z

(3)

k

}
, W 4

2 =

{
z(1)k

}
,

p5 : W 5
1 =

{
z(1)k

}
, W 5

2 =

{
z(2)k

}
, W 5

3 =

{
z(3)k

}
.

Here, pi is the ith partition, and Wi
j is the jth cell of partition i. It is quickly

realised that as the size of the measurement set increases, the number of possible

partitions grows very large. In order to have a computationally tractable target

tracking method, only a subset of all possible partitions can be considered. A

simple heuristic for finding this subset of partitions, which is based on the dis-

tances between the measurements, is presented in Section 4.1. It is compared

with K-means clustering in Section 4.2.

4.1 Distance partitioning

The underlying idea behind the suggested partitioning method is that two mea-

surements generated by the same target are likely to be “close” to each other,

while two measurements generated by different targets are likely to be “distant”

from each other. Given a set of measurements Z = {z(i)}Nzi=1 and distance thresh-

olds {d�}Nd�=1, with d� < d�+1, for 1 ≤ � ≤ Nd − 1, Nd partitions {p�}Nd�=1 are com-

puted where each partition is composed of the cells formed such that any arbi-

trary pair of measurements z(i), z(j), for which d(z(i), z(j)) ≤ d� holds, must lie in

the same cell. Here, d( · , · ) is a distance measure. Since the d�’s are increasing,

each partition contains fewer cells, and the cells typically contain more measure-

ments.

Given a distance measure d( · , · ), one can calculate the distances between

each pair of measurements as Δij � d(z(i), z(j)) for 1 ≤ i � j ≤ Nz . If a distance

threshold d� is given, then the unique partition that leaves all pairs (i, j) of mea-

surements satisfying Δij ≤ d� in the same cell can be obtained using Algorithm 5.

Notice that instead of using neighbouring condition Δij ≤ d� one can as well use

some other application specific condition to make a similar partitioning.
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Algorithm 5 Distance partitioning

given d�, Δi,j , 1 ≤ i � j ≤ Nz .
% Set the cells of all measurements to null

CellNumber(i) = 0, 1 ≤ i ≤ Nz
%Set the current cell id to 1

CellId = 1

%Find all cell numbers

for i = 1 : Nz do
if CellNumbers(i) = 0 then
CellNumbers(i) = CellId

CellNumbers = FindNeighbors(i,CellNumbers,CellId)

CellId = CellId+1

end if
end for

where the recursive function FindNeighbors( · , · , · ) is given

as

function CellNumbers = FindNeighbors(i,CellNumbers,CellId)

for j = 1 : Nz do
if j � i & Δij ≤ d� & CellNumbers(j) = 0 then
CellNumbers(j) = CellId

CellNumbers = FindNeigbors(j ,CellNumbers,CellId)

end if
end for



122 Paper B Extended target tracking using a Gaussian mixture PHD filter

One way to calculate partitions {p�}Nd�=1 is to set the set of thresholds {d�}Nd�=1 to
the set

D � {0} ∪ {Δij |1 ≤ i < j ≤ Nz} (12)

where the elements of D are sorted in ascending order. Some partitions resulting

from this selection might still turn out be the same and hence can be discarded

so that each computed partition at the end is unique.

Using all |D| = Nz(Nz − 1)/2 + 1 distances would give less than or equal to |D|
unique partitions, of which the first (corresponding to threshold 0) would con-

tain Nz cells with one measurement each. The last partition would have just one

cell containing all Nz measurements. Notice that this partitioning methodology

already reduces the number of partitions tremendously. The smallest and the

largest thresholds in the set D on the other hand can still contain very similar

values due to the fact that the measurements are generally clustered around the

targets. In order to further reduce the computational load, partitions in this work

are computed for only a subset of thresholds in the set D. For two target origi-

natedmeasurements z(1)k and z(2)k belonging to the same target and bothmeasured

with covariance Rk = σ2
e I2, where In is a n × n identity matrix, the Mahalanobis

distance (z(1)k −z
(2)

k )TR−1k (z(1)k −z
(2)

k ) is χ2 distributed with degrees of freedom equal

to the measurement vector dimension. Using the inverse χ2 distribution, a unit-

less distance threshold δPG can be computed for a given probability PG. The test

for whether z(1)k and z(2)k are “close” becomes

(z(1)k − z
(2)

k )TR−1k (z(1)k − z
(2)

k ) < δPG . (13)

Since R−1k = σ−2e I2 this inequality reduces to∥∥∥∥z(1)k − z(2)k ∥∥∥∥
2
< σe

√
δPG . (14)

Empirical results show that good target tracking results are achieved with parti-

tions computed using the subset of distance thresholds in D satisfying the condi-

tion σe
√
δ0.30 < d� < σe

√
δ0.80.

As a simple example, if there are four targets present, each with βD = 20, and

clutter measurements are generated with βFAVs = 50 (the mean number of mea-

surements generated each time step is 130), the number of all possible partitions

is given by the Bell number B130 ∝ 10161 (Rota, 1964). Using all of the thresh-

olds in the set D, 130 different partitions would be computed on average. Using

the suggested upper and lower thresholds, Monte Carlo simulations show that on

average only 27 partitions are computed.

4.2 Comparison with K-means clustering

Perhaps the most common approach of clustering in the literature is the well-

known K-means clustering, see e.g. the textbooks Bishop (2006); Hastie et al.

(2009). A major difference between the suggested distance partitioning and K-
means clustering is highlighted in Figure 1, which shows a measurement set
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Figure 1: Set of Nz,k = 13 measurements. Left: The measurements par-

titioned using the suggested distance partitioning method with a distance

threshold of 25 m. Right: The measurements partitioned using K-means

clustering with K = 4.

which consists of Nz,k = 13 measurements 10 of which are clustered in the north-

west of the surveillance region and the other three are scattered individually.

The intuitive way to cluster this set of measurements is into 4 clusters, which

is achieved by distance partitioning using a distance threshold of about 25 m, as

shown in the left plot of Figure 1. When there is a large number of measure-

ments concentrated in one part of the surveillance area as is the case in this ex-

ample, K-means clustering tends to split those measurements into smaller cells,

and merge remaining but far away measurements into large cells. This drawback

of K-means clustering is shown in the right plot of Figure 1.

5 Target tracking results

This section presents the results from the simulations (synthetic data) and ex-

periments (real data) using the presented extended target tracking method. Sec-

tion 5.1 presents the simulation setup, and the Sections 5.2 and 5.3 present the

results on simulations and experiments, respectively. We compare the results

obtained using the extended target gm-phd with those of the standard single

measurement gm-phd (Vo and Ma, 2006).

5.1 Target tracking setup

The targets are modelled as points with states variables

xk =
[
xk yk vxk vyk

]T
, (15)

where xk , yk is the planar position of the target, and vxk and vyk are the correspond-
ing velocities. The sensor measurements are given in batches of Cartesian x and
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Figure 2: Birth intensity used in experiments.

Table 1: Parameter values used for simulations (s) and experiments (e).

T Qk Rk γ (i) wβ Qβ
S 1 22I2 202I2 10 0.05 blkdiag(100I2, 400I2)
E 0.2 22I2 0.12I2 12 0.01 0.01I4

y coordinates as follows;

z(j)k �
[
x
(j)
k y

(j)
k

]T
. (16)

A constant velocity model (Rong Li and Jilkov, 2003), with sampling time T is

used. In all simulations and experiments except those in Section 5.3, probability

of detection and probability of survival are set as pD = 0.99 and pS = 0.99, re-
spectively. The algorithm parameters for the synthetic and real data are given in

Table 1. The surveillance area is [−1000, 1000](m)× [−1000, 1000](m) for the sim-

ulations and for the real data experiments the surveillance area is a semi circle

located at the origin with range 13 m. The birth intensity in the simulations is

Db (x) = 0.1N (x ; mb, Pb) + 0.1N (x ; −mb, Pb), (17a)

mb = [250, 250, 0, 0]T, Pb = diag([100, 100, 25, 25]). (17b)

For the experiments, the birth intensity Gaussian components are illustrated with

their corresponding one standard deviation ellipsoids in Figure 2. Each birth

intensity component has a weight w
(j)
b = 0.1

Jb
, where the number of components is

Jb = 7. The spawn intensity is

Dβ (x|y) = wβN (x ; ξ, Qβ), (18)

where ξ is the target from which the new target is spawned and the values for wβ
and Qβ are given in Table 1.
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5.2 Simulations with synthetic data

This section presents results from simulations with synthetic data from multiple

targets. The true targets are shown in black in Figure 3a, along with an example

of cluttered measurements shown in grey. Two of the targets cross at time k = 56,

and one target is spawned at time k = 66, thus the scenario presents challenges

that are typical tomultiple target applications. To compare the extended gm-phd
filter with thegm-phd filter, 1000Monte Carlo simulations were performed, each

with new measurement noise and clutter measurements. The results are shown

in Figure 3b and Figure 3c, which show the corresponding multi-target measure

optimal sub-pattern assignment metric (ospa) (Schuhmacher et al., 2008), and

the cardinality, respectively. Here, the cardinality is computed as
∑Jk|k
j=1 w

(j)
k|k . This

sum can be rounded to obtain an integer estimate of target number (Vo and Ma,

2006). It is evident from the two figures that the presented extended target gm-
phd significantly outperforms the standard gm-phd, which does not take into

account the possibility of the multiple measurements from single targets. The

main difference between the two filters is the estimation of cardinality, i.e., the

number of targets. With the exception of when targets are spatially close, i.e.,

when tracks cross or when new targets are spawned, the extended target gm-
phd-filter correctly estimates the cardinality. A reason for the underestimation

of cardinality when multiple targets are spatially close is that the generated mea-

surements are also close, and are thus treated in the filter as originating from just

one target due to the partitioning criterion used. If all possible partitions were

used, this drawback would probably have been overcome. An idea is to include

not all but a limited number of the sub-partitions based on previous estimates

into the set of partitions obtained using our algorithm, but this is skipped here

for the sake of simplicity.

Similar simulations have been performed which compare distance partition-

ing with K-means clustering. Over 1000 Monte Carlo simulations, the tracking

results in terms of mean ospa and mean cardinality are significantly better for

distance partitioning, mainly due to the problemwith K-means clustering shown

in Figure 1.

5.3 Experiments with laser data

This section presents results from experiments with real data. The experiment is

included more as a proof of concept and as a potential application, rather than

as an exhaustive evaluation of the presented target tracking filter. The measure-

ments were collected using a sick lms laser range sensor. The sensor measures

range every 0.5◦ over a 180◦ surveillance area. Ranges shorter than 13 m were

converted to (x, y) measurements using a polar to Cartesian transformation. The

data set contains 100 laser range sweeps in total. During the data collection 2

humans moved through the surveillance area, entering the surveillance area at

different times. The laser sensor was at the waist level of the humans and each

human was causing on average 10 clustered laser returns. The first human enters

the surveillance area at time k = 22, and moves to the centre of the surveillance
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Figure 3: Results from multiple target tracking using synthetic data. (a):
The true x and y positions in black and example measurements in grey. (b):
Mean ospa (solid lines) ±1 standard deviation (dashed lines). (c): Mean

cardinality compared to the true cardinality.

area where he remains still until the end of the experiment. The second human

enters at time k = 38, and proceeds to move behind the first target, thus both

entering and exiting an occluded part of the surveillance area. Since there is no

ground truth available it is difficult to obtain a definite measure of target track-

ing quality, however by examining the raw data we were able to observe the true

cardinality (0 from time k = 1 to k = 21, 1 from time k = 22 to k = 37 and 2
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from time k = 38 to k = 100), which can thus be compared to the estimated car-

dinality. Below, first the results with constant probability of detection over the

surveillance region are presented. The target loss is evident in this case when the

second human is occluded by the first target since the tracker always expects to

detect the targets. Avoiding such a loss is possible using inhomogeneous detec-

tion probability over the surveillance region based on the target estimates, results

of which are presented afterwards.

Constant probability of detection

The resulting extracted target locations are shown in Figure 4a, where the grey-

scale denote different time steps. The number of extracted targets are shown in

Figure 4c, showing one sequence in time for which the cardinality is underesti-

mated. This sequence, time k = 76 to k = 77, corresponds to a measurement

sequence where one of the targets is occluded by the other target, and hence no

measurements from it can be collected. With a constant probability of detection

over the surveillance region, the tracking filter interprets this as target death.

Variable probability of detection

The variable p
(j)
D can be selected as a function of the mean vectors of the Gaussian

components. The intuition behind this idea is that the knowledge of the targets

that are present, i.e. the estimated Gaussian components of the phd-intensity,
can be used to determine what parts of the surveillance area are likely to be oc-

cluded and which parts are not. The estimated range r and bearing ϕ between

the sensor and the target may be computed from the state variables. The p
(j)
D val-

ues of the components behind each component, i.e., the components at a larger

range from the sensor, is reduced according to the weight and bearing standard

deviation of the Gaussian component. The exact reduction expression is quite

complicated and omitted here. Instead we give a pictorial illustration of the the

function pD(x) that we use in Figure 4f.

Using the same sequence of measurements, tracking was performed with the

variable probability of detection described above. Figure 4b shows the tracks of

the extended targets and Figure 4d shows the cardinality. Using the variable pD,

the filter can correctly predict the target while it is occluded, and if
∑Jk|k
j=1 w

(j)
k|k

is rounded to the nearest integer there is no cardinality error from time k = 76

to time k = 77. However, as the target exits the occluded area there is a “jump”

in
∑Jk|k
j=1 w

(j)
k|k at time k = 78. We have discovered that this “jumping” behaviour

is caused by the sensitivity of the cardinality estimates of the PHD filter to de-

tections when PD is set to a low value. As a simple explanation, assuming no

false alarms, and a single target with existence probability PE, a single detection

should cause the expected number of targets to be unity. However, applying the

standard PHD formulae, one can calculate this number to be 1+PE(1−PD) whose

bias increases as PD decreases. We have seen that when the second target exits the

occluded region, the sudden increase in
∑Jk|k
j=1 w

(j)
k|k appearing is a manifestation of



128 Paper B Extended target tracking using a Gaussian mixture PHD filter

−10 −5 0 5 10
0

2

4

6

8

10

12

X [m]

Y
 [m

]

(a) Constant pD

−10 −5 0 5 10
0

2

4

6

8

10

12

X [m]

Y
 [m

]

(b) Variable pD

0 10 20 30 40 50 60 70 80 90 100
−0.5

0

0.5

1

1.5

2

2.5

S
um

 o
f w

ei
gh

ts

Time

(c) Constant pD

0 10 20 30 40 50 60 70 80 90 100
−0.5

0

0.5

1

1.5

2

2.5

S
um

 o
f w

ei
gh

ts

Time

(d) Variable pD

−5 −4 −3 −2 −1 0 1 2
5.5

6

6.5

7

7.5

8

8.5

9

9.5

X [m]

Y
 [m

]

(e) Tracking snapshot at time k = 65.
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(f) Variable pD at time k = 65.

Figure 4: Experiment results. (a) and (b): Location of extracted target

Gaussian components. The different grey-scale denotes different time steps,

where k = 1 is represented by light grey and k = 100 is represented by dark

grey. The boundary of the surveillance area is shown in black. (c) and (d):
Sum of Gaussian components’ weights for each time step. (e): Snapshot of
target tracking at time k = 65, showing measurements in grey and estimated

target locations in black. (f): the corresponding variable probability of de-

tection.

this type of sensitivity of the PHD filter. A similar sensitivity issue is mentioned

in Erdinc et al. (2009) for the case of no detection.

6 Conclusions and future work

In this paper a Gaussian mixture implementation of the probability hypothesis

density filter for tracking extended targets was presented. A simple method for
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finding a subset of all measurement set partitions was described. Simulations

and experiments have shown that the proposed filter is capable of tracking ex-

tended targets in cluttered measurements. The number of targets is estimated

correctly, with the exception of when tracks cross or new targets spawn from ex-

isting targets. Using inhomogeneous detection probabilities in the surveillance

region, it was shown that targets can be tracked as they move through occluded

parts of the surveillance area.

In future work, the cardinalized PHD filter (Mahler, 2007a) will be analysed

to have less sensitive estimates of the number of targets. We also plan to use our

gm-phd-filter to track targets which generate measurements that are geometri-

cally structured, thus enabling estimation of spatial extension and shape.
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