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Abstract

is project aims to make 3D modeling easy through the use of augmented reality.
Black and white markers are used to augment the virtual objects. Detection of these
is done with help from ARToolKit, developed at University of Washington.

e model is represented by voxels, and visualised through the marching cubes al-
gorithm. Two physical tools are available to edit the model; one for adding and one
for removing volume. us the application is similar to sculpting or drawing in 3D.

e resulting application is both easy to use and cheap in that it does not require
expensive equipment.
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Chapter 1

Introduction

e 3D industry is growing. Several animated full-length films are released every
year, game graphics becomemore photorealistic, and almost all today’s actionmovies
use 3D effects to some extent. e tools for creating 3D models, however are still
slightly clumsy and unwieldly large to a newcomer. Every 3D modeling program has
a whole set of books dedicated to learning the specific application.

is report will suggest a much simpler approach to 3D modeling software. e
ambition is that anyone should be able to get started right away, and feel familiar
with the work process. Modeling with clay in the real world is fun and easy, so why
can it not be the same digitally?

Here it is assumed that navigating the 3D world is one of the biggest obstacles. Even
with a 3D mouse it is difficult to instantly jump between 3D positions and rotations,
and truly get a feeling of the spatial orientation. Another aspect that this project
adresses is the numerous tools. Some 3Dmodeling software have incredible amounts
of different tools, each with different actions depending on which mouse button is
used.

e technique used to address these problems is augmented reality. is technique
uses computer vision techniques to find information about the environment, and
then augment a video stream of reality with virtual objects, which appear to coexist
with objects in the real world. By using this technique we can bring 3D modeling out
of the 2D working space that is the computer screen, and into 3D reality. Tools to
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manipulate the object can be graspable and as easy to find and understand as ordinary
tools such as pencils or rulers.

1.1 Project Goal

e primary goal of the project is to make an intuitive and easy to use 3D modeler.
e user should be able to rotate and look at themodel in different angles efffortlessly,
even while simultaneously working on the model. e software should also be easy
for any user to try out, without having to invest in expensive equipment, as is often
the case when new techniques are introduced.

1.2 Structure

e first part of the report will be dedicated to giving a background to the project. I
will start off with a chapter about different techniques that can be used in 3D model-
ing programs. en I will describe different ways to obtain 3D information about the
environment, which can be used to construct augmented reality system. A chapter
about augment reality follows, in which several scenarios in which the 3D informa-
tion is needed are suggested.

e second part details the implementation of the application. Here I will talk about
different choices that were made, and describe some of the algorithms used in detail.

Finally we will discuss the results, what problems remain to be solved and what ad-
ditional features would be interesting to add to the application.



Part I

Background





Chapter 2

3D Modeling

In this chapter I will focus on giving a brief overview of what techniques are used
by popular 3D creation software and what level of interaction they generally offer.
e purpose of this is to be able to contrast and compare them to the result of this
project. In the next chapter I will dive into the interesting area of 3D scanning, which
also has some relevance for modeling.

2.1 Representation

ere are several different approaches to 3D modeling. One aspect that heavily in-
fluences the interaction is the representation of the model. e representations that
are relevant to modeling can be divided into two categories: volume and boundary.
(Benes)

Boundary representations care only about the surface of the object and include the
classical polygon-based techniques, NURBS and the relatively modern subdivision
surfaces.

e main techniques in the volume category are CSG (constructive solid geometry)
and voxels. While not as well used in commercial modeling software it is of interest
when examining new ways of interaction.
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Polygons and Subdivision Surfaces

Polygons are by definition shapes with several vertices. In the context of computer
graphics we mainly talk about triangles or quadrangles.ese shapes are very flexible
and the simple math associated with them contribute to the vast amount of tools and
techniques that can be applied to them. However, since all edges are straight, curved
shapes require highly detailed meshes to approximate the shape.

To avoid creating these detailed meshes by hand, a technique known as subdivision
surfaces can be applied. By complementing the polygon representation with a subdi-
vision level and scheme, the mesh becomes much more smooth and detailed, while
not adding much data to the representation. e subdivision scheme describes the
process of creating new surfaces. e schemes that are available differ in properties
such as the number of new surfaces that are created, how they are aligned and what
shapes they have. I will describe the Catmull-Clark scheme, since it is well used in
modeling software. (Cashman, 2010)

When computing the subdvision surfaces using this scheme, each quad is split in four
new quads by adding one vertex in the middle of the quad and four in the middle of
each edge. Triangles can also be subdivided and will then turn into three quads the
first iteration. After adding the new quads a smoothing step is applied. is step
calculates the average of the surrounding vertices for each vertex, and modifies the
vertex position accordingly. e subdivision can be applied several times recursively;
the number of recursions is known as the subdivision level. (Schaefer; Cashman,
2010)

e addition to the polygon mesh that subdivisioning results in is not saved, but is
calculated each time the model is drawn. is means that you can keep working on
a simpler, lower-polygon mesh, and that the amount of data that needs to be saved
can be kept relatively low. (Cashman, 2010)

NURBS

Most 3D modeling software that support polygon meshes and subdvidion surfaces
also support NURBS. NURBSs are regarded as a generalization of the Bezier curve
and non-rational B-splines. Like any spline it uses control points to attract a curve,
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Figure 2.1: Comparison of gargoyle with and without subdivision surfaces enabled
in Blender (Blender Wiki, 2010). e image is under the Open Content License.

but with NURBS extra flexibility is achieved through weighting each individual con-
trol point.

Other terms that defineNURBS is the knot vector and order. e order is the number
of curve segments that each control point affect. e knot vector is a collection of
n+ order values, where n is the number of control points. ese values are part of a
recursive basis function, and affects the parametric continuity of the curve. (David
F. Rogers, 1991)

Unlike many other types of splines, NURBS can model both free form shapes and
the standard analytical shapes, such as perfect spheres, cones and toruses. Another
desirable property is that the control points can be transformed in the same way as
an ordinary vertex. us, a grid of control points may in som respects be regarded
as polygon mesh. (Schneider, 1996)



8 . D M

e latter of these properties can make the difference between NURBS and subdivi-
sion difficult to determine, and indeed they both have their basis in the B-spline. Be-
cause of the individual weights on the control points NURBS are generallt regarded
to be easier to control andmodify, but NURBS cannot represent arbitrarily advanced
surfaces in just one patch. Complex shapes constists of several NURBS patches that
are stitched together. For this reason subdivision surfaces are generally preferred for
animated models. (Cashman, 2010)

Most modelers, including Maya, Blender and Lightwave, provide both NURBS and
subdivision surface representation.

CSG

Less used than the above representations, but with its own advantages, is Construc-
tive Solid Geometry.is is a technique that is often based on quadrics. Quadrics are
mathematical descriptions of geometrical primitives such as spheres, rectangles and
cones. ese have a particular advantage when rendering through ray casting, but
several other rendering options exist through applying various algorithms to the rep-
resentation, including tessallation into polygons (Stewart et al., 1998). When creating
models with CSG you typically combine the primitives through boolean operations
AND, OR, XOR and NOT. (Ragnemalm, 2008)

e symmetric and mathematical nature of CSG makes it particularly good for cre-
ating technical models, such as architectural and technical blueprints. AutoCAD is
an example of a program that provides CSG functionality, but in the latest version it
has has also added meshes, subdivision surfaces and NURBS (Wikipedia, 2010d).

Voxels

Even less common in modeling software is the voxel representation. is represen-
tation is typically output of computed tomography (CT) and magnetic resonance
imaging (MRI). Voxels are much like pixels, but also contain depth information. Just
as with pixels you can increase the resolution to get very detailed images.

Visualising voxels can be done in different ways. Raycasting is of course an option
that is well suited for many applications. Another technique is to calculate the sur-
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Figure 2.2: Demonstration of the solid tools in AutoCAD, taken from the documen-
tation at (Autodesk Wiki, 2010). Image courtesy Autodesk, Inc. © 2010. All rights
reserved.

faces in the voxel field, i.e. convert it to polygons. is can of course be done naively,
or by the use of a sofisticated algorithm, such as marching cubes. e marching
cubes algorithm is described in detail in chapter 7. (Wikipedia, 2010f )

Voxel’s similarity to pixels opens up for the same kind of interaction as with 2D im-
ages. e close relation to volume alsomakes the sculpturingmetaphor suitable. e
tradeoff, however, is the memory usage. Even 2D pixel images tend to grow rather
quickly in size, and with voxels the size is multiplied with an additional dimension.

An example of a popular piece of modeling software in this category is ZBrush. e
models in ZBrush are represented by pixols, which are similar to voxels, but also
contain information about color and material. Sculpting in ZBrush is very versatile
with several competent tools that enable the creation of very finely detailed models
for movies and games. (Pixologic)





Chapter 3

3D Scanning and Recognition

Instead of creating the entire model in the digital two-dimensional space, as with the
example programs in the previous chapter, it’s possible to scan an entire prototype
model, created with real materials. However, gathering 3D information about an
environment has many applications other than just modeling. e main purpose of
this chapter is to describe these methods for use in augmented reality applications.

e goal is to augment reality visually by inserting a virtual object in a way that it
feels natural and realistic. An important step in this is that the virtual object is scaled,
rotated and translated in the same way as the real objects that surround it, and for
this we will need some 3D information about the world.

Scanning 3D can be done through probing objects with physical touch, emitting sig-
nals whilemeasuring reflections or analysing images of the environment, for example
with stereovision or silhuette techniques (Wikipedia, 2010a). e first one of these is
of more interest to manufacturing processes and perhaps modeling to some extent,
but for our purposes I will focus on the latter two.

3.1 Depth Sensors

Measuring depth, or distance, is something we are not unfamiliar with. Recall war
movies with submarine sonars and airplane radars. ese techniques are even used
by animals, such as bats and dolphins. e principle behind these techniques is to



12 . D S  R

emit a signal with known properties and to calculate the depth based on detected
reflections of the signal.

e character of the signal may differ depending onwhat calculations are to bemade.
Some techniques project a pattern, and measure the distortion of the pattern to de-
termine shape of the reflecting object. e triangulation method uses angles in a
triangle with one known edge. Time-of-flight is, however, perhaps the most inter-
esting category to look at. (Wikipedia, 2010a)

Time-of-flight

One method of calculating the depth is to measure the time it takes for the signal to
return. is requires that the speed of the signal is known.

A LIDAR is a sensor using the time-of-flight concept, which emits light through a
laser and thus uses the speed of light as its reference speed. However, using one laser
means you can only examine one point at a time. To get information about a whole
scene either the laser or a reflecting mirror needs to be mechanically rotated. is
both increases the amount of time needed to scan and introduces noise. (Wikipedia,
2010b)

Another method using light is the time-of-flight cameras that have been made pop-
ular recently with the announcement of Microsoft’s Kinect (Microsoft, 2010). Time-
of-flight cameras emit pulses of light, normally infrared, which are then detected
on a lens located very close to the light emitter. e light pulses are very fast, with
lengths in the range of tens of nanoseconds. ese speeds have only recently been
made possible through the arrival of faster semiconductors. (Wikipedia, 2010e)

Unlike the LIDAR, the time-of-flight cameras can capture the entire scene in one
shot. With a possible framerate over 100 frames per second, it’s also generally fast
and suitable for real-time applications. (Wikipedia, 2010e)

Surface Reconstruction

e output of these scanners cannot be used immediately, but has to be recon-
structed in some way. Point clouds is a common output from this kind of scanners.
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Figure 3.1: A point cloud used as a cool effect in a music video for the song House of
Cards by Radiohead. Inverted here for better printability.

Rendering point clouds as is gives interesting results, but normally we will want to
make a surface of it.

e first step that is needed is a pre-processing step that analyses the data and uses
statisticalmethods to correct errors and fill in holes. After this step of noise reduction
the points are triangulated to form a surface. is surface is then post-processed to
reduce the number of polygons and smooth the surface. (Fabio, 2003)

Medical scanners such as computed tomography (CT) andmagnetic resonance imag-
ing (MRI), do not output point clouds, although they are the same category of scan-
ners. ese typically produce slices of 2D data that can be interpreted as voxels, and
can be visualised as such. (Wikipedia, 2010a)

3.2 Image analysis

A normal webcamera, like the one used in this project, projects the 3D world unto
a 2D plane. Determining the 3D location of a real world object from a single video
frame without prior knowledge is likely to be impossible. ere are, however, more
or less straightforward approaches to locating real world objects in 3D.
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Russell and Norvig (2003) list five different visual cues that can be used for restoring
3D information, either from a single or multiple frames:

Motion

e motion cue derives from the parallax idea; that objects that are closer move
faster. It requires motion to work, and the speed of the moving object (which could
be the camera itself ) needs to be known in order to get the depth value at an instance.
is means that it is not very useful for our purposes in this report.

Stereovision

Binocular stereopsis, or stereovision, uses two cameras with intersecting fields of
view, just like the human pair of eyes. Points with significant features, such as edges
and corners, are found in both frames. Features that are the same in both frames
are found in different positions. e disparity in the feature point’s location is used
to determine the z distance. If there are no distinct features on a surface then the
surface’s position will be unknown.

Texture

e idea behind the texture cue is that you have a repeated pattern, for example a
brick wall, which we can analyse for changes. In this case there are two aspects of
the pattern that give us information:

• e size of the pattern. e size is inversely proportional to the depth, and
thus the depth value can be derived. Playstation Move uses a variant of this
(Gamasutra, 2009). e light sphere is not a repeated pattern, but well a known
shape.

• e second aspect is the foreshortening of the texture. is aspect depends on
the angle of the texture surface to the line of sight, and with this knowledge we
can attain information about the surface’s orientation.
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Figure 3.2: A texture exhibiting strong foreshortening in the upper half. © Bridget
Riley 2010. All rights reserved. Courtesy Karsten Schubert, London. (Moore, 2007).

While the two earlier cues, motion and stereovision, do not require a lot of informa-
tion about the environment they have in common the need for more than one frame.
e texture cue, however, uses only one frame, butmakes a lot of assumptions or uses
a lot of information about the scene.

Shade

When drawing pictures you can get a good feeling of depth by shading the picture.
us it is apparent that shade has significance for our perception of depth. Deter-
mining depth, or shape, from shading is the inverse problem of lighting a scene with
reflecting surfaces, as done in computer graphics. However, given that we usually
don’t have as much information as in a 3D scene, a lot of simplifying assumptions
need to be made.

Contour

is method is concerned with what can be determined solely through lines. Just
like the shade cue this method employs a lot of assumptions. Given that we have
reduced the lines in a frame to only include those are that shape related, i.e. not lines
in textures or shadows, we know some combinations of line properties that are not
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physically possible. For simple shapes and scenes the line properties can be assigned
unambigiously, giving us all information we need to determine the shape.

3.3 Object Recognition

Even given a perfect 3D representation of the environment there is one more prob-
lem to solve in augmented reality applications. We need a way to keep track of the
augmented object’s position. Placing the object in the middle of the image won’t do
for realism; we need a reference point that we can identify and relate the object to.

Russell and Norvig (2003) assume recognition from a two-dimensional grayscale im-
age and suggests two different bases for recognition: brightness and feature. e
brightness-based method looks at the entire image. ere are several statistical and
machine learning algorithms developed for this kind of recognition, and it works
very well for applications like recognising faces or handwriting. For our purposes,
however, we are more interested in the feature-based recognition.

Feature-based recognition decreases the size of the problem domain by extracting
lines and edges from the image, and only using these. is also has the advantage of
being more stable in different light conditions.

If we can identify three points that span a plane in the 3Dmodel wewant to recognise,
and their corresponding positions in the image, there are only two possible transfor-
mations that give us the object’s pose in the image; the transformation we’re looking
for and a mirrored version of it. By applying these two transformations to the object
model and comparing the result to the image, it is possible verify which one is the
correct transformation.
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Augmented Reality and TAR

An augmented reality system is a system that combines real and virtual objects, is
interactive in real-time and is experienced in 3D.

ere are several challenges in properly integrating a virtual object in a real environ-
ment. I will bring up these:

• Location

• Occlusion

• Light

• Display

Some are related to the topic discussed in the previous chapter. In this chapter I will
put the topic of 3D scanning and image analysis into this new context.

An important aspect of augmented reality is the need for new interfaces. When
bringing interaction to a new domain the old desktop metaphor might not be ideal
anymore. Tangible Augmented Reality, TAR, deals with this issue.
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4.1 Challenges

When bringing virtual objects into reality there are severeal problems that need to
be solved. e virtual objects are not automatically affected by physical laws. Ideally
we would like the real and the virtual to affect each other, i.e. in terms of shadows,
light, position and movement. Here I will discuss several aspects that affect whether
we perceive the augmented reality as real.

Location

is is perhaps the most important aspect of augmented reality. In order to put an
artificial object in a real location we need to learn 3D properties about the location,
such as angles and position relative to the camera. In order to display the object
consistently we also need to use reference points which the object is placed relative
to. Both of these topics were discussed in the previous chapter.

Many augmented reality applications use special squaremarkers for reference points.
ese are designed to be easy to detect and calculate pose from. While they generally
provide stable tracking, it is often not desirable to introduce new physical objects to
the environment. erefore a lot of work has gone into using natural surfaces instead
of markers. Such methods use features such as edges, texture and curves that are
already available in the environment. (Hirose and Saito, 2005)

Both these visual approaches are sensitive to occlusion and different light conditions.
ere are partial solutions to this, such as the use of multi-marker boards, where a
set of markers are defined relative to each other. Only one of the markers needs to
be detected in order to know the positions of all markers. (Do and Lee, 2008)

Ultimately, however, if no reference point is in view, there is no knowledge about
position. Imagine a marker with a tall virtual tree placed on it. If the camera is tilted
upwards the marker will not be visible, and there is no way to view the tree top.

A possible solution to this is to use a different kind of sensor, such as a magnetic sen-
sor, inertial sensor or a GPS. is data tends to be less accurate, but in combination
with visual techniques new sets of problems may be solved. (Hirose and Saito, 2005)
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Occlusion Registration in Video-based Augmented Reality

Jiejie Zhu1∗ Zhigeng Pan1,2
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Abstract

Augmented Reality overlaps virtual objects on real world. It mixes
a real and virtual world which can generate more semantic mean-
ings than either one. To seamlessly merge virtual and real objects,
model registration is an important problem. This paper provides a
practical approach to do occlusion registration which is a key cue
for users to understand the scene. We apply our method to Video-
based Augmented Reality where detecting occlusion relationship
is challenging because virtual objects are simply superimposed on
images of real scenes. By estimating the dense depth of real objects
from stereo, results show our approach can efficiently and correctly
register virtual and real objects.

Keywords: Video-based AR, Epiporlar Geometry, Mixed Gaus-
sian, Stereo

1 Introduction

Augmented Reality (AR) is a new technology that overlays virtual
objects generated by computers on real world. It synthesizes real
world and virtual world to be one component which is observed by
sensing and display devices [Bajura et al. ]. This component bridges
real and virtual content in a new way which can be applied widely in
industrial areas such as medical surgery, military simulation, man-
ufactory, educational training, entertainment, digital culture, etc. .

Video-based Augmented Reality (VAR) featured by its low cost in
hardware is most widely used. VAR captures the real world by
video cameras and merge the scene images with virtual objects. An
important task to generate the synthesized scene is to align virtual
and real objects both geometrically and semantical.

Most of VARs simply superimpose virtual objects on scene video.
This makes real objects always be occluded by virtual ones. Such
incorrect occlusion often leads to uncomfortable situation where
observers are easily lost themselves in spatial sensing. Biologists
also find out that long time experience in such environment will
cause eye sickness and motion sickness. We show this problem in
Figure 1 where wrong occlusion relationship confuse users on the
real position of the hand, the cup and the oranges.

Occlusion detection in such VARs is challenging because only
sparse and non-stable cues such as features and edges can be ex-
tracted from video [Gordon et al. 2002] [Pang et al. 2006]. This pa-
per provides an efficient method to resolve occlusion registration in
VARs based on fast depth estimation. The depth is estimated from
matched pixels pairs from two cameras. To accelerate the speed,
we incorporate color quantization and sample pixels only on object
boundaries. To robustly calculate the matched pair, we introduce

∗e-mail: jjzhu@cs.uky.edu

(a) Real occlusion (b) Incorrect occlusion

Figure 1: Examples of incorrect occlusion in VAR.(a) is a real im-
age captured by camera in correct occlusion; (b) is a synthesized
image in wrong occlusion. In (b) two oranges and a cup are 3D
models. The hand is wrongly occluded by the cup. Given this im-
age, observers can not discern where the hand is actually located.

mixed Gaussian Kernels to the foreground objects. In addition, we
use Epipolar constrain to reduce the searching region from 2D to
1D. This constrain is calculated by non-linear error propagation of
data uncertainty with high accuracy.

The rest of this paper is organized as follows. Section 2 introduces
related works. Section 3 explains our approach of calculating fun-
damental matrix by uncertainty analysis. In section 4, a fast back-
ground subtraction algorithm is presented. Section 5 introduces
several operations related with object recognition and data cluster-
ing. Section 6 describes our experiment issues and present experi-
ment results. Section 7 concludes our approach.

2 Related Work

Occlusion among objects in real world is an important cue for peo-
ple understanding the scene. Most of methods take use of object
depth as the solution to register occlusion relationship. Biologi-
cal researchers find out that depth sensing in vision from 2D im-
ages relies on several specific cues. Howard summarized [Howard
and Rogers 1995] 10 different depth cues, and Bimber [Bimber and
Raskar 2005] thinks two of them, binocular disparity and binocular
convergence, are particularly important for human to create depth
map of a real scene. Results also show binocular convergence is
depended on physiological functions of human’s eye, which is dif-
ficult to simulate and detect by senors. As a consequence, VARs in-
corporating stereo (two cameras capture the scene simultaneously)
may only take use of disparity to build depth map of scene.

There are mainly two occlusion relationships: either the real object
is occluded by virtual ones or vice versa. The former happens in
VARs mostly because images of real scene are often regarded as
background and virtual objects are overlapped on them. The lat-
ter problem is also important for semantical interaction, such as
making real devices operating inside virtual objects. We introduce
several approaches to these problems.

Fuhrmann [Fuhrmann et al. ] creates 3D models of selected real
objects from captured images before using them to occlude virtual
objects. This method is simple and fast but can’t be applied in un-
known geometric structure such as outdoor AR systems or for nat-

Figure 4.1: Augmented cup incorrectly occluding hand in right image. (Zhu and Pan,
2008)

Occlusion is a problem not only for detecting reference points, but also for real ob-
jects occluding virtual objects in the background. Naively augmented objects always
occlude all real objects. To avoid this we, again, need additional 3D information
about the environment.

Constraints on this is both speed and precision. One attempt by Zhu and Pan (2008)
combines stereovision and background subtraction. Stereovision gives us depth in-
formation, while background subtraction reduces the area to analyse, and also results
in more precise edges.

Other attempts have beenmade e.g. using offline knowledge about the environment,
and refining edges with alpha clipping. (Klein and Drummond, 2004)

Light

In the previous chapter we discussed visual cues for perceiving depth cues. Shading
was one of them, and this is another feature we don’t get for free in augmented reality
systems.

e goal in this area would be both to find the correct lighting to be applied on the
augmented model, and to cast correct shadows on and from the object. Light reflec-
tions from the model is also desirable.
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Obviously, self-shadowing of the model can be done as usual. Shadows cast by the
model can also be computed normally, if we have some knowledge about the sur-
faces around it. However, both these require that the light conditions are known or
approximated to give realistic results.

ere are several methods for determining the light conditions in a scene, but most
of them are not suitable for real-time applications, and some have limitations such
as the viewing angle(Agusanto et al., 2003).(Bimber and Raskar, 2007)

Display

Even if we manage to perfectly integrate the virtual objects into reality, there is still
one more essential component to take into account. is is the actual viewing.

It is possible to use a simple set up with a cheap webcam mounted on a computer
display, facing the user. is gives a feeling similar to that of looking in the mirror.
Ideally, however, we would like to view the augmented reality system in exactly the
same way as we would reality.

e current approach to this is see-through HMDs, Head Mounted Displays. e
two types of HMDs available are optical and video see-through.

Video see-through HMDs put a display in front of the eyes of the users, and all vi-
sual perception is made via camera mounted on the back of the display. e optical
version, on the other hand, use a transparent optical combiner to project the virtual
objects, while allowing the user to view the real world directly. To be able to see the
projected objects the light from the real worldmust be filtered out under the position
of the object (Santos et al., 2008). (Azuma, 1997)

4.2 Tangible Augmented Reality

Among interaction researchers tangible user interfaces, TUI, has been a concept for a
very long time. TAR is the combination of AR and TUI.e goal is to findmetaphors
and methods of interaction that are intuitive for augmented reality programs, which
can replace the desktop metaphor of the mouse pointer and drag and drop.
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In this section I will list some of the new metaphors and methods that have been
thought of:

Paddle is a marker with a handle, where you can pick up objects from the surface,
or tilt the paddle to let it slide off. (Ha and Woo, 2010)

Cup involves a physical transparent cup with a marker on top. Objects are selected
by placing the cup on top of the item. e item is selected until the cup is lifted
off. (Ha and Woo, 2010)

Cube has the form of a dice, with markers on each side. You grip the cube directly.
Selection is made through intersecting the desired object for a set amount of
time. Deselecting is done by covering all the markers for a short while. (Ha
and Woo, 2010)

ExPaddle can be regarded as an extension of the paddle. e expaddle features a
real sphere and cube with markers, which are overlaid by virtual versions, and
a handle with twomouse buttons. Selection is performed in the rather familiar
way of letting the sphere intersect with the object and then pressing a button.
e object is deselected when the button is released. (Ha and Woo, 2010)
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Figure 4.2: e expaddle as seen with (right) and without (left) augmentations. (Ha
and Woo, 2010)

Occlusion interaction is an entire set of different tools that take advantage ofmulti-
marker detection. e markers have known relations to each other, so if one
marker is visible, positions of all the other markers are as well. rough this
you can also determine which marker is occluded, and take an action based
on that information. One example of such a tool is the menubar in Lee et al.
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(2004), where you can choose between different items on a row, and through
occluding arrows scroll the list of items.

visual feedback (middle row). The last image shows a user 
operating the menu bar with the marker plate instead of his/her 
fingers. 

 

 
Figure 8: Tangible AR menu bar 

Using a 2D grid of markers, a Tangible AR board game 
application (see Figure 9) was built where users can drag and drop 
virtual objects over the board. The tip point of the blob of 
occluded markers (colored in green),  was found by a simple 
heuristic method, looking for the top left occluded marker. 
Objects were selected and dropped by using time out constraints. 
Occluded markers were drawn in a semi-transparent fashion to 
allow users to see their hands together with the virtual objects on 
the board. 

 
Figure 9: Tangible AR board game 

In addition to these applications, occlusion based interaction 
technique could be applied to a wide variety of useful interfaces. 
For example, sliders could be modified to represent wheels for 
scrolling tasks and controlling single axis rotations. Menu bars 
could also be extended into hierarchical menus by grouping a 
number of menu bars. Through other modifications of the 
Tangible AR board, we can also build an alphanumeric keypad or 
a simple calculator (see Figure 10). 

 
Figure 10: Tangible AR calculator and tic-tac-toe game 

A 2D grid of markers can also be used without the tip point 
detections. Figure 11 shows a simple game in which users can 
push the virtual balls with their bare hands. A vector field flowing 
from the occluded region to the non-occluded is calculated (drawn 
in red lines) and the ball movements are accelerated according to 
this vector field. 

 
Figure 11: Pushing the virtual balls with occlusion based 

interaction. 

6 Discussion 
Informal user studies with various applications revealed that 
occlusion based interaction methods were simple, intuitive and 
natural to use within the Tangible AR environment. 

We gathered user comments from 6 subjects on using the 
Tangible AR menu bar application. On a 7-scale (0~6) 
questionnaire about how easy it was to learn and use, most users 
gave high scores, average of 5.6 ( =0.55) for learning and 5 
( =0.7) for ease using. 

The ball pushing game, the tic-tac-toe (see Figure 10) and the 
Tangible AR calculator were demonstrated on a public. More than 
100 peoples tried them and gave positive feedbacks on its ease 
learn and use. 

Some of the early users reported feeling odd with the virtual 
objects drawn over their hands, especially on the 2D grid of 
markers. In order to reduce this problem, the virtual objects on the 
occluded markers were drawn in a semi-transparent style. 

The most notable strength of occlusion based interaction is 
naturalness. Users in Tangible AR environments can interact with 
virtual objects using real world physical objects, touching, 
holding, and manipulating them directly with their hands [Kato et 
al. 2001]. Occlusion based interaction provides a natural and 
intuitive way for 2D interaction by building on touching or 
pointing actions that are naturally used in our every day lives. 

The naturalness of the interaction is enhanced by allowing the use 
of bare hands for interaction in comparison to other approaches 
[Dias et al. 2003; Feiner et al. 1993; Geiger et al. 2003]. The users 
of occlusion based interface are not required to wear or hold 
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Figure 4.3: A menubar with scroll functionality, and a paddle-like instrument for
showing the selection in the back. (Lee et al., 2004)

rough AR we can interact with virtual objects in a wide variety of new ways. Here
we have the freedom to choose if we wish to use physical laws to help make intuitive
interfaces, or ignore them, to make use of the strengths in doing so.

e first four of these tools were evaluated by Ha and Woo (2010). e conclusion
of the evaluation includes interesting points, such as the comfort level of holding the
tools, waiting for reaction and holding down buttons. Overall, the expaddle seemed
to be the favourite in this test because of its immediate interaction and the comfort
of a handle, but it did get negative remarks for the button handling.

4.3 3DARModeler

I will conclude this chapter and the background part by looking at a project similar
to my own, made by Do and Lee (2008). ere are other projects touching the same
area, but I believe this one is the most closely related.

e 3DARModeler is a 3D modeler based on AR with a CSG-like interaction; it al-
lows users to combine geometric primitives with boolean operations. e user in-
terface is a combination of traditional keyboard and mouse interaction, voice recog-
nition and TAR.
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inconvenient for the users but it ensures that no 
misunderstanding occurs. 

!" !#$%#$&'()*#+,-'(#*.,)/'01234.-'.+')'5)*63*').'7,$.#83'
Normally, in marker based systems, each marker is fixed to 

a predefined virtual object. This means that the number of 
markers is proportional to the number of virtual objects 
whereas the users often work with one object at a time. 
Therefore, the system allows selecting any built-in primitive 
objects to attach to a marker at runtime (Fig. 3.a). The users 
can also browse VRML/3DSMax files on their local 
computers and attach them to the object marker (Fig. 3.b). 
With this feature, objects created by other systems can be 
easily reused. 

 

 
(a) 

 
(b) 

 
(c) 

Fig. 3 Attaching virtual objects to the object marker at runtime, (a) a 
built-in object, (b) an imported VRML object, (c) primitive objects 

 
Currently, the 3DARModeler supports eight types of built-

in primitive objects: spheres, cubes, cylinders, cones, 
triangular prisms, tori, tetrahedrons, and square pyramids (Fig. 
3.c). However, with scaling operations on geometry, users can 
create other geometries such as ellipsoids, cuboids, planes, 
and lines. These primitive objects are enough to make most 
models.   

By implementing this feature, we reduce the number of 
markers and make the system flexible and powerful. If the 

users do not like the built-in objects, they can use their own 
objects (VRML/3DSMax files) to create models effectively. 
The users can benefit from this as they do not need to 
remember which marker to use with a specific object. 

9" 9,-.+8#:#$&'01234.;-'<..*#1,.3-'=#.>'?%#.#$&'5)*63*-'
After created, an object should be customizable to 

constitute various models. Therefore, operations such as 
translating, rotating, scaling, sizing, coloring and texture 
mapping are provided. The required operation and active axis 
can be selected from the toolbar or the menu system (Fig. 4).  

 

 
Fig. 4 Customizing Object’s Attributes 

 
Because with each operation the users should be able to 

increase or decrease the value of a certain attribute, two 
markers are used. Whenever these markers are visible to the 
camera, the operation is applied. The value of the attribute is 
displayed on the markers (Fig. 4). The users can intuitively 
observe the change of an attribute and terminate this progress 
by hiding the markers when the value reaches to an expected 
number. The speed of how fast the value should change can 
be determined by 5 levels (from 1 to 5 on the toolbar in the 
Fig. 4). Thanks to this, any refinement changes may be made 
to build precise models.   

Texture mapping is a crucial technique in creating realistic 
3D models. Without texture mapping the models would not be 
aesthetically pleasing. It not only increases the realistic level 
but also reduces the effort in modeling the real world. That is 
why special attention to this technique is paid in the 
3DARModeler.  

All the primitive geometries are redefined with the texture 
ability because by default OpenGL does not determine any 
method of texturing for those objects. So that, the users can 
browse common image formats such as .jpg, .bmp, .gif, .jpeg, 
.ico, .emf, .wmf, at any size and apply them to individual 
objects using the mipmaping technique. Fig. 5 shows two 
models of the earth and a house with textures. Customizing 
objects’ attributes is an intuitive interaction technique of the 
3DARModeler. The users can create a precise model 
intuitively as they can see the change of any attributes while 
modifying them. 
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Figure 4.4: Creating a new object in 3DARModeler (Do and Lee, 2008)

e keyboard and mouse are used for selecting different tools in a normal menu
bar that appears on the screen. Optionally, these operations can be done with voice
recognition, or even by using an augmented menu and the selection tool described
below.

e TAR part of the interface consists of five different markers:

• A multi-marker board used for the workspace.

• Apaddle-likemarker used for creating and placing newobjects on theworkspace.

• A marker with a virtual pointer for selecting objects. is tool needs to inter-
sect an objects hotspot for three seconds to have effect.

• Two editing markers used for decreasing and increasing different values de-
pending on which tool is selected. ese take effect as soon as they are de-
tected by the camera.

Other interesting features in this project include importing existing models, a snap
to grid-like systemwhich allowsmore exact modeling, manual alignment of shadows
and drawing animation paths.
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Fig. 14 3DARModeler versus 3Ds Max 

All the participants expressed their interest in the proposed 
3DARModeler. They especially appreciated the ability of 
component alignment feature as mentioned in the Section 5.E. 
However, they also gave some comments for the future work. 
In some cases they preferred directly entering values in a 
textbox for object’s attributes than using the editing markers. 
Using hot keys is also a good idea. Some other features should 
be provided such as Boolean operations, blending a certain 
color of textures, etc.  

 

   
(b)       (c) 

Fig. 15 Some models created by users (a) a swimming pool, (b) a 
church (c) a tower 

Some participants were so interested in our system that they 
asked for a copy of the 3DARModeler to install on their 
computer. Later they sent us some models. We were very 
surprised at their work. Fig. 14 shows some of them. All the 
models were created purely by the 3DARModeler without 
importing any VRML or 3Ds files. And in Fig. 15, we finally 
used some models to construct a villa containing 5 groups: a 
house, a tower, a swimming pool, a tennis court and a fence. 

VII. CONCLUSION AND FUTURE WORK 
In this paper, a comprehensive approach and various 

techniques for developing a 3D modeling system in AR are 
described. The primary advantage of using augmented reality 
in this modeling system is that the users are able to create 3D 
models as if they were doing in the real world. Interesting and 
easy-to-use are the other advantages of the system. Setup tasks 
are simple too. Just run a setup file, print all the marker in the 
Pattern folder, then turn on a camera, the users can at once 
work with the AR environment to create 3D models without a 

lot of computer skills and training. Neither further libraries 
nor hardware devices are required. We hope that AR systems 
will be utilized more by a variety of users. 

 

 
Fig. 16 The model of a villa 

With regard to 3D modeling in Augmented Reality, we 
have made the following contributions: 

 The 3DARModeler brings the conventional and natural 
way of 3D modeling to Augmented Reality. The users 
can create a complex model by assembling primitive 
geometries and grouping them to form a unified object.       

 The 3DARModeler combines the tangible interaction 
approach with the traditional interaction and speech 
recognition to improve the usability of the system. 

 The 3DARModeler provides a flexible method of 
adding a new part to a model. The users can use built-
in objects or import their own objects (VRML/3DsMax 
files) to create a model.  The system can realize the 
position where users intend to put a new part and give 
appropriate suggestions. 

 The 3DARModeler allows users to customize objects’ 
attributes in an intuitive and accurate way which is 
similar to how humans think and act in the real world.  

 The 3DARModeler provides a new way of selecting, 
copying, moving, pasting and deleting 3D objects in 
augmented reality. 

 The 3DARModeler introduces a simple but natural way 
of making animation in Augmented Reality. 

 The 3DARModeler implements simple but effective 
method for real light source estimation. 

With the 3DARModeler, the users are able to quickly 
design prototypes, models and conveniently express their 
ideas. The system can also be used in some scenarios like 
furniture arrangement, color and texture customization to meet 
user’s specific needs. 

The 3DARModeler may also be extended or modified to 
meet other purposes. An example idea is that it can be used to 
create books like the BlackMagic Book [15]. 3D contents 
should be created by the 3DARModeler or VRML/3D Studio 
Max then added to the main cardboard. Four button (First, 
Previos, Next, and Last) would be available for the users to 
navigate the books. Each book would be stored in a file and 
the main cardboard would display its contents 

However, regarding a 3D modeling system, the 
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Figure 4.5: A model of a villa, created entirely in 3DARModeler. (Do and Lee, 2008)



Part II

Implementation





Chapter 5

An Augmented Reality 3D Modeler

I will start off this part with a general description of my project. Here I will highlight
and explain some of the choices I have made, regarding for example representation,
tools and functionality. In the two next chapters I will then proceed to detail the
implementation of the most influential choices.

5.1 Augmented Reality System

One goal was to make the project accessible in terms of cost. Expensive equipment
such as HMDs and depth sensors were therefore quickly disregarded. A webcam,
however, is a device most people already own.

e idea at first was to use a combination of markers and stereovision. e markers
would be used for augmenting the virtual model, while stereovision would give 3D
information on a real tool, such as a pencil or even a hand, that could be used to
manipulate the model. e combinations of these two techniques have been tried
successfully in Kanbara et al. (2002). As interesting as this might have been, the
approach was abandoned here because of the requirements on stability and accuracy
of the stereovision calculations and the limited scope of this project.

A system based solely on markers was chosen instead. is has the additional advan-
tage that only one webcam is needed, which is consistent with the goal of accessibil-
ity. emarkers are generated and detected with the help of ARToolKit. ARToolKit’s
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marker calculations are described in the next chapter, alongwith information on how
it’s used in this project.

e webcam in this project is assumed to be positioned on top of the computer dis-
play, facing the user. erefore the video and interaction is mirrored.

5.2 Tools

In my project I have used five different markers. e first one is the board on which
the model is drawn, and the other four are related to the tools.

emodel marker consists of only onemarker, in contrast to themulti-marker board
used in 3DARModeler, described in the previous chapter. With amulti-marker board
the system is less susceptible to occlusion and changing light conditions. However,
the multi-marker boards are often rather big and thus inconvenient to move around.
In this project the occlusion problem is avoided through the use of virtual tools that
extend beyond the marker.

e four tool markers are grouped into two tools; one for adding and one for sub-
tracting volume. Each tool then has two markers, one marker unto which a virtual
tool with a hotspot is drawn, and one which is used to activate or deactivate the tool
functionality. e tool is active when the latter marker is visible and vice versa. is
relates to the occlusion interaction discussed in the previous chapter.

e evaluation by Ha and Woo (2010) was helpful in deciding the shape and func-
tionality of the tools. All tools in the evaluation, save the expaddle (described in
the previous chapter), involved some sort of delay in interactivity, to avoid mistakes.
Since the expaddle got positive remarks regarding speed and ease of use, it can be
assumed that an instant interaction feature is desirable. However, the expaddle also
got negative remarks, regarding the difficulty of pushing and holding a button in the
air.

To address this the buttons in this project are markers themselves. Pushing the but-
tons is performed by simply covering them, and thus no amount of strength or force
needs to be applied. e choice of letting a visible marker mean active was made to
ensure that drawing or erasing was not performed due to failure in marker detection.
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Figure 5.1: e five markers. e volume adding tool to the left, the model marker
in the middle, and the volume removing tool to the right. S and C are activation
markers.

5.3 Representation

When the project started it was not decided what kind of interaction would be used.
CSG had already been tried, so it would be more interesting to do something else,
preferably that was similar to how you would create three-dimensional objects in
reality.

is lead to the sculpting metaphor. To perform sculpting you need to be able to add
and remove volume in a flexible way. us the voxel representation was used. e
implementation of this is described in more detail in chapter 7.

A polygon based model was used in early versions of the program, during the testing
of tools. e vertices of the model could be selected and moved to modify the shape.
It worked well, but required a level of precision which was hard to achieve with the
tool I used. is will be discussed further in chapter 8.
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(a) An early version of the program, where interaction con-
sisted of dragging polygon vertices to new positions

(b) e current volume-based representation

Figure 5.2



Chapter 6

ARToolKit

ARTK is a toolkit for creating augmented reality applications, originally developed at
HITLab at University of Washington by Hirokazu Kato 1999. It provides support for
tracking single and multiple object markers, as well as basic functions for fetching
and drawing video frames with corrections based on a camera calibration file. It also
contains utilities for creating new marker templates and calculating camera calibra-
tion. e toolkit is very popular and has been ported to a lot of different platforms.
(Wikipedia, 2010c; ARToolKit, a)

6.1 Marker Detection and Identification

ARTK uses square markers of known size, with a black border surrounding an arbi-
trary picture. e picture is used for identifying the specific marker using template
matching. A new template can easily be created with the help of a utility program
contained in ARTK. e output template file can then be used in a new AR applica-
tion. (ARToolKit, c)

emarkers are detected and identified in several steps. In the first step, thresholding
is applied to the captured frame to convert it into a binary image based on pixel
brightness. In this new image, all regions around which four lines can be fitted are
found. ese regions are then normalised with a perspective transformation matrix,
obtained through solving equations for the transformation of position from marker
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coordinates to screen coordinates for the four square vertices. (Kato and Billinghurst,
1999)

Marker Coordinates

Camera coordinates

Screen coordinates

P

T

Figure 6.1: e three coordinate systems. Projection Matrix P is known, as are the
marker corners’ positions in the screen and marker coordinates. Transformation
matrix T is wanted.

e normalised regions are then compared to given template files. A transforma-
tion matrix is calculated using the best match for each marker. e rotation part
of the matrix consists of two perpendicular unit vectors obtained from two edges
of the marker, and a third vector that is the cross product of the two earlier. Using
this information and the camera’s perspective projection, the entire transformation
equation can be solved. (Kato and Billinghurst, 1999)

e camera’s perspective projection matrix is obtained through camera calibration.
ARTK provides two utilities for this means. e utilities are run beforehand and pro-
vide information on the camera’s center point, focal length and lens distortion.(ARToolKit,
b)
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e result of these calculations is a transformationmatrix that give us camera relative
coordinates from local marker coordinates, as well as information on exactly which
marker has been found. Later we will also want to know themarkers position relative
to each other. is is the subject of section 6.2.

6.2 Integration

In this project ARTK handles video, marker detection and drawing of the video
frame. For each iteration in the main loop a new camera frame is fetched and trans-
formation matrices of all visible markers are calculated. e data models are then
updated based on information from ARTKs marker detection output. When all such
updates are done the scene is drawn. ARTK is responsible for drawing the camera
frame, because it also corrects the camera frame based on the calibration parameters,
in the same call.

is section will bring up two topics. e first topic pertains to the frame drawing
functionality in ARTK, which was found to be inefficient. e second topic concerns
the fact that we are not only interested in the markers coordinates relative to the
camera. In the case of the toolmarkers we are also interested in their position relative
to the model marker.

Performance Issue for Horizontal Flip

Because the camera in this project is assumed to face the user, the drawn scene must
be flipped in order to provide natural interaction. Functionality for this is built into
ARTK, but has very poor performance. Using a built-in iSight serving frames at a
rate of around fifteen frames per seconds the frame rate went down with 50% when
using ARTKs flipping routines.

For this project the problem was fixed in ARTKs frame drawing function by adding
a new flag to the toolkit. is flipping use an OpenGL transformation, and therefore
puts the load on the GPU, instead of the CPU. Using this method the frame rate
returned to max capacity for the camera.
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Change of Coordinate Systems

As described in the previous chapter, each tool has two markers. If both these mark-
ers are visible, an action should be performed. e action should be performed on
the model, but the tool’s hotspot is given in the tool marker’s coordinate system,
while the model voxels have positions relative to the model marker. To handle this,
transformation matrices from tool marker coordinates to model marker coordinates
is calculated.

is is done in two steps. First the transformation matrix for the tool is applied
to bring it to camera coordinates. e second step uses the inverse transformation
matrix for the model marker to bring the tool from camera coordinates to model
marker coordinates.

e transformation matrix for the model is a 4x4 matrix. Inverting the matrix could
be done through use of formulas derived from gaussian elimination, as taught in the
linear algebra courses. However, in the case of transformation matrices those for-
mulas contain a great deal of redundancy. e first observation is that this particular
transformation matrix is a multiplication of a translation matrix and a rotation ma-
trix. e inverse matrix would be a matrix that performs the inverse of these two
operations in the opposite order.

T× R =


   Tx

   Ty

   Tz

   

×


R, R, R, 
R, R, R, 
R, R, R, 
   



=


R, R, R, Tx

R, R, R, Ty

R, R, R, Tz

   

 = TransformationMatrix (6.1)
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(T× R)− = R−T− =


R, R, R, 
R, R, R, 
R, R, R, 
   

×


   −Tx

   −Ty

   −Tz

   



=


R, R, R, R · −T
R, R, R, R · −T
R, R, R, R · −T
   


= InverseTransformationMatrix (6.2)

It can quickly be concluded that the fourth row is unaffacted by the transformations,
and also stays the same in the inverse matrix. It is also clear that the rotation part of
the transformation is not affected by the translation, so this part can be regarded as a
separate 3x3 matrix. A rotation matrix is orthonormal, so the inverse of the rotation
part is equal to its transpose.

e translation, however, is affected by the rotation. e inverse translation matrix
is easy to find, it is simply the original translation negated. e translation fields in
the final matrix, however, are obtained through multiplication with the transposed
rotation matrix. Since all fields except the three for translation won’t be affected
by this multiplication, this multiplication is only calculated partially; for those three
fields.

Mulitplying this inverse matrix with the tool hotspot coordinates in camera coordi-
nates gives the position relative to the model marker. e next thing to do is to draw
voxels in this spot. ese voxels will then be visualised with the marching cubes
algorithm, which is the topic of the next chapter.





Chapter 7

Marching Cubes

Marching cubes is a an algorithm developed by Lorensen and Cline (1987). e
purpose of the algorithm is to efficiently polygonise a scalar field, such as the volume
data in this project. It is often used for medical visualisations, but since the model in
my project is also represented by voxels, the algorithm suits my needs perfectly.

7.1 Lookup Tables for Triangulation

e principle of marching cubes is simple. If one of two neighbouring voxels is above
a surface and the other is below, then a vertex for drawing the surface should be
placed between them.

e algorithm takes an isolevel (a value which determines which values are within
the surface that will be calculated) and eight pieces of volume data as input. e
volume data is used to form corners in a cube. Each corner and edge of the cube
is enumerated as given by figure 7.1. e numbers, as we shall see, will be used to
construct lookup tables.

e value of each corner is compared to the provided isolevel. If the value is greater
than the isolevel, then the corner is above the isosurface, if not then it is below. From
this information an eight bit table index is constructed. e corners each represent
one bit in the index. e bit is set to one if the corner is above the surface, and 0 if it
is below.
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Figure 7.1

e index will now represent one of the 256 different cases that appear. In principle
the result of each of these cases could be calculated through conditional statements
each time, but for efficiency and convenience marching cubes instead uses lookup
tables.

e first of these lookup tables is the edge table. Using the index derived from infor-
mation on the eight corners, this table gives us a new twelve bit number. e twelve
bits each represent one of the edges in the cube. e bit is set to one if a vertex is
to be placed on the edge. e exact position of the vertex could either be set to the
middle of the edge, or be interpolated over the edge more accurately by using the
isovalue of the two neighouring voxels.

e resulting vertices are put into an array with twelve posts. e index of the vertex
corresponds to the number of the edge on which it is placed. is list then needs
to be assembled into triangles to be passed to OpenGL. For this purpose another
lookup table called the triangle table is used.

e triangle table is indexed with the same eight bit number as the edge table. From
this table we get a list of numbers that correspond to edges. e order and grouping
of these numbers is what is important here. Every group of three numbers indexes
the vertex list and forms a triangle, with winding as specified by the order of the edge
numbers.
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In the implementation used in this project, the number of triangles per cube varies
from zero to five. erefore the output of the algorithm is not only the list of triangles,
but also the number of triangles it contains.

7.2 Normals

e implementation in this project is based on the code written by Bourke (1994)
ere are several cases of code redundancy in this version, which the author also
states. Most important, however, is that it lacks normal calculations. A modification
of the code was made to account for this.

Per vertex normals can be calculated from the gradient value of each vertex. e
gradient value is calculated separately in the x, y and z direction, using central differ-
ences, as described in Lorensen and Cline (1987). e result is a gradient vector. For
each surface vertex found, this vector is interpolated in the same way as the position.
By normalising the result a vertex normal is acquired.

In this project a simple shader is also applied to derive per pixel normals.

Special case

In some cases the gradient is 0 in x, y and z directions. If two corners have a zero-
length gradient vector, and the edge between them contains a vertex, then the normal
of this vertex will be zero-length. In this case the normal is set to the arbitrarily
chosen vector (, , ).

1 0

0

0

01

1

1

Figure 7.2: A 2D example of when two points (in the middle) have a zero-length
gradient vector.
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Result





Chapter 8

Discussion

In this chapter I will discuss the result in terms of user experience and performance.
While the result is quite satisfying, there are still a lot of things that could be done.
In the last section I will discuss what features I think are most interesting to look at
for future work.

Describing the resulting application is embarrassingly easy; a good indication that
the goal of ease of use has been reached. When the user starts the application you
get a configuration dialog inwhich the user can choose camera and tweak parameters
such as brightness and contrast of the video stream. Once this is done the user is in-
troduced to the main application window: a window which shows the video stream.
e user can immediately start creating yourmodel with the volume adding tool, and
correct it with the volume removing tool. By turning and moving the model marker
you can zoom in and look at the model from different angles. e only things the
user needs to keep in mind is to make sure the model marker and the active tool
markers are in view.

8.1 Interaction

e tools and markers in this project work very well in many regards. ey are easy
and intuitive to use, respond quickly, and are available to all users who have access
to a printer. Another important feature is that the tools can be used with only one
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Figure 8.1: Working on a deliciously fluffy star.

hand, which means you can turn the model marker or adjust something on the com-
puter while you are working. ere are however also a few aspects which could be
improved.

Angle of tools

In their current form you need to let one specific side of the tool marker board face
the camera, which means you need to turn the tool upside down if you want to work
from the left side. is is easily solved by adding markers on the back as well. at
would enable us to double the angles from which we can detect markers. We would,
however, still have problems if the board is too heavily slanted.

Looking at the evaluation by Ha and Woo (2010) they used cubes with markers on
each side to solve this problem. is could be done here too, but the solution be-
comes more complicated due to the activation marker. e activation marker needs
not only to be visible, but also to be placed in a way such that it can quickly and
convienently be covered.
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If youmake cubes out of bothmarkers then bothwill have to bemounted on the same
handle. To cover the activation marker you would then have to move your fingers
either forward or backward along that handle. is movement feels very unfamiliar
and inconvenient.

Several solutions have been thought of, but they each fall in one of two categories
that compromise either the goal of the tool being easily available, or that it should be
possible to use with only one hand.

Examples in the first category include scrapping the marker and using a signal like a
LED or a bluetooth device instead. You could also add mechanical parts to the tool
which would allow the marker to turn with the handle, or flip with a button.

In the second category the placement of the marker becomes unimportant. It could
be separate from the tool, as the increase/decrease markers used by 3DARModeler
(Do and Lee, 2008), or on the tool, but in a position that does not enable covering by
the same hand that holds the tool.

eremay still be something to gain from putting the primary tool marker on a cube,
but complete freedom of angle is not easily achieved within the goals of the project.

Precision

Another issue that will appear when you want to use the tool to make beautiful and
detailed models is that there is currently no way to resize or reshape the brush. Cur-
rently the tool is cube-shaped (althoughmarching cubesmakes it slightly round)with
a size equal to the diameter of the hotspot circle.

is sort of thing could of course easily be implemented for mouse and keyboard,
but preferably I would like to keep the interaction to the augmented reality space
as much as possible, since I personally find it inconvenient to change context. Do
and Lee (2008) found that keyboard and mouse interaction was most efficient out
of the options they provided. erefore I will not consider those options (separate
increase/decrease markers and voice recognition).

One possible solution is to add another state-changing marker to the tool. at
would give us the ability to choose between four different states: active, increase
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size, decrease size and inactive. Placing the new marker in a way such that it is easy
to occlude either or both in a convenient way could, however, prove a challenge.

Considering also that you need to be able to see your marker and navigate properly
in 3D space, perhaps it is not the tool size that should be variable, but rather the
model size. Adding two markers to the model marker would not only give more
stable tracking of the model, but is also more convenient because the fourth state,
inactive, is not needed (we would never want to inactivate the model), and thus no
more than one marker need be occluded at a time.

Detection

ARToolKit’s marker detectionworks extremely well in normal light conditions on the
built-in iSight webcam used in this project. In different light conditions and using
different cameras the result varies. e problem of the tool markers occluding the
model marker is also not entirely solved, and the activation marker is sometimes a
source of frustration, as you seldom remember to keep it within the camera frame.

In dark environments markers are not detected. If you turn on a lamp to address
this you will instead have problems with shadows. is is especially serious because
you are likely to have lamp above you, and the activation marker is located under
your thumb. Perhaps a partial solution to this lies in ARToolKitPlus, an extension to
ARToolKit, which uses automatic thresholding.

I use rather small markers on the tools. It works well on the iSight, but when using a
webcam with lower image quality it struggles a lot with all markers, even the model
marker.

e model marker is also somewhat of an issue. When drawing in the middle of
the working are the tool marker is likely to occlude the model marker. is is easily
solved by making a multi-marker board, at the cost of a larger model marker board,
or extending the virtual tool further, and thus making the activation marker even
more susceptible to being moved out of frame.
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A B C

D G F
Figure 8.2: An example multi-marker board bundled with ARToolkit

Navigation

A primary goal of the project was to make 3D navigation easier. I do believe this goal
is achieved, but there is still more to do, even in this aspect. Just like when you’re
looking in the mirror, your sense of depth is still slightly awkward. is could be
solved with a HMD (see section 4.1), but, again, then the user would have to acquire
expensive equipment. We could, however gain something by looking at some of the
other areas of research described in section 4.1. For example, simply implementing
shadows will probably give us a much better idea of our 3D position.

8.2 Performance

With a built-in iSight on aMacbook Pro I get a frame rate at about 10-18 fps. e bot-
tleneck is likely to be the camera itself. Using another camera I consistently achieve
30 fps. However, these frame rates are measured with a resolution of  voxels.
With a higher resolution the frame rate quickly drops.

In this version of the application, the marching cubes algorithm is run on the entire
voxel field every frame. is is certainly not necessary. We could very well run it once
and store the results in an adequate data structure, and only recalculate the areas that
are modified by the tool in that frame.
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8.3 Future Work

In this AR 3D modeling project the most important points in order to make it truly
useful is to further improve the sense of depth and precision. e first step in adding
sense of depth would be to implement shadows. Precision may be gained in several
different ways. As discussed in section 8.1 we need to be able to change the size of
the brush, but there are also other features that could help in this area. For example
a snap-to-grid sort of system, something to help drawing straight lines and perhaps
adding primitives; features we could find in the project by Do and Lee (2008). An-
other feature that would be beneficial in this context is to add texture drawing.

It would also be interesting to see what happens if we drop the low-cost goal and
target professional 3D creators. Could they, too, benefit from this kind of interaction?
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