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Abstract 
Planet rendering plays an important role in universe visualization and geographic visualization. The 
recent tools and methods allow better data acquisition, usually with very high resolution. However in 
computer graphics, there is always the limitation on the resolution of geometry and texture due to 
numerical imprecision. Not many applications can handle high resolution data effectively. 
This thesis introduces, Implicit Surface Scene, a level of detail scene management inspired by dynamic 
coordinate system and SCALEGRAPH™ which change over time depending on the current camera 
position relative to the planet surface. Our method is integrated into Uniview and allows Uniview to 
render high resolution planet geometry with dynamic texture composition and with a surface 
positioning system that does not suffer from precision issue. 
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1 Introduction 
This master thesis project has been carried out as the final part during the second year of a Master of 
Science Programme in Advanced Computer Graphics at Linköping University, Sweden.   
1.1 Project Background 
The idea of this project was originated and inspired by the recent publication by Mark W. Powell et al[1] 
which focuses on extracting and rendering geometry from stereo images acquired from the NASA Mars 
Exploration Rovers. These works have inspired us to simulate the experiences of Rover operations on 
the Mars surface and also to create the feeling of walking on Mars in planetariums and in the other 
interactive environments.  
Almost every part of this project has been carried out at SCISS AB in Stockholm, as this work is an 
enhancement to Uniview, the product of SCISS AB, which is one of the most well known interactive 
astronomical visualization software systems, currently integrated to many planetariums around the 
world. The software allows 3D visualization and seamless navigation of the universe from the remote 
galaxies down to the surface of planets by using the underlying technology called SCALEGRAPH™. 
1.2 Purpose 
The goal of this project is to be able to render the surface of Mars using very high resolution data from 
the Mars Rovers stereo images obtained during the recent years. Also the capability to place small 
objects on the surface of Mars is needed to render the animated mesh on the surface in the future 
product.  
As the entire goal cannot fit within the 1 semester time period for the master’s thesis project, only some 
parts are used to define the scope of this project. In order to move Uniview toward the goal, the planet 
rendering and object positioning systems must be either implemented or enhanced in the current 
version of Uniview for the foundation to further enhancements. 
The list of features to be implemented in this project was therefore as follows: 

- Floating point precision issue on planet surface 
- Object placement on the planet surface 
- Dynamic high resolution texture and height map management 

1.3 Report Overview 
The structure of this report is described in this section. The report contains 5 chapters. This first chapter 
introduces the project background, project motivation, goals of this project, project scope, and the 
structure of this report. 
In chapter 2, background information and the previous works related to the problems stated above are 
described. The chapter begins by looking at the system of Uniview to give the reader enough 
information to understand the application used as the baseline for this project. Then the basic 
information about floating point number and the standard used in today computers are described to 
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point out the problem with numerical precision that this project is trying to solve. The chapter ends with 
the previous works related to planet rendering and high resolution texture mapping.  
Chapter 3 and chapter 4 present our contributions. The explanation of our methods and implementation 
details on Implicit Surface Scene, the surface positioner, image tree system, texture creation, caching 
and memory management are discussed. Finally, results, discussion, conclusions and possible future 
work are presented in chapter 5. 
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2 Background and Related Works 
2.1 Uniview 
Uniview is astronomical visualization software that works in fully interactive mode and gives the most 
appealing view of the universe among the current planetarium rendering software. In addition to the 
interactive mode, it is also capable of producing high quality offline multimedia presentation of the 
universe. 
Because objects in the universe are at the different scales, from a few kilometers on a planet surface to 
millions of light years between the stars in other galaxies, naïve positioning systems suffer from 
precision errors when floating point numbers are used. In order to precisely represent position and 
orientation of objects on massive scales, extra care must be taken with the numerical precision. To 
remedy this problem, Uniview uses a SCISS AB proprietary scene graph, called SCALEGRAPH™, as the 
core data structure to manage and store spatial information for objects in the entire universe. The 
current scene graph system can handle the placement of planets and other objects in the universe 
correctly. However there is a case of positioning an object close to planet surface, where the planet 
radius is relatively large compared to the required smallest amount of difference between object 
positions or epsilon. The single precision floating point system which is currently used in most graphics 
software and hardware cannot handle this case properly.  
2.2 Floating Point Precision 
IEEE 754 [2] single precision binary format defines the representation of a real number as a 32 bit 
floating point number. The 32 bit data are composed of 1 sign bit, 8 exponent bits and 23 fraction bits. 
The real number being represented in this format can be evaluated by the following equation. 

 ��������	
����	 = −1���� × 1 + ����2��
��

��	
� × 2
��	�� (1)  

Since the second term in equation (1) always greater than 1, the last term implies that the smaller value 
of exponent bits the better in term of granularity. For example, to represent a large value, exponential 
value becomes larger and results in lower precision. In the other words, floating point numbers have 
better granularity in small numbers. 
Consider the following IEEE 754 single precision binary format representation of a position on surface of 
a planet with radius 6372km in Cartesian coordinate system [�,�, �] in corresponding to the same 
position in the Spherical coordinate system [�,�,�] 

 

�0,0,6372� = 6372 × �cos�0� cos�0� , cos�0� sin�0� , sin�0�� 
 = [6372,0,0] 
 = [010001011100011100100000000000000, 0 … 0,0 … 0] 
 = [0�45�72000, 0�00000000,0�0000000] 

 

(2)  
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If we want to represent another point which is 1 cm from the previous point, or approximately 9 × 10�� 
degree, toward the planet north pole, the position of the new point is approximately 

 

�0.00000009,0,6372� ≅ � 6371.9999999999999842777201890647,
0,

1.0009114194337081253625898589819e��
� 

 
 

≅ �01000101110001110010000000000000,
00000000000000000000000000000000,
00110111001001111110110011010001

� 
 

 ≅ �6372,0,1.0009114e��� 
 

(3)  

Obviously double precision numbers are needed to accurately represent the positions of these two 
points. Even if the planet radius is scaled further to 1.0 to minimize the exponent bits, the closest single 
precision number to approximate the exact value is not sufficient to describe the difference. In most 
cases the rounding to 7 decimal digits is acceptable with proper scaling unit. However the 32-bit 
trigonometry functions are not accurate enough. The only way to get around this problem is to use 
double precision floating point to calculate the surface position. Unfortunately at the time this work has 
been performed, single precision is still the standard on most graphics hardware. 
2.3 Planet Rendering and Level of Detail 
Many terrain rendering algorithms are designed to optimize flat terrain rendering. While some of them 
are adapted for planet rendering, only a few original works have been done on planet rendering which 
involves surface curvatures. Trigonometry must be used to position vertices on the surface by 
converting positions in Spherical Coordinates into positions in Cartesian Coordinates as in the example 
shown in the previous section. Since it is not always possible to render the planet terrain at the highest 
level of detail, a scheme for subdivision must be employed to select the appropriate level of detail of the 
visible surface geometries.  
However since Uniview is required to match the level of geometry displayed on two adjacent projectors 
in a spherical dome environment, the choices for the subdivision algorithm are limited to methods 
which give consistent results between two views. 
Spherical clipmaps [3] extends the idea of geometry clipmaps to planet rendering. It is the most elegant 
way to get automated level of detail because the levels are static and depend on the screen space 
distance. However the texture coordinates must be computed on the graphics card which may lead to 
precision problems in our case of very high resolution texture mapping.   
In [4], a GP-GPU approach is presented. Instead of subdivision of rectangular patch, a scheme similar to 
HTM [5] is used for subdivision. The authors propose a way to improve precision during subdivision 
using the midpoint between 2 vertices and the angle difference between vertex normal vectors (�), so 
direct reference to planet radius, which is the large number, can be avoided. Nevertheless, the authors 
also point out the limitation on texture coordinate, that the calculation is done on the GPU, for unified 
coordinates the limitation on the Earth’s surface is about 2.39 meters. 
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We decided to extend the current Uniview subdivision scheme [6] in order to avoid the problems stated 
above. Since the method is still running at acceptable speed even on very high resolution geometry, 
further optimization is not required. 
2.4 Texture Mapping in Planet Rendering 
Due to the need to visualize very high resolution data acquired from the AMES stereo pipeline, Uniview 
must be enhanced to use arbitrary images that may cover just a few meters of land. Texture coordinate 
must be computed and stored in double precision floating point format. Some recent GPUs support 
double precision format but none of these GPUs support double precision texture mapping. Even if it 
were possible to implement double precision emulation on GPU [7], the tradeoff between speed and 
accuracy shown in the paper is not very persuasive and so it is not recommended. 
Web Map Service (WMS) provides the capability to retrieve images at any location. Previous work by 
Östergaard [6] has been done to integrate this capability in Uniview. Texture coordinate generation is 
done on the CPU for a specific piece of image, thus there is no precision issue with local texture 
coordinates. However there are inconsistencies between the height maps from different datasets. A 
conflict displacement between layers can also be noticed. Also some dataset may be available for only a 
small area of interest causing bad appearance in the unknown area. 
Due to the need for high resolution, traditional texture mapping using Equirectangular projection or 
longitude and latitude mapping is not desired in the polar area because of the singularity at the poles. 
Several methods have been developed to avoid the singularity problem. Polar Projection has been used 
in [4], when the pixel being mapped is within a certain numbers of degrees of the pole. However data 
for Polar Projection is not always available for every dataset.   
The new version of Microsoft World Wide Telescope resolves this problem by using a different 
projection scheme called TOAST [8], which does not have singularities since the projection retains linear 
and equal distances along the texture edges. Unfortunately, at the moment, we cannot afford to use 
TOAST in this project because all texture data has to be reprocessed, however a new internal texture 
system, which is more flexible than using WMS directly, and is also compatible with TOAST projection 
data, has been purposed in section 4 below. 
2.5 Caching 
The concept of cache is used in computer architecture to compensate for the difference in data access 
speed of storage devices. Devices with high speed data access tend to be more expensive than slower 
devices with the same storage size. Here is an example of cache usage in microcomputer. When the 
program is being executed, the program code and data must be kept in the system memory for CPU 
access. Inside the CPU there is also a small but faster memory unit, called the cache, where the data is 
temporary stored, especially data that is repeatedly used. 
Since the size of the cache memory is usually small, it cannot be used to store all data being used by the 
running programs. Ideally the data stored in the cache should be replaced with the one that is going to 
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be used. Different cache replacement policies are suitable for different data access behaviors. Least 
recently used (LRU) is the most common and simple policy and is used in our project. 
Regardless the concept of the cache line, LRU chooses to replace those cache entries which are least 
recently accessed with the new data being read for the first time.  After a while, most of the data in the 
cache are the ones those are used frequently. In this project the decompressed image data is usually 
cached to allow faster data access when the image is reused. 
2.6 Multithreading 
Recently multithread programming was become more and more popular because nowadays the 
consumer-level computing units are now designed to perform multiple tasks in parallel rather than 
performing a single task at faster speed. So application developers must thread their applications in 
order to effectively use the available computation power. 
Threading is used in Uniview to separate the data loading from the rendering task, so the application is 
always smoothly rendered while the data is being loaded. In this case multithreading is used to improve 
the system responsiveness rather than improving the computation and so there is still some 
computation power left even on a machine with dual-core CPU. Texture composition described in 
section 4 uses this available power to speed up the process.   
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3 Implicit Surface Scene 
Uniview is operated under the scene graph technology called SCALEGRAPH™. Objects in the universe are 
located in hierarchical coordinate system called a scene. Each scene has its own orientation and distance 
unit. In each frame, the model-view matrix of an object is calculated by projecting the object scene into 
the scene that current camera is located. In order to find the model view matrix for each scene, the 
accumulated-relative transformation is used to project a scene into the active scene which is located at 
the center. Single precision floating point numbers which are currently used in the system are not 
enough to describe a stable motion and positioning on the surface by using the planet center as the 
reference point. The idea of this approach is to have multiple scale-variant reference points on the 
planet surface called a Surface Scene, so any object or motion can be described precisely by using the 
closest reference point.  
3.1 Implicit Scene Placement 
Similarly to the normal scene concept in Uniview, an implicit scene implicitly works as a node in the 
Uniview scene graph system. When the camera is close enough to the planet surface, Uniview 
automatically switches into surface scene mode which connects implicit scenes with the system. Camera 
and objects are then expressed in the chosen implicit scene coordinates. 
Double precision calculation is needed to put scenes precisely on the surface as shown in the previous 
section. Also implicit scenes are placed in a hierarchical manner, the scenes with large distance unit and  
which cover a larger area are on the top layers, while the ones that cover smaller area and use a finer 
distance unit are located in bottom layers. Implicit scenes are placed on the surface in a way that the 
scenes with the same levels should have equally space between them, in order to have even precision 
among the scenes. The precision issues stated in the previous section are then solved since the object is 
now positioned in the scene with the finer distant unit and the location is closest to the camera. In other 
words, when the higher precision is needed, or when the camera is close to the observing object, the 
system automatically uses the closest scene. 

 
Figure 1 The 1st level scenes are displayed with yellow dots. The 2nd level scenes are displayed in red. 

Figure 1 shows the location of the first and second layer implicit scenes in the equirectangular earth 
map. Note that it is not necessary to place the scene in this manner. Other projection modes such as 
TOAST [8] can also be used if the application will create geometry using HTM subdivision. 
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We keep the orientation of the implicit scenes the same as the planet scene in order to simplify the 
model-view matrix calculation. However having the z-axis of the scene coordinates pointing in the same 
direction as the scene center normal would be a nice alternative. 
3.2 Implicit Scene Connector 
The Implicit Scene system is plugged into the Uniview scene graph. So a connector is needed to transfer 
the information for implicit scenes to the Uniview render system. Figure 2 shows how the Planet Scene 
connects the implicit scene together with Uniview scene graph. 

 
Figure 2 Planet scene is a specialized node of Uniview Scenegraph 

When the scene graph update function is called for the Planet Scene, an implicit scene node is selected 
using the algorithm described in section 3.3 and it is marked as the active scene. Then the description of 
the active scene is copied to the active surface scene. To complete the connection between scene graph 
and implicit scenes other properties of the scene graph, such as unit, scale, relative position to the 
parent (usually the planetocentric position) and camera, must be updated according to this new 
information. 
3.3 Select Camera Scene 
Because locating the scene in which the camera is going to be expressed from amongst the thousands of 
scenes in real-time is very important, the scene hierarchy is stored in the spatial partition tree similar to 
a quadtree. The area of each node is equally subdivided into 4 rectangular child nodes. However, in our 
implementation, the surface area is subdivided using latitude and longitude or in equirectangular 
manner. So there are 8 first level child nodes belonged to the root in order to have square scenes with 
90 degree width and 90 degree height area.  
To locate the camera scene, the camera position is first converted into latitude and longitude because 
our surface area is subdivided that way. Then the camera position is passed into the tree node to locate 
the deepest level scene whose area covers the camera position. The deepest level in this case means the 
deepest level scene that scene state is enabled. The concept of level of detail and scene state will be 
described in section 3.5. 
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3.4 Surface Patch 
The precision problem is solved by the introduction of the implicit scene concept. The next step is to 
create terrain geometry. We adapt the same scheme from [6] that renders the planet using uniform 
rectangular patches. By using the implicit scenes as the reference coordinates along with double 
precision calculation however, the patch position is very stable down to centimeter level. 
The idea is to create patch geometry for each implicit scene. The initial vertex positions are calculated by 
using the latitude (Ѳ) and longitude (ɸ) to calculate the vertex normals. 

 ��� = [cos�Ѳ� cos�ɸ� , cos�Ѳ� sin�ɸ� , sin (Ѳ)] (4)  

The planetocentric position can then be obtained by 

  ������ =  ���� (5)  

where � is the planet radius in scene units. However since vertex positions in the vertex buffer must be 
relative to the local scene. For example the scene that has lat-long bounding box [0, 0, 90, 90], has its 
center at [45, 45]. The plane to centric position of the scene, ����� , is then calculated the same way as the 
vertex position. The vertex position in local coordinates to store in the local vertex buffer is then, 

  � =  ������ −  ����� (6)  

But, to gives better precision the subtraction is done between the normalized vectors: 

  � = � (������� − �������) (7)  

3.5 High Precision Model View Calculation 
The Uniview scene graph performs model-view matrix calculations for each scene during the update call. 
The model-view matrix is then used to render objects in the scene. In each frame, the model-view 
matrix of an object is calculated by projecting the object scene into the camera scene. In order to find 
the model view matrix for each scene, the accumulated-relative transformation is then used to project a 
scene into the active scene. Single precision floating point numbers which is currently used in the 
system, is not enough to describe a stable motion and positioning on the surface. 
The precision problem described above can be avoided by calculating the model view matrix directly 
from the known planetocentric patch locations calculated in section 3.1. So there is no accumulated 
error. There are 3 cases of model view matrix calculation related to the current camera scene in our 
implicit scene system. 
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• Camera is in planet scene or one of the implicit Scenes: 
o Calculation for implicit scene root 
o Calculation for other implicit scene 

• Camera is in one of the Uniview Scenes 
 Generally, for the above cases, the solution is to find a matrix (!����) that changes from the known 
model view matrix of the scene which camera is in (!��������) into the model view matrix of an implicit 
scene (!�������������.)  
 

 
Figure 3 Planet Scene (Solid) and Implicit Scenes (Dash) 

Figure 3 depicts two implicit scenes in dashed lines and the planet scene in solid line. In the case that 
camera is located in one of the Implicit Scenes, the calculation is straightforward. Since we keep the 
same orientation between the Planet Scene and Implicit Scenes, we can simply calculate the model view 
matrix of any implicit scene by calculating the translation matrix using planetocentric positions or the 
vectors from planet center to scene position. Then find a scale matrix which is the scale difference 
between scene units. Finally we multiply both matrices together with the known model-view matrix of 
the camera scene. 

 !������������� = !��������!���� (8)  

 !���� = !�����!����� (9)  

In case of calculating the model-view matrix for the root, scaling and translation matrices are 

 !����� = "��#���$���	 % $�	�	"��&'���	&$�	�	"��&( (10)  

 !����� = )���*�−'��������� (11)  
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The variable, '��������, in the above equation is the planetocentric position of the camera scene in 
camera scene unit. For other implicit scenes, only scene normal vectors and planet radius in camera 
scene unit (�) are needed to calculate the proper translation matrix.  

 !����� = )���* +,�������������� − ���������-�. (12)  

When the camera is in one of the Uniview scenes, or the camera is not close enough to the planet 
surface, the Uniview model-view matrix of the planet scene is not available until the scene is going to be 
rendered. However we need this information to compute the model-view matrix for implicit scenes 
since it has the same orientation. The model-view is then pre-calculated by traversing the scene tree 
and performing the projection step, projecting the Planet scene onto the camera scene. This calculation 
is relatively slow compared to the calculation in the above cases. Fortunately, because automatic level 
of detail is used in the Implicit Scene, when the camera is far away from the surface, there are only a 
few implicit scenes that need to be updated. 
3.6 Level of Detail 
Since each scene has its own patch geometry. Level of detail management is achieved by just selecting 
the appropriate level of patches to be rendered. For the subdivision scheme, we continue to use the 
same subdivision scheme used in the current Uniview, which is the approximation of the projected 
patch area on a unit sphere, because Uniview needs to have the same patch level in the different views 
for the dome environment. 
In the Implicit Scene system, subdivision is done before the planet is rendered in each frame, after the 
model-view matrix calculation of the implicit scene. Then the projected area of a patch can be 
approximated by calculating the projected area of the 2 triangles made of the 4 patch corners. 

 
Figure 4 Projecting patch corners onto a unit sphere centered at camera position 

The sphere in Figure 4 is a unit sphere centered at the camera. Projection is performed in straight 
forward way using the normalized vectors. Then these vectors can be used to approximate the 
consistent patch coverage area on the multi-projectors spherical dome environment. 
As we cannot expect the system to perform infinite subdivision, due to the limitation of memory, a 
maximum number must be set. The node level determines the resolution of the patch geometry. In our 
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implementation, where the first level patch covers 90 degrees by 90 degrees, the expected level for the 
D degree patch with great circle distance C is given by  

 

/ = 90
2�  

 0 = log�(90/ ) 
 !��0	1	� = 23043 + 1 
 

(13)  

For example we want the finest patch geometry to cover approximately 15 centimeters on the earth 
great circle, or 1 centimeter between 2 adjacent vertices on the 15x15 patch size or approximately 
2 × 10�� degree. The maximum level of patches is then 30. However if we want the same patch 
resolution on Mars the maximum level would be 26 due to its smaller radius. As the total number of 
patches affects the performance of the texturing system, it is best practice to use an appropriate max 
level that matches with the maximum texture resolution described in chapter 4. 
3.7 Culling 
Frustum culling is already implemented in Uniview by transforming the view frustum planes into local 
space for all patches only once per frame to save the cost of unnecessary transformation of the invisible 
patches into camera space. However with implicit scenes, patch geometries are now represented in 
different local coordinate systems. In the other words each patch has its own model-view matrix as 
described in the previous sections. The most effective way to perform frustum culling in the Implicit 
Scene system is then a drawback from original Uniview. It is also possible to catch the position of patch 
corners in a unified space. However we decided not to store the redundant information. 
As culling is a critical operation, especially when there are many patches available in the system. We 
propose a fast way to estimate the patch curvature when computing the bounding box of a patch in the 
Implicit Scene system. Instead of using trigonometry to compute the bounding box, our method uses 
simple vector arithmetic to compute a bounding prism. 

d

 
Figure 5 Approximating Bounding Prism 
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Figure 5 show that we simply calculate the top vertices of the prism by extending the patch corners 
along its normal with the length of the vector from the corner to patch center. The result is fast enough 
and the bounding prism also encloses the patch curve and even displaced surface well. 
3.8 Surface Object Positioning 
One of the most obvious benefits of the Implicit Scene is the capability to precisely place very small 
objects on the planet surface without any precision problems since surface location is calculated in 
double precision floating point. When the Implicit Scene is being updated, the objects attached to its 
parent scene are detached and reattached to the Planet scene. Then the offset from the current Implicit 
Scene is calculated and set for the objects correctly. 

  � = (��&�&�
	 +  ���	&5�
��*) × 6cos���&�&�
	� cos (���7�&�
	)
cos���&�&�
	� sin (���7�&�
	)

sin (��&�&�
	)
8

= (��&�&�
	 +  ���	&5�
��*) × ��9	�&������ (14)  

  ����� =  ���	&5�
��* × *�	�	������ (15)  
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= ��&�&�
	 ∗ ��9	�&����� +  ���	&5�
��*(��9	�&������

− *�	�	������) 
(16)  

 
It is clearly noticeable that the limitation of positioning in the Implicit Scene system is now the precision 
of double precision floating point number because there is no other way to perform position calculation 
using the planet center as a reference point. However the Implicit Scene system helps in improving the 
precision when the double precision position is converted into single precision position before sending it 
to the graphics pipeline.  
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4 Texture Composition Tree 
Texturing is the most important operation for terrain rendering. Since it is not possible to store all 
textures in the video memory, a concept of virtual texture is becoming more and more popular. Our 
approach is considered to be a virtual texture because only the texture parts that are needed are 
uploaded to the texture memory. However there is a difference from standard virtual texture approach 
where a huge texture unit is used for the whole scene, our approach uses 1 texture unit per surface 
patch. It is obvious that our approach is less effective in terms of bandwidth utilization. However the 
reason behind our decision is also related to the precision of floating point numbers on graphics 
hardware, where a unified single precision floating point texture coordinates are not accurate enough 
for high resolution texture mapping as shown in section 2.2. 

 
Figure 6 Image Tree 

Consider having thousands of images in a large dataset, selecting the ones that match with the patch 
becomes a challenging task. Like the Implicit Scene system, we employ a quad-tree as the main data 
structure. All images, which are tagged with metadata telling the system where on the surface they are 
supposed to be mapped, are stored in a quad-tree for fast image lookup. During the time we developed 
this project, we were unsure about the type of projection to be used with our map data so we decided 
to stick with the traditional Equirectangular projection. As a result, our implementation uses a latitude 
and longitude bounding box as the search criteria. It is always possible, however, to change projection 
method to one that suits an underlying data structure. 
Figure 6 shows the example of an image tree populated with several images in dashed boxes. Notice 
that images are not only attached to the leaf nodes, as in the normal quad-tree. This is because of level 
of detail policy. An image is only used for certain patch levels. For example, image0 will be used in the 
first level patches because it is associated with the root node, and image1 is associated with the second 
level patches. The selection process automatically chooses these images that best match with the 
required patch. 
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4.1 Adding an Image into the Tree 
The initial image tree has only a root node whose area covers the whole planet surface. When an image 
is added into the image tree, the tree is subdivided and expanded automatically if the current tree level 
does not match the expected level of the image being added. The procedure to traverse and insert an 
image into the tree is shown in Listing 1. 

To determine which level the image should be associated with, in our implementation, all images are 
assigned manually. However it is also possible to automatically assign the image to an appropriate level 
by considering the area covered and the size of image. The appropriate level is the first level that after 
scaling and mapping onto the patch at that level, the image occupies at least n pixels on the final patch 
texture. : = �;��  	
<��7	. 0��7�&�
	����� − ;��  	
<��7	. 0��7�&�
	��� ��'�&�ℎ. 0��7�&�
	����� − '�&�ℎ. 0��7�&�
	��� � × )	�&��	:�
&ℎ = = �;��  	
<��7	. 0�&�&�
	����� − ;��  	
<��7	. 0�&�&�
	��� ��'�&�ℎ. 0�&�&�
	����� − '�&�ℎ. 0�&�&�
	��� � × )	�&��	=	�7ℎ& 
W and H in the above equations are the number of pixels the image occupies in the final texture. Note 
that the image has to be clipped against the patch bounding box first.  
The GetProperChild function used in Listing 1 takes the latitude and longitude at the center of image, 
and the corresponding area as a parameter. It determines which branch of the tree the traversal should 
continue down by testing the image center with the coverage area of the child nodes. This arrangement 
allows fast image selection as described in the next section.   
4.2 Selection 
Image selection returns the list of images corresponding to a specific area. It is not as straight forward as 
Implicit Scene selection, since the system must make sure that the required area must be fully covered 
by the result image list. Furthermore the level of detail must be taken into account.  Images that are too 
small or do not contribute to any pixel in the final texture should be discarded during the selection 

 
Procedure AddImage(Image) 
   Node = Root; 
   While(Node.Level < Image.ExpectedLevel) 
 If(Node.HasChildren == False) 
    AddChildren(); //Expand the tree depth 
 Else 
    Node = GetProperChild(Image.CenterLatLong);//Select proper branch 
 End If 
    End While 
   Node.Images.Add(Image); 
End Procedure 

Listing 1 Image Adding Procedure 
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process. Also the image that is being replaced by the finer detail image should be removed from the 
selection list in order to avoid unnecessary expensive image composition.  
The selection process starts by giving the image tree the latitude and longitude bounding box of the 
required area. Then traversal begins from the root node down to an appropriate level. It does not make 
sense to traverse further down since the images from the deeper levels are not going to contribute to 
any pixel on the final texture.  
Since the images are arranged in the tree using the image center, it is possible that some images from 
neighbor nodes will also contribute to the final image in which case they must be included in the result 
image list. This makes the selection slower as we have to check the neighbor nodes if it has any useful 
image. The term neighbor nodes here, in our implementation means only the sibling nodes as we could 
not afford the cost of the complete breath-first traversal. So we assume that the images stored in the 
tree are not larger than the area covered by the parent node. Having too large an image in our 
implementation therefore results in information loss. 

  
Images in the higher level can be replaced partly or totally by images from lower levels. The system 
should make sure that the image that is replaced by the lower level images is not included into the 
result image list as the cost of image composition is high on CPU. In our implementation, we only check 
the image being added to the list if it covers the whole required area. In case that the image covers the 
entire area, then the images previously added into the list can be removed since they are replaced by 
the new higher resolution image. 

 
Function SelectImages(Node, RequiredArea, PatchLevel): Images 
   If Node.Intersect(RequiredArea) 
 For each Image in Node 
    If Image.Intersect(RequiredArea) 
       If Image.Cover(RequiredArea) 
          Images.Clear(); //Remove the old images 
       End If 
       Images.Add(Image); 

   End If 
 End For 
 
 If(PatchLevel > Node.Level) 
    For each ChildNode of Nodes 
       SelectImages(ChildNode, RequiredArea, PatchLevel); 
    End For 
 End If 
   End If 
End Function 

Listing 2 Image Selection 
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Listing 2 is the pseudo-code explaining the recursive algorithm for selecting the images as explained 
above. The functions “Cover” and “Intersect” do exactly what the names imply. The “Clear” function 
called by the Image instance, the name being simply inherited from our STL implementation of the 
image list, removes all the images previously added into the list.   
4.3 Composition 
After a list of images has been acquired, all images with different resolutions are combined together into 
a single texture image. This operation is done on CPU because of several reasons. Firstly transferring 
many images onto the GPU would require a large amount of bandwidth. Secondly, even though the GPU 
is faster and better at image sampling, it is not advisable to do this operation on the GPU in Uniview 
which is required to run on a single GPU machine, since the GPU is already used for rendering other 
objects, and it is not easy to synchronize the tasks. 
Like any other texture mapping method, when the source image does not have the same resolution as 
the destination image, the source image must be re-sampled and filtered. We chose to implement 
nearest neighbor sampling for performance reasons.  
The composition process is described in the following flowchart: 

 
Figure 7 Image Composition Flow 

The first image in the list or the image with lowest resolution will be processed first since we need to 
ensure that we have high resolution images on top of the texture. Only the place that high resolution 
image is not available, the lower resolution images are visible. 
To select a part of the image, with size (<�7: × <�7= ), being sampled, the bounding box 
[<�70�&0, <�70�&1, <�70��70, <�70��71]  of the image is clipped against the required patch 
bounding box [0�&0, 0�&1, 0��70,0��71] as the following equations. 

 $��> = max?0, <�7: × �0��7� − <�70��7��
(<�70��7	 − <�70��7�)@ (17)  

 $��A = max?0, <�7: × �0�&� − <�70�&��
(<�70�&	 − <�70�&�)@ (18)  
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 $��: = min?<�7: − $��>, <�7: × �0��7	 − <�70��7��
(<�70��7	 − <�70��7�)@ (19)  

 $��= = min?<�7: − $��A, <�7= × �0�&	 − <�70�&��
(<�70�&	 − <�70�&�)@ (20)  

The min and max functions used in our calculation are actually used to make sure that the results are 
not out of the image bound. The clipped sub-image is in range[$��>, $��A, $��:, $��=]. Before 
resampling and filtering begin, the destination pixels on the final texture with size ()	�: × )	�=) must 
be determined. 

 /*&> = max?0,)	�: × �<�70��7	 − 0��7��
(0��7	 − 0��7�) @ (21)  

 /*&A = max?0,)	�= × �0�&	 − <�70�&	�
(0�&	 − 0�&�) @ (22)  

 /*&: = min?)	�: − /*&>, $��:<�7: × �<�70��7	 − <�70��7��
(0��7	 − 0��7�) @ (23)  

 /*&= = min?)	�= − /*&A, $��=<�7= × �<�70�&	 − <�70�&��
(0�&	 − 0�&�) @ (24)  

The size of the final texture and image sampling method are varied, depending on the required image 
quality. In the case of height data, unlike color data, the texture size should match the resolution of the 
geometry, for example in our settings  with 15x15 patch resolution, only 16x16 texture image size is 
needed.  
4.4 Multithreaded Texture Composition 
There are often several hundred patches visible on the screen for a certain frame including the planet 
surface. Even with nearest neighbor filtering, texture composition can take a long time to complete. 
Synchronous operation on the render thread is not a possibility. Asynchronous texture creation is, 
therefore, implemented in our implementation. 
When a patch is created, the request for the corresponding texture puts the request into a queue which 
is processed by a separate thread. Since we assume the case of walking on Mars, it makes sense to 
prioritize the patches by the level of detail. In each batch, the textures for patches with higher level of 
detail are created before the ones with lower level of detail. This assumption gives a good result when 
the camera is facing down on to the surface. However, when the camera is facing away from the 
surface, this assumption may not be the best one, since it is hard to know which point on the screen the 
user is focusing on. More discussion related to this scenario is available in section 4.5. 
As the current generation of CPU tends to have more processing power in the form of multiple 
processing cores, this expensive texture composition process can be accelerated by using the available 
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cores. During the initialization phase, the system checks for the number of CPU cores available and 
determines the proper number of threads for running composition tasks. 

 '���$��	 = max�1,���'���	**��* − 1� (25)  

Our implementation simply leaves 1 CPU for the Uniview render thread. Then a job dispatcher 
dispatches the composition jobs to the available threads in the pool. After the composition is done, the 
signal is sent to the corresponding patch in order to update the texture or terrain displacement in the 
case of height data. 

 
Figure 8 Thread Pool and Dispatcher 

4.5 Texture and Image Cache 
Images in the image tree are stored in system memory when the composition is being performed. 
However on 32-bit Windows applications, like Uniview, the limitation on memory usage is around 2.3 
GB. It is most likely that we cannot leave unused images in the system memory for the whole application 
run time. However it is not wise to immediately unload the image after the composition is done because 
there is very high probability that the image will be used again in the neighbor and child patches. A 
caching mechanism is therefore needed in the practical implementation. 
Consider when the image belonging to the root of image tree is loaded for composition, the image 
covers a large area on the planet surface. If the camera moves toward the patch, then the patch will be 
subdivided and the same image will be used again. It is most likely that the images on the top levels of 
the tree will be repeatly used. As there is no systematic way to determine the lifetime of the cache 
entry, the least recently used (LRU) replacement policy, which seems to match well with different 
scenarios, is chosen to manage the image cache entries.  
In order to optimize texture creation time, the same scenario can be applied to texture units as well. 
However patch visibility also determines whether the texture should be unloaded or not. This is a 
problematic question in every interactive application, since it is not possible to accurately predict the 
direction of user navigation. We employ the same cache mechanism to manage the created textures 
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and height maps. Assume that user tends to navigate forward rather than backward, the scheme seems 
to be quite effective. As the camera is moving in forward direction, patches with lower resolution are 
subdivided and become patches with higher resolution. While the new textures are being created, it is 
possible for the new patches to temporarily use textures from one of their ancestors.  
In practice, since Texture unit deletion must be done in the render thread because of the need to call 
OpenGL function, a separate list has been created to store the patches whose textures and height maps 
are going to be destroyed.  

 
Figure 9 Cache Layers 

To summarize the caching mechanism in the Implicit Scene, Figure 9 shows the cache hierarchy in the 
Implicit Scene system. When a patch is created, it requests the texture manager for the corresponding 
texture and height map. If the texture and height map are in cache then the values in cache are used. If 
a cache miss happens, then the texture/height map has to be created again. During creation, any image 
data requests also check the cache first. This way, texture/height map creation becomes a lot faster 
than without using cache due to the disk operation. The concept is also applicable to the networks 
resource. However this is out of the scope of this project. 
4.6 Height Map and Scene Displacement 
The height maps are treated the same way as textures in terms of creation and destruction. Unlike color 
information, the height map is not created as an OpenGL texture when it is being used. Because 
sampling and vertex displacement are done only once per patch it is not necessary to upload the data to 
the GPU. Also sampling the height map on CPU is not so expensive an operation, even with the bilinear 
filtering used in our implementation. Vertex displacement in the Implicit Scene system is, however, 
different from the direct approach. When the height data is available, the old vertex buffer is replaced 
with a new one to reflect the new height information. 
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Figure 10 Simple way of vertex displacement 

Figure 10 shows how the vertex displacement is done in a naïve calculation. The vertex position vector is 
obtained by subtracting s from c. A way to get better precision is to perform the calculation in scene 
coordinates by adding the displacement from the surface to the original position. However this 
approach becomes too complex in our implementation because there is a possibility that the initial 
position may be affected by the height map of the parent patch. So we stick with the naïve approach 
and make sure that the double precision number has enough accuracy. Nevertheless with the naïve 
approach if the vertices are displaced too far from the scene origin, which is likely to happen on planets 
with mountainous surfaces like Mars, along with a relatively small distance unit, z-fighting and precision 
issues may occur on the surface. 
To solve the issues arising from vertex displacement, the scene origin should be moved as close as 
possible to the displaced surface. In our implementation, during vertex displacement operation, the 
height map is also sampled at the scene position to get the scene height. 
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Figure 11 Scene Displacement 

Figure 11 shows the scene displacement after the height information becomes available. The scene 
origin is translated along the scene normal by the height data at the scene location. After the scene is 
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displaced, the model-view matrix should be updated accordingly. Also if the scene being displaced is 
currently the camera scene, the Implicit Scene system should be notified about the change in location. 
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5 Results and Discussion 
In this section the image results from our system will be displayed and discussed.  
5.1 Results 
The Implicit Surface Scene enables the capability to render surface close-ups in Uniview without any 
precision problems as shown in Figure 12. The camera is flying toward a unit sphere which has 1 meter 
radius. Starting from 100km distance where the planet curvature is visible, down to the finest detail 
surface for patch which the distance between 2 vertices is approximately 2 centimeters at around 1 
meter above the ground. 

 
Figure 12 Sequence of images showing Implicit Surface Scene in action. The camera is flying toward a unit sphere located on 

the surface of a round planet of radius 3390km. The camera is located at 100km, 300m, 50m and 3m from the sphere. 

The automatic level of detail management is also visible in the figure where the patches from the far 
distance have lower resolution than the one that is close to the camera. Together with good culling 
algorithm Uniview can render the surface as accurately as the floating point precision allows without 
sending too much vertex information to the graphics card. 

 
Figure 13 The Surface Object Positioner positions an object relative to the current active scene. The object in the left image is 

use the first level scene located at the planet center as the reference while the same object in the right image is positioned 
relative to the scene located on the planet surface.  
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Figure 13 shows the way the Implicit Scene system positions a sphere on the planet surface.  The 3 axes 
of the camera scene are visualized as red, green and blue lines. The bold purple line shows the 
translation applied to the object. Note that the object positioner always uses the camera scene as the 
reference, so the object positioning does not suffer from precision issues. 

 
Figure 14 Culling Performance is shown as the number of visible patches during flight from space down to the planet surface.  

Figure 14 shows the number of patches being rendered during flight from space down to the surface of 
a planet like the sequence shown in Figure 12. The planet initially has 8 patches in the coarsest level. 
Flying closer to the surface results in patch subdivision as the number patches increases in the graph. 
Without back-face culling implemented, the number of patches drop from around 120 to around 70 
patches because of the far plane clipping and the viewing angle. 
The result of texture composition and mapping is displayed in Figure 15. The camera flies from space 
down to 1 meter above the ground where the ‘smiley’ image is applied. At the time this report is 
written, higher resolution textures of Mars surface are under preparation. Thus we have to come up 
with this dummy texture for now.  The result shows that the system is able to display textures at very 
high resolution without any precision issues due to the use of local texture coordinates and parallelized 
texture creation. 
Because nearest neighbor sampling is used during image composition, some block artifacts are visible in 
Figure 15 top-left. Block artifacts are more serious in the height map because the displaced geometry is 
easier to notice. Even with bilinear sampling during height data lookup, the height map can become 
pixelated during texture composition.  However if we assume that there are always higher detail 
textures available, these artifacts are unlikely to appear. In our implementation, the final texture size 
also affects the image quality from the distant view. More details about using the better image filters 
and texture sharing which help in reducing the block artifacts are discussed in section 5.3. 
According to the results shown in Figure 16, texture caching statistics show that in normal scenarios the 
need to load new textures is relatively low since the hit counts of the cache are very high compared to 
the cache miss counts. However, due to the fact that each patch has its own unique texture unit, the 
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only case when the texture of other patch is used is when the patch texture is under construction. If the 
texture can be shared in a more efficient way, the cache entries will be reused many times.  

 
Figure 15 High Resolution Texturing is shown by flying down from space to the approximately 1 square meters ‘smiley’ 

textured area. 

 
Figure 16 Texture caching statistic shows cache hits and cache misses during a flight from space down to the planet surface 
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Figure 17 Statistic of image caching shows the amount of cache hits and cache misses when the camera is flying down 

The performance of the image cache is shown in Figure 17. Most of the images are used many times 
during texture composition. In this scenario when the camera keeps moving to the surface, the image 
loader stops using new images once a higher level of textures is not available. 

 
Figure 18 Mars surface (MOLA dataset) 

As we are waiting for more information on the high resolution texture data, we cannot apply the data 
from the Rovers to our results yet. However, using the test data (Figure 19) gives us a nice result of the 
displaced smiley face where the highest point is approximately 1m above the surrounding surface. 
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Figure 19 High Resolution Displacement using the Test Data 

5.2 Conclusions 
The Implicit Scene System improves positioning precision on the planet surface by using hierarchical 
coordinate systems scattered around the surface as reference points. A reference point is chosen 
dynamically from the camera position, resulting in higher precision around the camera. In addition to 
vertex positioning of the surface patch, object positioning also benefits from the system. 
The texture composition used in our implementation allows the use of any arbitrary images and height 
maps regardless of the resolution. Our texture mapping supports 1 cm per pixel resolution or more, 
depending on the texture size and the maximum patch level. While high resolution data is supported, 
memory management is also performed in the form of caching. The least recently used cache 
replacement policy performs very well in most scenarios. The speed of texture composition is 
acceptable on a dual core machine where only one thread is used to perform the composition task. 
5.3 Future Work 
Since we only want to prove the concept of texture composition with the Implicit Scene System, there 
are many enhancements for texture composition in both aspects of performance and image quality 
which have been left to be done as future work. 
Currently a texture is always created for each patch even when there is no higher resolution texture 
available, this is not necessary and can lead to block artifacts. The other way to quickly improve the 
quality and performance is to enhance texture sharing mechanism between levels as stated in the 
previous section. Because sharing mean patches use same texture unit but different sets of texture 
coordinates, the improved interpolation is already very fast on the GPU in this case. This mechanism 
also reduces the time spent on unnecessary texture compositions.  
To optimize the current method, one can either move texture composition to the GPU when more GPU 
power becomes available. This is not an option for the current Uniview. Optimization for CPU 
implementation, however, is still possible. The greater degree of parallelism can be achieved by using 
SIMD architecture instructions like MMX and SSE. It has been proved that using SIMD instructions in the 
current generation of CPU can improve the speed up to 50 percent in [9]. By improving the speed, better 
image filtering and interpolation can be implemented to avoid the block artifacts mentioned thus 
boosting the overall image quality. 
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We also would like to see some kinds of prediction for user navigation in order to load the required 
texture units in advance. However the prediction is always complicated and not 100% accurate, we did 
not investigate details about the actual implementation but it would be quite possible to predict the 
movement of the user in the surface mode where the user tends to move forward rather than 
backward.  
The current implementation of the texture manager does not support network data sources and only 1 
layer of data can be stored in the image tree. Due to the need for high resolution images and to support 
multiple layers, it is certain that normal data storage on personal computers are not large enough to 
store the data for an entire planet. WMS servers are currently support by Uniview [6], but we removed 
this feature from our texture manager to reduce the complexity of the project. Extending the current 
implementation to connect with WMS servers including multiple texture layers support would be a huge 
improvement. 
There is also a need to reduce bandwidth for transferring texture data to the graphics card. Current 
texture compression techniques are very fast even on the CPU [10] and onboard hardware 
decompression is always available in the modern GPU. 
By having a system that can render height maps at almost infinite resolution is useful but the height map 
is only 2D data and a good system tends to use a lot of processing power to process the large dataset. 
Terrain meshes are always an option to render 3D terrain or cave systems. We would like to add the 
ability to render terrain mesh on top of the Implicit Scene System since the system deals with precision 
issues very well. This project plan is being executed at SCISS AB at the moment, also because the texture 
composition takes a lot of processing power and gives quite poor image quality for now. The surface 
patches that overlap with the terrain mesh have to be clipped out to avoid visual artifacts. 
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