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Abstract 
The Swedish National Board of Health and Welfare has been 
overseeing translations of the international clinical terminology 
SNOMED CT from English to Swedish. This study was performed 
to find whether semi-automatic methods of translation could 
produce a satisfactory translation while requiring fewer resources 
than manual translation. Using the medical English-Swedish 
dictionary TermColl translations of select subsets of SNOMED CT 
were produced by ways of translation memory and statistical 
translation. The resulting translations were evaluated via BLEU 
score using translations provided by the Swedish National Board 
of Health and Welfare as reference before being compared with 
each other. The results showed a strong advantage for statistical 
translation over use of a translation memory; however, overall 
translation results were far from satisfactory. 

Sammanfattning 
Den internationella kliniska terminologin SNOMED CT har 
översatts från engelska till svenska under ansvar av 
Socialstyrelsen. Den här studien utfördes för att påvisa om 
semiautomatiska översättningsmetoder skulle kunna utföra 
tillräckligt bra översättning med färre resurser än manuell 
översättning. Den engelsk-svenska medicinska ordlistan TermColl 
användes som bas för översättning av delmängder av 
SNOMED CT via översättningsminne och genom statistisk 
översättning. Med Socialstyrelsens översättningar som referens 
poängsattes the semiautomatiska översättningarna via BLEU. 
Resultaten visade att statistisk översättning gav ett betydligt bättre 
resultat än översättning med översättningsminne, men över lag 
var resultaten alltför dåliga för att semiautomatisk översättning 
skulle kunna rekommenderas i detta fall. 
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1 Introduction 
When contemplating why a standardized medical terminology 
would be useful, just considering the importance of consistency 
takes you far. The same condition being described in the same way 
in any medical record would make the medical records easier to 
interpret. Consistency in medical records would in turn make 
communication between different care providers clearer, and 
malpractice due to misunderstandings could be easier to avoid. To 
make consistency in medical records realistic, however, some kind 
of aid is necessary. Electronic Health Records (EHR) is one tool, 
already with a penetration of over 95 % in primary care practices 
in Sweden [1], upon which other systems, such as decision 
support, can be based. 

For an EHR to actually provide help in the consistency area, it is in 
need of a controlled terminology behind it – a set of terms where 
each has one specific definition [2]. Such a controlled terminology 
for the medical area would have to be extensive in order to satisfy 
the needs of every EHR user and this is where medical 
terminology systems can be of assistance. One such terminology 
system is SNOMED CT – currently the most complete terminology 
system developed for use in structured medical documentation [3]. 
The owner of SNOMED CT is the International Health 
Terminology Standards Development Organization (IHTSDO), an 
organization where Sweden counts as one of nine members [3].  

According to the Swedish Patient Data Act, any medical record 
must be written in Swedish. Preferably, a patient should also be 
able to understand what is written in the medical record [4]. Thus 
a Swedish translation of SNOMED CT is now being produced on 
account of the National Board of Health and Welfare and it is 
expected to go on for 3-4 years [3]. 
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1.1 Objective 
The aim of this study is to explore whether the contents of 
SNOMED CT can be translated in a satisfactory way through semi-
automatic methods using already existing machine translation 
systems, semi-automatic indicating that a level of human input is 
necessary to perform all the steps in the translation process. Terms 
will be translated in a translation memory-based machine 
translation system and a statistical machine translation system. 
The translations will then be compared with human translations 
via BLEU – a commonly used evaluation metric in corpus 
linguistics. The starting position is that an automatic translation 
would require fewer resources, in working hours as well as in 
money, than a translation performed manually. Different subsets 
of terms could provide different possibilities and difficulties 
depending on their contents; thus an analysis of the structure of 
the subsets of SNOMED CT used in this study is prepared. 

Not all current members of IHTSDO have yet begun translating 
SNOMED CT into their own official languages, and more countries 
might join. Therefore, the results of this study could be of interest 
not only to Sweden but also in an international perspective. 

1.2 Meta-Terminology 
Some frequently occurring words in this thesis have meanings that 
differ depending on realm. Here, their intended meanings are the 
following: 

Term A lexical symbol for a medical concept 

Token Any punctuation mark and any set of consecutive letters 
and/or numbers 

Phrase A unit of two or more consecutive tokens 
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2 Theoretical Background 
This section introduces SNOMED CT – the terminology system 
from which subsets will be translated in this study. There is also an 
account for machine translation in general, and translation 
memories and statistical translation in particular. 

2.1 SNOMED CT 
In order to ensure secure communications between health care 
providers, the Swedish National Board of Health and Welfare find 
it necessary to have an international terminology system with 
enough detail and structure to be suitable for use in electronic 
health records [5]. One expressed purpose is to normalize the use 
of medical terms to defend patient safety and ensure accordance 
with law, the Swedish Patient Data Act. SNOMED CT 
(Systematized Nomenclature of Medicine - Clinical Terms) has 
been selected to achieve this. 

SNOMED CT is the result of the joint efforts of the College of 
American Pathologists (CAP) and the United Kingdom’s National 
Health Service (NHS) [6]. In 1999, the two began the work of 
combining SNOMED RT (Systematized Nomenclature of Medicine 
- Reference Terminology) and CTV3 (Clinical Terms Version 3) to 
make an international clinical terminology [6]– a medical 
terminology also catering to terms needed in clinical care [2]. It is a 
hierarchical system filled with what IHTSDO refers to as clinically 
relevant information, to use as a basis in software applications 
such as electronic health records [6].  

A key to SNOMED CT is the concept. Every concept is unique but 
can have relationships to other concepts and might also have more 
than one description [7] – terms describing the concept. The 
uniqueness of each concept can be found both in its concept ID 
and in its “Fully Specified Name”, i.e. a term accompanied by a 
suffix specifying its categorical belonging. The actual “Preferred 
Term”, intended for clinical use, is presented in one of the 
concept’s descriptions whereas other descriptions can contain 
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synonyms [7]. The relationship between one concept and another 
might be one such as the generic is a, e.g. Familial Disease 
is a Disease. A relationship can also be of the attribute type, 
such as finding site. 

As of July 2007 there were roughly 357,000 concepts in SNOMED 
CT [6]. A subset is a piece of SNOMED CT, derived for instance to 
get a collection of all concepts available in a specific language or 
suitable to a particular realm [7]. 

2.2 Machine Translation 
The appellation “machine translation” is applicable for any 
computerized system used to produce translations. While this 
might imply a machine capable of producing translations on its 
own, it also includes systems that assist human translators [8].  

2.2.1 History of Machine Translation 

In 1947, the American scientist and mathematician Warren Weaver 
suggested that computers could be used for translation of natural 
languages [8, 9]. A couple of decades later than the first patents for 
“translating machines” and as much as three centuries after 
automation of some translation processes had been suggested [9], 

and this was the starting signal for machine translation as a 
research area.  

The first machine translation systems were generally of the direct 
translation type, where bilingual dictionaries made up the primary 
contents. Systems with more syntactical analysis came forth in the 
1970s and 1980s [8]. Many of these were what is known as rule-
based systems, where the translation process is dictated by 
conversion rules. There were interlingua-type systems, where the 
source language is translated into the interlingua and then 
translated from the interlingua into the target language. There 
were also transfer-based systems, where the source language is 
converted into an abstract representation before it is converted into 
an abstract representation of the target language, which in turn is 
converted into proper target language. Today, there are also 
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knowledge-based systems that utilize AI techniques for complete 
conceptual-semantic analysis [8] – building an understanding of 
the contents of text being analyzed – and processing of natural 
language [10]. 

As bilingual electronic corpora became available, other approaches 
not requiring syntactic or semantic rules to be specified evolved 
[9]. Translation memories, which store previous correct 
translations [11], were developed and statistical machine 
translation systems, which use statistical methods to analyze text, 
became more common [9]. 

Despite initial resistance from professional translators – out of fear 
of loosing their jobs to machines or out of disbelief in the idea that 
their job could be mechanized – machine translation systems in the 
form of translator workstations with translation memories have 
now become a tool that increases productivity [12]. However, the 
output from machine translation systems is usually rough and in 
need of editing. Pre-editing should reduce the amount of post-
editing needed, but it is unlikely that there will be a machine 
translation system that is capable of producing a flawless 
translation for any domain in the foreseeable future [8]. 

2.2.2 Translation Memory 

A translation memory can be described as a database that stores 
previously translated texts in bilingual text segments. If a 
translation for a new source text is needed, text segments from the 
new text are compared with what is already in the database and 
the exact matches are retrieved [13]. Any segments that did not 
match will have to be translated manually but can later be added 
to the already existing translation memory to be retrieved in the 
future. Many translation memory programs also employ fuzzy 
matching, where a certain degree of similarity between segments 
in the database and segments in the source text is enough for a 
translation to be retrieved [13]. 
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It is uncommon for texts of different origins to have enough 
similarity to encourage use of translation memories [13]. Given 
this nature of translation memories, they are therefore primarily 
used when revising texts already translated, for instance in the 
case of a technical manual in need of an update following an 
upgrade in the product version. This ensures consistency and 
saves the translator the work of locating the passages in need of 
translations by hand [13]. 

2.2.3 Statistical Translation 

The idea behind statistical translation is to compute the probability 
that a sentence in the source language, s, be translated into a 
sentence in the target language, t. It is the task of a decoder to find 
the most probable translation. This probability is formulated 
through Bayes’ theorem as follows: 

)()|(maxarg)|(maxarg tptspstp tt =  

where )(tp  can be treated as a language model and )|( tsp  as a 
translation model as explained below [14]. The expression portrays 
that the most probable translation for one sentence equals the 
probability that that same translation would be translated into that 
one sentence and the probability that the probable translation 
actually is a sentence in the target language. The approach might 
seem inversed, but using an example from the medical realm, one 
could reason that when trying to determine from a set of 
symptoms which disease is the source, it is easier to go look at the 
probability that a disease would cause those symptoms and the 
probability that that disease would occur.  

The decoder that performs this task works in accordance with the 
noisy-channel model [14]. This model consists of a source, an 
encoder, a channel subjected to noise, a decoder and a receiver and 
it conveys the notion that the receiver will get the original message 
from the source despite the noise, granted a high enough channel 
capacity [15]. Applied to the context of translation from one 
language to another, the noise in the model can be compared to 
changing languages, i.e. the translation, and the decoder would 
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then ensure that the resulting sentence in the target language 
carries the same meaning as the original sentence did in the source 
language. 

A simple language model could be created by analyzing a corpus 
in the target language, calculating )(tp  from how frequently 
sentence t appears. The downside of this approach is that 
grammatically correct sentences will score a probability of zero if 
they do not appear in the corpus that the model is built on [14]. In 
order to make the model more flexible, sentences are broken down 
into n-grams, where n denotes number of tokens, and n-gram 
probabilities – for instance the probability of one token following 
after a specific series of n tokens – are calculated instead. These 
probabilities are called parameters and the full sentence is 
evaluated from how its parameters score [16].  

However, parameters too can be zero if the tokens involved have 
not appeared in the same sequence in the analyzed corpus. This is 
solved through smoothing, where different smoothing coefficients 
are multiplied with each n-gram iterated from 1 through n and 
added up to form the parameter [16]. The smoothing coefficients 
might differ from one token sequence to another, depending on 
how frequently they appear in the corpus. 

Constructing a translation model is somewhat more complicated 
and the details can vary a great deal. Using bilingual corpora, the 
process involves sentence alignment – determining which sentence 
in the target language corresponds to which sentence in the source 
language – and word alignment – determining which token or 
phrase in the target language corresponds to which token in the 
source language [11]. When the corpora are aligned, probabilities 
of one token translating into another token or phrase can be 
calculated. When applied, the probability of a translated target 
language sentence matching the source language depends on how 
well their tokens and phrases map to each other [11]. 
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3 Resources and Methods 
The resources available to carry out and evaluate the translations 
in this study are presented below together with an overview of 
how they are used. The translations are performed on US English 
terms from SNOMED CT. Two machine translation systems are 
used: the commercially available translation memory-based SDLX 
and the open source statistical machine translation system Moses. 
They will be used together with the lexical resource TermColl. The 
web-based word-by-word translation software InterTran will also 
be engaged for translation of about 500 terms to find out how 
TermColl holds against an ordinary dictionary. 

3.1 The Official Translation Project 
The first subsets from SNOMED CT were sent to Interverbum for 
translation in mid-October 2007 [5]. The translation is carried out 
by a number of translators with access to both the UK and US 
versions as well as the Danish translation have been assigned to 
work in the project, according to information during a meeting 
with Lars Berg and other representatives from the Swedish 
National Board of Health and Welfare in September 2007. 

3.1.1 Swedish SNOMED CT Translation Guidelines 

The professional translators assigned to this project all have to 
follow a set of guidelines described in Snomedspråket, written by 
the Swedish National Board of Health and Welfare for this 
purpose [17]. The translators get full access to the English concept 
descriptions as well concept descriptions translated into Danish 
when available.  

The importance of a concept-oriented approach is stressed 
throughout the document, meaning that word-by-word translation 
is discouraged while a translation close to what is used in Swedish 
clinical practice is encouraged [17]. Acronyms should be written 
out, unless they are better known as such. Nouns should be 
written in plural if they are written in plural in English, singular in 
the same way. Word order should be as natural as possible, 
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regardless of English phrasing. There are plenty more guidelines, 
but most concern linguistically correct usage of Swedish. 

3.1.2 Subsets 

Twelve subsets of SNOMED CT, as selected by the Swedish 
National Board of Health and Welfare, were sent off for translation 
in the official project in October and November 2007. According to 
personal communication with Lars Berg at the Swedish National 
Board of Health and Welfare, the subsets were selected based 
upon advice from the Danish National Board of Health, to get a 
meaningful concordance, and to gain some experience in 
translation of terms for clinical findings and procedures. 

The number of terms translated in these subsets, that is terms that 
received a new concept ID, amounted to 10,242, of which 9,737 had 
been translated by February 4, 2008. Personal communication with 
Karin Ahlzén, also at the Swedish National Board of Health and 
Welfare, reveals that the terms left untranslated will be translated 
eventually, but could not be translated at the time either because 
expertise in certain areas were unavailable or because the terms 
described concepts unknown to Swedish conditions. No statistics 
concerning the number of translated terms refused by any of the 
control groups is available for these subsets. For the purpose of 
this study the translated terms were compiled by the Swedish 
National Board of Health and Welfare into seven subsets, 
presented below. 
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3.1.2.1 Subset 1: Body Structures 

Characterized by its contents of body structures, e.g. fracture 
with displacement, hairy cell and wrinkle, subset 1 
contains a total of 13,315 tokens distributed over 4,396 terms as 
seen in Figure 1. The average term length for this subset is 3.0 
tokens whereas the median term length is 2 tokens. Numbers, 
punctuation marks and other typographic characters account for 
8.8 % of all tokens in the subset. 
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Figure 1: Token distribution among terms in subset 1. 

60 % of the terms contain 2-3 tokens with the median term length 

at 2 tokens. 
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3.1.2.2 Subset 2: Top Nodes 

Characterized by its contents containing the SNOMED CT Concept 
top nodes, e.g. organism, legal proceedings and process, 
subset 2 contains a total of 974 tokens distributed over 346 terms as 
seen in Figure 2. The average term length for this subset is 2.8 
tokens whereas the median term length is 2 tokens. Numbers, 
punctuation marks and other typographic characters account for 
3.2 % of all tokens in the subset. 
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Figure 2: Token distribution among terms in subset 2. 

60 % of the terms contain 2-3 tokens with the median term length 

at 2 tokens. 
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3.1.2.3 Subset 3: Linkage Concepts 

Characterized by its contents being properties of other terms, e.g. 
is a, clinical status and source of specimen, subset 3 
contains a total of 2,658 tokens distributed over 1,053 terms as seen 
in Figure 3. The average term length for this subset is 2.5 tokens 
whereas the median term length is 3 tokens. Numbers, 
punctuation marks and other typographic characters account for 
1.1 % of all tokens in the subset. 
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Figure 3: Token distribution among terms in subset 3. 

More 70 % of the terms contain 2-3 tokens with the median term 

length at 3 tokens. 
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3.1.2.4 Subset 4: Head Damages 

Characterized by its contents describing head related damages, 
e.g. brain stem laceration, broken tooth injury and 
third degree burn of chin, subset 4 contains a total of 
10,162 tokens distributed over 1,426 terms as seen in Figure 4. The 
average term length for this subset is 7.1 tokens whereas the 
median term length is 5 tokens. Numbers, punctuation marks and 
other typographic characters account for 6.2 % of all tokens in the 
subset. 
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Figure 4: Token distribution among terms in subset 4. 

60 % of the contain 2-5 tokens with the median term length at 5 

tokens. 
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3.1.2.5 Subset 5: Clinical Procedures on Arteries and 

Bones in Head 

Characterized by its contents naming procedures on arteries and 
head bones, e.g. ligation of ethmoid artery and removal 
of skull plate, subset 5 contains a total of 2,604 tokens 
distributed over 495 terms as seen in Figure 5. The average term 
length for this subset is 5.2 tokens whereas the median term length 
is 5 tokens. Numbers, punctuation marks and other typographic 
characters account for 2.0 % of all tokens in the subset. 
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Figure 5: Token distribution among terms in subset 5. 

80 % of the terms contain 3-7 tokens with the median term length 

at 5 tokens. 
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3.1.2.6 Subset 6: Qualifier Value Units 

Characterized by its contents being various measures, e.g. % 
activity, g / ml and unit of mass, subset 6 contains a total 
of 3,656 tokens distributed over 1,073 terms as seen in Figure 6. 
The average term length for this subset is 3.4 tokens whereas the 
median term length is 3 tokens. Numbers, punctuation marks and 
other typographic characters account for 21.9 % of all tokens in the 
subset. 
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Figure 6: Token distribution among terms in subset 6. 

Almost 40 % of the terms contain 3 tokens, which is also the 

median term length. 
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3.1.2.7 Subset 7: Staging and Scales 

Characterized by its contents consisting primarily of names on 
various tests and scales, e.g. bangor dyslexia test, lung 
tumor staging and who1 handicap scale, subset 7 contains 
a total of 4,355 tokens distributed over 948 terms as seen in Figure 
7. The average term length for this subset is 4.6 tokens whereas the 
median term length is 4 tokens. Numbers, punctuation marks and 
other typographic characters account for 5.5 % of all tokens in the 
subset. 
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Figure 7: Token distribution among terms in subset 7. 

Roughly 65 % of the terms contain 3-6 tokens, with a median 

term length at 4 tokens. 

                                           
1 WHO 
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3.2 TermColl 
Created by Nyström et al. [18,19], Terminology Collection, 
TermColl in short, was first presented in 2006 in the BMC Medical 
Informatics and Decision Making article “Creating a medical 

English-Swedish dictionary using interactive word alignment”. It is 
described as a parallel collection of rubrics and consists of medical 
terms in English and Swedish found in five medical terminology 
systems. In this case, “rubrics” is interchangeable with the use of 
“terms” in this thesis. The terms were matched by the codes used 
in each system. The terminology systems used to create TermColl 
were [18]:  

• ICD-10 (International Statistical Classification of Diseases and 
Related Health Problems, Tenth Revision) of the World Health 
Organization [20]. The Swedish edition is published by the 
Swedish National Board of Health and Welfare [21]. ICD-10 
covers diseases, health-related problems and some external 
causes and factors influencing health. It is used for description 
and comparison of mortality and morbidity [22]. 

• ICF (International Classification of Functioning, Disability and 
Health) of the World Health Organization [23]. The Swedish 
edition is published by the Swedish National Board of Health 
and Welfare [24]. ICF covers functioning, disability and health 
and is used as a framework for description of health and 
health-related states. 

• MeSH (Medical Subject Headings) of the United States National 
Library of Medicine with Swedish translation on the 
responsibility of Karolinska Institutet University Library [25]. 
MeSH contains terms used for indexing of biomedical journals 
[26]. 

• NCSP (NOMESCO Classification of Surgical Procedures) of the 
Nordic Medico-Statistical Committee (NOMESCO). The 
Swedish edition is published by the Swedish National Board of 
Health and Welfare [27]. NCSP mainly covers surgical 
procedures and is used for comparison of surgical activities 
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among the Nordic countries [28]. 

• KSH97-P (Primary Health Care Version of The International 
Statistical Classification of Diseases and Related Health 
Problems) of the Swedish National Board of Health and 
Welfare. The English translation is provided by the Swedish 
National Board of Health and Welfare [29].KSH97-P covers 
diseases and health related problems common in Swedish 
primary healthcare where it is used for statistical classification 
[30]. 

TermColl contains 38,570 medical term couples in total. The 
average term length in TermColl is 3.7 tokens. Figure 1 shows the 
distribution of tokens per term in the Swedish half of TermColl. 
Out of all the terms in TermColl, 36.5 % consist of only one token. 
Two token terms account for 11.0 % whereas 13.5 % of the terms 
consist of three tokens. Four token terms and longer all account for 
less than 10 % each and together make up 39 % of the terms in 
TermColl. Numbers, punctuation marks and other typographic 
characters account for 15.3 % of all tokens. 
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Figure 8: Token distribution among terms in TermColl.  

A third of the terms contain no more than one token although the median term 

length is 3 tokens. 

From TermColl, Nyström et al. [18,19] created an English-Swedish 
medical dictionary through semi-automatic means. This dictionary 
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is available both in a rough version, were inflections are left intact, 
and a base form version. The base forms, however, were also 
extracted automatically which led to unwanted results such as 
faulty removal of the final s in word stems that do end with an s. 
Therefore the rough version, which has been treated to an ocular 
inspection using a tool presenting token pairs with context and 
statistical information [18] with its 28,264 entries is selected for use 
in this study. 

3.3 Translation 
In order to ensure that there are reliable human translations to 
compare the machine translation system translations with, the first 
two batches of subsets of the international July 2007 edition of 
SNOMED CT selected by the Swedish National Board of Health 
and Welfare for manual translation in the official project have been 
chosen for machine translation in this study. In addition, five 
percent of each of those subsets is also included in another subset 
that is studied in detail manually. This particular subset was 
selected randomly and will henceforth be referred to as the 
sampled subset. 

Use of SDLX reveals that two tokens that only differ in 
capitalization will be treated as two different tokens and it will 
also handle a consecutive comma as a part of the token preceding 
it. Moses on the other hand demands tokenized and lowercased 
content in source files [31]. Therefore, in order to make comparison 
fair between the machine translation systems, all data are 
lowercased and tokenized with delimiters " %()*+ ,-
./:;?[]^'><#={}_ prior to use. The set of delimiters chosen 
corresponds to the non-numeric and non-alphabetic characters 
found in TermColl and SNOMED CT terms. 

3.3.1 SDLX 

The translation memory-based program SDLX 2007 (Build 7014) is 
provided by the Department of Computer and Information Science 
at Linköping University for use in this study. 
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As part of this study, a translation memory based on TermColl is 
created within SDLX along with a translation memory based only 
on the TermColl dictionary for use on the sampled subset. All 
terms from the TermColl dictionary are included, meaning that 
duplicates might occur among the English terms. When 
translating, this leaves the program to select the translation of the 
first entry when applied. The TermColl dictionary is also used to 
create a termbase – akin to an in-program dictionary to support the 
user while reviewing and editing the suggested translation– with 
every term pair, duplicate or not, as a separate entry. 

Before applying the TermColl translation memory to the subsets, 
fuzzy matching is set to the minimum value, 30 percent, to ensure 
that as many terms as possible are provided with some suggestion 
for translation – i.e. all the terms matching a translation memory 
entry by 30 percent or more will be translated by SDLX. This 
approach is used as a term may appear in both TermColl and 
SNOMED CT with slight differences while still having the same 
translation and is also motivated by Moses making an attempt at 
translating every term even if it only recognizes one token. The 
fuzzy matching percentage appears to be calculated from 
matching phrases and sequence order between the text to be 
translated and the entries in a translation memory. Any terms for 
which no match, complete or fuzzy, can be found will remain in 
English to leave at least some output for each term as Moses does – 
the other option would be to let such terms be translated into 
nothing. 

SDLX includes an AutoMatch feature, which will leave SDLX to 
match any of the enabled AutoMatch patterns between translation 
memory and source file even though they are not identical. The 
available patterns are “Acronyms”, “Date/Time” and “Numeric”, 
all enabled by default. However the “Acronyms” AutoMatch 
choice is disabled when applying the TermColl translation 
memory since a medical acronym in English might correspond to a 
different acronym in Swedish or be preferred spelled out.  
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As for segmentation rules – how SDLX should break the source 
text into segments – the default segmentation rule (see Appendix 
A) is used with the TermColl translation memory. The purpose of 
segmentation is to get the text in the same form as the segments in 
the translation memory used in translation, as to improve the 
match rate. For a block of text this corresponds to breaking it down 
into sentences. The default segmentation rule should not affect the 
terms in the SNOMED CT subsets as they are already separated.  

SDLX offers the possibility of using machine translation rules to 
improve chances of correct translation of sentences not already in 
the translation memory. It does not offer any translation rules from 
English to Swedish thus this option is not activated during 
translation. 

The sampled subset is also translated by SDLX as described above. 
In order to achieve a word-by-word translation from a medical 
dictionary for comparison, the sampled subset is translated a 
second time applying the TermColl dictionary translation memory 
with a segmentation rule that segments token by token. . 

After the translation memories are applied, each subset will have a 
corresponding ITD file (an SDLX specific file format) with 
translation suggestions to be reviewed in SDL Edit, where 
translations can be viewed together with suggestions from 
translation memories and termbases. The degrees of matches 
between the translation memory and subset can be found in a log 
file.  

3.3.2 Moses 

Based on the Pharaoh decoder created by Philipp Koehn, Moses is 
a phrase-based beam search decoder (see section 3.3.2.4 for an 
explanation) to be used from a command line [31]. In addition to 
the decoder, a set of perl scripts to use before and after decoding 
can be downloaded through the official web site. The use of Moses 
for this study (see Appendix B) is largely based upon the step-by-
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step instructions from the ACL 2007 workshop2. Once the input 
data has the proper format, a Swedish language model and 
Swedish-English translation models are created for the concluding 
decoding process.  

3.3.2.1 Data Preparation 

In order for Moses to function properly, data have to be formatted 
correctly. That is exactly one sentence per row with source and 
target languages in separate files with sentences no longer than 
100 tokens and the text lowercased [31], encoded in Unicode.  

As stated previously, all data used in this study are already 
lowercased. In order to follow correct procedure [31], after 
conversion to Unicode encoding, both TermColl and the TermColl 
dictionary have all extra space characters removed. In the same 
process, any empty rows and rows with a token count outside the 
given boundary is eliminated along with the corresponding row in 
the other language file. Choosing an upper limit of less than 100 
will speed up the coming training process, but since TermColl is 
small in a parallel corpora context, all rows where both the English 
and Swedish terms count between 1 and 100 tokens each are 
included. This leaves 38,535 terms in TermColl (35 terms removed) 
and 28,263 terms in the TermColl dictionary (1 term removed). 

3.3.2.2 Building Language Model 

Before proceeding further, a language model must be created. 
Moses supports both the SRILM toolkit – a language modeling 
toolkit from STAR Laboratory – and the IRST LM toolkit – d 
developed by ITC-irst [31]; the former is used here. Since a 
language model is more useful when trained upon a relevant 
corpus, the cleaned Swedish halves of TermColl and the TermColl 
dictionary are used as training material. Three language models to 
be used in parallel are estimated. One language model is estimated 
solely from TermColl, another from TermColl and the TermColl 
dictionary, and yet another from TermColl and a fertilized version 

                                           
2 http://www.statmt.org/wmt07/baseline.html  
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of the TermColl dictionary. In the fertilized TermColl dictionary, 
each entry in the original TermColl dictionary appears as many 
times as a term and its translation appeared in TermColl giving a 
total of 71,693 entries. The idea is to better reflect how plausible 
one translation is compared with another when more than one 
match is available.  

Given the distribution of number of tokens in each TermColl term, 
bigram models are deemed sufficient. As explained in section 
2.2.3, the models might at this point consider any tokens not 
encountered during estimation non-existent in the Swedish 
language. To avoid this Chen and Goodman’s modified Kneser-
Ney smoothing3 is carried out before the language models are 
completed [32]. 

3.3.2.3 Building Translation Models 

In correspondence with the language models, three translation 
models are created: the first based only on the terms in TermColl, 
the second based on TermColl and the TermColl dictionary, and 
the third based on TermColl and the fertilized version of the 
TermColl dictionary. Research from Koehn et al. [14] has shown 
that phrases of three tokens are enough to achieve high levels of 
accuracy in translation. Shorter phrases reduce accuracy, as might 
longer phrases. Thus the translation models for this study are all 
trigram models. 

3.3.2.3.1 Word Alignment 

In this study word alignment depends on IBM Model 4 through 
the implementation in the GIZA++ program. In IBM Model 4, each 
token in the source language phrase will get connected to suitable 
tokens in the target language phrase judged by position, 

                                           
3 An Empirical Study of Smoothing Techniques for Language Modeling 
[http://acl.ldc.upenn.edu/P/P96/P96-1041.pdf] 
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appearance (e.g. length) and relation to connections among other 
tokens4. [33]  

First, however, the corpus to train the translation model on has to 
be in a GIZA++ compatible format. Therefore the initial step in the 
training process is to extract vocabulary files, where every token is 
listed on one row along with token count and a numeric ID for 
both languages, and construct new corpus files, where the 
frequency of every term pair along with the term pair itself 
represented by the token IDs can be found [31]. In addition, 
vocabulary class files are needed where token and statistically 
defined class are listed. To achieve this, the tokens are classified in 
accordance with a maximum-likelihood algorithm working on 
probabilities from the parallel corpus and then organized in a 
manner that allows for the same token to exist in more than one 
class. From those files, GIZA++ produces translation table files 
where term pairs are listed with their respective token counts, the 
alignment scores and the token re-ordering sequence for both 
languages – see Figure 9 for an example. The higher the alignment 
score the better aligned the sentences are.  

                                           
4 A comprehensive explanation can be found in The Mathematics of Statistical 
Machine Translation: Parameter Estimation by Brown et al. [19] 
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Figure 9: Extract from a Swedish-to-English translation table (en-se) and 

an English-to-Swedish translation table (se-en). The decimal 

numbers representing the alignment scores are followed by a 

token re-ordering sequence. In this example there was no need to 

use NULL and both translation tables agreed that “b” should be 

translated to “b”. The Swedish-to-English translation table links 

“parayfoidfeber” to both “parathypoid” and “fever” whereas the 

English-to-Swedish translation table links “paratyphoid” to 

“paratyfoidfeber” without finding a suitable match in the 

Swedish sentence for “fever”. 

In the GIZA++ alignment process, one token in the target language 
(labeled “source” in the examples above because of the intended 
use, see part about Bayes’ theorem in section 2.2.3) can be aligned 
to multiple tokens in the source (“target”) language but not vice 
versa, as the examples in Figure 9 illustrate. The initial “NULL” is 
there to handle any spurious tokens, i.e. tokens that lack a 
counterpart in the other language. 

Once translation tables are available the actual word alignment 
will be carried out through the grow-diag-final method. It will 
start by finding the tokens where both translation tables agree that 
the tokens are translations of each other as illustrated by Figure 10 
and for the other tokens attempt to find matches among its 
neighbors. For the grow method, neighbors are points directly on 
the left or right side, above or below in an alignment table whereas 
grow-diag neighbors also include diagonally neighboring points 
[34]. The “final” extension in the method name means that 

en-se: 

# Sentence pair (10) source length 2 target length 3 # 

alignment score :  

0.0240424 

paratyphoid fever b  

NULL ({ }) paratyfoidfeber ({ 1 2 }) b ({ 3 }) 

 

se-en: 

# Sentence pair (10) source length 3 target length 2 # 

alignment score :  

0.147749 

paratyfoidfeber b  

NULL ({ }) paratyphoid ({ 1 }) fever ({ }) b ({ 2 }) 
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alignment points will be added also for tokens left unaligned after 
the grow-diag procedure.  

 

 

 

 

 

 

 

 

 

Figure 10: Combination of the Swedish-to-English translation table (upper 

left) and the English-to-Swedish translation table (upper right) 

results in an alignment table (bottom). See Figure 11 below. In 

the alignment table the bold x’s mark tokens where both 

translation tables agree that the tokens are translations of each 

other whereas the plain x shows that the tokens are considered 

translations of each other only by one of the translation tables.  

The complete alignment process results in a file where terms are 
written in position couples of tokens in the terms as shown in 
Figure 11, with the position of the token in the source language 
term coupled with the position of the target language token 
aligned to it.  

x x  

para-

tyfoid-

feber 

 

x   

para-

tyfoid-

feber 

  x b +   x b 

para-

typhoid 
fever b  

 

para-

typhoid 
fever b  

x x  

para-

tyfoid-

feber 

  x b 

para-

typhoid 
fever b  
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Figure 11: Extract from the result of the alignment. This particular row 

reveals that the translation model consider “paratyphoid” and 

paratyfoidfeber” possible translations of each other, as are 

“fever” and “paratyfoidfeber”, and “b” and “b”. 

Once the alignment process has finished, lexical translation tables 
are produced where the likelihood that one token translates to 
another are listed, see Figure 12.  

 

Figure 12: The first four rows show the likelihood for a translation from 

Swedish to English. The last four rows show the likelihood for a 

translation from English to Swedish. The lexical probability that 

“paratyfoidfeber” is translated to “paratyphoid” is 53 %. The 

lexical probability that “paratyphoid” is translated to 

“paratyfoidfeber” is 73 %. 

3.3.2.3.2 Phrase Managing 

The chosen n-gram level of the translation model is involved in the 
next step, where phrases are extracted. Special extraction files are 
created where every term, its suggested translation and its position 
couples are listed as many times as the n-gram level allows – that 
is taking every possible unigram, bigram, trigram etc. from the 
target language into consideration as illustrated by Figure 13. 

0-0 1-0 2-1  

cf. paratyphoid-paratyfoidfeber fever-paratyfoidfeber 

b-b 

paratyphoid paratyfoidvacciner 0.5000000 

paratyphoid paratyfus 0.5000000 

paratyphoid paratyfusvaccin 0.5000000 

paratyphoid paratyfoidfeber 0.5333333 

 

paratyfoidvacciner paratyphoid 0.0909091 

paratyfus paratyphoid 0.0909091 

paratyfusvaccin paratyphoid 0.0909091 

paratyfoidfeber paratyphoid 0.7272727 
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Figure 13: The extraction files contain phrase tables  that show how the 

tokens in the English source phrase maps to the tokens in the 

Swedish target phrase. 

In the following step phrases are scored, introducing a lexical 
weighting that is a probability estimated by combining lexical 
probability and alignment score [14], and entered in a phrase score 
table along with position couples as can be seen through Figure 14. 
In order, the phrase scores are the following [31]:  

1. The probability of the target language term translating to 
the source language term 

2. The lexical weighting of tokens from target language to 
source language 

3. The probability of the source language term translating to 
the target language term 

4. The lexical weighting of tokens from source language to 
target language 

5. A phrase penalty (always has default value, e1)  

 

Figure 14: A phrase table with phrase scores. 

As a final step, the results of the translation model training 
process, a Moses configuration file is created. In addition to what 
has already been described, a re-ordering model is included in this 
file. The default re-ordering model, used in this study as per the 
ACL 2007 workshop, is distance-based and will allocate a higher 
re-ordering cost depending on the distance between original 

paratyphoid fever ||| paratyfoidfeber ||| 0-0 1-0 

paratyphoid fever b ||| paratyfoidfeber b ||| 0-0 1-0 2-1 

b ||| b ||| 0-0 

paratyphoid ||| paratyfoidfeber ||| (0) ||| (0) ||| 

0.125 0.533333 1 0.727273 2.718 

 

paratyphoid fever ||| paratyfoidfeber ||| (0) (0) ||| 

(0,1) ||| 0.5 0.142222 0.8 0.383636 2.718 

 

paratyphoid fever b ||| paratyfoidfeber b ||| (0) (0) 

(1) ||| (0,1) (2) ||| 1 0.137082 1 0.356871 2.718 
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position and the wanted position, i.e. moving a translated phrase 
two positions in the term will cost twice as much as moving it just 
one position. 

3.3.2.3.3 Tuning 

The purpose of tuning a translation model is to optimize its default 
model weights so that the importance of the translation model in 
relation to the language model when translating can be 
determined [31]. For this study, the reference translation to tune 
the models with is composed of five percent from each of the 
subsets translated by the Swedish National Board of Health and 
Welfare. The five percent of the material that comprise the 
reference translation is not the same as the five percent that make 
up the sampled subset, although some terms may have been 
included in both. 

During the tuning process, weights in Moses are optimized to 
make the translation of the tuning source text resemble the tuning 
reference translation text as well as possible. Despite following the 
ACL 2007 baseline, however, no differences are found between the 
configuration files before and after tuning. Therefore the English 
terms included in the reference translation are all included in the 
terms that will be translated and the original untuned models are 
used. 

3.3.2.4 Decoding 

The Moses decoder uses the configuration files and phrase tables 
from the creation of translation models according to the principle 
described in section 2.2.3. The beam search algorithm, which the 
decoder is based upon, is a heuristic algorithm that searches 
through a tree, level by level, only going down the best nodes as 
explained below. Essentially this means that for every possible 
option, the decoder will choose to pursue only the best options. In 
turn, these options will open up for new options where the 
decoder again will pursue only those that seem good enough and 
so forth. 
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In order to determine which options will lead to better translations 
than others, phrase translation probabilities are calculated for 
every option with respect both to the probability thus far and to an 
estimation of what the probability would be further on if pursuing 
that option [34]. The idea is to find the options that are more likely 
to score high probabilities and, in the end, select the one among 
the final options that holds the highest probability to be a good 
translation.  

The probability to arrive at one option is calculated from the 
language model and translation model available. To estimate the 
probability further on only the language model is used. During 
this estimation, the tokens that have yet to be translated are 
considered. With a bigram language model tokens are handled 
both on their own and as couples, if applicable. For the single 
tokens, the unigram probability is considered whereas the 
unigram probability of the first token together with the bigram 
probability of the second token is considered for couples [34]. 
When these probabilities have been generated, the decoder will 
look at which combination covering all untranslated tokens would 
be the most probable and put that score as the future probability of 
that option. 

Upon completion of the decoding process, Moses will have created 
a file containing the final translations. 

3.3.3 InterTran 

InterTran is a translation server owned by Translation Experts 
Limited, which it licenses for use on websites using on-the-fly 
translation of entire web pages for multi-lingual versions. It will 
translate token-by-token while making use of a bilingual spell 
checker in its algorithm. Currently about forty languages, 
including Swedish, are supported [35]. 

As of April 2008, the translation of entire web pages is no longer 
functioning, so the sampled subset is manually entered term by 
term into the InterTran web interface at the Translation Experts 
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site for translation. Once a term is translated, the translation is 
manually transferred to file for further use. 

3.4 Evaluation 
The BLEU score, as presented by Papineni et al. [36], is the most 
established metric to evaluate translations [37] and therefore the 
evaluation metric chosen for this study. It requires at least one 
good quality human reference translation and will not measure 
how good a translation is – rather it is used for comparisons 
among translations to see which one is a closer match to the 
reference(s) and should give an idea of how a human would rank 
the translations 

Generally when judging the quality of translations, two keywords 
are fluency and adequacy [11], where fluency denotes how 
readable the translation is and adequacy how true the translation 
is to the original text. The basis of BLEU lies with the comparisons 
of n-grams between the reference translation and the translation 
being evaluated. Unigram matches will cater to adequacy whereas 
longer n-gram matches will satisfy fluency [36]. Further, the 
number of unigrams that occur in both translations divided by the 
total number of tokens in the evaluated translation will reveal the 
precision. 

As part of the BLEU score calculation, the precision measure is 
modified and extended to n-gram precision for multiple segments, 
pn. For each term, the minimum out of the number of times a token 
occurs in the evaluated translation and the number of times that 
token occurs in the reference translation is determined [36]. These 
counts are all added up and divided by the sum of n-grams for all 
terms.  

Another key element in the BLEU score is the brevity penalty 
factor, which is supposed to ensure that there is a reasonable 
correlation in length between the translation that will be 
evaluated, e, and the reference translation, r [36]. This penalty is 
calculated on the entire corpus and will be 1.0 if the lengths are 
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equal or the translation in evaluation is longer. If not, the brevity 
penalty has been set to decay exponentially by r/e.  

In order to make the score correspond better to human judgment a 
higher sensibility to longer n-grams was introduced by using a 
natural logarithm value as seen below, where N denotes the 
maximum length of n-grams [36]:  

∑
=

+−=

N

n

nn pw
e

r
BLEU

1

ln)0,1min(ln   

This is the natural logarithm of the brevity penalty multiplied with 
the weighted multiple n-gram precision wn – the geometric average 
of unigram through N-gram (1/N). The final score will range 
between 0 and 1. 

The creators of BLEU assess that even though the score for an 
individual segment might differ from the judgment a human 
would make, it is still a fair measure since all systems are treated 
similarly and with the use of multiple reference translations from 
different translators that effect cancels out [36]. Even using just one 
reference translation should give accurate results on a big enough 
corpus granted that more than one translator has been involved. 
However complaints exist that BLEU is biased towards statistical 
machine translation systems [37,38] as the matching of n-gram 
sequences is valued higher than general grammatical coherence 
[37]. 

For the purpose of this study, the BLEU score is calculated through 
an implementation5 close to the baseline of BLEU that sets N to 4. 
For reference translations, the translations from the Swedish 
National Board of Health and Welfare are used. 

                                           
5 multi-bleu.perl 
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4 Results 
The results of the evaluations of the translations are presented 
below. The BLEU score, modified n-gram precision scores, brevity 
penalty, and translation to reference translation length ratio are 
displayed in one table and one figure each for SDLX and every 
Moses translation model. The results for the sampled subset are 
also displayed separately, along with particularly interesting cases 
referenced in the discussion ahead. 

4.1 SDLX 
The BLEU score for the SDLX translations were relatively low – 
even zero or close to zero for three subsets, see Table 1 and Figure 
15. Those subsets are the only subsets where SDLX found that less 
than 1 % of the terms existed in the translation memory, see Table 
2 for absolute numbers and Table 3 for match ratio in percentage. 
Two low scoring subsets also had a very low length ratio. 
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subset BLEU 1-gram 2-gram 3-gram 4-gram BP ratio 

1 6.01 23.1 7.8 3.8 2.5 0.938 0.940 
2 9.54 14.8 7.5 7.9 9.5 1 1.018 
3 0.00 9.7 0.9 0.2 0.0 1 1.156 
4 6.15 21.9 7.8 3.8 2.2 1 1.015 
5 6.10 29.8 11.7 4.1 1.6 0.883 0.889 
6 0.00 15.8 6.6 1.8 0.8 0.000 0.013 
7 0.03 15.7 8.2 6.7 5.7 0.003 0.150 
s 8.39 23.9 10.4 6.1 4.2 0.942 0.944 

Table 1: The BLEU score, modified n-gram precisions, brevity penalty and 

length ratio for each subset when translated with SDLX. 
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Figure 15: The BLEU score and modified n-gram precisions for each subset 

when translated with SDLX. 
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 1 2 3 4 5 6 7 s 

100 % 246 22 9 41 14 3 5 16 
95 % to 99 % 0 0 0 0 0 0 0 0 
85 % to 94 % 0 0 0 0 0 0 0 0 
75 % to 84 % 33 2 0 28 14 0 4 4 
30 % to 74 % 3543 272  840  1095 415  336  580  367  
Untranslated 574 50 204 262 52 759 361 124 

Table 2: The fuzzy matching percentages for the official subsets. 

 1 2 3 4 5 6 7 s 

100 % 5.6 % 6.4 % 0.9 % 2.9 % 2.8 % 0.3 % 0.5 % 3.4 % 

95 % to 99 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 

85 % to 94 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 0.0 % 

75 % to 84 % 0.8 % 0.6 % 0.0 % 2.0 % 2.8 % 0.0 % 0.4 % 0.8 % 

30 % to 74 % 80.6 % 78.6 % 79.8 %  76.8 % 83.8 %  30.6 %  61.3 %  76.9 %  

Untranslated 13.1 % 14.5 % 19.4 % 24.9 % 10.5 % 69.1 % 38.2 % 26.0 % 

Table 3: Relative amount of terms in each fuzzy matching subgroup. 

4.2 Moses 
While there are differences among the translations stemming from 
the three different Moses configurations, with the exception of 
subset 6, the largest deviation among BLEU scores for the various 
subsets is 1.58. Another common point for all Moses translation is 
that Moses translation was longer for every subset but subset 7. 

Table 4 and Figure 16; Table 5 and Figure 17; and Table 6 and 
Figure 18 show the BLEU scores for the translations originating 
from the TermColl models, the TermColl + TermColl dictionary 
models, and the TermColl + fertilized TermColl dictionary models 
respectively. 
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TermColl 

subset BLEU 1-gram 2-gram 3-gram 4-gram BP ratio 

1 14.83 38.7 18.2 10.6 6.4 1 1.160 
2 14.98 28.5 13.9 12.3 10.3 1 1.020 
3 4.40 23.6 5.8 2.4 1.1 1 1.249 
4 21.34 48.0 26.7 16.2 10.0 1 1.099 
5 18.66 47.1 24.3 13.5 7.9 1 1.045 
6 14.53 40.2 19.9 11.1 5.0 1 1.034 
7 7.49 35.2 12.0 5.5 2.4 0.871 0.879 
s 14.60 40.7 19.5 10.6 5.4 1 1.071 

Table 4: The BLEU score, modified n-gram precisions, brevity penalty and 

length ratio for each subset when using the TermColl translation 

model to translate with Moses. 
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Figure 16: The BLEU score and modified n-gram precisions for each subset 

when using the TermColl translation model to translate with 

Moses. 
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TermColl with TermColl dictionary 

subset BLEU 1-gram 2-gram 3-gram 4-gram BP ratio 

1 16.41 40.2 19.6 11.8 7.8 1 1.033 
2 14.65 29.2 13.2 11.6 10.3 1 1.014 
3 4.93 25.9 5.8 2.5 1.6 1 1.202 
4 19.81 48.1 25.2 14.6 8.7 1 1.097 
5 19.76 47.2 24.8 14.4 9.0 1 1.045 
6 24.14 46.4 30.9 20.1 11.8 1 1.033 
7 7.47 36.4 12.2 5.0 2.6 0.856 0.866 
s 15.99 42.2 20.4 11.5 6.6 1 1.061 

Table 5: The BLEU score, modified n-gram precisions, brevity penalty and 

length ratio for each subset when using the TermColl with 

TermColl dictionary translation model to translate with Moses. 
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Figure 17: The BLEU score and modified n-gram precisions for each subset 

when using the TermColl with TermColl dictionary translation 

model to translate with Moses. 
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TermColl with fertilized TermColl dictionary 

subset BLEU 1-gram 2-gram 3-gram 4-gram BP ratio 

1 15.57 39.9 19.0 10.9 7.1 1 1.156 
2 14.79 28.7 12.9 11.9 10.9 1 1.013 
3 4.89 25.5 5.6 2.2 1.8 1 1.175 
4 20.00 47.8 25.5 14.8 8.9 1 1.085 
5 19.38 47.3 24.2 14.0 8.8 1 1.041 
6 24.27 46.5 31.1 20.3 11.8 1 1.033 
7 7.15 36.4 11.7 4.9 2.4 0.851 0.861 
s 15.50 41.8 20.3 11.3 6.0 1 1.052 

Table 6: The BLEU score, modified n-gram precisions, brevity penalty and 

length ratio for each subset when using the TermColl with 

fertilized TermColl dictionary translation model to translate with 

Moses. 
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Figure 18: The BLEU score and modified n-gram precisions for each subset 

when using the TermColl with fertilized TermColl dictionary 

translation model to translate with Moses. 

4.3 The Sampled Subset 
While subset 1–7 in addition to the Moses translations were only 
translated using SDLX with the TermColl translation memory, the 
sampled subset was also translated using SDLX with the TermColl 
dictionary translation memory (SDLX (token)) and using 
InterTran. Table 7 and Figure 19 show the BLEU scores for the 
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translations from each machine translation system. Table 8 shows 
how many terms were translated exactly the same by the machine 
translation systems as they were in the official translation project. 
In the tables and the figure below, TC denotes TermColl, D 
denotes TermColl dictionary and fD denotes fertilized TermColl 
dictionary.  

MT System BLEU 1-gram 2-gram 3-gram 4-gram BP ratio 

SDLX 8.39 23.9 10.4 6.1 4.2 0.942 0.944 
SDLX (token) 6.00 21.5 7.3 3.7 2.2 1 1.126 
Moses: TC 14.60 40.7 19.5 10.6 5.4 1 1.071 
Moses: TC+D 15.99 42.2 20.4 11.5 6.6 1 1.061 
Moses: TC+fD 15.50 41.8 20.3 11.3 6.0 1 1.052 
InterTran 3.90 21.1 4.8 2.0 1.1 1 1.064 

Table 7: The BLEU score, modified n-gram precisions, brevity penalty and 

length ratio obtained for each of the translation systems when 

used on the sampled subset. 
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Figure 19: The BLEU score and modified n-gram precisions for each 

translation system when used on the sampled subset. 

After subtracting the untranslated terms, the sampled subset, that 
initially held 511 terms, amounted to a total of 477 terms. Table 8 
shows how many of those were translated exactly as the Swedish 
National Board of Health and Welfare suggests. 
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 1 

(219) 
2 

(17) 
3 

(53) 
4 

(68) 
5 

(23) 
6 

(55) 
7 

(42) 
tot 

(477) 
 

SDLX 12 1 0 1 0 15 2 31 6.5 % 
SDLX (token) 13 1 2 0 0 14 1 31 6.5 % 
Moses: TC 35 2 2 8 0 11 4 62 13.0 % 
Moses: TC+D 36 1 2 7 0 14 3 63 13.2 % 
Moses: TC+fD 36 2 3 4 0 14 3 62 13.0 % 
InterTran 3 2 3 0 0 6 0 14 2.9 % 

Table 8: Number of terms in the sampled subset translated exactly as 

suggested in the official translation project and the success rate 

for each translation system, including cases of the translation 

being a copy of the original term. Numbers enclosed in 

parenthesis below each subset number is the total number of 

terms translated in the official translation project for each subset 

in the sampled subset.  

 1 

(219) 
2 

(17) 
3 

(53) 
4 

(68) 
5 

(23) 
6 

(55) 
7 

(42) 
tot 

(477) 
 

SDLX 9 0 0 1 0 0 0 10 2.1 % 
SDLX (token) 11 0 2 0 0 3 0 16 3.4 % 
Moses: TC 33 1 2 8 0 0 2 46 9.6 % 
Moses: TC+D 34 0 2 7 0 3 1 47 9.9 % 
Moses: TC+fD 34 1 3 4 0 3 1 46 9.6 % 
InterTran (2) (1) (3) (0) (0) (0) (0) (6) 1.3 % 

Table 9 Number of terms in the sampled subset translated exactly as 

suggested in the official translation project and the success rate 

for each translation system, excluding cases of the translation 

being a copy of the original term. Numbers enclosed in 

parenthesis below each subset number is the total number of 

terms translated in the official translation project for each subset 

in the sampled subset. Numbers concerning InterTran in 

parenthesis as it is not known whether the terms counted in 

Table 8 where original term and translation were identical was 

actually the result of copying or not. 
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 1 

(219) 
2 

(17) 
3 

(53) 
4 

(68) 
5 

(23) 
6 

(55) 
7 

(42) 
tot 

(477) 

No tokens in 
TC D  

26 
11.9% 

3 
17.6 % 

11 
20.8 % 

0 
0.0 % 

1 
4.3 % 

25 
45.5 % 

9 
21.4 % 

75 
15.7 % 

SDLX 5 0 2 - 1 1 4 13 
SDLX (token) 5 2 2 - 1 2 5 17 
Moses: TC 3 0 6 - 1 5 3 18 
Moses: TC+D 2 0 6 - 1 3 2 14 
Moses: TC+fD 2 0 6 - 1 3 1 13 
InterTran (10) (2) (10) - (1) (17) (8) (48) 

Table 10 Number of terms in the sampled subset where none of the tokens 

existed as an entry in TermColl dictionary. Numbers enclosed in 

parenthesis below each subset number is the total number of 

terms translated in the official translation project for each subset 

in the sampled subset. The numbers for each subset corresponds 

to how many of the terms that still got some translation. 

Numbers concerning InterTran are in parenthesis as it is not 

known whether the terms where original term and translation 

were identical was the result of copying or not. 

From the official Swedish translation, 27 terms were identical to 
the original English terms. Out of those 27 terms, 15 belonged in 
subset 6. Out of the other 12 (see Table 18 in Appendix C ), 5 could 
be found in the TermColl dictionary, all with a Swedish translation 
different from the English token or term. 

Out of the 31 terms correctly translated by SDLX, only 10 had 
actually been translated by means of a translation memory as 
opposed to having the original English term left as output. Nine 
out of those ten terms belonged to subset 1 and one to subset 4. All 
of the terms actually translated correctly by SDLX had a match rate 
of 100 %. Five terms not translated correctly by SDLX also had a 
match rate of 100 % (see Table 19 in Appendix C), four of those 
belonged to subset 1 whereas the fifth belonged to subset 4. The 
termbase created using the SDLX software did not match any 
token in 75 terms (15.7 %). 
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SDLX and SDLX (token) each found translation for 8 terms that the 
other did not. SDLX and SDLX (token) translated 23 terms 
equivalently whereas SDLX (token) and InterTran translated 27 
terms equivalently. Only one term, “gangrene”, was translated 
equivalently among SDLX, SDLX (token) and InterTran – all 
suggesting “kallbrand” – and that translation was not in 
accordance with the official Swedish translation, which suggested 
“gangräda”. However “gangräda” currently does not exist as a 
medical term and must be a mistranslation from the official 
project. All Moses and SDLX translations (where the translation 
was taken out of the termbase) agreed on 6 translations (1.26 %), 5 
out of those were correct. The sixth term was “lithiatis”, translated 
into “stensjukdom” by the machine translation systems but 
translated into “litiasis” by the Swedish National Board of Health 
and Welfare. In Swedish, “stensjukdom” is the colloquial name for 
the medical term “litiasis” The Moses translations did not agree on 
202 translations, meaning that all provided the same suggestion 
for 57.7 % of the terms in the sampled subset. 

Some sample translations from each subset are provided in Table 
11 through Table 17 below. 
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 hot water burn superficial foreign 

body 

SDLX utbrändhet (63 %) främmande kropp i 

urinblåsan (48 %) 
SDLX (token) varma vatten 

brännskador 

superficialis 

utländsk föremål 

Moses: TC heta vatten 

brännskada 

ytlig främmande kropp 

Moses: TC+D andra heta vatten 

brännskada 

ytlig främmande kropp 

Moses: TC+fD heta vatten 

brännskada 

ytlig främmande kropp 

InterTran het vatten bränna ytlig utländsk kropp 

official 

translation 

brännskada orsakad av 

hett vatten 

ytlig främmande kropp 

Table 11 Example translations from subset 1. The fuzzy matching 

percentage for the SDLX translations has been added in 

parenthesis. hot water burn is an example of a term where 

the translation from the official translation project is more 

elaborate than the original term. superficial foreign body 

is an example of a term that may have several literally correct 

translation although only one is applicable in a medical context. 
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 drug or medicament biological substance 

SDLX ogynnsam effekt av 

drog eller läkemedel 

i terapeutiskt bruk 

(78 %) 

biologiska markörer 

(49 %) 

SDLX (token) medel or medicament biologiskt ämnen 

Moses: TC läkemedel och 

läkemedel 

biologisk substans 

Moses: TC+D läkemedel eller 

specificerade 

läkemedel och 

biologiska substanser 

Moses: TC+fD läkemedel eller 

medicament 

biologisk substans 

InterTran drog eller medikament biological ämne 

official 

translation 

läkemedel biologisk substans 

Table 12 Example translations from subset 2. The fuzzy matching 

percentage for the SDLX translations has been added in 

parenthesis. drug or medicament is an example of a term 

where the translation from the official translation project is more 

concise than the original term. biological substance is 

another example of a term that may have several literally correct 

translations.  

 flow waveform degree 

SDLX flödescytometri (49 %)  

SDLX (token) flöde waveform gradens 

Moses: TC flow waveform graden 

Moses: TC+D flöde waveform grad 

Moses: TC+fD flöde waveform graden 

InterTran flöde waveform grad 

official 

translation 

flödesvågform grad 

Table 13 Example translations from subset 3. The fuzzy matching 

percentage for the SDLX translations has been added in 

parenthesis. flow waveform is an example of a term where 

TermColl was not able to provide a translation for all tokens. 

degree is an example of a term where the tokens in TermColl 

offered several possible translations. 
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 cerebellar contusion 

without open 

intracranial wound 

and with no loss of 

consciousness 

crushing injury of face 

SDLX  klämskada i ansiktet 

(100 %) 
SDLX (token) cerebellära kontusion 

without öppen 

kammarvinkel 

intrakraniellt skada 

and with no 

nedsättning of 

medvetandets 

klämskador sår of 

ansiktets 

Moses: TC cerebellär kontusion 

utan öppen 

intrakraniell wound 

och med no förlust av 

medvetande 

klämskada i ansiktet 

Moses: TC+D cerebellär kontusion 

utan öppen 

intrakraniell skada 

och med ingen förlust 

av medvetandets 

klämskada på ansiktet 

Moses: TC+fD cerebellär kontusion 

utan öppen 

intrakraniell skada 

och med no förlust av 

medvetandets 

klämskada på ansiktet 

InterTran lilla hjärnan 

kontusion utan öppen 

intracranial sår och 

med nej förlust om 

medvetande 

förkrossande skada av 

möta 

official 

translation 

kontusion av 

cerebellum utan öppet 

intrakraniellt sår 

och utan 

medvetandeförlust 

klämskada i ansiktet 

Table 14 Example translations from subset 4. The fuzzy matching 

percentage for the SDLX translations has been added in parenthesis. 
cerebellar contusion without open intracranial wound and 

with no loss of consciousness is an example of a term with high 

token count where translations while not translated correctly still contain 

many enough tokens in common with the translation from the official 

translation project to get good n-gram precision. crushing injury of 

face is an example of a term that also exists in TermColl. 
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 styloid process x - 

ray 

reconstruction of 

maxilla with distant 

flap 

SDLX skärmbildsundersökning 

(59 %) 
bukväggsrekonstruktion 

med transplantat (49 %) 
SDLX (token) styloid 

omvårdnadsprocess x - 

ray 

plastikoperation of 

överkäken with långt 

avstånd transplantat 

Moses: TC processus styloideus 

röntgenologiska 

rekonstruktion av 

överkäke med 

distanslambå 

Moses: TC+D processus styloideus 

röntgenologiska 

rekonstruktion av 

överkäke med 

distanslambå 

Moses: TC+fD processus styloideus 

röntgenologiska 

rekonstruktion av 

överkäke med 

distanslambå 

InterTran titulera förlopp x 

stråle 

rekonstruktionen av 

motto med avlägsen 

klappa 

official 

translation 

röntgenundersökning av 

processus styloideus 

rekonstruktion av 

överkäken med 

fjärrlambå 

Table 15 Example translations from subset 5. The fuzzy matching 

percentage for the SDLX translations has been added in 

parenthesis. styloid process x – ray is an example of a 

term where none of its tokens appeared on its own in the 

TermColl dictionary. reconstruction of maxilla with 

distant flap is an example of a term that while it does not 

appear in TermColl still got translations via Moses that could 

seem correct unless the official translation project had come up 

with a slightly different translation. 
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 / second % gradient mol / l 

SDLX graviditet , 

andra 

trimestern (48 %) 

  

SDLX (token) / 

andrageneration 

procent 

gradient 

mol / l 

Moses: TC / andra graden procent 

gradient 

mol - l 

Moses: TC+D / andra procent 

gradient 

mol / l 

Moses: TC+fD / andra procent 

gradient 

mol / l 

InterTran / andra  mol l 

official 

translation 

per sekund % gradient mol / l 

Table 16 Example translations from subset 6. The fuzzy matching 

percentage for the SDLX translations has been added in 

parenthesis. / second is an example of a non-medical term 

that none of the machine translation systems could recognize. % 

gradient is an example of a term where the English term is 

exactly the same in Swedish following the official translation 

project. It is also an example of a term where the handling of a 

non-alphanumeric character differs between TermColl and the 

translation from the official translation project by keeping the 

non-alphanumeric character intact rather than spelling it out – in 

contrast to / seconds where it’s the other way around. mol / 

l is another example of a term where the English term is exactly 

the same in Swedish following the official translation project. It 

also shows that the Moses TermColl models translates / into -. 
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 british ability 

scales - revised 

short - term memory 

test 

SDLX psykiatriskt status , 

skattningsskalor (38 %) 
korttidsminne (79 %) 

SDLX (token) british - columbia 

koncentrationsförmåga 

skalor - revised 

kortare - term minne 

serologiskt test 

Moses: TC british ability 

skattningsskalor - 

revised 

korttidsminne test 

Moses: TC+D british ability 

skalor - revised 

korttidsminne test 

Moses: TC+fD british - ability 

skalor - revised 

korttidsminne test 

InterTran engelsk skicklighet 

vågskålarna reviderat 

kort tid minne prov 

official 

translation 

reviderade basr - 

skalorna ( british 

ability scales - 

revised ) 

test av korttidsminne 

Table 17 Example translations from subset 7. The fuzzy matching 

percentage for the SDLX translations has been added in 

parenthesis. british ability scales – revised is an 

example of a term where the translation from the official 

translation project – the reference translation – is much longer 

than the translations from the machine translation systems. 

short – term memory is an example of a term where 

additional knowledge about the target language and translation 

rules could have improved the statistical translation. 
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5 Discussion 
The results presented in the previous section will be discussed 
here. Starting with general observations pertaining to each 
translation system, the main focus will then shift to their 
performances when compared to each other.  

5.1 SDLX 
Looking at the BLEU score for the SDLX translations, three subsets 
(3,6,7) have a remarkably low score at zero or slightly above. In 
subset 3 (Linkage Concepts) a vast majority of terms containing 
three tokens or less. This may well explain the 4-gram score at 0.0, 
but this and the other low scores for this subset may also be 
attributed to the lexical resource on which the translation memory 
was built – TermColl contains actual medical terms whereas the 
terms in subset 3 are properties of medical terms.  

For subset 6 (Qualifier Value Units) and subset 7 (Staging and 
Scales) the unfortunate explanation is hinted by the brevity 
penalty that also is at zero or slightly above – the subset input files 
were not just segmented line by line, but also had one or more 
terms segmented. The consequence is that the SDLX translations 
seemingly contain more terms than the official translations against 
which they were scored, resulting in many of the terms that have 
been translated in full no longer being correctly aligned. Any 
further discussion regarding the full SDLX translation of subsets 6 
and 7 will be avoided henceforth. The weighted average BLEU 
score (with consideration taken to the different sizes of the subsets) 
for subset 1-5 was 5.38 – a full 3 points lower than what was 
achieved on the sampled subset, where terms from subsets 6 and 7 
too were included.  

When SDLX calculates a fuzzy matching percentage for 
translation, judging by the sampled subset studied with support 
from the termbase SDLX seems to favor translation memory 
entries where tokens appear in the same order with one or more 
tokens differing between input and translation memory over 
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translation memory entries where all tokens of the input term 
match but the token order is different. 

While translating, SDLX recognized that it had few entries in its 
TermColl translation memory that had a 100 % match with the 
terms: roughly 6 % of subsets 1 and 2, barely 1 % of subset 3, and 
almost 3 % of subsets 4 and 5 were deemed exact matches. A 
majority of the terms in each subset was estimated by SDLX to 
match a term in TermColl with 30-74 %. Not a single term in any 
subset got a match between 85-99 %. The same goes for the 
sampled subset, where roughly 3 % of the terms got a 100 % match 
with the TermColl translation memory. 

About 6.5 % of the sampled subset got a translation from SDLX 
identical to that suggested in the official translation project. More 
than two thirds of those terms did not appear in the translation 
memory prompting SDLX to copy the English term rather than 
actually making an attempt at translating them. In reality just 
about 2 % of the terms in the sampled subset were correctly 
translated and these translated terms had all been previously 
identified by SDLX as 100 % matches. This means that the official 
translation project deemed at least 4.5 % of the terms in the 
sampled subset suitable for use in their original English form. 
However, this includes subset 6 which is of such character that 
many terms cannot be translated as will be discussed in section 
5.3.6. 

The SDLX translations of subsets 1, 4, and 5 all achieved a BLEU 
score of roughly 6 % although SDLX itself estimated that the 
percentage of correctly translated terms in subset 1 was almost 
twice that of either subset 4 or 5. From the sampled subset it could 
be observed that of the terms originally from subset 1, 30 % (four 
out of thirteen) of the terms with a 100 % match rate had been 
given a different translation in the official SNOMED CT translation 
project than had been extracted from other terminology systems in 
TermColl. Chances are a similar relation for the full subset 1 
affected the outcome of the evaluation of translations. For terms in 
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the sampled subset originating in subset 4, 50 % (one out of two) of 
the terms with a 100 % match rate was not translated the same in 
TermColl as in the official SNOMED CT translation project, but 
this does not seem to have any significance on the overall results 
for subset 4. 

The TermColl dictionary translation memory used on the token 
segmented sampled subset, where token-by-token translation was 
attempted via SDLX, yielded the same result as the TermColl 
translation memory on the ordinary sampled subset. The TermColl 
dictionary translation memory performed better where a token-by-
token translation was sufficient and was better prepared to handle 
tokens outside of the terms they appear in, i.e. translating 
"deficiency" to "brist" (correct translation) instead of 
"bristsjukdomar" ("deficiency diseases", as suggested by the 
TermColl translation memory) which may explain why the 
TermColl dictionary translation memory was more successful in 
actually translating terms than the TermColl translation memory. 
The TermColl translation memory on the other hand was more 
successful when multiple tokens were to be translated into one, 
e.g. translating "granulation tissue" into "granulationsvävnad". 

As suggested in section 2.2.2 texts of different origins are rarely 
similar enough for use of translation memory to be a successful 
translation technique. These results seem to indicate that this is 
true also for medical terms from different terminology systems. 

5.2 Moses 
The BLEU scores for the Moses translations did all come out pretty 
much the same for all three Moses configurations. The exception is 
subset 6 (Qualifier Value Units) where the TermColl language and 
translation models is almost ten points behind the other two. A 
probable explanation for this is that the TermColl models results in 
translating a slash (/) into a dash (-) – that this did not happen for 
the other two models is likely a consequence of the TermColl 
dictionary containing entries including a dash making the 
correlation between a dash in the source language and a dash in 
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the target language stronger when building the translation models. 
All three language models suffer from relatively low scores for 
subsets 3 (Linkage Concepts) and 7 (Staging and Scales) – likely a 
consequence from those subsets containing many non-medical 
terms making TermColl an inadequate resource in this regard. 

Comparing the scores for the full subsets, the TermColl models 
and TermColl + TermColl dictionary models both came out on top 
three times each, with the TermColl + fertilized TermColl 
dictionary models winning once and having a better score than the 
TermColl models every time the TermColl + TermColl dictionary 
models translation also had a higher score than the TermColl 
models. Still it seems that combining TermColl with the regular 
TermColl dictionary for language and translation models is the 
better choice here. When translating the sampled subset, it 
achieved a score of 15.99 while the others ended up at 14.60 and 
15.50 respectively. The weighted average BLEU score (with 
consideration taken to the different sizes of the subsets) for the 
TermColl + TermColl dictionary language model is 15.76 with the 
others at 14.11 and 15.37. Even when excluding the score for subset 
6, that contains units rather than proper medical terms, the 
TermColl + TermColl dictionary language model is ahead with an 
average BLEU score of 14.72 and the others at 14.06 and 14.27. 

Including a dictionary when building language and translation 
models appears to have skewed the Moses translation towards 
shorter translations. Comparing the evaluated translation and 
reference translation length ratio, for every subset the length ratio 
for the TermColl models is higher than that of the other models. 
For every subset but subset 1, the length ratio was lower for the 
TermColl + fertilized TermColl dictionary models than for the 
TermColl + TermColl dictionary models. This indicates that using 
a dictionary when building the language models was bad input 
data as it may have promoted the use of a single token as a full 
term. Yet the overall results suggest that including a dictionary 
when building the translation models improved the translation 
output. 
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5.3 Comparing Translation Methods 
Comparing BLEU scores it is clear that statistical translation is 
superior to a translation memory-based approach when used with 
the resources at hand for translation of SNOMED CT. Although 
there are suspicions that BLEU might be biased towards phrase-
based statistical systems, in this case the results from the sampled 
subset show that SDLX only managed to get half as many terms 
correctly translated from TermColl as Moses did, so a lower BLEU 
score for the SDLX translation appears reasonable. In part, the 
fuzzy matching procedure in SDLX (described in 5.1 above) might 
have contributed to the outcome – particularly in producing low 
unigram precision – but analysis of the sampled subset indicate 
that the most probable explanation is that the terms in TermColl 
do not match the terms in SNOMED CT well enough to make 
TermColl as a translation memory feasible. From the sampled 
subset it seems as though the results for SDLX would have been 
the same or worse if SDLX instead of fuzzy matching had been 
allowed to copy the English term rather than approximating a 
translation with an only partially related Swedish term. 

5.3.1 Subset 1: Body Structures 

Comparing results for subset 1 is particularly interesting because 
some body structures may reappear in other medical terms in 
SNOMED CT. 

Subset 1 is the largest subset included in this study and, save for 
subset 6 that gathers various units, the subset where the amount of 
numbers, punctuation marks and other typographic characters (8.8 
%) is closest to that found in TermColl (15.3 %). It is also one of the 
subsets with the lowest median token count, 2, to be compared 
with TermColl’s median token count of 3. This may be the reason 
why the Moses translation using only the TermColl models 
received a lower BLEU score than the Moses translations from any 
of the dictionary models.  

Further, this is the only subset where the translation from the 
TermColl + fertilized TermColl dictionary models had a higher 
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length ratio than the translation from the TermColl + TermColl 
dictionary models as well as the only subset where the BLEU score 
for the TermColl + fertilized TermColl dictionary models was 
closer to that for the TermColl models rather than the TermColl + 
TermColl dictionary models. As this is a subset where a relatively 
high amount of tokens exist in the TermColl dictionary it 
reinforces the idea that the TermColl + TermColl dictionary 
models generally do better than the TermColl models because the 
use of a dictionary improving translations. However, the higher 
length ratio indicates that the use of the fertilized TermColl 
dictionary rather than making translations shorter may be putting 
too much stress on specific token translations when not applicable.  

The analysis of the sampled subset translations revealed that 90 % 
of the terms correctly translated using a translation memory in 
SDLX had come from subset 1. Yet the BLEU score for the SDLX 
translation was not even half of the lowest score from any of the 
Moses translations. This result alone strongly indicates that a 
translation memory-based approach can not compete with 
statistical translation if the text to be translated is merely from the 
same sub domain as the translated resources already at hand. 

5.3.2 Subset 2: Top Nodes 

Being terms to describe top nodes, many of the terms in this subset 
are of administrative character. Some terms may reappear in 
SNOMED CT as entire medical concepts or part thereof, but with 
the subset being the smallest one with not even 350 terms, it is 
difficult to draw any general conclusions regarding translation of 
all terms in SNOMED CT. 

Out of all subsets, SDLX got the best BLEU score for subset 2 with 
9.54. This is also the subset where SDLX was the most confident 
with its translations, asserting that 6.4 % (22/346) of the terms had 
been given a 100 % correct translation. The Moses translations on 
the other hand all got a score below Moses average at barely 15. 
Even so, the Moses translations of this subset had the second 
highest 4-gram precisions out of all subsets in spite of a median 
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token count per term at a mere 2. This may indicate that Moses 
was actually better at suggesting translations for the longer terms 
in the subset than the short terms, perhaps because the longer 
terms contain more tokens familiar from the medical terms in 
TermColl. 

5.3.3 Subset 3: Linkage Concepts 

Being linkage concepts the terms in subset 3 could not be 
considered representative for the general medical contents of 
SNOMED CT. Thus the results for this subset are of little interest 
when considering translation of all terms in SNOMED CT. Even so 
the results discussed may be interesting from a machine 
translation perspective. 

All Moses translations got a BLEU score between 4 and 5 for 
subset 3 – the lowest Moses score for all subsets. SDLX performed 
even worse and ended up with a score of 0.00. That both got low 
scores could likely be explained by TermColl not containing 
enough terms matching the terms of the subset well enough, as 
illustrated by SDLX getting a perfect match for less than 1 % 
(9/1053) of the terms in the subset. Another factor likely to have 
contributed to his result is that whereas 4-gram precision was used 
when calculating the BLEU score whereas very few terms in the 
subset actually contained four or more tokens.  

5.3.4 Subset 4: Head Damages 

Comparing results for subset 4 is interesting as it is an example of 
terms from one subset (1) being integrated in terms from another. 

Albeit the second highest BLEU score for any SDLX translation of 
the original subsets, the BLEU score for subset 4 was not even a 
third of any of the BLEU scores for the Moses translations.  

With the exception of subset 6, which largely consists of various 
units, this is the subset where the Moses translations all achieved 
their highest BLEU scores. Part of the explanation may be the 
terms in this subset having an average length of more than 7 
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tokens, increasing the possibilities of finding matching unigrams 
between the Moses translations and the official translation 
compared to the other subsets that all had shorter average term 
lengths. This is supported by all Moses translations achieving their 
highest unigram precisions for this subset. This in turn could 
suggest that a trigram translation model is not suitable for use in 
translation of the shorter terms in other subsets. 

The results for subset 4 terms in the sampled subset further 
strengthen the impression that Moses produced better translations 
than SDLX. The sampled subset also showed the TermColl models 
doing slightly better than the TermColl + TermColl dictionary 
models; both translated almost twice as many terms correctly as 
the TermColl + TermColl fertilized dictionary models. This could 
indicate that the many short terms in the fertilized dictionary 
while succeeding fairly well in translating the tokens in each term 
did not recognize how to correctly combine so many of them with 
its language model being more familiar with one token terms than 
longer terms. However, the representation of subset 4 in the 
sampled subset is too small to draw any general conclusions from 
the outcome. 

5.3.5 Subset 5: Clinical Procedures on Arteries and 

Bones in Head 

Much like for subset 4, comparing results for subset 5 is interesting 
as it is an example of terms from one subset being integrated from 
terms in another. 

For subset 5 the SDLX translation was again outperformed by all 
Moses translations, scoring less than a third of their BLEU scores. 

Although the BLEU scores for translation of subset 5 were close to 
the BLEU scores for each corresponding translation of subset 4, the 
sampled subset showed that not one of the different translation 
methods could produce a translation identical to that suggested in 
the official translation project. It was already known that BLEU 
scores cannot be used to measure how good a translation is, but 
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this result seems to indicate that BLEU scores cannot be used even 
to compare quality among translations if an exact translation is of 
higher importance than merely getting the words right.  

5.3.6 Subset 6: Qualifier Value Units 

Because of the segmentation fault mentioned in section 5.1 there 
are no results from SDLX to compare with the results of the Moses 
translations of subset 6, however the results from the sampled 
subset indicate that SDLX could have performed at approximately 
the same level as Moses did when using any of the dictionary 
models. Since the terms in subset 6 are all various units, with more 
than a fifth of all tokens being numbers, punctuation marks, or 
other typographic characters, they cannot be considered 
representative for the general medical contents of SNOMED CT 
nor candidates for translation to any greater extent. Thus the 
results for this subset would have been of little interest when 
considering translation of all terms in SNOMED CT 

As explained in section 5.2 it is likely that the Moses translation 
from TermColl models was outperformed by the translations from 
the dictionary combination models as the TermColl models let a 
dash (-) be translated into a slash (/). 

5.3.7 Subset 7: Staging and Scales 

The terms in subset cannot be considered representative for the 
general medical contents of SNOMED CT. Thus the results for this 
subset are of little interest when considering translation of all 
terms in SNOMED CT. Even so the results discussed may be 
interesting from a machine translation perspective. 

Although the character of the subset is such that it includes several 
proper nouns, the translations in the sampled subset from the 
official translation project showed that attempts at translating 
them had been made while still including the original terms in the 
translation. This explains why the Moses translations were all 
shorter than the official translations for subset 7. 
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Because of the segmentation fault mentioned in section 5.1 there 
are no results from SDLX to compare with the results of the Moses 
translations of subset 7. The BLEU scores for the Moses 
translations of this subset were relatively low at roughly 7 and a 
possible explanation for this is that the names of the tests and 
scales that make up the main part of this subset were not 
represented enough in TermColl. This may also explain why with 
a relatively high average token count per term at 4.6 the 4-gram 
precisions for all Moses translations were the second lowest 
among all subsets. 

Looking at the result for the terms of subset 7 that were also part of 
the sampled subset and considering the result for subset 3, it could 
be assumed that SDLX would have done either approximately the 
same or somewhat worse than Moses for this subset. 

5.3.8 The Sampled Subset 

Comparing the translations of the sampled subset it is clear that 
the Moses translations scored considerably higher than the SDLX 
translation on all n-gram levels. This confirms that a statistical 
approach to translation is superior to a translation memory when 
the resources which the translation should be based on are not 
directly related to the text that should be translated. Yet it is highly 
questionable whether even the result from the best Moses 
translation, with no more than 10 % actually translated the same as 
the translation from the official translation project, could be 
considered a good enough translation. 

As was hinted from the individual subset translation results, the 
BLEU scores from the sampled subset showed a minor advantage 
to using the TermColl + TermColl dictionary models over the other 
two models for translation with Moses. This may be because the 
dictionary helps increasing accuracy by establishing what a 
specific token or series of tokens should be translated to, 
explaining why they do better than the TermColl models, while at 
the same time not giving a specific token to token translation so 
much weight as to impact the fluency of the full term, explaining 
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why the TermColl + TermColl fertilized dictionary got a lower 
score.  

The SDLX token-by-token translation of the sampled subset 
proved more successful than that performed by InterTran, 
showing that for these SNOMED CT subsets recognition of 
medical terms is more important than general dictionary 
knowledge of the languages involved in translation. 

Inspection of the translations from the sampled subset showed that 
many translations identical to the translations from the official 
project had just seen the original English term reused for Swedish 
as a result of TermColl not including the term or parts thereof. 
This has likely made the outcome of the translations overall seem 
somewhat better than they otherwise would have. This effect may 
however have been compensated somewhat by terms existing in 
TermColl that attained a new Swedish translation when translated 
for SNOMED CT in the official translation project, meaning that 
the machine translation systems were so confident in the 
translation they already knew they couldn’t offer any alternatives.  

5.4 Limitations 
The result of this study has been subject to limitations. Mistakes 
were made when parsing subsets 6 and 7 for translation with 
SDLX. While it may not have affected the outcome much, 
especially concerning subset 6 it was likely a loss of opportunity 
for SDLX to shine albeit simply from its ability to copy the original 
term. 

In the context of statistical translation TermColl was a small 
resource to base a language model upon. Further, the tuning step 
in the Moses translation did not lead to a change in either of the 
translation models. One possible reason for this is that the set of 
translations used in the tuning process was too small with not 
even 500 terms. 
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While accurate BLEU scores when using no more than one 
reference translation should be achievable, the small scale of the 
study may have affected the outcome negatively. Furthermore no 
investigations have been performed to find how significant a 
certain difference in BLEU score is. Additionally, that one 
reference translation is enough assumes the involvement of 
multiple translators which is something that has not been 
confirmed for this study. However in this case it could be argued 
that no matter the number of translators involved the end 
translation should still be the same. 

Using BLEU with N as 4 rather than restricting it to use a 
maximum trigram or even bigram precision may have contributed 
to unfair judgment of subsets where terms with low token count 
were many. 

5.5 Further Development 
To continue this study, combining a language model built solely 
on TermColl with a translation model built on TermColl and either 
the TermColl dictionary or the fertilized TermColl dictionary for 
statistical translation, may be the first step. Also other n-gram 
language and translation models could be investigated. 
Furthermore, a thorough inspection of the term pairs and the 
dictionary used in these translations with adjustments to improve 
accuracy could add to their value as resources.  

Experimenting with a combination of translation methods may be 
another way forward. It is plausible to assume that in lack of an 
elaborate computer-readable English-Swedish medical dictionary 
implementation of algorithms to break terms into pertinent pieces 
and describe rules in the translation process – such as translation 
from "English Latin" to "Swedish Latin" – would enhance the 
quality of the translation. Also incorporating translation from 
Danish to Swedish where applicable could possibly lead to a better 
end translation as Danish and Swedish are more similar than 
English and Swedish. 
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To increase the relevance of similar studies more attention could 
be devoted to the official translations. Keeping track of the terms 
translated in the official project before the first tuning, to find out 
which are sent back should provide a reference translation more 
analogue to the ones produced by any automatic translation 
systems as such translations also would have to undergo a review 
process. Further, following up which translations are accepted by 
professionals – especially in the case of terms that in the official 
translation project for SNOMED CT are given other translations 
than in previous medical terminology systems available in both 
English and Swedish – may provide additional insights.  

As illustrated by the example of “gangrene” attaining the faulty 
translation “gangräda” in the official translation project, another 
direction of study could be to find how machine translation could 
be used as a quality check of human translation as well as for 
stylistic support.  
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6 Conclusions 
Using TermColl as a base for automatic translation, statistical 
translation via Moses succeeds better in translating terms from 
SNOMED CT than translation using a translation memory in 
SDLX. Judging by BLEU scores, the highest ranked translation was 
the result of statistical translation using a language and translation 
models built on a combination of the medical terms in TermColl 
and the TermColl medical dictionary. However, merely using 
BLEU scores when ranking the quality of translation may be 
problematic. 

Comparison among translation methods aside, at best only 9.9 % 
of the terms could be translated to the exact same Swedish term as 
suggested by the Swedish National Board of Health and Welfare. 
This result, although based on a small material, indicates that 
machine translation of SNOMED CT from English to Swedish 
using any or all of the medical terminology systems already 
available in both languages would be more costly than human 
translation. 
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Appendix A  
Default segmentation rules, SDLX. Noted in regular expressions. 

 Before break After break 

End rules: [\.\?!]+ \s (a1) 
  \n (a2) 
Exceptions: ^\s*[0-9]+\. \s (b1) 
 \.\.\.  (b2) 
 <various abbrevations with full stops> 
 

(a1) A series including one or more dots, question marks and/or exclamation 
marks will conclude a segment if followed by a white-space character. The 
next segment will start after the first white-space character. 

(a2) A new segment will start after every new-line character. 

(b1) Rule (a1) is void if there is only one dot, that follows a series of one or 
more numbers – that may or may not be preceded by a series of white-
space characters – at the beginning of a row. 

(b2) Rule (a1) is void if exactly three dots follow in a row. 



 

 

Appendix B 
During Data Preparation (3.3.2.1) the iconv API is used for conversion from 
ISO-8859-1 to UTF-8 encoding. clean-corpus-n.perl is run to remove extra space 
characters, empty rows and rows with a too high token count from the source 
and target language files. 

To estimate the language models, ngram-count of the SRILM toolkit is used. 
As is recommended by Moses tutorial writers, switches interpolate and 
kndiscount are used when calling SRILM’s ngram-count. -kndiscount to use 
Chen and Goodman’s modified Kneser-Ney smoothing model and -interpolate 
to interpolate bigram probability estimates with lower-order estimates [32]. 
The resulting language model files reveal how many unigrams and bigrams 
there are. This is followed by a list of all n-grams together with the logarithm 
of the probability for that n-gram.  

To train a translation model for Moses, script train-factored-phrasemodel.perl is 
called. In the initial alignment step, vocabulary files, new corpus files and 
vocabulary class files are created by the mkcls tool [38]. Word alignment is 
carried through the implementation in the GIZA++ program where the grow-

diag-final. It will start by finding the tokens were both translation tables agree 
and for the other tokens attempt to find matches among its neighbors. For the 
grow method, neighbors are points directly on the left or right side, above or 
below in an alignment table whereas grow-diag neighbors also include 
diagonally neighboring points [34]. The final extension in the method name 
means that alignment points will be added also for tokens left unaligned after 
the grow-diag procedure. 

Tuning for Moses is initialized by running the mert-moses.pl script and the 
new weights inserted into the moses.ini configuration file by running reuse-

weights.perl. 



 

 

Appendix C 
Extracts from the sampled subset translation results. 

English term/Swedish translation TermColl dictionary translation 

tech noir - 

obliteration obliteration, resektion 

eruption utslag, frambrott 

rigor mortis likstelhet 

involution - 

version vändning 

chromista - 

clearance rening 

ranson ‘ s criteria score - 

r - 

attentional capacity test -6 

spectral age frequency -7 

Table 18:  Non qualifier value unit terms where the official Swedish translation is 

identical to the original English term alongside the translations suggested in 

the TermColl dictionary for the same 

                                           
6 No translation of either ”attentional” or ”capacity” was found. However for “test” three 
possible translations were suggested: “test”, “graviditetsundersökning” and “serologiskt 
test”. 
7 No translation of either ”spectral” or ”frequency” was found. However for “age” two 
possible translations were suggested: “tiden” and “ålder”.  



 

 

English term Swedish translation SDLX translation/ 

TermColl suggestion 

adenomatous 

polyposis coli 

adenomatös 

kolonpolypos 

adenomatös 

tjocktarmspolypos 

lithiasis litiasis stensjukdom 

rigor mortis rigor mortis likstelhet 

gangrene gangräda kallbrand 

birth injury to 

scalp 

förlossningsskada 

på huvudet 

förlossningsskada 

i skalpen 

Table 19: Terms and translations where the translation memory built in SDLX found a 

100 % match in TermColl although the official Swedish translation is 

different.  

 


