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Abstract

The knapsack problem manifests itself in many domains like cryptog-
raphy, financial domain and bio-informatics. Knapsack problems are often
inside optimization loops in system-level design and analysis of embedded
systems as well. Given a set of items, each associated with a profit and a
weight, the knapsack problem deals with how to choose a subset of items
such that the profit is maximized and the total weight of the chosen items
is less than the capacity of the knapsack. There exists several variants
and extensions of this knapsack problem. In this thesis, we focus on the
multiple-choice knapsack problem, where the items are grouped into dis-
joint classes.

However, the multiple-choice knapsack problem is known to be NP-
hard. While many different heuristics and approximation schemes have
been proposed to solve the problem in polynomial-time, such techniques
do not return the optimal solution. A dynamic programming algorithm to
solve the problem optimally is known, but has a pseudo-polynomial running
time. This leads to high running times of tools in various application do-
mains where knapsack problems must be solved. Many system-level design
tools in the embedded systems domain, in particular, would suffer from
high running when such a knapsack problem must be solved inside a larger
optimization loop.

To mitigate the high running times of such algorithms, in this thesis,
we propose a GPU-based technique to solve the multiple-choice knapsack
problem. We study different approaches to map the dynamic programming
algorithm on the GPU and compare their performance in terms of the
running times. We employ GPU specific methods to further improve the
running times like exploiting the GPU on-chip shared memory. Apart from
results on synthetic test-cases, we also demonstrate the applicability of
our technique in practice by considering a case-study from system-level
design. Towards this, we consider the problem of instruction-set selection
for customizable processors.
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Chapter 1

Introduction

Knapsack problem is a combinatorial optimization problem which involves
choosing a set of items from a pool of item, where each item is associated
with a profit and a weight, in such a way that maximum profit is achieved
while limiting the total weight of the chosen items to less than the capacity
of the knapsack. The knapsack problem is NP Hard [30] and with an
exhaustive algorithm, solving knapsack problem would take exponential
time.

Although a pseudo-polynomial time algorithm using dynamic program-
ming results in better running times [19] , as the problem size increases, the
run times become unmanageable. This thesis proposes the use of graphics
processing units (GPUs), which are suited for data-parallel algorithms, to
solve the knapsack problem using dynamic programming.

1.1 Motivation

Several system-level design algorithms take the shape of a knapsack prob-
lem. The knapsack problem manifests in several forms in different domains
like a design space exploration problem in computer science or a resource
allocation problem in the financial domain. In fact, there is a class of prob-
lems with variations and extensions of the knapsack problem, each of them
appearing in numerous occasions in the real world. To mention a few,

• the subset sum problem is an important variant appearing in the field
of cryptography [25],

• a transportation problem formed as a multiple-choice knapsack prob-
lem [39],

3
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Algorithm Exhaustive Dynamic programming Greedy
Complexity
with N items O(2N ) O(N · C) O(N)
and capacity C

Table 1.1: Complexities of different approaches to solve knapsack problem

• a cargo loading problem and resource allocation problem as amultiple
knapsack problem,

• schedulability analysis and a design space exploration problem [10]
seen as a knapsack problem.

As mentioned earlier, knapsack problems are NP hard problems and an
exhaustive algorithm would take exponential time. There exist algorithms,
for example, the greedy algorithm which can solve the problem in linear
time. However, the solution is an approximate solution. In some cases,
arriving at the optimal solution is crucial. An approach using dynamic
programming not only provides the optimal result, but also reduces the ex-
ecution time. Table 1.1 compares the complexity of the solutions mentioned
above. To get a tangible idea, solving a binary knapsack problem (the sim-
plest variant) considering 500 items and a capacity close to a million using
dynamic programming technique takes a little more than 8 seconds on a
Intel Xeon processor running at 2.27 GHz and by just doubling the number
of items, the running time shoots up to more than 33 seconds. Multiple-
choice knapsack problem is an extension of the binary knapsack problem,
where items are grouped into disjoint sets and is at least as hard as the
binary knapsack problem. In this thesis, we focus on the multiple-choice
knapsack problem and use the dynamic programming based approach.

In this thesis, we investigate the use GPUs to solve knapsack problem.
Instead of relying on approximation schemes or heuristics, we solve the dy-
namic programming on GPUs. Our dynamic programming based approach
yields optimal results and by employing GPUs we reduce the running times
significantly. The following section gives a brief description to GPUs and
motivates the choice of GPUs.

1.2 Graphics processing units

There are three main reasons for choosing GPUs to accelerate the knapsack
problem and these are described below.
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High performance: Modern day commodity GPUs consist of hun-
dreds of cores, while GPUs designed for high performance computing may
consist up to a 1000 cores and having computing performances up to 1
TFlops for single-precision floating point operations and 500 GFlops for
double-precision floating point operations [4], making them suitable for
parallel computing. Also, GPUs have high memory bandwidth, as much as
150 GB/s [4].

Although originally designed as accelerators for graphics processing and
visual rendering, GPUs now are not limited to graphics processing alone.
A new era of parallel computing, termed general-purpose computation on
graphics processing units (GPGPU) is on the rise, where GPUs are seam-
lessly used for high performance computing, either as standalone units or
in clusters where GPUs are being employed in super-computing units as
co-compute processors. A few examples of GPGPU application areas are
mentioned below

• molecular dynamics,

• bio-informatics and life sciences,

• computational finance,

• data mining.

Programmability: Programming the GPU involves writing programs
which make use of the graphics driver on the host to control the GPU and
its host-accessible memory. The standards have come a long way starting
from assembly level programming of GPUs to create polygons and other
graphics. With the arrival of high-level APIs like Cg and OpenGL, pro-
gramming GPUs for graphics programming was easier. As the potential
of GPU for general purpose computing was realized, programming GPUs
with APIs designed for graphics programming was considered a challenge.
Modifying the algorithm to a streaming algorithm, using vertex shaders
and pixel shaders was an extra task for GPGPU programmers. The intro-
duction of CUDA [2] and Stream [1] made GPGPU programming similar to
conventional programming and algorithms could be ported to GPUs with-
out much modification. OpenCL [3] is an open standard which aims higher
scalability, by enabling heterogeneous computing.

Although the APIs evolved, the general programming methodology re-
mained the same, much of it as shown in Figure 1.1. Initialization of the
GPU would involve device selection and device memory allocation. The
input data, which is to be processed up on is transferred from the host to
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Initialize device
Initialize device

memory
Launch compute

routine

Get results
De-initialize

device

Host to Device
data transfer

Device to Host
data transfer

Launch kernel on
GPU

Figure 1.1: GPU programming methodology

the GPU. The routine designed to process the data (kernel) is then trig-
gered, which is executed by all the threads launched. The threads produce
an output available in the device memory, which is then transferred back
to the host.

Cost: Apart from being a uncomplicated add-on to a desktop com-
puter, GPUs are cost effective considering their performance. For example,
the NVIDIA GeForce 9800 GT GPU which has 112 cores and operates at
1.5 GHz costs close to $150, where as a Intel Xeon Processor E5410 having
4 cores and a clock speed of 2.33 GHz costs approximately around $250.
Thus, we see that there is a trend towards use of GPUs for computationally
complex tasks.

To conclude our discussion on GPUs, we list some differences between
GPUs and conventional CPUs.

• Commodity GPUs consist of hundreds of cores, while on the other
hand desktop super-computers using CPUs is not a contemporary
idea.

• GPU threads are light-weight, where as CPU threads are heavy.

• The control circuitry in GPU is much less because of the braching
scheme, making more space for the arithmetic units. On the contrary,
the control circuitry in CPUs take up much of the space leaving lesser
space for the compute circuitry.

• Current day GPUs provide a fast on-chip memory similar to cache
in a CPU that is user-manageable, which is not common in case of
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CPUs.

• GPUs offer higher performance, consume lower power and are cost-
effective.

1.3 Related work

In this section, we discuss existing literature on approaches to solve the
knapsack problem. This is followed by a discussion on recent advances
in GPGPU. Finally, we discuss literature where use of GPUs has been
proposed and demonstrated to solve knapsack problems and other dynamic
programming based algorithms.

Due to its importance and occurrences in several domains, knapsack
problem has been studied for several years and various approaches have
evolved. Several approaches, both approximate and exact, to solve different
knapsack problems are given in [19] and [24]. Heuristic approaches can
be found in [37], [20] and [21]. Solution to optimally solve the multiple-
choice knapsack problem using branch-and-bound method is given in [14].
A dynamic programming approach provides the optimal solution and this
approach is chosen for this thesis.

Ever since GPUs potential for parallel computing has been realized,
GPUs have been extensively used to solve complex problems with huge
running times. Use of GPUs for image processing has been shown in [15]
and [13]. Tasks with long running times, like simulations, have been accel-
erated using GPUs in [9] and [36]. Also, cache simulation has been imple-
mented on GPUs in [17]. Use of GPUs for weather prediction has also been
demonstrated in [26]. Dynamic programming on GPUs has been worked
on, in [34], [12] and [35]. With respect to shared memory optimizations
on GPU, work has been done in [28], where the on-chip shared memory
has been exploited to optimize certain system-level design problems. [27]
and [34] demonstrate the usage of on-chip shared memory to accelerate the
Smith-Waterman algorithm on GPU. [23] describes an approach to maxi-
mize usage of on-chip shared memory.

Certain system design tasks like schedulability analysis and multi-objective
design space exploration have been formulated and solved using dynamic
programming approach on GPUs in [10]. It is shown how computation-
ally hard problems like knapsack can be accelerated by use of GPUs. This
thesis explores further possible optimizations for knapsack problems, like
improving the shared memory utilization and global synchronization. Par-
allel implementation of certain variants of knapsack problems have been
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shown by Boyer V, et al. in [11] and [32]. [11] uses certain methods to re-
duce the space complexity of the dynamic programming algorithm for the
knapsack problem and reduces the host to GPU communication, while [32]
uses lock-free concurrent hash tables to solve the knapsack problem par-
allelly. Work in this thesis uses simpler data-structures like arrays which
need simpler update mechanism. Knapsack problem has been solved using
parallel computer in [38]. Although majority of this thesis work has been
done on GPUs, OpenCL has been used to solve the multiple-choice knap-
sack problem on multi-core (parallel) machines and comparison has been
done between these implementations.

1.4 Organization of the thesis
After this introductory chapter, Chapter 2 and Chapter 3 provide the nec-
essary insight — with Chapter 2 discussing the knapsack problem, the
different approaches to solve it and Chapter 3 discusses the CUDA architec-
ture, the associated programming model and certain important guidelines
to improve performance of CUDA applications.

With the foundation laid down, we discuss the different approaches
proposed by this thesis in Chapter 4 and Chapter 5 shows the different
experiments conducted and their results. A case-study considering prob-
lem of instruction-set selection for customizable processors is presented in
Chapter 6. We finally present the conclusion in Chapter 7.



Chapter 2

Knapsack problems and
solutions

In this section we describe the knapsack problems, their formal definition
and approaches to solve them. We particularly discuss in detail the dy-
namic programming approach to solve the binary knapsack problem and
the multiple-choice knapsack problem.

2.1 Binary knapsack problem
The simplest case of the knapsack problem is the binary knapsack problem
(BKP). A classical method to illustrate it is to consider a thief with a
knapsack who has broken into a store. The store has a number of items
each with certain weight and an associated value (profit). The objective
for the thief is to choose items such that he maximizes the plunder. But
he is constrained by the capacity of the knapsack he brought along. The
problem the thief is facing is the binary knapsack problem where he either
chooses a particular item or leaves it.

2.1.1 Formal definition

An instance of the binary knapsack problem can be formally defined as
follows: Given a set of n items, with the ith item associated with a value vi
and a weight wi, and a knapsack of capacity C, the objective is to select a
subset of the items which maximizes the total value, while having the total
weight less than the capacity. The solution for the problem is a vector of
length n, denoted by x∗ = {x∗1 ... x∗n}, x∗i ∈ {0, 1} and the optimal value is
z∗ =

n∑
i=1

x∗i · vi. Formally, the problem can be defined as follows.

9
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BKP =



maximize
n∑
i=1

vi · xi

subject to
n∑
i=1

wi · xi 6 C

xi ∈ {0, 1}

(2.1)

2.1.2 Solutions to the binary knapsack problem

The most straight forward method to arrive at the exact solution would
be to consider the 2n possibilities and try to maximize the value, while
considering the weight constraint. However, with this approach, the time
required to solve the problem would grow exponentially with the number
of items.

Another intuitive solution would be to sort the items according to the
value per unit weight in a non-increasing order and start filling the knapsack
in that order and keep the total weight of selected items less than the
capacity of the knapsack. This is called the greedy algorithm [19]. A slight
variation where we stop the algorithm as soon as we fail to pack an item is
called the greedy-split algorithm. It is to be noted that if we do not consider
the integral constraint, xi ∈ {0, 1}, the problem would be trivial and this
variant of the knapsack problem is called fractional knapsack problem.

Another approach to knapsack problem is using dynamic programming.
Dynamic programming solves complex problems by dividing the problem
into simpler sub-problems, solve the sub-problems and iteratively build
the solution to the problem at hand. This approach was demonstrated by
Bellman [8]. Dynamic programming could also require us to keep the solved
problems in the memory for re-use. In case of the knapsack problem, the
problem is split into sub-problems in two dimensions, the number of items
and the capacity of the knapsack. In this thesis, we solve the knapsack
problem on GPU using the dynamic programming approach.

Assuming we have the solution for the problem considering i items, we
can now add the (i + 1)th item and check if this item gives us a optimal
solution with i+1 items. If it does, we add the (i+1)th item to the solution
set, i.e. x∗i+1 = 1, else x∗i+1 = 0. We continue to add items until we have
considered all the n items.

Let the optimal solution considering i items for capacity j be denoted
by zi(j). If the item i was considered for the optimal solution, then, zi(j) =
zi−1(j−wi)+vi, where zi−1(j−wi) is the optimal solution considering only
i− 1 items and a knapsack of capacity of j − wi, else zi(j) = zi−1(j).
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The recursive formula to find the optimal solution, also called Bellman
recursion is given by

zi(j) =


zi−1(j) ifj < wi

max(zi−1(j), zi−1(j − wi) + vi) ifj > wi
(2.2)

with the base case being z0(j) = 0 j = 0...C
The optimal value for the problem can be obtained by starting the

recursion with zn(C). Using Equation 2.2, the optimal solution to a single
capacity (C) can be found out. There also exist problems where all the
optimal solution for all the capacities, zn(j), j=1...C would be required.
One such example is the case-study in Chapter 6. For the all-capacity
problem, we build a table with n + 1 rows and C + 1 columns using the
Algorithm 2.1.

Algorithm 2.1 Dynamic programming algorithm for binary knapsack
problem

1: for j = 0 to C do
2: z0(j)← 0 {Initialization}
3: end for
4: for i = 1 to n do
5: for j = 0 to C do
6: if wi < j then
7: zi(j)← zi−1(j) {Item does not fit}
8: else
9: zi(j)← max(zi−1(j − wi) + vi, zi−1(j))

10: end if
11: end for
12: end for

• The initialization sets the base case.

• The outer loop runs from 1 to n and in each iteration we calculate
a complete row of the table, which are the optimal values for all
capacities from 0 to C, considering first i items.

• The inner loop runs from 0 to C, each iteration calculating a single
cell in the table which is the optimal value considering i items for
capacity j.



12 Knapsack problems and solutions

0 1 2 3 4 5 6 7 8 9 10
0 0 0 0 0 0 0 0 0 0 0 0
1(2,4) 0 0 0 0 2 2 2 2 2 2 2
2(4,6) 0 0 0 0 2 2 4 4 4 4 6
3(3,2) 0 0 3 3 3 3 5 5 7 7 7
4(6,7) 0 0 3 3 3 3 5 6 7 9 9

Table 2.1: Example DP table for binary knapsack problem

• If, for a particular capacity, j, the item i cannot be packed, the opti-
mal value would be same as the previous row. But if the item does
fit, we consider the item and check if the possible value is better than
that in the previous row. The maximum of the two are considered
the optimal value for i items and capacity j.

• The optimal value z∗ is zn(C).

• The time complexity and space complexity is O(n · C).

Example 2.1: An example binary knapsack problem

The problem instance consists of four items, with (value, weight) of (2,4),
(4,6), (3,2) and (6,7) respectively, and a capacity of 10. Since the instance
has 4 items and the capacity is 10 units, we have the dynamic program-
ming table of dimensions 5 x 11. Table 2.1 shows the completed dynamic
programming table.

• The 1st row is the initialization (base case), which considers 0 items.

• In the 2nd row, we consider the item with value (v1) 2 and weight
(w1) 4. We cannot fit the item until the capacity of the knapsack is
4, hence the values z1(0) . . . z1(3) are from the previous row. Since
we can accommodate the item in knapsacks of capacities greater than
3, we have z1(4) . . . z1(10), all equal to the value of the item (= 2).

• In the 3rd row, the weight of the item (w2) is 6 units and we can fit
this item only from capacity 6 and onwards. Till then, the optimal
value is same as that in the previous row. At capacity equal to 6, till
9, the optimal value is v2, equal to 4. For knapsack capacity of 10, we
can fit both item-1 and item-2, thus making the optimal value equal
to 6.
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• We go on to build the table in a similar fashion and end up with 9
as the optimal value, with item-3 and item-4 resulting in a solution
vector equal to {0,0,1,1}.

2.2 Multiple-choice knapsack problem

Multiple-choice knapsack problem (MCKP) is one of the several general-
izations of the binary knapsack problem. In this variant, the items are
divided into a number of classes and an additional constraint exists that
exactly one item from each class must be picked to form the optimal so-
lution. The MCKP problem can be imagined as follows. Let us consider
a hiker planning a journey needs to pack his backpack. Let us consider
that he/she must carry some liquid to avoid dehydration, a flash-light, a
compass or a GPS unit, a first-aid kit. He/she has several choices to choose
from, as to what liquid he/she needs (water or energy-drink), choose the
battery capacity of the flash-light, a simple light-weight compass or a rela-
tively heavy GPS unit and choose the contents of the first-aid kit. We see
that he/she must choose at least one item from each class, considering the
capacity of the backpack and having maximum utility out of what he/she
chooses to take. MCKP is one of the important variants of the knapsack
that appears in several instances, like capital budgeting, menu planning
and VLSI design. One such instance is the exploration of design trade offs
in instruction set customizable processors. In this case, we have a limited
area (capacity), certain tasks at hand, hardware blocks consuming certain
area and objective is to minimize the processor utilization.

2.2.1 Formal definition

MCKP can be formally defined as follows. Given m classes of items, with
each class having ni items, each item in class i having a value of vik and
a weight of wik, and a knapsack of capacity C, we need to choose exactly
one item from each class such that we maximize the value (profit), while
having the total weight of the chosen items at most equal to C. We now
have a binary variable xik, which takes the value 1 if the kth item in the ith
class was chosen to be a part of the optimal solution. The optimal solution
is a set x∗ = {{x∗11 ... x∗1n1}, . . . , {x

∗
m1 ... x∗mnm

}}, x∗ik ∈ {0, 1}, and the

optimal value is given by z∗ =
m∑
i=1

ni∑
k=1

x∗ik · vik.
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MCKP =



maximize
m∑
i=1

ni∑
k=1

vik · xik

subject to
m∑
i=1

ni∑
k=1

wik · xik 6 C

ni∑
k=1

xik = 1, i = 1 · · ·m

xik ∈ {0, 1}

(2.3)

There are variants of this problem where the constraint
ni∑
k=1

xik = 1 may

be absent, i.e., we may have an optimal solution without choosing an item
from a particular class and without the constraint xik ∈ {0, 1}, we have a
linear multiple-choice knapsack problem.

2.2.2 Solving MCKP using dynamic programming

MCKP, like BKP, can be solved for single-capacity (C) using recursion or
all-capacities using dynamic programming. A recursive approach to find the
optimal solution can be found in [19]. The same is presented in Equation
2.4. For a detailed description, please refer to [19].

zi(j) denotes the optimal value considering i classes and a knapsack
of capacity j. We have the base case of z0(j) = 0, ∀ j = 0...C. Also, if
an item cannot fit in the knapsack, the item is considered to contribute a
value of −∞ to the total value and cannot be a part of the currently being
computed optimal solution, i.e. xik = 0.

zi(j) = max



zi−1(j − wi1) + vi1 if wi1 6 j

zi−1(j − wi2) + vi2 if wi2 6 j
.
.
zi−1(j − wini) + vini if wini 6 j

(2.4)

with the base case being z0(j) = 0 j = 0...C
In the recursive equation, we try to fit every item in the class being

considered, and go on to fit in items from the other classes, reducing the
capacity by the weight of the items already fit in to the knapsack. We get
the optimal solution for the MCKP by starting the recursion with zm(C).
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To solve the all-capacity problem, we iteratively build the table by con-
sidering a single class initially and then go on to consider all the classes
in the problem instance. For each class, the problem is solved for all the
capacities from 0 . . .C. The space complexity is O(m · C). The dynamic
programming algorithm to build the table iteratively is shown in Algorithm
2.2.

Algorithm 2.2 Dynamic programming algorithm for multiple-choice knap-
sack problem

1: for j = 0 to C do
2: z0(j)← 0 {Initialization of first row}
3: end for
4: for i = 1 to m do
5: for j = 0 to C do
6: z0(j)← −∞ {Initialization of rest of the rows to −∞}
7: end for
8: end for
9: for i = 1 to m do

10: for j = 0 to C do
11: for k = 1 to ni do
12: if wik 6 j then
13: zi(j) ← max(zi(j), zi−1(j − wik) + vik) {Item fits and can

possibly replace the previous optimal value at zi(j)}
14: end if
15: end for
16: end for
17: end for

• The initialization is done in two steps. The first of which sets the
base case, z0(j) = 0. The second step is required to take care of the
second constraint in 2.3.

• The outer loop runs from 1 to m and each iteration calculates one
complete row of the table considering the first i classes.

• The inner loop runs from 0 to C, with each iteration calculating a
single cell in the table, which is the optimal value for capacity j and
considering the first i classes.

• The inner most loop is required to iterate over all the ni items of the
class i.
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Class Items

1 a. (2,3)
b. (3,4)

2 a. (1,4)
b. (4,8)

3
a. (2,1)
b. (3,2)
c. (4,2)

Table 2.2: Example inputs for multiple-choice knapsack problem

0 1 2 3 4 5 6 7 8 9 10
0 0 0 0 0 0 0 0 0 0 0 0
1 −∞ −∞ −∞ 2 3 3 3 3 3 3 3
2 −∞ −∞ −∞ −∞ −∞ −∞ −∞ 3 4 4 4
3 −∞ −∞ −∞ −∞ −∞ −∞ −∞ −∞ 5 6 7

Table 2.3: Example DP table for multiple-choice knapsack problem

• If an item can be packed in a knapsack of capacity j, a possible
optimal value will be made of the current item (vik) and the optimal
value with i− 1 classes and a capacity j − wik (zi−1(j − wik)). This
value is compared against the previous best, zi(j) and the maximum
value is retained.

• The optimal value is zm(C).

Example 2.2: An example multiple-choice knapsack problem
We have 3 classes, with varying number of items in each class and the
capacity of the knapsack is 10. The dimension of the table is 4 x 11.
The classes and the items are shown in Table 2.2 and Table 2.3 shows the
completed dynamic programming table.

• The 1st row is the initialization (base case), which considers 0 items.
Also, the rest of the table is set to −∞.

• We now consider the 1st class, having two items of weights 3 and 4
respectively. Since we cannot pack any of these until capacity is 3, we
have −∞ from the initialization step. We can fit the item 1a when
the capacity is 3 or greater, but for capacity 4 or greater, we get a
better value by packing 1b.
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• With the 2nd class, we can pack 2a when capacity is 4, but we are
not left with space to pack any of the items in class-1 (constraint-2
in Equation 2.3). Mathematically, z2(4) = v21 + z1(0) = −∞. When
the capacity is 7, we can fit 2a and 1a, getting a value of 3. From
capacity values 8 onwards, we can fit 1b and 2a.

• Considering all the three classes, we have the 1st entry when the
capacity is 8, when we can accommodate 1a, 2a and 3a. And at
capacity 10, we can fit 1a, 2a and 3c, obtaining a optimal value of 7
and solution vector {{1,0},{1,0}, {0,0,1}}.

We see that Algorithm 2.2 is a pseudo-polynomial time algorithm, with
a time complexity of O(m · (C + 1)) with one item in each class and O(m ·
(C + 1) ·N) considering N items in each class. As a final note, if we have
zm(C) = −∞, that problem instance does not have a solution.





Chapter 3

CUDA

The computing power of GPUs has been harnessed for general purpose
computing even with programming interfaces like OpenGL and Cg. How-
ever, these programming models were meant to be programmed only by
graphics experts. Moreover, the APIs associated with these models did not
expose various modern day GPU feature like on-chip shared memory. This
led to the development of high-level programming languages that eased
the programming of GPUs for non-graphics domain as well as exposed
on-chip shared memory. Compute Unified Device Architecture (CUDA)
is one such language that makes GPGPU programming similar to conven-
tional programming and has been released by NVIDIA. CUDA also refers to
NVIDIA’s GPGPU computing platform. OpenCL is another programming
language for GPGPU that is backed by a wide consortium of industrial
players and it targets not only GPUs but any multi-core platform. In this
thesis, we use CUDA for programming the GPUs and this section describes
the NVIDIA CUDA architecture, the associated programming model and
a few general guidelines towards an optimized code.

3.1 CUDA architecture

The CUDA architecture is quite similar to other GPU architectures and em-
ploys most of the transistors (and hence area) on compute circuitry than on
the control logic and instruction caches, resulting in more arithmetic cores.
This is possible because of the branching mechanism and characteristics of
the Single Instruction Multiple Thread (SIMT) architecture.

A visual comparison against CPUs is presented in Figure 3.1.
The CUDA architecture is shown in Figure 3.2. The GPU consists of one

or more compute units (CU), otherwise called Streaming Multi-processor

19
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(SM). Each compute unit consists of several cores, working together, simi-
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lar to a SIMD machine, with minimal control logic and instruction cache.
Modern GPUs have an additional on-chip memory called shared memory
which is user-manageable. Some amount of this on-chip memory may be
devoted to L1 cache as well. The device memory (DRAM) is also termed
as the global memory and consists of the local memory, texture memory
and the constant memory necessary for graphics processing. The device
memory, excluding the local memory is host accessible, i.e., the host can
allocate memory, move data to and from it and de-allocate the allocated
memory. An L2 cache could also be present between the global memory and
the shared memory. The corresponding programming model is discussed in
the following section.

3.2 CUDA programming model

CUDA offers an easily scalable programming model, where data-parallel
kernels are executed by several threads.

User programs

CUDA

API, Library

OpenCL

API, Library

Host source Device source 

Built-in functions

Device library

Device binaryHost binary

CUDA compute architectureHost machine Hardware

Binaries

APIs and Libraries

Source code

Figure 3.3: CUDA programs

A programmer can visualize two different entities, the host and the
device (or the GPU). An overview of CUDA programs is presented in Figure
3.3.The program (written and compiled on the host) is made up of the host
code and the device code. The host code makes use of the APIs (CUDA
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C or OpenCL) and the corresponding libraries to invoke the underlying
low-level graphics driver. The host code is compiled to form the a binary,
which is executed on the host machine. The host code is responsible for
device initialization, host-visible device memory initialization and kernel
invocation. Kernel invocation involves specifying the number of threads
that would be executing the kernel. The device code is compiled separately.
It is also called the kernel, intended to run on the GPU. It makes use of
the device libraries and built-in functions and a binary (with the device
instruction set) is prepared. Up on kernel invocation, the GPU control
logic prepares the threads for launch and schedules them on to the cores in
batches.

The programming model specific to the device is defined by a hierarchy
of threads and a memory hierarchy.

3.2.1 Kernels and CUDA threads

The device code is known as the kernel. The kernel is compiled on the
host and the binary is provided to the GPU for execution. The kernel is
specified using the __global__ specifier and could also take arguments.
The kernel code is essentially the C language with some extensions.

A high computation throughput is achievable due to the possibility of
having large number of threads in the GPU. A GPU can house millions
of threads, with thousands of active threads. The launch specification is
provided in the host code, indicating the total number of threads in a group
- the so-called thread block and the total number of thread blocks in a grid.
This specification could be either in a single dimension, two dimensions or
three dimensions. A thread has a unique three dimensional local ID in a
thread block - threadIdx and each block has a unique three dimensional ID
- blockIdx.

Example 3.1: An example launch configuration

vector_add<<<7,100>>>(int *a, int *b, int *sum);

The above line invokes a kernel named vector_add, with 7 thread blocks
and each thread block having 100 threads. With this configuration, we have
launched 700 threads. Such a linear configuration is used in problems such
as vector addition, where work is done in a single dimension.

Launch configuration could be in two or three dimensions too, for exam-
ple to work on matrix or volumes. A two-dimensional launch configuration
is shown below and Figure 3.4 illustrates the hierarchy of threads. In the
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Figure 3.4: Example thread hierarchy

figure, we see that there are a total of 6 thread blocks, with 2 thread blocks
along x-direction, 3 in y-direction. Also, in each of the thread block, we
have a total of 8 threads, 4 along the x-direction and 2 along the y-direction.

dim3 nTB(2,3); // Number of thread blocks
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dim3 nTpB(4,2); // Number of threads per block
area_simulate<<<nTB,nTpB>>>(int *origin);
The above configuration launches 48 threads((2*4) * (3*2)).

A thread block is associated with a single multi-processor. However
there could be several thread blocks that are set to be scheduled on the
same multi-processor. The smallest unit of scheduling is termed a warp. A
warp is a set of threads from the same thread block which are scheduled
on a SM at any instant. Threads belonging to a warp execute the same
instruction at any point and this is the basis for the SIMT architecture.
This greatly reduces the amount of control circuitry required. The number
of threads per thread block is limited by the resource usage per thread.
Typical numbers of warp size and maximum thread block size for Tesla
GPU is given in Table A.1 in Appendix A. Following are a few notes on
thread scheduling:

• A thread block is scheduled on a single multi-processor.

• One or more thread blocks can be mapped to the same multi-processor,
depending on the launch configuration.

• Of the number of thread blocks assigned to a multi-processor, there
could be one or more active thread blocks whose threads are being
executed, depending on the resource usage.

• Once a set of thread blocks are scheduled, they are executed till com-
pletion and it is only then that the next set is picked from the available
pool of thread blocks.

• Thread blocks are divided into warps and warps are units of schedul-
ing.

• Any warp whose operands are not yet available are preempted for
later scheduling and the cores are assigned another warp which is
ready to be executed.

3.2.2 Memory model and hierarchy

As indicated in the architecture there are three distinct memory levels - the
registers, the shared memory and the global memory (local memory, texture
memory and constant memory included) and hence three distinct address
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spaces. The registers have the least latency and the shared memory also has
a latency of the same order as the registers, but the global memory is at least
100x slower than the shared memory. Figure 3.5 illustrates the memory
hierarchy. As shown, there are registers which are per-thread, otherwise
called private memory, the shared memory which can be accessed by all
the threads of a thread block and the global memory, which is accessible by
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all threads on the GPU. It is also important to note that the registers and
the shared memory are not persistent across kernel launches, where as the
device memory is. Table A.1 shows certain specifications of the memory
spaces discussed for NVIDIA’s Tesla GPU.

3.3 Performance guidelines

The CUDA programming guide [6] and CUDA best practices guide [5]
present certain general guidelines to improve performance. Few of those
are discussed in this section.

3.3.1 Occupancy and its implications

As mentioned earlier, a stream multi-processor can house a number of active
threads. These may be from the same thread block or different thread
blocks. When warps are scheduled and they issue a operand fetch from the
device memory, these warps are said to be in waiting state and the wait
may be as long as 400 clock cycles.

To hide such latencies, other warps that are ready to be executed are
scheduled. Thus, we see that it is important to have enough warps associ-
ated with a multi-processor so that the device is always occupied. Occu-
pancy is defined as the ratio of number of active warps on a multi-processor
to the total number of active warps possible. Assuming that a single arith-
metic instruction take 4 clock cycles and one arithmetic instruction precedes
a global fetch, would need at least 100 warps to be active (executing the
arithmetic instruction) to completely hide the memory latency (due to the
global fetch). Also, register dependency causes warps to stall, which could
be up to 24 cycles, demanding at least 6 warps to be available to hide the
latency.

Higher occupancy does not ensure better performance — improving oc-
cupancy beyond a certain point does not lead to performance improvement.
For example, if we need 6 warps to hide a particular latency, having 8 ac-
tive warps results in the same performance as having 6 warps active. On
the other hand, with memory-bound kernels, having low occupancy surely
degrades performance. Care should be taken to make sure we have the
multi-processors occupied up to the required extent. Occupancy depends
on the following factors:

Launch configuration: The number of threads in a block and the
number of thread blocks make up the launch configuration and the following
points should be taken care of when deciding the launch configuration.
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B Number of thread blocks in the launch configuration
T Number of threads per block in the launch configuration
Tmax Maximum number of threads allowed per thread block
BA Number of active thread blocks per SM
BA,max Maximum number of active thread blocks allowed per SM
TA Number of active threads on a SM, BA · T
TA,max Maximum number of active threads per SM
SM Total amount of shared memory used by a single thread

block
SMmax Total amount of shared memory per SM
R Number of registers used per thread
Rtotal Total registers required for the active threads, R · TA
Rmax Number of registers available per SM
WA Number of active warps per SM, TA/Wsize

WA,max Maximum number of active warps possible on a SM
Wsize Number of threads in a warp
NSM Number of stream multi-processors
φ Occupancy, given by WA / WA,max

Table 3.1: CUDA - Notations used

• There should be at least one thread block for each of NSM processors
i.e., B > NSM . If not, there will be idle multiprocessors, which is a
wastage of resource.

• Thread block size (T) should be a multiple of the warp size (Wsize),
i.e., mod(T,Wsize) = 0 to waste computation resource on underpop-
ulated warps. Also, this helps coalescing.

• Assuming that the registers and the shared memory are not a bot-
tle neck, let BA,lc be the total number of active thread blocks, given
by floor(TA,max/T ), where TA,max is the maximum number of ac-
tive threads per multiprocessor. If T does not divide TA,max evenly,
occupancy reduces to a value BA,lc · T/TA,max (< 100%).

Thus, we see that if the launch configuration is not chosen carefully, we
limit the occupancy.

Register usage: Each thread being executed requires registers, which
are a limited commodity on GPUs and the total number of active threads
(warps) that can be accommodated in a multi-processor could be limited by
register usage in some cases. Considering the launch configuration is such
that it results in a 100% occupancy and if each thread uses R registers,
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total register usage is TA,max · R. If this total register usage is more than
the number of available registers, Rmax, number of possible active thread
blocks is BA,reg, given by floor(Rmax/(T · R)). This is because of the
fact that only thread blocks which can be allotted the required number of
registers can be accommodated.

There is an option (compiler option) to limit the register usage per
thread, which could be used to improve occupancy to a desired value, but
it comes at a significant cost. When the total registers required is more
than the limit specified to the compiler, the variables to be stored in the
registers will now be stored in the local memory which lies in the global
memory space, causing performance degradations. This is called register
spilling. In such cases, a better idea would be to optimize the kernel code
so as to use less registers.

Shared memory usage: Certain kernels use shared memory (on-chip
memory) for optimization purposes (Section 3.3.2). Shared memory, sim-
ilar to registers is a limited commodity. Shared memory allocation is per
thread block, as compared to the per-thread (per-warp) register allocation.
Considering that the launch configuration and register usage do not limit
occupancy, the total number of active blocks considering only shared mem-
ory is, BA,sm is given by floor(SMmax/SM), where SMmax is the total
amount of shared memory per multiprocessor and SM is the per thread
block shared memory usage. If BA,sm · T is less than TA,max, the occupany
is being limited by the shared memory usage.

Considering all the above three factors and BA,max we can now deter-
mine the occupancy. The actual number of active thread blocks would
be BA = min(BA,lc, BA,reg, BA,sm, BA,max) and the total number of active
threads equal to BA · T , resulting in an occupancy of

φ = min(BA,lc, BA,reg, BA,sm, BA,max) · T/TA,max (3.1)

Example 3.2: Illustration: Occupancy

Let the maximum number of threads per block, Tmax be 1024 and the
maximum number of active threads per multiprocessor, TA,max be 1536.
We consider that the total amount of on-chip shared memory per
multiprocessor, SMmax equal to 49152, the total registers per
multiprocessors, Rmax equal to 32768 and the maximum number of active
blocks per multiprocessor, BA,max equal to 8. Let us consider 14
multiprocessor in the GPU. Hence, NSM = 14



3.3 Performance guidelines 29

Without bottlenecks,
Let the launch configuration be such that we have a total of 56 thread
blocks and each thread block requiring 4096 bytes of shared memory. Let
each thread block have 768 threads, with each thread consuming 10
registers, i.e., B = 56, T = 768, SM = 4096, R = 10⇒ φ = 100%.

Case-1 (Launch configuration):
1. With 56 thread blocks and each block using 4096 bytes of shared
memory we have B = 56 and SM = 4096. Let the thread block size be
1024, where each thread uses 10 registers. Thus, T = 1024 and R = 10.
This results in an occupancy, φ = 66.66%, limited by thread block size,
since we can accommodate only one thread block of size 1024 given
maximum number of active threads equal to 1536.
2. Let us now consider a case where the number of active thread blocks
limits the occupancy. With 1400 thread blocks and each thread block
using 2048 bytes of shared memory, occupancy, φ is limited to 66.66%.The
total number of possible active thread blocks is given by
BA,lc = 1536/64 = 24, which is greater than BA,max (8).

Case-2 (Registers):
1. With 768 threads in a single thread block and each thread consuming
22 register, we have T = 768 and R = 22. Now, the total registers
required per thread block is 16896 and for two thread blocks, it is 33792
which is more than the total registers available per multiprocessor.
Although the launch configuration allows two thread blocks, we can only
accommodate one thread block due to the register pressure, thus limiting
the occupancy to 50%.
2. In above scenario, it is better to have the number of threads per block,
T equal to 1024, since then total register usage per block would be 22528,
which is less than Rmax and the occupancy, although is now limited by
number of threads per block, is higher (66.66%).

Case-3 (Shared memory):
1. We now consider a case where the shared memory limits the
occupancy. Let us consider 56 thread blocks, each thread block
consuming 32768 bytes of shared memory. Thus, B = 56 and
SM = 32768. Let the thread block size be T = 768. We can
accommodate two thread blocks considering the launch configuration.
But for two thread blocks we see that the total shared memory required
would be 65536 bytes, which is more than the memory available on a
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multiprocessor. Thus, the total number of active thread blocks is limited
to 1, thus limiting the occupancy to 50%.
2. With the amount of shared memory usage going beyond Smax/2, it is
best to allocate Tmax threads, which in this case is 1024. We now see that
the occupancy improves to 66.66%.

3.3.2 Aspects concerning memory

Certain aspects related to memory access and memory utilization have
high impact on performance of the GPU. For example, it is important to
minimize data communication between the host and the device for a simple
reason that the host-device communication is slow (4 GB/s at 16x). Other
important considerations are discussed below.

Coalesced memory access: One of the most important factors af-
fecting performance is the way global memory access is performed. To make
the most of the bandwidth available, memory requests to global memory
from a warp is coalesced (combined). In modern day NVIDIA GPUs, the
cache line is 128 bytes and all global memory requests are of the cache line
size, aligned to 128 bytes.

1024 1028 1032 1036 11481144

FetchedUsed

Figure 3.6: Illustration: coalesced access

Let us consider an example where a thread in certain warp (32 threads)
requests a word (32 bits) of data at location 1032. Figure 3.6 shows the
case. We see that this single request accesses the 128 bytes (aligned to 128
bytes at 1024) which includes the word requested. On the same lines, if all
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threads in a warp access a word, with the first thread accessing the word
aligned at 128 bytes (address 1024 in the example), the request from all the
threads in the warp is handled in a single memory transaction. The same
is the case with memory writes. On the other hand, if the memory request
from the threads of a warp is scattered, we would, in the worst case fetch
a total of 32 · 128 = 4096 bytes, of which only only 128 bytes are utilized.
Thus we see that achieving coalesced memory accesses when ever possible
is a very important factor to avoid performance impairment.

Shared memory usage: The on-chip memory in a multi-processor
consists of the user-accessible space, termed as the shared memory and the
L1 cache. This memory space is almost as fast as the register access, but
in comparison with the global memory, this memory space is 100x faster.
Although memory requests to the global memory are cached, to be certain
about performance improvements it is better to make use of the shared
memory than rely on the cache hits. However, it is to be observed that
shared memory is limited and has to be efficiently utilized. Also, shared
memory is useful to convert a non-coalesced access pattern to a coalesced
pattern.

3.3.3 Control flow

As mentioned earlier, in the SIMT architecture, all threads in a warp exe-
cute the same instruction. Branching is usually inevitable and when a warp
encounters a branch instruction which not all the threads take, the threads
which do take the branch are executed and the rest are masked. If this oc-
curs often, the instruction throughput reduces, resulting in a performance
degradation. Care must be taken that all threads in warp take the same
branch to the extent possible.

With this introduction to CUDA and the considering the above guide-
lines, we discuss the work done in this thesis — employing GPUs to solve
the knapsack problem — in the following chapter.





Chapter 4

Proposed framework

In this section, we propose techniques to implement multiple-choice knap-
sack problem on GPUs. First, we discuss the CUDA implementation that
exploits the inherent data parallelism offered by the knapsack problem.
We then discuss two different techniques which make use of the on-chip
shared memory to further improve the running times. This approach is
further refined by optimizing the launch configuration. Finally, we propose
a technique which involves GPU based synchronization to avoid multiple
invocation of the kernel from the host. Thus, we propose a total of 5 tech-
niques in this chapter. Apart from this, we also study a reduction based
technique to solve the multiple-choice knapsack problem.

4.1 GPU implementation

To efficiently implement an algorithm on the GPU, it is very important
to determine the data-parallel part of the algorithm. The data parallel
component is essentially then implemented as the kernel on the GPU so
that they can run in parallel. Determining parallellism involves identifying
data dependencies. The sequential algorithm (Algorithm 2.2) presented in
Section 2.2.2 is reviewed to identify dependencies and define the parallel
algorithm.

We recall from Section 2.2.2, Algorithm 2.2 that we compute the optimal
solution with i items and then consider the (i + 1)th item in the next
iteration. In line 13 of Algorithm 2.2, during the computation of the (i +
1)th row, we make use of certain values from the ith row. Thus, there
exists a dependency that the (i+ 1)th row cannot be computed before the
ith row. This is illustrated in Figure 4.1. However, since there exists no
dependency along the row being computed, we can compute a row (C + 1

33



34 Proposed framework

Already
computed
rows

Row being
computed

Rows to be
computed

Dependencies

Figure 4.1: Dependency in the dynamic programming table

cells) concurrently. We need one thread to compute a single cell in the DP
table and C+1 threads to compute a row. Thus the kernel must be invoked
m times to compute the whole table.

Recall from Section 2.2.2 that the sequential algorithm has a time com-
plexity of O(m·(C+1)·N) with N items in each of them classes. Assuming
we can have all the C + 1 threads running in parallel, the time complex-
ity reduces to O(m · N). Generalizing, if we can have P threads running
in parallel, the time complexity reduces to O(m · (C + 1) · N/P ) and the
expected (ideal) speed up is in the order of P.

Algorithm 4.1 CUDA implementation (CUDA-GLOBAL)
Require: vi1 . . . vini , wi1 . . . wini , Z, i, C, ni

1: j ← get_ID()
2: if j > C then
3: return
4: end if
5: best← −∞
6: for k = 1 to ni do
7: if wik 6 j then
8: best← max(best, zi−1(j − wik) + vik)
9: end if

10: end for
11: zi(j)← best

We recall from Section 1.2 that the host code is responsible for the ini-
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tialization and the kernel launch. The pseudo-code for the host is provided
in Algorithm B.1 in Appendix B. Algorithm 4.1, henceforth referred to
as CUDA-GLOBAL in this thesis shows the pseudo-code for the CUDA
kernel.

The host (Algorithm B.1) reads the problem instance V = {{v11 . . . v1n1}
. . . {vm1 . . . vmnm}}, W = {{w11 . . .w1n1} . . . {wm1 . . .wmnm}} and capacity
C. The CUDA environment on the GPU and the device memory is initial-
ized with all the required input data for the computation. The launch
configuration is in a single dimension, since we compute a single row with
one kernel launch, where each thread handles a single cell of the row (sub-
set of an array). The launch configuration is set such that we achieve the
required occupancy. As an example, with Tesla M2050, where maximum
number of active threads is 1536 (see Appendix A), a thread block size of
768, 512, 384, 256 or 192 (among other options) will result in 100% oc-
cupancy. Note that this implementation does not make use of any shared
memory and the register usage has not served as a bottleneck. This allows
us to achieve maximum occupancy. The total number of thread blocks
should be such that the total number of threads being launched should be
at least C + 1. The kernel is launched m times, once each for the m rows
of the DP table. Since CUDA calls are asynchronous, all threads need to
be synchronized between two kernel calls to be sure that all the cells of
the ith row have been computed before the start of (i + 1)th row. This
synchronization is done by synchronize_threads (which actually translates
to a CUDA call — cudaThreadSynchronize). This is CPU based synchro-
nization. Once the computation is complete the DP table is read back and
the device is deinitailized.

The kernel requires, as input, the value and weight array associated
with the row being computed currently (i) and the number of items in the
ith class. Each thread handles a cell in the row. For a thread to be able to
identify the cell it computes (Algorithm 4.1, Line 1), we use the unique IDs
CUDA environment assigns to threads and thread blocks — threadIdx and
blockIdx. Since the launch configuration is in a single dimension, we make
use of threadIdx.x and blockIdx.x. The globally unique ID for a thread
is given by blockIdx.x · blockDim.x + threadIdx.x, where blockDim.x is
the thread block size (T ) specified in the launch configuration. If the total
number of threads launched is greater than C + 1, our implementation
ensures that the excess threads do not participate in the computation. The
variable best used for intermediate computation is stored in the register.
Using this intermediate variable avoids repeated writes and reads to the
global memory (zi(j)). In each iteration, if the weight of the item wik
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Figure 4.2: Global memory access pattern for GPU implementation

is less than the capacity j, the thread considers the item k and goes on
to compute zi(j) after evaluating all the ni choices in class i (lines 6 —
10). After considering all the ni items, best will hold the optimal value
considering i items and capacity j, and it is assigned to zi(j) in line 11.

In Line 8 of Algorithm 4.1, we see references to zi−1(j − wik) and vik,
which are global memory accesses. Figure 4.2 shows the access pattern
during the kernel execution. We see that adjacent thread access adjacent
memory locations in the global memory, resulting in a coalesced access
— the data required by a warp is fetched in a single memory transaction.
There is a subtle point to be noticed about the access to vik. When the first
thread in the warp accesses vik, a fetch is initiated, which brings the 128
bytes which has the required word to the cache. The requests from other
threads in the warp is serviced from the cache. Similarly, the reference to
wik on Line 7 results in a coalesced access to the global memory.
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4.2 Shared memory utilization

Frequently accessed data can be placed in the shared memory to reduce
global memory access latencies. The shared memory is accessible by all
threads of a thread block. We propose two different approaches where
shared memory is used.

4.2.1 Input data pre-fetch

In this implementation, we extend our CUDA-GLOBAL implementation
by pre-fetching the input data to the shared memory. While computing
the ith row of the DP table, all the ni items (the (value, weight) tuple) in
the class are accessed by all threads that are launched. In Algorithm 4.1,
we see that in any iteration all the threads access the same memory location
(vik). This is visually shown in Figure 4.2. In contrast to Algorithm 4.1, we
now per-fetch all the (value, weight) tuples required for the computation of
that row into the shared memory, thus avoid global memory accesses.

Algorithm 4.2 CUDA implementation: Shared memory utilization - input
data pre-fetch (CUDA-SHARED)
Require: vi1 . . . vini , wi1 . . . wini , Z, i, C, ni

1: j ← get_ID()
2: lvk ← vik {k = 1 . . . ni}
3: lwk ← wik {k = 1 . . . ni}
4: synchronize() {Ensures that necessary data is available in shared

memory}
5: if j > C then
6: return
7: end if
8: best← −∞
9: for k = 1 to ni do

10: if lwk 6 j then
11: best← max(best, zi−1(j − lwk) + lvk)
12: end if
13: end for
14: zi(j)← best

Algorithm 4.2 shows the pseudo-code for this approach and it will be
henceforth referred to as the CUDA-SHARED algorithm. Lines 2-3 show
the pre-fetch to shared memory. This pre-fetch results in coalesced access
to the global memory since adjacent threads fetch adjacent memory loca-
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tions. Notice that it is possible that threads of a particular warp perform
the pre-fetch and go on to the computation part. But it is important to
have all the ni items in the shared memory before we continue with the
computation. To ensure that all the items are pre-fetched, we synchronize
the threads of a thread block, before we refer to the shared memory. During
the computation, we refer to the shared memory in lines 9-10.

Pre-fetching data to the shared memory results in performance improve-
ments only if the shared memory is repeatedly referenced. Once the pre-
fetch is done, more the number of references to the shared memory, better
is the performance improvement. To provide an analytical insight, a new
term - references per global memory access is introduced. References here
indicates the number of references to the shared memory after the element
is fetched from the global memory. We denote this metric by RTA and can
be used as a guiding metric which decides if we are going to use the shared
memory or not. When this ratio is greater than 1, fetching this element
to the shared memory would be desirable. The idea presented here for a
single item can be extended to a block of items.

In the above implementation, we fetch in ni value elements and ni
weight elements per thread block and each of the thread block refers to
each of the element once. Hence,

Number of requests to global memory per
thread block, AGM = ni + ni

Number of references to shared memory per
thread block, RSM = T · ni + T · ni

Thus, RTA = T

(4.1)

We notice that a higher thread block size gives a better RTA, but there
exists a limit on the thread block size. Yet another opportunity to utilize
shared memory is discussed below.

4.2.2 Pre-fetch of previous row data

Previously, we discussed how to pre-fetch input data to the shared memory.
Here, we will discuss yet another opportunity to use the shared memory.
Note that in the kernel, we make references to the previous row. Thus,
there is a possibility that more than one thread accesses the same address
(the same cell in the previous row) depending on the weights of the items in
the class. This is illustrated in Figure 4.3. Equation 4.2 shows the resulting
RTA.
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Figure 4.3: Illustration - Previous row data

Number of requests to global memory per
thread block, AGM = T +max(wik)−min(wik)

Number of references to shared memory per
thread block, RSM = T · ni

Thus, RTA = (T · ni)/(T +max(wik)−min(wik))

(4.2)

In this case, we see that RTA and hence the performance improvement
depends not only on the thread block size, but also on the input problem
instance. For example, if the maximum weight and the minimum weight in
a class is the same (which is seldom the case), we have RTA equal to ni.
On the other hand, if the difference max(wik)−min(wik) is large, resulting
in an RTA less than or equal to 1, it is not favorable to fetch the previous
row data into the shared memory. The pseudo-code showing the proposed
technique is shown in Algorithm 4.3, referred to as CUDA-PREVROW.

The host machine uses Equation 4.2 to determine the achievable RTA
and decide if we fetch the previous row data or not and this information is
conveyed to the kernel through the variable fetch. Accordingly, if fetch is
set, we first determine the bounds of the buffer required. Figure 4.3 shows
the bounds and the mapping to shared memory. Care should be taken not
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Algorithm 4.3 CUDA implementation: Previous row data pre-fetch
(CUDA-PREVROW)
Require: vi1 . . . vini , wi1 . . . wini , Z, i, C, ni, wmax, wmin, fetch

1: j ← get_ID()
2: lvk ← vik {k = 1 . . . ni}
3: lwk ← wik {k = 1 . . . ni}
4: if fetch == 1 then
5: fid← get_first_ID() {ID of first thread in block}
6: lid← get_last_ID() {ID of last thread in block}
7: start← max(0, fid− wmax))
8: end← min(C, lid− wmin)
9: lprevl−start ← zi−1(l) {l = start . . . end}

10: end if
11: synchronize() {Ensures that necessary data is available in shared

memory}
12: if j > C then
13: return
14: end if
15: best← −∞
16: for k = 1 to ni do
17: if lwk 6 j then
18: if fetch == 1 then
19: best← max(best, lprevj−start−lwk

+ lvk)
20: else
21: best← max(best, zi−1(j − lwk) + lvk)
22: end if
23: end if
24: end for
25: zi(j)← best

to refer any address less than 0 or greater than the capacity, C. Once the
boundary is determined, the required data is fetched (coalesced access) into
the shared memory and is referred to in line 19. If fetch is not set, we fetch
data from the global memory instead.
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4.3 Multiple cells computation - improved shared
memory utilization

Convention suggests a higher computation throughput with larger number
of threads and it would be true if we could have all of the launched threads
could be active, all at once. However there is a limit on the number of active
threads due to the number of processing elements and other resources. We
propose a method where the launch configuration is optimized such that we
achieve an occupancy at least as high as the previous method (as discussed
in Section 4.2) and also improve the shared memory usage.

In Section 4.2.1, we have B blocks and T threads per block. With
such a launch configuration, each of the B blocks need to fetch the ni
items required for the computation of the current row and an RTA of T
is achieved (as in Equation 4.1). As we reduce the number of blocks, the
number of times we fetch data from the global memory increases and RTA
improves. However, as a consequence of the reduced number of blocks and
a constant thread block size (T ), the total number of threads launched
reduces. If we continue with the idea of one cell per thread, the problem
size the scheme could handle would be limited. We overcome this problem
by handling multiple cells per thread.

With the capacity of the knapsack as C, we have C+1 cells in one row.
Considering B′ thread blocks and T thread per block, we have a total of
B′ · T threads. Thus, a thread would handle L threads, where L is given
by

L = ceil((C + 1)/(B′ · T ), 1) (4.3)

In our case, B′ was chosen as 28 such that the 14 multi-processors
handled 2 thread blocks each, where each thread block consisted of T =
768 threads. Such a configuration provides an occupancy of 100%.

A straight forward method for a thread to handle multiple cells is to
handle L adjacent cells, with thread-0 handling cells 0 to L − 1, thread-1
handling L till 2L − 1 and so on. In an iteration, the memory location
accessed by any two consecutive threads differs by L locations. Due to this
non-adjacent access pattern, we have uncoalesced access to global memory.
Figure 4.4 shows the case.

Alternatively, to maintain coalesced access, we use the scheme shown in
Figure 4.5. It shows the threads and the corresponding cells handled by the
threads. In this case, the threads do not handle adjacent cells, but instead
the pattern is interleaved. With such a access scheme, consecutive threads
handle consecutive memory locations in every iteration and any thread j
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computes the cells j + nB′ · T (n = 1, 2, . . . and j + nB′ · T 6 C). The
device pseudo-code for the proposed technique is presented in Algorithm
4.4. Since each thread handles L cells, we improve RTA by a factor of L
(Equation 4.4). We identify this approach as CUDA-MULTICELL.
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Algorithm 4.4 CUDA implementation: multiple cells per thread (CUDA-
MULTICELL)
Require: vi1 . . . vini , wi1 . . . wini , Z, i, C, ni

1: j ← get_ID()
2: lvk ← vik {k = 1 . . . ni}
3: lwk ← wik {k = 1 . . . ni}
4: synchronize() {Ensures that necessary data is available in shared

memory}
5: while j 6 C do
6: best← −∞
7: for k = 1 to ni do
8: if lwk 6 j then
9: best← max(best, zi−1(j − lwk) + lvk)

10: end if
11: end for
12: zi(j)← best
13: j ← j +B′ · T
14: end while

Number of requests to global memory per
thread block, AGM = ni + ni

Number of references to shared memory per
thread block, RSM = T · L · ni + T · ni

Thus, RTA = T · L

(4.4)

The values and weight arrays are fetched from global memory to shared
memory once per row and we start the compute phase of the algorithm,
where we iterate over j, each time incrementing j by the total threads
launched (B′ · T ).

4.4 Global synchronization of threads

In this section we extend the idea presented in Section 4.3 to further improve
the performance gain. Xiao et al. [34] show that CPU synchronization
(Algorithm B.1, Line 9) is slower when compared to GPU-based synchro-
nization. GPU-based synchronization involves synchronization at thread
block level and a global synchronization subsequently with one thread per
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Phase Notation in Figure 4.6 Lines in Algorithm 4.5
Initialization - Line 1
Input data pre-fetch M Lines 4-5
Synchronization (global to
shared)

L1 Line 6

Computation C Lines 7-16
Synchronization (intra block) L2 Line 17
Global synchronization G Line 18

Table 4.1: Phases in scheme based on global synchronization

block (and hence one warp) participating in the global synchronization. We
employ a similar method, except for the following details:

• Additional care is taken that the thread (warp) involved in global
synchronization is not involved in fetching the input data from global
memory to shared memory for the next iteration. This enables us to
overlap the global synchronization and the data fetch.

• [34] suggests a one-to-one mapping of SMs and thread blocks. How-
ever, we show that we can have more than one threads mapped on to
an SM provided all the mapped thread blocks are active. This enables
the CUDA scheduler to pick at least one of the active thread blocks
and schedule them, avoiding deadlocks. Having more than one thread
block per SM provides us with an opportunity to improve occupancy.

The kernel is invoked only once to compute the complete table. The
outer most loop iterates over i = 1 . . .m and a single iteration of the loop
is similar to the Algorithm 4.4, with each thread computing multiple cells.
This approach is chosen because the total number of thread blocks and
hence threads, are limited. As in technique discussed in Section 4.3, we
handle multiple cells per thread. A total of B′ thread blocks, with T
threads in each block is chosen for the launch configuration. With such a
configuration, L cells are computed by a single thread. The scheme consists
of six distinct phases. To aid the reader, Table 4.1 shows the different phases
and how the Figure 4.6 corresponds to the Algorithm 4.5. We use the term
CUDA-SYNC to refer to this algorithm.

Figure 4.6 shows the computation of two rows — the i − 1th and ith

row. We see that the a thread continues to compute the next row and does
not require relaunching the kernel by the host CPU. During any iteration
(1 . . .m), all the threads of a thread block participate in the computation
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Figure 4.6: Global synchronization and input data pre-fetch

phase (C). However, of the T threads, only one thread participates in the
global synchronization phase (G). But, due to the SIMT nature of the core,
not just the thread, but the warp is held at the synchronization point until
all thread blocks synchronize. The warps participating in synchronization
in each thread block are denoted by S (S1 . . .SB′). The threads that do
not participate in the synchronization are employed to fetch the input data
for the next iteration (M). These threads (warps) are denoted by F (F1
. . .FB′). The synchronization L1 is necessary to ensure all the necessary
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Algorithm 4.5 CUDA kernel pseudo-code: Global synchronization
Require: {v11 . . . vmnm}, {w11 . . . wmnm}, Z, C,m, {n1 . . . nm}

1: i← 1
2: while i 6 m do
3: j ← get_ID()
4: lvk ← vik {k = 1 . . . ni}
5: lwk ← wik {k = 1 . . . ni}
6: synchronize() {Ensures that necessary data is available in shared

memory}
7: while j 6 C do
8: best← −∞
9: for k = 1 to ni do

10: if lwk 6 j then
11: best← max(best, zi−1(j − lwk) + lvk)
12: end if
13: end for
14: zi(j)← best
15: j ← j +B′ · T
16: end while
17: synchronize() {Thread block synchronization}
18: global_synchronization() {One warp will be held busy here}
19: i← i+ 1 {Next row}
20: end while

input data is fetched from the global memory to shared memory before
the shared memory is referred to. It is done using the CUDA API call -
__synchthreads(). Once we ensure that all the required data is fetched,
we go on to the computation phase (C), where a single row of the DP table
is computed as per Algorithm 4.4, lines 7-16. Once the row is computed,
synchronization L2 is necessary to make sure that all the threads have
completed the compute phase before the shared memory is altered during
the next iteration. Similar to phase L1, this is achieved using the CUDA
API call. Only the S threads participate in global synchronization, while
the F threads go on to fetch the input data for the next iteration.

As a final note, our implementation employs 28 thread blocks (2 thread
blocks per SM), each block with 672 threads. With this, the occupancy
reduces to 87.5%. We choose 672 threads instead of 768 due to the register
pressure [5] in the current implementation. We employ the last warp of the
thread block for global synchronization and rest of the warps to fetch data
from global memory to shared memory.
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4.5 Employing reduction: an analysis

Operations where an array is reduced to a single element is called a re-
duction operation. Examples include finding the maximum of the array,
minimum of the array or the sum of an array of elements. Employing par-
allel reduction is a usual practice where we obtain certain speed up against
the sequential implementation.

In our case, we observe that each thread iterates over k = 1 to ni, calcu-
lating the maximum value possible, which is a reduction operation. We now
analyze how we would fair upon employing parallel reduction techniques
for the the innermost loop.

N /P⋅log2 P 

N

Figure 4.7: Reduction of an array

Considering an array of N items, we can reduce this array to a single
element in N/P · log2(P ) steps employing P processing units, as against N
steps using a single processor. Figure 4.7 illustrates parallel reduction.

In our case, we have C+1 cells, each of which are a result of reduction of
ni elements. We first analyze the time complexity of computing a single row
using one thread per cell using a total of P compute elements in Equation
4.5 and then analyze parallel reduction technique that could be employed
in Equation 4.6. Telsa M2050 has 32 computing elements in each of 14
compute units (SMs), thus, 448 compute elements in total.
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For the analysis, we consider a simple PRAM model. With respect to
the problem, we assume that the capacity is quite high and C + 1 ≈ C.
Also, let the number of items in each class (n1 . . . nm) be the same and
equal to N .

Number of steps per cell N
Number of cells calculated in parallel P
Total number of steps for (C) cells C ·N/P

(4.5)

Number of steps per cell log2(N)
Number of processing elements per cell N
Number of cells calculated in parallel P/N
Total number of steps for (C) cells (C ·N/P ) · log2(N)

(4.6)

Although parallel reduction, by itself, would result in good speedups
(P/log2(P )), comparing Equation 4.5 and Equation 4.6, we see that for
the multiple-choice knapsack problem, parallel reduction technique is out
performed by the sequential reduction in most of the cases.



Chapter 5

Experiments and results

In this chapter, we first describe the experimental setup. Then, we report
and discuss the experimental results obtained with different implementa-
tions proposed in Chapter 4.

5.1 Experimental setup

To evaluate the performance of the different implementations discussed
in Chapter 4 , random problem instances of varying sizes were generated
and a comparison of the running times of each implementation was done.
The GPU based implementations were executed on a nVIDIA Tesla M2050
GPU, which consists of 14 SMs and a total of 448 processing elements
running at 1147 MHz. The GPU is connected to host system via on-board
PCI-express(16x) slot. The host machines consisted of 2 Xeon E5520 CPUs,
where each CPU has 4 cores — a total of 8 cores. CUDA toolkit v3.2 was
used, which mainly consisted of compiler (nvcc), the required libraries,
the visual profiler (computeprof) and debugger (cuda-gdb). Apart from
the GPU implementation, an OpenCL (spec v1.1) implementation of the
parallel algorithm was executed on the host to compare how the multi-
processor performs against a GPU. The host clocked at 2.27 GHz.

All together, we consider 7 implementations for the experiments, shown
in Table 5.1. Note that we do not consider any of the shared memory based
implementations with OpenCL since there does not exist any on-chip (user-
manageable) shared memory on the multi-processor system.

Input data: For the experiments, we synthesize different problem in-
stances. Pisinger [29] and Han et al. [18] show three distinct schemes
to generate input data for knapsack problems. The schemes differ in the
amount of correlation between the value and weight arrays — they are

49
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Implementation Notation Algorithm Executed on
CPU - Sequential CPU 2.2 Host - single core
CUDA - Global
memory imple-
mentation

CUDA-GLOBAL 4.1 GPU

CUDA - Shared
memory utiliza-
tion

CUDA-SHARED 4.2 GPU

CUDA - Multiple
cells per thread

CUDA-MULTICELL 4.4 GPU

CUDA - Previous
row data

CUDA-PREVROW 4.3 GPU

CUDA - Global
synchronization
based

CUDA-SYNC 4.5 GPU

OpenCL - Global
memory imple-
mentation using
Multi-core CPU

MULTI-CORE 4.1 Host - multiple cores

Table 5.1: Implementations considered for experiments

Problem
instance

Number of
classes (m)

Capacity (C) Problem size (Ps)

1 5 12665 63325
2 10 15700 157000
3 20 94280 1885600
4 50 390500 19525000
5 100 303500 30350000

Table 5.2: Problem instances
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either uncorrelated, weakly correlated or strongly correlated. Certain ap-
proaches to solve knapsack problems make use of the correlation between
the values and weights. However, we are concerned with the implemen-
tation of the dynamic programming algorithm where the amount of cor-
relation has no effect on the running times. For this reason, we use the
uncorrelated method for input data generation. For the experiments, we
generated 5 different problem instances whose details are given in 5.2. In
all the instances, the number of choices in each class (ni) was between 10
and 1024. The values (vik) and weights (wik) were assigned random values
between 1 and 10000. We consider the total number of cells in the DP
table as the problem size, Ps. Recall that m is the total number of classes
in the problem and C is the capacity of the knapsack. Of the five problem
instances, we consider instances 1 and 2 as smaller instances and 3,4 and 5
as larger problem instances.

Ps = m · (C + 1) (5.1)

In the following section, we discuss the results obtained. To have consis-
tent running times, a problem instance was solved five times and the aver-
age running time was considered for the results. We first compare the GPU
implementation against the OpenCL implementation and the CPU (sequen-
tial) implementation. We then see how shared memory usage improves the
performance over the global memory based implementation. Finally, we
compare the different shared memory based implementations, evaluating
their performance considering different problem instances. In case of the
GPU, the running time includes the time taken for the host to device input
data transfer, the computation time on the device and the transfer time of
the results from device to host.

Problem instance Difference
| wmax − wmin |

1 10000
2 1000
3 100
4 10
5 0

Table 5.3: Problem instances - II
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Figure 5.1: Comparison of sequential implementation on CPU against
CUDA and OpenCL implementations

5.2 Results and discussion

We first compare the sequential implementation, the GPU implementations
and the multi-core implementation — all of which solved the five problem
instances in Table 5.2. Figure 5.1 shows their running times. In problem
instances 1 and 2, the running times of the CUDA and multi-core imple-
mentations are not visible since they coincide with the x-axis. We observe
that the CUDA (GPU) implementation is, on an average 220× faster than
the sequential implementation. The speedup is as high as 270× with larger
problem instances (3,4 and 5) and is at least 150× faster with smaller in-
stances (1 and 2). The GPU implementation is about 3× faster than the
multi-core implementation.

In Figure 5.2 and Figure 5.3, we consider only larger problem instances
for the sake of clarity. Figure 5.2 shows the comparison between the global
memory implementation (CUDA-GLOBAL) against the shared memory
implementation (CUDA-SYNC) and we see that CUDA-SYNC, on an aver-
age is 20% faster than the CUDA-GLOBAL. The performance gain because
of the shared memory utilization is thus evident from this.
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Figure 5.2: Comparison of CUDA global memory and CUDA shared mem-
ory

Figure 5.3 comparing the different CUDA implementations which uti-
lize the shared memory. We see that CUDA-MULTICELL is faster than
the CUDA-SHARED version. This is due to the optimized launch con-
figuration, which improves the shared memory utilization. Also, we can
observe that CUDA-SYNC is faster than CUDA-MULTICELL. This is be-
cause CUDA-SYNC not only includes the optimized launch kernel, but
also has GPU-based synchronization, as against the CPU-based synchro-
nization in CUDA-MULTICELL. It is interesting to see in Figure 5.3 that
the implementation where we fetch the data from the previous row (CUDA-
PREVROW) is the slowest with the problem instances considered for this
experiment. This is due to the fact that the speedup achieved depends on
the nature of the input data (see Section 4.2.2) — specifically, the difference
between the maximum and the minimum weights in a class. In the problem
instances considered till now, the difference is quite high (≈ 10000) and it
might not be feasible to fetch such a large chunk of data to the shared
memory. We instead created another set of problem instances to highlight
cases where this implementation results in better speedups. In this set, we
vary the difference between the maximum and the minimum weight in a
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Figure 5.3: Comparison of different shared memory implementations

class. Table 5.3 shows the relevant details.
The results corresponding to the above described problem set is shown

in Figure 5.4. We see that as the difference decreases, the CUDA-PREVROW
implementation performs better than the CUDA-SYNC and when com-
pared against the sequential implementation results, CUDA-PREVROW is
around 320× faster with large problem instances.
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Chapter 6

Case-study: Exploring
instruction set customization
tradeoffs

In Chapter 5, we employed different techniques to solve the MCKP prob-
lem instances, which consisted of randomly generated input data. In this
chapter, we consider a case-study in the domain of design automaton of
instruction set extensible processors. The problem consists of two parts,
of which the first task is to find all the possible points (design choices).
This task takes the shape of a multiple-choice knapsack problem. The next
task is to find the pareto (undominated) points, which uses a sequential
algorithm.

Instruction set extensible processors allow their instruction set to be
tailored as per the requirement of target applications. Apart from the base
instruction set which cannot be altered, designers may choose from a li-
brary of custom instructions. As we add custom instructions, we utilize
certain amount of area, which is a limited commodity. Hence, the choice as
to which instructions are to be implemented in the hardware has to be care-
fully made such that we maximize the performance gain, while considering
the area utilized. In this case, we have conflicting tradeoffs because per-
formance improvement costs area. In such a scenario, the designer would
be interested in identifying all the possible design choices and choose from
them.

To start with, we have a task set implemented entirely as software on
a programmable processor and are given a library of custom instructions.
We consider processor utilization as the metric to measure performance.
Each of these custom instructions, when implemented in hardware con-
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sume certain area and reduce the processor utilization. Let (c, u) be the
cost, utilization tuple where c denotes the cost of the custom instruction,
which reduces the utilization of the processor to u. We are interested in
finding the Pareto-optimal curve {(c1, u1), (c2, u2) . . . (cn, un)}. Each (ci, ui)
in this set has the property that there does not exist any implementation
choice with a performance vector (c, u) such that c ≤ ci and u ≤ ui, with
at least one of the inequalities being strict. Further, let S be the set of
performance vectors corresponding to all implementations choices. Let P
be the set of performance vectors {(c1, u1), . . . , (cn, un)} corresponding to
all the Pareto-optimal solutions. Then for any (c, u) ∈ S −P there exists a
(ci, ui) ∈ P such that ci ≤ c and ui ≤ u, with at least one of these inequal-
ities being strict (i.e., the set P contains all performance tradeoffs). The
vectors (c, u) ∈ S−P are referred to as dominated solutions, since they are
“dominated” by one or more Pareto-optimal solutions.

6.1 Problem description
A sporadic task model [7] is considered in a preemptive uniprocessor en-
vironment. We are interested in selecting custom instructions for a task
set τ = {T1, T2, . . . , Tm} consisting of m hard real-time tasks with the con-
straint that the task set is schedulable. Any task Ti can get triggered
independently of other tasks in τ . Each task Ti generates a sequence of
jobs; each job is characterized by the following parameters:

• Release Time: the release time of two successive jobs of the task Ti
is separated by a minimum time interval of Pi time units.

• Deadline: each job generated by Ti must complete by Di time units
since its release time.

• Workload: the worst case execution requirement of any job generated
by Ti is denoted by Ei.

We assume that the scheduling policy to be earliest deadline first (EDF).
Assuming that for all tasks Ti, Di ≥ Pi, the schedulability of the task set
τ can be given by the following condition (U =

∑m
i=1

Ei
Pi

) ≤ 1, where U is
the processor utilization due to τ [7].

For a given processor P , let each of the tasks Ti have ni number of cus-
tom instruction choices which can be implemented in hardware.The objec-
tive is to minimize P ’s utilization (by mapping certain custom instructions
onto hardware) and at the same time also minimize the total hardware
cost. In other words, our goal is to compute the cost-utilization Pareto
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curve {(c1, u1), . . . , (cn, un)}. Note that it is possible that the given task
set (without utilizing custom instructions) is already schedulable on the
processor, i.e., U < 1. In these cases, the Pareto curve reveals how the
utilization can be further reduced at the cost of hardware area. This is
interesting because the designer can then use the processor for soft real-
time tasks or clock the processor at a lower frequency to save power. On
the other hand, if the original task set is not schedulable, the Pareto curve
reveals the hardware costs at which the task set becomes schedulable.

Each of the ni choices of the task Ti is associated with a certain hardware
cost. Choosing the kth implementation choice for the task Ti lowers its exe-
cution requirement on P from Ei to eik. Equivalently, the amount by which
the execution requirement of Ti gets lowered on P is δik = Ei− eik. Hence,
for each task Ti we have a set of choices Si = {(δi1, ci1), . . . , (δini , cini)},
where cik is the hardware cost associated with the kth implementation
choice. Let xik be a boolean variable that is assigned 1 if the kth implemen-
tation choice for the task Ti is chosen and is assigned 0, otherwise. In this
setup, the objective is to minimize the utilization U(S) =

∑m
i=1

Ei−xikδik
Pi

and the cost C(S) =
∑m
i=1 cikxik, where S is the chosen implementation

among the various available options.

We can visualize this problem as multiple-choice knapsack problem,
where we have m tasks, equivalent to m classes of items, with the ith task
(class) having ni choices. The cost is comparable to the weight and the
utilization to the value. The objective function of knapsack problem is
the maximization of value, where as, in this case we need to minimize the
processor utilization. It is important to notice the absence of the constraint
ni∑
k=1

xik = 1, i = 1 · · ·m. This is because of the fact that any task Ti already

has been implemented as software. The dynamic programming approach
to find to find the optimal solutions is shown Algorithm 6.1.

Let Ui(j) be the minimum utilization that might be achieved by con-
sidering only a subset of tasks from {1, 2, . . . , i} when the cost is exactly
j. If no such subset exists we set Ui(j) = ∞. Let the maximum cost be
represented by C i.e. C = max(i=1,2,...,n;j=1,2,...,ni)ci,j . Clearly, mC is an
upper bound on the total cost that might be incurred. We initialize U0(0)
to

∑m
i=1Ei/Pi, and U0(j) to ∞ for j = {1, 2, . . . ,mC}. The values Ui(j)

for i = 1 to i = m are computed using the iterative procedure in Lines 5
to 11. Thus, any non-infinity value Un(j) for j = {1, 2, . . . ,mC} implies
that there exists a design choice of the task set with utilization Un(j) and
cost j. It running time of algorithm is O(nmC), where n =

∑m
i=1 ni, and

its space complexity is O(m2C).
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Algorithm 6.1 Sequential dynamic programming algorithm
Require: τ , and a set Si for each task Ti

1: U0(0)←
∑m
i=1Ei/Pi

2: for j = 1 to mC do
3: U0(j)←∞
4: end for
5: for i = 1 to m do
6: for j = 0 to mC do
7: for k = 1 to ni do
8: Ui(j)← min(Ui−1(j), Ui−1(j − cik)− δik/Pi)
9: end for

10: end for
11: end for

6.2 Acceleration with GPU

Algorithm 6.2 Device side pseudo code executed by one thread
Require: τ , and a set Si and Fi for each task Ti

1: j ← get_ID()
2: lδk ← δik {k = 1 . . . ni}
3: lck ← cik {k = 1 . . . ni}
4: synchronize() {Ensures that necessary data is available in shared

memory}
5: best_utilization← Ui−1(j)
6: for k = 1 to ni do
7: if lck 6 j then
8: best_utilization← min(best_utilization, Ui−1(j − lck)− lδk · Fi)
9: end if

10: end for
11: Ui(j)← best_utilization

The overall solution to the problem consists of two phases — computa-
tion of all the points (Algorithm 6.2) and finding the pareto curve (Algo-
rithm 6.3). The computationally intense part — the dynamic programming
table has various implementations. The pareto curve is executed in a se-
quential manner on the host.

The data parallellism, as is in the multiple-choice knapsack problem is
along a single row of the table, which can be computed concurrently. As
shown in Algorithm 4.2, the different choices {(ci1, δi1) . . . (cini , δini)} are
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prefetched to the shared memory. Experiments and profiling revealed that
there was a reduced occupancy due to register pressure and further inves-
tigation led to the fact that the register pressure was due to the division
operation. Also, notice that the division operation is done ni times per cell.
To avoid repeated division operations, we modify the algorithm as shown
in Algorithm 6.2, where the frequency of the task is provided instead of the
period, i.e. Fi = 1/Pi and the division is replaced by a multiplication oper-
ation. The reciprocal is computed once per kernel launch on the host. The
implementation is such that one thread computes a single cell. This is sim-
ilar to the CUDA-SHARED implementation (Section 4.2.1 which requires
us to launch at least m · C threads. The kernel is invoked m times.

The next step is to find the pareto curve. A point (solution), Un(j1)
is said to be dominated by another point Un(j2) if j2 > j1 and Un(j2) >
Un(j1). We find the undominated solutions or the pareto points using
Algorithm 6.3.

Algorithm 6.3 Finding pareto curve
Require: Un(j), j = 0 . . .mC

1: for i = 0 to mC do
2: paretoi ← 1 {Initialization}
3: end for
4: least← Un(0)
5: for i = 1 to mC do
6: if Un(i) > least then
7: paretoi ← 0
8: else
9: least← Un(i)

10: end if
11: end for

In this case-study, for the GPU based implementations, we consider only
CUDA-GLOBAL and CUDA-SHARED versions. We did not consider the
CUDA-SYNC, CUDA-PREVOW and CUDA-MULTICELL for our exper-
iments. In fact, they consistently under-performed CUDA-SHARED or at
best performed as good as CUDA-SHARED. CUDA-SHARED enjoys cer-
tain data-caching effects against CUDA-MULTICELL and the number of
DRAM reads is higher in the CUDA-MULTICELL version, leading to per-
formance degradation. The CUDA-SYNC version suffers additional register
pressure, because of which the total number of active threads are lesser than
the CUDA-SHARED version making it relatively slower. As mentioned ear-
lier, the weight in MCKP is comparable to the cost in this problem. In each
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class, the difference between the minimum cost and maximum cost is very
high because of which the CUDA-PREVROW version does not provide per-
formance benifits in this case. Even if these three implementations did not
provide further speedups, CUDA-GLOBAL and CUDA-SHARED provide
significant speedups and this underscores the importance of our proposed
techniques to map MCKP problems to the GPU. Our results from this
case study also buttresses our observation that there is no one-size-fits-all
GPU-based approach that can be used for MCKP problems. Even with
minor variations in MCKP problems, the performance our proposed algo-
rithms might differ significantly and the programmer must then choose the
approach that yields the best peformance for him/her.
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Figure 6.1: Comparison of sequential, CUDA and OpenCL implementations

Results: We continue to use the same experimental setup as described
in Chapter 5. We considered 5 different task sets, with the number of
tasks varying from 8 to 12 tasks. These task sets comprise of 5 benchmarks
(compress, jfdctint, ndes,edn, adpcm) from WCET [31], 3 benchmarks (aes,
sha, rijndael) from MiBench [16], 3 benchmarks (g721encoder, djpeg, cjpeg)
from MediaBench [22] and one benchmark (ispell) from Trimaran [33]. The
task sets used are shown in Table 6.1.

As in Chapter 5, we compare the running times of the algorithms
on CPU against the different CUDA implementations (CUDA-GLOBAL
and CUDA-SHARED). We also have the multicore implementation using
OpenCL. Apart from the GPU and the OpenCL implementation on 8-core
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Figure 6.2: Comparison of CUDA and OpenCL implementations
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Figure 6.3: Comparison of global memory and shared memory implemen-
tations

processor, we also use a 2-core processor (commodity CPU) to see how the
OpenCL implementation performs as the number of cores reduces.

Figure 6.1 shows the running times of the different implementations.
The CUDA implementation is, on an average, 220× faster than the se-
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Task Set Benchmarks Size
1 aes, djpeg, g721decode, rijndael, adpcm 12

jfdctint, cjpeg, edn, ispell, sha, ndes, compress
2 djpeg, g721decode, rijndael, adpcm 11

jfdctint, cjpeg, edn, ispell, sha, ndes, compress
3 aes, djpeg, g721decode, rijndael 10

jfdctint, cjpeg, edn, ispell, sha, ndes
4 adpcm, rijndael, cjpeg, ispell 9

sha, ndes, djpeg, compress, edn
5 cjpeg, ispell, edn, sha 8

g721decode, djpeg, compress, ndes

Table 6.1: Composition and sizes of task sets

quential implementation. Due to such tremendous speedups, the bar graph
corresponding to the CUDA implementation co-incides with the x-axis. The
different parallel implementations (CUDA and OpenCL) are compared in
Figure 6.2. In this case too, the CUDA implementation has impressive
speedups — 24× faster than the dual-core and 8× faster than the 16-
core OpenCL implementations. The different CUDA implementations are
compared in Figure 6.3 and the advantages of the multiplication based al-
gorithm can be seen in Figure 6.4. We see that CUDA-SHARED is about
10% faster than CUDA-GLOBAL. The multiplication based algorithm is
at least 70% faster than the division based algorithm on an average. This
speed up is due to two reasons — multiplication is faster than division and
replacing the division by multiplication helps us reduce the register pres-
sure and employ more threads (active threads). Finally, the Pareto curve
obtained for one of the task set is shown in Figure 6.5. Although the order
of the problem is quite high, the Pareto curve is shown only till certain
range for ease of visualization.





Chapter 7

Conclusion and future work

Knapsack problem and its variants are very important combinatorial opti-
mization problems appearing in several domains. In this thesis, we focussed
on the multiple-choice knapsack problem. We mapped the dynamic pro-
gramming based approach to solve the MCKP on GPUs since it is provides
an exact solution and is a psuedo-polynomial time algorithm. We demon-
strated that our techniques accelerate the dynamic programming based al-
gorithm. Our techniques are, on an average, 200× faster than the sequential
algorithm using CPUs. Also, several optimizations based on shared mem-
ory utilization were proposed. We also saw how GPUs perform against a
multi-core machine, that solves the MCKP using OpenCL.

A case-study considering instruction set extensible processors was cho-
sen that had its core as a knapsack problem. It was accelerated using
CUDA based GPU. Although in general, the use of GPU, instead of the
sequential approach definitely provides tremendous speedup, we observed
that there is not a single approach that suits all the problems, but one
needs to carefully choose the approach (discussed in Chapter 4) depending
on the problem size and the nature of input data in the problem.

As a part of the future work, other variants of the knapsack problem,
for example, the multiple knapsack problem or the multi-dimensional knap-
sack problem could be accelerated using GPUs. Further optimizations like
multiple kernels and use of multiple GPUs could be explored. The case
study could be extended to consider multiple processors, thus making it a
multiple-choice multiple knapsack problem. Understanding the GPU archi-
tecture and the subtle characteristics of the memory access patterns, the
CUDA scheduler and similar details are very important to tailor CUDA ap-
plications. An analytical model of GPUs which considers the architectural
features and memory access related features to estimate the performance of
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a CUDA application would help us better tune the application. Most of the
dynamic programming based algorithms are based on recursive equations.
A framework could be developed which would accept the recursive equation
as input and provide the CUDA or OpenCL application as an output.
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Appendix A

Tesla specifications

Table A.1 shows certain specifications of the Telsa M2050.

Technical specifications
Compute capability 2.0
Number of stream multi-processors (NSM ) 14
Total CUDA cores 448
Peak double precision floating point perfor-
mance

515 GFLOPs

Peak single precision floating point performance 1030 GFLOPs
Global memory bandwidth 148 GB/s
Device clock rate 1147 MHz
Device memory size 3 GB
Number of registers available per multi-
processor (Rmax)

32768

Amount of shared memory per multi-processor
(SMmax)

49152 bytes

Number of threads per warp (Wsize) 32
Maximum number of threads allowed per thread
block(Tmax)

1024

Maximum number of active warps per multi-
processor (WA,max)

48

Maximum number of active threads per multi-
processor (TA,max)

1536

Maximum number of active thread blocks per
multi-processor (BA,max)

8

Table A.1: Tesla M2050 specification
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Appendix B

Host pseudo-code

Algorithm B.1 Host-side pseudo-code for GPU acceleration of MCKP
1: [V,W,C]← read_inputs() {values, weights and capacity}
2: Z ← solution_initialize() {Initialize DP table}
3: cuda_initialize()
4: device_memory_initialize()
5: T ← CONF_THREAD_BLOCK_SIZE {Thread block size}
6: B ← ceil((C + 1), T ) {Number of thread blocks}
7: for i = 1 to m do
8: launch_kernel <<< B, T >>>
9: synchronize_threads()

10: end for
11: read_device_memory()
12: device_memory_deinitialize()
13: cuda_deinitialize()
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