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Procedural generation of urban environments is a very difficult problem to solve. Most solutions use predefined 
production rules which lock them into only few different variations of the result. This works well when producing 
new urban environments but fails when it comes to the expansion of them. Most cities are too complex to model 
using an approach which utilises predefined rules. By using an example based approach instead,  it is possible to 
expand any city and still have the new street network follow the layout of the original city, regardless of complexity. 
This paper describes a method of extracting the necessary information from the GIS database OpenStreetMap and 
expanding the cities using an example based approach presented by Aliaga et al.  The paper will also show how 
blocks, parcels and buildings can be generated to fit within the urban environment.
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Abstract

Procedural generation of urban environments is a very difficult  problem to solve. Most solutions use 
predefined production rules which lock them into only few different variations of the result. This works well 
when producing new urban environments but fails when it comes to the expansion of them. Most cities are 
too complex to model using an approach which utilises predefined rules. By using an example based 
approach instead, it  is possible to expand any city and still have the new street network follow the layout of 
the original city, regardless of complexity. This paper describes a method of extracting the necessary 
information from the GIS database OpenStreetMap and expanding the cities using an example based 
approach presented by Aliaga et al. The paper will also show how blocks, parcels and buildings can be 
generated to fit within the urban environment.
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Chapter 1 - Introduction

1.1 Introduction
Procedural generation is nothing new in the field of computer graphics. It has been used for well over 20 
years. It  is usually used to generate content  that imitate natural phenomenon such as wood, marble, plant  life 
and terrain. However, many of the techniques can also be used to generate artificial and man made objects 
such as indoor environments and buildings. The primary strength of procedural generation is that  once the 
algorithm is developed there is virtually no end to the amount  of content  it can produce. This makes it well 
suited for high resolution textures and complex geometry that otherwise would take days to paint  or model 
by hand.

One of the more difficult man made objects to model is cities. They are extraordinarily complex and often 
the result  of hundreds of years of continuous development under the influence of many different 
environmental and social variables.  This means that modelling a large city by hand is very time consuming 
and difficult. Many different methods  have been developed that  aims to solve this problem procedurally. 
Most  of them generates streets based on a set  of predefined production rules that  are specifically designed to 
mimic a certain type of city. This works great for producing new urban environments from scratch, but  when 
it comes to the expansion of already established cities they often fall short  due to their inability to perfectly 
match the production rules of the existing street network.

In this report  I aim to solve the problem of procedurally synthesising the expansion of an urban environment, 
specifically the street  layout, by using the statistical properties of the original streets in the city. I will also try 
to outline a robust way of extracting blocks from the street network and divide them into parcels.

1.2 Outline
Chapter 2 will give an overview of some of the existing approaches for procedural generation of urban 
environments. It will weigh the pros and cons of each and explain which approach is best suited for this 
project and why. In chapter 3 the chosen method is examined further and the GIS-database used is presented. 
The fourth chapter will explain how the GIS-data is prepared and the steps taken during the implementation 
of the algorithm. The fifth chapter shows the results and the sixth and seventh chapter will discuss some of 
the strengths and shortcomings of the algorithm and the implementation and also give suggestions for future 
work.
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Chapter 2 - Background & Related Work

There are several ways of generating urban environments procedurally. Below is a short description of a few 
[1] of the available methods for generating the street layout of a city.

2.1 L-System
L-System is a parallel rewriting system originally designed by Aristid Lindenmayer to model the growth 
pattern of a certain type of algae called Anabaena Catenula[2]. The method can also be used to describe 
higher order of plants as well as very complex branching structures like trees or river deltas. An L-System 
has an axiom and a set  of production rules. The rules of the system are applied iteratively starting from the 
axiom. For example:

Using Lindenmayer systems to generate cities was first made popular by Parish and Müller with their 
CityEngine software[3]. The CityEngine is a complete city generation pipeline which consists of a collection 
of components such as street generation, building construction and facade creation. They use an extended 
version of L-Systems called Self-sensitive L-Systems.

To generate the street network the algorithm needs some geographical 2D maps such as elevation and land/
water/vegetation maps to determine where it  can and cannot build roads. It  also uses additional 
sociostatistical maps such as population density and street patterns. The road generation is achieved by the 
use of two rule sets, Global Goals and Local Constraints. Global Goals determine the overall street  layout, 
much like a city planner. There are two different kinds of roads: highways and streets. Highways connect the 
population density centres, and streets cover the area between the highways according to the population 
density. The Local Constraints modify these goals to fit  the constraints imposed by the input maps and the 
existing street  layout. For example: Streets are rotated or pruned to fit inside a legal area so if a road extends 
into water it  is either pruned or it will bend and follow the coastline. Highways are allowed to cross water 
and will form bridges. The local constraints will also govern the creation of junctions if a street  segments is 
close to another.

Algae Growth

Axiom:    A

Production rules: (A → AB), (B → A)

n = 0: A

n = 1: AB

n = 2: ABA

n = 3: ABAAB

n = 4: ABAABABA

n = 5: ABAABABAABAAB
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By using L-Systems it is possible to generate many different  types of street layouts; grid based like New 
York, circular like Paris or terrain wrapping like San Francisco. The results are very realistic and complex. A 
problem with this method is that  for each layout a different  set of production rules is required. It  also require 
a lot  of different  maps to be as powerful as it can be. It  is a great system but not  well suited for the problem 
this project aims to solve.

2.2 Agent Based
The agent based solution is a very interesting approach presented by Lechner et  al [4]. The idea is to have a 
set of different agents that  each model a different aspect of the city. The agents generate the most  common 
components of a city, residential, commercial and industrial areas, as well as the road network. The agents 
that handle land use are called developers and function very much like real city developers. They search the 
city for areas with a high value according to their specific goals. Once an interesting area is found the 
developer generates a hypothetical solution and proposes it to the city. If the proposal meets the city’s 
constraints the developer will purchase the land and implement the solution. It  then continues the search. 
Each developer has a different way of evaluating the value of the land. Residential developers prefers areas 
with a less busy road network that is close to water and far from industrial areas. Industrial developers prefer 
land of lesser quality that, if possible, is located far away from residential areas. Commercial developers seek 
areas with high traffic.

There are two types of road generating agents. The first is called extenders. Extenders roam the terrain close 
to the border of the city in search for land that  is not yet serviced by the street network. When an area is 
found a new street is generated that  follows the declining distance values back to the main network. The new 
road tries to follow the parcel boundaries as well as avoiding large elevation shifts. Once the new road 
reaches the main network it  is assessed based on road density, proximity to existing intersections and 
deviations from the starting point. If the new road passes the tests it  is added to the network. The second road 
generating agent type is called connectors. The connector’s job is to wander the road network and sample 
random patches within a certain radius. It then tries to reach the selected patch via the network with a breadth 
first  search. If it cannot find it  or if it  has to go too far out of its way it  will attempt  to build a new street 
segment  between the current  patch and the one it  cannot reach. The new street  segment has to follow the 
same rules as the ones for the extenders.

The agent based approach to city generation employs some very interesting ideas. Both the city and the 
growth and expansion of the city is simulated with very good results. The simulation is however a little bit to 
complex for the needs of this project, but some aspects of it could be scaled down and successfully 
implemented in this project as well.

2.3 Template Based
The template based approach is a novel idea presented by Sun et  al [5]. Their street network generation 
method is based on image derived road templates and a rule based generating system. The idea is to apply a 
road network template to a geographic map and then deform the roads to comply with local constraints such 
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as height  differences and water. The method requires a large set of 2D maps to work. A colour image map to 
differentiate between land, water and vegetation and a height  map to specify elevation. If a population based 
template is to be used then the algorithm also needs a population density map. There is a total of three 
different  templates. The first  is the already mentioned population based template. This uses the population 
density points as control points for a Voronoi diagram and the resulting edges will be used as the road 
network. The second template is raster based and the third is radial based. Both use simple L-Systems to 
generate the road network. It  is also possible to mix the different  templates to get  more realistic looking 
results. The biggest  disadvantage with this method is that  it  doesn’t  generate very complex road networks, 
mostly due to the limited amount of available templates. The algorithm also requires a lot of maps to work 
properly which can be a problem to acquire.

2.4 Example Based
The example based method is presented by Aliaga et al. in their paper Interactive Example-Based Urban 
Layout Synthesis[6]. This method uses real urban layout data and a synthesis algorithm to create complex 
urban environments. It  also uses aerial-view images of the original city to create new textures for the 
generated parcels. They define their approach as synthesising a new urban layout  by creating and/or joining 
fragments of urban layouts based on a set  of pre-existing examples. An urban layout fragment  consists of 
structure and image data for a connected subset of the layout and can range from a small neighbourhood to 
an entire city. The structure data is represented as a hierarchical street organisation where the most  important 
streets are labeled 0 and the intersecting streets will be labeled one step below and so forth. The method is 
called Gravelius ordering and is traditionally used to label the branches of plants. This gives a good 
representation of each street’s importance in the overall network. The image data of the layout fragment  is 
represented as a collection of aerial-view images that are registered with the street data.

Statistical information about  each street is calculated and stored in its intersection nodes. These nodes are 
then copied to a new empty area and disconnected from each other. By using a random walk algorithm that 
takes the statistical information of the nodes into account it  is possible to generate a new network from the 
intersection nodes that will look very similar to the original network. Blocks and parcels are then extracted 
from the street network and are filled with image fragments from the original aerial-view imagery using 
polygon similarity and image warping. This method can  be used both to expand existing urban environments 
or to create new ones entirely. The style of the expanded street  network will always be based on the original 
network which makes the example based method very well suited for this project. No additional production 
rules have to be created, everything is based on the already available data.
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Chapter 3 - Method

Example based methods are common in computer graphics due to their ability to generate complex results by 
borrowing from existing data. This is for example used in texture generation to create large seamless textures 
from a small input  fragment, see Texture Optimization for Example-based Synthesis by Kwatra et al [7] or 
Procedural Isotropic Stochastic Textures by Example by Lagae et  al [8]. This chapter will explain the method 
presented by Aliaga et al. in more detail and also give an introduction to the OpenStreetMap project.

3.1 A Closer Look At The Example Based Method
Since the example based method is best  suited for this project  the actual algorithm will be examined further. 
There are 3 main parts of the method, the first is a structure synthesis algorithm that is used to create the new 
streets and parcels based on the input examples. The second part is an image synthesis method that  takes 
aerial-view imagery and populates the newly generated layout fragments by reusing and warping the original 
image data from the input examples. The third and final part is a set of interactive tools used to control and 
blend the layout fragments. The most interesting part  for this project is the first  one, the actual street  and 
parcel generation process. The second part  is also interesting but not necessary for this particular project  as it 
is mostly for aesthetic purposes. The third part  is just the tools and they will differ greatly between the 
original implementation and this project. We will therefore take a closer look at the first part.

The street generation is done by first extracting each street  from the input  data and label them with their 
hierarchical level using the previously mentioned Gravelius ordering. Statistical information about each 
street  is calculated and consists of of four values. The mean and variance of the distance between two 
consecutive intersections and the mean and variance of the angle between two consecutive street segments. 
This information is stored in the intersection nodes of each street. Intersections of more than two streets has 
to either be discarded or separated and treated like several different intersection nodes, each with at  most two 
streets crossing it. Each intersection node will therefore have two sets of data, one from each street. 
Information about surrounding parcels are also stored in each node but these are mostly used to generate the 
new image data and will not be used at all in this project, and thus not discussed further.

The intersection nodes can now be used to generate a new street network by performing a random walk 
through the nodes. The first steps connect the nodes with hierarchy 0 and the subsequent steps will connect 
the lower level hierarchies to form the street  network. A step in the random walk is done by moving from a 
base point  to a target  point and connecting them with a new street  segment. The process prefers a target point 
if the distance between the points and the angle between the proposed segment and the last  segment  of the 
street  is similar to the attributes stored in the base point. If the transition probability between the two points 
falls below a predefined threshold it is ignored completely. A step in the random walk is subject to 
constraints imposed by the hierarchy levels in the nodes, the number of times a node has been connected and 
by the other street  segments of the network. Transitioning between two nodes is only possible if the target 
point  has the same hierarchy level as the base point. An intersection node can only be connected to two 
streets at  most and the creation of new intersections is not allowed, i.e. a new street segment  may not 
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intersect a previously created street  segment. If any of these constraints are met, the transition probability for 
that target  node is set  to zero. The random walk stops when all target  nodes have the transition probability 
zero and a new random walk is started from another node with an available connection slot that  shares one of 
the hierarchy levels with the current base node. An example of the constraints can be found in figure 1.

3.2 OpenStreetMap
For the example based approach to work, some sort  of GIS(Geographic Information System) database is 
required to extract the necessary data from. There are several different to pick from but the one that  is best 
suited for this project  is OpenStreetMap[9] (henceforth known as OSM). OSM is an open source[10] 
initiative to create and provide free geographic data such as street maps to anyone who wants them. Anyone 
can edit  and view the data through their browser or by a number of third party applications. It  is also possible 
to export the data either raw or as a rendered image. The OpenStreetMap is supported by the OpenStreetMap 
Foundation, an international none-profit organisation.

There are some differences between the way the OSM data is structured compared to other more established 
GIS-databases. OSM represents most  of its data with two elements; nodes and ways. A node is a simple 
GPS-coordinate, sometimes with some additional information, and a way is a list  of nodes. Most GIS-data 
formats do this but also use polygons to represent  areas, OSM uses closed ways instead. Another difference 
is that OSM data is not  layered. This means that all data is lumped together on one plane and separated by 
key/value pairs. This is done to make editing of the data easier for the broad masses since OSM is intended 
to be open to everyone. The standard way of storing GIS data is to use Shapefiles. Shapefiles are layered so 
that all roads are in one layer, all railroads in one layer and all rivers in one layer and so on. Having 
everything in one layer is generally not  a limitation of OSM since all the data is tagged and can be separated 

Figure 1. Some of the constraints of the random walk. (1) The resulting street segment is to improbable. (2) The target 
node has the wrong hierarchy level. (3) The target node doesn’t have any available connection slots. (4) The target node 

requires the street segment to intersect previously created streets. There are only two valid target nodes and the one 
with the highest probability is chosen for the new street segment.
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if necessary. For this project where only the roads are necessary to synthesise new street  networks a lot  of 
additional information has to be parsed and handled so some additional work has to be done. There are third 
party applications that can convert OSM data into Shapefiles to circumvent  this problem but the 
implementation should not  depend on third parties and the separation of data is not difficult, only time 
consuming. OSM data is XML-based and the structure, as well as a short explanation of the tags, can be 
found below.

• bounds The bounding box of the data. Used in the project to convert (longitude, latitude)- to (x, y)-

coordinates.

• node  A node is the building block of the OSM data. They consist of latitude and longitude, as well 

as a unique ID. Multiple nodes are used to define a way but nodes can also represent points of interest by 
themselves. A node can for example mark the location of a mailbox or a restaurant.

• way  A way is an ordered list  of node references that  form a linear feature. A way does not have to 

be a street, it can represent a river or a railroad as well. If the way is closed, i.e. the first  and the last node 
are the same, the way can represent an area like a parking lot  or a building. A node can exist in several 
different ways.

• tag  A key/value pair that  gives additional information about the data primitive. Name, type or 

speed limit  for example. An object  can have several tags and they are primarily used in this project  to filter 
the data and separate it into layers.

<osm>
 <bounds/>
 <node/>
 .
 .
 <way>
  <nd/>
  .
  .
  <tag/>
  .
  .
 </way>
 .
 .
 <relation>
  <member/>
  .
  .
  <tag/>
  .
  .
 </relation>
 .
 .
</osm>
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• relation A collection of primitives, i.e. nodes or ways, that  can represent many different  things. The 

point  of this primitive is to make it  possible to store information about an entire group of nodes or ways in 
a single convenient  place. So if a chain of restaurants change their name it  is possible to change it  at  the 
relation level instead of changing each node individually. This tag is not used at all in this project.
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Chapter 4 - Implementation

The example based method is implemented in Java. The visualisation software for rendering the resulting 
street  network is written in C++ and uses OpenGL/GLUT. The XML parser used for the visualisation 
software is called TinyXML[11].

4.1 Parsing The Data
The only parts of the data that  needs to be parsed are the bounds, the nodes and the ways. The bound is a 
single tag that contains the min and max values of the GPS-coordinates. These values are used to convert the  
GPS-coordinates to cartesian coordinates which is important for distance calculations and rendering 
purposes. The conversion is done using the haversine formula, which is a way of calculating distances on a 
sphere. 

R is the radius of the earth, about 6371 km. By using this formula the distance of the bounds can be 
calculated and transformed into a cartesian coordinate system. 

Following the bounds tag is the list of GPS nodes. There is no way to know if a node is useful before the 
ways are parsed, so all nodes have to be instantiated as new objects. Since the ways use the unique 
references to these nodes they are stored in a hash table for easy retrieval. The way tags are then parsed and 
filtered based on their key/value pair. Only ways with the key highway, waterway or natural are considered 
and then further filtered based on the value of that key. This is done to remove any unnecessary features of 
the data. The only information that should be kept  is geographical information about  water and the actual 
road network.

4.2 Simplifying The Data
In order for the example based algorithm to work the data needs to be simplified so that  only the 
intersections remain and that no intersection is between more than two streets.

4.2.1 Extracting Intersection Nodes
After the data is parsed and stored the intersection points have to be extracted. The nodes that  represent street 
intersections are not  explicitly stated in the OSM data but  according to the editing standards and conventions 
all junctions should be drawn as a node with connecting paths. This means that streets that cross each other 
have to have a node in common. Nodes that  exist in more than one street can therefore be marked and the 
rest  of the nodes can be discarded. This will greatly simplify the network and make it much more compact. 
There are a few problems with this simplification however. If for example a street  has a pit  stop or a gas 

a = sin2 Δlat
2

⎛
⎝⎜

⎞
⎠⎟
+ cos lat1( )*cos lat2( )*sin2 Δlon

2
⎛
⎝⎜

⎞
⎠⎟

c = 2*atan2( a, 1− a )
d = R*c
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station next to it and the street  breaks up into two parallel streets for a while only to be linked up again later 
the removal of nodes that  are only connected to one street will cause the street  segments to overlap as can be 
seen in figure 2. This overlap has to be removed since it  is completely redundant and the nodes will later 
interfere with the quality of the generated network.

Another problem with the simplification are dead ends. Dead ends are street segments where one node is 
connected to a street but the other is not. Removing the non connected node will cause the street to disappear 
but the node that was connected to a street  will now be a false intersection since it will only appear in one 
street. Both nodes have to be deleted and the street that they were connected to has to be updated.

4.2.2 Detect Missing Intersections
An inherent  problem of using an open database like OSM is that since anyone can gather and edit data there 
is no real quality assurance. This will inevitably result in that not all standards and conventions are being 
followed all the time and it is not unusual for crossing streets to lack a common node. Solving this is 
necessary for determining the correct hierarchies of the streets in the network. There are several ways of 
doing this but  the most  straightforward is to simply check all street  segments against  each other and 
determine if the lines intersect  and where. New nodes can then be created in these locations and inserted into 
the streets.

4.2.3 Roundabouts
Roundabouts are unnecessarily complex and are better represented as a single intersection. A large 
roundabout can have well over 10 intersection nodes, see figure 3.

Figure 2. Left: A road with some kind of pit stop next to it and a branching path that leads to it and then back to the 
main road. Right: Removing nodes that can only be found in one street will result in an overlap that has to be removed.

Figure 3. Left: A big intersection with 12 intersection nodes. Unnecessarily complex. Right: Simplified roundabout 
represented by a single node.
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Simplifying roundabouts is simply a matter of calculating its centre of gravity and replacing the roundabout 
with this single coordinate. In a roundabout like the one found in figure 3 that  has splitting paths leading into 
it, this method will cause street segments to overlap and this has to be handled as well. Roundabouts are 
usually  marked with a tag in the OSM data but due to the previously mentioned problems of users not 
always following the editing conventions it  is just as easy and much more reliable to just  check for streets 
that form closed loop and consider them to be roundabouts. Doing it  like this will also result  in a beneficial 
side effect  in that  unnecessary features like parking lots, which are also represented as closed loops, will be 
removed as well. This is because these features will be represented as a single unconnected node and will 
therefore be discarded.

4.2.4 Fusing Node Clusters
A similar problem to roundabout  removal are node clusters. A cluster of nodes can be caused by faulty 
editing and data capture by a user or by unusual street formations. In either case they are better represented 
as a single node since unnaturally close intersection nodes will cause the statistics for each street to be 
inaccurate. Finding node clusters is not difficult but can be somewhat time consuming. There are many ways 
of doing this, like kd-trees or nearest neighbour searches. For this project a simple distance clustering 
algorithm is used where each node is given a radius and is represented as a disc instead of a single point. All 
the discs that  overlap each other are then considered to belong to the same cluster. This is done by taking the 
first  node in the list  and add it  to the first cluster, the distance from this node to all the other nodes are 
calculated and if it is within the radius of the node it is added to the cluster. After this is done with all the 
other nodes in the list the newly added nodes in the cluster are compared to all the other nodes in the same 
way. If new nodes are found they are added to the cluster and the process is repeated for them as well. When 
all the nodes of a cluster are found they are removed from the list  of nodes and a new cluster is started. This 
is done until there are no nodes left in the list. Clusters that contain more than one node are treated the same 
way a roundabout  is and all the nodes are replaced with one that  represents the centre point of the cluster. 
Both this operation and the roundabout  removal will make the layout of the network much cleaner and easier 
to use.

4.2.5 Merging Streets
Not all streets in the map data are connected the way they are in reality. Segmentation in the OSM data is  
very common and can be caused by a number of reasons. A good example is if some attribute, like the speed 
limit, varies over the length of the street. OSM conventions state that the street  must  be fragmented in order 
handle this. To get a realistic reproduction of the street layout it  is important to get a good hierarchical 
distribution of the streets as well as a good statistical representation of their appearance. The segmented 
streets have to be merged in order for this to be possible. An intuitive way of doing it  would be to look at the 
names of the streets, but there is no way to guarantee that  all street  segments are named or that  they are 
named properly. A more reliable way of finding which streets to connect is to compare the end points of each 
street. Each end point is compared to the other streets’ end points and the ones that match are selected for 
further investigation. The angle between the original street and the candidates are calculated and the one 
closest  to 180 degrees is added to the street and the process is repeated for the new end points. This can be 
seen in figure 4. To avoid unrealistic turns and to minimise the chance of accidentally fusing streets that 
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should not be connected the angle between segments has to be over 160 degrees. When no new street 
segments are found the next street  in the network is selected and the process is repeated. To speed up the 
comparison an adjacency list  for each end point  of the street  is created and kept up to date so that  the street 
doesn’t form any closed loops. The merger can cause false intersection that have to be removed. This can in 
some cases also cause overlap so additional clean up has to be performed after the merger.

4.2.6 Forcing Two Street Intersections
After all the simplifications to the network have been made it is much more compact  and there are no false 
intersections. The last  problem to solve before the nodes can be prepared for the street  generating algorithm 
is to handle intersection of more than two streets. An intersection node can have two types of streets 
connected to it, either the street  is passing through(Passing) it or it is the endpoint of a street(Endpoint). This 
means that  for each intersection node there are three possibilities. The first is two Passing streets, the second 
is two Endpoints and the third possibility is one Passing and one Endpoint. Each intersection of more than 
two streets has to be handled and made to correspond with one of these three possibilities. To do this the 
intersection first  needs to be analysed. If the node contains less than two Passing streets the algorithm will 
try to fuse available Endpoint streets until two Passing streets are created or until it  runs out  of Endpoints. 
The rest  of the Endpoints will have the intersection node deleted from them, unless the algorithm was unable 
to generate two Passing streets in which case one of the Endpoint streets is left  intact. If the node contains 
more than two Passing  streets all but two will be split  at  the intersection node and treated like the rest  of the 
Endpoint street. Some examples of the algorithm in action can be seen in figure 5.

Figure 4. Left: Street segments before merger. Middle: The correct street segments have been connected. Right: The 
false intersection node that was created has been deleted.
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This will work for all types of intersections but  will in some cases alter the street  layout since some parts of 
the streets will be removed. When the two streets per intersection criteria has been forced on the network the 
simplification is complete.

4.3 Expanding The Network
The entire map is now represented as connected street segments and each connection points represents an 
intersection. The graph is directed due to the way the streets are created but  the direction of it  is irrelevant 
and the layout can be considered to be an undirected graph. There is however no information about  city 
blocks explicitly stated in the graph. The blocks are essential for determining the allotments of the city and 
thus the building placement. It  is also necessary to find the blocks to be able to determine the areas where it 
is possible to expand the city. A good and intuitive way to extract the blocks from the network is to use a 
minimum cycle basis algorithm. The method used in this project is based on a maze solving algorithm 
known as wall following. The idea is to pick an edge of the graph and follow it and at  each intersection the 
leftmost edge is selected and followed. Since the road network is void of any dead ends, this traversal will 
eventually lead back to the starting edge and the traversed edges will form a new block. This is possible 
because the blocks are all 1-connected. Each edge is a face of at  most two different  blocks, which suggests 
that for each edge the algorithm should check both directions. See figure 6. Each edge is marked in the 
direction it  was traversed and once all edges has been traversed in both directions all the blocks will have 
been found.  Blocks with to many faces will be discarded since they are unlikely to be real blocks. 

Figure 5. Top: Four streets in intersection. Fusing them will generate a two street intersection. Middle: Five streets 
intersecting, four will be merged and the last will have the intersection node removed from it. Bottom: Three streets 
passing through the intersection node. One street will be split and have the intersection node removed from the two 

resulting streets. 
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4.3.1 Generating Distance Maps
Before the city can be expanded a water distance map and a city distance map is needed. The water distance 
map can be generated as soon as the OSM-data is read and rendered. Water is represented in many different 
ways, a small river is usually represented just like a street with a list of connected nodes and is easy to 
render. Larger bodies of water like lakes or wide rivers are represented in OSM as areas, i.e. a closed loop of 
nodes, and are usually easy to render as well. The hardest  water to render is oceans, or more precisely 
coastlines. Coastlines do not  have to form closed ways according to OSM conventions since this would be  
highly inefficient since each map that features some part of the ocean would have to include the entire ocean 
node list, potentially millions of nodes. Instead coastlines are broken up and represented as interlinked ways 
of about  500 nodes each that when combined form a closed way. The area to the right of the coastline is 
water and the area to the left is land. To render this a flood fill algorithm is used on points on the inside of the 
entire coastline. Once the water is rendered a distance transform is performed[12]. The other map needed is 
the city distance map, which is generated in a similar fashion by rendering the blocks and performing a 
distance transform on it. This map is easier to generate since the blocks can be rendered using a simple 
polygon fill algorithm.

4.3.2 Connecting The Nodes
Each street  is now analysed and its statistical properties are stored within its nodes. Since every node is part 
of two streets, each node will have two sets of  data. The data consists of the mean length between nodes and 
the mean angle between two consecutive street segments. It also stores the variance for these two attributes 
as well as the hierarchy of the street. To get the hierarchies of the streets the longest  street  of the network is 
first  selected and given the hierarchy 0, all the intersecting streets are then given hierarchy 1 and so on until 
all streets are labeled. Each node is also given a counter so it can keep track of how many streets are  
intersecting it.

Figure 6. Left: The start edge(red) is traversed in both directions until it is reached again and the two surrounding 
blocks are extracted(green).
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To actually expand the street network all the nodes are copied and then translated to a new area and 
connected in the manner described in section 3.1. To determine what area the network should be translated 
to, the surrounding areas of the city have to be examined. The area of expansion should be large enough to 
accommodate most of the copied nodes but  also have a close proximity to both the rest  of the city and to any 
land with a high value, such as the coastline. This is done by sampling the earlier created distance maps. A 
grid is created and at each grid point both the water distance map and the city distance map is sampled. The 
available area around each point is also calculated and the point  which is in close proximity to the rest of the 
city and the water as well as a lot of free space around it  is selected. The importance of water and land can be 
weighted to get different results.

To calculate the available area around a sample point, the distance to the nearest sample point  in an 
unbuildable area to the north, south, east and west is determined. An approximate area is calculated from 
these distances by taking the shortest  of the east and west  distances and multiplying it with the shortest  of  
the north and south distances. The result  is then multiplied by four to get the approximate available area 
around the sample point. See figure 7.

4.3.3 Extracting Lots
After the new part  of the city is generated the block finding algorithm has to be performed again on the 
network. Once all the blocks have been extracted they have to be divided into lots that can accommodate 
buildings. There are a few different ways this can be done. One way, described by Aliaga et  al. is to use 
Voronoi tessellation. This is done by creating an oriented bounding box around the polygon representing the 
block. Control points are then placed on either side of a line in the middle of the box along the main axis and 
the Voronoi diagram is calculated. For larger blocks it is possible to add more control point to get  more 
uniformly sized lots. This method works well but is unnecessarily complex. Another method, used by Parish 
et  al. in the CityEngine with great success, is to use a simple recursive algorithm that subdivides each block 
into smaller units. This is done by dividing the lot by cutting it  perpendicular to the longest edge until all lots 

Figure 7. An example of the area calculation. Red signifies the unavailable sample points and black the available. The 
green dot is the currently examined sample point. The area is determined by the distance to the east and to the north as 

these are the shortest. There is one red dot within the area, so the approximation is not perfect but good enough
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are below a specified area. Parish et  al. limits this function to convex polygons but it  is easy to extend it  to 
allow for concave polygons as well[13]. The first step of the algorithm is to find the longest  edge of the 
polygon. An orthogonal line is then created that  intersects the middle point of the edge. All the other edges of 
the polygon are examined and if the line intersects them they are stored in a list. If only one edge is 
intersected the block is simply divided along this line and two new lots are created. If the line intersects 
several edges, meaning the polygon is concave, the intersected edge that is closest to the starting point is 
selected and the block is divided along this line, see figure 8. This process is repeated for each new unit until 
the area requirement for that block is met. The area requirement  is calculated based on the area of the block 
that the lot is found in. A bigger block will house bigger lots and a small block will have smaller lots. This is 
to simulate the building layout of a real city. Lots will usually be smaller in the inner city where the streets 
are tightly spaced and larger in the outskirts of the city where a lot of warehouses and industrial buildings are 
usually found. 

This method gives very good results for Manhattan type blocks, i.e. a grid based layout. But for more 
irregular block shapes the generated lots will have strange shapes and be very irregular. To remedy this, and 
create a more general solution that  is applicable to all block types, the algorithm has to be modified slightly. 
Division along sides with street access will be given a higher chance of occurring regardless of length. If one 
of the three longest  edges of the block has street  access it  is selected over the others. This makes most lots 
perpendicular to the street it has access to which will result in a much more uniform subdivision. Lots 
without street access are discarded. See figure 9.

Figure 8. First step in the subdivision process of a concave block. Three edges are intersected by the line. The closest is 
selected and the lot is divided along the intersection line.
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4.3.4 Generating Buildings
Once the lots are generated they need to be populated with buildings. For the sake of simplicity, buildings 
will be represented as rectangles. The algorithm for creating buildings should generate as big buildings as  
possible while still fitting them within the boundaries of the lot. There are several algorithms for creating 
rectangles within polygons that maximises the area[14, 15], but most  are made for convex polygons only or 
have some other constraint. Each lot in the network will have a different layout, some will be convex and 
some will be concave so the algorithm needs to perform well regardless of the shape of the lot. In this case 
however, one of the sides of the building has to be parallel to the side of the lot that has street access. This 
constraint greatly simplifies the process since one side of the rectangle is already given.

The algorithm created to solve this problem starts by picking two points near the endpoints of the edge with 
street  access. It  then generates a perpendicular line from each point. These lines are then examined against 
the edges of the polygon and any points of intersection are stored. The line with the shortest distance to its 
intersection point is then chosen. A rectangle is created from this line and the line between the points on the 
edge with street access. This rectangle is the proposed building that is stored along with its area. The point 
that yielded the shortest line is now moved a set distance toward the centre of the edge with street  access and 
a new rectangle is generated using the new intersection points and compared to the first. If the rectangle’s 
area is greater than the previously generated one it  will replace it, otherwise it  will be discarded. A rectangle 
will also be discarded if not all of it  lies within the lot. This process is repeated until both points has reached 
the midpoint of the edge. An example of the algorithm in action can be seen in figure X.

Figure 9. The lot subdivision algorithm in action. The final step removes lots without street access.
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The edge with street access needs to be moved away from the street  by a set  amount to create room for the 
streets. After this is done the dimensions of the buildings need to be taken care of. The algorithm will not 
consider the dimensions of the buildings it  generates, so the sides may very well have an unrealistic side to 
side ratio. Because of this the building need to be slightly modified in order to give a better overall 
appearance. The desired ratio can be specified and the buildings will be cut  to fit this ratio. The result of 
these operations can be seen in figure 10.

The buildings are two dimensional, but adding height  to them would be beneficial when visualising the data, 
especially if it  is done in 3D. This is done by using a Gaussian function with the building’s distance to the 
city centre as input. Some noise is then added to the height  to make it  less uniform, as well as a chance that 

Figure X. The four first steps in the building generation algorithm. The thick line is the edge with street access. During 
the two first steps the left point will yield the shortest line to the intersection. At the third step the right point will 
generate the shortest distance and so during the next iteration this point will be moved closer to the middle point.

Figure 10. Left: Unrealistic building proportions exist and there is no space left for the streets. Right: Buildings are 
pruned to a maximum 1:2 ratio and space for the street network has been created by retracting the edge with street 

access.
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the building will have its height  multiplied by two. This chance increases as the building gets closer to the 
city centre. This will give a good representation of the building height distribution of a real city.

4.4 Visualising
Visualising the resulting urban environment  can be done in many ways. It  could be exported as OSM data 
again and then rendered using a third party renderer. Doing this would require some additional work on the 
data to match the OSM guidelines but  the result  would be very nice depending on the renderer. Another way 
would be to export  the data to a file and render it  using an external application either as 2D or 3D. This 
would allow the visualisation to be done separately from the generation. For this project a simple 3D 
rendering will be performed along with some very basic building generation that will not be discussed in 
detail.

The first  step is to export  the data so that it can be loaded by another application. Since almost every 
programming language has access to some kind of XML parser this is the best  file format available. The 
XML-structure is as follows.

• streets  The list of streets in the urban environment.

• street  A list  of street segments that form the street. A street can have any number of 

segments.

• segment  Each segment  has four attributes, x1, y1, x2 and y2. These are the x,y-coordinates 

that represent the start and end point of the segment.

• buildings  A list of buildings.

<urbanenvironment>
 <streets>
  <street>
             <segment/>
   .
   .
  </street>
  .
  .
 </streets>
 <buildings>
  <building>
   <node>
   <node>
   <node>
   <node>
  </building>
  .
  .
 </buildings>
</urbanenvironment>
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• building  Each building has four nodes and each node represent  a corner of the building. Each 

building also has a height attribute that denotes the height of the building.

• node   Each node has two attributes, x and y.

The visualisation software will parse the XML data and generate buildings and streets accordingly. There are 
two types of buildings, residential and high rise. The type is decided by the height of the building. To 
generate a residential building the coordinates of the building is extruded to the desired height and one of 
three types of roofs is placed on top of it. The colour of the house and the roof is selected randomly from 
predefined palettes. There are two types of high rise buildings, simple and complex. The simple version is 
just  a plain box and the complex is modelled using some very simple shape grammars and will have some 
added detail like different roofs and ledges.
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Chapter 5 - Results

5.1 Simplification
The simplification process works well and will greatly reduce the complexity of the input data while still 
retaining the overall layout. In figure 11 the number of nodes in the network have been reduced by almost 
90% and the city is still recognisable.

In figure 12 some small rural towns have been simplified and most features are kept intact. However, there is 
also a problem with the simplification clearly visible in this figure. When long curved roads are replaced 
with a single straight road there is a high probability that  it  will intersect the rest of the network and generate 
new intersection nodes.

Figure 11. Left: Original street network. 1486 nodes. Right: The simplified network. 167 nodes.
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5.2 Expansion
The method used to expand the network is very simple but  gives good results. It is based on the distance to 
water and to the rest  of the city. In figure 13 the original simplified city is displayed. Figure 14 shows how 
the city will look if it is expanded to the northwest. Streets will connect to the original city’s intersection 
nodes if additional connection slots are available. Figure 15 shows the same city but  expanded in the 
southwest direction. The expanded area will look different each time due to the random walk algorithm.

Figure 12. Left: Two different rural towns. Right: Simplified versions. Some false intersections can be seen in the lower 
town.
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Figure 13. The simplified city with generated buildings.

Figure 14. The city has expanded to the northwest.

23



 

5.3 Reproduction
The strength of an example based approach is that the generated content will be very similar to the original 
content but  not similar enough that  it  looks like a copy. Figure 16 shows a reproduction of the original city. 
The reproduction rate is somewhere around 70±5 %. Due to the way the random walk algorithm works most 
errors will occur in streets with low hierarchies. Errors also have a tendency to propagate, so if an error 
occurs at  a high hierarchy street it will affect the rest  of the network more prominently than an error 
occurring at a street with a low hierarchy.

Figure 15. The city has expanded to the southwest.

Figure 16. Left: Original city. Right: Reproduced city. The city centre is best preserved with more prominent errors 
occurring in the outskirts of the city.

24



5.4 Visualisation
The 3D visualisation is handled by a separate piece of software. This software also generates some very 
basic buildings. See figure 17 and 18.

Figure 17. 3D visualisation of a generated city. Simple building models generated at runtime.

Figure 18. Buildings get taller based on their distance to the city centre. The height is calculated with a Gaussian 
function with some added noise for diversity.
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Chapter 6 - Discussion

6.1 Evaluation
To generate space for the street network between the buildings the side of the building that faces the street 
needs to be retracted. This is done individually for each building and is not  very efficient. This can also be a 
problem since each building is represented as only having one side with street  access when in reality it could 
have several. This is a problem since certain buildings run the risk of overlapping the street. A better way of 
creating the required space between buildings would be to shrink the entire block around its centre point 
before the lot generation. This would give all buildings the same distance to the streets without any 
additional operations. This is unfortunately not viable since not  all blocks in the network are convex. By 
shrinking a concave polygon around its centre point there is no guarantee that all points will lie inside the 
original polygon. It would be possible to solve this problem by using a straight skeleton[16] to shrink the 
polygon instead. This was unfortunately abandoned due to time constraints and priority.

A big problem of the simplification are long roads without  intersections, especially curved ones. If these are 
simplified to just a straight line between the two endpoints a lot of information is lost  and chances are that 
the new street will intersect other streets in the network. New intersection points will then be generated that 
are not  present  in the original network. This will not  cause much problems in the reconstruction process but 
the original network will lose some of its integrity and deviate from the actual layout.

A necessary evil of the simplification process is the fusing of streets explained in section 4.2.5. Without  it 
there will be a lot of short  streets that won’t provide any meaningful information themselves and that  will 
compromise the statistical accuracy of other streets. However, the algorithm is not guaranteed to only fuse 
streets that  should be fused. Often it  will also combine other streets and this will also result  in inaccurate 
statistical properties. The best way to solve this would be to use the names of the streets, but  as mentioned 
before there is no way to guarantee the accuracy of this method. A combination of using the names and the 
fusing algorithm but also allow for manual correction would probably be the best solution.

6.2 Future Work
There are several things that  can be improved and added in the future. One of the most  important is to speed 
up the software by using more efficient algorithms. This work has already started but a lot  more can be done 
to make it faster.

Another thing that could be done is to implement  another method of determining land value and where the 
city should expand. Right now it is only based on available area and proximity to water and the rest  of the 
city which is a bit  naive and rudimentary. An agent  based approach like the one mentioned in section 2.2 
would be a good substitute. A problem with the more advanced methods of determining land value and the 
needs of the city is that OSM lacks the necessary kind of data. Taking information such as elevation, 
population density, land use and building types into consideration is required to realistically simulate the 
expansion. Other sources of information than OSM are therefore needed to make this possible.
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Another thing that  can be done in the future is to store the original look of the street and not  just the 
simplified version since a lot of information, like the tortuosity, is lost during the simplification process. 
Aliaga et al do this in their original implementation and were then able to reproduce it  in the new streets, but 
this proved to be too much of a challenge to do on my own. It would be possible to fake the tortuosity using 
Perlin or Simplex noise instead but since it  would not  be based on any statistical information the likeness to 
the original city would be completely hit and miss.
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Chapter 7 - Conclusion

The example based approach is perfect for this type of problem. The fact that  no predefined production rules 
are required makes it  suitable for any type of street layout. The reproduction rate is good enough to make the 
generated network similar enough to the original network without just  looking like it  has been copied. The 
block and parcel extraction works very well and gives very good results. Since these are not  based on any 
real information from the city they are mostly just there for aesthetic purposes but given the right 
information it could be combined with a more accurate simulation to great effect. The biggest  disadvantage 
with the example based approach is that the map data needs to be so heavily processed before good statistical 
information can be obtained.

A big disadvantage of OSM is that it is only possible to export up to 14000 nodes at a time from the website. 
This greatly limits the possibilities of my software since only small towns and villages can be exported in 
their entirety. This has also made me settle for slow/brute force solutions for many of the problems I have 
encountered, since the relative low number of data points is very forgiving. During the later stages of the 
project I have rewritten a lot of the slow code and made it  much more efficient, but there is still a lot of work 
left. It would be possible and quite easy to export several tiles of data and fuse them together using the fact 
that each node is unique.

The way in which OSM stores information about  what the list  of nodes represents is a bit redundant to parse, 
since a lot of unnecessary key/value pairs have to be read and analysed before a way can be discarded. This 
is, however not  a flaw in OSM, it is just something that  made the parsing a bit  more complex in my 
particular case. Another problem I had was that  it  was difficult  to know which parts to keep and what to filter 
away during the parsing. There are so many different  types of ways, nodes and areas defined in OSM, as 
well as an almost  infinite amount of combinations of them, that it  would not  surprise me if some cities will 
be parsed completely wrong or actually crash the software. 

A big problem I have been having when writing my algorithms is that it  is very difficult to make them work 
correctly for the many different cases that  can occur when different  data is used as input. What works well on 
one city is not guaranteed to work well on another and by solving one problematic situation for one city 
usually led to the creation of another error in another city. An example of this is the fusing of node clusters as 
this often caused overlap which then had to be solved. The same goes for handling dead ends, removing a 
dead end could lead to the creation of false intersections which had to be dealt with as well. Understanding in 
what order to do the different operations required a great deal of trial and error.
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