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Abstract
This report looks at the modern cellular wireless network environment and the
factors of energy consumption therein. The consumption of connectivity related hardware is gradually becoming a larger part of the power consumption
of virtually any mobile device. This report studies measurements of a mobile
broadband module energy usage due to data transfer. It is found that switching between technologies is still beneficial and savings are very feasible when
using technologies with diﬀerent traits if done correctly. Further the possibility
of energy savings within a single high-bandwidth technology (3G) are assessed
considering variations on response time and throughput. This is relevant as the
need to handle highly dynamic loads becomes more and more important in the
modern connectivity landscape. By gauging the savings available from scheduling link accesses and switching technology this is put in context by sampling a
few common services namely Skype, Spotify and normal web browsing for their
energy footprints. We will also look briefly at the background traﬃc generated
by two common operating systems, Windows 7 and Ubuntu GNU/Linux.
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Chapter 1

Introduction
This report is the result of a Bachelor final year project in computer engineering
(16 credit points) performed at the Dept. of Computer and Information Science at Linköping University. It is based on energy-related studies on a mobile
broadband module.
Today mobile data connections are ubiquitous in our every day life, and they
are used wherever an immobile connection is not desired or cost eﬃcient. This
is often due to that we put certain demands of mobility on our devices, as is
the case with phones, tablets and laptops. Another reason is just simply that
other infrastructure is not available and/or would be very costly. One of the
most important aspects of a good mobile connection is low energy consumption
in total and also per used amount of bandwidth i.e. good proportion between
work and cost.
With smartphones and tablets becoming commonplace, the landscape of
connected devices is changing and the need for high-speed data connections
is ever increasing. However there is a gap between the development rate of
connected mobile devices and batteries. With demands for speed, processing
power and advanced features growing faster than improvements in eﬃciency,
and increases in battery capacity almost at a stand-still, the future looks bleak.
Energy consumption has, in most fields, been a secondary aspect during the
lion’s share of technological history. The demand for phones with standby times
of in excess of two weeks or active time of tens of hours was just not a strong
enough salespoint. Nowadays, with mere hours of active time, the considerations
are diﬀerent but the historical lack of eﬀective optimizations is still aﬀecting us
as users. In the area of computers there has in recent years been a tendency
of performance surpassing what is needed for normal (non-gaming) every day
use. This has in turn allowed manufacturers to focus on making the devices
consume less energy. With this comes a shift of viewpoint in where the energy
is consumed, peripheral devices and connectivity-related hardware is no longer
overshadowed by hard drives and processors.
When looking at energy saving measures for wireless connections there are
two main aspects that are interesting; how much energy it consumes as an eﬀect
of the current load and how large the overheads for establishing, maintaining
and closing the connection are. On top of this there are of course other aspects
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of diﬀering degrees of importance, but these two will be regarded as the main
metrics for this work. Commonly when dealing with wide-area radio connections the output power is constant and the only options to decrease the power
consumption are either to switch technology when a better alternative exists or
simply minimize the uptime of the connection.
In this report the energy characteristics of conventional 2G1 and 3G2 connections will be explored. A too good understanding of the lower levels of a
protocol can sometimes bring a disproportionate degree of acceptance at first.
I expect that retaining a user viewpoint and a "black box" approach to the low
level inner workings of the radio module will help put the findings of this work
in to a less biased context. First the energy consumption of both 2G and 3G
will be compared by transferring synthetic data, and their performances for a
given set of data sizes evaluated. To further the understanding of the factors
of energy consumption a set of real-world applications will be tested on a 3G
connection to determine what a normal case might look like. Following this,
there will be a discussion of how the factors and characteristics of energy consumption for mobile broadband impact attempts to save energy. Finally, a small
test, as to assess the magnitude of savings that are achievable trough scheduling,
will be conducted in which optimally scheduled data transfers are emulated by
intermittent buﬀering of a stream.

1
2

2G: Second generation mobile telecommunications
3G: Third generation mobile telecommunications
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1.1

Background and motivation

A 3G connection is not completely on or oﬀ depending on wether there are network accesses or not, there are actually more types of connections, i.e. diﬀerent
degrees of being connected. Put in a state machine, the diﬀerent states and normal transitions are captured by figure 1.1. Notice that the correlation between
power consumption and data-rate/latency is very straight forward, but the axis
are only there to show that the states are strictly ordered, not to provide exact
numbers.
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CELL_DCH
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t
i
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n

CELL_FACH

Camping
(offline)

URA_PCH

Higher data rate, lower latency

Figure 1.1: The 3G state machine, adapted from [1]
When connecting to the network the client is normally allotted a dedicated
channel, (DCH) and enters the CELL-DCH state. This channel is for exclusive
use by the client, and is the most common way of being connected to the network
but also the most costly. The other "fully connected" mode is entered by "going
down" to the forward access channel state, CELL-FACH. In this state only a part
of the total bandwidth of a common channel is used. Being connected in FACHmode provides some noticeable energy savings compared to CELL-DCH, though
generally smaller than the loss of bandwidth. The baseline energy consumption
rate is rather high compared to being disconnected or in paging channel mode
(URA-PCH), but only when actual transfers are made the consumption nears
that of CELL-DCH. The card normally enters the forward access channel state
when there is little or no transfers going on to conserve energy and unless the
connection is kept alive by some traﬃc, it times out and enters URA-PCH after
around 53 seconds.
At times of no communication two additional states, CELL- and URA-PCH,
which for sake of simplicity will be treated as one due to very similar over-all
characteristics (and energy consumption) are used if they are implemented in
3

For the Telia Sweden network
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Figure 1.2: An energy trace from my measurements with the diﬀerent sates
labled
the network. The main diﬀerence between these states is that in URA-PCH the
client is associated to an area that can consist of several cells, whereas in CELLPCH it is only associated to a single cell. This means that to remain associated
with the network while moving a client in CELL-PCH requires more signaling
than one that resides in URA-PCH. The -PCH states are a complement and
improvement to the older simpler method of returning to being disconnected
(in a data connection sense), also known as camping in the network cell. Using
these states constitute a method of saving energy by allowing for drastically less
communication while still considered connected and being able to be made aware
of incoming data by intermittently monitoring a specified channel at a given
interval. It does not, however, allow for any sending of data without switching to
CELL-FACH or CELL-DCH. Using the -PCH states greatly improves response
times in both directions, thus bettering the user experience while conserving
energy. In fact these states do not consume any more power than camping[1].

1.2

Purpose

The long term vision behind this work is to explore the dynamics and resident
scalability of the diﬀerent technologies from an energy consumption point of
view. This report will contribute to this in a number of diﬀerent ways, e.g. with
studying traﬃc generated from normal user applications, such as Skype, Spotify,
and loading of a webpage. Furthermore we will look at data transfer patterns
specifically generated for measuring certain aspects of energy consumption, this
data will be referred to as synthetic data as it has no useful content. The dynamics of heavier loads, such as those that can be expected when using the mobile
broadband with a pc or tablet, will also be explored and the trials not limited
9

to
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loads that are more common when working with smartphones. Only looking
smartphones has been a chosen limitation in some of the studies referenced
this work, and remains an interesting set of circumstances. However I wish
expand the scope to a wider range of applications.
To summarize, the purpose of this thesis work is to investigate the power
consumption characteristics of 3G and 2G mobile data connections, and the
potential of energy gains depending on traﬃc patterns and degree of load. This
will be done mainly from an energy consumption perspective, but drastic decreases in quality of the service, such as much longer response times, might still
invalidate some of the findings for use with interactive applications.

1.3

Limitations

Real world applications with little or no prevalent link access periodicity features, such as VoIP that requires a constant connection to work, will be regarded
as less important. This report will focus on characteristics of single applications
one at the time. Here the main areas of investigation will be savings due to characteristics of consumption and frequency of returning to idle or energy-saving
states. Furthermore, due to limited time, measuring of two or more simultaneous applications will not be within the scope of the report. A single series
of transfers can very well emulate that of several, limiting the additional conclusions such measurements would yield. Measurements will be done for single
applications, eliminating all other access to the medium unless it is the point to
capture uncontrolled connections or the background traﬃc itself.
While you can argue that limiting this report to GSM4 /GPRS5 (2G) and
UMTS6 /HSPA7 (3G) does not provide the whole image, the purpose here is
to look at technologies that provide the user with greater mobility than for instance WiFi. Additionally this report will be limited to one single radio module
from Ericsson, i.e. not considering phones or other broadband modules. The
measurements will be done in a single cell at a fixed distance from the base
station and focus on isolating possibilities for savings rather than correlating
cost against distance to the tower.

1.4

Goal

This report aims to present the characteristics of mobile data connections in an
explorative manner. The results will show how and when energy is consumed,
and due to what factors we end up with the grand total that we do. For comparison between the two technologies (GSM and 3G) a set of isolated transfers will
be recorded and measured. To exhaustively show what technology is preferable
for a given amount of data both technologies must be tested in ranges including
values upwards of their respective asymptotic regions, i.e. where the overheads
4

GSM: Global System for Mobile Communications
GPRS: General Packet Radio Service
6
UMTS: Universal Mobile Telecommunications System
7
HSPA: High Speed Packet Access
5
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start to become negligible compared to the total energy consumed. To further
validate the results of this comparison the response times of the respective technologies will be presented and compared near the convergence zone where 2G
becomes as costly as 3G.
Further the inherent energy saving possibilities of 3G will be investigated
at a rudimentary level. Given that 3G has a certain resident surplus capacity for nearly any given data transfer, the savings available from minimizing
the connected time until maximum load is achieved will almost always be
considerable[4]. The goal here is to quantify and visualize the magnitude of
these savings without unnecessarily limiting the results to be applicable only
for certain types of transfers or algorithms.
To put this more in to context a set of real-world applications will be sampled for their energy footprints if used over a mobile connection. A few diﬀerent
services will be sampled, although with the common property of being somewhat continuous services directly serving the user. This in some sense yields a
diﬀerentiation between types of services that is not very realistic. If we would
look to measure the consumption of heavily aperiodic services, characterization
of these is better achieved by adding the consumption of synthetic data transfers
according to the applications’ access patterns.

1.5

Structure of the report

This report is divided into seven chapters, where this is the first one, the introduction. Here we look at the background of this work, the purpose, limitations
and goal. The following chapter, related works attempts to put this work more
in to context and relate it to existing studies. Here we look at some existing
works on strategies for saving power. Both with scheduling or opportunistic
prefetching as a means as well as other approaches. To end this chapter with I
have a small discussion of what I will bring to the table.
In the third chapter I detail the measurements that will be conducted as part
of this work. First we look at how the measurements are conducted and then
the data that will be transferred to provide the energy traces. This will be both
purpose created data flows and files (synthetic data) as well as real usage from
real applications. Following this chapter is the summary of findings, in which
we look at the energy characteristics of the two technologies. I also present my
results from the trials detailed in the previous chapter.
The chapter after that, Eﬀective use of up time, we loo at some of the
implications the energy characteristics of a 3G connection has, and how this
can save energy. After this we arrive at the chapter that deals with the more
general conclusions of this study. And to finish oﬀ, we look ahead at what can
be done in this field in the future.
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Chapter 2

Related works
2.1

Context

Many research reports[2, 3, 4] have captured the general characteristics, their
advantages and their drawbacks, of the diﬀerent available technologies well. In
[3] Perucci et al. closely investigate the energy consumption of diﬀerent phone
related services, including mobile data transfers. In the report it is found that
for certain applications the energy benefits from using 2G over 3G can be very
substantial, although 3G is much faster and more eﬃcient. Nurminen [4] on the
other hand looks at the benefits of scheduling accesses together on a single 3G
connection, and by this achieves savings ranging from neglectible to about 90%.
In their studies Balasubramanian at al. [2] look at the components of energy consumption for diﬀerent technologies, and put them in relation to each
other. They expand on this by introducing prefetching plus scheduling as an
energy conservation strategy. With their prefetching strategy they are able to
achieve savings of 30-50% for normal applications. Care has to be taken when
comparing cellular technologies to WiFi, as their respective coverage is not even
comparable. An entire campus of access points is still nowhere near even a 3G
cell in size. This, as well as the cost of excessively scanning for WiFi, has been
well captured by for example Balasubramanian et al. For this report WiFi will
not be considered as a competitor or complement to the others due to these
limitations on when, for whom, and where WiFi is available.
Most studies to date have been focused around smartphones and their expected amounts of transferred data. Previously focus has been directed towards
pure phone services, especially sms messaging which is less interesting from an
energy point of view due to the sheer consumption of interaction with a modern
phone. Also the dominating factors of its power consumption will remain the
same due to the workings of the protocol and more importantly high real-time
demands.
With focus of this report being on mobile broadband implementations and
use in for example pads and laptops, there is reason to look at larger sizes of
data and high bit rate continuous streams as well verifying the situation for
low bit rate data transfers. Not being able to switch to GSM, and leveraging
it’s lower cost of being connected, on a regular basis due to high loads and
12

demands on low response time forces the manufacturers to look to other means
of optimization within the technology itself. This report aims to look at the
main power consumption characteristics of an 2G/3G environment that should
be taken in to account when optimizing for energy savings.
Given the vastly diﬀerent characteristics of current mobile data connectivity methods, their converging areas of application and benefits from switching
have been a popular field of research. Although the use of GPRS/EDGE1 data
connections in applications with direct user interaction becomes less and less
desirable, due to high response times, the diversity of applications continues to
grow, still leaving viable sectors of application for these older technologies.

2.2
2.2.1

Strategies for power saving
Scheduling

There has been a lot of research on diﬀerent aspects of connection scheduling, i.e.
grouping of transfers. Nurminen proposes that, ideally, transfers where time is
not essential should be taken care of simultaneously with those transfers that are
time dependent, such as voice calls [4]. The main strategy for energy saving lies
in coordinating traﬃc that by itself that will not use the entire bandwidth so that
the use of bandwidth when connected is as high as possible. Thus minimizing the
time spent connected. Nurminen’s report shows that being in the CELL-DCH
state consumes almost the same amount of energy, regardless of the load. Thus,
if more transfers than the bandwidth will allow for is scheduled to take place
at the same time, the power consumption does not increase disproportionately.
The drawbacks only appear as prolonged response times relative to the ideal
case.
There are however other approaches available when dealing with single nonreal-time continuous accesses that are known or predictable. In this report I will
exemplify by implementing a proof of concept algorithm, referred to as burst
buﬀering. This will bring together benefits from both simultaneous transfers
and some of those of prefetching, with a slightly diﬀerent set of constraints
to usability. The technique, while admittedly more narrow, will however yield
performance very similar to that of a optimal more general scheduling algorithm
without actually having to formulate one as that falls outside of the scope of
this report.

2.2.2

Prefetching

Balasubramanian et al. [2] propose caching, or more accurately conducting informed opportunistic prefetching, which was implemented with good results.
As exhibited by caching in pretty much any computing device, greedily fetching
data that is considered of potential future interest either due to spatial locality
or other considerations, often gives a drastic performance increase. By combining congregation of accesses with greedy prefetching Balasubramanian et al.
investigae the magnitude of savings in a number of applications. Such as email,
1

EDGE: Enhanced Data rates for GSM Evolution (an extension to GPRS)
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RSS and web search. The savings they show are due to their eﬀective strategy of
minimizing the energy spent on communication overheads. Those are primarily
made up of lingering in high-energy states.
Whilst utilizing somewhat the same phenomena as general scheduling algorithms it should be considered much later than such eﬀorts that does not
increase the total amount of transferred data. While the resident ineﬃciency
of opportunistic prefetching is by many orders of magnitude outweighed by the
gains it is still present. Perhaps it is most noticeable with respect to limits on
the amount of total transferred data. The amount of total transferred data also
has to be treated as a resource given most contemporary pricing schemes. This
means that other ways of saving energy, by scheduling only from what we can
know will be used, should be well worth exploring.

2.2.3

Fast dormancy

As employed by for example Apple and RIM, seeking to extend the battery
life of their devices, fast dormancy means forcefully dropping the connection
as seen fit. This can indeed save much of the energy lost due to the "tails" of
connections, meaning that devices are left in CELL-FACH for a longer time, and
after which the are still completely disconnected. This is done in networks not
employing PCH-states to improve response time and user experience. Although
the savings from this are very easy to comprehend the drawbacks are more
severe than meets the eye at first. Not only does the negative impact on user
experience play a big role in these situations but also the extra strain this puts
on the network further worsens the scenario by decreasing the total available
capacity (due to higher signaling loads) according to Nokia-Siemens Networks
[5].
Fast dormancy mainly worsens the user experience by eliminating lingering in fast-reconnection states, which in a network without PCH-states means
CELL-FACH. To provide a similar user experience, as a network with PCHstates, a network that does not have this must let the user linger in CELLFACH much longer by setting a higher timer value. This causes a drastically
higher power consumption. As tested by Martin Sauter [6] the response time
from a PCH-state is less than half than that of camping in the cell, thus disconnecting between page loads when browsing the web is not desirable. A solution
to this, apart from properly configuring network timers for modern use is to
deploy mentioned PCH-states in the network. This not only vastly oﬄoads the
connection mechanisms and lowers response times by 3/5 but consumes almost
no more energy than just camping in the cell. [6]

2.3

Contributions

To address some of the relative shortcomings of previous studies, especially in
a data connection context I will make a few improvements to these methods.
First, the measuring of energy consumption will be for the radio module, and
the radio module only in contrast to the method used by [2] [3] [4] that used
the Nokia energy profiler as their source of data. This also allows for more
14

accurate measuring equipment, and does not have to rely on software and system
interfaces supplied by the manufacturer, nor does one have to account for any
processing power related to data generation or measurement and logging. Also
the sizes of transferred data as well as the bitrates will cover a wider range
compared to previous[3] studies, to more closely mimic the usage that can be
expected with PCs and pads.
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Chapter 3

Measurement studies
Given the current circumstances, the energy consumption of the radio module
depends quite directly on how long the connection is open. The other main
factor is how often it is re-established. Any connection has temporal energy
overheads, so-called heads and tails, i.e. the general overhead associated with
respectively establishing and closing the connection.

3.1
3.1.1

Measurement approach
Measuring equipment

The mobile broadband equipment used in this study is the Ericsson KRY 901214/01
developer kit. The kit itself consists of a board that mainly does DC-DC conversion and two sets of radio modules. Although there was no substantial measured
diﬀerence in consumption between the two types, the measurements herein will
be conducted on the F3307 mini-PCIe radio module which is without GPS.
The board for the Ericsson kit (the cradle) breaks out some of the interfaces,
such as the sim card. More importantly for this study it provides interfaces for
measuring the power consumption. The modus operandi was chosen to base
the measurement over a shunt resistor, over which a voltage drop proportional
to the total power consumption can be measured. Because of the consumption
being very unstable and variant a lowpass filter was connected to the shunt
measurement points (see fig. 4.1).

3.1.2

Data acquisition and processing

The output of the aforementioned filter was in turn measured and logged through
National Instruments’ myDAQ data acquisition module at a rate of 1000 Ksps.
The output of the myDAQ was processed trough LabView, and then loaded
into Matlab. The significant parts were cut out in uniform sections, saved and
labeled. I created scripts to process, i.e. average or sum and then plot, the cut
data so that no information is lost compared to the continuous measurements.
This allows for accurately computing diﬀerent aspects of the power consumption
from the same source using similar simple scripts; making them applicable to
all samples.
16

I shunt

Vout

Figure 3.1: Shunt resistor and lowpass filter
Two types of data were subject to experiment. Data that was synthetically
created to have a complete control over repeated experiments (Section 3.2) and
data from real applications for consistency with actual use (Section 3.3)

3.2

Synthetic data measurements

The first goal of this report is to create a good comparison between the 2G and
3G technologies. This is achieved by measuring the consumption of isolated
transfers with 10 samples per transferred size, for each technology. The synthetic data was generated as TCP traﬃc using a small application created for
the purpose. This program relies on sockets in C to send eligibly large amounts
of data at given intervals between a computer running the server part of the
application and a client. A transfer is initiated with a request, which conveys
the settings for the session, from the client to the server having the eﬀect of
opening the ISP-side firewall for incoming traﬃc. Following this, uniform data
is sent to the client at the requested sizes and intervals. The tests for comparing
2G with 3G were conducted for the following sets:
2G: 1, 10, 100, 200, 500, 1000 [Kilobytes]
3G: 1, 10, 100, 200, 500, 1000, 2000, 5000 [Kilobytes]
The results of measuring the energy consumption for the above transfers were
then processed and divided so that one data vector corresponds to one transfer,
and for each of the sizes the average and confidence intervals (95%) are then calculated and plotted. The energy value sought after is the amount of additional
energy used for the transfer as opposed to being idle.
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3.3

Real-world measurements

To further exemplify how cellular data connections react with varying types and
intensities of data a set of real-world tests were formulated. To cover a wide
range of data flows a diverse collection of applications was essential, but what
they do have in common is a high degree of continuity and a predictable nonnegliable use of bandwidth. This led to choosing to compare these applications
using 3G as temporality-savings cannot be expected in 2G. The reason why
we choose to look at 3G exclusively here is that users will choose this where
available due to better response times and greater speeds. All measurements
were done on Ubuntu 11.04 unless otherwise stated. To check the impact of the
OS the following the energy footprints of the OS being connected but not used
were also recorded.

3.3.1

Spotify

With well over 13 million songs in it’s repertoire in May 2011(spotify.com) and
almost as many users Spotify is one of the largest on-demand music service
out there. With clients available for a wide range of devices, from embedded
devices, to smartphones and computers consequently a sizable portion of the
traﬃc in mobile networks can be attributed to the service. The files served to
most users are those with a bit rate of 160 kbit/s, and that is what will be
tested. Once a song has been played it is stored on the users’ computer and
shared with other Spotify users, chances are that most songs you listen to are
not at all fetched from the central servers but from other users just like you.
Whilst normally working with per-to-peer connections Spotify can be firewalled
oﬀ from other clients so that all data is fetched directly from the main servers,
thus minimizing the network access. This is done by blocking all ports except
for those used for communication with the Spotify main servers. By eliminating
sharing of your cached content with others and the signaling required to sustain
p2p connections, the bandwidth used is not much more than that associated with
downloading the music. Enforcing this on a client is of course deprecated for
reasons of general fairness towards both Spotify and in some sense other users.
Nonetheless introducing such firewall rules I was able to observe a behavior very
similar to burst buﬀering which is discussed later in this report. This makes for
an interesting set of circumstances from an energy conservation perspective.
To test the energy consumption of Spotify I played a set of songs over a time
period of 5 minutes, during which the energy consumption was recorded. This
was done both with the p2p component of the traﬃc enabled, and disabled.

3.3.2

Skype

Skype is a internet telephony system both for enabling calls between two or more
users of the software client and users of the software client and the regular phone
network. Skype works by directly connecting the users where possible, otherwise
passing the call trough gateways. Skype uses their own proprietary low bit rate
voice-specialized codec and is rather bandwidth-eﬃcient. The primary use for
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centralized servers here is similar to that of Spotify, to keep accounts, verify
users and help them connect. Skype can be expected, as it is an application
which has though realtime demands, i.e. voice conversations, to have a very
uniform transfer rate. A delay long enough for the connection to be able to shut
down is simply not acceptable in a voice conversation. Although this is known
and it beforehand can be stated that the connection will be kept open for the
duration of the call, this is a good comparison and baseline when comparing to
other services.
Skype will be tested under the duration of a call to the Skype call testing
service which yields a call of about 50 seconds. Each of the energy traces of the
calls were recorded and averaged to a mean energy level.

3.3.3

Web surfing: BBC frontpage

To further put the other services portrayed herein in some kind of context the
energy footprint of some web surfing activity was measured. This does not
aspire to correctly capture all the actual usage patterns. Therefore, it is instead
kept as basic as possible. BBC.com was selected due to it’s high number of
visitors and international recognizability. This might have had the eﬀect of
slower-than-average page loading. Nonetheless it was settled on reloading the
frontpage of bbc.com every 30 seconds over a 5 minute period, observing the
resulting energy consumption.

3.3.4

Idle operating system

An interesting thing that was spotted whilst having the measurement equipment
up and running was that the underlying operating system had a huge impact
on the idle power consumption. To increase the understanding of what a realworld scenario might look like the energy consumption that was caused by the
respective operating systems merely being "aware" of a (unhindered) network
connection was recorded. None of the systems was set up to generate any
traﬃc more, or less, than an out-of the box install. The expectation here is
that the energy footprint will be dependent on the number of accesses, as the
amount data exchanged is not very large. The footprints of the respective
operating systems were recorded during two 5-minute intervals each, taking
place at diﬀerent days. I also took care to let any communication that can
be attributed to the OS reacting on the availability of a new link pass before
starting the measurements.
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Chapter 4

Summary of findings
There are several interesting aspects of how energy is consumed in a wireless data
connection. Already nearing the conclusion that traﬃc patterns will play the
major role in future energy saving eﬀorts, within the same technology, the base
factors of energy consumption remain a fact. Provided certain sets of traﬃc and
degrees of load switching technology is beneficial for most not so time-sensitive
applications conducting polling and otherwise maintaining updated information.
This section aims to describe the outcome of the measurements carried out with
the equipment and data flows in the experiment set up described in chapter 3,
both for 2G/3G.

4.1

Head & Tail

Similarily to Balasubramanian et al. I will use the term tail for the lingering
in high energy states, and head for the consumption related to establishing
a connection from idle mode after having been associated with the network,
i.e. made the first connection and obtained an IP address. This consists of
communication related to obtaining a DCH. The term tail will be used for
referring to energy spent after finishing the data transfer. There is "high tail"
and "low tail" where low tail is a state which allows for faster reconnections
than idle mode, by remaining in CELL-FACH but not communicating.
The high tail is a period in which the connection is kept open in CELLDCH but no data is actually transferred, the length of this is decided by a
timer in the network which is set with regard to both responsiveness and energy
consumption. Not all transfers seem to yield a high tail, this would be because
of their duration being very small. Some minuscule transfers does not even yield
a state change to CELL-DCH in the first place. A single ping for example does
not a switch to dedicated channel mode. It is taken care of in CELL-FACH.
My studies with the synthetic data sets revealed that current trailing energy
states for a TCP connection amounts to about 10 seconds for the "high tail"
and "low tail" combined, and distributed at about 3 seconds for high tail and
5 seconds for low tail plus signaling associated with the state transitions. It is
not at all impossible that lowering these timers further would have a negative
eﬀect on the user experience as well as doubtful benefits in power saving as is
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has a very imminent potential to increase energy spent on re-establishing the
connection. However many other networks employ timers with far greater values
for diﬀerent reasons, yielding a higher power consumption.
A ping to our reference machine from idle (URA-PCH) takes about 550
ms and from a established connection (in CELL-FACH) about 250 ms, and
the average power level is 0.5 W. This means that the head consumes about
0.2 × 0.5 = 0.1 Joules. The tail has a duration of approximately 5 seconds plus
about 1 second of signaling, with the same average power level of 0.5 W, which
gives a consumption of 3 Joules per occurrence. Summarizing these findings the
energy consumption of a mostly receiving connection on the used Telia network,
which implements URA-PCH, can be given as approx.
E[Joules] ≈ 3.1 + 1.3 ∗ (tconn + 3)
where tconn is the time spent transferring data, the delay of the connection to
the server and the 3 is the time-out from CELL-DCH to CELL-FACH. The
1.3 watt consumption rate is derived from the average power consumption in
CELL-DCH mode. Measurements on this are presented in section 5.3.
Since head and tail are not a perfect match between timers and energy
footprint and the numbers given rely on averages and a few manual case-studies
the formula should not be regarded as completely accurate and definitive, but
as a approximate model of the relationship between connected time and energy
consumption. Although this much can be said in favor of it’s accuracy; a single
ping yielding only head, tail and minuscule communication in CELL-FACH
consumes very precisely 3.1 Joules. Further the variance of the consumption
in fully connected mode, CELL-DCH, is less than 10%. Mean power levels are
discussed more in depth and exemplified in section 4.3.

4.2

Comparison of GSM and 3G

There is a general awareness of GSM being slower but having less consumption
associated with signaling overheads compared to 3G. [2] Figure 4.1 shows the
results of a series of measurements consisting of 10 samples per technology and
data size as described in section 3.3, distributed over 6 and 8 diﬀerent data sizes
respectively.
The energy consumption metric in the graph is consumption on top of having
the mobile broadband module turned on (camping), i.e the consumption caused
by the actual transfer of data. Examining these results we spot that the energy associated to a single transaction with smaller amounts of data is rather
constant and independent of the amount of transferred data, this is due to the
relatively large overhead and the fact that response time of the service is still
the dominating part of the active connection. As we increase the data sizes this
is no longer the case. The limited bandwidth of GSM causes such a connection to rapidly increase in cost as the time spent on data transfers becomes the
dominating factor. The case for 3G is comparable, but due to the much higher
bandwidth and thus lower energy cost per bit transferred it’s slope is less steep.
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Figure 4.1: Comparison of power consumption between 3G and 2G
When transferring 200 kilobytes of data the energy consumption is rather
comparable, and the confidence intervals partially overlap. At this point, the
gain in lower power consumption attained from using a 2G connection can be
considered as good as eradicated. Moreover, the time spent connected by the
diﬀerent technologies is radically diﬀerent. My measurements showed that the
2G (GPRS/EDGE) connection spends about 15 seconds connected transferring
these 200 kilobytes, most of that transferring data. The 3G connection on the
other hand is up for less than half of that, about 7 seconds. Furthermore the
3G connection has finished transferring in less half that time, actually in about
2 seconds, making for a wast diﬀerence in user experience. On top of this
response times (when fully connected) are in the range of 300-500 ms on 2G.
Reasonably a GPRS/EDGE connection might not be desirable for applications
with high user interaction. On the other hand as the diversity of applications
keeps increasing there are still many useful areas of usage even in devices such as
pads and personal computers, not to mention systems with no user interaction,
such as remote sensors.

4.3

Power consumption results

In this section the average power consumption for several diﬀerent trials are
presented. First, figure 4.2 displays the synthetic tests with varying loads, technology and direction for the transfers. Secondly, figure 4.3 gives examples on
how diﬀerent user applications and their respective traﬃc patterns influence
the average power consumption. The data in figure 4.2 comes from samples
of the data collected for the 2G/3G comparison. With as good as no variance
in power consumption rate for any given state the reproducibility results here
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depend only on the consistence of traﬃc patters, which there is no reason to
doubt that they will not change.
With the 32 Kbps and 1024 Kbps downloads (Rx) showing very similar
energy footprints despite radically diﬀerent bit rates it is confirmed that the
energy consumption varies only slightly with the load. For a quick comparison
a transmitting connection that maxes the uplink, "Tx", is included as reference.
This shows that while there is a distinct diﬀerence, replacing transmissions by
receiving more data does not make for a likely useable approach for saving
energy.
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Figure 4.2: Mean power levels for transfers of synthetic data
Further included as reference points for these measurements are the energy
levels for idle mode and the tail (idling in CELL-FACH) component. The real
world tests were as expected highly dependent on the traﬃc patterns, and almost
not at all dependent on the load. If a connection is barely used at all we would
see an average power level close to that of idle and if the connection transfers
minuscule amounts of data close to every 5-6 seconds or less, the average would
instead be similar to that of the tail state. It is however quite possible for an
intermittently utilized connection, i.e. bursty connection, to have an average
power level of 0.5 W, and the fewer the connections the more data such a
connection could transfer.
The applications showing savings in figure 4.3 compared to a continuos connection are those that periodically release the connection, so that the radio can
be shut down until the next access, namely spotify with the p2p-component of
the traﬃc eliminated (i.e. firewalled oﬀ), and the intermittent reloads of the
webpage BBC.com. Continous connections such as Skype and Spotify with the
p2p component enabled however remain at almost exactly the same average
power level.
Ordinary operating systems are not especially optimized for use with power23
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Figure 4.3: Mean power levels for transfers of real-world data
hungry WAN connections. Generally there is little or no mechanisms keeping
unnecessary services from accessing the network, and any context awareness is
at least not shared with applications. Due to the high number of few-packet
transfers generated by Windows from diﬀerent mapping services and other background maintenance the time spent in idle mode was negligible, periodically
maintaining a connection or mapping in a high-level network layers to such an
extent that the transition from tail to idle is almost never made. The vastly different behaviors amounted to savings in the region of 60% when using Ubuntu
compared to Windows. Removing the constant power consumption of being idle
or in URA-PCH, idling on Windows actually consumes more than 6 times as
much as Ubuntu. This only further emphasizes the benefit of connection-aware
operating systems and applications. The diﬀerence between these behaviors
cannot be attributed to how a USB device is handled (i.e. polling the USB bus)
as the module is automatically completely turned oﬀ by Windows when not
connected to the network. The diﬀerence can thus with reasonable certainty be
attributed to how a network interface and network connection is handled.
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Chapter 5

Eﬀective use of up time
Generally the two technologies observed herein are a typical example of a technological trade-oﬀ, where we on one hand have a low overhead cost and energy
spent per unit of time (2G), and on the other hand a rather sizeable overhead in
combination with greater consumption per time spent. The key diﬀerence here
is the bandwidth, which for 3G is several times grater than that of 2G, that
yields a much lower energy per bit for a link which is not under-utilized.
Understanding these constraints and maximally utilizing these characteristics is the key to being able to formulate good scheduling algorithms. For example, shaping traﬃc in a way so that it, from an energy perspective, better fits
the technology with the desired properties. Commonly the main considerations
for interactive applications are lower latency and higher reliability. Considering this, bettering the performance by maximizing the use of the link when
connected is not as easy as stacking network accesses until a better load and
more ideal connection time can be achieved. This would severely worsen the
user experience. What has to be considered in this case is the impact that such
methods will have on the aforementioned additional criteria for what defines a
good link. Simply delaying certain accesses so that they congregate with others
might just as well have an eﬀect similar to or worse than serving these requests
on the slower 2G connection.
To address problems such as this applications and operating systems should
ideally be aware of performance and costs of any given network interface and
it’s connectivity methods. In a manner similar to ACPI for identifying power
conservation features in personal computers, the capabilities of the hardware
and to some extent the needs of certain applications should be made available
for the operating system to act upon. With this as a decision basis even with
rudimentary responses to these parameters there is no doubt that the savings
will be noticeable. Furthermore an extension of this might include providing
information to various services detailing if it is really preferable to, for example,
scan the network for other computers, or if the interface in question is just a pure
internet connection and not part of a home network. To further motivate making
available this information, the normal case of a WWAN connection is that there
is little or no reason to map the network. The cost for doing so is high and
by nature such background work will have no problem with being delayed until
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a time-constrained access takes place. Thus having this information available
to the applications, and acting upon it, has the potential of reshaping the way
applications use the network.
Observing that remaining connected and passive in the most power hungry
state (CELL-DCH) only consumes marginally less than fully utilizing the available bandwidth led to the study of the concept bust buﬀering (see section 6.1).
Burst buﬀering is useful for continuous streams of data where the data rate
is much less than the capacity of the link. For many continuously connected
services there is normally a tolerance for a certain delay from production until
consumption. An example of this is streaming internet radio, which as good
as always has a constant demand for bandwidth. If the service would allow for
fetching of older data, produced at least one buﬀer size ago, the buﬀer would
then be filled as fast as possible and the connection subsequently released until
the burst-buﬀer is empty, at which point the process would start over. The
consumption rate from the buﬀer would however be continuous. This enables a
higher utilization of the link when connected, and at regular intervals frees up
airtime which in the ideal case can be used by others in a similar manner.

5.1

Burst buﬀering and theoretical gains

Caching or buﬀering is commonly used to transfer extra capacity from the
transfer-time domain to the responsiveness domain meaning that if the cache is
being loaded with useful data during times of no needed memory accesses, the
memory accesses due to cache misses decrease. Subsequently the user suﬀers
fewer occurrences of high response time due to cache misses. To exemplify the
general eﬀects the power consumption characteristics of 3G, I will use caching,
or buﬀering in the opposite manner. Thus, by transferring the lower degree of
load from usage of available bandwidth to usage of available uptime (temporal
load), we can save a great deal of energy. If we for example are utilizing 10%
of the available bandwidth constantly and then employ this technique we can
instead lower the uptime of the link to just over 10% during which the link
is under maximum load. By knowing what data is to be consumed next the
prediction part, and thus the misses, can be eliminated and the total amount of
transferred data does not increase.
Burst buﬀering works by rapidly fetching data that will be consumed later
and then releasing the connection until the buﬀer is empty. At this point the
process starts over and all the content produced since the previous connection is
fetched to fill the buﬀer. The technique used in these tests is targeted at streaming media, such as internet radio, but it can in its current form be employed with
most continuous streams for which the characteristics are known. Burst buﬀering takes its advantages from the approach of normal fetch-and-play buﬀering,
adapts that for use with continuous streams, and combines that with the energy
conservation benefits of simultaneous transfers but without the requirement of
additional data streams. Its scope of application is however narrower than most
other traﬃc scheduling algorithms, but the magnitude of savings makes it worth
a try.
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Experiments
For 3 diﬀerent buﬀer sizes, 10, 20 and 30 seconds respectively, the loads
32, 96, 192, 320, 512, 768, 1024 [Kbps]
were packaged as a number of discrete transfers over an interval of two minutes.
This yielded 12, 6, and 4 packages for 10, 20 an 30 second buﬀer sizes respectively. The baseline measurement (no burst buﬀer) uses the program curl1 ,
and dummy files served over http from the same server as the traﬃc generator.
These files were created with the appropriate sizes so that a transfer at the given
rate would take 2 minutes.
The performance for each of the buﬀer sizes and the baseline was measured
3 times at diﬀerent times of the day to make the measurements a bit more close
to the average circumstances. These tests does not aspire to be a conclusive
model of what savings burst buﬀering will yield. Also due to the the large
eﬀect other factors can have on the achieved speed and the wastly diﬀerent
network that operators use, measurements that are representable for all cases
and operators are unfeasible. The conditions for this test is not in any way
a correct average, but is deemed to be neither extremely poor or extremely
favorable. The measurements still give a good idea about what savings one can
expect in a real-world scenario with a favorably configured network.

1

available from http://curl.haxx.se/
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Figure 5.1: Comparison of burst buﬀering and continuos transfer
In figure 5.1 the energy consumption for downloading 2 minutes worth of
data, at diﬀerent bit rates, is presented for all 3 buﬀer sizes and the baseline (no
buﬀer) comparison. As can be seen in the figure the savings are rather sizeable
even with a buﬀer of only 10 seconds. With a buﬀer of 30 seconds the savings
are in the region of 33-66%, performing at better than 50% savings for the range
that contains all normal (≤ 320 Kb/s) audio streams. For comparison with 2G,
which was only viable at 32 Kb/s, the energy consumption for fetching 2 minutes
worth of data was 38 J, which is almost exactly the same as what a burst size of
30 seconds worth of data achieves. Having the same performance energy-wise
in combination with the better stability and greater (upward)scalability of load
accommodation, a 3G connection must then be regarded as more suitable if
burst buﬀering or similar techniques can be used.
Implications
Burst buﬀering is a very basic transfer-optimization method applicable for studied, and probably other, wireless networks which allows for large savings already
at rather small buﬀer sizes. To employ similar techniques to sets of data transfers that are not known, conveniently uniform or where simply not all component connections allow a large delay in comparison to real time, e.g. interactive
connections, is much more diﬃcult. However, it is far from impossible and a
popular field of research. Ideally such algorithms should, depending on their
resulting traﬃc patterns, yield energy savings similar to burst buﬀering. Since
the most optimal energy saving strategy is to be disconnected (i.e. camping
or in a PCH state), the only way to get any real use of the connection whilst
reasoning this way is to intermittently use the connection at maximum capacity.
An optimal traﬃc scheduling algorithm with a comparable resulting load temporality cannot, however, perform better than burst buﬀering, but will ideally
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near this magnitude of savings. Even a 2G connection with inherently better
performance at low speeds is quite comparable with burst buﬀering or a similar
technique that achieves a temporal load pattern close to that of the 30 second
buﬀer.
In the case of a GSM connection, (GPRS/EDGE) burst buﬀering does still
have an eﬀect. But due to the somewhat lacking stability of response times
and bandwidth the use for burst buﬀering is significantly reduced as it relies
on unutilized rapidly available capacity to provide any savings. GSM, due to
the instability in achieved speed, would only work in a stable manner with a
continuous stream of 32 kbit/s, and even here the surplus capacity was well on
the small side of being really useful for burst buﬀering and still be somewhat
fault tolerant.
Burst buﬀering is a very crude method and further research on inter-client
fairness has to be done. Ideally, a higher average speed and the resulting shorter
airtime per client can mean more clients connected to the base station, which is
very good. What we get instead are a lot of shorter heavily loaded connections
and some additional signaling overhead. If the base station can handle these
loads and the gains can be made to outweigh these drawbacks everybody will
gain from such techniques.
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Chapter 6

Conclusions
This report has addressed the energy characteristics of the technologies commonly referred to as 2G and 3G, here used as GSM packet data (GPRS/EDGE)
and UMTS/HSPA respectively. The main characteristics of these technologies
constitute a common consideration when dealing with radio networks. One one
side, a higher potential throughput yielding a higher energy consumption, and in
this case with almost no connection to the degree of load. And on the other hand
a much less power hungry technology with much smaller overheads and throughput, meaning that it is much less eﬃcient at transferring large amuonts of data.
These inherent characteristics mean that for certain low bit rate transfers the
older 2G technology is more energy eﬃcient. On the other hand, compared to
utilizing a larger proportion of the bandwidth of the 3G connection, 2G gradually becoms ineﬃcient due to the high amount energy spent for each transferred
bit. In addition to this 3G suﬀers slightly from larger overheads than sometimes
would be desirable. These high overheads and constant high cost of being in the
CELL-DCH state makes small transmissions very costly to conduct over 3G.
Ideally non-time-bound traﬃc should be shaped to better utilize the available
bandwidth (lowering the energy per bit) and so that by making fewer accesses
both the total energy spent on overhead, and subsequently the percentage of
total energy spent on these per-connection constant components.
A 2G connection still remains useful as the number of services increase in
number and diversity. Where immediate response time is not a factor (i.e. noninteractive applications), but the over-all size and number of accesses is such
that enough transfers cannot be collected to a single eﬃcient network access
to, be taken care of congregated over a 3G connection, one may very well gain
from changing method altogether. In such a situation serving connections much
more often with the slower less costly (per time connected) 2G quickly becomes
most viable option. The expected areas of application could be polling for RSS,
e-mail and other updates during times of user-inactivity or other low-bitrate
applications such as data collection from sensor systems.
Events of time sensitive traﬃc should be regarded as opportunities for performing other non-essential data transfers as the total energy spent doing so is
barely aﬀected by this. This is of course only true when given that the combined
bitrate is less than or equal to the available bandwidth. This further maximizes
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the time that can be spent in low energy modes, i.e. not transferring data. One
of the main outcomes of the study in this report is that the only real savings
lay in disconnecting or changing to a lower power state. The most power hungry state is of course the dedicated channel mode CELL-DCH, followed by the
more dynamic "pay-as-you-go" CELL-FACH and the PCH states with energy
consumption close to being fully disconnected (idle/camping). FACH maintains
a connection but shares the channel with others and due to not having to keep
the data connection open more than needed this is able to conserve most of
the energy without attracting severe performance issues. Cell-, and URA-PCH
are states designed to oﬄoad the connection mechanisms and shorten response
times for the initial access; both of which leads to energy savings and a noticeably quicker connection. The absence of these states in many networks led
to smartphone manufacturers implementing non-standard forced disconnect-toidle policies. They consider spending the extent of the often longer tail in FACH
a waste trading user experience against battery time. This increases the signaling load on the network and prolongs response times for the user, but none the
less it achieves the goal of saving energy.
Services such as network mapping and other maintenance of higher level
connections could be adapted to the type of network, and timings adjusted
according to the desired cost of having a service running. Ideally searching for
neighbouring computers and similar services could be shut down if a connection
is WAN-only, and triggered again when connected to a LAN. Diﬀerent amounts
of network-accessing background services is one of the key factors to that the
energy footprint of diﬀerent operating systems vary so greatly. We have to
assume that most such services are useful in their respective intended network
environment; thus network characteristics awareness is key to maintaining a
healthy set of running network services and their parameters.
Further extending such a framework to handle requests towards the network interface related to disconnect policies, and change of states may very well
further optimize the power consumption. This would also at little or no cost
provide a better user experience. One example of this would be that a web
browser, when in use, requests that the connection is put in to CELL-FACH
more permanently instead of quickly timing out to CELL-PCH eﬀectively extending the tail of the connection. Actually any extended time-sensitive use
could ask of (or allow) the network to put the client in to FACH-mode if the
control mechanisms deem this suitable, and thus not only save energy on the
client side, but also free up the dedicated channel.
The ideal scheduling algorithm is of course somewhat of an utopia, but with
known constant data speeds one can gauge the possibilities on a basic level. This
was done, in this work, by burstily buﬀering data with a constant consumption
speed at a rate as high as currently possible to fill a given buﬀer size. When
the buﬀer is filled, the connection is dropped and data can be consumed oﬄine.
This allows for assessing the savings of diﬀerent traﬃc patterns and loads. In
this report, and for the sake of an easier example, the traﬃc patterns used
were uniform and periodic. While commonly used for performance and stability
improvements buﬀering can also serve as a mechanism for saving energy. As
becomes obvious, using the abundant bandwith in this way saves energy that is
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proportional to the remaining capacity of the connection. Although, because of
overhead (consumption of both head and tail components), the savings will never
quite be equal to the now used extra capacity. The savings achieved by burst
buﬀering has been shown to be worthwhile in a small scale synthetic experiment,
and near those of an optimal traﬃc scheduling algorithm with similar resulting
timing characteristics. Burstily buﬀering data adequate for consumption under
a period of 30 seconds yielded savings similar to using 2G where its capacity
was suﬃcient. Further, the savings amounted to between 66% and 33% for the
range 32 Kb/s to 1 Mb/s. This means that for general scheduling an average
load of 320 Kb/s or less together with an optimally performing algorithm could
amount to savings of over 50%.
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Chapter 7

Future work
This study has had the intention of extending the results towards providing directions for further improving the connectivity situation for wireless broadband.
As concluded by several previous studies and corroborated by these findings, the
most approachable solution for dealing with the ever-increasing diversity of applications sharing the network is good access scheduling. In this report, the
ideal circumstances (known delay tolerant data) were put under trial and almost surprisingly beneficial results could be reached with simple means. Future
work includes developing algorithms for access scheduling that works for the
current and future wide ranges of services. The main goal, apart from energy
savings, must of course be the user experience. With more interactive applications on diverse mobile platforms, all noticeable performance degradation must
be regarded as severe.
One has to work closely with application makers, not to misjudge the needs of
the widest possible range of applications. Ideally future services and applications
will be built with regard to maintaining high service quality while allowing for
the use of very diverge scheduling algorithms, yet unambiguously defining limits
on delays and other needs. Assessing these needs this must initially, however,
remain the responsibility of a central scheduler.
Scheduling on it’s own will with in most scenarios reach quite far, but if
there are means of further reducing, or rather adapting, the task set to the
given connection savings could be grater still. In the report we look at the
energy footprints of Windows 7 and Ubuntu 10.10, two common operating systems that diﬀer completely in how they use the network while essentially doing
nothing. While the result of all this background traﬃc is useful in their respective application areas, not knowing or having defined these areas leads to a
very arbitrary behavior. Ideally information such as cost, connection types, expected network environment (i.e. WAN/LAN-status) be made available to not
only background services but most applications accessing the network. Having
this information the applications could act upon or work with a (per device)
central scheduler, optimizing their performance and adapting to whatever cost
is deemed appropriate for a specific application. This of course has to be translated in to frameworks and algorithms, but I’m confident that this framework
for network resources has it’s place in future energy eﬃcient mobile platforms.
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Connection aware operating systems and applications are the future.
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Glossary
2G: Second generation mobile telecommunications
3G: Third generation mobile telecommunications
GPRS: General Packet Radio Service
GSM: Global System for Mobile Communications
HSPA: High Speed Packet Access
ISP: Internet service provider, entity serving the end user with a internet connection, commonly on a subscription basis with certain contracted limitations.
PCH states: Cell- and URA-PCH, the client maintains a connection to the
base station only periodically checks for new events, consuming as little energy
as possible.
UMTS: Universal Mobile Telecommunications System
WAN: Wide area network, network covering a larger area, not consistiong only
of one organization’s equipment and terminals, here used as referring to the
Internet or a general connection thereto not constituting a LAN.
WWAN: Wireless wide area network, wireless network with greater surface
coverage than for example WiFi. Examples of networks are UMTS/HSPA, LTE
and WiMAX
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