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 1 Introduction

SP Freiburg is a joint team from the University of Freiburg and the Singapore 

Advanced  Robotics & Intelligent Control Centre (ARICC). The Freiburg team 

originates from the RoboCup Rescue team “RescueRobots Freiburg” [Kleiner et 

al.],  which  won  various  awards  at  international  competitions,  such  as  the 

RoboCup world championships. The ARICC is a well established research and 

development center in the Singapore Polytechnic. Activities of the ARICC are 

focused on soccer robots, humanoid robots, and edutainment robotics. They also 

achieved various awards during RoboCup related events.

In this paper we introduce our team's approach to the TechX Challenge, which is 

based on experiences gathered at RoboCup during the last seven years and recent 

efforts in robotic research. We particularly focus on Multi-Level Surface (MLS) 

maps  based  localization,  behavior  map  based  path  planning  and  obstacle 

negotiation, robot motion planning using a probabilistic roadmap planner, vision 

and 3D laser supported target detection, which all will be more detailed in the 

following sections.

 

The robot platform that we use is based on a teleMAX developed by the Telerob 

company  located  in  Germany.  We  extended  this  commercial  platform  with 

several sensors for facilitating autonomous operation.

 2 System Overview

 2.1 Hardware Configuration Layout

Figure 1 shows how sensors  and actuators  are  integrated with our  computing 

hardware. Note that the robot integrated hardware is part of the  teleMAX robot, 

which  provides  a  TCP/IP  interface  for  control.  For  a  more  detailed  physical 



layout of the robot's sensors see section 3.2.1.

 2.2 Software Configuration

Figure 2 shows the software architecture for autonomous robot operation indoors 

and outdoors. Each box denotes a software module that is executed as a single 

Figure 1: Integration of the robot's sensors and actuators with computer subsystems.

Figure 2: Software architecture for autonomous operation



thread. Modules communicate via IPC (Inter Process Communication) developed 

by Reid Simmons for NASA's Deep Space One project. “Hardware Sender” are 

modules for interfacing the robot's hardware and broadcasting the corresponding 

messages containing raw sensor data.  “Hardware Controller” are modules that 

receive messages for controlling the robot hardware. All the other modules are 

performing  data  processing,  which  will  be  described  in  more  detail  in  the 

following sections.

 3 Analysis and Design

 3.1 Platform and Locomotion Design

The robot is based on the teleMAX Explosive Ordnance Disposal robot built by 

telerob Gesellschaft  für  Fernhantierungstechnik  mbH.  The robot  itself  can  be 

purchased in the teleoperation configuration; the electronic control interface is 

currently not publicly available. Key features are a four tracked drive drain with 

adjustable flippers and a built-in EOD seven degree of freedom manipulator arm. 

The concept  of  adjustable  flippers  has  been proven in numerous occasions  to 

provide reliable performance in obstacle negotiation, such as stair climbing and 

driving on rough terrain. As the manipulator is designed to handle explosives, we 

are confident  that  it's  accuracy and dexterity  will  be  sufficient  for  the TechX 

challenge.

We decided to use the  teleMAX robot  based on the tracked mobility concept, 

which has been shown in the RoboCupRescue League and superior performance 

of the platform itself during ELROB and NIST evaluations.



 3.1.1 Physical Characteristics

Dimensions (width, length, height)

with arm in driving position

45cm x 100cm – 160cm x 90cm

(length depending on flipper position)

Weight ~100kg in current sensor configuration

Center  of  Gravity  (arm  in  driving 

position)

Robot Center

Payload capacity 0kg with full sensor setup

Power 24V NiMH 16Ah battery

Climbability 45° (without sensors)

Obstacle capability 500mm

 3.2 Perception for Environmental Sensing and Target Detection

 3.2.1 Sensor Suite Design

World perception is based mainly on laser range scanners.  We use three laser 

range finders. Our main sensor is a Sick LMS291, which will be rotated around 

its roll axis by an Amtec PR070 to provide full 3D laser range scans with 0.5Hz 

Figure 3: The teleMAX EOD robot



frequency during locomotion. The sensor is directed forward and observes the 

half-sphere  in  front  of  the  robot  for  obstacle  detection  and  world  modelling. 

Additionally,  we  use  a  Sick  LD-OEM  1000  2D  laser  range  finder  mounted 

horizontally  for  360°  long  range  world  perception.  A Hokuyo  URG-04LX is 

mounted on the gripper to provide input for the elevator activation mechanism 

(see section 3.5).

We also use the teleMAX' internal PAL cameras at the front of the robot and in 

the gripper. These are digitalized by a SensoRay 2255 USB frame grabber. For 

outdoor navigation the robot is equipped with a Trimble Pathfinder ProXT GPS 

receiver and a Crossbow AHRS440 inertial measurement unit.

Figure 4: The teleMAX sensor setup: 1. Rotating 3D laser range scanner 2. LD-OEM 1000 3.  
Hokuyo URG-04LX 4. teleMAX gripper video camera 5. Crossbow AHRS440



 3.2.2 Sensor fusion and performance

Data from the three laser range finders will be incorporated into one 3D point 

cloud which can be utilized by different algorithms, e.g. the SLAM algorithm (see 

section  3.3).  As  the  robot  knows  its  own  configuration,  i.e.  flipper  and 

manipulator angles, we can perform collision detection to exclude laser beams 

that are reflected by the robot. Based on information from the robot's odometry, 

the Crossbow IMU and the Trimble GPS will be fused to gain a reliable pose.

 3.2.3 Target detection methodology

For the target detection we plan a system that detects objects from camera images 

(see section 3.5.3) and also from 3D-scans. For the latter we assume that we have 

complete 3D models of the objects available. These can be created by merging 

multiple 3D-scans of the object from different scan positions. From these models, 

multiple depth images are sampled and features extracted on these depth images. 

The same is done with depth image corresponding to the current 3D scan. By 

matching  these  features,  a  3D  transformation  can  be  calculated  from  three 

corresponding  features.  A  variant  of  RANSAC  (see  section  3.5.3)  is  used  to 

discard wrong matches.

When  a  likely  transformation  is  found,  false  positives  can  be  removed  by 

calculating the depth image from the model as if taken from the same position as 

in the current scene. Subsequently, it is directly compared to the part in the depth 

image of the current scene. An example using a 3D model of a chair can be seen 

in Figure 5.



With our current setting, the process to match new scans against a database of 

about  10  models  typically  takes  1-5  seconds.  False  positives  appear  in  about 

10-20% of  these  cases  and false  negatives  in  about  10-30%.  This  is  strongly 

dependent on the visibility of the object in the scene and its uniqueness.

 3.3 Localization

For simultaneous localization and mapping (SLAM), we use Multi-Level Surface 

(MLS) maps [Triebel et al]. They can be regarded as an extension of the classical 

elevation maps, as they additionally represent intervals corresponding to vertical 

objects in the environment. The mapping module receives its input data from the 

3D range scanner  and the pose tracking module.  This  data  is  then utilized to 

generate local MLS maps. To obtain a global consistent map of the environment, 

the local MLS maps are registered using a variant of the iterative closest points 

(ICP) algorithm. However, the ICP registration of the local  maps accumulates 

Figure 5: Example for the 3D-scan based object detection. Right: 3D model of a chair with a 
corresponding depth image. Left: 3D scan with corresponding depth image and the found chair  
model marked.



small residual errors, which become visible when the robot re-traverses known 

parts of the environment, i.e., the robot traveled a loop. In order to improve the 

global map and to obtain a globally consistent map, we detect the loop closures 

and  apply  an  online  optimization  technique  based  on  a  constraint  network 

[Grisetti et al.]. Figure 6 depicts the process of creating a global consistent map. 

Note that the different colors represent traversable (green) and non-traversable 

(red)  terrain.

Localization using MLS Maps

After creating the MLS map while exploring towards the designated floor level, 

the robot utilizes this map to localize itself. Localization within the given MLS 

maps facilitates the re-traversal to the starting point, as the robot traverses already 

known parts of the environment.

To  estimate  the  pose x= x , y , z , , , of  the  robot  in  its  environment,  we 

consider probabilistic localization  [Dellaert et al.], which follows the recursive 

Bayesian  filtering  scheme.  The  key  idea  of  this  approach  is  to  maintain  a 

probability  density p x t∣z1: t ,u0: t−1 of  the  robot’s  location xt at  time t given 

all observations z 1 :t up to time t and all control inputs u0 : t−1 up to time t−1 . 

The prediction model and the sensor model for MLS maps are implemented as 

described  in  [Kümmerle  et  al.],  where  we  further  extended  the  localization 

method to take into account the pitch and roll rotation angles that are provided by 

the IMU of the robot. By this extension the robot will be able to track its position 

more accurately while operating on rough terrain.



Figure 8 depicts the trajectory as it is estimated by our localization method. Note 

the  environment  contains  a  bridge  with  an  underpass  which  can  not  be 

represented using standard elevation maps.

Figure 7: MLS map used for the localization experiments. The area 
represented by this map spans approximately 300m by 150m. Whereas the dark 
grey line shows the estimated robot poses, the light grey line indicates the 
odometry data. The traversed trajectory has a length of 540m.

Figure 6: A sequence of partial maps incrementally generated while processing a dataset 
acquired outdoors. The bottom images illustrate two situations before and after closing a loop, 
whereas the visible errors, e.g., doubled walls, are marked in blue.



 3.4 Navigation and Path Planning

For navigation and path planning we use behavior maps [Dornhege et al.], where 

different  types of  terrain classes  directly  map to  specific  robot  skills,  such as 

climbing  stairs  and  ramps.  Behavior  maps  are  utilized  for  the  planning  and 

execution of complex skills on rough terrain. They are directly generated from 

elevation maps [Kleiner et al.], i.e. two-dimensional grids storing in each cell the 

corresponding height of the terrain surface, and a set of skill descriptions. 

Figure 9: Generation of behavior maps from elevation maps.

Figure 8:  MLS map used for the localization experiments. The area represented by this map 
spans approximately 300m by 150m. Whereas the dark gray line shows the estimated robot 
poses, the light gray line indicates the odometry data. The traversed trajectory has a length of  
540m.



Skill descriptions contain a set of fuzzy rules for the classification of structures 

they can handle, a set of spatial constraints encoding preconditions required for 

their execution, a cost function utilized for A* planning on the map, and the skill 

routine to be executed. According to these skill descriptions, elevation maps are 

segmented into different regions, where each region corresponds to a skill that 

can be executed therein. We utilize Markov Random Field (MRF) models, which 

are automatically constructed from the set of fuzzy rules for detecting structure 

elements on the elevation map. Furthermore, behavior maps are augmented with 

preconditions,  such  as  starting  locations  and  angles,  which  are  automatically 

generated from the sets  of  spatial  constraints.  The resulting 2D representation 

encodes context information of the environment, and can efficiently be utilized 

for the planning and execution of skills. The final system consists of four main 

modules,  which  are  all  executed  in  real-time  during  navigation:  elevation 

mapping, terrain classification, skill planning, and motion control.

 3.4.1 Navigation architecture

Compared  to  conventional  world  representations,  as  for  example  occupancy 

maps, behavior maps contain context information for negotiating different kinds 

of structures, such as ramps and stairs. Within the proposed planning framework 

they  serve  as  a  basis  for  skill  planning  and  execution,  and  are  automatically 

generated from elevation maps and a set of skill descriptions. For this purpose 

skills are implementing a set of fuzzy rules for the classification of structures they 

can handle, a set of spatial constraints encoding preconditions required for their 

execution,  a cost  function utilized for A* planning and the skill  routine to be 

executed. 



Figure  10  summarizes  navigation,  i.e.  planning and  skill  execution,  based  on 

behavior maps. Note that fuzzified features are utilized for both pre-classification 

and a MRF-based (Markov Random Field) classification. The pre-classification 

allows real-time extraction of trivially decidable regions, such as floors and walls, 

whereas the MRF-based classification is executed delayed in the background in 

order to detect undecided regions, such as ramps and stairs, more reliably.

The  skills  (besides  Ground  Exploration)  implemented  in  our  system  use  as 

sensory input the robot's pitch and roll from the IMU, the angles of the flippers, 

and  current  sensors  in  the  flippers  that  can  give  feedback  about  whether  the 

flipper has contact with an obstacle. Based on features created from these sensors, 

a state machine is executed that can run different actions in parallel (e.g. driving 

forward while  moving the  rear  flippers  down).  Currently  our  robots  have  the 

ability to lift up and drive down from a pallet-like obstacle,  drive a ramp and 

climb up stairs.

 3.4.2 Navigation performance 

We conducted extensive experiments within an indoor environment containing 

pallets and ramps, which was designed accordingly to the testing arenas build by 

NIST for evaluating robots for USAR (Urban Search And Rescue). Results from 

Figure 10: The planning framework based 
on behavior maps, which are generated 
from elevation maps and skill descriptions.



our  experiments  show  that  the  robot  was  able  to  successfully  explore  such 

environments in real-time, while selecting the optimal trajectory in terms of costs 

for navigation and skill execution. During competitions, such as RoboCup, we 

successfully demonstrated autonomous exploration abilities of our robots. 

 3.5 Elevator Activating Mechanism

 3.5.1 Mechanism Design

The  manipulator  arm  has  been  designed  as  an  EOD  manipulator,  which 

guarantees high quality mechanics. It consists of seven joints: two shoulder joints, 

a prismatic telescope joint in the upper arm, one elbow joint and three hand joints. 

The hand joint has been equipped with a camera for visual button detection and a 

laser  range  scanner  to  estimate  the  distance  to  the  button.  Additionally,  the 

teleMAX robot provides means to directly control the arm in Cartesian directions, 

which is  called  Tool  Center  Point  control,  enabling to  easily  control  the arm 

towards target objects.

 3.5.2 Working Envelope

The manipulator's redundant seven degrees of freedom together with the arm's 

reach  of  up  to  235cm  allow  to  reach  almost  every  point  in  the  robot's 

surroundings. To press an elevator button the system will proceed in three steps. 

First the sensors in the hand will be used to inspect the environment and detect 

the elevator button position. This also produces a 3D world model, which can be 

used in the second step, where a Probabilistic Roadmap Planner [Kavraki et al.] 

will generate a collision free path positioning the gripper as close to the button as 

possible. Following this collision free path it can be ensured, that the robot doesn't 

collide with the world or itself even in the constraint work space of an elevator.

To press  the button precisely the third step uses Visual  Servoing utilizing the 

Tool Center Point Control to guide the gripper exactly on the button. Therefore 



the elevator button detection will be run continuously to provide offsets as 3D 

coordinates towards the button, which are input into the servoing control loop.

 3.5.3 Elevator Button Detection

The sensor information used for the elevator button detection consists mainly of 

the images and range data provided by the camera and the laser scanner at the end 

of  the  manipulator,  as  well  as  the  positions  of  the  joints.  We  extract  SURF 

features  [Bay  et  al.  06] from  the  camera  images  to  match  them  against  the 

provided image of the elevator panel. These features provide scale and rotation 

invariant descriptors, similar to the well known SIFT features [Lowe 03], but are 

significantly less costly in terms of computation. The data from the laser scanner 

is  integrated  into  a  3D map  of  the  interior  of  the  elevator  using  the  known 

position of the joints of the manipulator.

This 3D map is then used to get the 3D positions of these SURF feature points, 

using the known position of the camera on the manipulator. By doing this, we 

acquire  a  3D map of  SURF features,  which  can  then  be used  to  be  matched 

against the provided image of the panel.  Three correct matches are enough to 

determine the transformation between the current camera position and the camera 

that was used to take the provided image. Assuming this pose to be known, the 

position of the button can be found by projecting the according image point into 

the 3D map acquired by the laser.

The most critical steps are the creation of the 3D feature map and the calculation 

of the button position using the provided panel image. For the map creation, we 

use  the  measurements  of  the  joint  positions  of  the  manipulator  for  position 

estimates.  Since  these  are  drift  free,  we  assume  Gaussian  noise  on  the 

camera/laser positions. Each feature position is modeled by an Extended Kalman 

Filter, that is updated every time a known feature is found in a new camera image.

For the determination of the button position in our map, we have to be able to 

handle a high rate of false feature matches and noise on the feature positions in 



the image in general.

To reject false matches we use a variant of the RANSAC approach [Fischler et al. 

81], that also takes the quality of the matches (in terms of the Euclidean distance 

between the descriptors) into account. This works as follows: For each feature

f i in  the  camera  image  and  each  feature s j in  the  map,  we  compute  the 

Euclidean distance d F  f i , s j between their descriptor vectors. This distance is 

used  to  compute  the  set  of  potential  correspondences C={cij} by  considering 

only the feature pairs whose distance is below a given threshold.

For simplicity of notation, we will refer to the elements of C as c , neglecting 

the  indices i and j .  A  camera  transformation  is  determined  by  three 

correspondences  [Haralick  et  al.  94].  Accordingly,  the  number  of  possible 

transformations is proportional to ∣C∣3 . We can limit the computational load of 

the  approach by sorting  the  correspondences  based  on their  distances  and by 

considering only the best N correspondences.  Let  C ' be this reduced set.  A 

candidate transformation  T abc is  computed for each triple of correspondences 

c a , cb , cc∈C ' . This candidate transformation now has to be validated. The score 

of  T abc is measured by considering all potential correspondences between the 

feature sets that have not been used for determining T abc . This set is given by

C abc=C−{ca , cb , cc} . For each c k∈C abc , we project the associated map features 

into the camera image, according to T abc . The score for T abc is then based on 

the  errors  (in  pixels)  of  this  re-projections  (up  to  a  maximum  for  wrong 

correspondences).

If the re-projection of the remaining correspondences fits well, the transformation 

will  have  a  high  score,  while  a  transformation  calculated  from  wrong 

correspondences will have a low score because the re-projections will not fit well. 

When the score of the transformation is not high enough and we are below a 

certain time limit, the next best three correspondences are selected, the according 

transformation is calculated and scored. At the end, the best found transformation 

is returned. This leads to a process that is robust to feature mismatches, since the 



actual transformation is only calculated based on three correspondences, that have 

a high probability of being correct.

To model the noise of the calculated transformations and also be stable against 

the possibility that the found transformation is still wrong, we use a particle filter 

[Doucet et al. 01].  For every possible transformation found in the described way 

a new particle is introduced. The quality of a particle is determined by using the 

same score function as described above. In a re-sampling step, particles with a 

low  quality  are  replaced  by  Gaussian  samples  around  particles  with  a  high 

quality. At every point of time the particle with the highest score is assumed to 

represent  the  correct  transformation,  which  can  then  be  used  to  calculate  the 

position of the button in the map.

 3.5.4 Mechanism Performance

Since the system is still in the development phase we can only give preliminary 

results regarding the performance. The results strongly depend on parameters like 

the size of the particle filter, the number of extracted features, the number of runs 

in  the  RANSAC  step  and  in  general  the  quality  of  the  images  and  the 

distinctiveness of the scene.  In our test  examples we were able to process the 

visual  data  at  frame  rates  between  0.5  and  10.  The  particle  filter  typically 

converges in 10-120 seconds and the correct position of the marked image point 

is found in about 80% of the cases.

Upon detection of the button, the slowest part will be the roadmap planner whose 

performance is depending on the environment. However since the elevator does 

not contain any small gaps or passages, we can assume the algorithm to run quite 

fast.  Our current implementation usually takes about 10 seconds to generate a 

path.  Towards  the competition we plan to  implement  further  optimizations  as 

SBL  [Sanchez et Latombe], which will reduce the run time greatly. One major 

advantage however is that such a plan has to be generated only once.



 3.6 Communication and Computing Resources

 3.6.1 Network architecture

Our communication is based on IPC developed by Reid Simmons for NASA's 

Deep Space One project. IPC is an acronym for Inter Process Communication and 

is  based  on  messages  that  are  sent  out  via  TCP/IP.  This  allows  us  to  write 

independent  modules  communicating  via  a  transparent  interface.  We can also 

easily distribute modules on different computers, that are connected via Ethernet. 

Figure 11 shows an example of the message flow on an autonomous system. 

One issue that has to be considered is the bandwidth limit of the communication 

channel. Big messages obviously cause problems and thus should be only send 

out locally. Therefore, we opted to directly interface vision algorithms with the 

image grabber to avoid the sending of huge images. 

 3.6.2 Computers

We use two Lenovo X61s 12” notebooks equipped with  2.4Ghz Intel Core 2 Duo 

T8300  dual  core  processors  and  4GB RAM and  high  capacity  batteries.  The 

T8300 processors are built using the newest technology (45nm process) and can 

provide  high  performance  by  comparably  low  power  consumption.  We 

Figure 11: IPC communications of an autonomous system



specifically decided to use Lenovo notebooks as they are well known for their 

rugged  design  needed  on  a  mobile  robot.  The  standard  hard  drives  will  be 

exchanged by solid state disks to prevent mechanical hard drive failure. The 8 cell 

LiPo batteries  should provide enough power for  three hours,  even under high 

performance demanded by our algorithms.

We  chose  to  use  COTS  i386  computers  in  comparison  to  specifically  built 

hardware to ensure reliability in hardware as well as in software. We run Ubuntu 

Linux 7.10 with GCC 4.1.2, which has been thoroughly tested.

 3.7 E-Stop and Safety Measures

 3.7.1 Wireless E-stop

A FM keyfob transmitter and receivers (27 MHz) are the key components of the 

wireless E-stop system. The choice was made based on the trade-off between cost 

and distance coverage factors. The transmitter has provision for three buttons,

 RUN Button:  On pressing  this  button the  robot  will  start  to  move in  a 

straight line with a speed not exceeding 2m/s.

 PAUSE Button: On pressing this button the robot will stop its operation 

temporarily within 1m from the point of depressing the button.

 SHUTDOWN  Button:  On  depressing  this  button  the  robot  will  stop 

completely.



 3.7.2 Manual E-stop

The manual E-Stop uses the teleMAX's built-in E-Stop functionality. It has be 

repositioned to the rear end of the robot to be easily reachable during driving.

 3.7.3 Safety Assessment

As  the  manual  E-Stop  uses  the  COTS  robot's  E-Stop  mechanism,  it  can  be 

guaranteed to be reliable during operation. The position has been chosen on the 

manipulator  turret  to  be  as  high  as  possible.  The  manipulator  speed  is  slow 

enough to not endanger a human. Additionally, all laser sensors we use comply to 

Laser Safety Class 1.

 4 Conclusions and Future Works 

The TechX challenge is a highly complex task, which demands to solve multiple 

different tasks in autonomous robotics in one integrated system. Our modular IPC 

based architecture allows us to develop the components independent of each other 

and  simplifies  their  integration  into  the  system.  During  development  we  can 

incrementally build a system of increasing complexity and capabilities starting 

with low-level hardware drivers up to high level software. Additionally, our team 

Figure 12: The manual E-Stop position on the robot



has  a  strong background in  several  fields  needed  by the  TechX challenge  as 

SLAM, autonomous robot behaviors,  navigation.  and system integration.  As a 

consequence, formerly developed software components that have been proven to 

work reliably are reused in our approach. Finally, the successful participation in 

numerous competitions gives us a great level  of experience in preparation for 

such an event.

Software development is carried out based on three different settings: logfiles, in-

lab tests and full runs. Logfiles record the system's full communications and allow 

us to replay and debug every situation during a test  run.  These are especially 

useful for sensor fusion algorithms,  as for example SLAM and pose tracking. 

Algorithms interacting with the world as elevator actuation and stair climbing can 

be tested in the lab, where we built a staircase and mock-up elevator according to 

the TechX specifications.

To test the full system we can use the Freiburg campus as it is similar to the 

TechX  setting  containing  an  urban  environment  with  multiple  buildings  and 

Figure 13: Trajectory recorded by teleMAX during a test run around the Freiburg campus.



different types of elevators.

We  focus  our  work  on  key  aspects  as  outdoor  pose  tracking  and  mapping, 

elevator  button  detection  and  manipulation  in  a  constrained  environment  and 

system stability and reliability. We consider especially the last point as important 

as we believe that it is impossible to foresee every situation that a robot acting in 

an unknown environment can encounter. Therefore, we need robust algorithms 

that  can  perform  reliably  even  in  unexpected  and  difficult  situations.  Our 

experience gained during multiple RoboCup competitions will provide our team's 

basis for solving the TechX challenge.

 5 Bibliography

[Bay et al. 06]: H. Bay, T. Tuytelaars, and L. Van Gool. Surf: Speeded up robust 

features.  In  Proc.  of  the  European Conf.  on Computer  Vision  (ECCV),  Graz, 

Austria, 2006.

[Dellaert et al.] Dellaert, F., Fox, D., Burgard, W., and Thrun, S. (1999). Monte 

Carlo localization for mobile robots. In Proc. of the IEEE Int. Conf. on Robotics 

& Automation (ICRA).

[Dornhege et al.] C. Dornhege and A. Kleiner (2007). Behavior maps for online 

planning of obstacle negotiation and climbing on rough terrain  In  Proc. of the 

IEEE/RSJ  Int.  Conf.  on  Intelligent  Robots  &  Systems  (IROS),  (San  Diego, 

California), pp. 3005-3011.

[Doucet et al. 01]: A. Doucet, N. de Freitas, and N. Gordan, editors.  Sequential 

Monte-Carlo Methods in Practice. Springer Verlag, 2001.

[Fischler et  al.  81]: Fischler,  Martin A. ;  Bolles,  Robert  C.:  Random sample 

consensus: a

paradigm for model fitting with applications to image analysis and automated

cartography. In: Commun. ACM 24 (1981), Nr. 6, S. 381–395

[Grisetti et al.] G. Grisetti, S. Grzonka, C. Stachniss, P. Pfaff, and W. Burgard. 



Efficient Estimation of Accurate Maximum Likelihood Maps in 3D. In Proc. of 

the  IEEE/RSJ  International  Conference  on  Intelligent  Robots  and  Systems 

(IROS), 2007.

[Haralick et al. 94]: Haralick, R. M., Lee, C., Ottenberg, K., and Nölle, M. 1994. 

Review and analysis of solutions of the three point perspective pose estimation 

problem. Int. J. Comput. Vision 13, 3 (Dec. 1994), 331-356.

[Kavraki et al.]: Probabilistic Roadmaps for Path Planning in High-Dimensional 

Configuration Spaces. L.E. Kavraki, P. Svestka, J.C. Latombe, and M. Overmars. 

IEEE Transactions on Robotics and Automation, 12(4):566-580, 1996.

[Kleiner et al.] A. Kleiner, C. Dornhege, R. Kümmerle, M. Ruhnke, B. Steder, B. 

Nebel,  P.  Doherty,  M.  Wzorek,  P.  Rudol,  G.  Conte,  S.  Durante,  and  D. 

Lundstrom.  (2006).  RoboCupRescue  -  Robot  League  Team  RescueRobots 

Freiburg (Germany).  RoboCup 2006 (CDROM Proceedings), Team Description 

Paper, Rescue Robot League, (Bremen, Germany).

[Kleiner et al.] A. Kleiner and C. Dornhege (2007). Real-time Localization and 

Elevation Mapping within Urban Search and Rescue Scenarios. Journal of Field 

Robotics, vol. 24, no. 8--9, pp. 723-745.

[Kümmerle et al.]  R. Kümmerle, R. Triebel, P. Pfaff, and W. Burgard. Monte 

carlo localization in outdoor terrains using multi-level surface maps. In Proc. of 

the International Conference on Field

and Service Robotics (FSR), Chamonix, France, 2007.

[Lowe 03]: Lowe, D.: Distinctive image features from scale-invariant keypoints. 

In: International Journal of Computer Vision Bd. 20, 2003, S. 91–110

[Sanchez  et  Latombe]:  G.  Sanchez  and  J.C.  Latombe.  Int.  Symposium  on 

Robotics  Research  (ISRR'01),  Lorne,  Victoria,  Australia,  November  2001. 

Published  in  Robotics  Research:  The  Tenth  Int.  Symp.,  R.A.  Jarvis  and  A. 

Zelinsky (eds.),  Springer Tracts in Advanced Robotics,  Springer,  pp. 403-417, 

2003.



[Triebel et al.] R. Triebel, P. Pfaff, and W. Burgard. Multi level surface maps for 

outdoor terrain mapping and loop closing. In Proc. of the IEEE/RSJ Int. Conf. on 

Intelligent Robots and Systems (IROS), 2006.


	SP-TitlePage.pdf
	dornhege_et_al_techx08_tdp
	 1 Introduction
	 2 System Overview
	 2.1 Hardware Configuration Layout
	 2.2 Software Configuration

	 3 Analysis and Design
	 3.1 Platform and Locomotion Design
	 3.1.1 Physical Characteristics

	 3.2 Perception for Environmental Sensing and Target Detection
	 3.2.1 Sensor Suite Design
	 3.2.2 Sensor fusion and performance
	 3.2.3 Target detection methodology

	 3.3 Localization
	 3.4 Navigation and Path Planning
	 3.4.1 Navigation architecture
	 3.4.2 Navigation performance 

	 3.5 Elevator Activating Mechanism
	 3.5.1 Mechanism Design
	 3.5.2 Working Envelope
	 3.5.3 Elevator Button Detection
	 3.5.4 Mechanism Performance

	 3.6 Communication and Computing Resources
	 3.6.1 Network architecture
	 3.6.2 Computers
	 3.7 E-Stop and Safety Measures
	 3.7.1 Wireless E-stop
	 3.7.2 Manual E-stop
	 3.7.3 Safety Assessment


	 4 Conclusions and Future Works 
	 5 Bibliography


