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Abstract
Functional magnetic resonance imaging (fMRI) is a prime example of multidisciplinary research. Without the beautiful physics of MRI, there would
not be any images to look at in the ﬁrst place. To obtain images of good
quality, it is necessary to fully understand the concepts of the frequency
domain. The analysis of fMRI data requires understanding of signal processing, statistics and knowledge about the anatomy and function of the
human brain. The resulting brain activity maps are used by physicians,
neurologists, psychologists and behaviourists, in order to plan surgery and
to increase their understanding of how the brain works.
This thesis presents methods for real-time fMRI and non-parametric fMRI
analysis. Real-time fMRI places high demands on the signal processing,
as all the calculations have to be made in real-time in complex situations.
Real-time fMRI can, for example, be used for interactive brain mapping.
Another possibility is to change the stimulus that is given to the subject, in
real-time, such that the brain and the computer can work together to solve
a given task, yielding a brain computer interface (BCI). Non-parametric
fMRI analysis, for example, concerns the problem of calculating signiﬁcance thresholds and p-values for test statistics without a parametric null
distribution.
Two BCIs are presented in this thesis. In the ﬁrst BCI, the subject was
able to balance a virtual inverted pendulum by thinking of activating the
left or right hand or resting. In the second BCI, the subject in the MR
scanner was able to communicate with a person outside the MR scanner,
through a virtual keyboard.
A graphics processing unit (GPU) implementation of a random permutation test for single subject fMRI analysis is also presented. The random
permutation test is used to calculate signiﬁcance thresholds and p-values for
fMRI analysis by canonical correlation analysis (CCA), and to investigate
the correctness of standard parametric approaches. The random permutation test was veriﬁed by using 10 000 noise datasets and 1484 resting state
fMRI datasets. The random permutation test is also used for a non-local
CCA approach to fMRI analysis.

Populärvetenskaplig
sammanfattning
Funktionell magnetresonansavbildning (fMRI) är en icke-invasiv metod för
att mäta hjärnaktivitet. Metoden baseras på att blodets magnetiska egenskaper, via syresättningen, förändras när hjärnan är aktiv. fMRI används
dels för att öka förståelsen om hjärnan, dels som ett kliniskt verktyg inför
borttagning av hjärntumörer.
Denna avhandling presenterar metoder för att analysera hjärnaktivitet när
försökspersonen ligger i magnetkameran, s.k. realtids-fMRI, till skillnad
mot att genomföra analysen efteråt. Realtids-fMRI kan, bland annat, användas som ett hjälpmedel för att lära sig att kontrollera sin egen hjärnaktivitet, för att till exempel undertrycka smärta. Ett annat framtida
användningsområde är att skapa gränssnitt mellan hjärnan och en dator,
för att till exempel kunna kontrollera en robotarm med tankekraft.
Avhandlingen presenterar även metoder för icke-parametrisk fMRI-analys.
Ett problem med vanlig, parametrisk, fMRI-analys är att man måste göra
en rad antaganden om sina data. Om dessa antaganden är fel kan man
inte lita på resultatet av analysen. Icke-parametrisk fMRI-analys bygger
på färre antaganden, men kräver dock att mer beräkningar utförs. För
att göra icke-parametrisk fMRI-analys praktiskt möjligt, används beräkningskraften hos moderna graﬁkkort.
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1
Introduction

"Yes. Terribly wrong. Your brain is not on file."
The Doctor (Emergency Medical Hologram)

1.1

Introduction

The area of functional magnetic resonance imaging (fMRI) started in the
1990’s and is still developing fast. fMRI has, so far, been a tremendous
tool for understanding of the brain, but a lot of problems remain to be
solved. In this thesis, the focus is on real-time fMRI analysis and nonparametric statistics. Real-time fMRI can be used for brain computer interfaces (BCIs), while non-parametric fMRI analysis concerns the problem
of calculating signiﬁcance thresholds and p-values for test statistics without
a parametric null distribution. Real-time fMRI and non-parametric fMRI
analysis share the problem that they are computationally demanding.

1.2

Outline

This thesis is divided into two parts, one theoretical part and one part
comprising eight publications where a more detailed discussion of the topics can be found. The ﬁrst part consists of 12 chapters, the ﬁrst being the
present introduction. The second chapter is about the principles of magnetic resonance imaging and is followed by a chapter about the basics of
fMRI. Preprocessing of fMRI data is covered in chapter four and chapter
ﬁve focuses on techniques for image registration. Chapter six covers parametric fMRI analysis while non-parametric fMRI analysis is described in
chapter seven. Chapter eight concerns non-local fMRI analysis and realtime fMRI analysis is presented in chapter nine. The concepts of medical
image processing on the GPU are given in chapter ten. Chapter eleven
contains a summary of the papers and chapter twelve ends the ﬁrst part of
the thesis with a discussion about the papers and ideas for future work.
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Abbreviations

This table lists some of the abbreviations that are used in this thesis, along
with their meanings.
AFNI
ANN
AR
BCI
BOLD
CCA
CPU
CT
CUDA
EEG
FFT
FSL
FWE
fMRI
GLM
GPU
ICA
MI
MR
MRI
PCA
RCCA
SNR
SPM
SVM

Analysis of Functional Neuro Images
Artiﬁcial Neural Network
Auto Regressive
Brain Computer Interface
Blood Oxygen Level Dependent
Canonical Correlation Analysis
Central Processing Unit
Computed Tomography
Compute Uniﬁed Device Architecture
Electroencephalography
Fast Fourier Transform
FMRI Software Library
Familywise error rate
functional Magnetic Resonance Imaging
General Linear Model
Graphics Processing Unit
Independent Component Analysis
Mutual Information
Magnetic Resonance
Magnetic Resonance Imaging
Principal Components Analysis
Restricted Canonical Correlation Analysis
Signal to Noise Ratio
Statistical Parametric Mapping
Support Vector Machines

2
Magnetic Resonance Imaging

"Resistance is futile."
The Borg

2.1

History and basics of MRI

Magnetic resonance (MR) was ﬁrst used for spectroscopy, rather than for
imaging. The objective of spectroscopy is to examine what substances an
object consists of. The ﬁrst MR image was published in 1973 and clinical
MR imaging was started by Philips in 1984. MRI was in the beginning
called nuclear magnetic resonance imaging (NMRI) but the nuclear part of
the name was removed, as it gives negative associations to nuclear power.
The major advantage of MRI compared to computed tomography (CT), is
that it is harmless to the patient, since no x-ray radiation is used. MRI
is also better if the goal is to examine soft tissue, such as muscle tissue or
brain tissue, while CT is better for hard tissue. The main disadvantage of
MRI is that it cannot be used for patients with metal implants, e.g. pace
makers, due to the strong magnetic ﬁeld. The safety aspects of MRI are,
thus, very important. MRI is in general also much slower than CT. To
obtain a high resolution volume of the thorax takes about half a second
with a CT scanner, compared to half an hour with an MR scanner. Today
there exists many specialized areas of MRI, for example, functional MRI
(fMRI) to study brain activity and diﬀusion MRI to measure diﬀusion of
water.
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A strong magnet is required to obtain high quality images. Normal values
for the magnetic ﬁeld strength are 0.5 Tesla (T), 1.5 T, 3 T and 7 T. Earth’s
magnetic ﬁeld ranges from 30 µT to 60 µT, which means that the magnet
in a 1.5 T MR scanner is about 50 000 times as strong. The 1.5 T MR
scanner at the Center for Medical Image Science and Visualization (CMIV),
that has been used to collect fMRI data and to conduct the real-time fMRI
experiments, is given in Figure 2.1.

Figure 2.1: The Philips Achieva 1.5T MR scanner at the Center for Medical Image Science and Visualization (CMIV), which has been used to collect
fMRI data and also to conduct the real-time fMRI experiments. Dr.
Mats Andersson is ready for another set of experiments.

2.2 Spatial encoding

2.2

7

Spatial encoding

The strong magnetic ﬁeld causes the protons to spin with the Larmor frequency w, according to
w = γB0 ,
(2.1)
where γ is the gyromagnetic ratio and B0 is the strength of the magnetic
ﬁeld, γ = 42.58 MHz / T for the hydrogen nucleus. In order to know the
location of the measured signal, spatial encoding is needed. By using gradient ﬁelds, the magnetic ﬁeld strength becomes heterogeneous, as shown in
Figure 2.2. The result is that the protons will spin with diﬀerent frequencies
in diﬀerent locations.

Figure 2.2: Left: Without the gradient field, all the protons experience the same
magnetic field (B0 , induced by the strong magnet) and thereby spin
with the same frequency. This makes it impossible to know from
what part of the body the signal comes from. Right: By applying
a gradient field, the protons experience a slightly different magnetic
field, making them spin with different frequencies.

The most intuitive way to decode spatial position is to have ﬁnely tuned
receivers that each collects data for one spatial position only. The main
problem with this approach, is that the spatial resolution would be ﬁxed
to the number of receivers. As the protons spin with one frequency only, it
is not possible to directly translate the spin frequency to more than a 1D
position.
The solution used instead, is to navigate in k-space, the frequency domain,
with the help of three diﬀerent gradient ﬁelds, one in the x-direction, one
in the y-direction and one in the z-direction. In order to know the 2D (or
3D) position, it is necessary to know the whole history of applied gradient
ﬁelds.
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2.3

How to create an image

Creating an image with an MR scanner can be divided into 4 steps:
1 Place the object in a strong magnetic ﬁeld B0 .
2 Transmit radio waves into the object to excite the protons, this produces the alternating B1 ﬁeld.
3 Receive energy transmitted by the object, while varying the magnetic
ﬁeld. Store the data and the magnetic ﬁeld parameters. If needed,
send more radio waves to get more data.
4 Reconstruct the image, typically by using an inverse fast Fourier
transform (FFT).
Step 1
The ﬁrst step will align the spin of the protons with the strong magnetic
ﬁeld, either parallel to the ﬁeld (low energy, n+ ) or anti-parallel to the ﬁeld
(high energy, n− ). The ratio of the number of protons with low and high
energy is given by (Liang and Lauterbur, 2000)
∆E
n+
= e kT ,
n−

(2.2)

where ∆E is the energy diﬀerence between the two states, T is the absolute
temperature and k is the Boltzmann constant (1.38 · 10−23 J/K). For a
−
, where ns is
3 T magnet at room temperature (300 K), the diﬀerence n+n−n
s
−6
the total number of spins, is approximately 9 × 10 (Liang and Lauterbur,
2000). The diﬀerence is very small, but it causes a bulk magnetization
vector M along the direction of the B0 ﬁeld (normally along ẑ). This
magnetization and its changes over time, is the basis of all MRI.
Step 2
In the second step, RF-pulses are added to form the B1 ﬁeld. The strength
of the B1 ﬁeld is in the order of 50 mT and is perpendicular to the B0 ﬁeld.
The magnetization vector is due to this ﬁeld ﬂipped down from ẑ to the
x − y plane. The ﬂip angle α is calculated as
α = γB1 τ,

(2.3)

if the RF-pulse is rectangular, τ is the length of the RF pulse. In order
for the receiver to pick up any signal, it has to be tuned to the Larmor
frequency.

2.3 How to create an image
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Step 3
In the third step, gradient ﬁelds G are added, such that the total magnetic
ﬁeld B changes locally, making the protons spin with diﬀerent frequencies,
B(x) = B0 + G(x) = B0 + g n̂Tx, x = [x y z]T ,

(2.4)

where n̂ is the direction of the gradient. This gives the local magnetization
m,
m(x, t) = m0 (x)e−iwt ,
(2.5)
where
w = w0 + ∆w(x) = w0 + γG(x) = w0 + γg n̂Tx,
such that

T

m(x, t) = mo (x)e−i(w0 +γgn̂

x)t

.

Now look at the phase of m (the integral of the frequency)
Z t
ϕabsolute =
w0 + γg n̂Tx dτ = w0 t + γg n̂Tx t.

(2.6)
(2.7)

(2.8)

0

The term w0 t is spatially constant and is demodulated by the receiver. The
term γg n̂Tx t is the relative phase that we are interested in. The signal
S(t) that the receiver observes is the sum over the whole object Ωx
Z
Z
Z
T
T
S(t) =
mo e−iϕ dx =
mo e−in̂ xγgt dx =
mo e−ix ut dx, (2.9)
Ωx

Ωx

Ωx

where u is the three dimensional frequency. This means that the measurements actually are samples of m in the Fourier domain, also known as
k-space. A constant gradient gives a constant speed in k-space. It is now
possible to change g and n̂ over time, to search k-space in an appropriate
way. The phase of the spins at position x and time t is given by
Z t
ϕ(x, t) =
γg(τ )n̂Tx(τ ) dτ.
(2.10)
0

The Fourier transform of m(x) can thereby be written as
Z ∞
F {m(x)} =
m(x)e−iϕ(x,t) dx =
−∞
Z ∞
Rt
=
m(x)e−i 0 γ(gx (τ )x+gy (τ )y+gz (τ )z)dτ dx.

(2.11)
(2.12)

−∞

If this expression is compared to the more common way of writing the
multidimensional Fourier transform,
Z ∞
T
F {m(x)} =
m(x)e−i2πx udx,
(2.13)
−∞
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where
u = (kx ky kz )T ,
the position in k-space at timepoint t is given by
Z t
γ
kx (t) =
gx (τ ) dτ,
2π 0
Z t
γ
ky (t) =
gy (τ ) dτ,
2π 0
Z t
γ
kz (t) =
gz (τ ) dτ,
2π 0

(2.14)

(2.15)
(2.16)
(2.17)

where gx , gy and gz are the gradient ﬁelds in the x-, y-, and z-direction
respectively. From these equations, it is clear that it is necessary to know
the whole history of applied gradient ﬁelds in order to know the current
position in k-space.
Step 4

In order to obtain an image from the collected data, a reconstruction algorithm has to be used. How the reconstruction is performed depends on how
the samples have been collected. For a regular cartesian grid, it is normally
suﬃcient to use an inverse FFT. Otherwise, more sophisticated reconstruction algorithms have to be applied. This is, for example, the case for spiral
sampling patterns. Figure 2.3 shows the logarithm of the magnitude of the
sampled k-space and the reconstructed image.
When the inverse FFT has been applied, one might think that the image
is real valued. This is seldom the case, mostly due to imperfections in the
magnetic ﬁelds. The image data is, thus, normally still complex valued.
The most common approach is to simply return the image as the magnitude
of the complex valued data. There are, however, applications where it is
necessary or beneﬁcial to use both the magnitude and the phase. The
noise in MRI is complex Gaussian distributed, but the magnitude operation
transforms the noise into a Rician distribution (Gudbjartsson and Patz,
1995).
Slice selection
To only excite a single slice, and not the whole object, a gradient in the
z-direction is added during the RF pulse. The result is that only the tissue
where the Larmor frequency and the radio wave frequency are the same,
will be excited. The thickness of the slice is controlled by the bandwidth
of the RF pulse and the strength of the gradient.

2.3 How to create an image
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Figure 2.3: Top: The logarithm of the magnitude of the sampled k-space.
Bottom: The reconstructed image, obtained by applying an inverse
2D FFT on the sampled k-space.
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Sampling in k-space

As the samples are collected in the frequency domain, and not in the image
domain, the inverted sampling theorem has to be used. The theorem states
that (Liang and Lauterbur, 2000)
∆kx ≤

1
1
, ∆ky ≤
,
Wx
Wy

(2.18)

where ∆kx and ∆ky are the distances between the samples in the x- and
the y-direction respectively, Wx and Wy is the physical size of the object,
as shown in Figure 2.4. In order to increase the ﬁeld of view (FOV), the
sampling has to be more dense in k-space. To increase the spatial resolution,
samples have to be collected further out in k-space. Note that the sampling
is done in the continuous k-space, therefore there is no π. If the FOV is too
small, there will be spatial aliasing.

Figure 2.4: Left: The object to be scanned, with width Wx and height Wy in mm.
Right: The sampled k-space where each dot represents a sample. In
order to avoid spatial aliasing for this object, the distance between
the samples have to be less than ∆kx and ∆ky respectively.

2.5 Relaxations

2.5
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Relaxations

The spins will not continue to precess forever. The signal that is measured
in MRI is mainly a function of three parameters, proton density (PD), relaxation due to energy loss (T1 ) and relaxation due to phase incoherence
(T2 ). T1 is the spin-lattice relaxation time that describes the longitudinal
relaxation, i.e. how long time it takes for the magnetic moment to return
from the x − y plane to the ẑ direction. T2 is the spin-spin relaxation time
that describes the transverse relaxation, i.e. how long time it takes for the
protons to come out of phase in the x − y plane. For all tissue types, T2
is shorter than T1 . A coarse division can be made by dividing all tissues
into ﬂuids (cerebrospinal ﬂuid, synovial ﬂuid, oedema), water-based tissues
(muscle, brain, cartilage, kidney) and fat-based tissues (fat, bone marrow).
The diﬀerent types of tissue will have diﬀerent intensities in the ﬁnal image,
depending on the scanner settings. Below are some examples of real T1 and
T2 values for diﬀerent tissue types (McRobbie et al., 2007).
Tissue type
Fluids
Water-based
Fat-based

T1
1500 - 2000 ms
400 - 1200 ms
100 - 150 ms

T2
700 - 1200 ms
40 - 200 ms
10 - 100 ms

Depending on the purpose of the MR scan, images with diﬀerent weighting
can be produced. The images can be PD-weighted, T1 -weighted or T2 weighted. If an image is T1 -weighted, it means that it is easy to see a
diﬀerence between tissues with diﬀerent T1 relaxation time.
All the eﬀects described above are summarized in the Bloch equation, which
is deﬁned as
Mx x̂ + My ŷ (Mz − Mz0 )ẑ
dM
=γM xB−
−
.
dt
T2
T1

(2.19)

The Bloch equation describes the time dependent behaviour of M in the
presence of an applied magnetic ﬁeld B. Mz0 is the thermal equilibrium
value for M in the presence of B0 only. The expressions for the longitudinal
Mz (t) = Mz0 + (Mz (0) − Mz0 )e−t/T1 ,

(2.20)

and the transverse relaxation
Mxy (t) = Mxy (0)e−t/T2 ,

(2.21)

can be derived from the Bloch equation (Liang and Lauterbur, 2000). After
a number of excitations and relaxations, the system enters a steady state
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(ss). The longitudinal relaxation then depends on the ﬂip angle α and the
repetition time TR (the time between two excitations)


Mz0 1 − e−TR /T1
Mzss =
.
(2.22)
1 − cos(α)e−TR /T1
The transverse relaxation is given by


Mz0 1 − e−TR /T1
∗
ss
Mxy
=
sin(α)e−t/T2 .
1 − cos(α)e−TR /T1

(2.23)

Below are resulting image weightings for diﬀerent repetition times and echo
times (the time between excitation and measurement) (McRobbie et al.,
2007),
Short TR
Long TR

Short TE
T1 -weighted
PD-weighted

Long TE
Not useful
T2 -weighted

The general problem with MRI is that the pixel values only represent relative values. It is thereby impossible to compare images from two subjects,
or two MR scanners, in a quantitative way. In quantitative MRI (Warntjes
et al., 2008), one tries to estimate the parameters T1 , T2 and P D in each
pixel. Once the parameters have been estimated, it is possible to create
images with arbitrary weighting (sometimes called synthetic MRI).

2.6

Sampling patterns

A number of sampling patterns can be used for acquiring data in k-space.
The most common approach is to use a cartesian sampling pattern, as the
reconstruction then can be performed by applying an inverse FFT. Sometimes it is, however, better to use other patterns, such as a spiral sampling
pattern. The reconstruction then becomes much harder. A cartesian and a
spiral sampling pattern are given in Figure 2.6. In some cases, the conventional method for sampling in k-space, by using one excitation per line, is
far too slow. In fMRI, where the objective is to study brain activity, it is
necessary to obtain a volume of the brain every or every other second. In
this case, a completely diﬀerent sampling approach has to be used. Instead
of exciting the protons for every line of k-space, a whole slice is sampled
after one excitation. This technique is known as echo planar imaging (EPI).
The resulting image quality is much worse compared to conventional sampling, but the sampling is much faster. A slice of a T1 -weighted volume,
that took about 5 minutes to acquire, and a slice of a fMRI volume, that
took about 2 seconds to acquire, are given in Figure 2.5.

2.7 3D scanning methods

2.7
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3D scanning methods

Several approaches can be used to collect a volume of data. The easiest
approach is to consider a volume as a number of 2D slices. One slice is
excited and sampled at a time, this approach is called multi 2D. The main
drawback of multi 2D is that it is rather slow, since it is necessary to wait
a certain repetition time TR between each line in k-space. To speedup the
sampling, another approach called multislice can be used. The idea is to
sample a couple of lines in the current slice and then to move on to the
next slice, while waiting for the spins to return to their original state. The
advantage of this method is that is much faster, as the waiting due to the
repetition time can be used to excite and sample the same lines in other
slices. The last approach is to use true 3D sampling, where the whole
volume is excited, instead of one slice at a time.

Figure 2.5: Left: A slice of a high resolution T1 -weighted volume. The voxels
have a physical size of 1 x 1 x 1 mm. A gradient echo sequence has
been used, with one excitation per line. The volume has a resolution
of 240 x 240 x 140 voxels and took about 5 minutes to acquire. Right:
A slice of a low resolution fMRI volume, which is T2∗ -weighted. The
voxels have a physical size of 3 x 3 x 3 mm. A gradient echo EPI
sequence has been used, with one excitation per slice. The volume
has a resolution of 80 x 80 x 20 voxels and took 2 seconds to acquire.
The slices do not represent the same part of the brain, but are only
used to visualize the difference in the resulting image quality when
using conventional MRI sampling and EPI sampling.
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Figure 2.6: Top: Sampling of k-space using a cartesian sampling pattern.
Bottom: Sampling of k-space using a spiral sampling pattern.

3
Functional Magnetic Resonance
Imaging

"Can’t you see, Captain? For us, the disease is immortality!"
Q

3.1

History of fMRI

The main objective of functional magnetic resonance imaging (fMRI) is
to study brain activity, in order to learn more about how the brain works.
fMRI is also used as a clinical tool, prior to brain tumour surgery, to prevent
removal of important brain areas. The main advantages of fMRI, is that
it is non-invasive and does not require any harmful radiation (as positron
emission tomography (PET) and single photon emission computed tomography (SPECT) does). The spatial resolution of fMRI is much higher than
for electroencephalography (EEG), but the temporal resolution is much
lower. EEG measures the electrical brain activity of the neurons, while
fMRI measures changes in blood ﬂow, which are believed to be related to
the brain activity.
The ﬁrst work related to fMRI was performed by Ogawa et al. (1990).
It was observed that blood vessels become more visible as the amount of
oxygen in the blood increases, which eventually led to the ﬁrst functional
brain images (Belliveau et al., 1991; Bandettini et al., 1992; Ogawa et al.,
1993). Today it is possible to perform the statistical analysis while the
subject is in the MR scanner, such that the subjects can observe their own
brain activity. An exciting trend is brain computer interfaces, which enable
a subject and a computer to work together to solve a given task.

18

3.2

Chapter 3. Functional Magnetic Resonance Imaging

The BOLD signal and the balloon model

The main concept of blood oxygen level dependent (BOLD) fMRI, is that
the intensity in the acquired images depends on the level of oxygen in the
blood. There are other types of fMRI, which are not based on the BOLD
eﬀect, but to our knowledge BOLD fMRI is, by far, the most common
approach.
When the brain activity increases, the oxygen consumption of the neurons
increase. The body increases the cerebral blood ﬂow, after a few seconds,
to compensate for this. There is, however, an over compensation, such that
the blood ﬂow increases more than the oxygen extraction. This in turn,
leads to that the amount of oxygenated blood increases and the amount
of de-oxygenated blood decreases. The magnetic susceptibility decreases,
due to the fact that oxygenated and de-oxygenated blood have diﬀerent
magnetic properties. The ﬁnal result is an increase of the T2∗ relaxation,
giving a slightly higher signal in the image. The diﬀerence between images
with and without activity, is too small to see any diﬀerence by simply
looking at the images. The approach that is used instead, is to let the
subject follow a stimulus paradigm, and then perform a statistical analysis
to investigate if there is a signiﬁcant diﬀerence between the diﬀerent states.
When a stimulus is processed by the brain, there will be a response with a
certain appearance. The response will not appear directly, but is delayed
3-8 seconds. First there is a small initial dip, then there is a small overshoot
and in the end there is a post stimulus undershoot. This is illustrated in
Figure 3.1.
The balloon model (Buxton et al., 1998) attempts to explain how the blood
ﬂow in the brain reacts to a stimulus. The BOLD signal is in the balloon
model deﬁned as the relative change of blood ﬂow S, i.e. ∆S
S , and is calculated with the following expression



∆S
q
= V0 k1 (1 − q) + k2 1 −
+ k3 (1 − v) ,
S
v

(3.1)

where v is the normalized venous blood volume, q is the normalized total
deoxyhemoglobin content and k1 , k2 and k3 are three constants. V0 is the
actual venous blood volume fraction (e.g. 1-4%).

3.2 The BOLD signal and the balloon model

19

Figure 3.1: Solid: The applied stimulus, for example activity for 20 seconds.
Dashed: The BOLD response from the applied stimulus, the response is delayed 3-8 seconds and starts with a small initial dip.
After the dip there is a small overshoot and finally a post stimulus
undershoot. The small initial dip is said to be due to that the amount
of oxygen first decreases, prior to the increased blood flow. The difference compared to the baseline is normally not more than a few
percent, making it hard to detect the brain activity.

The diﬀerential equation for q is in the model given by


1
E(t)
q(t)
dq
=
fin (t)
− fout (v)
,
dt
τ0
E0
v(t)

(3.2)

and the diﬀerential equation for v is given by
dv
1
(fin (t) − fout (v)) ,
=
dt
τ0

(3.3)

fin (t) is here the known stimulus paradigm and fout (v) can be modelled
to vary linearly or exponentially with v. Note that fin (t) is a function of
time and that fout (v) is a function of volume. E is the net extraction of O2
from the blood as it passes through the capillary bed, it can for example
be modelled with the following expression
1

E(fin (t)) = 1 − (1 − E0 ) fin (t) .

(3.4)

An example of simulation of the BOLD signal with the balloon model is
given in Figure 3.2.
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Figure 3.2: The figure shows an example of a simulation of the balloon model for
a number of timepoints. The inflow of blood is set by the user and
the result from the simulation is the normalized venous blood volume,
v, the normalized total deoxyhemoglobin content, q, and the resulting
BOLD signal.

3.3 fMRI experiments

3.3
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fMRI experiments

In order to perform an fMRI experiment, a stimulus paradigm ﬁrst has to
be designed. The paradigm is used to inform the subject what to do, and
to (approximately) know when the brain is active. fMRI designs can be
divided into two groups, block based designs and event related designs. An
example of a block based design and an event related design is given in
Figure 3.3. The stimulus paradigm is distorted by the brain dynamics. To
improve the activity detection, the stimulus paradigm is normally convolved
with the hemodynamic response function (similar to the dashed line in
Figure 3.1).

Figure 3.3: Top left: A block based design where the periods of activity and rest
normally are equally long, for example 20 seconds. Top right: An
event related design where the activity and rest periods are shorter
and often randomized. Bottom left: The block based design convolved with the hemodynamic response function. Bottom right:
The event related design convolved with the hemodynamic response
function.

During the paradigm, volumes of the brain are collected continuously, resulting in a timeseries in each voxel. It is common to collect a volume every
other second, giving a temporal resolution of 0.5 Hz. The subject normally
receives instructions through virtual reality goggles or through earphones.
It can, however, be hard to use earphones, as the MR scanner is very noisy.
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fMRI analysis

The most simple kind of fMRI analysis is to collect and analyse data from
a single subject. The goal can, for example, be to locate important brain
areas prior to a tumour resection. The subject follows a stimulus paradigm,
as previously described, and an activity map is calculated.
Another goal can be to study brain connectivity, then it is common to
collect data where the subject simply rests (Biswal et al., 1995). A simple
approach is to select one voxel as the reference, and then calculate the
correlation between the reference timeseries and all the other timeseries
in the fMRI dataset. The result is a connectivity map, that states how
correlated diﬀerent parts of the brain were during the experiment.
Multi subject fMRI is used to draw more general conclusions about how
the brain works, to reduce noise and to increase statistical power. Data is
collected from a number of persons, for example 20 subjects with a speciﬁc
disease and 20 control subjects. The brain volumes are normally warped
into a standard brain space, to make it possible to compare activity maps
of diﬀerent subjects. Multi subject fMRI is also used for brain connectivity
and more advanced analysis, such as dynamic causal modelling (Friston
et al., 2003).

3.5

Visualization of brain activity

The statistical analysis of fMRI data results in an activity map, where each
voxel has an activity value that states how active that part of the brain
was during the experiment. To visualize this, it is common to put the
low resolution activity map onto a high resolution T1 weighted anatomical
volume, to be able to see the activity and the anatomical structure at the
same time. More advanced visualization of brain activity has also been
proposed (Rößler et al., 2006; Jainek et al., 2008). As voxels in fMRI
volumes normally have a physical size close to 3 x 3 x 3 mm, and voxels in
a T1 weighted volume normally have a physical size of 1 x 1 x 1 mm, the
activity map ﬁrst has to be interpolated to the same resolution as the T1
volume. The two volumes also have to be registered, such that the brain
activity is presented at the correct location.

4
Preprocessing of fMRI Data

"Your logic is flawed."
Tuvok

4.1

Introduction

Prior to the statistical analysis, diﬀerent preprocessing steps are normally
applied (Strother, 2006; Lazar, 2008; Poldrack et al., 2011). In this section,
the basic ideas of the most common preprocessing steps are presented.

4.2

Slice timing correction

The fMRI volumes are normally collected by sampling one slice at a time,
using echo planar imaging (EPI). The result is that the slices in a volume
originate from slightly diﬀerent timepoints. If a volume consists of 20 slices
and it takes 2 seconds to acquire the volume, there is a 0.1 s diﬀerence between each slice. This problem is the same as for a rolling shutter camera,
often used in smartphones, where one line of data is collected at a time. To
compensate for the time diﬀerence, slice timing correction is often applied,
by sinc interpolation in the time direction. The consequences of slice timing correction for fMRI analysis have not been well documented, a recent
exception is the work by Sladky et al. (2011). Event related designs are
more sensitive to slice timing problems than block based designs (Henson
et al., 1999).
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Motion correction

As it is possible to move the head during the fMRI experiment, and the
fact that an experiment normally is several minutes long, it is necessary to
apply motion correction to the acquired volumes. There exists a number of
implementations for registration of fMRI volumes, the most common being
the ones in various fMRI software packages. Some examples are AFNI
(analysis of functional neuroimages) (Cox and Jesmanowicz, 1999; Cox,
1996), SPM (statistical parametric mapping) (Friston et al., 1995a) and
FSL (FMRIB software library) (Jenkinson et al., 2002). These registration
algorithms, and several others, have been compared in terms of accuracy
and speed (Oakes et al., 2005). An example of estimated head movement
for a typical fMRI dataset is given in Figure 4.1.
It is, however, not suﬃcient to apply motion correction to remove all the
eﬀects of head movement. As much as 96 % of the variance in a timeseries
can be related to motion, after motion correction (Friston et al., 1996b).
It is therefore common to include the estimated motion parameters (rotations and translations) in the design matrix, in the general linear model
(GLM) framework, such that the portion of the timeseries that is correlated
to motion is ignored. This approach can, unfortunately, not be used for
paradigm correlated motion, where the subject moves the head in pace with
the stimulus paradigm, as the experimental eﬀect then is also removed.
One problem with slice timing correction and motion correction is the order
of the two operations. As slice timing correction requires temporal interpolation, head motion can introduce artefacts and therefore motion correction
should be performed ﬁrst. On the other hand, the motion correction can be
wrong if the time diﬀerence between the slices is not considered. One idea
to remedy this, is to apply the two operations at the same time (Bannister
and Brady, 2004), another idea is to register one slice at a time (Kim et al.,
1999). To our knowledge, the standard approach is still to ﬁrst apply slice
timing correction and then motion correction.
A completely diﬀerent approach is to correct for head motion while the subject is in the MR scanner (Ward et al., 2000; Speck et al., 2006; White et al.,
2009). Navigator echoes are used to locate the position of the head (Fu
et al., 1995) and the gradients are adjusted in real-time, such that the coordinate system is locked to the head of the subject, rather than to the
MR scanner. These techniques are referred to as prospective motion correction, while image registration techniques are called retrospective motion
correction. The main drawback of prospective motion correction is that it
normally requires re-programming of the MR scanner.

4.4 Spatial smoothing
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Figure 4.1: Estimated head movement for a typical fMRI dataset.

4.4

Spatial smoothing

Spatial smoothing is normally applied to the fMRI volumes prior to statistical analysis, in order to improve SNR and to use information from
neighbouring voxels. The smoothing also makes the data more Gaussian,
by the central limit theorem.
A Gaussian isotropic lowpass ﬁlter is the most common choice and the
amount of smoothing is normally measured as the full width at half maximum (FWHM) of the Gaussian kernel, in millimetre (mm). Normally 4 10 mm of smoothing is applied. The relationship between the FWHM and
the standard deviation is given by (Poldrack et al., 2011)
p
F W HM = σ 2 2 ln(2).
(4.1)
For an fMRI dataset with an isotropic voxel size of 4 mm, 8 mm of smoothing corresponds to σ = 0.85.

Other types of smoothing include adaptive anisotropic ﬁltering (Friman
et al., 2003) and bilateral ﬁltering (Rydell et al., 2008).
Spatial smoothing can also be used to improve estimates of auto regressive
(AR) parameters (Worsley et al., 2002; Gautama and Hulle, 2004) or for
pooling of variance estimates (Holmes et al., 1996).
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High-pass filtering, detrending & whitening

Due to scanner imperfections and physiological noise, there are drifts and
trends in the fMRI data, which have to be removed prior to the statistical analysis. The fMRI noise is commonly modelled with a 1/f spectrum (Zarahn et al., 1997; Friston et al., 2000) and it is thereby not
white (Woolrich et al., 2001; Lund et al., 2006). The SPM software applies highpass ﬁltering to remove the low frequencies, the default is to use
a cut-oﬀ period of 128 seconds. Another common approach is to apply
detrending (Friman et al., 2004), where a number of basis functions are
used to remove the unwanted part of the timeseries. A linear detrending
removes the mean and any linear trend, while a cubic detrending removes
the mean and any polynomial trend up to the third order. An example of
detrending is given in Figure 4.2.

Figure 4.2: A comparison between linear and cubic detrending.

High-pass ﬁltering and detrending removes most of the low frequencies.
The general linear model (GLM) framework, however, requires that the
errors are independent and identically distributed (i.i.d.), i.e. have a ﬂat
spectrum. It is therefore common to also apply whitening to the timeseries, for example by using the Cochrane-Orcutt procedure (Cochrane and
Orcutt, 1949). The parameters in the GLM are ﬁrst estimated by using
ordinary least squares (OLS). The auto correlation of the residuals is then
estimated, for example by using the Yule-Walker equations. Finally, the
estimated auto correlation model is used to whiten the original timeseries
and the regressors in the design matrix. This procedure can be iterated to
improve the results.

4.6 Registration to template brains

4.6
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Registration to template brains

For multi subject fMRI it is often necessary to warp the brain of all the subjects into a standard brain space, by using non-rigid image registration. In
the SPM software this procedure is called spatial normalization, or simply
normalization (Friston et al., 1995a). Two common standard brain spaces
are MNI (Montreal Neurological Institute) space and Talariach space. The
MNI standard brain is an average of 152 normal MRI scans, while the
Talariach brain is based on post-mortem sections of a single subject. By
reporting brain activity in MNI or Talariach coordinates, the outcome of
diﬀerent brain studies can be compared. An example of brain activity
reported in stereotactic (Talariach) coordinates is given in Table 4.1.
Table 4.1: An example of how brain activity can be reported in stereotactic coordinates (Poldrack et al., 2011).
Region
L occipital
R inf frontal
B ant cingulate

X (mm)
-12
56
-2

Y (mm)
-94
14
32

Z (mm)
-6
14
26

Maximum Z
3.5
4.1
3.8

Cluster extent
124
93
110

5
Phase Based Image Registration

"Coffee: the finest organic suspension ever devised. It’s gotten me through
the worst of the last three years. I beat the Borg with it."
Captain Janeway

5.1

Introduction

Motion correction is an important preprocessing step for fMRI analysis.
Without motion correction it is common to observe activity close to the
edge of the brain. This activity is often false and the reason is that the
voxels close to the edge can alternate between being inside and outside the
brain if the subject moves. These voxels will then have a large variance,
which can be misinterpreted as activity, especially if the subject moves the
head in pace with the stimulus paradigm.
The most common approach to image registration is to maximize an intensity based similarity measure, such as normalized cross correlation (NCC),
mutual information (MI) (Viola and Wells, 1997) or sum of squared diﬀerences (SSD). The major problem with intensity based image registration,
is that the algorithms can be sensitive to intensity diﬀerences between the
images to be registered, an example of this is given in Figure 5.1. Intensity
based registration of fMRI volumes can result in false positives, due to the
intensity ﬂuctuations caused by the BOLD signal (Freire and Mangin, 2001;
Orchard et al., 2003). In this chapter, the basic concepts of phase based
image registration (Hemmendorﬀ et al., 2002; Mellor and Brady, 2004) are
therefore presented. The focus will be on optical ﬂow algorithms, but it is,
for example, also possible to combine mutual information and phase (Mellor
and Brady, 2005).
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Figure 5.1: Left: A simple testimage consisting of a white cross.
Right: A shading from left to right has been added to the testimage.
This will cause trouble for intensity based image registration, which
simply uses the pixel intensity to calculate a motion field between the
images. By instead using the local phase, which is invariant to the
image intensity, a motion field can still be calculated.

5.2

Quadrature filters and local phase

A quadrature ﬁlter (Granlund and Knutsson, 1995) is a complex valued
ﬁlter for combined edge and line detection. The real part of the ﬁlter,
which is even, detects lines and the imaginary part, which is odd, detects
edges. The magnitude of the complex ﬁlter response corresponds to the
phase invariant signal intensity and the phase indicates the type of local
neighbourhood (e.g. bright line, dark line, dark to bright edge). Lognormal quadrature ﬁlters Q are used in our case, which in the Fourier
domain can be expressed as polar separable functions with radial function
R and directional function D, as function of frequency u,
Qk (u) = R(||u||)Dk (u),
−C ln2

R(||u||) = e

||(u)||
u0



,

C=

4
.
B 2 ln(2)

(5.1)

(5.2)

The center frequency is given by u0 and the relative bandwidth, in octaves,
is given by B. The phase concept is valid only if a direction of the signal is
deﬁned, therefore quadrature ﬁlters with diﬀerent direction are used. The
directions are deﬁned such that
(
(uT n̂k )2 uT n̂k > 0
Dk (u) =
(5.3)
0
otherwise
where n̂k is the directional vector for ﬁlter k. A quadrature ﬁlter is thus
zero in one half plane in the frequency domain. To obtain ﬁlters with
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desired frequency response and spatial locality, advanced ﬁlter design is
necessary (Knutsson et al., 1999). Quadrature ﬁlters can be used in many
applications, for example to estimate the local structure tensor (Knutsson,
1989) or to register images of diﬀerent intensity, which will be considered
here. The frequency response of a quadrature ﬁlter with a center frequency
of π5 and a bandwidth of 2 octaves is given in Figure 5.2, the direction of
the ﬁlter is along x. The real and the imaginary part of the quadrature
ﬁlter in the spatial domain are given in Figure 5.3.

Figure 5.2: An ideal quadrature filter in the frequency domain, note that the filter
is zero in one half plane, defined by the direction of the filter. This
filter has a center frequency of π5 and a bandwidth of 2 octaves.

Figure 5.3: Left: The real part of a quadrature filter in the spatial domain. Note
that the filter is even and acts as a line detector. Right: The imaginary part of a quadrature filter in the spatial domain. Note that the
filter is odd and acts as an edge detector.
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The complex ﬁlter response q is an estimate of a bandpass ﬁltered version
of the analytical signal
q = A · (cos(ϕ) + i · sin(ϕ)) = A · eiϕ ,
with magnitude A and phase ϕ. The magnitude is given by
p
A = ℜ(q)2 + ℑ(q)2 ,

(5.4)

(5.5)

and the phase is given by

ϕ = arctan

!
ℑ(q)
.
ℜ(q)

(5.6)

The idea of the phase concept is visualized in Figure 5.4. The magnitude
of the ﬁlter response indicates if the ﬁlter has detected a structure or not.
The local phase contains information about the type of local structure. If
the magnitude of the ﬁlter response is low, then it is not meaningful to
interpret the phase, as it is then more or less noise. The phase obtained
from quadrature ﬁlters is local, and should not be confused with global
Fourier phase.

Figure 5.4: The phase from the complex valued filter response contains information about the type of local structure that has been detected by the
quadrature filter. If an edge is dark to bright or bright to dark depends on the direction of the filter. It is only meaningful to interpret
the phase if the magnitude of the filter response is high.

5.3 Optical flow

5.3
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Optical flow

The optical ﬂow equation states that
∇I T v − ∆I = 0,

(5.7)

where ∇I is the gradient of the image and ∆I is the intensity diﬀerence
between the two images. By replacing the image intensity with the local
phase, the optical ﬂow equation for local phase is obtained
∇ϕT v − ∆ϕ = 0,

(5.8)

∆ϕ = ϕ1 − ϕ2 = arg(q1 q2∗ ),

(5.9)

where
q1 is the ﬁlter response from the reference image, q2 is the ﬁlter response
from the altered image and ∗ denotes complex conjugation. The main
advantage of the local phase from quadrature ﬁlters is that it is invariant
to the image intensity. The phase gradients, i.e. the local frequency, can
be estimated with the following expression (Westelius, 1995)

 

∗ + q q∗
∗
∗
arg(q1x+ q1c
∇x ϕ
1c 1x− + q2x+ q2c + q2c q2x− )
=
(5.10)
∗ + q q∗
∗
∗
arg(q1y+ q1c
∇y ϕ
1c 1y− + q2y+ q2c + q2c q2y− )
where
qc = q(x, y),
qx+ = q(x + 1, y), qx− = q(x − 1, y),
qy+ = q(x, y + 1), qy− = q(x, y − 1).
For each pixel and each ﬁlter, a certainty can be calculated as


p
∆ϕ
c = |q1 q2 | cos2
.
2

(5.11)

This certainty measure requires a high magnitude both for the reference
image and the altered image, and also that the estimated phase does not
diﬀer too much. If there is a large diﬀerence in the estimated phase it
can, for example, mean that the quadrature ﬁlter detected a bright line in
the reference image and a dark line in the altered image. The certainty
approach can be used for intensity based registration as well, but it is not
that obvious how to deﬁne a certainty from the intensity of the image.
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Parametric registration

The main problem with the optical ﬂow equation is that there are two
unknown variables (three for volume registration), but only one equation.
Instead of solving the equation it is common to minimize the expression,
by summing over all ﬁlters k and all pixels i. The total squared error can
be written as
XX
2
ǫ2 =
∇ϕk (xi )T v(xi ) − ∆ϕk (xi ) .
(5.12)
i

k

A parametric model of the motion ﬁeld can be used to estimate a motion vector in each pixel. The motion ﬁeld v(x) for aﬃne transformations in 2D can be modelled with a 6-dimensional parameter vector, p =
[p1 , p2 , p3 , p4 , p5 , p6 ]T , according to (Hemmendorﬀ et al., 2002; Farnebäck,
2002)
v(x) =


  
  
1 0 x y 0 0
p1
p p
x
=
+ 3 4
p.
0 1 0 0 x y
p2
p5 p6 y
|
{z
}

(5.13)

B

The ﬁrst two parameters are the translation and the last four parameters
form the transformation matrix (for example a rotation matrix).
The vari
ables x and y are the coordinates of each pixel x = [ x y ]T . If the model
of the motion ﬁeld, v(x) = B(x)p , is inserted into the error measure, the
following expression is obtained
XX
cki (∇ϕk (xi )T B(xi )p − ∆ϕk (xi ))2 .
(5.14)
ǫ2 =
k

i

The error is now weighted with the certainty cki of each ﬁlter and pixel.
The derivative of this expression, with respect to the parameter vector, is
given by
XX
∂ǫ2
cki B Ti ∇ϕki (∇ϕTki B i p − ∆ϕki ).
=2
(5.15)
∂p
k

i

By using the fact that the derivative is zero for the smallest error, the
following linear equation system is obtained
XX
XX
cki B Ti ∇ϕki ∆ϕki .
cki B Ti ∇ϕki ∇ϕTki B i p =
(5.16)
|k

i

{z
A

}

|k

i

{z
h

}

When the A-matrix and the h-vector have been calculated, the parameter
vector is simply estimated as
p = A−1 h.

(5.17)
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The described approach can also be used for aﬃne 3D registration, the
motion ﬁeld is then modelled with a 12-dimensional parameter vector according to
 
  
x
p 4 p5 p 6
p1
(5.18)
v(x) = p2  +  p7 p8 p9  y 
z
p10 p11 p12
p3


1 0 0 x y z 0 0 0 0 0 0
= 0 1 0 0 0 0 x y z 0 0 0 p.
0 0 1 0 0 0 0 0 0 x y z
|
{z
}
B

Note that the equation system is easy to solve, while the computationally
demanding part is to sum over all ﬁlters and pixels. By minimizing a L2
norm, it is possible to calculate the parameters that give the best solution.
The solution is then improved by iterating the algorithm. One reason for
iterating the algorithm, is that the assumptions that are required for optical
ﬂow are not valid in all parts of the image. Another reason is that several
solutions can be possible in many of the pixels, due to the aperture problem.
The most common approach is otherwise to maximize a similarity measure
by searching for the best parameters, using some optimization algorithm.
To handle large movements, it is common to start the registration on a
coarse scale and then improve the registration by moving to ﬁner scales.

5.5

Non-parametric registration

Parametric registration can be used in single subject fMRI for motion correction and to register the anatomical T1 weighted volume to the activity
map. For multi-subject fMRI, an important processing step is registration
to a template brain. In order to accomplish this, it is necessary to use
non-parametric image registration, as the brain of diﬀerent subjects diﬀers
substantially. In this section the main concepts of the Morphon (Knutsson
and Andersson, 2005) will be described. The Morphon is also a phase based
optical ﬂow algorithm, but as the goal is to perform non-rigid registration
it is not possible to use a global parametric model of the motion ﬁeld.
Instead, an error is minimized in each pixel. The error can be deﬁned as
X
ǫ=
[ck T (∆ϕk n̂ − d)]2 ,
(5.19)
k

where d is the local displacement to be estimated, T is the local structure tensor (Knutsson, 1989) and n̂ is the direction of ﬁlter k. The error is
weighted with the local structure tensor T , to penalize remaining phase differences along the orientation of the local structure (but not perpendicular
to the orientation). As for the parametric registration algorithm previously
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described, the displacement d is found by solving the equation system that
is given by setting the derivative of the error to 0. The main diﬀerence is
that for non-rigid registration, there is one equation system in each pixel,
rather one equation system for the entire image. A general problem in
non-rigid registration is how to obtain smooth displacement ﬁelds. In the
Morphon this is achieved by isotropic Gaussian smoothing of the estimated
displacement ﬁeld, anisotropic smoothing has also been proposed (Forsberg
et al., 2010).
A comparison between non-rigid registration with the Morphon and with
the demons algorithm (Thirion, 1998) is given in Figure 5.5. It is clear that
the Morphon provides a much better result. The reason is that the demons
algorithm is an intensity based algorithm, while the Morphon is based on
local phase (and thereby invariant to the intensity diﬀerence between the
images).

Figure 5.5: Top: A slice of two volumes to be registered. Bottom: A comparison between non-rigid registration with the demons algorithm (left)
and the Morphon (right). As the demons algorithm uses the image
intensity to register the images, the registration fails. The Morphon
uses the local phase for the registration and manages to register the
two volumes. This image was kindly provided by Daniel Forsberg.

5.6 Extending the local phase idea
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Figure 5.6: Left: A test image with all possible types of local phase, for different
image intensities. Right: The original testimage was modified by
changing the image intensity and the type of local phase for each
object. The result is that the images only share the shape of the
objects. The ordinary phase based approach will not work for these
images, as the local phase has been changed.

5.6

Extending the local phase idea

Even if phase based image registration in many cases is superior to intensity
based algorithms, there are occasions when the phase based approach fails.
A common problem is that a bright to dark edge in one image is a dark
to bright edge in another image, such that the local phase is inverted,
examples of this is given in Figures 5.6 and 5.8. To solve this problem, the
quadrature ﬁlters can be applied to the magnitude of the local structure
tensor (Knutsson, 1989), rather than to the image intensity. The magnitude
of the local structure tensor is high wherever there is a well deﬁned structure
and it is invariant to the type of structure (e.g. dark line or bright line).
By using the local phase of the magnitude of the local structure tensor,
invariance both to image intensity and local phase is obtained. This makes
it possible to register a dark line to a bright line, or even a dark line to a
bright to dark edge. Only the shapes of the objects in the images are used
for the registration.
A comparison between registration with the ordinary phase based approach
and the tensor magnitude phase, is for synthetic images given in Figure 5.7
and for real images (Warntjes et al., 2008) given in Figures 5.9 - 5.10.
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Figure 5.7: Top left: The original intensity difference between the reference test
image and a shifted version of the altered test image. Top right:
The intensity difference after registration with the ordinary phase
based approach. Bottom: The intensity difference after registration
with the tensor magnitude phase.

Figure 5.8: Two slices of volumes obtained for quantitative MRI (Warntjes et al.,
2008). The volumes were obtained from the same subject at the same
occasion, by using different settings in the MR scanner. At the ventricles, the local phase has been inverted.

5.6 Extending the local phase idea
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Figure 5.9: Left: The original absolute intensity difference between the slices
in Figure 5.8. Right: The absolute intensity difference between the
slices in Figure 5.8, after a shift along x and y.

Figure 5.10: Left: The absolute intensity difference after registration with the
ordinary phase based approach. The registration works rather well
for the fat border that surrounds the brain, but not for the ventricles
where the local phase has been inverted. A perfect registration would
give the left image in Figure 5.9. Right: The absolute intensity
difference after registration with the tensor magnitude phase. The
registration now works for the ventricles as well.

6
Parametric fMRI Analysis

"If we don’t get more power to the warp drive we’re all going to have to get
out and push!"
Tom Paris

6.1

Introduction

Several approaches can be used for statistical analysis of fMRI data, a good
overview is given by Lazar (2008). Some examples include principal component analysis (PCA) (Andersen, 1999), independent component analysis
(ICA) (Calhoun et al., 2003) and clustering of fMRI timeseries (Goutte
et al., 1999). The most common approach though, is to apply the general
linear model (GLM) independently to each voxel timeseries and then calculate a t-test or an F-test value for each voxel (Friston et al., 1995b). In this
chapter, the basic concepts of parametric fMRI analysis will be presented.
Only methods for single subject fMRI analysis will be considered.

6.2

The General Linear Model

A general linear model explains the variation in the observations Yj in terms
of a linear combination of the explanatory variables xjl , plus an error term
ǫj . This can be written as
Yj = xj1 β1 + ... + xjl βl + ... + xjL βL + ǫj ,

(6.1)

where βl are the unknown weights corresponding to each of the L explanatory variables. This approach is also known as regression analysis. In
matrix form this can be written as
Y = Xβ + ǫ,

(6.2)
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where Y are the observations, i.e. all the samples for one timeseries, β
are the weights to be estimated, ǫ are the errors that cannot be explained
by the model and X is the design matrix, which contains the stimulus
paradigm. It is normally assumed that the errors are independent and
Gaussian distributed with a variance that is constant over time.
As the stimulus paradigm will be deformed by the brain dynamics, it is
not a good idea to try to match the stimulus paradigm and each voxel
timeseries directly. A better approach is to use a set of temporal basis
functions, which can be combined to ﬁt the timeseries of each voxel. The
most common approach is to use the stimulus paradigm convolved with
the hemodynamic response function and its temporal derivative, shown in
Figure 6.1. Two linear combinations of these basis functions are given in
Figure 6.2. The temporal derivative makes it possible to, some extent,
adjust to the unknown BOLD delay. Another approach is to instead use
sine and cosine waves of the same frequency as the stimulus paradigm (and
multiples of this frequency) (Friman et al., 2001).

Figure 6.1: Temporal basis functions used for activity detection, the stimulus
paradigm convolved with the hemodynamic response function (solid)
and its temporal derivative (dashed).

6.2 The General Linear Model
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Figure 6.2: Two linear combinations of the temporal basis functions shown in
Figure 6.1. The temporal derivative makes it possible to adjust to
the unknown BOLD delay.

The expression for how to calculate the best weights can, for example, be
found by minimizing the squared error
ǫ2 = (Y − Xβ)T (Y − Xβ).

(6.3)

By setting the derivative, with respect to the weights β, to 0, the weights
can be calculated as
β̂ = (X T X)−1 X T Y .
(6.4)
In detection theory, this is called the best linear unbiased estimator (BLUE),
if the errors are uncorrelated with each other and and with the independent variables. Another common approach is to apply maximum likelihood
(ML) theory to ﬁnd the best weights. A t-test value can from the estimated
weights β be calculated as
cT β̂
t= q
,
var(ǫ̂) cT (X T X)−1 c

(6.5)

where c is a contrast vector. To reduce the variance of the residual ǫ̂, and
thereby increase the t-value, it is common to include additional regressors
in the design matrix. The full design matrix can contain as much as 14
regressors (the stimulus paradigm convolved with hemodynamic response
function and its temporal derivative, six motion regressors (translations
and rotations in 3D), breathing and pulse, four detrending basis functions
(mean, linear, quadratic, cubic)). As previously described, whitening is
normally applied to obtain white residuals.
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Canonical Correlation Analysis

One problem with the GLM is that it does not fully take advantage of the
fact that if one voxel is active, there is a high probability that neighbouring voxels are also active. To include information from the neighbouring
voxels, and to increase the signal to noise ratio (SNR), it is common to
apply an isotropic Gaussian lowpass ﬁlter prior to the statistical analysis.
The spatial smoothing also makes the normality assumptions more valid,
by the central limit theorem. The problem is that the activity map will be
blurred and that small activity areas thereby can be missed. A better idea
is to use adaptive filtering, such that lowpass ﬁlters with diﬀerent orientation and diﬀerent size are used in diﬀerent parts of the fMRI volumes, in
order to prevent unnecessary smoothing. The GLM can only ﬁnd one set
of weights, as it is designed for one multidimensional variable. In order to
ﬁnd the best temporal and spatial weights at the same time, another approach has to be used. One solution is to use canonical correlation analysis
(CCA) (Hotelling, 1936).
CCA ﬁnds the linear combinations of two multidimensional variables, x
and y, that gives the highest correlation. The projections are given by
β T x and γ T y, i.e. a linear combination of the diﬀerent variables in each
dataset. Ordinary correlation ρ between one-dimensional variables x and y
can be written as
E{(x − µx )(y − µy )}
ρ= p
,
E{(x − µx )(x − µx )}E{(y − µy )(y − µy )}

(6.6)

where E denotes expectation value and µ denotes mean value. By replacing
x with β T x and y with γ T y, and assuming that the data has zero mean,
the following expression is obtained
E{β T xy T γ}
,
ρ= q
E{β T xxT β}E{γ T yy T γ}

(6.7)

which can be written as

β T C xy γ
ρ= q
,
β T C xx β γ T C yy γ

(6.8)

where C xy is the between covariance matrix, and C xx and C yy are within
covariance matrices for x and y respectively. The GLM calculates the
correlation
ρ = Corr(β T x, y),
(6.9)
while CCA calculates the correlation
ρ = Corr(β T x, γ T y).

(6.10)

6.3 Canonical Correlation Analysis

45

To ﬁnd the linear combinations that give the highest correlation, take the
derivative of ρ with respect to β and γ, set it to 0 and solve the resulting
equation system (Borga, 1998). One must also make sure that the weight
vectors have unit length. The result is two eigenvalue problems
−1
2
C −1
xx C xy C yy C yx β = λ β,

(6.11)

−1
2
C −1
yy C yx C xx C xy γ = λ γ,

(6.12)

such that the weight vectors are found as the eigenvectors and the correlation is the square root of the corresponding eigenvalue. There is, however,
no guarantee that the matrices
−1
M 1 = C −1
xx C xy C yy C yx ,

(6.13)

−1
M 2 = C −1
yy C yx C xx C xy ,

(6.14)

are symmetric and the problem is then not an eigenvalue problem. A more
general approach is to use singular value decomposition (SVD) to ﬁnd the
solution (Hemmendorﬀ, 2001). Another solution is to use the more common
deﬁnition of CCA (Johnson and Wichern, 2007), where the matrices are
instead deﬁned as
−1
−1/2
M 1 = C −1/2
xx C xy C yy C yx C xx ,

(6.15)

−1
−1/2
M 2 = C −1/2
yy C yx C xx C xy C yy .

(6.16)

These matrices have the same eigenvalues as the previous matrices. The
eigenvectors of these matrices, here called a and b, are transformed to get
the original weight vectors β and γ, according to
β = C −1/2
xx a,

(6.17)

γ = C −1/2
yy b.

(6.18)

Note that it is suﬃcient to solve one of the eigenvalue problems, as the
solution to the other eigenvalue problem can be calculated from the solution
to the ﬁrst problem. The relationship between β and γ can be written as
T
−1 T
β = C −1
xx C xy γ = (X X) X Y γ,

(6.19)

which can be compared to the expression for how to calculate the regression
weights for the GLM (equation 6.4).
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The temporal basis functions x are normally the same as for the GLM,
while the spatial basis functions y, for example, can be the timeseries of
neighbouring pixels (Friman et al., 2001; Nandy and Cordes, 2003), see
Figure 6.3.

Figure 6.3: Spatial basis functions for CCA based fMRI analysis, in the form of
combinations of neighbouring pixels.

CCA will ﬁnd the linear combination of temporal and spatial basis functions
that gives the highest correlation. If too many basis functions are used,
CCA will ﬁnd high correlations everywhere. This is the reason why the
pixel based approach is not very good for 3D, as there will be 27 spatial
basis functions for a 3 x 3 x 3 neighbourhood. A better solution is to
use a number of ﬁlters, such that the ﬁlter responses can be combined by
CCA (Friman et al., 2003), see Figure 6.4.

Figure 6.4: Spatial basis functions for CCA based fMRI analysis, in the form of
one isotropic filter and three anisotropic filters. Filters of different
size and orientation can be created as linear combinations of these
filters.

To guarantee that the resulting ﬁlter and the resulting BOLD model are
plausible, restricted CCA (RCCA) (Das and Sen, 1994) can be used, as it
can guarantee that all the resulting weights are positive. RCCA is more
computationally expensive to use than ordinary CCA, as the analysis has to
be iterated until all the weights are positive. Another problem with RCCA
is that the negative weights simply are set to 0. The analysis is then repeated, with the constraint that the negative weight has to be 0. The result
of this is that the original ﬁlters are favoured, instead of linear combinations. The analysis will, thus, not be rotation invariant. This problem was
solved by ﬁrst ﬁnding the orientation of the ﬁlter, by constructing a tensor,
and then make a ﬁlter in that direction (Rydell et al., 2006; Rydell, 2007).

6.4 Testing for activity
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One drawback with CCA based fMRI analysis is that it, so far, has been
impossible to use it for anything else than simple on-oﬀ paradigms. The
reason for this is that CCA does not have any contrast vector, which can be
used to create diﬀerent contrasts. This problem was recently solved, such
that CCA based fMRI analysis can handle general linear contrasts (Jin
et al., 2012). CCA based fMRI analysis has not yet, to our knowledge,
been applied to multi-subject fMRI.
For the GLM, the variance of the residual ǫ̂ has to be estimated in each
voxel, in order to calculate the t-value. For CCA, a number of covariances
have to be estimated from a rather low number of timesamples. If four
spatial basis functions and two temporal basis functions are used, eighteen
covariances (ten for C yy and eight for C xy , C xx is the same for all the
voxels) have to be estimated in each voxel. To improve the estimates, the
idea of variance pooling in fMRI (Holmes et al., 1996) can be extended
to covariance pooling, by applying spatial smoothing to the covariance
estimates.

6.4

Testing for activity

When the activity map has been calculated, one normally wishes to determine in which voxels there is signiﬁcant brain activity. The significance of
a test states how likely the test is to falsely reject the null hypothesis (no
brain activity), while the power of a test states how likely the test is to
correctly reject the null hypothesis when there actually is brain activity.
False positives are also known as errors of type 1, while false negatives are
known as errors of type 2.
If the test statistics follows a parametric null distribution, one simply compares the test value in each voxel to a parametric signiﬁcance threshold
to see if the null hypothesis of no activity can be rejected or not. If all
the assumptions for the GLM are valid, the test statistics will under the
null hypothesis, for example, follow a t- or an F-distribution which makes
it easy to calculate signiﬁcance thresholds and p-values. The joint probability distribution for the sample canonical correlation coeﬃcients is given
by (Constantine, 1963; Friman, 2003)


m
m
Y
n−m−1
N −n−m−1 Y



2
2
 ri2
f=
1 − ri2
ri2 − rj2 
(6.20)
i=1

j=i+1

where N is the number of (time) samples, n and m are the dimensions of
the multidimensional variables x and y and ri are the canonical correlation
coeﬃcients. While CCA has a (complicated) parametric null distribution,
RCCA does not.

48

Chapter 6. Parametric fMRI Analysis

An ad-hoc solution is to ﬁt the canonical correlations in the activity map to
a gamma distribution (Ragnehed et al., 2009). This solution does, however,
not solve the problem of multiple testing. Non-parametric approaches are
therefore considered in the next chapter.
Diﬀerent levels of inference can be made and are therefore shortly described.

6.4.1

Voxel level inference

The most speciﬁc level of inference is to determine if a speciﬁc voxel in
the activity map is signiﬁcantly active or not. This is called voxel level
inference and is conducted by simply applying a signiﬁcance threshold to
the statistical test value in each voxel.

6.4.2

Cluster level inference

An alternative to voxel level inference is to instead determine if a cluster
of voxels is signiﬁcantly active or not (Friston et al., 1994; Hayasaka and
Nichols, 2003). Clusters are tested for signiﬁcance through a two step
procedure. First, the activity map is thresholded at a certain signiﬁcance
level, for example p = 0.001 (uncorrected for multiple testing). Second, the
voxels that survive the threshold are divided into clusters and the extent of
the clusters, i.e. the number of voxels in each cluster, are used to calculate
a p-value for each cluster. Several approaches can be used to determine
if a speciﬁc voxel belongs to a cluster or not. One can for example use
6-connectivity, 18-connectivity or 26-connectivity. It is also possible to use
the mass of the cluster (Zhang et al., 2009), i.e. the sum of the test values
in the cluster, instead of the size of the cluster.
While cluster level inference is considered to be more powerful than voxel
level inference, the problem is that the spatial speciﬁcity is decreased. It is
not possible to determine if speciﬁc voxels inside a cluster are signiﬁcantly
active or not.

6.4.3

Set level inference

The least speciﬁc level of inference is set level inference (Friston et al.,
1996a). The number of clusters in the activity map is used to calculate a
p-value. The problem with this approach is that a single p-value is obtained
for the entire activity map and one can thereby only determine if there is
activity or not. It is not possible to determine if any of the clusters, or the
voxels within them, are signiﬁcant.

6.5 Multiple testing
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Multiple testing

One of the largest problems in fMRI is the number of statistical tests that
are applied, as an fMRI dataset normally contains 10 000 - 50 000 brain
voxels. If an ordinary signiﬁcance threshold of p = 0.05 is used for an
activity map with 20 000 brain voxels, there will, on average, be 1000
false positives. Several approaches can be used to correct for the multiple
testing, the most common being familywise error rates (FWE) (Hochberg
and Tamhane, 1987). A familywise signiﬁcance states how likely it is that
at least one of many tests (for example one out of 20 000 brain voxels)
results in a false rejection of the null hypothesis. Familywise error rates
correspond to corrected p-values. Another approach is to instead use the
false discovery rate (FDR) (Genovese et al., 2002), which is less conservative
than the familywise error rate. The FDR is the proportion of false positives
among those tests for which the null hypothesis is rejected. FDR methods
yield q-values instead of p-values.
The simplest approach for familywise error rates is to use Bonferroni correction, where the p-value threshold is divided by the number of tests
(or equivalently, the estimated p-values are multiplied with the number
of tests). The problem is that the voxels in an activity map are spatially
correlated and the tests are thereby not independent. Bonferroni correction
can therefore yield conservative signiﬁcance thresholds. An approach that
considers the smoothness of the activity map is random ﬁeld theory (Adler,
1981). The corrected p-value pc is with random ﬁeld theory, for voxel level
inference, calculated as (Nichols and Hayasaka, 2003)
pc ≈ λ(Ω) |Λ|1/2 z 2 e−z

2 /2

(6.21)

where λ(Ω) is the Lesbegue measure of the search region (normally the number of brain voxels being tested), |Λ| is the roughness (inverse of smoothness) of the activity map and z is the test value of the voxel. The roughness
is estimated as the spatial covariance matrix of the activity map (e.g. by
using Sobel ﬁlters). For a certain corrected p-value, one solves the equation
to ﬁnd the required test value z.
Random ﬁeld theory has been developed for voxel level (Worsley et al.,
1992; Friston et al., 1995b), cluster level (Friston et al., 1994) and set
level inference (Friston et al., 1996a). Random ﬁeld theory has not only
been developed for the GLM, but also for CCA (Worsley et al., 2004) (but
unfortunately not for RCCA). The major problem with random ﬁeld theory
is that it relies on a large number of assumptions (Nichols and Hayasaka,
2003), for example that the activity map is suﬃciently smooth. A general
recommendation is to use a Gaussian smoothing kernel with a FWHM that
is, at least, twice the voxel dimension (Poldrack et al., 2011).
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"Mr. Kim, we’re Starfleet officers. Weird is part of the job."
Captain Janeway

7.1

Introduction

Although CCA often may be preferrable to the GLM, a problem with CCA
based fMRI analysis is that it is much harder to calculate signiﬁcance
thresholds and p-values. The reason for this, is that the distribution of
canonical correlation coeﬃcients is rather complicated (Constantine, 1963;
Friman, 2003). For RCCA, there is no parametric null distribution. An
asymptotic distribution has been found, but resampling methods are more
convenient (Das and Sen, 1996).
A trend in fMRI is the usage of multi-voxel approaches (e.g. CCA) to
detect brain activity, compared to using one voxel at a time (e.g. the
GLM). A popular approach is to train a classiﬁer to recognize diﬀerent
types of brain activity and then interpret the importance of each voxel
as an activity map (Mourao-Miranda et al., 2005; Martino et al., 2008).
The searchlight algorithm (Kriegeskorte et al., 2006; Åberg and Wessberg,
2008; Björnsdotter et al., 2011) combines the voxels within a sphere to
create an as good classiﬁer as possible. The classiﬁcation performance of
the sphere is saved in the center voxel as a measure of brain activity. For
these approaches, it is also hard to calculate signiﬁcance thresholds and
p-values. The only solution is to apply non-parametric methods (Siegel,
1957).
One subﬁeld of non-parametric statistics is resampling methods, which
mainly consists of bootstrap tests, permutation tests and randomization
tests. Cross-validation is sometimes also considered to be a resampling
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method and a common goal is to evaluate the performance of a classiﬁer.
For a leave-one-out cross-validation, one sample is used as validation data
and the rest of the data is used as training data. This procedure is repeated
until all the samples have been used as validation data once. The drawback with this kind of cross-validation is that it is very computationally
demanding.
Resampling methods in fMRI were ﬁrst investigated in the middle of the
1990’s (Holmes et al., 1996; Brammer et al., 1997) and continued during the 21st century (Nichols and Holmes, 2001; Belmonte and YurgelunTodd, 2001; Nichols and Hayasaka, 2003; Hayasaka and Nichols, 2003, 2004;
Tillikainen et al., 2006). Non-parametric fMRI analysis has mostly been
used for multi subject fMRI, and not that often for single subject fMRI.
The reason for this, is that a random permutation test requires the data to
be exchangeable under the null hypothesis. Activity maps from diﬀerent
subjects can be seen as independent, but the timeseries of a single dataset
contain auto correlation (Woolrich et al., 2001). To be able to apply a
random permutation test to single subject fMRI data, the timeseries ﬁrst
have to be decorrelated. The decorrelated timeseries can be permuted and
then be recorrelated. The auto correlation problem is further complicated
by the fact that the spatial smoothing that is applied in fMRI changes the
auto correlation structure of the data. The only solution to always have
null data with the same properties is to perform the spatial smoothing in
every permutation, which signiﬁcantly increases the processing time. The
smoothing problem is more obvious for CCA based fMRI analysis, where
several ﬁlters are applied to the fMRI volumes (Friman et al., 2003). If
the ﬁlters are applied prior to the permutations, more than one timeseries
have to be permuted for every voxel and these timeseries will have slightly
diﬀerent auto correlations.

7.2

Resampling

The main idea of resampling, or computational statistics, is to empirically
estimate the null distribution of the test statistics, by repeating the statistical analysis for data that is similar to the original data. The new data
is generated by resampling the original data, with (bootstrap) or without
(permutation) replacement. For the randomization test, the data is considered ﬁxed and the random selection of the experimental design is used
to justify a relabelling of the data. For the GLM, the permutation test and
the bootstrap test resample the observations Y , while the randomization
test resamples the design matrix X. The advantage with the randomization test is that it can be applied even if the timeseries are correlated. In
Table 7.1 the main diﬀerences between randomization, permutation and
bootstrap tests are summarized (Nichols and Hayasaka, 2003).

7.3 Resampling in single subject fMRI
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Table 7.1: Diﬀerences between randomization, permutation and bootstrap
tests (Nichols and Hayasaka, 2003).
P-values
Assumption
Inference
Models

Randomization
Exact
Randomized experiment
Sample only
Simple

Permutation
Exact
H0 -exchangeability
Population
Simple

Bootstrap
Approximate
i.i.d.
Population
General

For the permutation test and the randomization test, exact p-values are
only obtained if all the possible permutations are used. For a timeseries
with 100 values there exists 9.3 · 10157 possible permutations, it is obviously
not practically possible to repeat the statistical analysis for all of them.
This is not a problem, as a small subset of all the permutations, say 10
000, normally is suﬃcient to obtain p-values with a small variance (Dwass,
1957). When a subset of all the permutations are used, the permutation
test is called a random permutation test or a Monte Carlo permutation
test.
The diﬀerence between a bootstrap test and a permutation test is best
described with an example. Consider a timeseries with the values
1, 2, 3, 4, 5, 6, 7, 8, 9. If the timeseries is resampled with replacement
(bootstrap), the result can be 4, 3, 2, 5, 8, 3, 9, 6, 2. Note that the
values 2 and 3 appear more than once. If the timeseries is resampled
without replacement (permutation), the result can be 3, 2, 8, 5, 6, 9, 1, 7,
4. Note that each value only appears once, as in the original timeseries. One
example of when a bootstrap test can be applied, but not a permutation
test, is if one wishes to estimate the distribution of a mean value. As the
mean of a timeseries is invariant to a permutation, a permutation test is
useless while a bootstrap test still can be applied, as it is more general.
In fMRI the permutation test is, by far, the most common non-parametric
approach. We are not aware of any fMRI study that has used a bootstrap
test for statistical inference. The use of randomization tests in fMRI is also
uncommon, a single exception has been found (Raz et al., 2003).

7.3

Resampling in single subject fMRI

As previously mentioned, the timeseries in an fMRI dataset can not be
resampled directly. Several approaches are possible for the resampling, the
most common being whitening transforms (Locascio et al., 1997; Brammer
et al., 1997), Wavelet transforms (Bullmore et al., 2001; Breakspear et al.,
2004) and Fourier transforms (Laird et al., 2006). We chose to use the
whitening transform approach, as it has been shown to perform better
than the other two approaches (Friman and Westin, 2005).
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The main idea of whitening is to estimate a generating model, for example
an auto regressive (AR) model, for each timeseries and to use this model
to whiten the data. An AR model states that a timeseries x(t) is generated
as
x(t) = α1 x(t − 1) + α2 x(t − 1) + ... + αp x(t − p) + e(t),
(7.1)
where e(t) is Gaussian white noise and p is the order of the AR model. The
parameters α1 , α2 , ..., αp can be estimated by solving the following equation
system, which is given by the Yule-Walker equations
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The formula for rY (τ ) is given by
rY (τ ) =

N
X
1
x(t)x(t − τ ),
σ 2 (N − τ − 1)

(7.2)

t=1+τ

where x(t) is a timeseries with zero mean, N is the number of time samples
and σ 2 is the variance. The whitening is ﬁnally performed as
w(t) = x(t) −

p
X

α̂i x(t − i).

(7.3)

i=1

The whitened timeseries w(t) can be permuted without violating the exchangeability criterion. Each timeseries is then recorrelated by simulating
the estimated AR model, using the permuted whitened timeseries as innovations, i.e. as
p
X
px(t) =
α̂i px(t − i) + pw(t),
(7.4)
i=1

where pw(t) is a permuted whitened timeseries and px(t) is a permuted
timeseries with the same auto correlation structure as the original timeseries
x(t). The estimation of AR parameters and the whitening is independently
done for all the voxel timeseries in the fMRI dataset.
One problem is that a rather large number of timesamples is required to
obtain good estimates of the AR parameters. To improve the estimates,
another possibility is to take advantage of the fact that neighbouring voxels
should have similar AR parameters, by applying spatial smoothing to the
estimates (Worsley et al., 2002; Gautama and Hulle, 2004). To further
improve this idea, one should use normalized convolution (Knutsson and
Westin, 1993), to avoid that the smoothing is aﬀected by noise outside
the brain. Figure 7.1 shows distributions of smoothed estimated AR(4)
parameters for a typical fMRI dataset.

7.4 Multiple testing
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Figure 7.1: Distributions of estimated AR(4) parameters for a typical fMRI
dataset.

7.4

Multiple testing

Non-parametric statistics can also be used to solve the problem of multiple
testing. For a permutation test, this is done by only saving the maximum
test value of the activity map in each permutation, in order to estimate
the null distribution of the maximum test statistics. Corrected p-values
are then calculated as the percentage of maximum test values that are
larger than or equal to the test value in each voxel. The random ﬁeld
theory approach tries to model the behaviour of the tail of the maximum
null distribution, but a large number of assumptions are required (Nichols
and Hayasaka, 2003). Flowcharts for parametric and non-parametric fMRI
analysis, by a random permutation test, are given in Figure 7.2.

7.5

Cluster level inference

Permutation tests can of course also be used for cluster level inference (Bullmore et al., 1999; Hayasaka and Nichols, 2003), and not only for voxel level
inference. The only diﬀerence compared to voxel level inference is that the
extent, or the mass (Tillikainen et al., 2006), of the largest cluster is saved
in each permutation. With a permutation test, it is also possible to combine the ideas of voxel intensity and cluster extent (Hayasaka and Nichols,
2004). A combination will both detect a high test value in a single voxel
and a cluster of voxels with rather high test values.
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Figure 7.2: Left: Flowchart for parametric fMRI analysis. The significance
threshold is calculated from a parametric null distribution and the
problem of multiple testing is solved by using Bonferroni correction
or random field theory. Right: Flowchart for non-parametric fMRI
analysis by using a random permutation test. In each permutation a
new dataset is created and analysed, to empirically build the null distribution. In order to estimate the null distribution of the maximum
test statistics, to calculate p-values that are corrected for multiple
testing, only the maximum test value, or the extent of the largest
cluster, is saved in each permutation.

7.6 Computational complexity
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Figure 7.3: Resulting distribution of the corrected significance threshold, when
1000 and 10 000 permutations were used.

7.6

Computational complexity

Resampling methods are easy to implement but the main limitation is
their computational complexity, which is probably the main reason why
non-parametric approaches are not that common in fMRI. To repeat the
statistical analysis 10 000 times can take several hours or days. To speedup
the permutation test and make it practicable, one can take advantage of
the computational power of the graphics processing unit (GPU) (Shterev
et al., 2010; Hemerta and Dickerson, 2011). We believe that non-parametric
approaches will become more common, as the computational performance
increases.
To investigate the diﬀerence between 1000 and 10 000 permutations, the
random permutation test was repeated 1000 times. The resulting distributions of the corrected signiﬁcance threshold is given in Figure 7.3. These
plots would have taken a total of about 17.4 and 174 days to generate with
a standard C implementation. With a multi-GPU implementation, they
took about 2.3 and 18 hours to generate.
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Figure 7.4: Estimated familywise error rates for Bonferroni correction, random
field theory (RFT) and a random permutation test (RPT). The true
familywise error rate is 5%.

7.7
7.7.1

Verifying the random permutation test
Simulated data

To verify that the random permutation test yields correct results, simulated
data was ﬁrst used. A signiﬁcance threshold for p = 0.05 (corrected for
multiple testing) was calculated and then 10 000 Gaussian white noise
datasets were generated (for each amount of smoothing), analysed and
thresholded. If the signiﬁcance threshold is correct, signiﬁcant activity
should be found in 500 out of the 10 000 noise datasets. The estimated
familywise error rates for Bonferroni correction, random ﬁeld theory and
the random permutation test are given in Figure 7.4. Bonferroni correction
yields correct thresholds for low amounts of smoothing, but is conservative
for high amounts of smoothing. For random ﬁeld theory the thresholds
are conservative, except for very high amounts of smoothing. The random
permutation test yields correct thresholds for all amounts of smoothing.

7.7 Verifying the random permutation test
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Real data

To verify the random permutation test with real data may at ﬁrst seem
impossible, as the true brain activity is unknown. If the test subject simply
rests during the whole fMRI experiment, there should not be any brain
activity that is correlated to a randomly selected regressor (for example a
block based design with blocks of 20 seconds). Rest data can hence be used
to verify that the random permutation test yields correct thresholds for real
data. If a familywise signiﬁcance threshold of 5% is used, signiﬁcant brain
activity should, on average, be found in 5 out of 100 rest datasets. The
idea of using rest datasets to estimate familywise error rates in fMRI is not
new (Zarahn et al., 1997), but the number of datasets used were merely 17.
One problem still remains, a large number of rest datasets is required. The
estimated familywise error rate follows a binomial distribution where p is
equal to the signiﬁcance threshold and N is the number of datasets. For N
= 100 and a signiﬁcance threshold of 5%, the 95% conﬁdence interval of the
estimated familywise error rate is approximately 1.5 - 9% (see Figure 7.5),
for N = 1000 the 95% conﬁdence interval is approximately 3.6 - 6.3% (see
Figure 7.6). One hundred rest datasets is clearly not suﬃcient for a good
estimate of the familywise error rate. To collect 1000 rest datasets is,
however, very expensive and cumbersome. Fortunately, resting state fMRI
data is commonly collected to study functional connectivity (Biswal et al.,
1995). In the 1000 functional connectomes project (Biswal et al., 2010), a
large number of rest datasets have been collected at 41 diﬀerent institutions.
A total of 1484 rest datasets (85 GB) were therefore downloaded from the
project homepage,
http://fcon_1000.projects.nitrc.org/ ,
and analysed with the random permutation test. Out of the 1484 datasets,
97 were collected with a repetition time of 1 s, 796 with a repetition time
of 2 s and 214 with a repetition time of 3 s. For white noise it is suﬃcient
to investigate the signiﬁcance thresholds for a single regressor (design),
as white noise has the same energy for all frequencies and phases. This
is not necessarily true for fMRI rest data. For this reason, the random
permutation test was tested with four block based designs (B1, B2, B3,
B4) and four event related designs (E1, E2, E3, E4). The length of rest
and activity periods are given in Table 7.2. The 1484 rest datasets were
also analysed in SPM8 (http://www.ﬁl.ion.ucl.ac.uk/spm/), which is one
of the most common software packages for fMRI analysis. The analysis was
done for seven amounts of smoothing (4, 6, 8, 10, 12, 14, 16 mm FWHM),
as random ﬁeld theory requires a suﬃciently smooth activity map.
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Figure 7.5: Distribution of estimated familywise error rate, when 100 datasets
are used. The true familywise error rate is 5%.

Figure 7.6: Distribution of estimated familywise error rate, when 1000 datasets
are used. The true familywise error rate is 5%.
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Table 7.2: Length of activity and rest periods, for the block based (B) and the
event related (E) designs, R stands for randomized.

Paradigm
B1
B2
B3
B4
E1
E2
E3
E4

Activity periods (s)
10
15
20
30
2
4
1-4 (R)
3-6 (R)

Rest periods (s)
10
15
20
30
6
8
3-6 (R)
4-8 (R)

The estimated familywise error rates for SPM8 are given in Figures 7.7(a)
and 7.7(b). The familywise error rates are higher for low frequency paradigms,
which is consistent with the 1/f model that is often used for fMRI noise
(Zarahn et al., 1997; Friston et al., 2000). The familywise error rates are
also, in general, higher for shorter repetition times (i.e. higher sampling
rates). This is explained by the fact that the auto correlation of a sampled
signal, as function of the sample distance, increases with the sampling rate
(but the auto correlation as function of the time distance is constant). This
eﬀect has previously been observed for fMRI data (Purdon et al., 2001),
but it is not very often discussed in the fMRI community.
For the random permutation test, 10 000 permutations were used for each
dataset. The resulting familywise error rates for 8 mm of smoothing are
given in Figures 7.8(a) and 7.8(b). To repeat the random permutation test
for all amounts of smoothing would take about 4 months. The random
permutation test works rather well for the block based designs, while the
signiﬁcance thresholds are slightly liberal for the event related designs and a
repetition time of 3 seconds. The reason for this is probably that the event
related designs, especially E3 and E4 that have randomized on and oﬀ
periods, have a wider spectra than the block based designs. These designs
are thereby more sensitive to that the whitening prior to the permutations is
correct. The signiﬁcance thresholds are in general too high for cluster based
thresholds. A possible explanation is that cluster based thresholds are more
sensitive to the whitening used, the SPM software yields higher familywise
error rates for cluster based thresholds. To improve the permutation test, it
would be interesting to look into non-stationary noise models (Milosavljevic
et al., 1995; Long et al., 2005; Luo and Puthusserypady, 2007). There are
several reasons why non-stationary noise models can be better, for example
that the heart rhythm and the respiratory rate are normally not constant
over time.

62

Chapter 7. Non-Parametric fMRI Analysis

(a)

(b)

Figure 7.7: Familywise error rates for SPM8 as function of paradigm and repetition time. The parallel lines represent different amounts of smoothing (4 - 16 mm), more smoothing yields lower familywise error rates.
The true familywise error rate of 5% and the 95% confidence intervals are included as reference.
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(a)

(b)

Figure 7.8: Familywise error rates for the random permutation test as function
of paradigm and repetition time, for 8 mm of smoothing. The true
familywise error rate of 5% and the 95% confidence intervals are
included as reference.

64

7.8

Chapter 7. Non-Parametric fMRI Analysis

Comparing parametric and
non-parametric significance thresholds

To compare parametric and non-parametric signiﬁcance thresholds, a single
fMRI dataset was ﬁrst used. The paradigm was a simple on-oﬀ design with
blocks of 20 s. The estimated null distribution of maximum t, for 100 000
permutations, is given in Figure 7.10 and the estimated thresholds are given
in Figure 7.11. Signiﬁcance thresholds from random ﬁeld theory and the
random permutation test are for the 1484 rest datasets given in Figure 7.9.
It is clear that the parametric approaches yield signiﬁcance thresholds that
are too low, resulting in high familywise error rates. The main reason for
this is likely to be that the residuals from the GLM are not white, but
contain more energy at low frequencies. SPM applies whitening with an
AR(1) + white noise model (equivalent to an ARMA(1,1) model), which is
the same for all voxels (Friston et al., 2000). The random permutation test
applies whitening with an AR(4) model prior to the permutations, as the
permutation test requires the samples to be exchangeable under the null hypothesis, which is individual for each voxel (Worsley et al., 2002). Original
and whitened spectra, averaged over the 97 datasets with a repetition time
of 1 s, are for SPM8 given in Figure 7.12 and for the random permutation
test given in Figure 7.13. It is clear that the auto correlation model used in
SPM fails to whiten the residuals. There is more energy at low frequencies,
which explains why low frequency paradigms yield higher familywise error
rates. The SPM software was created in the middle of the 1990’s, when
it was common to use very long repetition times (one of the ﬁrst fMRI
experiments used a repetition time of 7 s). This can be an explanation
to why a simple auto correlation model is used. Now it is, on the other
hand, possible to use sub-second repetition times (Feinberg et al., 2010).
Other fMRI software packages, such as FSL, AFNI and fmristat (Worsley
et al., 2002), use more advanced models of the auto correlation. It would
be interesting to repeat the empirical study for these software packages, to
see if the familywise error rates are closer to the expected ones.

7.8 Comparing parametric and
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Figure 7.9: Maximum t-test values, significance thresholds from random field theory (RFT) and a random permutation test (RPT), for 8 mm of
smoothing and 1484 rest datasets. The RFT threshold is almost constant, while the RPT threshold varies between the datasets. Note
that the significance thresholds from the random permutation test
are highest for datasets with a repetition time of 1 s (datasets 1 - 59
and 1005 - 1042).
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Figure 7.10: Estimated null distribution of the maximum t statistics, for 8 mm
of smoothing. The significance thresholds for corrected p = 0.05
are marked with BC (Bonferroni correction), RFT (random field
theory) and RPT (random permutation test). Random field theory
and Bonferroni correction yield significance thresholds that are too
low, which results in high familywise error rates.

Figure 7.11: Significance thresholds from random field theory (RFT), Bonferroni correction and a random permutation test (RPT), for different amounts of smoothing. A typical fMRI dataset was used. The
paradigm was a simple on-off design (20 s activity, 20 s rest).
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Figure 7.12: Top: Average spectrum of standardized original residuals from
SPM8, for a repetition time of 1 second. Bottom: Average spectrum of standardized whitened residuals from SPM8.
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Figure 7.13: Top: Average original spectrum, for a repetition time of 1 second.
Bottom: Average spectrum after voxel-wise AR(4) whitening.

7.9 Using the random permutation test
for CCA based fMRI analysis
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Using the random permutation test
for CCA based fMRI analysis

By using the random permutation test, it is ﬁnally possible to compare activity maps from the GLM and CCA in an objective way, by thresholding
the activity maps at the same signiﬁcance level. The estimated null distribution of the maximum canonical correlation, for 100 000 permutations, is
for a typical fMRI dataset given in Figure 7.14.

Figure 7.14: Estimated null distribution of the maximum canonical correlation,
for 8 mm of smoothing. The significance threshold for corrected p =
0.05 is marked with RPT (random permutation test). Random field
theory and Bonferroni correction cannot be used, as they require a
parametric null distribution.

For a simple motor task, the resulting activity maps for the GLM and CCA
are given in Figure 7.15. It is clear that CCA detects a higher number of
signiﬁcantly active voxels (to say that CCA based fMRI analysis is more
correct than GLM based fMRI analysis is impossible for real data, as the
true brain activity is unknown).
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Figure 7.15: By using a random permutation test it is possible to calculate significance thresholds and p-values for CCA based fMRI analysis.
Thereby it is also possible to compare activity maps from the GLM
and CCA in an objective way. All the activity maps have been
thresholded at the same significance level, p = 0.05 (corrected for
multiple testing). The neurological display convention is used (left
is left) and 1-p is shown instead of p. For the top activity maps each
fMRI slice was smoothed separately, while 3D smoothing was used
for the bottom activity maps. It is clear that 3D smoothing yields
a higher number of significantly active voxels than 2D smoothing,
and that CCA detects a higher number of significantly active voxels
than the GLM.
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Multi-step permutation tests

The random permutation test described is a single-step, or single threshold,
procedure. A problem with single-step permutation tests is that the same
signiﬁcance threshold is applied to all the voxels (or clusters) in the activity
map. The result is that the statistical power can vary spatially, as the
voxels (or clusters) can have diﬀerent null distributions. To increase the
statistical power, while still controlling for multiple testing, a solution is to
instead use multi-step permutation tests (Pesarin and Salmaso, 2010). The
main idea is to iteratively detect signiﬁcant areas, remove them from the
analysis and re-estimate the null distribution for the remaining areas. For
voxel level inference, a step-down permutation test is started as a singlestep permutation test. The null distribution of the maximum test statistics
is estimated, a signiﬁcance threshold is calculated and the maximum test
value of the activity map is compared to this threshold. If the test value is
higher than the threshold, the voxel is declared as active and removed from
further analysis. The step-down procedure continues by estimating the null
distribution for the remaining voxels and again compares the maximum test
value to the empirically calculated threshold. The procedure continues until
the maximum test value is smaller than the threshold. A modiﬁcation is to
declare all voxels with a test value larger than the threshold as signiﬁcant
in each step (compared to one voxel per step).
To our knowledge, multi-step permutation tests in fMRI were ﬁrst described
by Holmes et al. (1996) but are very rarely used in fMRI, an exception is the
work by Belmonte and Yurgelun-Todd (2001). The obvious reason is that
multi-step permutation tests are even more computationally demanding
than single-step permutation tests. By using the computational power of
the GPU, multi-step permutation tests are low-hanging fruits for future
research.
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"Oh, you know the story. Girl meets boy, girl modifies boy’s subroutines ..."
Captain Janeway

8.1

Introduction

It is a well-known fact that several areas of the brain work together to
solve a task. A simple motor tasks normally results in bilateral activation
of the primary motor cortex, the somatosensory cortex and the supplementary motor area. Current methods for analysis of fMRI data, however,
only apply local analysis. To improve detection of spatially separate areas
working together, a non-local approach to fMRI analysis is presented in
this chapter. The approach originates from combining ideas for functional
connectivity analysis (Biswal et al., 1995) and regular fMRI analysis. Nonlocal means (Buades et al., 2005), which is an image denoising algorithm,
was also a source of inspiration.

8.2

Extending CCA to non-local analysis

Canonical correlation analysis can be used to ﬁnd the linear combination
of temporal and spatial basis functions, that yields the highest correlation.
The temporal basis functions are, for example, the stimulus paradigm convolved with the hemodynamic response function and its temporal derivative. The spatial basis functions (s) can be an isotropic Gaussian lowpass ﬁlter and its derivative (with respect to the width parameter sigma) (Friman,
2004). This enables CCA to adaptively use ﬁlters with diﬀerent size in different parts of the fMRI data. The two basis functions in 1D are given in
Figure 8.2, two plausible ﬁlter combinations are given in Figure 8.3 and
two implausible ﬁlter combinations are given in Figure 8.4. Restricted
CCA (Das and Sen, 1994) is normally used to prevent implausible ﬁlter
combinations, in our case a simpler approach is used. The optimal ﬁlter
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weights are ﬁrst obtained from CCA and are then, if necessary, simply
projected into the valid subspace.
To enable non-local analysis, the spatial weight vector γ can be extended
from γ = [s1 s2 ]T to γ = [sa1 sa2 sb1 sb2 ]T , where a and b represent two
diﬀerent brain areas. The non-local CCA approach can thereby ﬁnd the
best ﬁlter combination for two brain areas, for example a large ﬁlter in the
primary motor cortex and a small ﬁlter in the supplementary motor area.
The main diﬀerence compared to functional connectivity analysis (Biswal
et al., 1995), is that the two activity areas together have to be correlated to
the stimulus paradigm, rather than simply being correlated to each other.
The main diﬀerences between the GLM, CCA and non-local (NL) CCA are
presented in Figure 8.1.

Figure 8.1: A comparison between the basic ideas of GLM, CCA and NL CCA.
The GLM simply finds the best temporal weights for each voxel timeseries. CCA finds the best combination of temporal and spatial basis
functions for one activity area, while NL CCA finds the best combination for two activity areas.

8.2 Extending CCA to non-local analysis
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Figure 8.2: Left: The first spatial basis function, a Gaussian filter kernel.
Right: The second spatial basis function, the derivative of a Gaussian filter kernel (with respect to the width parameter sigma).

Figure 8.3: Left: By adding a portion of the second basis function to the first, a
larger lowpass filter can be created. Right: By subtracting a portion
of the second basis function from the first, a smaller lowpass filter
can be created.

Figure 8.4: Left: By adding a too large portion of the second basis function, the
filter becomes implausible. Right: By using a large negative weight
on the first basis function, the filter becomes implausible.
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The major problem is how to select the two activity areas. A suggestion
is to ﬁrst apply functional connectivity analysis, and then apply non-local
activity analysis to the brain areas that are correlated (Ng et al., 2011).
A more straightforward approach is to simply go through all the pairwise
voxel combinations and, for each voxel, select the voxel combination that
yields the highest correlation. There are two problems with this approach.
First, for a typical fMRI dataset with 20 000 brain voxels, there will be 400
million combinations to explore. Second, the probability of ﬁnding a high
correlation among a large number of correlations is rather high. To reduce
the computational load, and to reduce the probability of always ﬁnding
a high correlation, an ad-hoc solution is proposed. First apply ordinary
local CCA and threshold the activity map at, for example, half of the
maximum correlation. Then apply non-local CCA to the voxels that survive
the threshold. To neglect voxels with a low correlation is reasonable, as two
voxels that separately have a correlation of, for example, 0.1 are unlikely
to together produce a correlation of something like 0.7.
To prevent that activity in the second brain area is spread to the reference brain area, where the found activity is saved, the length of the two
subvectors (γ a = [sa1 sa2 ]T , γ b = [sb1 sb2 ]T ) of the spatial weight vector γ
are compared. If the second weight vector, γ a , is longer than the reference
weight vector, γ b , the found correlation set to zero. The reference area
should have the highest contribution to the found activity. It is also easy
to include a distance threshold (e.g. 10 voxels), which ensures that CCA
really combines information from two diﬀerent brain areas. The resulting
algorithm is given below.

8.3

Statistical inference and
computational complexity

To derive a parametric null distribution for the proposed algorithm is intractable. Fortunately, the non-parametric approach can easily be used to
calculate signiﬁcance thresholds and p-values. The non-local analysis is
performed in every permutation, which places high demands on the computational performance. To perform a random permutation test with 10
000 permutations for all possible voxel combinations, would for an fMRI
dataset with 20 000 brain voxels require the calculation of about four trillion
(4 · 1012 ) canonical correlations. If 1000 voxels survive the initial threshold, and 1000 permutations are used instead of 10 000, the calculations are
reduced to about a billion canonical correlations.

8.3 Statistical inference and
computational complexity
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apply local CCA
threshold the activity map
for all (reference) brain voxels that survived
the threshold from local CCA
for all (current) brain voxels that survived
the threshold from local CCA
is the spatial distance between the reference voxel and
the current voxel larger than the distance threshold?
yes
calculate the canonical correlation between the
temporal basis functions and the joint filter responses
from the reference voxel (xr,yr,zr)
and the current voxel (xc,yc,zc)
is the magnitude of the spatial weight vector higher
for the current voxel than for the reference voxel?
yes
set the correlation to 0
end
no
set the correlation to 0
end
end
save the highest correlation in the reference voxel (xr,yr,zr)
end
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Simulated data

Simulated data was ﬁrst used to compare NL CCA to local CCA and the
GLM. Activity with diﬀerent noise levels was inserted into a number of
boxes. The ground truth and the resulting activity maps are given in
Figure 8.5.

Figure 8.5: Top: From left to right, activity maps for: ground truth, GLM,
CCA, NL CCA. The activity maps are normalized between 0 and
1. The reason that the CCA activity maps are rough, is that a large
number of covariances have to be estimated from a rather low number
of time samples. Smooth activity maps can be achieved by using
covariance pooling (Holmes et al., 1996). Bottom: The activity
maps thresholded at 0.8.

8.5

Real data

To compare NL CCA to the GLM and local CCA for real data, datasets
from two simple motor tasks were used. The subject periodically activated
the left or the right hand (20 s activity, 20 s rest). The resulting activity
maps are given in Figure 8.6. By using the random permutation test, the
activity maps can be thresholded at the same signiﬁcance level (corrected
p = 0.05). The dataset previously used for comparing the GLM and CCA,
Figure 7.15, is not one of the two used datasets. For these two datasets, the
GLM and CCA detects a similar number of signiﬁcantly active voxels, while
NL CCA clearly detects a higher number of signiﬁcantly active voxels. NL
CCA detects signiﬁcant activity in the left and the right motor cortex, in
the supplementary motor area, in the somatosensory cortex and even in the
visual cortex, which may seem strange. The subject received instructions
through a pair of goggles. During activity, ﬂickering images showed which
hand to activate. During rest, no ﬂickering occurred. The activity in the
visual cortex was probably caused by this periodic ﬂickering. Examples of
combined brain areas are given in Figure 8.7.

8.5 Real data
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Figure 8.6: A comparison between corrected p-values from the GLM, CCA and
NL CCA for two simple motor tasks. The activity maps have been
thresholded at the same significance level, p = 0.05 (corrected for
multiple testing). The neurological display convention is used (left is
left) and 1-p is shown instead of p. NL CCA clearly detects a higher
number of significantly active voxels than the GLM and CCA.
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Figure 8.7: An example of brain areas that have been combined by the non-local
CCA algorithm. By combining information from the left and the
right motor cortex (MC), the supplementary motor area (SMA) and
the dorsolateral prefrontal cortex (DLPFC), more brain activity can
be detected.

9
Real-time fMRI Analysis

"Impossible is a word that humans use far too often."
Seven of Nine

9.1

Introduction

The ﬁeld of real-time fMRI started in 1995, when an incremental algorithm
for the GLM was invented (Cox et al., 1995). The regression weights were
updated for each new brain volume, rather than re-calculated, such that the
statistical analysis could be performed in real-time. In 1999 an algorithm
for real-time head motion correction was presented (Cox and Jesmanowicz,
1999). Since then, a lot of work has been conducted, resulting in a number
of sub ﬁelds of real-time fMRI.
During conventional fMRI experiments, the subjects normally follow a stimulus paradigm. In this case, the on and oﬀ activations are known and it is
possible to compare each voxel timeseries with the stimulus paradigm. If
the subject, on the other hand acts freely, in order to, for example, control
a dynamical system, the ground truth is not known and other techniques
have to be used. Another diﬀerence is that in conventional fMRI, all the
data is available for the analysis. In real-time fMRI, it is common that only
a part of the data is available. An example of this is that the analysis is
performed on a sliding time window (Gembris et al., 2000; Nakaia et al.,
2006).
Real-time fMRI places high demands on computational performance, as for
example motion correction has to be applied in real-time. A solution to this
can be to use a parallel platform, e.g. a PC cluster (Goddard et al., 1997;
Bagarinao et al., 2003). A more convenient solution is to use the graphics
processing unit (GPU). Using the GPU for medical image processing is
described in the next chapter.
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One possible clinical application of real-time fMRI is to learn how to suppress your own pain (deCharms et al., 2005). Another possibility is to use
real-time fMRI as a tool for stroke (Carey et al., 2002) and Parkinson (Wu
and Hallett, 2005) patients, to be able to train the damaged brain area and
receive real-time feedback for more eﬃcient training. Real-time fMRI can
even be used to help people stop smoking (Chiu et al., 2010). Other possible
applications of real-time fMRI are given in a recent overview (deCharms,
2008).

9.2

Brain computer interfaces

If the brain activity is analysed in real-time, the result can be feed back to
the subject in order to close the loop between data analysis and stimulus
presentation. This kind of setup is often called a brain computer interface
(BCI), as brain and computer can work together to solve a given task, for
example, to regulate the brain activity (Weiskopf et al., 2003). Another
example of an fMRI based BCI is the work by Yoo et al. (2004), who
performed spatial navigation in a labyrinth, by imagination of diﬀerent activities. Lee et al. (2009) made a preliminary study on a thought controlled
robotic arm by using an fMRI based BCI. Sitaram et al. (2007) describe
how fMRI based BCIs can be used as a tool for neuroscientiﬁc research
and treatment. Prior to fMRI, EEG was the only possibility to create noninvasive BCIs. Some examples are the work by Birbaumer (2006) and Wolpaw et al. (2002), which made EEG based BCIs for communication and
control.

9.3

Comparing EEG and fMRI

EEG measures the electrical activity of neurons, by placing electrodes on
the skull. In fMRI, diﬀerences in blood ﬂow are measured, which are believed to be related to the brain activity.
Brain computer interfaces have mainly used EEG, as the temporal resolution of the EEG signal is about 5 kHz, compared to about 0.5 Hz for fMRI.
Even though the EEG signal is normally lowpass ﬁltered and downsampled
to around 100 Hz, the temporal resolution is superior to fMRI. A problem
with the EEG signal is that the experiment has to be repeated 15-20 times
and averaged, as the signal is weak and noisy. With the help of compressed
sensing (Lustig et al., 2007), and more advanced receiver coils, the temporal
resolution of fMRI can be increased. Another problem in fMRI is the delay
of the BOLD signal, which can make it hard to control a dynamical system
in real-time. As previously described, there is, however, a small initial dip
in the BOLD response which occurs almost instantly. By looking for this
small dip (Yacoub and Hu, 1999), it is possible to circumvent the BOLD
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delay, if the SNR is high. This can be achieved using MR scanners with
stronger magnetic ﬁelds, 7 T (Yacoub et al., 2001) or as high as 11 T.
The spatial resolution of fMRI is, however, much higher than for EEG,
which normally uses 20 - 256 electrodes. An inverse problem has to be
solved, in order to obtain the spatial location of the activity. The reason
for this is that each electrode picks up activity from, more or less, all the
neurons in the brain. Solving the inverse problem is normally done with
the help of independent components analysis (ICA). If a brain volume is
acquired every other second, the number of brain voxels can be in the order
of 20 000 - 30 000. In practice, it is not that common to use 256 electrodes
during an EEG experiment, as it takes a lot of time to place them and
obtain good conduction. If 20 EEG electrodes are used, according to the
international 10-20 system (Niedermeyer and da Silva, 2004), the usable
bandwidth for EEG is about 2 000 samples per second (20 electrodes at
100 Hz), while the usable bandwidth for real-time fMRI is about 10 000
samples per second (20 000 brain voxels at 0.5 Hz). EEG is also quite old
and has probably reached its potential, while fMRI is still evolving rapidly.
Another way to look at it is that for EEG data, there is an uncertainty of
where the brain activity is, as rather few electrodes are used. For fMRI
data, the uncertainty is instead when the brain activity occurred.

9.4

Combining EEG and fMRI

An appealing idea is to combine EEG and fMRI, to obtain the best of both
worlds. One problem is that the gradient ﬁelds from the MR scanner will
introduce severe artefacts in the EEG signal. It is also necessary to use a
special EEG cap that can be used in the MR scanner. The cap needs to have
additional resistors on each channel, to prevent burning of the skin. These
resistors will further degrade the strength of the EEG signal. Nevertheless,
some work about combining EEG and fMRI has been done (Deneux and
Faugeras, 2006; Correa et al., 2009).

9.5

Classification of brain activity

The main problem with BCIs that use real-time fMRI is that if the subject
acts freely, there is no stimulus paradigm to compare each voxel timeseries
with. On the other hand, if the brain activity is used as input to a BCI, it is
not necessary to know the amount of activity in each voxel. It is suﬃcient
to know the type of activity at each timepoint, e.g. if the subject is resting,
activating a hand or thinking about diving. This leads to classiﬁcation
of brain activity. If one wishes to obtain a voxel-wise amount of brain
activity for experiments without a stimulus paradigm, a solution is to use
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exploratory, or data-driven, fMRI analysis (Friman et al., 2002; Calhoun
et al., 2003). Esposito et al. (2003) applied ICA to a sliding window of fMRI
data in real-time.
Classiﬁcation of brain activity has been done both for conventional fMRI
(Cox and Savoy, 2003) and for real-time fMRI (LaConte et al., 2005; Laconte et al., 2007; LaConte, 2011). Support vector machines (SVM) is a
popular approach, which also has been used to calculate activity maps by
using the importance of each voxel (Mourao-Miranda et al., 2005; Martino et al., 2008). Artiﬁcial neural networks (ANN) (Haykin, 1999) have
been used in our case, as they provide suﬃcient classiﬁcation performance
and are easy to implement and understand. Our work has only considered
oﬄine training of the classiﬁer, i.e. by ﬁrst collecting training data, but
recent work shows that online training is theoretically possible (Plumpton
et al., 2010). The GPU can be required to re-train the classiﬁer for each
new sample, if a volume of data is acquired every other second.

9.6

Balancing an inverted pendulum by thinking

The ﬁrst BCI consisted of an inverted virtual pendulum, which could be
balanced by motor activity. The pendulum was pushed to the left by activating the left hand and to the right by activating the right hand. If the
subject was resting, no force was applied (except the gravitational force).
Imagination of motor activities induces brain activity which is very similar
to actually performing a motor task. This makes it possible to balance the
pendulum by thinking. The experiment setup of the ﬁrst BCI is given in
Figure 9.1. The simulation of the inverted pendulum was performed by
solving the diﬀerential equations that describe the dynamics of the system.
In each timepoint, the applied forces are summed and are then used to
calculate the current angular acceleration. A small timestep is then taken
to update the angular velocity and the angle of the pendulum.
In order to classify the brain activity, a one layer ANN with three output
nodes was used. The brain activity was classiﬁed as the activity corresponding to the output node with the highest output. The subject ﬁrst
performed a training sequence, in order to obtain training data for the
ANN. The training sequence consisted of four equivalent periods, each consisting of 20 seconds of left hand activity, 20 seconds of rest and 20 seconds
of right hand activity. A volume of data was collected each second, resulting
in 240 training vectors for the ANN. Each volume had the resolution of 80 x
80 x 10 voxels, each with a spatial resolution of 3 x 3 x 3 mm. To train the
classiﬁer on the brain voxels only, a spatial mask was used. About 9000 of
the 64000 voxels were considered to be inside the brain. As the dimension
of each training vector, 9000, is much higher than the number of training
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Figure 9.1: The experiment setup for the first brain computer interface using
real-time fMRI. The subject observes the pendulum. The activity
for each new volume of data is classified and sent to the pendulum
simulator. The arrow shows the current classification of the brain
activity.

vectors, 240, a linear activation function was used, to prevent over-ﬁtting of
the training data. The training of the ANN was done for a ﬁxed number of
iterations. A better approach would be to use cross validation in order to
know when to stop the training of the classiﬁer. Cross validation is rather
computationally demanding, by using the computational power of the GPU
it could be possible to train and objectively evaluate the classiﬁer prior to
the real-time phase.
The ﬁrst approach was not to use all the brain voxels, but to ﬁnd important
voxels by ﬁrst running a conventional fMRI analysis. This did, however,
not work as well as using all the brain voxels. One reason can be that
too few voxels were used (about 10). A better result might have been
achieved if 50 or 100 voxels were used instead. Another possible approach
is to train the classiﬁer a large number of times, and each time remove
the voxel corresponding to the smallest weight in the weight vector. This
would, however, take a rather long time. A more sophisticated method
for selecting important brain voxels for brain state discrimination has been
proposed by Åberg and Wessberg (2008). A two layer neural network was
also implemented and tested, but it did not improve the classiﬁcation performance. The reason is mostly due to the fact that the classiﬁer fails for
the transitions between diﬀerent activities.
The subject was able to balance the pendulum during a test run of 7 minutes. In another test run the classiﬁcations and the angle of the pendulum
was saved during the real-time phase. To justify the success of the controller, Figure 9.2 shows the logged angle of the pendulum and the classiﬁed
activity during the real-time phase. The ﬁgure shows that the subject could
balance the pendulum for about 250 s. The ﬁgure also shows the dynamical
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properties of the pendulum. To validate that this signiﬁcantly diﬀers from
chance, 5000 simulation runs of 800 s each were performed with the pendulum simulator with random activity. Out of 59 446 simulated balancing
attempts, 35 (0.059%) were longer than 250 s.

Figure 9.2: The figure shows the angle of the pendulum, the red line, and the
classifications of activity, the blue stars, as a function of time in
the real-time phase. If the angle exceeds − π2 or π2 the pendulum is
restarted and the angle is set to zero, this happened 9 times in this
real-time phase. The test subject has to compensate for the delayed
BOLD-signal by changing activity a few seconds in advance. It is
easy to see that the test subject needed a couple of attempts to learn
the dynamics of the system. The effective force applied to the pendulum depends on the angle of the pendulum as cos(α). Angle 0 means
that the pendulum is standing straight up, − π2 means that the pendulum lies along the negative x-axis and π2 means that the pendulum
lies along the positive x-axis. This means that it is easy to move the
pendulum when it is standing straight up, but it takes a long time to
straighten it up if the angle is close to − π2 or π2 . If the activity is
classified as left activity, a force to the left on the pendulum is applied
and the angle of the pendulum decreases. If the activity is classified
as right activity, a force to the right is applied and the angle of the
pendulum increases. If the activity is classified as rest, no force is
applied (other than the gravitational force) and the pendulum continues to rotate in its current angular direction. Between approximately
timepoint 350 and 600 in the figure, the pendulum was successfully
balanced by the subject.

9.7 A communication interface
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In this setup the motion correction did not yet work in real-time, but was
used oﬄine and did not signiﬁcantly aﬀect the classiﬁcation performance.
To further verify that the balancing of the pendulum did not work due to
head motion, as it would be possible for the classiﬁer to learn the position
of the head for left and right hand activity, the importance of each voxel
was calculated. The voxels in the motor cortex were found to be the most
important for the classiﬁer.

9.7

A communication interface

The second BCI was a communication interface, which was used for communication between the subject in the MR scanner and a person outside
the scanner. The idea of using a BCI for communication is not new, it
has previously been done with EEG (Birbaumer, 2006). Some people have,
however, claimed that fMRI is far too slow for a communication interface.
In this setup the subject was given ﬁve degrees of freedom, by classifying
between ﬁve classes instead of three classes. As the hand and the foot
are rather separated in the motor cortex, they are suitable for giving the
subject four degrees of freedom. By also using resting as one class, the
ﬁve classes are achieved. Moving of the feet might introduce large head
motion, moving of the toes was therefore used instead. A virtual keyboard,
with all the letters and functions for space and delete, was shown to the
subject, see Figure 9.3. The subject could steer a cursor to highlight the
diﬀerent letters, and select them by resting for a couple of seconds. The
subject could thereby create words and communicate with a person outside
the MR scanner.

Figure 9.3: The communication interface that is presented to the subject in the
MR scanner. The subject can steer the red cursor, by performing
different motor activities.
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One aspect that arose during the creation of this BCI, is that the order
of the activities in the training sequence will aﬀect the performance of the
classiﬁer. If ﬁve equal training sequences are used, the training data will be
biased, since it only contains 5 out of the possible 20 activity transitions.
The classiﬁer will not be equally good at discriminating when the activity, for example, changes from left hand to left toes as when the activity
changes from left toes to left hand. By permuting the training sequence in
each period, the classiﬁer will be trained on all the possible activity transitions, without increasing the time for data collection. This BCI might seem
similar to the BCI by Yoo et al. (2004), which navigated in a labyrinth by
imagination of diﬀerent activities. They, however, required 2 minutes of
data and 20 seconds of calculations for each step in the labyrinth. Their
setup is, thus, not really a real-time fMRI system.
The activation function in the ANN was changed to a softmax activation
function, such that the output from the nodes can be interpreted as posterior probabilities. The softmax activation function is deﬁned as
exp(qi )
pi = Pn
,
j=1 exp(qj )

(9.1)

where pi is the output from node i and qi is the input to an output node.
The resulting probabilities for one of the permuted datasets is given in
Figure 9.4, the ﬁve diﬀerent classes are visualized with diﬀerent colours.
It is clear that the classiﬁer is quite certain of what the brain activity is
during long periods of the same brain activity. As a new type of activity
is approached, the probability of the current activity decreases at the same
time as the probability of the new activity increases. This could be used in
order to earlier detect a change of brain activity.

9.7 A communication interface

89

Figure 9.4: The outputs of the five nodes in the ANN as function of time, for
one of the permuted datasets. Since a softmax activation function is
used, the outputs can be interpreted as posterior probabilities. The
five different activities are represented with different colours. Note
that the probability of a new activity increases at the same time as
the probability of the old activity decreases. This could be used in
order to earlier detect a change of activity.

Figure 9.5: The resulting trajectory from the real-time phase, where the subject
in the MR scanner communicated with the operator of the BCI. The
message from the operator is given in green, the cursor is a red square
and the active letter is highlighted in red. The answer from the subject
is given in blue. The trajectory of the cursor is also given in blue
and the locations where a letter was selected are marked with small
red squares.
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To verify that the setup works, the subject was given the task to answer a
question by using the interface. The subject was asked to write the brand
of his motorcycle and the subject tried to write ’Guzzi’ (which is short for
the Italian motorcycle brand ’Moto Guzzi’). The subject could move the
cursor on the virtual keyboard and select letters by resting for 4 seconds.
The resulting trajectory from the real-time phase is given in Figure 9.5. It
is obvious that it is rather easy to move the cursor longer distances, for
example from ’Z’ to ’I’, while it is hard to stop at a certain letter. The
subject did not attempt to correct the spelling, as it takes a rather long
time to move the cursor to a letter and select that letter.
In this setup the motion correction algorithm had been optimized to run
in real-time during the experiment (without using the GPU). One possible
application for this communication interface, is to let locked-in people communicate with the outside world (Kübler et al., 2001). EEG is, however,
probably a better solution, as only an EEG cap is required.

9.8

Visualization of brain activity in real-time

If real-time fMRI analysis is used, the ﬁrst application one might think
of is to visualize the brain activity in real-time, compared to presenting a
static activity map. This can result in interactive brain mapping, where
the physician can ask the subject to perform diﬀerent tasks and directly
see the result. This could be very useful for planning of brain tumour
surgery (Möller et al., 2005; Beyer et al., 2007; Rieder et al., 2008). If
an open MR scanner is used, it would be possible to perform the surgery
at the same time as the brain activity is estimated (Zimmermann et al.,
2000). The brain activity can also be feed back to the subject, such that
the subject can monitor its own brain activity.
One diﬃculty is the presentation of the brain anatomy and the brain activity. The brain activity is normally simply put on the surface of the brain or
on top of a 2D slice, which can make it hard to see the anatomical structure
of the brain. By instead treating the activity signal as a light source, the
anatomical structure can be emphasized rather than concealed. In order
to achieve this, a multi-resolution approach has to be used (Hernell et al.,
2007), as the anatomical T1 volume and the fMRI activity map are of very
diﬀerent resolution. The resulting visualization of using such an approach
is given in Figure 9.6.

9.8 Visualization of brain activity in real-time
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As a demonstration of the real-time setup, at CMIV in Linköping, fMRI
analysis was performed in real-time, on a sliding time window. In Norrköping, a city about 45 kilometers from Linköping, the brain activity was
visualized on a 15 m dome at the Visualization Center C. The audience
could, through a webcam interface, ask the subject in Linköping to perform
diﬀerent tasks and after a minute, to allow new data to enter the sliding
window, the new brain activity pattern was presented to the audience on
the dome screen.

Figure 9.6: By treatening the activity as a light source, it is easy to see the activity and the anatomical structure at the same time. This image
was created by Tan Khoa Nguyen and Anders Ynnerman at the division of visual information technology and applications (VITA) in
Norrköping. This nice brain belongs to Dr. Mats Andersson.

10
Medical Image Processing on the
GPU

"You’re in love with a computer subroutine."
Tuvok

10.1

Introduction

Many of the presented algorithms are computationally demanding, which
complicates research and practical use. Real-time fMRI requires that the
data is processed while the subject is in the MR scanner, in order to close
the feedback loop. Resampling methods require the data to be analysed
1000 - 10 000 times, to empirically build the null distribution.
During the last decades, the graphics processing unit (GPU) has evolved
from mainly being used for computer graphics, to be an important tool
for high performance computing. A major advantage is that a consumer
graphics card, such as the Nvidia GTX 580 shown in Figure 10.1, does not
cost more than 500$. In this chapter, the basic concepts of medical image
processing on the GPU are therefore presented. Historically, programming
of the GPU has been diﬃcult and specialized programming languages were a
major obstacle that prevented researchers from utilizing the computational
power of the GPU. Today, GPU programming is rather easy and several
programming interfaces are available.

10.2

Parallel calculations

While the central processing unit (CPU) of any computer is good at serial
calculations and branching, the GPU is designed for parallel calculations.
A modern CPU has 4-12 processor cores and can run in the order of 8 - 24
threads at the same time. The current state of the art GPU from Nvidia
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Figure 10.1: The Nvidia GTX 580 graphics card, which is equipped with 512
processor cores and costs about 500$.

has 512 cores and can run about 30 000 threads at the same time. When
a task is performed on the GPU, a large number of threads are used. Each
thread performs a small part of the calculations, for example the ones for a
speciﬁc pixel in an image. The threads are divided into a number of blocks,
the grid, with a certain number of threads per block. A block index and a
thread index are used by each thread to calculate a memory address. The
idea of grid, blocks and threads is presented in Figure 10.2.

10.3

Memory types

A big diﬀerence between a CPU and a GPU is that a GPU has several
memory types, such as global memory, shared memory, texture memory,
constant memory and registers. The diﬀerent memory types of a GPU are
shown in Figure 10.3.
The global memory for the CPU and the GPU are rather similar, except
for the memory bandwidth, which is much higher for the GPU. Many GPU
implementations are, despite this fact, bound by the memory bandwidth,
rather than by the computational performance. To hide the memory latencies, it is beneﬁcial to use a large number of threads, such that some
threads can do calculations while other threads wait for reading from or
writing to the global memory. When accessing the global memory, it is
important that the writes and reads are coalesced. By using the wide data
bus, a lot of reads or writes can be done in a single memory transaction.
The size of the global memory is in the order of 256 MB to 6 GB.
To circumvent the bandwidth problems with the global memory, the shared
memory should be used when possible, as it has a much higher bandwidth.
All the threads in the same block can access the shared memory. A good

10.3 Memory types

95

Figure 10.2: Calculations on the GPU are performed by a large number of
threads. The threads are divided into a number of blocks, called
the grid, with a certain number of threads per block. Each thread
has a block index and a thread index, that is used to calculate a data
index.

approach is to read data from global memory into shared memory, perform
the calculations by using the shared memory and then write the result back
to the global memory. The size of the shared memory is for the Nvidia GTX
580 48 KB per multiprocessor. Convolution is one application where the
shared memory is very useful, as convolution for two neighbouring pixels
mainly uses the same data.
The registers are speciﬁc for each thread, to store variables that are needed
for the calculations made by each thread. Registers is the fastest memory
type, but are limited in numbers.
The constant memory can be used for constants that will be read by all the
threads. The advantage compared to global memory, is that the constant
memory is cached, and thereby much faster. The size of the constant
memory is currently 64 KB.
If the threads read the data in a local but not coalesced manner, texture
memory should be used since it is cached and can provide a speedup to
using ordinary global memory. Another advantage of the texture memory
is that it has hardware support for linear interpolation, which is very useful
in, for example, image registration applications.
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Figure 10.3: The hardware model for Nvidia graphic cards. Each multiprocessor
has a number of processor cores. The Nvidia GTX 580 contains 16
multiprocessors, each containing 32 processor cores, resulting in a
total of 512 processor cores. Note the different types of memory:
registers, shared memory, constant memory, texture memory and
global (device) memory. All the threads in the same block can read
and write to the shared memory. Each processor core has a number
of registers, to store variables that are specific for each thread.

10.4 The CUDA programming language
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The CUDA programming language

The CUDA programming language is based on the C programming language, with extensions for parallel calculations and copying data to and
from the graphics card. CUDA only works for graphic cards from Nvidia.
OpenCL (Open Computing Language) is another programming language,
which can be used to program any type of hardware, e.g. GPUs.
A small
vectors,
vectors.
for-loop

code example for pointwise multiplication of the elements of two
b and c, is given below, N is here the number of elements in the
First, ordinary C code that runs on the CPU is presented. A
is used to loop over all the elements in the vectors.

for (i = 0; i < N; i++)
{
a[i] = b[i] * c[i];
}
Below is CUDA code that runs on the GPU, in this case the code is written
for multiplication of one element. One thread per element is launched,
such that each thread only performs one multiplication. Before the kernel
(function) is launched, the number of blocks is deﬁned with dimGrid and
the number of threads per block is deﬁned with dimBlock. For several
reasons, that not will be mentioned here, it is optimal if the number of
threads per block is a multiple of 32, for example 256 or 512. Since this
is a one dimensional problem, the blocks will be one dimensional but they
can have up to three dimensions.
dimBlock.x = 256, dimBlock.y = 1, dimBlock.z = 1
The number of blocks that are needed depends on the number of elements,
and the number of threads per block, such that
dimGrid.x = ceil(N/256), dimGrid.y = 1, dimGrid.z = 1
Note that the ceil function is used to round the number of blocks upwards,
in order to get a suﬃcient number of blocks. If there are 257 elements in
the vector, 2 blocks with 256 threads each have to be used, but 255 of the
threads in the second block will not do anything. Each thread calculates a
data index from its block index and thread index, in order to know what
part of the data to operate on.
int i = blockIdx.x * blockDim.x + threadIdx.x;
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The actual code for the calculation is the same as for the CPU code
if (i < N)
{
a[i] = b[i] * c[i];
}
Note that the CPU loops over all the elements in the vector, while the GPU
instead uses the parallelism such that each thread calculates the result for
one element of the vector. If the same operation is to be performed on a
number of pixels in an image, the dimensions of the grid and the blocks
can be deﬁned as
dimBlock.x = 16, dimBlock.y = 16, dimGrid.z = 1
dimGrid.x = ceil(WIDTH/16), dimGrid.y = ceil(HEIGHT/16), dimGrid.z = 1
where WIDTH is the number of columns in the image and HEIGHT is the
number of rows. The x and y coordinates can be calculated as
int x = blockIdx.x * blockDim.x + threadIdx.x;
int y = blockIdx.y * blockDim.y + threadIdx.y;
and the position of the pixel in the memory is, if the pixels are stored row
by row, given by
int i = x + y * WIDTH;
To achieve coalesced memory reads in this 2D case, it is therefore important
that the threads read along the x-direction, and not along the y-direction.

10.5

Image registration on the GPU

Image registration is one of the most common applications of GPU computing (Shams et al., 2010). One reason is that the texture memory can
be used for extremely fast translations and rotations, as there is hardware
support for linear interpolation.
Phase based volume registration suits the GPU well. Convolution with nonseparable quadrature ﬁlters in each iteration is the most demanding part of
the algorithm. Convolution can be done by utilizing the shared memory, as
previously described. To calculate phase diﬀerences, phase gradients and
certainties is perfectly suited for the GPU, as the calculations are done
in exactly the same way for every voxel. For parametric registration, the
setup of the equation system requires summation over all the elements.
This summation can also be done in parallel, by using a parallel reduction
scheme.

10.6 Image denoising on the GPU
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Image denoising on the GPU

Image denoising is commonly applied in a clinical context. For CT data,
the goal is often to reduce the amount of radiation. The problem is that
the amount of noise then increases. To reduce the radiation without loosing
image quality, image denoising can be used. Today it is possible to scan
the thorax of a subject in about 0.25 s. This makes it possible to capture
4D data (3D + time) of a beating heart. In order to not harm the patient,
the radiation has to be reduced, compared to collecting a single volume.
To apply image denoising to a 4D dataset containing 20 volumes of the
resolution 512 x 512 x 450 voxels is extremely computationally demanding
and does thereby not have much clinical value.
The ﬁrst step to reduce the computational load, was to design a new set of
ﬁlters for local structure estimation. By using monomial ﬁlters (Knutsson
et al., 2011), instead of quadrature ﬁlters (Knutsson, 1989), the number of
ﬁlters for local structure estimation in 4D can be reduced from 24 to 14.
To apply monomial enhancement ﬁlters to the dataset recently described,
however, still requires about 375 000 billion multiplications and additions.
To make 4D denoising practicable, a GPU implementation was made and
resulted in a signiﬁcant speedup.
One problem with large 4D datasets is the limited size of the global memory
on the GPU. A standard Nvidia GTX 580 has 1.5 GB of memory, while
a 4D dataset of the resolution 512 x 512 x 450 x 20 requires about 9.4
GB of memory to be stored as 32 bit ﬂoats. The only solution is to process the dataset in smaller parts, which reduces the eﬃciency of the GPU
implementation.
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fMRI analysis on the GPU

To utilize the GPU for fMRI analysis is a rather new concept, while parallel
approaches are not (Goddard et al., 1997; Bagarinao et al., 2003). Generally, fMRI analysis suits the GPU well as the activity, or connectivity,
for one voxel can be calculated independently of other voxels. The most
common usage is, so far, to speedup functional connectivity analysis (Liu
et al., 2010; Gembris et al., 2010). A GPU accelerated interactive interface
was created by us, where the user easily can change the reference voxel
and directly see the resulting connectivity map in a 3D rendering. Most of
our work has been focused on to speedup non-parametric fMRI analysis,
in order to for example calculate signiﬁcance thresholds and p-values for
CCA based fMRI analysis. The result is a signiﬁcant reduction in processing time, compared to using an optimized CPU implementation. The
GPU makes it practically possible to apply more advanced brain activity
detection algorithms and to analyse large datasets (such as the functional
connectomes dataset).
To use the GPU for real-time fMRI analysis is an exciting idea, as more
advanced fMRI analysis then can be performed while the subject is in the
MR scanner. Real-time fMRI analysis on the GPU has not yet been done,
but is intended for future research.

11
Summary of Papers

"If there’s nothing wrong with me...maybe there’s something wrong with the
universe!"
Dr. Crusher

11.1

Introduction

This chapter provides brief summaries of the enclosed papers. Most of the
material in the papers have been covered in the ﬁrst part of the thesis.

11.2

Paper I - Using Real-Time fMRI to Control
a Dynamical System by Brain Activity
Classification

This paper describes the ﬁrst brain computer interface (BCI), where the
subject was able to balance a virtual inverted pendulum by activating the
left or right hand or resting. The pendulum was pushed to the left by
activating the left hand and to the right by activating the right hand. The
pendulum was aﬀected only by the gravitational force if the subject was
resting. The brain activity was classiﬁed by a one layer artiﬁcial neural
network (ANN), which was trained with a training dataset prior to the
real-time phase. The subject was also able to balance the pendulum by
imagination of the activities, as imagination of motor activities generates
similar brain activity. In this setup the motion correction did not run in
real-time.
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Paper II - A Brain Computer Interface for
Communication Using Real-Time fMRI

The ﬁrst BCI was in this paper extended to handle ﬁve classes, such that
the subject could use four degrees of freedom to move a cursor on a virtual
keyboard. The last degree of freedom was used to select letters to create
words. The linear activation function was changed to a softmax activation
function, such that the outputs from the ANN could be interpreted as
posterior probabilities. The ANN was also proven to be superior to a
support vector machines (SVM) classiﬁer. In this setup, the phase based
motion correction algorithm had been optimized and ran during the realtime phase (without using the GPU).

11.4

Paper III - Using the Local Phase of the
Magnitude of the Local Structure Tensor for
Image Registration

Phase based image registration can be superior to intensity based image
registration, but there are occasions when the phase based approach also
fails. In this paper the local phase idea is extended, by applying the quadrature ﬁlters to the magnitude of the local structure tensor, rather than to
the image intensity. By doing so, invariance both to the image intensity
and to the type of local structure is achieved. This makes it possible to
register a dark line in one image to a bright line in another image, or even
a dark line to a dark to bright edge. Only the shape of the objects are used
for the registration.

11.5

Paper V - True 4D Image Denoising
on the GPU

Image denoising is often applied in a clinical context. For CT data, the goal
is normally to reduce the amount of radiation that is applied to the subject.
A GPU implementation of a 4D image denoising algorithm, using monomial
ﬁlter sets, is described in this paper. The development of monomial ﬁlters
was done prior to this paper. To apply true 4D denoising to a dataset of
the resolution 512 x 512 x 445 x 20 can require as much as 375 000 billion
multiplications. The GPU increases the clinical value of true 4D image
denoising, and makes it practically possible to evaluate diﬀerent algorithms
and parameter settings.

11.6 Paper IV - fMRI Analysis on the GPU
- Possibilities and Challenges

11.6
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Paper IV - fMRI Analysis on the GPU
- Possibilities and Challenges

In this paper we describe how to perform preprocessing and statistical
analysis of fMRI data by using the GPU. The computational power of the
GPU is necessary for the future increase in temporal and spatial resolution,
to use non-parametric statistics for fMRI analysis and for more advanced
fMRI analysis in real-time. Processing times for the GPU implementation,
an optimized CPU implementation and SPM8 are compared.

11.7

Paper VI - Fast Random Permutation Tests
Enable Objective Evaluation of Methods
for Single Subject fMRI Analysis

As the computational power of the GPU practically enables non-parametric
fMRI analysis, this paper describes how to perform random permutation
tests for single subject fMRI data. The random permutation test requires
that the data is exchangeable under the null hypothesis, diﬀerent whitening
approaches are therefore implemented and tested. As a result of the random permutation test, signiﬁcance thresholds for CCA based fMRI analysis
are calculated and an objective comparison between activity maps from the
GLM and CCA is made. Parametric signiﬁcance thresholds from Bonferroni correction and random ﬁeld theory are compared to thresholds from
the random permutation test.

11.8

Paper VII - Does Parametric fMRI
Analysis with SPM Yield Valid Results?
- An Empirical Study of 1484 Rest Datasets

The random permutation test indicated that parametric signiﬁcance thresholds can be liberal, while they normally are considered as conservative in
fMRI. The only way to verify this for real data is to analyze a large number
of rest (Null) datasets, to estimate true familywise error rates. One major
problem with such an empirical study is that a large number, say 1000, of
rest datasets is needed. For this reason, 1484 rest datasets from the NITRC functional connectomes project were downloaded and analyzed with
SPM8 and with a random permutation test. For a familywise signiﬁcance
threshold of 5%, signiﬁcant activity was with SPM8 detected in 1%-70%
of the rest datasets. When the datasets were analyzed with the random
permutation test, signicicant activity was found in 1%-19% of the datasets.
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Paper VIII - A Functional Connectivity
Inspired Approach to Non-Local
fMRI Analysis

A non-local approach to brain activity detection is presented. By combining information from diﬀerent brain areas, compared to only using local
averaging, more brain activity can be detected. This approach to fMRI
analysis can be seen as a combination of ideas for regular fMRI analysis
and functional connectivity analysis. The non-local means algorithm for
image denoising was also a source of inspiration. The random permutation
test was used to calculate signiﬁcance thresholds and p-values. A comparison with the GLM and local CCA indicates that the non-local approach
detects a higher number of signiﬁcantly active voxels.

12
Discussion

"I’ve been resting for two days straight, and resting makes me feel - well restless."
Neelix
fMRI research has been conducted for about 20 years, but a lot of problems
remain to be resolved. By using the computational power of the GPU, the
fMRI analysis can become more advanced and rely on a smaller number
of assumptions. The ﬁrst CCA based approach to fMRI analysis was published more than 10 years ago (Friman et al., 2001). In this thesis, the
ﬁrst objective comparison to the GLM has been made on real data, by
thresholding the activity maps at the same signiﬁcance level.
The GPU also makes it possible to analyse large amounts of data, such as
the 1484 rest datasets from the functional connectomes project, in a small
amount of time. This is important for veriﬁcation of (parametric) methods
used in fMRI, which, in my opinion, is an aspect that has been overlooked
by the fMRI community. Methods for single subject fMRI should ﬁrst be
veriﬁed, before one moves on to multi subject fMRI.
This thesis has only presented a glimpse of possible GPU applications for
fMRI analysis. Ideas for future research include
• More advanced brain computer interfaces
• More advanced fMRI analysis in real-time
• More advanced conventional fMRI analysis
• Non-stationary noise models, for more accurate familywise error rates
• Multi-step permutation tests, to increase the statistical power
• CCA based fMRI analysis for multi-subject fMRI
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