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Abstract
Vision and infrared sensors are very common in surveillance and security applications, and there are numerous examples where a critical infrastructure, e.g. a
harbor, an airport, or a military camp, is monitored by video surveillance systems.
There is a need for automatic processing of sensor data and intelligent control of
the sensor in order to obtain efficient and high performance solutions that can
support a human operator. This thesis considers two subparts of the complex
sensor fusion system; namely target tracking and sensor control.
The multiple target tracking problem using particle filtering is studied. In particular, applications where road constrained targets are tracked with an airborne
video or infrared camera are considered. By utilizing the information about the
road network map it is possible to enhance the target tracking and prediction
performance. A dynamic model suitable for on-road target tracking with a camera is proposed and the computational load of the particle filter is treated by a
Rao-Blackwellized particle filter. Moreover, a pedestrian tracking framework is
developed and evaluated in a real world experiment. The exploitation of contextual information, such as road network information, is highly desirable not
only to enhance the tracking performance, but also for track analysis, anomaly
detection and efficient sensor management.
Planning for surveillance and reconnaissance is a broad field with numerous
problem definitions and applications. Two types of surveillance and reconnaissance problems are considered in this thesis. The first problem is a multi-target
search and tracking problem. Here, the task is to control the trajectory of an
aerial sensor platform and the pointing direction of its camera to be able to keep
track of discovered targets and at the same time search for new ones. The key
to successful planning is a measure that makes it possible to compare different
tracking and searching tasks in a unified framework and this thesis suggests one
such measure. An algorithm based on this measure is developed and simulation
results of a multi-target search and tracking scenario in an urban area are given.
The second problem is aerial information exploration for single target estimation
and area surveillance. In the single target case the problem is to control the trajectory of a sensor platform with a vision or infrared camera such that the estimation
performance of the target is maximized. The problem is treated both from an information filtering and from a particle filtering point of view. In area exploration
the task is to gather useful image data of the area of interest by controlling the
trajectory of the sensor platform and the pointing direction of the camera. Good
exploration of a point of interest is characterized by several images from different viewpoints. A method based on multiple information filters is developed and
simulation results from area and road exploration scenarios are presented.
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Populärvetenskaplig sammanfattning
Videoövervakning har blivit en del av vår vardag, på gott och ont. Det finns
storstäder som idag har miljontals videokameror i kontinuerligt bruk. Kameror
har i övervaknings- och säkerhetstillämpningar förekommit under hela TV-åldern
från mitten av 1900-talet. Till en början användes de främst i spaning och övervakning för militära ändamål och vid skydd av viktiga anläggningar, men idag
finns det ett myller av kameror i den offentliga miljön. Traditionellt sett består
ett videoövervakningssystem av ett antal analoga kameror. Videodata sänds via
kablar till ett operatörsrum där bilderna spelas in och granskas på monitorer av
en operatör. Teknikutvecklingen har dock gått framåt med snabba steg och idag
är trenden digitala högupplösta kameror där data skickas via trådlösa nätverk
till datorservrar uppkopplade på internet. Detta innebär att övervakningsdata är
åtkomligt för auktoriserade användare från i princip vilken plats som helst.
En annan trend är att övervakningskameror blir mer och mer mobila. Exempelvis
är det vanligt med pan-tilt-zoom-lösningar där det är möjligt att styra kamerans
riktning och zoom. Videoövervakning från flygande obemannade farkoster har
också ökat explosionsartat i militära tillämpningar. Det är bara en tidsfråga innan detta även blir vanligt för civila och polisiära ändamål, en bromsande kraft
i denna utveckling är dock reglementet inom flygsäkerhet. Flygande kamerasystem kan exempelvis användas för att kartera skog, hitta läckor i fjärrvärmesystem, upptäcka utsläpp, söka efter försvunna personer, övervaka demonstrationer
och idrottsevenemang, samt överblicka fordonstrafik, bränder och katastrofer.
Traditionellt sett har det varit en mänsklig operatör som granskat videodata för
att upptäcka eventuella intressanta händelser och objekt. Människan har en fantastisk förmåga att analysera bilddata, men hon har även en rad tillkortakommanden. En operatör kan t.ex. bara hålla koncentrationen uppe under relativt korta
tidsperioder och kan bara bearbeta en relativt begränsad mängd data åt gången.
Ett datorsystem däremot kan arbeta dygnet runt med stora datamängder utan utmattning. Utvecklingen av program för automatisk analys av bilddata går framåt
och idag finns t.ex. verktyg för automatisk rörelsedetektion, målföljning och ansiktsigenkänning. Det är dock fortfarande ett stort steg kvar innan de mänskliga operatörerna blir helt ersatta. Syftet med de automatiska analysfunktionerna
idag, och under den närmsta framtiden, är att avlasta operatören för att ge denne
möjlighet att koncentrera sig på de intressantaste fallen.
Det är även relevant med automatiska funktioner för styrning av mobila övervakningssystem. Målet är att styra riktningen hos kameran så att bästa möjliga
bildmaterial kan inhämtas för den aktuella övervakningsuppgiften. Ett exempel
kan vara då några personer inkräktar på ett skyddsområde. Kameran ska då
styras så att personerna kan följas i bilden. Svårighetsgraden ökar om de delar
upp sig på olika håll. Om inte personerna går att få med i samma vy måste kameran riktas växelvis mellan dem, men då riskerar man att tappa bort någon eller
till och med alla. Systemet måste alltså kunna avgöra när det är möjligt att följa
alla och göra de rätta prioriteringarna om följningsuppgiften blir för svår, och då
kanske koncentrera sig på endast ett fåtal av personerna.
vii
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I de fall kameran sitter på en obemannad flygande farkost är även flygrutten
viktig för resultatet. Farkosten ska då styras så att intressanta objekt och områden inte skyms av byggnader eller vegetation. Det är även relevant med styrfunktioner för avsökning av områden och längs med vägar. Med dagens avancerade
navigationssystem har ett flygande system goda förutsättningar att både veta var
den befinner sig och att med hög noggrannhet veta var den tittar och var den
har tittat. En mänsklig operatör har i allmänhet svårt att orientera sig, speciellt
då övervakningsuppgiften kräver att kameran styrs fram och tillbaka i olika riktningar.
Det finns alltså ett behov av automatisk analys av videodata och intelligent styrning av kamera och farkost för effektivare spaning och övervakning för skydd av
kritisk infrastruktur. Detta arbete behandlar ett antal funktioner för följning av
rörliga markmål och styrning av en flygande sensorplattform och dess kamera.
De markmål som speciellt behandlas i detta arbete är mål som rör sig längs med
vägar. Det kan gälla bilar på bilvägar eller människor på gångvägar. Kunskapen
om vägnätverket används för att minska osäkerheten hos skattningen av målets
aktuella position och hastighet, men även för att förbättra förmågan att prediktera dess framtida rutt. I denna avhandling behandlas en rad tekniska och beräkningsmässiga utmaningar som uppstår i detta målföljningsproblem. En metod för
att följa människor på gångvägar har utvecklats och framgångsrikt utvärderats i
ett fältförsök.
Bra prediktionsförmåga är en förutsättning för bra och effektiv styrning av kameran och farkosten då uppgiften är att hålla reda på flera mål. I detta arbete behandlas ett problem där uppgiften är att söka efter fordon längs med vägar och
när ett fordon upptäcks så ska man försöka hålla reda på var målet befinner sig
samtidigt som nya fordon söks, upptäcks och följs. Utmaningen ligger i att alla
fordon inte kan ses samtidigt utan den flygande plattformen måste planera sin
rutt och rikta kameran på ett sådant sätt att så många fordon som möjligt kan
följas. I denna avhandling har en metod utvecklats för hur man ska kunna välja
mellan att försöka återfinna gamla mål och att leta efter nya.
Ett annat relaterat problem som också behandlas är spaning av områden eller
vägnät. Planeringsproblemet innebär även i detta fall att styra farkosten och riktningen av kameran på lämpligt sätt. Olika spaningsmetoder för ett luftburet
kamerasystem har utvecklats i detta arbete och dessa metoder illustreras med
en rad simuleringar. Ett exempel kan ses på omslaget där en flygande farkost
med en styrbar kamera utforskar ett område. Illustrationen är från ett fågelperspektiv. Den gula-svarta linjen visar farkostens tidigare flygrutt. Den svart-gula
punkten i ena änden på linjen visar farkostens aktuella position och den gröna
fyrkanten visar vad kameran ser på marken för tillfället. Den blå linjen är den
planerade flygrutten och de röda fyrkanterna visar planen för hur kameran ska
riktas i framtiden. De grå och svarta fälten representerar hur väl området har utforskats. Svarta områden är helt outforskade och ju ljusare fälten är desto bättre
har de blivit utforskade. Kännetecknet för att ett område är väl utforskat är att
bilddata från olika infallsvinklar har inhämtats.
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1

Introduction

Vision and infrared sensors are very common in surveillance, reconnaissance and
security applications. There are numerous examples where a critical infrastructure, e.g. a harbor, an airport, or a military camp, is monitored by video surveillance systems. However, there are some bottlenecks in most surveillance systems
and there is usually a need for automatic processing of sensor data and intelligent
control of the sensors in order to obtain efficient and high performance solutions
that can support a human operator.
One problem stems from the constantly growing quantity of imaging sensors and
raw data, and there are many reasons why the functionalities of operator support
systems should be improved. The perception endurance of humans is limited to
quite short time intervals, while computers are tireless. Thus, for efficient 24/7
surveillance, there is a need for automatic anomaly detection capabilities that
make the human operator to focus on the most relevant parts of the data. Moreover, humans also have a limited ability of performing parallel tasks and most
people have bad sense of direction when observing a scene on a monitor. In some
surveillance applications it is important to discover changes in the surveillance
area compared to previous surveys. Change detection is a suitable task for a computer vision system, but generally a hard problem for humans due to limited
memory capability.
Although the number of surveillance sensors is large there is usually still a sensor
resource problem where it must be decided how the limited sensor capabilities
should be used in the best way. For instance, it is rarely possible to fulfill the
requirements of large area coverage and high resolution sensor data at the same
time.
This thesis considers two subparts of vision/infrared based surveillance and re3
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connaissance systems; namely target tracking and sensor management. The goal
of the target tracker is to keep track of detected targets despite issues like false
alarms and occlusion. The exploitation of contextual information is highly desirable not only for the enhancement of the tracking performance, but also for
anomaly detection and efficient sensor management. A main theme of this work
is the use of road networks and the estimation and prediction abilities are increasing by assuming that the targets are bounded by the road network. In this
thesis sensor management implies the planning of the pointing direction of the
vision sensor and usually also the planning of the sensor platform motion, e.g.
the flight trajectory of an unmanned aerial vehicle (UAV). A number of different
planning problems are considered; bearings-only target localization, aerial exploration, and multiple target search and tracking.

1.1

Vision/Infrared based Surveillance and
Reconnaissance System

Surveillance of critical infrastructure, like airports, harbors, nuclear plants, is
one example of application, Figure 1.1. The camera is usually stationary, but
pan/tilt/zoom functions are common. The task is to search for and detect intruders and unauthorized persons.

Figure 1.1: Surveillance of critical infrastructure. (By courtesy of Dowley.)

An example of a military scenario is convoy protection in an international mission. A dedicated unmanned aerial vehicle (UAV) with a gimballed infrared sensor, Figure 1.2, searches for threats along the mission road and maintaining the
“situation awareness” in a dynamic protection zone around and in front these vehicles of the convoy. In other words, explore the surroundings and search for
possible threats or interesting objects in a neighborhood of these vehicles and
when an interesting object is found track it and gather information about it.
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(a)

5

(b)

Figure 1.2: (a) Example of an unmanned aerial vehicle, here a RQ-7 Shadow
UAV (http://en.wikipedia.org/wiki/Shadow_200). (b) Example of a gyrostabilized sensor gimbal with an IR-sensor and a video camera. The gimbal
has two actuated degrees-of-freedom, pan and tilt.

1.1.1

Signal Processing Framework

The surveillance system requires functionalities such as image analysis (detection, classification, tracking, association, etc.), navigation, map building, multiple target tracking, and planning and control of the sensor platform. Figure 1.3
shows an overview of the signal processing framework. This framework is the
context of the tracking and planning parts treated in this thesis. From bottom
and up: the vision/infrared sensor, on a sensor platform, produces data that is
processed for generation of detection reports. These reports are used by a multitarget tracker to form tracks of the detected targets. The planning and control
block on top will provide a feedback control signal connecting to the sensor platform. All three signal processing blocks can be significantly enhanced by using
prior information and/or complementary information.

1.1.2

Target Tracking

Target tracking is the estimation of the current state and prediction of the future
states of a target based on measurements received from a sensor that is observing
it. Figure 1.4 shows two examples of infrared image frames with target detections
indicated by rectangles. A classical multi-target tracking framework is adopted
in this work and it consists of three sub-problems; detection, association, and estimation. The detections are treated by an association step where each observation
is assigned with a known target track. The state of each target is then estimated
and predicted by a single target filter, and the observations are used to improve
the result. If an observation cannot be assigned to a known target, a new tentative filter is initialized. The targets are mainly constrained objects, e.g. cars
moving on roads, and the proposed tracking method uses a road network map
as prior information to enhance the target tracking and prediction performance.
Different aspects of the road target tracking problem are treated and the result of
a pedestrian tracking real-world experiment is presented.
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Planning & Control
Tracks

Prior
Info
Database

Multi-target Tracking

User
Interface

Detections

Image Data Processing
Image & navigation data

Control signal

Sensor Platform
Sensor stimuli

Figure 1.3: Overview of the signal processing framework. Thick arrows represent sensor or information data, and thin arrows represent control signals.
The target tracking and the planning blocks are the main subjects of this
thesis.

1.1.3

Sensor Management

The goal of a sensor management system is to increase the level of autonomy and
improve the reconnaissance and surveillance performance by the use of planning
methods for aerial exploration, search and tracking. In other words, the flight
trajectory of the UAV and the pointing direction of a gimballed pan/tilt camera
should be such that the performance of the tracking and exploration is as good as
possible. For instance, assume that information about the location for a number
of targets is available, with some degree of certainty. This knowledge may originate from previous detections or from some external source. If all targets fit into
the field-of-view, the problem is straightforward. However, if it is only possible to
see one target at a time, the question is how to control the UAV motion and sensor
pointing direction so that no target is lost. The problem is that when the system
is looking for one target, all the other targets are moving and the knowledge of
their locations will be more and more uncertain.
The general planning problem is very complex due to the “curse of dimensionality” and suboptimal methods are necessary in order to handle complex surveillance missions. Usually, the planning framework is a hierarchy with a high-level
mission planner that decides which planning mode that should be active; each
planning mode solves a well-defined sub task. In practice, the trajectory planner of a UAV must also contain an autonomy constraints monitor and a collision
avoidance function, but such issues are neglected in this work.
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(a) Pedestrians.

7

(b) Vehicles.

Figure 1.4: Images from a QWIP (quantum well infrared photodetector) long
wave infrared sensor. An autonomous surveillance system must be able to
track targets, e.g., vehicles or pedestrians, and provide information about
the location and speed of each target.
Two different approaches are considered in the design of different planner methods. The first approach is based on Bayesian search theory. The basic problem
is to find a target as quickly as possible given some prior knowledge of where it
might be and detection probability models. The single target case is extended to
a multiple target search and tracking framework that treats the inherent conflict
between updating a known target or search for new targets. The second approach
is based on information theory. The basic problem, in this case, is an optimal trajectory planning problem for bearings-only tracking of a single target. In other
words, the problem is how to maneuver a UAV to achieve the best possible estimate of the target’s location while observing it with a vision sensor. This basic
problem is extended to an exploration framework where the UAV flight trajectory
and the pointing direction of a vision sensor are considered simultaneously.

1.1.4

Prior Information

Most surveillance missions will be in areas that are rather well known. Probably
the surveillance area has been surveyed several times earlier, or at least geographical information data, satellite imagery and maps are available, see Figure 1.5.
The question is how this knowledge can be used to enhance the target tracking
and planning tasks. For instance, when following a car it is usually a reasonable
assumption that the car is constrained to the roads. In this thesis knowledge
about road maps and buildings will be utilized.
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(a) Map.

(b) Orthophoto.

Introduction

(c) 3D model.

Figure 1.5: Examples of prior information. Map (a), orthophotos (b), satellite images, and geographical information data can be used for better target
search and tracking. If surveillance missions are performed regularly in the
same area, it is even reasonable to assume that a 3D model (c) is available.

1.2

Publications

Published work of relevance to this thesis are listed below in reverse chronological order.
P. Skoglar, U. Orguner, D. Törnqvist, and F. Gustafsson. Road target
search and tracking with gimballed vision sensor on a UAV. Submitted to Remote Sensing, 2012c.
P. Skoglar and D. Törnqvist. Simultaneous camera orientation estimation and road target tracking. 2012b. Submitted to 15th International
Conference on Information Fusion.
P. Skoglar. Information based planning for aerial exploration. Technical Report LiTH-ISY-R-3047, Department of Electrical Engineering,
Linköping University, 2012.
P. Skoglar, U. Orguner, D. Törnqvist, and F. Gustafsson. Pedestrian
tracking with an infrared sensor using road network information. EURASIP Journal on Advances in Signal Processing, 2012(1):26, 2012a.
ISSN 1687-6180.
F. Gustafsson, U. Orguner, T. B. Schön, P. Skoglar, and R. Karlsson.
Handbook of Intelligent Vehicles, chapter Navigation and Tracking of
Road-Bound Vehicles Using Map Support. Springer-Verlag London
Limited, 2012. To appear.
J. Rydell, G. Haapalahti, J. Karlholm, F. Näsström, P. Skoglar, K.-G.
Stenborg, and M. Ulvklo. Autonomous functions for UAV surveillance.
In International Conference on Intelligent Unmanned Systems, number ICIUS-2010-0145, 2010.
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Publications

U. Orguner, P. Skoglar, D. Törnqvist, and F. Gustafsson. Combined
point-mass and particle filter for target tracking. In IEEE Aerospace
Conferance, pages 1–10, March 2010.
P. Skoglar. Planning Methods for Aerial Exploration and Ground Target Tracking. Licentiate thesis no. 1420, Department of Electrical Engineering, Linköping University, SE-581 83 Linköping, Sweden, October 2009b.
P. Skoglar, U. Orguner, D. Törnqvist, and F. Gustafsson. Road target
tracking with an approximative Rao-Blackwellized Particle filter. In
The 12th International Conference on Information Fusion, 2009b.
P. Skoglar, U. Orguner, and F. Gustafsson. On information measures
based on particle mixture for optimal bearings-only tracking. In IEEE
Aerospace Conferance, Big Sky, Montana, USA, March 2009a.
P. Skoglar, J. Nygårds, and M. Ulvklo. Concurrent path and sensor
planning for a UAV - towards an information based approach incorporating models of environment and sensor. In IEEE/RSJ International
Conference on Intelligent Robots and Systems, pages 2436–2442, October 2006.
J. Nygårds, P. Skoglar, J. Karlholm, M. Ulvklo, and R. Björström. Towards concurrent sensor and path planning - A survey of planning
methods applicable to UAV surveillance. Scientific Report FOI-R–
1711–SE, ISSN 1650-1942, Swedish Defence Research Agency (FOI),
Division of Sensor Technology, SE-581 11 Linköping, Sweden, 2005.
M. Ulvklo, J. Nygårds, J. Karlholm, P. Skoglar, J. Ahlberg, and J. Nilsson. A sensor management framework for autonomous UAV surveillance. In Airborne Intelligence, Surveillance, Reconnaissance (ISR)
Systems and Applications II, Proc. SPIE, volume 5787, pages 48–61,
2005.
J. Nygårds, P. Skoglar, M. Ulvklo, and T. Högström. Navigation aided
image processing in UAV surveillance: Preliminary results and design
of an airborne experimental system. Journal of Robotic Systems, 21
(2):63–72, 2004.
M. Ulvklo, J. Nygårds, J. Karlholm, and P. Skoglar. Image processing
and sensor management for autonomous UAV surveillance. In Airborne Intelligence, Surveillance, Reconnaissance (ISR) Systems and
Applications XXVII, Proc. SPIE, volume 5409, pages 50–65, 2004.
P. Skoglar, M. Ulvklo, and J. Nygårds. Towards a framework for airborne EO/IR surveillance - an introduction to simultaneous localisation and map building. Technical Report FOI-R–1031–SE, ISSN 16501942, Swedish Defence Research Agency (FOI), December 2003.
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P. Skoglar. Modelling and control of EO/IR-gimbal for UAV surveillance applications. Scientific report FOI-R–0893–SE, Swedish Defence
Research Agency, SE-581 11 Linköping, Sweden, June 2003.

1.3

Contributions

This thesis gives a comprehensive presentation of multiple road target tracking
based on particle filtering. In particular, the following subjects are worth noting
compared to the existing literature:
• An on-road model extended to suit vision and infrared sensor applications.
• A Rao-Blackewellized particle filter applied to the road target tracking problem.
• Development of a pedestrian tracking framework evaluated in a real world
experiment.
• Definition and analysis of the simultaneous navigation and road target tracking problem.
Planning for surveillance and reconnaissance is in this thesis treated based on
two approaches; information theory and Bayesian search theory. The aim of the
planning is to improve the performance of multi-target tracking and search. The
main contributions are:
• A measure for evaluating the performance of a multi-target tracker.
• A planning method for search and track of multiple targets where different
search and update tasks can be valued in a unified framework.
• Planning methods for optimal trajectory planning in the particle filter context.
• A planning method for area and road exploration with actuated pan/tilt
camera with limited field-of-view.

1.4

Thesis outline

This thesis is divided into two parts, Figure 1.6. The first part contains the background and the second part a collection of papers.

1.4.1

Outline of Part I

Chapter 2 introduces target tracking problem and in particular the road target
tracking problem with a vision/infrared camera. This chapter provides the background to Paper A, B and C. Chapter 3 gives an background to the sensor planning and control problems in Paper D, E and F. Chapter 4 summarizes the thesis
and some conclusions are drawn.
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Thesis outline
Part I; Background

Part II; Papers

Chapter 2.
Road Target Tracking

Papers A, B, C

Chapter 3.
Planning for Surveillance
and Reconnaissance

Papers D, E, F

Figure 1.6: Relationship between background chapters and the papers.

1.4.2

Outline of Part II

• Paper A
P. Skoglar, U. Orguner, D. Törnqvist, and F. Gustafsson. Pedestrian tracking with an infrared sensor using road network information. EURASIP Journal on Advances in Signal Processing, 2012
(1):26, 2012a. ISSN 1687-6180.
is using a road network to improve the tracking performance of pedestrians. A multiple model particle filter is applied to real world data sets and
evaluated against GPS trajectories. The data sets were provided by FOI,
but the author was part of the development of the infrared sensor system
that was used in the data acquisition. The implementation of the tracking
framework and the simulations were done by the author, with support from
the co-authors Dr. Umut Orguner, Dr. David Törnqvist and Prof. Fredrik
Gustafsson who have previous experiences of multiple model particle filter.
• Paper B
P. Skoglar, U. Orguner, D. Törnqvist, and F. Gustafsson. Road target tracking with an approximative Rao-Blackwellized Particle filter. In The 12th International Conference on Information Fusion,
2009b.
proposes an extended version of the road target model suitable for vision
or infrared sensor applications and a Rao-Blackwellized version of the particle filter for on-road tracking was presented. The author came up with the
ideas of extending the on-road model and using the Rao-Blackwellized particle filter (RBPF). The idea was realized by the author under supervision
of the co-authors Dr. David Törnqvist, Dr. Umut Orguner and Prof. Fredrik
Gustafsson who have previous experiences from other RBPF applications.
• Paper C
P. Skoglar and D. Törnqvist. Simultaneous camera orientation
estimation and road target tracking. 2012b. Submitted to 15th
International Conference on Information Fusion.
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examines the effect of navigation errors for road tracking applications. The
author came up with the idea of considering the orientation error estimation and the road target tracking simultaneously. The author implemented
the method with support from the co-author Dr. David Törnqvist.
• Paper D
P. Skoglar, U. Orguner, D. Törnqvist, and F. Gustafsson. Road
target search and tracking with gimballed vision sensor on a UAV.
Submitted to Remote Sensing, 2012c.
considers the combined road target search and tracking problem. The author came up with the idea of the proposed objective function suitable for
evaluating the tracking performance. The author also developed and implemented the tracking framework and came up with the idea of utilizing
a scheduling theorem from the optimal control field. The author supervised a Master’s thesis project (Hagfalk and Eriksson Ianke, 2010) at FOI
with many lessons learned. The realization by the author was supported
by the co-authors Dr. Umut Orguner, Dr. David Törnqvist and Prof. Fredrik
Gustafsson.
• Paper E
P. Skoglar, U. Orguner, and F. Gustafsson. On information measures based on particle mixture for optimal bearings-only tracking. In IEEE Aerospace Conferance, Big Sky, Montana, USA, March
2009a.
considers the optimal trajectory planning problem for bearings-only estimation. Two approaches are presented based on the information filter and
the particle filter, respectively. The author was main responsible for the
information filter approach and saw the need of a more general approach
based on a particle mixture. Dr.Umut Orguner came up with the initial
idea of how the differential entropy can be computed based in the particle
filter context and the realization of the idea was formed in discussion with
the author. Dr.Umut Orguner was the main responsible for the algorithms.
• Paper F
P. Skoglar. Information based aerial exploration with a gimballed
EO/IR sensor. Technical Report LiTH-ISY-R-2886, Department of
Electrical Engineering, Linköping University, SE-581 83 Linköping,
Sweden, March 2009a.
extends the basic optimal trajectory planning to an area/road exploration
method for vision/infrared sensor with limited field-of-view. The idea originates from previous discussion and work at FOI (Skoglar et al., 2006; Nygårds
et al., 2005; Ulvklo et al., 2005). The author developed the idea and has
done the implementation and simulations. The figures have been published
earlier in (Skoglar, 2009b).
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Target tracking is the estimation of the current state and prediction of the future
states of a target based on measurements received from a sensor that is observing
it (Bar-Shalom and Li, 1993; Blackman and Popoli, 1999). Classical multi-target
tracking consists of three sub-problems; detection, association, and estimation.
The multi-target tracker used in this work follows this structure, i.e., the detections are treated by an association step where each observation is associated with
a known target track. The state of each target is estimated and predicted by a
single target filter, and the observations are used to improve the result. If an
observation cannot be associated with a known target, a new tentative filter is
initialized. If persistent observations of this track are received then the target is
considered as confirmed, otherwise the tentative filter is discarded.
Tracking of ground targets with vision/infrared sensors can be a challenging
problem due to low signal to noise ratio and occlusion. The exploitation of prior
information such as road maps and terrain information is therefore highly desirable for the enhancement of the tracking performance. Moreover, target tracking
with road network information requires methodologies which can keep the inherent multi-modality of the underlying probability densities. The particle filter
(PF) is one suitable approach, and the work in this thesis is mainly based on this
filtering method.
In this chapter the road target tracking (RTT) problem is treated from the PF
point of view. First an estimation background is given where the general estimation solution is described and then some different filter algorithms, in particular
the PF, are introduced. Then the fundamental elements of multiple RTT based
on the PF are presented with emphasis on the road model representation and the
association problem. Some extensions to the basic system model and the RTT
13
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algorithm are also proposed. The chapter ends with an appendix where more
detailed descriptions of the filtering algorithms are collected.

2.1

Estimation Background

The aim of this section is to introduce the recursive state estimation theory. The
general Bayesian estimation solution is first presented and then a number of wellknown filtering algorithms are briefly described. More detailed descriptions of
the filtering algorithms are given in Appendix 2.B. For complete derivations the
reader is referred to the given references.

2.1.1

General Estimation Solution

Let xt denote the state of the target at time t and let yt be an observation of
the target at time t. Assume that the target state evolution can be represented
as a hidden Markov model (HMM) composed of the transition model p(xt+1 |xt )
and the observation likelihood function p(yt |xt ). Let y1:t = {y1 , y2 , ..., yt } denote
the ordered set of all observations up to and including time t. A recursive state
estimator is given by Bayes rule
p(x|y) =

p(y|x)p(x)
p(y)

(2.1)

and can be expressed as the measurement update formula
p(xt |y1:t ) = αt−1 p(yt |xt )p(xt |y1:t−1 )

(2.2)

and the one step ahead prediction
Z
p(xt |y1:t−1 ) = p(xt |xt−1 )p(xt−1 |y1:t−1 )dxt−1 .

(2.3)

The normalizing factor αt can be calculated as
Z
αt = p(yt |y1:t−1 ) = p(yt |xt )p(xt |y1:t−1 )dxt .

(2.4)

The above equations represent the so called Bayesian filter. However, there are
only a few model cases when it is possible to derive analytical solutions of the
steps in (2.2) and (2.3).

2.1.2

Kalman Filter

One case, when it is possible to derive the analytical solution of (2.2) and (2.3), is
the linear Gaussian case which leads to the well-known Kalman filter. Consider
a discrete time linear state-space model
xt+1 = Ft xt + Gtv vt
yt = Ht xt + et
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where vt ∼ N (0, Qt ) and et ∼ N (0, Rt ) are mutually independent. The corresponding HMM then consists of the Gaussians
p(xt |xt−1 ) = N (xt ; Ft xt−1 , Gtv Qt Gtv T )
p(yt |xt ) = N (yt ; Ht xt , Rt ).

(2.7)
(2.8)

By applying the measurement and time update rules in (2.2) and (2.3), respectively, the Kalman filter (Kalman, 1960; Kailath et al., 2000) is obtained and it
turns out that the target probability density is also Gaussian
p(xt |y1:t ) = N (xt ; xt|t , Pt )

(2.9)

where the state xt|t and state covariance Pt|t is updated by basic matrix operations,
see Algorithm 5. The Kalman filter is the optimal unbiased filter in the case of a
linear model and Gaussian noise. A popular approach to handle nonlinear models is a linearized version of the Kalman filter called (Schmidt) Extended Kalman
filter (EKF). The EKF is based on a Taylor series expansion in the current state of
the nonlinear transition model and the observation model. The EKF algorithm is
given in Algorithm 6.

2.1.3

Particle Filter

In the general case, numerical approximations are necessary to compute (2.2) and
(2.3). In a particle filter (PF) (Gordon et al., 1993; Arulampalam et al., 2002b)
the target density p(xt |y1:t ) is approximated by a particle mixture, containing N
(i)

(i)

N
particles {xt }N
i=1 and their corresponding importance weights {wt }i=1 . Thus, the
approximation is expressed as

p(xt |y1:t ) ≈

N
X

(i)

(i)

wt δ(xt − xt )

(2.10)

i=1

where
N
X

(i)

(i)

wt = 1, wt ≥ 0,

∀i

(2.11)

i=1

and δ( · ) is the Dirac delta distribution. This approximation is very suitable for
calculating the integrals in (2.3)–(2.4) and it can be shown that this approximation converges to the true solution as the number of particles goes to infinity.
Consider the following nonlinear model with additive noise
xt+1 = f (xt ) + vt
yt = h(xt ) + et

(2.12)
(2.13)

where vt and et are mutually independent noise processes given by the probability densities pvt ( · ) and pet ( · ), respectively. This model can be transformed to a
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HMM given as
p(xt+1 |xt ) = pvt (xt+1 − f (xt ))

(2.14)

p(yt |xt ) = pet (yt − h(xt )).

(2.15)

The perhaps simplest variant of the PF is the so called Bootstrap particle filter
(BSPF) (Gordon et al., 1993). If the model is given by (2.12)-(2.13), the PF recursion contains three steps given in Algorithm 1.
1 Algorithm (Bootstrap particle filter - BSPF).
(i) One step prediction: Update the particles according to the model (2.12)
(i)

(i)

(i)

xt = f (xt−1 ) + vt−1 .

(2.16)

(ii) Measurement update: Update the importance weights according to (2.15) as
(i)

(i)

(i)

(i)

wt ∝ p(yt |xt )wt−1 = pet (yt − h(xt ))wt−1
such that

(2.17)

(j)
j=1 wt = 1.

PN

(iii) Resampling: If the effective number of particles are below a certain threshold, then
(i)

(i)

perform a resampling step where the particle set {xt , wt }N
i=1 is replaced by a new
set with better support to prevent degeneration.

The general filter recursion (2.2) and (2.3) in the PF case is summarized in Section 2.B.3. For a detailed presentation of the particle filter see e.g. Arulampalam
et al. (2002b) or Gustafsson (2010).

2.1.4

Grid Based Methods

There are also different versions of grid based filter methods (a.k.a. Point-mass
filter) related to the particle filter. The grid refers to the possible states and can
be an exact representation of the state space if it is discrete and finite. In that
case, the target probability density can be described exactly by
p(xt |y1:t ) =

N
X

(i)

(i)

wt δ(xt − xt )

(2.18)

i=1
(i)

(i)

where wt = Pr(xt = xt |y1:t ) and the recursion in (2.2) and (2.3) can be computed
exactly. However, when the state space is continuous it is possible to decompose
the state space into a number of cells (static grid points) so that the target probability density can be represented approximately (Arulampalam et al., 2002b).

2.1.5

Discussion

The Kalman filter and the particle filter briefly described here are just the basic
versions of two large families of algorithms where different approaches have been
proposed to solve shortcomings of the basic methods. Basically, the advantage of
the Kalman filter is the analytical formulation of the Bayesian recursion, and the
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main disadvantage is the limited class of system models that can be handled, i.e.,
the problem must be (at least close to) linear and Gaussian. Problems with a multimodal target density and a nonlinear model can, to some extent, be treated by
Gaussian sum and multiple model filters. For instance, some targets (e.g. transport airplanes) follow a straight path most of the time and make maneuvers just
for a short period of time. In multiple model filters this behavior is modeled by
a number of parallel filters, one filter for each hypothesis of action. The Interacting Multiple Model filter (IMM) is a popular Multiple model filter (Blom and
Bar-Shalom, 1988; Bar-Shalom and Li, 1993).
The particle filter is a very flexible estimation approach where it is relatively
straightforward to use nonlinear models. However, one disadvantage of the particle filter is its bad support in low probability areas which sometimes makes it
sensitive to un-modeled errors. Another problem is when the state dimension
increases since the computational load then rapidly becomes infeasible to handle due to the curse-of-dimensionality. To alleviate this it is sometimes possible
to apply the Rao-Blackwellized particle filter (a.k.a. Marginalized particle filter)
(Hendeby et al., 2010; Schön, 2006) which reduces the state dimension handled
by the particle filter. The Rao-Blackwellized particle filter (RBPF) is actually a
hybrid Kalman and particle filter and we will come back to this filter later in the
chapter.
The grid methods are related to the PF and can be used to approximate continuous problems. The major difference is that the grid points are deterministic, and
usually static, whereas the particles are stochastic. Unlike the particle filter, the
grid method has good support in low probability areas, but at the cost of lower
state space resolution. In practice, grid based approximations are only suitable
for problems with state dimension one or two. There are some attempts of combining a grid methods with a particle filter, see Orguner et al. (2010).

2.2

Elements of Road Target Tracking based on PF

Suppose we would like to track targets which are assumed to be bounded to a
known road network. We will see that it is convenient to represent the state
r
of the target xt+1
in a local road aligned coordinate system, denoted with the
superscript r, and the on-road motion of the target is naturally expressed by a
nonlinear model
r
xt+1
= f r (xtr , ηtr , νtr ; I RN )

(2.19)

where I RN represents the road network information. The process noise term ηtr
is assumed to be white and the discrete process noise νtr determines which road
segment the target will follow in the next sampling interval in case more than
one alternative exists.
The measurements associated with the target are modeled according to the rela-
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tion
g

yt = h(xt ) + et ,

(2.20)

where et is additive measurement noise and h( · ) is in general a nonlinear funcg
tion of the global state of the target xt and, implicitly, the sensor location and orientation. The relationship between the on-road coordinates xtr and the global cog
g
ordinate xt is represented by the transformation g gr ( · ; I RN ), i.e., xt = g gr (xtr ; I RN ).
The first attempts of incorporating road information into target tracking used the
jump-Markov nonlinear systems in combination with the interacting multiple
model (IMM) algorithm (Kirubarajan et al., 2000; Shea et al., 2000a,b). A Markov
transition matrix is used for modeling the movement between roads in junctions
and road constraint information is used to shape the process noise covariance for
each model. The possible road segments (models) of a target are selected adaptively resulting in a variable structure mechanism called the variable structure
interacting multiple model (VS-IMM) algorithm (Li and Bar-Shalom, 1996). Important alternatives to IMM based methods appear in Ristic et al. (2004, Chapter
10) which propose variable structure multiple model particle filters (VS-MMPF)
as an extension of the VS-IMM approaches. Since the particle filters can handle
nonlinear and non-Gaussian models, the user has much more freedom than in VSIMM modeling. The road constraints are handled using the concept of directional
process noise. In Ulmke and Koch (2006) the roads are 3D curves represented by
linear segments and the road network is represented as a graph with roads and intersections as the edges and nodes, respectively. The position and velocity along a
single road is modeled by a standard linear Gauss-Markov model. The target can
be masked both by the clutter notch of the sensor and by terrain obstacles. The
results for a Gaussian sum (see also Koller and Ulmke (2007)) and the standard
bootstrap particle filter approach are presented.
The road target tracking approach, presented next in this chapter, is an extended
version of the bootstrap particle filter approach in Ulmke and Koch (2006). The
road network information I RN is first introduced and then an on-road model
f r ( · ) is proposed. In the following sub-section the observation model h( · ) of a
vision/infrared sensor is described, since this is the sensor type that usually will
be used in this thesis. However, a GMTI example is also given later in this section.
A classical approach to multi-target tracking is adopted where one bootstrap particle filter (Algorithm 1) is used for each target. The association problem, where
measurements are assigned to target tracks, is an important part of this approach.
Finally, this section is ended with two simulation examples.

2.2.1

Road Network Information

In a geographic information system (GIS) different forms of geographically referenced information can be analyzed and displayed. There are two classical methods to store GIS data: raster data (images) and vector data. Different geometrical
types can be described by vector data and basically there are three broad type
categories; zero-dimensional points are used to represent points-of-interest, lines
are used to represent linear features such as roads and topological lines, and
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polygons are used to represent particular areas such as lakes. There exist many
approaches to store geo-spatial vector data and one common representation is
the shapefile (ESR, 1998).
For target tracking purposes it is convenient to have a slightly different representation with redundant information to facilitate and speed up the data processing.
In this work the road network information IRN contains two data structures. One
data structure represents the roads and this structure contains the road and the
corresponding attributes. This structure is basically the raw shape data plus an
ID number for each road and an intersection ID for each road end. It is also possible to include different type of meta information and road attributes, such as
travel direction, speed limit, etc. The second structure is used for the intersections and it contains the location and all connected roads (IDs) of each intersection.
Thus, the road information structures contain the following fields
• I D – unique road identity number
• N – number of road points
• X – (3 × N ) vector with 3D coordinates
• d – (1 × N ) vector with the cumulative distances of all road segments
• w – width of the road
• s – (1 × N − 1) vector with speed limit attributes
• d – driving direction attribute
• i1 – (1 × N1 ) vector containing the intersection I D i of N1 roads connected
to the start intersection
• i2 – (1 × N2 ) vector containing the intersection I D i of N2 roads connected
to the end intersection
• p1 – (1 × N1 ) vector containing prior probabilities of each connected road to
the start intersection
• p2 – (1 × N2 ) vector containing prior probabilities of each connected road to
the end intersection
and the intersection structure contains
• I D i – unique intersection identity number
• X i – (3 × 1) 3D location of the intersection.
• N r – number of connecting roads
• I D r – (1 × N r ) vector with IDs of the connecting roads
The total length of each road is given by the last element in d, denoted as [d]N .
The points in X do not need to be equidistant, typically the point resolution is
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higher when the road is curvy, and vice versa. Linear interpolation is used for
computing the road between the points. Figure 2.1 shows an example of an urban
environment where a road map is available.
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Figure 2.1: Left: Example of a road network in an urban area. The roads are
represented by lines, but given the a road width they can be illustrated by
strips. Right: Orthophoto of the corresponding area.

2.2.2

On-Road Motion Model

Suppose that road network information IRN is available and assume that the target is bounded by this network. Which road a target currently travels on is described by a mode parameter mr . A curve-linear coordinate system is defined
for each road, Figure 2.2, where xr ∈ [0, [d]N ] is the longitudinal position along
the road relative the road start. Furthermore, vr is the longitudinal speed and
yr and zr are the lateral and the vertical deviation relative the road, respectively.
Thus, the on-road target state is defined by the mode parameter mr and the vec-

Figure 2.2: The local road coordinate system is aligned on the road with the
x axis in the longitudinal direction, the y axis in the lateral direction, and the
z axis in the vertical direction (not shown).
tor x r , (xr yr zr vr )T . (Sometimes the mode-parameter mr is also included in
the state vector, to obtain a more compact notation.) As long as the target stays
on the same road, a basic dynamic model of the road target can be defined as the
linear discrete-time model


0 T 
1 0
0 β r
0 0 

r
y
xt+1
= f r (xtr , ηtr ) = 
(2.21)
 x + ηtr
0 0 βzr 0  t


0 0
0 1
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where the process noise is ηtr ∼ N (0, Q r ) and βi ∈ {β|0 < β ≤ 1}, i = yr , zr , are
constants.
In the complete motion model (2.19), the target state is first updated according
to the linear model (2.21) and then a feasibility check is applied. If the target has
passed an intersection and is outside the current road, a nonlinear state update
is performed. A new road connected to that intersection is selected randomly
among the roads i1/2 according to the discrete random variable ν r given the road
probabilities p1/2 . In such a case, the mode parameter mrt+1 is set to the new
road and the longitudinal distance outside the old road is used to update xrt+1 .
Note that the direction of the old and new roads affects the update of xrt+1 . Furthermore, the sign of the longitudinal velocity vrt+1 must be changed if the travel
direction on the new road is the opposite. See Appendix 2.A.1 for a detailed
algorithm.
The standard choice for the constants βyr and βzr is 1, but βi < 1 can be used to
constrain the standard deviation of the state i. If 0 < βi < 1 and no observations
of the target are received, then the state i will approach zero. This is in general
a reasonable behavior since we do not want long-term predictions to deviate too
much from the actual road network.
The relationship between the on-road state xtr and the global coordinate (state)
g
xt is represented by the transformation g gr ( · ; I RN ), i.e.,
g

xt = g gr (xtr ; I RN ).

(2.22)

This transformation is quite straightforward, see Appendix 2.A.2 for an algorithm. However, the reversed transformation g rg ( · ; I RN ) is ambiguous, i.e., ||x g −
g gr (g rg (x g ))|| is usually not zero. Basically, the transformation of x g to a road coordinate is performed by finding the closest road, but there are some technicalities
that are not covered in this thesis.

2.2.3

Observation Model and Ground Target Detector

The sensor treated mostly in this thesis is a staring-array vision or infrared sensor
with limited field-of-view (FOV). An observation yt at time t is then the image
coordinates of the detection
g

yt = h(xt ) + et

(2.23)

where the measurement noise is i.i.d. as et ∼ N (0, σe2 I). In the ideal case, a
point xtc = (xct yct zct )T , expressed in a camera fixed Cartesian reference system,
is projected onto a point (u v)T on a virtual image plane according to the ideal
perspective projection formula
!
!
f xct
ut
g
h(xt ) =
= c c .
(2.24)
vt
zt yt
where f is the focal length of camera. The point x c is computed as the difference
between the camera location xts and target location, relative the global reference
system, followed by a transformation from the global system to the camera fixed
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system, i.e.,
cg

g

xtc = Rt (xt − xts )

(2.25)

cg
Rt

where
is a rotational matrix representing the orientation of the camera. Note
that both Rcg and xts are usually assumed to be known in this work, but the problem of orientation bias error is treated in Paper C. The calibration of intrinsic
camera parameters (Ma et al., 2003) is also an important task in real world applications.
Of course it is also possible to consider the vision/infrared sensor as a bearingsonly sensor that provides the azimuth and inclination to the target relative the
sensor platform


g
g
arctan2 (yt − yst , xt − xst )


!


q
g
0
yt0 = h0 (xt ) + et0 = 
(2.26)
g
g
g
 + et
s
s 2
s 2 
arctan2 zt − zt , (xt − xt ) + (yt − yt ) 
where et0 is additive measurement noise. The two observation models (2.23) and
(2.26) are almost equivalent for small FOV sensors, but in practice the model in
(2.23) is more suitable when working with detections in image frames.
The detection problem is to find targets in cluttered backgrounds and the output
from the detector is a set of image coordinates for all detections in each image
frame. The detector used in this work is using a sliding window approach where
the content of a local image region is fed into a classifier that decides whether or
not the region contains a target. The classifier is trained using a variant of boosting (Schapire and Singer, 1999; Viola and Jones, 2004; Karlholm, 2004). Boosting iteratively builds a highly discriminative classifier by combining the outputs
of many component functions often referred to as “weak learners”. A cascadestructured detector architecture is used, at each stage there is a boosting classifier
that is trained to reject a moderate fraction of the remaining background examples, while retaining a large fraction of the target examples. This leads to very efficient solution where an exponential decay in the probability that a retained window belongs to the background class. See Rydell et al. (2010); Karlholm (2004)
for more information about the detector used in this work.

2.2.4

Multi-Target Tracking Framework

Multi-target tracking (Bar-Shalom and Li, 1995; Blackman and Popoli, 1999) is a
more intricate problem compared to single target tracking. If the number of targets is unknown or varies over time, then the number of targets is also a random
variable. The problem can be addressed by computing the number of targets separately or assuming that it is known and constant. However, more targets lead
to increased size of the state-space, and increased computational load, but if the
targets are uncorrelated it is possible to ignore the joint distribution and use one
tracking filter for each target.
Another problem in multi-target tracking is how to associate the measurements
with the targets. This step is crucial since incorrect associations will degrade the
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track information significantly. Unfortunately, the number of measurement association hypotheses grows exponentially with the number of targets. There are
many different association methods and they can be divided into different families: hard decision versus soft decision, single decision horizon versus multiple
decisions, etc. Which association method that should be used depends on the
SNR of the system, but also on the amount of computational resources that is
available. The Multiple Hypotheses Tracking (MHT) (Blackman, 2004) method
works with propagation of association hypotheses in time. Methods that use
observations weighted by their association probabilities include the joint probabilistic data association filter (JPDAF)(Bar-Shalom and Li, 1995), the probabilistic
MHT (Streit and Luginbuhl, 1995), and the multi-target particle filter (Hue et al.,
2002).
An alternative to the association-based methods is the random sets approach to
multi-target tracking. In the so called probability hypothesis density (PHD) filter
(Mahler, 2003, 2007b) the weighted sum of all target probability densities are
propagated, and by integrating this intensity over a certain area, the expected
number of targets in that area is obtained. In Ulmke et al. (2007) the Cardinalized
Probability Hypothesis Density (CPHD) filter (Mahler, 2007a) was presented for
multiple ground target tracking. An example, with two groups of targets with
four single targets in each group, is given. Track extraction is shown to be faster if
the road information is used with the same road network model and observation
model (GMTI) as in Ulmke and Koch (2006). Particle filter versions of the PHD
filter can be found in Vo et al. (2005); Sidenbladh (2003).
Overview

In this work a classical approach to multi-target tracking is used (Bar-Shalom
and Li, 1993; Blackman and Popoli, 1999), see Figure 2.3. Two sets of tracks are
considered, tentative and confirmed. New detections are associated to existing
tracks and are used to update the state estimates of the corresponding targets. It
is assumed that the targets are moving independent of each other and the correlations are neglected. Hence, each target is usually treated in a separate filter, only
in Section 2.3.4 the correlation between targets is discussed briefly. If an observation cannot be associated with a known target, a new tentative filter is initialized.
If persistent observations of this track are received then the target is considered
as confirmed, otherwise the tentative filter is discarded.
Association

The detector provides image coordinates of the measurements in each video frame,
but it does not provide any information about the correspondence between the
measurements at different times. An association method is used to handle this
problem. Association is the process of assigning measurements to existing tracks,
or existing tracks to measurements. The association method used in this work is
based on the Global Nearest Neighbor (GNN) algorithm (Blackman and Popoli,
1999), more sophisticated algorithms have not been needed in the applications at
hand. One reason is that the false alarm rate is quite low in the vision detector.
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Figure 2.3: Overview of the multi-target tracking framework.

Most false alarms are persistent and should be tracked anyway. In the GNN algorithm the likelihood of each possible measurement to track correspondence is
computed. In addition, the likelihood of each measurement being a new target or
a false alarm is also defined, assuming that these events are Poisson distributed.
The most probable combination of measurements and tracks (or false alarms) is
then determined using an assignment algorithm.
Usually the association step is preceded by a gating step to decrease the number
of assignment possibilities. The gate of a target is the region in the measurement
space where measurements eligible for assignment must be in. The most common
gate is based on the Mahalanobis distance d defined as
dt2 = stT St−1 st

(2.27)

where the innovation st = yt − h(xt|t−1 ) is the difference between the measurement
yt and the expected measurement h(xt|t−1 ), and St = E{(st − E{st })(st − E{st })T )
is the innovation covariance. Thus, the measurement is inside the gate if dt is
smaller than some gate threshold γ.
Before moving on, some variables and parameters must be defined. PD and PG
are the probability of detection and the gate probability, respectively, and βN T
and βFA are the new target rate and false alarm rate, respectively. The density
p j (yti |y0:t−1 ) is the prediction measurement probability density of the jth target,
i.e., this probability density is large if it is probable that measurement yti originates from target j. Now given n known targets and m measurements, there exist
a number of different association hypotheses θ that assign each measurement i
either to a target j ∈ I D , or to a false alarm or to a new target event. Non-detected
targets are collected in I N D and the total number of false alarm and new target
assignments are mFA and mN T , respectively. Note that m = mFA + mN T + |I D |
and n = |I D | + |I N D |, where |I | denotes the number of elements in the set I . The
fundamental equation of association is the probability density of hypothesis θ
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given all measurements expressed as



Y j
  Y

j j 
mFA mN T 

 

j i
p(θ|y0:t ) ∝ βFA βN T 
PD p (yt |y0:t−1 ) 
(1 − PD PG ) .



j∈I D

(2.28)

j∈I N D

Using the observation that

 


n
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j j 

 
 

(1 − PD PG ) 
(1 − PD PG ) = constant
 (1 − PD PG ) = 

 


j=1

(2.29)

j∈I N D

j∈I D

and taking the logarithm we have
j

log p(θ|y0:t ) = mFA log βFA + mN T log βN T +

X

log

j∈I D

|

PD p j (yti |y0:t−1 )
j

j

+constant.

(1 − PD PG )
{z
}
,lij

(2.30)
Thus, lij is the log likelihood that the measurement i belongs to target j. By computing the log likelihood lij of each possible (according to the gating) measurement to track correspondence it is now possible to define an assignment problem
where the best association hypothesis θ is determined by using the auction algorithm in Blackman and Popoli (1999).
Note that in the Kalman filter context (see the definitions in Appendix 2.B.1) we
have
j

j

p j (yti |y0:t−1 ) = N (yti ; ŷt , St ) = N (yti ; Ht xt|t−1 , Ht Pt|t−1 HtT + Rt ).

(2.31)

In the PF case it is of course possible to assume that prediction measurement
probability density p j (yti |y0:t−1 ) is Gaussian and compute the innovation and its
covariance as
st =
St =

N
X
i=1
N
X

(i)

(i)

(2.32)

wt|t−1 st
(i)

(i)

(i)

wt|t−1 (st − st )(st|t−1 − st )T

(2.33)

i=1
(i)

(i)

where st = yt − h(xt|t−1 ). However, a better solution in the particle filter context
is presented in Paper A where it is not assumed that the prediction measurement
probability density is Gaussian.
For vision based sensor systems it is also possible to support the association process by using visual features. This is especially useful when targets are occluded
or outside the field of view for some time. When the targets are observed again, a
re-identification method can be used to solve the association problem that is usually impossible for classical association methods to solve since the uncertainties
are too large. Many different methods can be used for target re-identification. The
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method in Rydell et al. (2010) uses a classifier based on boosting, similar to the
detection method presented above. When a track is created and confirmed, the
re-identification algorithm collects information about the target. The extracted
features are compared to stored information from previously observed targets.
This comparison will lead to one of three possible outcomes: “new”, “known” or
“ambiguous”.
Track Initiation and Deletion

Measurements that are not associated to any confirmed or tentative tracks are
used to create new tentative tracks. A basic M/N -logic (Bar-Shalom and Li, 1993)
is used in this work for determining when a tentative track will be considered as
confirmed, i.e., if a tentative track is updated with measurements for M out of
N consecutive frames, it is considered as a confirmed track. There exist more
sophisticated initiation methods, but this basic logic method serves the applications at hand. Moreover, a target is considered as lost and the track is deleted if
no measurements are associated to the track for a number of consecutive frames,
or the state covariance is too large.

2.2.5

Simulation Examples

Two simulation examples are given next to exemplify the road target tracking
framework presented in Section 2.2. The first example is a single target tracking
scenario with a GMTI observation model and the second example is a multiple
road target scenario in an urban environment with a vision camera. After these
examples some extensions of the algorithms and system models are presented in
Section 2.3.
2.1 Example: Road Target Tracking with GMTI
A radar system emits electromagnetic waves and analyzes the reflected waves to
determine the range, direction, and radial speed of both moving and fixed objects. Ground moving target indication (GMTI) is a mode of operation of a radar
system where the range rate (Doppler) is used to discriminate moving targets
against stationary clutter. The probability of detection depends on the environment topography, but also on the relative radial velocity of the target.
Let x = (x y)T be the position of the target relative a global Cartesian reference
system. For simplicity, assume that the sensor is located at the origin. The GMTI
observation model can be expressed as
 q

 
2
2


x
+
y
t
t
 rt 


 
yt = h(xt , et ) = θt  + et = arctan2 (yt , xt ) + et
(2.34)
 
 xt ẋt +yt ẏt

ṙt


√2 2
xt +yt

where et is the measurement noise modeled as


et ∼ N 0, diag(σr2 , σθ2 , σṙ2 ) .

(2.35)

A simulation example is here given to show the advantages of using road network
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information when tracking a moving on-road target. The target is detected if the
radial speed is above the minimum detectable velocity (MDV). False detections
are assumed to be uniformly and independently distributed and the number of
false detections is assumed to be Poisson distributed. A global nearest neighbor (GNN) association algorithm is used with standard gating and initiator logic.
Snapshots from two GMTI road target tracking examples are shown in Figure 2.4
where an off-road target model (left) and an on-road target model (right) are used,
respectively. A particle filter is used in both cases and it is possible to see that an
on-road model is advantageous since the resulting particle cloud is significantly
denser and the variance is smaller. The advantage of using road information is
even more obvious when the target is not detected, e.g. due to Doppler blindness,
and the filter has to predict the target motion. More extensive analysis of the
target tracking problem with GMTI can be found in Arulampalam et al. (2002a);
Ulmke and Koch (2006) and references therein.

Figure 2.4: Snapshots from two GMTI road target tracking examples with
an off-road target model (left) and an on-road target model (right). The stationary radar sensor is located near the lower right corner (star) and the circles indicate all detections, both false and true. A particle filter is used and
the particles are represented by dots. An on-road model is advantageous
since the resulting particle cloud is significantly denser and the variance is
smaller. In particular, when the target is not detected due to Doppler blindness, the prediction of the target motion is better when using the road information.
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2.2 Example: Multiple RTT with Vision Sensor
In this example a multi-target tracking scenario is considered where a number
of cars are tracked by a UAV (Unmanned Aerial Vehicle) with a gimballed video
camera. A simulation with several cars in a synthetic city model is generated
(Rydell et al., 2010) and the image frames are processed by the detector described
in Section 2.2.3. The output from the detector is a set of image coordinates for
each frame. The multi-target tracking approach in Section 2.2.4 is applied with
a bootstrap particle filter assigned to each target. A snapshot from the tracking
result is shown in Figure 2.5. To the left is the current video frame and detections
are indicated by squares. One false alarm can be seen at the bottom right, but no
track is created since this detection is too far away from the roads. To the right
in Figure 2.5 the filter status is illustrated; the particle clouds of all filters can be
seen on the lines representing the roads.

Figure 2.5: A snapshot from the multi road target tracking simulation in
Example 2.2. Left: The video frame is generated in a 3D sensor simulation
tool with synthetic models of cars, vegetation and building. The output from
the detector is indicated by small boxes. Right: The particles of each filter
are forming small colored clouds. True positions of the targets can be seen as
green crosses. The roads are shown as thin lines and the thick lines indicate
the border of the sensor footprint. The observations are shown as thin rays
from the top left.
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Algorithm and Model Extensions

In the previous section the fundamental parts of the multi-road-target tracker
were presented. In this section a number of extensions and improvements of
the tracking algorithm and models are proposed. For instance, there might be
occasions when the road motion model fails, either because the network model is
defective or the assumption that the targets are always bounded by the road does
not hold. The multiple-model particle filter in Section 2.3.1 is a solution to this
problem. In Section 2.3.2 it is shown how the state dimension of the road target
particle filter can be reduced. The advantage of a detection probability model is
shown in Section 2.3.3. Section 2.3.4 discusses some alternative on-road motion
models. Finally, Section 2.3.5 discusses the impact of camera orientation bias.
Some of the sub-sections here are quite brief since they serve as introductions to
some of the papers in Part II.

2.3.1

RTT with Off-Road Mode using Multiple Model PF

Now suppose that the target can move both on-road and off-road. An on-road
motion model has already been proposed in Section 2.2.2 and this model is der
noted as xt+1
= f r (xtr , ηtr , νtr ; I RN ). In addition, assume that an off-road model
g
g
g
g
xt+1 = f g (xt , ηt ) is available, where xt represents the off-road state vector expressed relative a global reference frame. Appropriate functions to convert the
state vectors given in one of the representations into the other representation are
needed and these transformation functions were introduced in Section 2.2.2. The
hypothesis that the target is moving on-road or off-road is modeled by a discrete
variable qt ∈ {1, 2} where {qt = 1} and {qt = 2} correspond to the hypotheses that
the target is on-road and off-road, respectively. According to the value of the variable qt the corresponding on-road or off-road dynamic model must be used. It is
assumed that qt is a homogeneous, possibly state dependent, Markov chain with
transition probability matrix denoted as Π = [πij ] where
g

πij , P (qt = j|qt−1 = i, xt , I RN ).

(2.36)

This modeling framework where the underlying dynamics of the target evolves
based on a Markov chain belongs to the class of so called jump Markov nonlinear systems in the literature (see Boers and Driessen (2003) and the references
therein).
The multiple model particle filter (MMPF) can be summarized by the steps in
Algorithm 2. Compared with the bootstrap PF in Algorithm 1, the measurement
update and resampling steps are basically the same, but note the additional mixing step in the prediction step of the MMPF.
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2 Algorithm (Multiple model particle filter - MMPF).
(i) One step prediction:
(i)

(a) For each particle, sample a new mode parameter qt according to (2.36).
(b) Transform all particles that were selected for a mode change in (a), by using the
functions g gr ( · ) or g rg ( · ).
r
(c) Update the particles according to the on-road model xt+1
= f r (xtr , ηtr , νtr ; I RN )
g
g
g
or the off-road model xt+1 = f g (xt , ηt ) depending on the mode.
(ii) Measurement update: Update the importance weights according to
(i)

(i)

g

(i)

(i)

wt ∝ p(yt |xt )wt−1 = pet (yt − h(xt ))wt−1
such that

(2.37)

(j)
g
gr
j=1 wt = 1. For on-road particles, use g ( · ) to get xt .

PN

(iii) Resampling: Resample the particles if needed.

The probability of being in a certain mode, e.g. on-road, can be computed by
Pr(on-road) = Pr(qt = 1) =

N
X

(i)

(i)

wt δ(qt − 1).

(2.38)

i=1

A detailed presentation of the MMPF is given in Paper A where it is used in a
multiple pedestrian tracking application. A single road target example is given
here in Example 2.3.
2.3 Example: RTT using Multiple-Model PF
In this simulation example a single car is tracked by a UAV equipped with a camera, the simulation environment and the path of the car are shown in Figure 2.6.
The sensor platform is flying in a circle with radius of 100 meters and approximately 100 meters above the ground, the approximate sensor view is shown in
Figure 2.6 where also the true path of the target is shown. A detection is represented as the azimuth and inclination angles (2.26).
The results from three different target tracking filters are shown in Figure 2.7.
The first filter is a bootstrap PF that assumes that the car will always be on the
known road network manifold (this filter is called “on-road PF”). The second
filter is a bootstrap PF based on a constant velocity model that is not using the
road network information (this filter is called “off-road PF”). The third filter is a
multiple model PF (MMPF) with two sub-filters, one sub-filter identical to the onroad PF and one sub-filter identical to the off-road PF (this filter is called “on/offroad MMPF”). Each filter has 1000 particles. The root mean square position error
for 100 simulation runs are shown in Figure 2.7 (left). The car is occluded behind
a building between 12-17 s and the errors grow due to that, especially the offroad PF has serious problem here. The car is rediscovered, but after about 18 s
the car enters a parking lot that is not part of the road network model. Hence the
on-road PF diverge, but the MMPF and off-road PF can handle that mode change.
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Figure 2.6: The environment and the true target path in Example 2.3.
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Figure 2.7: Left: The RMSE results of Example 2.3. Right: on-road mode
probability in the MMPF.
In Figure 2.7 (right) the on-road mode probability of the MMPF is shown. Note
that when the car is on the parking lot the on-road probability is very small.

2.3.2

Vision based RTT with Rao-Blackwellized PF

A considerable amount of research effort has been made in the literature for improving particle filter based methods in terms of both performance and computational efficiency. For instance, the Rao-Blackwellization have been utilized to
produce more efficient particle filters (Doucet et al., 2001).
In general, the number of particles, that is needed to maintain a good approximation of the filtering distribution, increases exponentially as the state dimension
grows. It is therefore desirable to keep the state dimension treated by the particle
filter as low as possible. The Rao-Blackwellized particle filter (RBPF) reduces the
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dimension of the state space treated by the particle filter by partitioning the state
T

pT

space into two parts as xt = (xt xtk )T . The posterior distribution can then also
be partitioned into two parts as
p

p

p

p(xt , xtk |y1:t ) = p(xt |y1:t )p(xtk |xt , y1:t ).

(2.39)

The idea is to use different filters for computing the two parts of the posterior. If
p
the system is linear given the states xt , i.e., conditionally linear,
p

p

p

p
ht (xt ) +

p
Ht (xt )xtk

xt+1 = ft (xt ) + Ft (xt )xtk + Gt (xt )vt ,
yt =
vt ∼ N (0, Q)
et ∼ N (0, R)

(2.40)

+ et

(2.41)
(2.42)
(2.43)

then the states xtk can be calculated using a Kalman filter. The dimension in the
p
particle filter is then limited to the dimension of xt . Hence, the target probability
density is approximated as a Gaussian mixture
p(xt |y1:t ) ≈

N
X

(i)

k(i)

(i)

p

p(i)

wt N (xtk ; xt|t , Pt|t )δ(xt − xt

)

(2.44)

i=1

The RBPF algorithm is given in Algorithm 8.
In Paper B the Rao-Blackwellized particle filter is applied to the vision based
road target tracking problem to reduce the size of the state space handled by
the particle filter. The state vector x = (xr yr zr vr )T is split into x p = x and
x k = (yr zr vr )T . Compared to other Rao-Blackwellized and filter bank approaches
(Cheng and Singh, 2007), this work treats not only the road identity, but also the
position along the road as a nonlinear state. This means that the probability
densities with multiple modes along a single road can be handled, and this is
often the case in tracking applications with a vision sensor when buildings and
vegetation are possibly occluding the road.

2.3.3

Probability of Detection and Negative Information

Not only information about the road network can be used to support the estimation process, but knowledge about the buildings and vegetation is also very
useful. Figure 2.8 shows an example of an urban environment with a number of
buildings. The areas not visible (occluded) from the location of the star are indicated in black. The 3D models of the environment can actually be used to reduce
the uncertainty of occluded targets. The idea is simple and intuitive, humans
are using this type of reasoning without thinking. Assume that some particles,
belonging to the occluded targets filter, are located in the visible area given the
current camera position. If the particles that are visible represent the true state,
then the target should have been detected, but it is not and therefore the corresponding weights should be decreased.
The standard approach in target tracking is to update the filter statistics if an
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Figure 2.8: Given an omni-vision camera located at the star, 100 m above the
ground, the occluded areas due to the buildings (gray) is indicated by black
areas.

observation is received. Otherwise, if no observation is received the target state
remains intact in the update step. However, a measurement indicating no target
in the field-of-view can also be considered as an observation and this is sometimes called “negative information” (Stone et al., 1999; Koch, 2007). Negative
information represents conclusions that are drawn from expected but actually
missed detections. Despite that no observation data is available, these conclusions can be used to improve the current target estimate. Let yt = ∅ denote that
no detection was obtained at time t. The density p(xt |yt = ∅, y1:t−1 ) is not just the
prediction p(xt |y1:t−1 ), it also has to incorporate the (negative) information of a
non-detection as
p(xt |yt = ∅, y1:t−1 ) ∝ p(yt = ∅|xt )p(xt |y1:t−1 )

(2.45)

where p(yt = ∅|xt ) = 1 − PD (xt ). In the particle filter this means that the weight i
is updated according to


(i)
(i)
(i)
wt|t ∝ 1 − αPD (xt|t−1 ) wt|t−1
(2.46)
where α = 1 in the ideal case. Thus, when non-detection events occur, the negative information update (2.46) tends to increase the weights of the particles in the
occluded regions and reduce the weights of particles in the non-occluded regions.
Note that this method requires that the model of the detection probability is correct; otherwise, the risk of degeneracy increases in a particle filter with a limited
number of particles. In practice a more conservative approach with 0 ≤ α < 1 is
recommended when PD ( · ) may have significant modeling errors.
Example 2.4 shows some snapshots from a simulation to illustrate the advantage
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of using negative information. Also in Example 2.2 the buildings are causing
some problems, see Figure 2.7. Negative information is utilized in Example 2.2
by all three filters. Another example is given in Paper A.
In the examples, only the detection probability due to buildings is considered,
but of course it is possible to include other aspects into the model PD ( · ). There
are several factors that affect the detection performance of a vision/infrared sensor system (Holst, 2006) and, hence, the detection probability. For instance, the
detection performance is affected by the target and the background characteristics, the atmospheric and environmental conditions, the resolution and the SNR
of the sensor, the motion of the target and the motion of the sensor itself, and the
detection algorithm. Modeling the performance is a very complex task and, in
practice, it is unavoidable to use simplified models of the detection probability.
It is therefore necessary to have a slightly skeptical attitude towards sensor performance models and detection models and use them cautiously by selecting an α
less than 1. As it is noted in Holst (2006): “Models are adequate for comparative
analysis but may not predict absolute performance”.
2.4 Example: Negative Information in RTT
In this simulation example the advantage of negative information is shown, Figure 2.9. In the left plots a tracked car is moving south and approaching an intersection. The line-of-sight from the camera is indicated by a green line. Since
the car is visible the particle cloud (red dots) is quite compact. However, in the
intersection the car becomes occluded by the buildings and no detections are received telling the filter that the car went to the east. Some seconds later the car
is still occluded and a filter that is not using negative information cannot decide
which road segment the car is located on. See the middle plots where the particle
cloud is spread out on two different road segments. On the other hand, a filter
that is using negative information does not have any particles on the visible road
segment to the left, see plots to the right. Note also that particles entering the
visible area are disappearing. The reason that not all particles in the visible area
are gone is that the parameter α is 0.95 and not 1.

Actually, a model of the probability of detection can also be used in the detection
case to improve the performance. If detection is received, then the particles located in occluded areas are less probable. Thus, the weights should not only be
updated according to the likelihood model p(yt |xt ), but also the detection probability, i.e.,
(i)

(i)

(i)

wt|t ∝ PD (xt|t−1 )p(yt |xt )wt|t−1 .

(2.47)

However, in practice the detection yt so informative, thanks to the likelihood
p(yt |xt ), that the improvement due to the detection probability model is very
small. Usually, the performance gain is not justifiable compared to the increased
computational load. Thus, the detection probability model is not used in the
detection case in this work.
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Figure 2.9: First row is the top view and second row is the camera frame.
A green cross indicates the true position of the car and the green line shows
the direction to the camera. Red dots are the PF particles. Left: A visible car
is approaching an intersection and will then be occluded by the buildings.
Middle: Some seconds later, the car has turned and is still occluded by the
building. The particle filter result when negative information is not utilized.
The road to the left is actually visible, but the filter cannot decide on which
road segment the car is traveling on. Right: Same time point as in the middle
plots, but the result from a filter that is using negative information. In this
case the filter knows which road segment the car is traveling on. Note also
that particles entering the visible area are disappearing.

2.3.4

Improved Road Motion Models

A constant velocity model was in (2.21) proposed as the longitudinal motion
model of a road target. Linear model (as long as only a single road is considered)
and few state variables are nice properties. As seen in the simulation examples it
performs well if measurements are received on a regular basis. However, it has
some obvious shortcomings when used for long term predictions, especially in
urban environment where cars can make sudden maneuvers, stop for red lights,
interact with other vehicles, etc.
There are many sophisticated traffic simulation systems available, e.g. Aimsun1 .
Traffic models are typically classified according to the level of detail of the traffic
stream model. Three categories are often used: macroscopic, mesoscopic, microscopic. Macroscopic models do not model individual vehicles, but are instead
using concepts such as flow, speed and density. Microscopic models, on the other
hand, models individual vehicles and the interaction between them by modeling
1 http://www.aimsun.com
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acceleration, speed adaption, car following, lane change and other maneuvers. In
our tracking and surveillance context microscopic models of individual vehicles
are interesting, but the state dimensionality must be feasible from an estimation
point of view which excludes many detailed microscopic models.
Below are some different models that could be used in the PF multi-target tracking framework presented in this chapter. If and when these models should be
used depends on the application at hand.
Modified Velocity State

If a speed profile exists for the road network, then it is possible to replace the velocity state vr in the road model (2.21) with sr such that the velocity of the target
is vr = sr v̄r (xr , mr ; I RN ) where v̄r (xr , mr ; I RN ) is the nominal speed at position xr
on road mr . Thus, the state vector is x r , (xr yr zr sr )T and this state vector is
proposed in Paper B. The on-road model can now be expressed as


r
 1 0 0 v̄ T 
 0 1 0
0  r

r
xt+1
= 
(2.48)
 x + ηtr .
 0 0 1
0  t


0 0 0
1
This model is most useful in rural areas with low traffic density and few intersections, but it is not suitable for long-term prediction of road targets in urban traffic.
However, one advantage is that the state dimension is not increased compared to
the basic model in Section 2.2.2.
Second-order Motion Model

One way to improve the on-road dynamic model is utilize a second-order response model of the longitudinal motion as proposed by Salmond et al. (2007)
v̈ + 2ξωv̇ + ω2 (v − vref ) = ηt .

(2.49)

v is the speed and vref is the desired speed, ηt is zero mean Gaussian noise, ω > 0
is the natural frequency and ξ ≥ 0 is an damping factor. By introducing an
acceleration state ar , the approximative discrete-time model can be expressed as
(the lateral and vertical motion are here omitted)

 3 
 r  
  
T
T 2 /2   xrt  T 3 /6
T /6
 xt+1  1
  r   2  2 r  2  r
 r  
0
1
T
v
v
(2.50)
+
ω
v̄
+
=
T
/2
T /2 ηt

 t+1  
  t  


  

 r  
at+1
T
0 −T ω2 1 − 2T δω art
T
where v̄r is the nominal speed defined in previous section. In Figure 2.10 a simulation example is given. The desired velocity is going from 20 m/s to 10 m/s
and then back to 20 m/s again. The mean and five realizations are shown. Thus,
at the cost of one extra state element, compare to the model (2.21), this model
can be used to generate realistic variations around the desired speed without a
detailed microscopic model. Note also that the desired speed does not have to be
smooth.
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Figure 2.10: Example of second order longitudinal motion model. The desired speed is shown as a dotted line in the middle plot. The black thick line
is the mean trajectory and gray thin lines show five different realizations of
the model.

Correlated Vehicles

There exist different car-following models that are used to model the interactions
between cars in microscopic traffic flow simulations. One continuous-time example is the Intelligent Driver Model (IDM) (Treiber et al., 2000), here presented as
a discrete-time version. Let the dt and ∆vt be the distance and the approaching
speed, respectively, of a vehicle relative a leading vehicle in front. The IDM parameters are desired speed v0 , minimum distance dmin and desired time gap Tgap
between the vehicles, and maximum acceleration amax and maximum deceleration bmax .

!4 
!
∗ 2


v
t
 − amax d
at = amax 1 −
(2.51)
v0 
dt
where d∗ = dmin + vt Tgap + 2√avt ∆vbt
is the desired minimum gap. The first term
max max
in (2.51) is the acceleration if the speed is not equal to the desired speed. The
second term is the deceleration that becomes dominant if the leading vehicle is
close.
An example of the IDM is shown in Figure 2.11 for the parameters v0 = 20 [m/s],
dmin = 2 [m], Tgap = 2 s, amax = 2 [m], bmax = 2 [m]. The speed of the leading
vehicle is 15 [m/s]. Compared to more complex microscopic traffic models the
IDM is quite simple, nonetheless there is a number of unknown parameters and
in practice some rule-of-thumb values are used. This might be a problem in the
target tracking context since the parameters are different for different drivers
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Figure 2.11: Example of the IDM model. Two targets are traveling in the
same direction on the same road. The fast follower (black line) must slow
down when approaching the slow leader (gray line). The dashed line in the
middle plot shows the desired minimum gap.
and traffic situations. This example shows a general problem when a suitable
motion model is selected for tracking purposes, the better model, the more design
parameters and larger state space.

2.3.5

Implications of Navigation Errors

In target tracking, the navigation error of the observing sensor is typically neglected and this is reasonable as long as the tracks are expressed relative the sensor itself. However, when external information, such as road maps, represented
relative a global reference system is included, un-modeled navigation error biases
can have severe effects on the tracking performance when the accuracy of the sensor is similar or better than the accuracy of the navigation estimate. For instance,
there might be robustness issues for vision/infrared camera based systems due
to the high angular resolution of cameras even though an INS/GPS navigation
system is used. Just a small camera orientation error can lead to a large error for
a distant object when an observation is transformed to global coordinates.
For estimation methods relying on a representation with bad support in low probability areas (such as the particle filter) this may cause some robustness issues.
One solution is to use a multiple-model filter with an off-road mode as a fall back
solution, see Paper A. An alternative solution is to estimate the orientation error
by tracking landmarks in a vision SLAM framework (Simultaneous Localization
and Mapping) (Davison et al., 2007; Durrant-Whyte and Bailey, 2006; Bailey and
Durrant-Whyte, 2006). However, this requires that a number of suitable landmarks are available over time and this might not always be the case. A related
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approach is to use image registration to estimate the orientation error by aligning the camera image frame to a known scene model (Sim et al., 2002; Zitova and
Flusser, 2003), but this approach also relies on stable features in the image frames
and parallax effects are complicated to handle. In Paper C a filter is proposed
that estimates the orientation error and the road target state simultaneously by
exploiting the knowledge about the road map. The reason for just considering
the orientation error is that this error has much larger impact on the overall result compared to the positioning error of the camera that is assumed to be known
with high accuracy by a satellite navigation system.
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2.A
2.A.1

On-road Model Details
On-road State Update

Here the one step simulation update of the on-road motion model is presented
in detail. Suppose the current on road state is xtr . Recall the definitions in Section 2.2.1 and 2.2.2. Moreover, let →←, →→, ←←, ←→ denote the four different
possibilities of road directions in an intersection, i.e., →← means that the end
points of the old road (left arrow) and new road (right arrow) are connected in
the intersection.
3 Algorithm.
(i) Update the state xtr according to the linear on-road model (2.21), denote the result as
r .
x̄t+1
(ii) If x̄rt+1 < 0 (outside the road at intersection 1) then p := p1 , i := i1 .
Else if x̄rt+1 > [d]N (outside the road at intersection 2) then p := p2 , i := i2 .
Else, return x̄rt+1 .
(iii) Sample new road from i according to the probabilities p. Let [d new ]N be the length
of the new road.
(iv) If →← then
 new

]N − (x̄rt+1 − [d]N )
[d

r


−ȳt+1
r
 .
xt+1
= 
r

z̄t+1



−v̄rt+1

(2.52)


 r
x̄t+1 − [d]N 




ȳrt+1
r
 .
xt+1
= 

z̄rt+1



r
v̄t+1

(2.53)

Else if →→ then
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Else if ←← then

 new

]N + x̄rt+1 
[d


r


ȳt+1
r
 .
xt+1
= 
r

z̄t+1



v̄rt+1

(2.54)

 r 
−x̄t+1 
 r 
−ȳ 
r
xt+1 =  rt+1  .
 z̄t+1 
 r 
−v̄t+1

(2.55)

Else if ←→ then

2.A.2

Local On-road to Global Coordinate Transformation

Recall the definitions in Section 2.2.1 and 2.2.2. The function x g = g gr (x r ; I RN )
that transforms on-road coordinates x r = (xr yr zr mr )T to global coordinates x g =
(xg yg zg )T is here described in detail. Note that the road id mr is here included in
the state vector x r and that only the geometric relationship is considered here, the
velocity is neglected. See Sections 2.2.1 and 2.2.2 for notation and background.
4 Algorithm (On-road to global coordinate transformation).
(i) Get the following road parameters in I RN corresponding to road mr : X (global 3D
road points), d (cumulative distance from road start).
(ii) Compute the global road point (x̄g ȳg z̄g ) and the road heading h̄ by linear interpolation of {d, X} in point xr .
(iii) Add the lateral and vertical deviations according to
xg = x̄g + yr cos(h̄ + π/2)
yg = ȳg + yr sin(h̄ + π/2)

(2.56)

zg = z̄g + zr .

2.B

Filter Algorithms

This appendix presents a number of filter algorithms. Readers that are familiar
with the algorithms may skip these sections and proceed to the next chapter.

2.B.1

Kalman Filter

Consider a discrete time linear state-space model
xt+1 = Ft xt + Gtu ut + Gtv vt
yt = Ht xt + et

(2.57)

where vt ∼ N (0, Qt ) and et ∼ N (0, Rt ) are independent, and ut is a known deterministic input signal. The probability density functions are
p(xt |xt−1 ) = N (xt ; Ft xt−1 + Gtu ut , Gtv Qt Gtv T )
p(yt |xt ) = N (yt ; Ht xt , Rt )
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By applying the measurement and time update rules in (2.2) and (2.3), respectively, the Kalman filter is obtained, Algorithm 5. The Kalman filter is the best
unbiased filter in the minimum mean square error sense in case of a linear model
and Gaussian noise, see Kalman (1960) and Kailath et al. (2000).
5 Algorithm (Kalman Filter).

Consider the linear state space model in (2.57).

1. Initialize:
x̂0|−1 = x0

(2.59)

P0|−1 = P0
where x0 is the initial state estimate and P0 = E{(x0 − x̂0 )(x0 − x̂0 )T } > 0.
2. Measurement update:
Kt = Pt|t−1 HtT (Ht Pt|t−1 Ht T + Rt )−1
x̂t|t = x̂t|t−1 + Kt (yt − Ht x̂t|t−1 )

(2.60)

Pt|t = (I − Kt Ht )Pt|t−1
3. Time update:

x̂t+1|t = Ft x̂t|t + Gtu ut
Pt+1|t = Ft Pt|t Ft T + Gtv Qt Gtv T

(2.61)

4. Set t := t + 1 and goto 2.

2.B.2

Extended Kalman Filter

Now consider a more general model, namely a nonlinear model
xt+1 = ft (xt , ut , vt )
yt = ht (xt ) + et

(2.62)

where vt ∼ N (0, Qt ) and et ∼ N (0, Rt ) are independent, and ut is a known deterministic input signal. A popular approach to handle nonlinear models is a
linearized version of the Kalman filter called (Schmidt) Extended Kalman filter
(EKF). The EKF is based on a Taylor series expansion of transition model f ( · ) and
the observation model h( · ) in (2.62) as
Ft =

∂f (x, ut , 0)
∂x

,
x=x̂t|t

∂f (x̂t|t , ut , v)
,
∂v
v=0
∂h(x)
Ht =
.
∂x x=x̂t|t−1

Gtv =

(2.63)

The EKF algorithm is given in Algorithm 6 and see Kailath et al. (2000) for a
detailed derivation.
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6 Algorithm (Extended Kalman Filter (EKF)).
Consider the nonlinear state space model in (2.62).
1. Initialize:
x̂0|−1 = x0
P0|−1 = P0

(2.64)

where x0 is the initial state estimate and P0 = E{(x0 − x̂0 )(x0 − x̂0 )T } > 0.
2. Measurement update:
Kt = Pt|t−1 HtT (Ht Pt|t−1 HtT + Rt )−1
x̂t|t = x̂t|t−1 + Kt (yt − ht (x̂t|t−1 ))
Pt|t = (I − Kt Ht )Pt|t−1

(2.65)

3. Time update:
x̂t+1|t = ft (x̂t|t , ut , 0)
Pt+1|t = Ft Pt|t Ft T + Gtv Qt Gtv T

(2.66)

4. Set t := t + 1 and goto 2.

2.B.3

Particle Filter

Let the target density at time k − 1 be approximated by the particle mixture
p(xt−1 |y1:t−1 ) ≈

N
X

(i)

(i)

wt−1 δ(xt−1 − xt−1 )

(2.67)

i=1
(i)

(i)

N
where {xt }N
i=1 are the particles and {wt }i=1 are its importance weights, and
δ( · ) is the Dirac delta distribution. Substituting this particle representation of
p(xt−1 |y1:t−1 ) into (2.3), the predicted density p(xt |y1:t−1 ) is obtained as

p̂(xt |y1:t−1 ) =

N
X

(i)

(i)

wt−1|t−1 p(xt |xt−1 ).

(2.68)

i=1

One can always get a particle mixture approximation of p(xt |y1:t−1 ) as
ˆ t |y1:t−1 ) =
p̂(x

N
X

(i)

(i)

wt|t−1 δ(xt − xt|t−1 )

(2.69)

i=1
(i)

where xt|t−1 are sampled from a proposal density π( · ), with appropriate support,
i.e.,
(i)

(i)

xt ∼ π(xt |xt−1 , yt )
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and the weights are updated according to
(i)

N
X

(i)

p(xt |xt−1 )

(i)

wt|t−1 ∝

(i) (i)
π(xt |xt−1 , yt )

(i)
wt|t−1

(i)

wt−1|t−1 ,
(2.71)

= 1.

i=1

The measurement update equation (2.2) now gives
p(xt |y1:t ) ∝ p(yt |xt )p(xt |y1:t−1 ) ≈

N
X

(i)

(i)

wt|t−1 p(yt |xt )δ(xt − xt ).

(2.72)

i=1

which means that the importance weights are computed by
(i)

(i)

(i)

wt|t ∝ p(yt |xt )wt|t−1 ,

N
X

(i)

wt|t−1 = 1.

(2.73)

i=1

Finally, a resampling step is performed to maintain the statistical support (Gor(i)
(i) N
don et al., 1993). The set {x(i) , w(i) }N
i=1 is replaced with a new set {x+ , w+ }i=1 with
(i)

better support. Usually, the new particles are selected as Pr(x+ = x(i) ) = w(i) and
(i)
the weights are set to w+ = 1/N . There exist many different methods of how
the particles are sampled in practice, see (Hendeby, 2008) for a summary of different resampling methods, in this thesis the systematic resampling approach is
used. In sampling importance resampling (SIR) the resampling is performed every time, but in sampling importance sampling (SIS) only when it is necessary
according to some measure. A common measure, that also is used in this work, is
called effective number of particles Nef f and is usually approximated as
1
N̂ef f = P 
2 .
N
(i)
i=1 w

(2.74)

Note that N̂ef f = N if w(i) = 1/N , ∀i and N̂ef f = 1 if all weights are zero except
for one single weight.
The basic PF algorithm is here summarized in Algorithm 7. There are many variations of the PF, see Doucet et al. (2001) and Arulampalam et al. (2002b) for
more information about the Particle filter and Sequential Monte-Carlo methods.
Furthermore, Gustafsson et al. (2002) and Ristic et al. (2004) present nice target
tracking applications.
7 Algorithm (Particle Filter (PF)).
1. Initialize:
(i)

x0 ∼ p(x0 ), w(i) =

1
, i = 1, 2, ..., N
N

(2.75)

2. Time update:
(i)

(i)

xt ∼ π(xt |xt−1 , yt ), i = 1, 2, ..., N
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(i) (i)

(i)

w̃t|t−1 =

p(xt |xt−1 )
(i)
wt−1|t−1 .
(i) (i)
π(xt |xt−1 , yt )

(2.77)

3. Measurement update:
(i)

(i)

(i)

w̃t|t = p(yt |xt )w̃t|t−1

(2.78)

(i)
w̃t|t

(i)

wt|t = P
N w̃(j)
j=1 t|t

(2.79)

(i)

4. Resampling: update wt by using a method of choice (see e.g., Hendeby (2008)).
5. Set t := t + 1 and goto 2.

2.B.4

Bayesian Bootstrap Particle Filter

Bayesian Bootstrap Particle Filter, or just Bootstrap Particle Filter (BSPF), is a special case of the PF where the proposal density is chosen as the system dynamics,
i.e.,
π(xt , xt−1 , yt ) = p(xt |xt−1 ).

(2.80)

This makes the weight update step in (2.77) trivial
(i)

(i)

wt|t−1 = wt−1|t−1

(2.81)

and the sampling from p(xt |xt−1 ) is also often straightforward.

2.B.5

Rao-Blackwellized Particle Filter

The idea in Rao-Blackwellized Particle filter is to use different filters for computp
ing different parts of the posterior. If the system is linear given the states xt (i.e.,
k
conditionally linear), then the states xt can be calculated using a Kalman Filter
p
(KF). The dimension in the particle filter is then limited to the dimension of xt .
The RBPF is treated in Chen and Liu (2000); Andrieu and Doucet (2002) and is
also sometimes referred to as the Marginalized Particle Filter (Schön, 2006). The
implementation of the RBPF in this section can be seen as the filter bank formulation derived in Hendeby et al. (2010); Törnqvist (2008).
pT

Assume that the state vector can be partitioned into two parts xt = (xt
such as the state space model is conditionally linear
p

p

p

p
ht (xt ) +

p
Ht (xt )xtk

xt+1 = ft (xt ) + Ft (xt )xtk + Gt (xt )vt ,
yt =

T

xtk )T
(2.82)

+ et ,

(2.83)

where Cov(vt ) = Qt and Cov(et ) = Rt . Then the target density can be approximated as Gaussian mixture
p(xt |y1:t ) ≈

N
X

(i)

k(i)

(i)

p

p(i)

wt N (xtk ; xt|t , Pt|t )δ(xt − xt

i=1

that is maintained by the following algorithm.
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8 Algorithm (Rao-Blackwellized Particle Filter (RBPF)).
(i)

k(i)

p(i)

1. Initialize: For all particles i = 1, . . . , N , let x0|0 = x0k , P0|0 = P0 and x0
2. Time update: Compute the Gaussian mixture by
p(i)

(i)

(i)

(i)

k(i)

p

∼ p(x0 ).

x̄t|t−1 = ft−1 (xt−1 ) + Ft−1 xt−1|t−1 ,

(2.85a)

(i)
(i) (i)
(i)T
(i)
(i)T
P¯t|t−1 = Ft−1 Pt−1|t−1 Ft−1 + Gt−1 Qt−1 Gt−1

(2.85b)

p(i)

p(i)

(i)

where Ft−1 = Ft−1 (xt−1 ) and Gt−1 = Gt−1 (xt−1 ). The following split can now be
made
!
!
x̄ p
P¯ p
P¯ pk
x̄ = k P¯ = ¯ pkT
.
(2.85c)
x̄
P
P¯ k
Sample the PF states according to
p(i)

xt

p(i)

p(i)

∼ N (x̄t|t−1 , P¯t|t−1 ).

(2.85d)

Update the KF states according to
pk(i)T p(i)
p(i)
p(i)
k(i)
k(i)
xt|t−1 = x̄t|t−1 + P¯t|t−1 (P¯t|t−1 )−1 (xt − x̄t|t−1 ),

(2.85e)

pk(i)T p(i)
pk(i)
(i)
k(i)
Pt|t−1 = P¯t|t−1 − P¯t|t−1 (P¯t|t−1 )−1 P¯t|t−1 .

(2.85f)

3. Measurement update:
(i)

(i)

(i)

N (yt ; ŷt , St )wt−1
(i)
wt = P
N N (y ; ŷ (j) , S (j) )w(j)
t t
t
t−1
j=1
k(i)

k(i)

(i)

(i)

(i)

(i)

(i) (i)

xt|t = xt|t−1 + Kt (yt − ŷt )
(i)T

Pt|t = Pt|t−1 − Kt St Kt

(2.86a)
(2.86b)
(2.86c)

where
(i)

p(i)

(i)

p(i)

ŷt = ht (xt

St = Ht (xt
(i)

(i)

p(i)

) + Ht (xt
(i)

k(i)

)xt|t−1 ,

(2.86d)

p(i) T
) + Rt ,

(2.86e)

)Pt|t−1 Ht (xt

p(i) T (i) −1
) (St ) .

Kt = Pt|t−1 Ht (xt
(i)

(2.86f)

4. Resampling: update wt by using a method of choice (see e.g., Hendeby (2008)).
5. Set t := t + 1 and goto step 2
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2.B.6

Grid Method (Point-Mass Filter)

In a grid method, a.k.a. point-mass filter (PMF) (Bergman, 1999), the target probability density is approximated with a number of grid points. This grid representation in a PMF is actually very similar to the particle representation in the PF,
but the grid points in the PMF defined deterministically while the particles in
the PF are stochastic and dynamic.
In the point-mass filter the continuous probability density p(xt |y1:t ) is discretized
Arulampalam et al. (2002b). The general filter recursion (2.2) (2.3) can then be
approximated as
(i)

(i)

(i)

p(xt |y1:t ) = αt−1 p(yt |xt )p(xt |y1:t−1 )
(i)

p(xt |y1:t−1 ) =

N
X

(i)

(j)

(j)

p(xt |xt−1 )p(xt−1 |y1:t−1 )∆(j)

j=1

αt =

N
X

(j)

(2.87)

(j)

p(yt |xt )p(xt |y1:t−1 )

j=1

and ∆(j) is computed such that
N
X

(i)

(j)

p(xt |xt−1 )∆(j) = 1.

i=1
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Sensor management is a broad term for sensor control and can be considered as a
subfield of data fusion that brings a feedback loop into the fusion process to improve the overall data fusion performance, Figure 3.1. Sensor management aims
at managing and coordinating limited sensor and system resources to accomplish
specific and dynamic mission objectives (Ng and Ng, 2000).

Prior Knowledge

Sensor
stimuli

Sensors

Data Fusion

Sensor Management

Figure 3.1: The sensor management introduces a feedback loop in the data
fusion process.
A sensor management system reduces the workload of the human operator(s) by
control and decision support, helping the operator to concentrate on the higher
level tactical objectives of the mission. Xiong and Svensson (2002) review different approaches to multi-sensor management for information fusion and a topdown problem structure with five levels of functionality is presented: (5) Mission
planning, (4) Resource deployment, (3) Resource planning, (2) Sensor scheduling,
and (1) Sensor control. Similar hierarchies have been proposed by other; usually
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higher levels consider mission objectives on a long time-scale and the lower levels
handle near sensor control actions on a short time-scale. The planning problems
considered in this thesis are low level planning problems corresponding to levels
(1) and (2) in the structure above.
Planning can be defined as the task of finding a sequence of actions that will
achieve the goal (Russell and Norvig, 2002). Classical (AI) planning only considers environments that are fully observable, deterministic and static. However, to
be able to act in the real world with non-perfect sensors, the planner has to deal
with incomplete, uncertain, and incorrect information in a robust manner. Algorithms and methods solving realistic surveillance planning problems are computationally very demanding, since realistic models of the environment, sensors
and platforms are very complex due to the nonlinear and stochastic properties of
the world. The optimal solution is usually impossible to find, but in practice this
is not critical since there is in general a large number of suboptimal solutions
that are sufficiently good. However, the problem of finding a good suboptimal
solution is still difficult.

3.1

Surveillance and Reconnaissance Services

There are numerous surveillance and reconnaissance planning problems in the
literature for different applications, sensors, environments, targets, objectives,
etc. The purpose of this chapter is not to provide a survey of this research field.
Instead the focus will be on four surveillance and reconnaissance modes, or services, that are treated in this thesis and these services are introduced next in the
Examples 3.1–3.4. The subsequent section contains further information about
what is included or neglected in this work. The surveillance system is an unmanned aerial vehicle (UAV) system with an electro-optical/infrared (EO/IR)
sensor. The vision sensor is a staring-array EO/IR sensor with a limited fieldof-view (FOV) and the pointing direction of the sensor is controlled by a two-axis
actuated pan/tilt gimbal.
3.1 Example: Target Information Acquisition
Suppose that a target is detected by an autonomous airborne surveillance system.
In high performance surveillance applications this detection is not enough, since
measurements are more or less incomplete and uncertainties in the inferences
might be significant. It is desirable to improve location and velocity estimates,
but also to acquire good imagery to facilitate the image analysis, such as classification and identification. Thus, it is important to act such that the future
measurements are as informative as possible. Usually it is only possible to gather
more information in a limited time interval, before proceeding to other surveillance tasks.
How “information” is defined may depend on the application at hand, but in this
work, information is in some sense the opposite or inverse of the localization uncertainty. For vision/infrared sensor applications this basically means that it is
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advantageous to observe the target from different directions due to the triangulation effect. Fortunately, this is also suitable for the classification and identification algorithms. This problem is called optimal trajectory planning (OTP) for
bearings-only estimation and it is introduced in Section 3.3.2 and in Paper E.
3.2 Example: Area and Road Exploration
Exploration can be defined as the task of efficient information gathering of areas,
building, roads, etc. by controlling the route of the sensor platform and the pointing direction of the camera. The exploration data consists of images that can be
used to create maps, video mosaics and multi-view imagery of objects or areas of
interests. In contrast to e.g. search problems, the aim of exploration is not necessarily to enable on-line reactive behavior of the surveillance system. Instead, the
exploration in many cases aims at off-line or delayed processing and analysis. For
instance, the data may be analyzed by a human operator after the mission, or the
data will be used for change detection analysis in the future. In both these cases,
good exploration is characterized by several images from different directions of
the objects and areas of interests. However, nothing prevents the exploration
from being reactive to enable instantaneous adaptation to new conditions.
The information exploration approach used in this work is an extension of the
problem of optimal trajectory for bearings-only estimation in Example 3.1. The
basis of the exploration approach is treated in Section 3.3, but the details are
given in Paper F.
3.3 Example: Single target search
Suppose that there is a target in a certain area. How should the search be performed in order to find the target as quickly as possible? The difficulty level
of the problem depends on if the target is moving or is stationary and if it is
cooperating or not. In Section 3.4.3 the single target search problem is solved
by maximizing the probability of detection for a certain planning horizon given
models of the target, environment and sensor platform. This method is the basis
for an important part of Paper D.
3.4 Example: Multi-target search and tracking
Assume that information about the locations for a number of targets is available,
with some degree of certainty. This knowledge may originate from previous detections or from some external source. If all targets fit into the field-of-view, the
problem is not a challenge. However, suppose it is only possible to see one target at a time. The question is how to control the sensor platform and the sensor
pointing direction so that no target is lost. when looking for one target, all the
other targets are moving and the knowledge of their locations will be more and
more uncertain. In addition, it might also be desirable to search for new targets
simultaneously. This multi-target search and tracking problem is introduced in
Section 3.4.4 and a solution is proposed in Paper D.

67

52

3

Planning for Surveillance and Reconnaissance

In optimization based planning a scalar measure is needed for comparing the
effect of different control actions and this measure must capture the goal of the
surveillance mission. However, besides the main surveillance objectives, Examples 3.1–3.4 in this work, there might be other objectives and constraints to consider. For instance, it is desirable to:
(i) Minimize navigation uncertainty. The estimation uncertainty of the target
states are directly related to the uncertainty of the platform state, like position and velocity. The value of the information achieved during the mission
decreases if it is not possible to relate this information to a global reference
frame (Roy et al., 1999; Leung et al., 2006). Keeping the navigation uncertainty low is especially important when moving in an unknown area where
maps and external navigation support are not available. The UAV must at
least be able to find its way back to the home base.
(ii) Maximize the stealth behavior. In some cases, especially in a military context, it is important to minimize the risk that the sensor platform is detected
(Norsell, 2004).
(iii) Minimize energy/fuel consumption. The range and the operation time
should be maximized, given the limited amount of fuel the UAV was provided with.
(iv) Minimize mission time. The time to solve the mission task should be minimized.
Note that these additional objectives are in conflict with the main objective of the
surveillance mission. It is not straightforward to handle multi-objective planning
problems; the result will vary very much depending on how different objectives
are weighted in the overall optimization objective. In this work, all the objectives
(i)–(iv) above are neglected. Furthermore, it is assumed that the problems are
non-game theoretic, i.e., the actions of the surveillance system does not affect the
behavior of the target.
Not only is the planning objective important for the planning solution, so are the
planning constraints:
(a) Sensor platform constraints include dynamic, kinematic and energy (fuel)
constraints of the sensor platform. Possibly also other geometric constraints
due to threats, obstacles, and autonomy domain constraints (ADC) that defines where the sensor platform is allowed to operate, see Skoglar et al. (2005).
(b) Sensor constraints comprise limited sensor observation performance and resources due to the sensor itself like field-of-view, resolution, and SNR.
(c) Environmental constraints include limited sensor observation performance
due to the environment outside the sensor affecting the target scene and background clutter characteristics. There are several sources of performance degeneration, for instance atmosphere and aerosol effects, occlusion due to terrain, vegetation and buildings, and target and background types and state.
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(d) Target constraints include dynamic and kinematic constraints of the target
due to the object/vehicle type, the terrain and roads, etc.
Some of these constraints limit the degree-of-freedom of the actions (sensor platform constraints) and the observation performance (sensor and environmental
constraints). In these cases the constraints are negative, in the sense that they are
reducing the ability to succeed with the mission. However, the target constraints
will usually make the tracking and search processes easier. How all these constraints affect the planning depends on how the models of the sensor, the sensor
platform, the targets, and the environment are defined. In this work the UAV
platform is assumed to be a fix-wing system and it is usually modeled with a
coordinated turn model with constant speed and altitude. Obstacle avoidance
(Nordlund, 2008), threat avoidance and ADC are neglected. The model of the
detection probability is usually based on the pointing direction (limited field-ofview), building models (occlusion) and range.
The planning problems can be seen as an optimal control problem and this subject is introduced in Section 3.2. However, due to the “curse of dimensionality”
approximations are necessary and a number of suboptimal planning strategies
are also discussed. The exploration problems described in Examples 3.1 and 3.2
are treated by an information theoretic approach in Paper E and Paper F, respectively. An introduction to this approach is given in Section 3.3. The search problems described in Examples 3.3 and 3.4 are based on a Bayesian search approach
described in Section 3.4. The planning algorithm for the combined search and
tracking problem that is proposed in Paper D is also introduced.

3.2

Stochastic Optimal Control

Russell and Norvig (2002) give a nice introduction to planning and decision problems and how to solve them. LaValle (2006) provides a survey of different planning algorithms. Many planning problems, including the ones considered in this
thesis, can be formulated as stochastic optimal control problems where stochastic effects and uncertainties in sensor information and system models can be handled. There exist many textbooks on stochastic optimal control, see for instance
Bellman (1957); Bertsekas (2000, 2001); Puterman (1994). Next the discrete time
finite horizon stochastic optimal control problem is introduced.

3.2.1

Finite Horizon Stochastic Optimal Control

Consider a system where the state evolves as the discrete-time stochastic system
xt+1 = f (xt , ut , vt )

(3.1)

where t is the time index, and vt represents the random disturbances and ut
is a control signal. From the system, only imperfect information of the state is
available through the observations
yt = h(xt ) + et
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where et represents the random errors in the observations. The information available for the controller at time step t is
It = {x0 , y0 , ..., yt , u0 , ...ut−1 },

(3.3)

i.e., the initial state and the history of all previous control and measurements. An
admissible control law can then be defined as a function of available information
as
π0:M−1 = {µ0 , µ1 , ..., µM−1 }

(3.4)

where µt maps the information It into a control action ut = µt (It ) ∈ U . The finite
horizon stochastic optimal control problem can then be represented as


M−1


X




min J(π0:M−1 |I0 ) = E 
LM (xM ) +
Lt (xt , ut , vt ) I0 


π0:M−1


t=0

s.t.

3.2.2

(3.5)

ut ∈ U
xt+1 = f (xt , ut , vt )
yt = h(xt ) + et .

The Principle of Optimality and the DP Algorithm

The core of optimal stochastic control is the “principle of optimality”: whatever
any initial states and decision or control law are, all remaining decisions must
constitute an optimal policy with regard to the state which results from the first
∗
decision (Bellman, 1957). Thus, if π0:M−1
= {µ∗0 , µ∗1 , ..., µ∗M−1 } is an optimal policy
∗
∗ ∗
for a problem (3.5), then πi:M−1 = {µi , µi+1 , ..., µ∗M−1 } is the optimal policy for the
truncated problem from time i to time M and with initial state xi .
The dynamic programming (DP) algorithm is based on the principle of optimality. First the optimal problem for the last stage is solved and then the extended
problem with the last two stages is solved, and so on until the entire problem is
∗
solved. In other words, assume that Jt+1
is the optimal solution of an M − 1 step
∗
problem, then the optimal solution Jt of the corresponding M step problem can
be written as
∗
(It+1 ) |It , ut }
Jt∗ (It ) = min E{Lt (xt , ut , vt ) + Jt+1
ut

(3.6)

However, in general it is often impossible to find closed form solutions even to the
small sub-problem at each stage. A standard solution is to search for approximate
numerical solutions by discretizing the problem, but as Bellman observed this
method is susceptible to the “curse of dimensionality” where larger problems are
prohibitive both computationally and in required memory storage.
An optimal feedback control law will not only steer the system in accordance with
the reference signal. In addition, the control law will show probing and caution
behavior. Probing represents actions to enhance estimation precision in order to
improve overall performance in the future. Caution is acting so as to minimize
the consequences of erroneous assumptions about the state of the environment.
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Both these components are often in conflict with the error reducing part of the
control law and control laws including this compromise are denoted dual control.
The dual control problem was first discussed by Feldbaum (1960-61).
For linear quadratic Gaussian (LQG) problems it is possible to find a closed form
solution to the general Dynamic Programming problem. The solution of the LQG
problem can be separated into two stages, first an estimation part that generates
a conditional expectation of the state, and then an actuation part that computes
a control action by multiplying the state expectation with a matrix gain. This
separation into an estimation part and a control part is very convenient and is
called the certainty equivalence principle. However, for general problems this
principle does not hold.

3.2.3

Suboptimal Approaches

Optimal solutions to the control problem can be obtained by applying dynamic
programming approaches. However, they are often intractable in practice due to
the curse of dimensionality. Some kind of suboptimal approach is therefore unavoidable. An overview of some different suboptimal approaches is given here.
See Wintenby (2003) for a nice discussion and survey of different suboptimal
strategies in radar sensor management and Bertsekas (2000) for a detailed presentation of suboptimal control.
Receding Horizon Control (RHC)

One suboptimal approach is to just consider a finite planning horizon. After
the planning step the first control action is applied and then a new plan is computed, possibly based on new measurements. This approach is called receding
horizon control (RHC), a.k.a. limited lookahead policy and model predictive control (MPC). The special case with just one step planning horizon is sometimes
called myopic decision-making or greedy planning where the next action is selected based on the immediate consequence of that action. The risk is that this
short-sighted strategy may be adverse on a longer perspective. There are different approaches to improve a limited lookahead policy, e.g. the rollout approach
where an optimal solution scheme is used over a limited time horizon and an
approximation of the, so called, cost-to-go for the remaining part.
A terminal cost/reward RHC strategy is used in the most of the planning problems considered in the thesis.
Problem approximations

An obvious strategy to simplify the planning problem is to approximate the original problem with a new problem that is simpler to solve and where some theoretical results in estimation and optimal control hopefully can be applied. However,
the challenge in all problem approximations is to achieve a problem that retains
the spirit of the original problem. One example is approximating the targets behavior with a multi-armed bandit model. In the multi-armed bandit problem
the goal is to maximize the reward given a fixed number lever pulls of a number
of gambling machines with unknown probability of return. One assumption is
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that only one machine (target) is allowed to evolve dynamically at each time step.
This assumption is used for radar beam scheduling algorithms (Krishnamurthy
and Evans, 2001) to obtain an approximated problem where some useful optimal control results can be utilized. However, this assumption is regarded as too
unrealistic to be considered in this work.
Imperfect modeling of the information received in the future

A popular suboptimal control scheme is to use Assumed Certainty Equivalence
(ACE) (Bertsekas, 2000), i.e., to assume that the certainty equivalence principle
holds and consider the estimation and the control independently. The Certainty
Equivalent Control (CEC) can be summarized as follows. Given an information
vector I0 , an estimator produces a typical value of the state x̂0 = E{x0 |I0 } and the
disturbances v̂t = E{vt |xt , ut }, êt = E{et |xt , ut }. The problem to solve is then a
perfect information problem, i.e., the deterministic version of (3.5),
min LM (xM ) +

u0:M−1

s.t.

N
−1
X

Lt (xt , ut , v̂t )

t=1

ut ∈ U
x0 = x̂0 (I0 )
xt+1 = f (xt , ut , v̂t )
yt = h(xt ) + êt .

(3.7)

A problem with ACE is that dual control properties such as probing and caution
are missing in the general nonlinear non-Gaussian case. Despite this drawback,
the CEC is used in several planning problems in this thesis since it is a very
convenient approach to use.
An alternative to CEC is the Open-Loop Feedback Control (Bertsekas, 2000). Unlike the CEC which computes the estimate x̂, OLFC is instead computing the
probability distribution p(xt |It ) and thus taking the uncertainty about xt and
the disturbances into account. However, OLFC is pessimistic in the sense that
it selects control input as if no further information will be acquired that can be
used by the controller. Hence, the name open-loop feedback since the method is
performing feedback from the current measurement, but is assuming open loop
control over the remaining steps.
Problem Decomposition

Some problems can naturally be decomposed into different subtasks and can then
be controlled by a scheduling algorithm or a state machine. This approach has
been used in radar resource management (Wintenby, 2003). In the multi-target
search and tracking problem in Paper D the planning problem is decomposed
into a number of subtasks and a high-level planner is used to decide which subtask to perform.
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Hierarchy organization

If the sensor management problem contains many different levels a monolithic
planner is probably an unrealistic goal. Instead a hierarchical decomposition is
required where a subproblem is formulated on each level of abstraction. This
means that the low-level control can ignore the long term mission objectives and
the high-level planning does not care about the low-level control of the sensor.
However, the challenge is how to decompose the problem into sub-problems that
guarantee that the overall objective is achieved.

3.3

Information Exploration

In this section the information exploration framework is introduced. The exploration approach is based on the observer trajectory planning (OTP) problem
where a moving sensor platform is estimating the location of a single target given
a number of noisy measurements from a bearings-only sensor. The sensor platform is free to maneuver, and the problem is to find the optimal trajectory that
maximizes the estimation performance. The planning problem can be considered
as a stochastic optimal control problem, but if a certainty equivalence controller
is used the resulting problem is deterministic. However, the problem is still nonlinear and non-convex so there is no guarantee that the optimal solution is found.
Optimal trajectory for bearings-only estimation is a classical nonlinear estimation problem. The problem can be divided into subgroups depending on the
assumptions made about the observation model, the target motion model, the
sensor platform motion model, and the estimation performance measure. In Nardone and Aidala (1981) the observability requirements are considered and it is
shown that the observer motion is important to obtain a unique solution. In
Hammel and Aidala (1985) the observability of the three-dimensional problem
is analyzed and conditions on the observability of an n-th order target dynamic
model is given in Fogel and Gavish (1988). The problem has been tackled by dynamic programming (Logothetis et al., 1997; Tremois and Le Cadre, 1999) and
gradient methods (Grocholsky, 2002). In Grocholsky et al. (2005) and Hoffmann
and Tomlin (2010) different information-theoretic distributed control architectures for searching and localizing targets are proposed. Grocholsky et al. (2005)
uses an Information filter framework similar to the approach in this chapter.

3.3.1

The Information Filter

Consider a system where the state evolves as the discrete time stochastic system
xt+1 = f (xt , vt ) where vt represents the random disturbances. Only imperfect
information about the state is available through the observations yt = h(xt ) + et
where et represents the random errors in the observations. The Kalman filter
maintains a state vector x̂t and its covariance matrix Pt , see Appendix 2.B.1. The
Information filter (Kailath et al., 2000) is equivalent to the Kalman filter, but
instead of maintaining a state vector and a covariance matrix, the information
filter maintains the information state ît = Pt−1 x̂t and the information matrix Yt =
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Pt−1 , see Appendix 3.C. Note that in the linear Gaussian case, the information
matrix is equivalent to the Fisher information matrix that bounds the estimation
error by the Cramér-Rao Lower Bound (CRLB).
A popular approach to handle nonlinear models is a linearized version of the
Kalman filter called Extended Kalman filter (EKF), Appendix 2.B.2. The EKF is
based on a Taylor series expansion of the state transition model and the observation model. The EKF can also be given in an information form called Extended
Information Filter (EIF), Section 3.C. The update and prediction equations of the
information matrix in an (extended) information filter are
Yt|t
Yt+1|t

=

Yt|t−1 + HtT R−1
t Ht

(3.8)

=

−1 T
(Ft Yt|t
Ft

(3.9)

+

Gt Qt GtT )−1

where
Ft =

∂f (x, 0)
∂x

, Gt =
x=x̂t|t

∂f (x̂t|t , v)
∂v

, Ht =
v=0

∂h(x)
∂x

(3.10)
x=x̂t|t−1

and Rt and Qt are the covariances of the measurement noise and process noise,
respectively.
Note that the posterior information Yt|t is a sum of the prior information Yt|t−1
and the information given in the observation, HtT R−1
t Ht . If more than one sensor
is used, the fusion of the measurements in the measurement update step of the
filter is straightforward
X T
(3.11)
Yt|t = Yt|t−1 +
Hti (Rit )−1 Hti .
i

This additive property is one major reason for the popularity of the information
form, especially if information from several sensors must be fused in the filter
(Manyika and Durrant-Whyte, 1994).
To be able to evaluate the estimation result, a measure of the estimation performance is required. A common approach is to transfrom the information matrix
Y to a scalar measure by some suitable function, e.g., the determinant. Maximizing the determinant of the information matrix is called D-optimal design in
the vocabulary of experiment design (Fedorov, 1972). Other possible suggestions
from experiment design include maximizing the trace inverse of the information
matrix (A-optimal design), and maximizing the minimum eigenvalue of the information matrix (E-optimal design).
Note that the differential entropy of a Gaussian distribution with covariance matrix P is (see Appendix 3.B)
1
1
ln ((2πe)n det P ) = − ln ((2πe)−n det Y )
(3.12)
2
2
where n is the size of random variable. The negative differential entropy can be
denoted as “entropic information” and maximizing the entropic information is
H(p(x)) =
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actually equivalent to maximizing the determinant of the information matrix in
the Gaussian case.

3.3.2

Basic Observer Trajectory Planning Problem

In this section the basic observer trajectory planning (OTP) problem is defined.
The task is to localize an object with a bearings-only sensor that is mounted on
a maneuverable platform. In this work it is assumed that the sensor platform is
moving with constant speed at constant altitude.
The elements of the sensor’s platform state vector xts is composed by the Cartesian
position and the heading in the xy-plane, i.e., xts = (xst yst zst ψts )T . The dynamic
model is a basic constant speed model with rate of change of heading uts as the
control signal. Thus, the dynamic model is given as

s 
 vT cos(ψt ) 
 vT sin(ψts ) 
s

xt+1
= f s (xts , uts ) = xts + 
(3.13)

0


uts T
where T is the sampling time and v is the constant speed. Note that the sensor
platform model is deterministic and that perfect state information about xts is
available, i.e, it is assumed that neither disturbances nor navigation error are
present. The observation model is the relative angle between the sensor platform
and the target
!
s
s
arctan2 (y
t − yt , xt − xt )
s


p
yt = h(xt ; xt ) + et =
+ et
(3.14)
arctan2 zt − zst , (xt − xst )2 + (yt − yst )2
where et ∼ N (0, R).
The problem is to find a control input sequence
u0:M−1 , {ut }M−1
t=0 , ui ∈ U = {u | − umax ≤ u ≤ umax }, i = 0, 1, ..., M − 1

(3.15)

that minimizes the optimization objective function L(YM ) that is a function of the
expected terminal information matrix YM .
The basic case considered in this section uses the RHC-EIF-CEC approach. The
target is modeled according to a random walk model
xt+1 = f (xt , vt ) = xt + vt

(3.16)

where the state is the Cartesian position of the target xt = (xt yt zt )T and vt ∼
N (0, Q). The target is estimated by an EIF where the evolution of the information
matrix is according to (3.8) and (3.9).
Without loss of generality, assume that the planning is always performed at time
t = 0. In the planning process it is assumed that the state covariance is zero
Q = 0, this is reasonable approximation if the process noise is quite small and
the planning horizon is short. This assumption will simplify the information
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matrix update equation very much, in the random walk case we have
YM = Ȳ0|0 +

M
X

H(xt ; xts )T R−1 H(xt ; xts ).

(3.17)

t=1

where Ȳ0|0 is the information matrix from the tracking filter and Ht , H(xt ; xts ) is
the Jacobian of the measurement model as a function of the expected target state
xt and the sensor platform state xts .
The basic OTP problem can now be summarized as follows:
min L(YM )

u0:M−1

s.t.

ut
xt+1
s
xt+1
YM

∈U
= f (xt , 0), x0 = x̂0|0
= f s (xts , ut )
P
T −1
= Ȳ0|0 + M
t=1 Ht R Ht .

(3.18)

where x0s is the current state of the sensor platform. Moreover, x̂0|0 and Ȳ0|0 =
−1
P0|0
are the current state and information from the EIF filter. Examples of the
objective function L( · ) are
L(YM ) = − det(YM ),
L(YM ) =

(3.19)

−1
tr(YM
).

(3.20)

A detailed description of how the objective is computed given a control signal
sequence is given in Appendix 3.A. The optimization problem is solved by a
gradient method, usually the fmincon (active set) algorithm in the Matlab Optimization Toolbox is used in this work. Figure 3.2 shows a signal processing
overview of both the filtering and planning parts of the OTP problem.
xst-1
ut-1
xt-1|t
Pt-1|t

Platform
Update

Filter
Update

yt

xst

xt|t
Pt|t

Trajectory
Planner

Filter
Prediction

xst
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Pt|t+1
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Update

Filter
Update
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Measurement

Measurement

t

t+1

xst+1

xt+1|t+1
Pt+1|t+1

time

Figure 3.2: The filter and planner framework for the OTP planner.
In Example 3.5 an OTP simulation example is given and the resulting paths from
different objective functions are shown. In Example 3.6 the information surface
is plotted to illustrate similarities and differences between the determinant and
the trace-inverse objectives.
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3.5 Example: CEC-EIF Planner with Random Walk Target in 3D
In this simulation example the result of the basic OTP planner is presented for a
single random walk target information acquisition problem. The total length of
the estimation time is 6 s. Two planners with different planning horizon lengths
are used. The first planner is very short-sighted and plans just one step ahead.
The other planner is considering the whole time interval to the estimation deadline, i.e., the length of the planning horizon decreases as the deadline is approaching. The sampling time is 0.5 s and a replanning step is performed in every sample steps in a RHC manner. The sensor platform is assumed to be 50 m above the
ground. The measurement noise covariance is R = σ 2 I2×2 where σ = π/180 rad.
The resulting trajectories for the ideal perfect knowledge case are shown in Figure 3.3 for three different information measures: the determinant of the information matrix, the trace of the covariance matrix, and the mutual information of
the state sequence and the measurement sequence (3.58). The planner with the
longer planning horizon is going more towards the target compared to the greedy
planner. Also note that the planning result with the trace criterion is more “cautious” than the entropy based criteria.
det YM

det YM

tr Y−1

200

tr Y−1
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M
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Σ ln det S
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(a) The resulting paths of the
“greedy” planners. Note that the
planners with entropy based criteria are very similar.
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(b) The resulting paths of the
planners with planning horizon
until the deadline at t = 6.

Figure 3.3: A OTP simulation example where the goal is to maximize the
estimation performance of a random walk target at t = 6. The resulting
paths of the ideal case (perfect target location knowledge) are shown for
three planners with different performance measures: determinant of the final information matrix (3.19), trace of the final covariance matrix (3.20), and
the mutual information (3.58), respectively.
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3.6 Example: Information Surface
Suppose that the state covariance P0 is given and that the measurement noise
covariance is R = σ 2 I2×2 where σ = π/180 rad. H = H(x1 ; x1s ) is the Jacobian of
the angle-only measurement model (3.14). x̂1 = (0 0 0)T is the estimated location
(and true location, in this example) of the random walk target. x1s = (xs ys 1)T is
the location of the angle-only sensor.
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Now the information matrix Y1 = P0−1 + H T R−1 H can be computed as a function
of the sensor coordinates (xs , ys ) according to (3.8). Two different functions are
applied to the information matrix, the determinant and the trace inverse, giving a
scalar information value for each coordinate. By defining a grid of possible sensor
locations and computing the information value in each grid point, an information
surfaces is obtained. Figure 3.4 shows the information surface of the two criteria
given a certain P0 shown as ellipses in the plots. Thus, the information surfaces
show the value of a measurement in that position. Basically, the closer to the
target the better of course. However, given a certain range to the target, it is
better to be perpendicular to the major axis of the initial target state covariance.
A myopic exploration planner will follow the steepest ascent of the surface and
this explains the behavior in Figure 3.3 (a).
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Figure 3.4: Information surface as function of the position of one angle-only
measurement given the prior target state covariance (black ellipse). Note
that the target is in the origin and the sensor platform is in the z = 1 plane.

78

3.3

63

Information Exploration

3.3.3

Extensions of the OTP

This basic OTP problem can be extended in a number of ways:
(i) The random walk model is perhaps the simplest possible target model. However, it is straightforward to use other motion models, such as a constant velocity model, in the CEC case, but the computation of the objective function
is slightly more complicated since the Jacobian Ft is not the unity matrix.
(ii) Multiple targets can be handled quite easily if they are uncorrelated since
they then can be treated individually. Let the information matrix of target i
be denoted as Y (i) . The corresponding determinant and trace inverse objective functions can be defined as
X
L({Y (i) }i ) = −
log det Y (i) ,
(3.21)
i
(i)

L({Y }i ) =

X

tr(Y (i) )−1

(3.22)

i

respectively. If the targets are correlated the problem is more intricate.
(iii) An area/road exploration method is obtained if multiple random walk targets are defined in a dense grid over an area or road network of interest.
The expressions (3.21) or (3.22) can be used to combine the multiple information values into one scalar measure. The result is a type of area coverage,
but unlike range only dependent area coverage this information exploration
approach is also rewarding coverage from different directions which is an
advantage according to the discussion in Examples 3.1–3.2. This area/road
exploration method is presented in Paper F.
(iv) If buildings and vegetation are present, a model of the detection probability should be incorporated in the planner. The update of the information
matrix in (3.17) can instead be defined as
YM = Ȳ0|0 +

M
X

Pd (xt ; xts )H(xt ; xts )T R−1 H(xt ; xts ).

(3.23)

t=1

Thus, the information is weighted by the probability that the target (or grid
point in area exploration) can be seen.
(v) In the basic OTP formulation the camera sensor is assumed to be omnidirectional, i.e, it has no limited field-of-view (FOV). However, in practice
the FOV is limited and the camera might be mounted in a pan/tilt gimbal.
Paper F is treating this case and the control of the pan/tilt motion is also included in the optimization problem. The limited FOV is handled by using
a model of the detection probability that is dependent on the pointing direction and then applying the approach in (iv) above. The sensor platform
motion and the camera pointing direction can be treated simultaneously or
in a sequence.
(vi) It is possible to use a process noise covariance matrix Q that is not 0, but the
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computational complexity of the objective function increases significantly.
(vii) The certainty equivalence planner is straightforward to implement, but other
control schemes can be used. In Paper E the OLFC strategy is discussed.
(viii) The basic OTP is based on the information filter which assumes Gaussian
target probability density. However, this assumption is actually incorrect,
due to the nonlinear bearings-only model. In Paper E an alternative approach is proposed based on the particle filter.

3.3.4

Surveillance and Reconnaissance Services Revisited

In Section 3.3 the basic information exploration approach has been introduced
and in particular the basic optimal trajectory planner for bearings-only estimation has been treated. This approach is the basis of surveillance services in Examples 3.1 and 3.2.
To solve the single target information acquisition problem in Example 3.1 a RHC
approach based on the suboptimal planners (CEC and OLFC) is used in Paper B.
The estimator is based on the extended information filter and optimization objective is based on entropic information, i.e., the determinant of the information
matrix. Furthermore, a particle filter approach is proposed in Paper B that minimizes the differential entropy of the target probability density. Gradient optimization techniques are used in both the information filter and particle filter
cases. The particle filter approach can handle general probability densities of the
target, but at the cost of much higher computational load.
The area/road exploration problem in Example 3.1 is treated in Paper F where
the basic single target exploration problem is extended. Both area and road exploration scenarios are treated and the limited field-of-view of the camera is taken
into account.

3.4

Bayesian Search

Search theory is the study of how to optimally employ limited resources when
searching for objects of unknown location (Stone, 1975; Frost and Stone, 2001).
Search problems can be broadly categorized into one-sided and two-sided search
problems. In one-sided search problems the searcher can choose a strategy, but
the target cannot, in other words the target does not react to the search. In twosided search problems both the searcher and the target can choose strategies, and
this is related to game theoretical methods. In this work only one-sided search
problems are considered.
In contrast to exploration, when searching for a target the sensor data is not primarily intended to be stored for later analysis. Instead a real-time image analysis
is performed for detecting targets and the task of planning process is to facilitate
the search and maximize the probability of target detection.
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3.4.1

Introduction to Search Theory

The work on search theory was initiated by the U.S. Navy Antisubmarine Warfare Operations Research Group (ASWORG) during the Second World War and
has since been widely applied in military operations. Typical applications are
air-to-ground target detection, ground-to-air aircraft detection, search & rescue
(SAR), and industrial inspection. Traditionally, the focus has been on analyzing
the performance of human operators in visual search tasks.
Classical search theory, as developed by Koopman (1980), is mainly concerned
with determining the optimal search effort density for one-sided problems, i.e.,
how large fraction of the available time should be spent in each part of the search
region, given a prior distribution for the target location. The scenario addressed
by Koopman was a patrol aircraft searching for a ship in open sea, using the
human eye as sensor. Suppose that a region of area A that is searched “randomly”
in a uniform manner, and the coverage is the fraction zW /A where W is the
sweep width and z is the track length. If the target is in the part covered by
the sensor, the detection probability is 1, however, the cumulative probability of
having detected the target in the region as a function of the track length z is given
by the function
PD (z) = 1 − exp(−zW /A),

(3.24)

since the sensor coverage is overlapping more and more. This is an example of a
commonly used detection function that gives the conditional probability of target
detection given that the target exists and the effort z. Effort can, for instance, be
the search time.
The uniformly optimal search plan for a circular Gaussian target distribution
N ((0 0)T , σ 2 I) and with an exponential detection function is derived in Stone
(1975) where it is also shown that the cumulative probability function is
√
√
(3.25)
PD (t) = 1 − (1 + γ t) exp(−γ t), t ≥ 0
where
r

Wv
,
πσ
W is the sweep width and v is the speed of the search sensor.
γ=

(3.26)

In the 1950s Charnes and Cooper (1953) addressed more general prior distributions using discretization, approximating the search area by a set of cells. This
extension makes the theory much more useful for domains more complex than
open sea, e.g., coastal regions and land. Results for more complex target motion
models appear in Brown (1980); Washburn (1983, 1997) where Markovian target
motion is considered. Classical search theory does not take into account the travel
time between successive search locations. The first results on path-constrained
search appeared in (Stewart, 1979). The path-constrained search problem resembles the combinatorial traveling salesman problem.
There are several papers in the recent years considering a multi-UAV Bayesian
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search for targets using some Bayesian approach (Bourgault et al., 2004; Furukawa
et al., 2006). The density is mostly represented by a discrete probability grid,
and the goal is to maximize the number of detected targets and the search performance is represented by a cumulative probability of detection. In (Collins
et al., 2007) both grid and particle filter approaches to the search problem are
considered.

3.4.2

Cumulative Probability of Detection

As in the estimation theory introduction in Section 2.1, assume that xt is the state
vector of the target at time t. Let yt be an observation of the target at time t,
and if yt = ∅ no detection was obtained. Denote the probability of detection as
p(yt , ∅|xt ) and the probability of no detection by its complement p(yt = ∅|xt ) =
1 − p(yt , ∅|xt ). Now the probability of no detection at time t conditional on the
observations y0:t−1 is found by the marginalization
Z
p(yt = ∅|y0:t−1 ) = p(yt = ∅|xt )p(xt |y0:t−1 )dxt
(3.27)
where p(xt |y0:t−1 ) is the prediction density from the Bayesian filter. Define
λt , p(yt = ∅|y0:t−1 = ∅)

(3.28)

and the joint probability of no detection from time 0 to time t can be expressed
as the product
Λ0:t , p(y0:t = ∅) =

t
Y

λi .

(3.29)

i=0

In this work the cumulative probability of no detection Λ0:t will be used as the
cost function. Note that λt is the normalizing constant in the observation update
step (2.4). The cumulative probability that the target is detected at time t or
before is the complement to Λ0:t , i.e.,
Π0:t = p(y0:t , ∅) = 1 − p(y0:t = ∅) = 1 − Λ0:t .

(3.30)

Note that Π0:t is non-decreasing.
Now consider the case when λi , 1 − µ are equal for all i = 0, 1, ..., t.
Π0:t = 1 − (1 − µ)t .

(3.31)

For a large number of t the cumulative probability of detection (3.30) can be
approximated (using the binominal theorem) by the exponential distribution
(Morawski et al., 1980)
Π0:t = 1 − e−µt .

3.4.3

(3.32)

Single Target Bayesian Search

In this section the single target search problem is considered. Prerequisites are
a sensor platform model to obtain a trajectory {xts }nt=1 given a control signal sequence {ut }n−1
t=0 and a detection probability model PD (xt ) that gives the probability
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of detection for a target in xt given the sensor state xts . The model can be dependent on the field-of-view of the sensor, the range to the target, and visibility given
an 3D environment model, see Section 2.3.3. The cost function is defined as the
cumulative probability of no detection and a gradient search method is applied
to obtain the best trajectory of the sensor platform. The algorithm for computing
the cumulative probability of no detection is given in Algorithm 9 for both a (bootstrap) particle filter (PF) and a point-mass filter (grid method). The algorithm is
basically the same for both filters, except for the prediction update step.
In Example 3.7 a simulation example is given of the single target search problem
where the target probability density is represented by a particle mixture. The cumulative probability of detection resembles the exponential detection function
in (3.32) and this indicates that the exponential detection function is useful approximation in many problems.
9 Algorithm (Computation of the Cost Function Based on PF/PMF Representation).
Assume that the planning horizon is n and that the sensor platform trajectory {xts }nt=1 is
given.
(i) Initialization: Let t = 1. Set the particles set (PF) or grid points (PMF) according to
the current state of the target tracking filter.
(ii) One step prediction. Simulate the evolution of the particles (PF) or weights (PMF)
according to the target model. See Appendices 2.B.3 and 2.B.6, respectively.
(iii) Compute the probability of detection and update the target density given a nondetection. Thus, for all particles/grid points i compute
(i)

(i)

PD (xt ) = Pr(yt , ∅|xt , xts )
(i)

(i)

(i)

(3.33)

w̄t = (1 − PD (xt ))w̄t−1
and then compute the non-detection probability and normalize the weights according to
N
X
(i)
(i)
(i)
(3.34)
λt =
w̄t , w̄t := λ−1
t w̄t .
i=1

(iv) Set t := t + 1. If t ≤ n, then go to step (ii), otherwise go to the next step.
(v) Set the cost function value as the cumulative probability of non-detection
c({xks }nk=1 ) = Λ1:n =

n
Y
k=1
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3.7 Example: Single Target Search
In this 2D simulation example a vehicle with an omni-directional sensor searches
for a target with known prior probability density. The detection likelihood is
shaped like a Gaussian function dependent on the range from the sensor. The
control signal is the turn rate of the sensor platform. The search algorithm is a
RHC method with a gradient based optimization routine that maximizes the cumulative probability of detection, see Algorithm 9. The target probability density
is represented by a particle mixture.
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Figure 3.5: Snapshots at time 5 s and 26 s from the single target search
simulation in Example 3.7.
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Two snapshots from the simulation is shown in Figure 3.5 and the cumulative
probability of detection is shown in Figure 3.6. Note that an exponential detection function is a reasonable approximation and this approximation works well
for many cases of prior target probability densities as long as the process noise is
not too large.

0.5
0.4
0.3
0.2
0.1
0
0

5

10

15

20

25

30

35

t [s]

Figure 3.6: Cumulative probability of detection (solid line), compared to 1 −
e−0.15t (dashed line), for the single target search simulation in Example 3.7.
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3.4.4

Multiple-Target Search and Tracking

When solving planning problems with imperfect knowledge it necessary to find a
good balance between exploration and exploitation. Exploration is the attempt to
obtain new knowledge about the world and exploitation is acting in the best way
according to the current knowledge. In reinforcement learning this explorationexploitation trade-off has been studied for k-armed bandit problems where the
problem is to maximize the reward given a fixed number lever pulls of k gambling machines with unknown and possibly different probability of return. Exploit is then pulling the lever of machines with known high return rate, and explore is attempting to find machines with higher probability of return. Compare
this with the dual control properties mentioned in Section 3.2.2.
There is a similar trade-off needed when solving a surveillance mission where the
task is to search for unknown targets and simultaneously keep track of already
discovered ones (recall Example 3.4). The question is which target that should
be updated next? Or is it time for new target search? The problem is that when
looking at one target, all the other targets are moving and the knowledge of their
locations is being more and more uncertain. An essential part of the solution
is a suitable utility measure for comparing different states of the problem. For
example, it is needed to decide if quite uncertain knowledge about two targets
better than quite certain knowledge about just one target.
It is not straightforward to design an optimization criterion based on standard
uncertainty and information measures. To give a few examples, let P i be the
state covariance
of target i and assume a maximization problem is considered.
P
The − i tr P i is unbounded from below, and the question is how unknown and
lost
should be included in the sum in a suitable way? The criterion
P targets
i )−1 tends to overvalue low uncertainty, actually the information is undet(P
i
P
bounded when the uncertainty is approaching zero. An alternative is − i log det P i
with a more fair comparison of different targets, but still the value is unbounded
and hard to interpret. In Paper D the following criterion is proposed
X
i
V ({P i }M
e−α tr P
(3.36)
i=1 ) =
i

where α is a positive design parameter. The properties of this criterion are:
(i) The value of V ({P i }) makes sense since it can be interpreted as the (soft)
i
number of tracked targets. The function e−α tr P is monotonically decreasing
i
as a function of the uncertainty tr P and its value is in [0, 1], i.e., approaching 0 if uncertainty grows and, unlike the information measure det(P i )−1 , it
is approaching 1 if uncertainty goes to zero. Thus, each target has a bounded
influence on the criterion (3.36).
(ii) With the parameter α it is possible for the user to tweak the behavior in
a desired way. The value of α defines a soft threshold for the uncertainty
when a target is considered as tracked. The following expression may give
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a hint on how α can be chosen
log 2
,
(3.37)
tr P
but usually α is dependent on the application at hand. To illustrate the
look of the proposed criterion a number of examples for the special case
M = 1, P = σ 2 I2×2 are given in Figure 3.7. Basically, when α is very “low”,
then the number of detected targets M is the main influence on the criterion. If α is “large” the measure mimics the behavior of the determinant
information measure. Thus, with α it is possible to obtain a suitable tradeoff between rewarding a high number of targets and high information value
of each target. Of course it is possible to use different α values for different
targets.
e−α tr P = 1/2 ⇐⇒ α =

exp(−α2σ2 )

1

α=0.00005
α=0.002
α=0.05

0.5

0
0

20

40

60
σ [m]

80

100
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Figure 3.7: Illustration of the function (3.36) in the single target case (M = 1)
assuming that P = σ 2 I2×2 .
A simulation example where the task is to keep track of four targets is given in
Example 3.8. The task is easy at the beginning, but becomes harder and harder
as the targets are moving around. The challenge of the planning algorithm is to
know when a target must be abandoned in order to keep track of the other targets.
If the planner tries to keep track of all targets the risk of losing them all is high.
3.8 Example: Multi Target Search and Tracking
In this example a simplified version of the scenario in Example 3.4 is treated. The
task is to track four targets with known prior probability densities. The search
for new unknown targets is not considered here.
The target motion is modeled with a constant velocity model


 2

0 
1 0 T 0 
T /2
0 1 0 T 
 0
T 2 /2



xt+1 = 
 xt + 
v
0 0 1 0 
 T
0  t




0 0 0 1
0
T
|
{z
}
|
{z
}

(3.38)

Gv

F

where vt ∼ N (0, Q). In case of no detection, the state covariance P is growing ac-
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cording to the prediction step in the Kalman filter (KF), Pt+1 = FPt F T + G v Qt G v T .
In case of a detection the covariance is simply set to Pt+1 = P0 (not according to
KF, but a reasonable approximation in this search context).
It is assumed that it is only possible to search for one target at a time. When
searching for a certain target the sensor platform must first travel to the expected
position of that target. Once the sensor platform has reached this position, the
search time is assumed to be according to the exponential function in (3.32) with
µ defined as the ratio As /Ai between the size of the sensor footprint and the area
defined by the target’s position uncertainty ellipse (1σ ). Example 3.7 indicated
that an exponential detection function is a reasonable approximation.
The goal of the mission is to keep track of as many targets as possible. Since
the search time is dependent on the uncertainty there is a risk that tracking all
four targets is actually impossible. The challenge is then to know when a target
should be abandoned in order to be able to keep track of the other targets. The
planning problem is to decide which target to search for next, or maybe stay
with the current target. The planning algorithm in Algorithm 10 is used with
α = 0.002.
One simulation example is presented here. The initial positions of the targets are
in a quite small area and their initial velocity is zero. Hence, it is quite easy to
track all four targets at the beginning, but as the velocity of each target increases
they separate more and more, and the task becomes harder and harder. After
some time the sensor platform has lost all targets but one that it is following
closely. Four snapshots are given in Figure 3.8 between 137–190 s, this is the time
interval when target 3 is being abandoned. The thin black line connecting the
sensor platform and all the targets shows the current priority order of the targets.
As seen, target 3 is second in the first two snapshots, but once the high priority
targets (target 4 in (a), target 2 in (b)) is detected, the planner has changed its
mind and is heading for another target. In fact target 3 is not updated anymore,
and can be considered as lost.
In Figure 3.9 (a) the uncertainties of all four targets are shown. Target 3 is abandoned first, and at last only target 2 is tracked. In (b),(c),(d) the simulation result
is evaluated according to some criteria discussed above. The problem with standard information criteria can be seen compared to the proposed criterion. Note
that α = 0.00005 in (d) gives a nice estimate of the number of tracked targets.
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Figure 3.8: Four snapshots from the simulation in Example 3.8. There exist
four target numbered 1-4. The covariance ellipses are gray circles around
each target prediction, a black dot. True target position is a gray star and
the position of the sensor platform is a black star. The current plan is illustrated by black lines connecting the sensor platform and the four targets
in a sequence according to the priorities. Last updated target is always last.
Note that target 3 is here being abandoned since it is too uncertain and far
away. In (a) target 3 is the target with the second highest priority value after
target 4, but when target 4 is discovered (b) the priority of target 3 is lower
than target 2. This behavior repeats and target 3 will never be the highest
priority target anymore.
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(c) Criterion 2: i det(Pxy
indicate the detection events, but note
that when the sensor platform is traveling between targets the criterion value is
close to zero. Hence, it is too conservative, and is not rewarding finding other
targets.

P
i
(d) Criterion 3:
i exp(−α tr(Pxy )) for
different values of α. Note the similarities with Criterion 2 in (c) for the case
α = 0.05. The case a = 0.00005 gives
a nice estimate of the number of tracked
targets, but α = 0.002 turned out to be a
good choice in the planning algorithm.

Figure 3.9: Result of the simulation in Example 3.8. Criterion 3 with α =
0.002 was used in the planning.
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10 Algorithm (Next Best Target). Suppose that M targets are known with predicted
i , i = 1, 2, ..., M.
Cartesian positions p i = (xi yi )T , i = 1, 2, ..., M and position covariances Pxy
s
The current position of the sensor platform is x and it can travel in any direction with
speed vs . Moreover, assume that the time to detection is described by an exponential
i )=1−e
detection function PD (t; Pxy

i )t
−µ(Pxy

.

(i) Compute inverse of mean time to detection
s
i
i
i ) = ||p − p || + A
µi , µ(Pxy
vs
As

and the reward
Ri = e

i
−α tr Pxy

!−1
, i = 1, 2, ..., M.

, i = 1, 2, ..., M.

(3.39)

(3.40)

(ii) Select the next target as the target with largest factor µi Ri .

The core of the algorithm is based on a stochastic scheduling result in (Ross,
1983). Some approximations are needed since the current problem is dynamic,
and it is possible to use other choices of approximations in the algorithm. In pari is the current covariance obtained directly from
ticular, the state covariance Pxy
the filter, but it is possible to think of an alternative solution where the covariance
is predicted to the time point when the sensor platform will catch the expected
position of the target and then the distance dependent term in µ is also omitted.

3.4.5

Surveillance and Reconnaissance Services Revisited

A method for solving the multiple target search and tracking problem in Example 3.8 is proposed in Paper D. This paper not only treats the multiple target update problem, but also considers search for new targets. The algorithm is similar
to Algorithm 10, but there is also an extra choice for new target search. Moreover,
the targets are road constrained targets in a city environment with buildings that
are reducing the visibility.
The single target search problem, introduced in Example 3.4 and exemplified in
Example 3.8, is part of the solution as a sub-module of the proposed method in
Paper D. The particle filter approach is used when searching for previously discovered targets and the grid representation is used for the search of new targets
since the grid can handle flat probability densities much better than the particle
representation.
Exploration is not considered explicitly in Paper D, but it is suitable to use a
target exploration strategy every time a target is detected.
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3.A

OTP Algorithm Details

A detailed description of how the objective function in the basic optimal trajectory planner problem (3.18) is computed given a control signal sequence.
11 Algorithm (Information Utility Computation).
Assume that the target state x̂0|0 , the state covariance P0|0 and measurement noise covariance R = σ 2 I2×2 are given. Then the information measure det(YM ) for a control sequence
u0:M−1 is then computed as follows.
−1 , x = x̂
1. Initialize: Y = P0|0
0
0|0
2. For t = 0, 1, ..., M − 1 loop:
(a) One step prediction of target: xt+1 = f (xt , 0) (trivial in the random walk case).
s
(b) One step prediction of sensor platform: xt+1
= f s (xts , uts ).
(c) Compute:

φ = arctan2 (yt+1 − yst+1 , xt+1 − xst+1 )
q


θ = arctan2 zt+1 − zst+1 , (xt+1 − xst+1 )2 + (yt+1 − yst+1 )2
q=

1


σ 2 (xt+1 − xst+1 )2 + (yt+1 − yst+1 )2 + (zt+1 − zst+1 )2

(3.41)
(3.42)
(3.43)

(d) Update the information matrix elements:
Y11 := Y11 + q sin(φ)2 + q cos(φ)2 sin(θ)2

(3.44)

Y12 := Y12 − q cos(φ) cos(θ)2 sin(φ)
Y13 := Y13 + q cos(φ) cos(θ) sin(θ)

(3.45)

Y22 := Y22 + q cos(φ)2 + q sin(φ)2 sin(θ)2

(3.47)

Y23 := Y23 + q cos(θ) sin(φ) sin(θ)

(3.48)

+ q cos(θ)2

(3.49)

Y33 := Y33

(3.46)

3. Compute information measure: L(Y ) where element of row i (j) and column j (i) is
Yij .
Note that the information matrix is a (3×3) matrix, but since it is symmetric just 6 elements
are unique.
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Differential Entropy and Mutual Information

Technically, information is a measure of the accuracy to which the value of a
stochastic variable is known. This section introduces some important definitions
and results from information theory, see e.g. Cover and Thomas (1991) for details.
The differential entropy H(p(x)) of a continuous random variable X with density
p(x) is defined as
Z
H(p(x)) = −E{ln p(x)} = − p(x) ln p(x)dx.
(3.50)

The relative entropy (or Kullback-Liebler distance) D(f ||g) between two densities
f and g is defined as
Z
f
D(f ||g) , f ln
(3.51)
g
and the mutual information I(X; Y ) is the relative entropy between p(x, y) and
p(x)p(y), i.e,
(
) Z Z
p(x, y)
p(x, y)
I (X; Y ) = D(p(x, y)||p(x)p(y)) = E ln
=
p(x, y) ln
dxdy.
p(x)p(y)
p(x)p(y)
(3.52)
The mutual information can be expressed as
I (X; Y ) = H(X) − H(X|Y ) = H(Y ) − H(Y |X)

(3.53)

H(X) = H(p(x)),
H(X|Y ) = H(p(x|y))

(3.54)

where

Thus, mutual information denotes the average reduction in the uncertainty of X
when Y is observed, and this can be used to compute the expected gain of an
observation before making the observation. The negative differential entropy can
be considered as entropic information, the posterior entropic information after
the observation update is then the sum of the prior entropic information and the
mutual information
−H(X|Y ) = −H(X) + I (X; Y )

(3.55)

Cover and Thomas (1991) show that the differential entropy of a normal distribution, with covariance matrix P , is
1
ln ((2πe)n det P )
(3.56)
2
where n is the size of the random variable. Given the linear system in (2.57) the
mutual information between the final state xM and the measurement sequence
H(p(x)) =
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y0:M is
I(xM ; y0:M ) = H(xM ) − H(xM |y0:M ) =

1
det PM
ln
2 det PM|M

(3.57)

where PM = E{(xM − E{xM })(xM − E{xM })T } is the a priori uncertainty of xM and
PM|M = E{(xM − E{xM |y0:M })(xM − E{xM |y0:M })T } is the a posteriori uncertainty of
xM .
Furthermore, the mutual information between the state sequence x0:M and the
measurement sequence y0:M is
M

I(x0:M ; y0:M ) = H(y0:M ) − H(y0:M |x0:M ) =

1 X det St
ln
2
det R

(3.58)

t=0

where R is the measurement noise covariance, and St is the covariance St =
Ht Pt|t−1 HtT + R of the innovation yt − Ht xt|t−1 . This result can be seen from the
fact that
p(y0:M ) =

M
Y

p(yt |y0:t−1 ) =

t=0

M
Y

N (yt ; Ht x̂t|t−1 , Ht Pt|t−1 HtT + R)

(3.59)

t=0

and
p(y0:M |x0:M ) =

M
Y

p(yt |xt ) =

t=0

3.C

M
Y

N (yt ; h(xt ), R).

(3.60)

t=0

Information Filter

The Information filter (Kailath et al., 2000) is equivalent to the Kalman filter, but
instead of maintaining a state vector and a covariance matrix, the information
filter maintains the information state ît = Pt−1 x̂t and the information matrix Yt =
Pt−1 . Assume that Rt > 0, ∀t, then by using the Matrix Inversion Lemma (MIL)
(A + BCD)−1 = A−1 − A−1 B(C −1 + DA−1 B)−1 DA−1

(3.61)

the Kalman filter in Section 2.B.1 can be formulated in the information form. The
prediction step (2.61) is straightforward to transform to its information equivalence. Using the recursion for Pt|t in (2.60) the following recursion for the information matrix can be derived

−1

−1
−1
Yt|t =Pt|t
= Pt|t−1 − Pt|t−1 H T Ht Pt|t−1 HtT + R Ht Pt|t−1
(3.62)
T −1
=Yt|t−1 + Ht Rt Ht ,
where the last step uses the matrix inversion lemma in (3.61). Now recall the
measurement update step of the state in the Kalman filter (2.60)
x̂t|t = x̂t|t−1 + Pt|t−1 HtT (Ht Pt|t−1 HtT + Rt )−1 (y − Ht x̂t|t−1 ).
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The information state can then be calculated as
−1
−1
+ HtT R−1 Ht )x̂t|t−1 +
x̂t|t = (Pt|t−1
ît|t =Pt|t
−1
+ HtT R−1 Ht )Pt|t−1 HtT (Ht Pt|t−1 HtT + Rt )−1 (yt − Ht x̂t|t−1 )
(Pt|t−1
−1
x̂t|t
=Pt|t−1

+

HtT R−1 Ht x̂t|t−1

+

HtT R−1
t (yt

− Ht x̂t|t−1 ) = ît|t−1 +

(3.64)

HtT R−1
t yt

where (3.62) is used in the first two rows. The information filter is summarized
in Algorithm 12.
12 Algorithm (Information Filter). Consider the linear state space model in (2.57) and
assume that Rt > 0, ∀t.
1. Initialize: î0|−1 = P0−1 x̂0 and Y0|−1 = P0−1 where x̂0 = Ex0 is the initial state estimate
and P0 = Cov(x0 ) > 0.
2. Measurement update:
ît|t = ît|t−1 + HtT R−1
t yt
Yt|t = Yt|t−1 + HtT R−1
t Ht

(3.65)

3. Time update:
−1 î + G u u )
ît+1|t = Yt+1|t (Ft Yt|t
t|t
t t
−1 F T + G w Q G w T )−1
Yt+1|t = (Ft Yt|t
t
t t t

(3.66)

4. Set t := t + 1 and goto 2.

The EKF in Section 2.B.2 can also be formulated in the information form and
this filter is termed Extended Information Filter (EIF), see Algorithm 13. The
derivation is similar to the derivation of the information filter above, but note
that the corresponding steps as in (3.64) lead to
−1
ît|t =Pt|t−1
x̂t|t + HtT R−1 Ht x̂t|t−1 + HtT R−1
t (yt − h(x̂t|t−1 ))

=ît|t−1 + HtT R−1
t (yt − h(x̂t|t−1 ) + Ht x̂t|t−1 ).

(3.67)

13 Algorithm (Extended Information Filter (EIF)). Consider the nonlinear state space
model in (2.62) and the linearizations in (2.63), and assume that Rt > 0, ∀t.
1. Initialize: î0|−1 = P0−1 x̂0 and Y0|−1 = P0−1 where x̂0 = Ex0 is the initial state estimate
and P0 = Cov(x0 ) > 0.
2. Measurement update:
ît|t = ît|t−1 + HtT R−1
t (yt − ht (x̂t|t−1 ) + Ht x̂t|t−1 )
Yt|t = Yt|t−1 + HtT R−1
t Ht

(3.68)

3. Time update:
−1 î , u , 0)
ît+1|t = Yt+1|t ft (Yt|t
t|t t
−1 F T + G w Q G w T )−1
Yt+1|t = (Ft Yt|t
t
t t t

4. Set t := t + 1 and goto 2.

94

(3.69)

4

Conclusions and Future Work

This thesis gives a comprehensive presentation of multiple road target tracking
based on particle filtering. Utilizing road network information in target tracking
of on-road targets will reduce the position error significantly, compared to the
case when the map information is ignored. To use road network information in
target tracking has indeed been proposed earlier for road vehicles observed by
a radar sensor, typically GMTI. This work mainly considers vision/infrared cameras which also enable tracking of lateral and vertical position relative the road
due to better angular resolution of the sensors (compared to radar), see Paper A.
However, a large state space is disadvantageous from a computational point of
view, a solution to this problem is to use the Rao-Blackwellized particle filter as
in Paper B.
A consequence of using high resolution sensors is higher demands on the navigation system of the sensor platform since the detections in the image frame
must be related to the road network given relative a global reference frame. Unmodeled navigation error biases could have severe effects on the tracking performance. There are a number of approaches to handle these robustness issues. Vision based support approaches based on SLAM or image registration techniques
are perhaps the most obvious choices, but they require that suitable and persistent features are available and this might not always be the case. In Paper C an
alternative approach is considered and a filter is proposed that estimates the orientation error and the road target state simultaneously by exploiting the knowledge about the road map. Simulations show that the filtering problem is solvable,
but the estimation performance depends on the shape of the roads. Verification
on real world data sets is left as future work.
Vehicles on roads are usually the case considered in road network aided tracking applications. However, Paper A treats pedestrians on walkways. A multiplemodel particle filter (MMPF) is used to track also pedestrians walking off-walkway.
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Conclusions and Future Work

Another advantage with MMPF is increased robustness against navigation and
map errors. If detections are received at a high sampling rate, the benefit of using road map information in vision applications is maybe not as significant as in
radar applications due to the high angular resolution of cameras. However, note
that vision based trackers not utilizing the road network usually still need some
ground elevation model. The major advantages of the road network is instead
in the case of missed detections due to occlusion, enhanced capabilities for track
analysis and anomaly detection, and improved prediction abilities for successful
planning and control of the sensor resources.
Planning for surveillance and reconnaissance is a broad field with numerous
problem definitions and applications. Two types of surveillance and reconnaissance problems are considered in this thesis. One problem is the multi-target
search and tracking problem where the task is to keep track of discovered targets
and at the same time search for new ones. A challenge is to evaluate different scenarios in a unified framework. For instance, there is a trade-off between updating
the known targets and searching for new ones. In Paper D a measure is proposed
that makes it possible to compare the tasks of updating the known targets and
searching for new targets. A planning algorithm is also proposed where it is
straightforward to tune this trade-off. However, the planning algorithm is based
on a theorem with static conditions, since the multi-target search and tracking
problem is dynamic there is probably room for improvements in the current algorithm and this should be examined in the future. Visibility aspects, like occlusion
due to buildings, are included to some extent, but this should also be improved.
The use of road networks has not only been used to improve the tracking performance, but as mentioned above, good models will make the planning more
efficient since they are used to predict where the target might be in the future.
The second problem type is aerial exploration based on information theory. The
exploration problem has been treated for single target estimation and area exploration. In Paper E the problem of trajectory planning for single target bearingsonly estimation is considered, and an information filter (IF) approach is compared to a particle filter (PF) approach. In the IF approach the determinant of
the information matrix is used as the objective function and in the PF case the
differential entropy is considered. Differential entropy is related to the determinant of the information matrix in the Gaussian case. Although the PF approach
is elegant, it is computationally heavy making it questionable to use in practice.
Improvement of the computational load is saved for future work. In Paper F the
area/road exploration problem is defined and solved. The problem is solved by
using a gradient search method, but other techniques should be tested in the future. It is also relevant to make a comparisons with systematic exploration methods to see the gain of the proposed method. The gain is probably not significant
for simple cases, like square areas or a single road. The benefits of the proposed
exploration method are more obvious for complex shapes and scenarios where
reactive behavior is needed. However, there is some work to do in the future to
confirm these statements.
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Abstract
This article presents a pedestrian tracking methodology using an infrared sensor for surveillance applications. A distinctive feature of
this study compared to the existing pedestrian tracking approaches
is that the road network information is utilized for performance enhancement. A multiple model particle filter, which uses two different
motion models, is designed for enabling the tracking of both roadconstrained (on-road) and unconstrained (off-road) targets. The lateral position of the pedestrians on the walkways are taken into account by a specific on-road target model. The overall framework
seamlessly integrates the negative information of occlusion events into
the algorithm for which the required modifications are discussed. The
resulting algorithm is illustrated on real data from a field trial for different scenarios.

1

Introduction

Accurate pedestrian tracking and anomaly detection are important hot topics in
surveillance applications in the security area (see the surveys Räty (2010); Hu
et al. (2004) and the special issue Ahmad et al. (2008)), where currently the demands on the operator are very high. Further, the tracking algorithms integrated
in the sensors have the potential to solve some of the integrity problems currently
associated with video surveillance. In order to obtain efficient solutions, in terms
of both performance and cost, there is a need for automatic processing and analysis of imagery. Multiple pedestrian tracking is a very challenging task due to
clutter, occlusion, etc. The exploitation of contextual information, such as maps
and terrain information, is therefore highly desirable not only for the enhancement of the tracking performance, but also for behavior analysis and anomaly
detection.
This article presents a sensor system with an infrared camera and sophisticated algorithms for pedestrian detection and tracking. The focus is here on the tracking
part rather than the detector which is a classifier that is trained using a variant of
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boosting. The multiple pedestrian tracker is proposed to be a multiple-model particle filter that uses prior information about walkways to enhance the estimation
performance. The state of the art multiple model particle filters are used with
two different models, namely, an on-road (road-constrained) model and an offroad (unconstrained) model to perform tracking in 3D global coordinates. The
proposed algorithms are applied to real-world imagery data where a number of
pedestrians are walking around in a park-like environment.
The related literature is vast and spans the areas of research related to several
academic communities. For this reason, we defer a more comprehensive survey
until Section 2.4 and summarize below just the main contributions of this study
compared to the existing literature.
1. The use of the road network for pedestrian tracking, enabling multiple
model approaches is novel. This has, to the best of the authors’ knowledge,
not been presented in literature before.
2. The road network information use in target tracking have indeed been proposed earlier for road vehicles observed by a radar sensor, typically GMTI
(ground moving target indicator). Compared to the state of the art GMTI
based approaches, the following distinct properties of the pedestrian tracking make our study a significant contribution to road-constrained tracking
literature (see Gustafsson et al. (2012) and the references therein):
• Better angular resolution of the sensors (compared to radar) enables
tracking the lateral position on the road.
• Pedestrians move much more freely and independently than cars, so
the algorithm cannot rely on the motion model to the same extent.
• Switches between on-road and off-road modes occur more frequently,
increasing the need for robust mode tracking.
3. The multiple model framework with on-road and off-road modes
• gives better tracking performance, independently of which state of the
art algorithm that is used (MMPF or IMMPF);
• provides improved predictions during occlusion by using the concept
of negative information;
• serves well for planning the pan/tilt/zoom of the camera via improved
predictions;
• includes statistical tools that can be used to calculate the switching
times, frequency, corresponding positions, and correlation for such
events between different pedestrians which makes it possible to learn
what is normal behavior. This is in fact a technical enabler for future
anomaly detection algorithms.
4. Although the road network information has been used in GMTI based target tracking before, the number of examples in which real world experi-
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ments were performed is very few. Our algorithm presented in this study is
applied to a real world data set and the resulting estimates are compared to
GPS data which answers some fundamental questions as to what the achievable accuracy in this type of application would be.
We finalize this section with a brief outline of the remaining parts of the article
as follows. Section 2 introduces the elements of the surveillance problem considered in this article such as surveillance environment, prior knowledge, and
sensor system. In particular, a global overview of the multiple pedestrian motion models is given, and the pedestrian image detector is described. The section
ends with a literature survey of the related research. Section 3 gives a brief introduction to estimation theory and multiple target tracking from a particle filter
perspective. In Section 4 the specific models of on/off-road pedestrian motion
and the infrared sensor are described in detail and the proposed multiple model
pedestrian tracking particle filter is presented. The filter is applied to a realworld data set and the results are illustrated in Section 5. Finally, in Section 6
some conclusions are drawn along with the discussion of the results.

2

Problem description

We consider a surveillance scenario where a sensor system with an infrared camera is monitoring a certain area with a number of known walkways. Detected
pedestrians must be tracked simultaneously. The detector and tracking modules would be an essential part of (semi-)autonomous surveillance systems corresponding to the autonomous unmanned aerial vehicle (UAV) framework presented in Rydell et al. (2010); Skoglar (2009) where also sensor management is
an important part. The sensor management controls the movement of the sensor
platform and the pointing direction of the pan/tilt infrared camera such that the
performance of the tracking and monitoring is as good as possible.
One major tool for providing a “situation awareness” of the scene is to estimate
interesting states of the environment. These states can have very different properties, depending on the mission and the user requirements, but in this study the
position, velocity, etc., of the pedestrians are important. In order to improve the
tracking performance prior knowledge about the walkway network will facilitate
the estimation process.

2.1

Multiple pedestrian motion models

The walkway network is available for a park like environment, see the orthophoto
with the network overlaid in Figure 1. An infrared sensor is located south of the
area pointing upwards, the approximate sensor footprint on the ground is also
shown. One image frame is shown in Figure 2 with the walkway network projected onto the image. We will use the symbolic notation I RN to denote the road
network information. (The terms road and walkway are used interchangeably in
this article. The terms pedestrian and target are also used interchangeably.)

113

98

Paper A

Pedestrian Tracking

Figure 1: Orthophoto with walkway network and IR sensor footprint.

Figure 2: An IR image frame with the projected walkway network.

Suppose we would like to track pedestrians which can move both on-road and
off-road. We consider two different state space representations corresponding to
on-road and off-road target modes,
r
xt+1
g
xt+1
r

=
=
g

f r (xtr , I RN , ηtr , νtr ),
f

g

g
g
(xt , ηt ),
g
nx

(1)
(2)

where the vectors xtr ∈ Rnx and xt ∈ R represent the state vectors of the target
in on-road and off-road (global) coordinates, respectively. The functions f r ( · )
r
and f g ( · ) are in general nonlinear functions. The process noise terms ηtr ∈ Rnx
g
g
r
and ηt ∈ Rnx are assumed to be white. The process noise νt+1
∈ {1, 2, . . . , Nr (xtr )}
determines which road segment the target will follow in the next sampling interval in case more than one alternative exists. We assume the availability of prior
probability density functions (or probability mass functions in the discrete case)
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g

pηtr ( · ), pη g ( · ), and pνtr ( · ) for the random variables ηtr , ηt , and νtr , respectively.
t

In order to be able to use both models at the same time, one always needs the
appropriate functions to convert the state vectors given in one of the representations into the other representation. For this purpose we assume the availability
of two transformation functions named g gr ( · ) (transformation from road coordinates to global coordinates) and g rg ( · ) (transformation from global coordinates
to road coordinates).
The measurements associated with the target are modeled according to relations
g

g

yt = hg (xt ) + et ,

(3)

hg ( · )

where
is in general a nonlinear function of the global state of the target and
g
et is white measurement noise. We assume that the probability density function
peg ( · ) is available. Note that with this notation, the measurements related to
t
on-road coordinates of the target can be written to satisfy
g

r
yt = hg (g gr (xt−1
, I RN )) + et .

(4)

The hypothesis (event) that the target is moving on-road or off-road is modeled
by a discrete variable qt ∈ {1, 2} where the events {qt = 1} and {qt = 2} correspond
to the hypotheses that the target is on-road and off-road, respectively. According
to the value of the variable qt the corresponding dynamics of the target given
in (1) and (2) must be used. It is assumed that qt is a homogeneous possibly state
dependent Markov chain with transition probability matrix denoted as Π = [πij ]
where
g

πij , P (qt = j|qt−1 = i, xt , I RN ).

(5)

This modeling framework where the underlying dynamics of the target evolves
based on a Markov chain belongs to the class of so called jump Markov nonlinear
systems in the literature (see Boers and Driessen (2003) and the references therein).

2.2

Infrared sensor system

The experimental sensor system consists of a gyro-stabilized gimbal with IR and
CCD video sensors, and an integrated high-performance navigation system. The
navigation system combines GPS with data from an inertial measurement unit
(IMU) mounted with reference to the optical sensors. However, in the experiments presented in this article external landmarks with known location have also
been used to estimate the orientation of the camera relative the world frame by
using standard camera calibration techniques (Ma et al., 2003).
The IR sensor in the gimbal is a FLIR systems ThermaCAM SC3000, which is a
long-wave infrared (LWIR) sensor with a quantum well infrared photodetector
(QWIP) focal plane array. It has a low noise equivalent temperature difference
(NETD) of 30 mK. The detector array is composed of 320 × 240 pixels with a
comparatively narrow spectral sensitivity of 8.0 − 9.2 µm, which corresponds to
the wavelength peak of an equivalent black body radiator at 25◦ C. The digital
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output has a resolution of 14 bits/pixel and a frame rate of 50 H z. The mounted
optics has a field-of-view of 20◦ × 15◦ which gives a spatial angular resolution of
1.1 mrad per pixel.

2.3

Target detector

The detection problem is to find targets in cluttered backgrounds and the output
from the detector is a set of image coordinates for all detections in each video
frame. In this study a sliding window approach is used to detect pedestrians in
cluttered backgrounds (Karlholm, 2004). At each image position, the content of
a local image region is fed into a classifier that decides whether or not the region
contains a target.
The classifier is trained using a variant of boosting (Schapire and Singer, 1999).
Boosting iteratively builds a highly discriminative classifier by combining the
outputs of many component functions often referred to as “weak learners”. Applying thePresulting classifier to an image window x, the output can be written
as F(x) = i fi (x) and the window is classified as containing a target if the confidence sum F(x) is greater than a threshold that is set to achieve an acceptable
false alarm rate. Viola and Jones (Viola and Jones, 2004) proposed a highly efficient cascade-structured detector architecture where each stage is a boosting classifier that is trained to reject a moderate fraction of the remaining background
examples, while retaining a large fraction of the target examples. This leads to
an exponential decay in the probability that a retained window belongs to the
background class. Another important contribution by Viola and Jones (2004) is
the design of weak learners that can be computed very efficiently.
In the Viola–Jones detection framework each weak learner bases its decision on
the response of a single Haar-like image feature, which can be computed very efficiently using a so-called integral image representation. In addition to Haar-like
features, our implementation also uses more discriminative (but computationally more expensive) gradient histogram features, similarly to Laptev (2009). We
adopt the soft cascade detector architecture (Bourdev and Brandt, 2005) which
allows for efficient trade-off between accuracy and speed.
Figure 3 shows an infrared image frame with a number of pedestrian detections.
The false alarm rate is very low, and persistent false alarms can easily be handled
by the tracking filter, or ignored if the detection location is in unreasonable areas
according to prior information of the buildings and environment. Non-persistent
clutter is handled by a suitable initiator logic that prevents the false alarms to
give rise to new tracks.

2.4

Related research

Visual surveillance and crowd analysis in dynamic scenes with humans are very
active research topics in computer vision (Hu et al., 2004; Zhan et al., 2008). The
possible applications are numerous, and so are the number of publications in the
area.
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Figure 3: An image frame from the QWIP LWIR infrared sensor. A number
of pedestrians are detected and marked by rectangles.

This article’s focus is on the object tracker part of the surveillance system, see Yılmaz et al. (2006) and the references therein for an overview. The study Isard and
Blake (1998) is an early publication where a particle filter is used for visual contour tracking. In Okuma et al. (2004) a mixture particle filter and an Ada-boost
detector is used to track multiple objects (hockey players) in a video stream. Visual tracking is often performed in the image plane with the benefit of keeping
the state dimension low and avoiding the calibration of extrinsic camera parameters, i.e., the location and orientation of the camera relative a world reference
frame. In this study, tracking is performed in global coordinates which simplifies
the motion model of the target and also makes it easier to combine with other
tracking systems and contextual knowledge about the environment. Tracking in
global coordinates with a vision sensor is essentially equivalent to tracking with
a bearings-only sensor which has been traditionally treated in the target tracking
community, see Ristic et al. (2004, Chapter 6) and the references therein.
Association is a hard problem, especially with a single camera in crowded environments with occlusions. A hierarchical association approach is proposed
in Huang et al. (2008) to form the trajectories of the pedestrians. The method also
contains an automatic scene structure estimator. The study Fleuret et al. (2008)
estimates the probabilities of the occupancy bins in the ground plane represented
as a grid. The Viterbi algorithm is then used to estimate target trajectories in a
sequence of frames. One common approach for handling occlusion is to use multiple views in order to be able to utilize the depth information. In Khan and Shah
(2006) a planar homography constraint is used to locate the targets on the ground
plane. Only the types of occlusion which are due to stationary and known objects
like buildings and trees are considered in this study.
In a classic surveillance setup the vision sensors are stationary, but in recent years
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a number of pedestrian detection and tracking systems have been proposed for
moving cameras in automotive applications, see e.g., Xu et al. (2005). The study
Leibe et al. (2008) uses structure-from-motion to estimate the ground plane that
supports the target tracking.
Target tracking with road network information requires methodologies which
can keep the inherent multi-modality of the underlying probability densities.
The first attempts Kirubarajan et al. (2000); Shea et al. (2000a,b) used the jump–
Markov (non)linear systems in combination with the interacting multiple model
(IMM) algorithm Blom and Bar-Shalom (1988); Bar-Shalom and Li (1993) with
extended Kalman filters (EKFs) as sub-blocks. Since the different road segments
correspond to different modes in these IMM algorithms, there are too many of
them to be considered at a single step of the multiple model filter. Hence, these algorithms applied the so-called variable structure interacting multiple model (VSIMM) algorithm Li and Bar-Shalom (1996) which adds/removes modes into/from
the filter when necessary.
Alternatives to IMM based methods appear in Arulampalam et al. (2002a),Ristic
et al. (2004, Chapter 10) which propose variable structure multiple model particle filters (VS-MMPF) as an extension of the VS-IMM approaches. Since the particle filters can handle nonlinear and non-Gaussian models, the user has much
more freedom than in VS-IMM modeling. The road constraints are handled using
the concept of directional process noise. In Ulmke and Koch (2006) the roads are
3D curves represented by linear segments and the road network is represented
as a graph with roads and intersections as the edges and nodes, respectively. The
position and velocity along a single road are modeled by a standard linear GaussMarkov model. The target can be masked both by the clutter notch of the sensor
and by terrain obstacles. The results for a Gaussian sum filter (see also Koller and
Ulmke (2007)) and a standard bootstrap particle filter approach are presented.
A considerable amount of research effort has been made in the literature for
improving particle filter based methods in terms of both performance and computational efficiency. The so-called optimal proposals and Rao-Blackwellization
have been utilized to produce more efficient particle filters. In this respect Payne
and Marrs (2004) proposes an unscented particle filter (UPF) in a GMTI context
and it is shown that fewer particles are needed compared to VS-MMPF. Optimal
proposal densities are also used in Cheng and Singh (2007). However, the use
of them unfortunately requires the combinatorial enumeration of all the possible models and the road segments the target can use in the next sampling period which might, at the same time, be a computational bottleneck. The proposed filter is applied to a GMTI target tracking example and it also utilizes
Rao-Blackwellization of the full kinematic state in order to minimize the number of particles, i.e., given the road segment the target is on, the whole kinematic target state is represented by a Gaussian density. A more recent example
of the Rao-Blackwellized particle filter is given in Skoglar et al. (2009) to solve
the road target tracking problem with a bearings-only observation model. Compared to other Rao-Blackwellized and filter bank approaches (Payne and Marrs,
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2004; Cheng and Singh, 2007), this study treats not only the road identity, but
also the position along the road as a nonlinear state. This means that the probability densities with multiple modes along a single road can be handled, and this
is often the case in tracking applications with a vision sensor when buildings and
vegetation are possibly occluding the road.
In the standard bootstrap version of the particle filter, the number of particles in
each mode is determined by the posterior probability of that mode. In the case
of some unexpected events, like a sudden on-road to off-road transition, particle
degeneracy happens if the new mode has too few particles. There are already
some alternatives in the literature proposed for establishing robustness against
this phenomenon with road networks. An example using the VS-MMPF methodology is presented in Kravaritis and Mulgrew (2008) where user selected number
of particles can be used in each mode of the filter by making use of the so-called
“variable-mass” idea. Another important alternative is the interacting multiple
model particle filter (IMM-PF) of Boers and Driessen (2003) which is applied to
the road target tracking case in Orguner et al. (2009) with an on-road and off-road
mode.
Recent advances in multiple target tracking (Bar-Shalom and Li, 1995; Blackman
and Popoli, 1999) have resulted in random set theoretic methods (Mahler, 2007b)
and in Ulmke et al. (2007), an instance of such methods, namely a cardinalized
probability hypothesis density (CPHD) filter (Mahler, 2007a) was presented for
multiple ground target tracking. An example, with two groups of targets with
four single targets in each group, is given. Track extraction is shown to be faster if
the road information is used with the same road network model and observation
model (GMTI) as in Ulmke and Koch (2006).

3

Multi-target tracking

Classical multi-target tracking consists of three sub-problems; detection, association, and estimation (Blackman and Popoli, 1999; Bar-Shalom and Li, 1993).
The multi-target tracker used in this study follows this structure, i.e., the detections are treated by an association step where each observation is associated with
a known target track. The state of each target is estimated and predicted by a
single target filter, and the observations are used to improve the result. If an
observation cannot be associated with a known target, a new tentative filter is
initialized.
In this section the target tracking problem is described by presenting first the
general estimation solution and then the particle filter that is used to compute
the posterior estimates. The association problem is briefly described and, in particular, a classical association technique is tailored to the particle representation.
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The general estimation solution

The aim of this section is to introduce the recursive state estimation theory. Let
xt denote the state of the target at time t and let yt be an observation of the target
at time t. Assume that the target state evolution can be represented as a hidden
Markov model composed of the transition model p(xt+1 |xt ) and the observation
likelihood function p(yt |xt ). Let y1:t = {y1 , y2 , . . . , yt } denote the set of all observations up to and including time t. A recursive state estimator is given by the Bayes
rule and can be expressed as the well-known measurement update formula
p(xt |y1:t ) = αt−1 p(yt |xt )p(xt |y1:t−1 )

(6)

and the one step ahead prediction
Z
p(xt |y1:t−1 ) = p(xt |xt−1 )p(xt−1 |y1:t−1 )dxt−1 .

(7)

The normalizing factor αt can be calculated as
Z
αt = p(yt |y1:t−1 ) = p(yt |xt )p(xt |y1:t−1 )dxt .

(8)

The above equations represent the so called Bayesian filter and there are only few
cases when it is possible to derive the analytical solutions for them. One case is
the linear Gaussian case, leading to the well known Kalman filter (KF). In the
general case, numerical approximations are necessary. One common technique is
to approximate the target density p(xt |y1:t ) by a particle mixture as in the particle
filter (PF).

3.2

Particle filter

In a PF the target density p(xt |y1:t ) is approximated by a particle mixture, con(i)

(i)

N
taining N particles {xt }N
i=1 and their corresponding importance weights {wt }i=1 .
Thus, the approximation is expressed as

p(xt |y1:t ) ≈

N
X

(i)

(i)

wt δ(xt − xt )

(9)

i=1

where
N
X

(i)

(i)

wt = 1, wt ≥ 0,

∀i

(10)

i=1

and δ( · ) is the Dirac delta distribution. This approximation is very suitable for
calculating the integral in (7) and it can be shown that this approximation converges to the true solution as the number of particles goes to infinity, see Arulampalam et al. (2002b) and Gordon et al. (1993) for the details on particle filter(i)
ing. The importance weights {wt }N
i=1 are computed using importance sampling
(i)

where samples {xt }N
i=1 are drawn from a proposal density q(xt |xt−1 , yt ). The filter
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recursion (6) and (7) can be expressed as
(i)

(i)

(i)

xt ∼ q(xt |xt−1 , yt )
(i)

(i)

wt ∝

(i)

(i)

p(yt |xt )p(xt |xt−1 )
(i) (i)
q(xt |xt−1 , yt )

(i)

wt−1

(11)

P
(j)
where the weights are normalized such that N
j=1 wt = 1. If the proposal density
is selected as the state transition model, the filter recursion is simplified to
(i)

(i)

(i)

xt ∼ p(xt |xt−1 )
(i)

(i)

(i)

(12)

wt ∝ p(yt |xt )wt−1 .
This is perhaps the simplest particle filter and is called Bootstrap particle filter
(BSPF).
A resampling step is needed to prevent degeneration, see Hol et al. (2006) for
details. The so called systematic resampling algorithm was used in this study.

3.3

Association

The detector provides image coordinates of the measurements in each video frame,
but it does not provide any information about the correspondence between the
measurements at different times. An association method is used to handle this
problem. Association is the process of assigning measurements to existing tracks,
or existing tracks to measurements.
The association method used in this study is based on the global nearest neighbor (GNN) algorithm (Blackman and Popoli, 1999), but in contrast to the classical GNN where the target densities are assumed to be Gaussians, a more general
approach is here used with the particle mixture approximation. Basically, the
method computes the likelihood of each possible measurement to track correspondence and chooses the most likely global association hypothesis which gives
the origins of all the measurements in current measurement set. The most likely
association of measurements and tracks (or false alarms) is determined using the
auction algorithm (Blackman and Popoli, 1999). Letting PD be the probability of
detection, the log likelihood that the measurement j belongs to target k is defined
as


j
 PD p k (yt |y1:t−1 ) 

(13)
ljk , log 

1 − PD
A suitable approximation, in the particle filter context, of the predictive likelij
hood p k (yt |y1:t−1 ) is
Z
j
k j
p (yt |y1:t−1 ) = p(yt |xt )p k (xt |y1:t−1 )dxt
(14)
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k(i)

wt|t−1 δ(xt − xt|t−1 )dxt

(15)

i=1

=

N
X

j

k(i)

k(i)

wt|t−1 p(yt |xt|t−1 )

(16)

i=1
k(i)

k(i)

where the particles xt|t−1 are sampled from a proposal density q(xt
the predictive weights are
k(i)
wt|t−1

k(i)

=

p(xt

k(i)

q(xt

k(i)

j

|xt−1 , yt ) and

k(i)

|xt−1 )
k(i)

j

(17)

.

|xt−1 , yt )

A similar calculation was used in Vermaak et al. (2005) in a joint probabilistic
j
data association framework. If observation model is represented as yt = h(xt ) +
j

j

k(i)

k(i)

et , et ∼ N (et ; 0, R), then p(yt |xt|t−1 ) = N (yt ; h(xt|t−1 ), R). If the bootstrap particle
k(i)

k(i)

k(i)

filter is used, the weights are wt|t−1 = wt−1 and the particles xt|t−1 are obtained by
k(i)

simulating the particles xt−1 according to the motion model.
It is assumed that the non-persistent false alarms are uniformly distributed in
the image plane and their number is Poisson distributed with rate βFA . The log
likelihood that measurement j belongs a non-persistent false alarm, is then given
as lj,FA , log(βFA ).
Measurements that are not associated to any confirmed or tentative tracks are
used to create new tentative tracks. A basic M/N -logic (Bar-Shalom and Li, 1993)
is used for determining when a tentative track will be considered as confirmed.
If a tentative track is updated with measurements for M out of N consecutive
frames, it is considered as a confirmed track. Furthermore, a target is considered
as lost and the track is deleted if no measurements are associated to the track for
a number of consecutive frames, or the state covariance is too large.
1 Remark. Classical target tracking also uses a gating step to exclude very unlikely measurement to the track assignments. The main purpose is to reduce the overall computational load since the gating is much cheaper to evaluate compared to association. In
this study the gating step is removed since a reasonable gating criterion needs a similar
amount of computational power as the log likelihood measures above. Furthermore, the
number of detections and targets are quite low in our application, hence, the number of
possible assignments are reasonably low.

2 Example: Association: Particle mixtures vs. Gaussianity assumption
Note that classical association methods often assume Gaussian target densities.
The association method presented here does not have such assumptions and will
handle the possible multi-modal and/or non-Gaussian target densities in a reasonable way. See the example in Figure 4 where the particle mixtures of two
targets are shown. The means of the particle mixtures are indicated by a plussymbol and a circle-symbol, respectively. Now assume that two detections, which
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are denoted by stars, have been received. The association methods proposed here
will associate the lower right detection with target 1 (if the measurement noise is
reasonably small, and the PFA is low). This is despite the fact that the mean of
target 2 is very close to that detection. A Gaussian density assumption would in
fact switch the association decisions yielding an unreasonable matching.
15

target 1

10

y

5

0

−5
target 2

−10

−15

−10
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0

5

10

x

Figure 4: Fictive example to illustrate the proposed association method. Particle mixtures of two targets are shown. The means of the particle mixtures
are indicated by a plus-symbol and a circle-symbol, respectively. Two detections are illustrated by stars. A Gaussian density assumption would result in
the switched version of the association decisions given by the particle based
approach presented in this work.
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In this section the on-road and off-road motion models and the observation model
are described in more detail compared to the introduction in Section 2.1. After
the specific models are presented, the multi-model particle filter algorithm is
described and some implementation issues will also be considered.

4.1

On-road motion model

In a geographic information system (GIS) different forms of geographically referenced information can be analyzed and displayed. There are two classical methods to store GIS data: raster data (images) and vector data. Different geometrical
types can be described by vector data and basically there are three broad type
categories; zero-dimensional points are used to represent points-of-interest, lines
are used to represent linear features such as roads and topological lines, and
polygons are used to represent particular areas such as lakes. There exist many
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approaches to store geo-spatial vector data and one common representation is
the environmental systems research institute (ESRI) shapefile (ESR, 1998).
For target tracking purposes it is sometimes convenient to have a slightly different representation with redundant information to facilitate and speed up the
data processing. In such a case, one data structure represents the roads and this
structure contains the road stretch and the corresponding attributes. This structure is more or less the raw shape data plus an ID number for each road and an
intersection ID for the each road end. An additional structure is used for the
intersections and it contains the location and all connected roads (IDs) of each
intersection. The exact structure of the data depends on what type of additional
information is included, such as travel direction and prior probabilities for roads
at an intersection.
In this study the road network information IRN contains the two data structures
mentioned above. The road information structures contain the following fields
• I D – unique road ID
• N – number of road points
• X – (3 × N ) vector with 3D coordinates
• d – (1 × N ) vector with the cumulative distances of all road segments
• w – width of the road
• i1 – (1 × N1 ) vector containing the intersection ID of N1 roads connected to
the start intersection
• i2 – (1 × N2 ) vector containing the intersection ID of N2 roads connected to
the end intersection
• p1 – (1 × N1 ) vector containing prior probabilities of each connected road to
the start intersection
• p2 – (1 × N2 ) vector containing prior probabilities of each connected road to
the end intersection
and the intersection structure contains
• I D i – unique intersection ID
• X i – (3 × 1) 3D location of the intersection.
• N r – number of connecting roads
• I D r – (1 × N r ) vector with IDs of the connecting roads
Assume that a road network description as defined above is available. The target
is assumed to be on one of the roads all the time. A curve-linear coordinate system is defined for each road. Which road a target currently travels on is described
by a mode parameter m. Let xr ∈ [0, [d]N ] be the longitudinal position along the
road relative the road start ([d]N is the last element in the cumulative distance
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vector d, or in other words, the total length of the road). vr is the longitudinal
speed and yr and zr are the lateral and the vertical deviation relative the road,
respectively.
The on-road state vector is defined as x r , (xr yr zr vr )T and the dynamic target
model f r (xtr , I RN , ηtr , νtr ) in (1) can, as long as the target stays on the same road,
be expressed as the linear discrete-time model


0 T 
1 0
0 β r
0 0 

y
xt+1 = f r (xtr , I RN , ηtr , νtr ) = 
(18)
 x + ηtr
0 0 βzr 0  t


0 0
0 1
where the process noise is ηtr ∼ N (0, Q r ) and βi ∈ {β|0 < β ≤ 1}, i = yr , zr , are
constants.
Thus, the target state is updated according to the linear model in (18), but a feasibility check is needed after every update. If the target has passed an intersection
and is outside the current road, a nonlinear state update is also needed. A new
road connected to that intersection is selected randomly among the roads i1/2 according to some discrete random variable ν r given the road probabilities p1/2 . In
such a case, the mode parameter mt+1 is set to the new road and the longitudinal
distance outside the old road is used to update xrt+1 . Note that the direction of the
old and new roads affects the update of xrt+1 . Furthermore, the sign of the longitudinal velocity vrt+1 needs to be changed if the travel directions on the roads are
opposite.
The standard choice for the constants βyr and βzr is 1, but βi < 1 can be used to
constrain the standard deviation of the state i. In practice, if 0 < βi < 1 and no
observations of the target is received, the state i will approach zero. This is in
general a reasonable behavior since we do not want the prediction to deviate too
much from the actual road network.

4.2

Off-road motion model
g

g

The off-road motion model f g (xt , ηt ) in (2) is selected to be the following constant velocity model with the state vector x g = (xg yg zg vg ψ)T , where xg , yg , zg
is the 3D location in a global Cartesian reference system, vg is the translational
speed in the xg yg -plane, and ψ is the course. The model is expressed as
 g

g
xt + vt T cos(ψt )
 g

yt + vgt T sin(ψt ) 


g
g
g

g
 + η g
(19)
xt+1 = f g (xt , ηt ) = 
gz
β
t
z

t

g


vt



ψt
where βzg ∈ {β|0 < β ≤ 1} is a constant design parameter. The process noise is
g
distributed as ηt ∼ N (0, Q g ) and ideally Q g is state dependent, but in this study
only constant covariance matrices are considered for simplicity.
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3 Remark (Incorporating the ground model). The default value of the constant βzg is 1,
but in the case of a stationary bearings-only sensor the constant needs to be less than 1 to
make the estimation problem observable. An implicit incorporation of a known ground
model into the problem is possible here by defining the state zg as the deviation from the
ground model.

4.3

On/off-road transformations

As mentioned in Section 2.1 we need appropriate functions to convert the state
vectors given in one of the representations into the other representation.
The function g gr ( · ) converts a state vector given in on-road coordinates to offroad (global) coordinates. This is generally an easy task and the global 3D position is found by interpolation. The underlying function is given by the array X
in IRN in the points d.
The function g rg ( · ), on the other hand, has to find the closest on-road coordinate
state corresponding to a state vector in global coordinates. This is more involved
in that one generally has to search in the road database for the closest point on
the road network to the position component of the global state vector and has
to project the velocity and other quantities onto their equivalents in the road
network. It might also be useful to have a feasibility test by just checking if the
lateral deviation state |yr | is smaller than the road width (denoted as w in IRN ).
A globalization function g g ( · , · ) is defined for later use as

(i)
(i)


 g gr (xt ), qt = 1
g (i) (i)
g (xt , qt ) , 
(i)
(i)


xt ,
qt = 2.

4.4

(20)

Observation model

A detection consists of the image coordinate and the height and width of the detection window. In the tracking filter the location of the feet of the pedestrian is
used, so a foot detector is also needed. The position of the feet are transformed
to azimuth and inclination angles given the perspective projection formula and
knowledge of the sensor orientation and the intrinsic camera parameters. Thus,
the observation model is a bearings-only model where the azimuth and inclination describe the direction to the target relative the sensor platform.
Let x s = (xs ys zs )T be the position of the sensor relative to a global Cartesian
reference system. An observation at time t is the relative angles between the
sensor in x s and the target in x g , i.e.,
g

yt = h(xt ; xts ) + et


g
g
arctan2 (y
− yst , xt − xst )


t
q
 + e
= 

t
g
g
g
arctan2 (zt − zst , (xt − xst )2 + (yt − yst )2 )
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where et is the noise modeled according to the Student’s T distribution


et ∼ pe (xt ) = S t xt ; 0, σe2 I2×2 , ν

(22)

where ν is the degree-of-freedom. Note that the Gaussian probability distribution N (x; µ, Σ) is a special case of Student’s T-distribution S t(x; µ, Σ, ν) when the
degree-of-freedom ν is ∞. For 1 ≤ ν < ∞ the distribution resembles a Gaussian function but with heavier tails. The reason for selecting the Student’s Tdistribution is that it has been seen in early empirical trials to make the PF more
robust to outliers.
4 Remark (Observability). It is a well known fact that the observability in bearings-only
tracking is highly dependent on the sensor trajectory, see Skoglar (2009) and references
therein. In particular, for a stationary camera some additional information is required,
e.g., a road network or a ground elevation model, see Remark 3.

4.5

Multiple-model PF
(i)

(i) Np

In a multi-model particle filter (MMPF) one keeps the particles {xt , qt }i=1 and
(i) Np

(i)

their weights {wt }i=1 , where xt is the state of the particle with respect to either
r,(i)

road coordinates (xt

g,(i)

) or global coordinates (xt

) according to the value of the

(i)
qt

on-road/off-road hypothesis variable
i.e.,

r,(i)
(i)


(i)
 xt , qt = 1
xt = 
.

 x g,(i) , q(i) = 2
t
t

(23)

Having these particles one can always calculate the density of the state of the
target in global coordinates as
p(xt |y0:t ) =

N
X

(i)

(i)

(i)

wt δ(g g (xt , qt ) − xt ).

(24)

i=1

Using the density function (24), the minimum mean square error estimate of the
target state in global coordinates is given by
x̂t|t =

Np
X

(i)

(i)

(i)

wt g g (xt , qt )

(25)

i=1

with a covariance
Pt|t =

Np
X

(i)

wt



(i)

(i)

g g (xt , qt ) − x̂t|t



(i)

(i)

g g (xt , qt ) − x̂t|t

T
(26)

i=1

The particle filter calculates with each measurement the updated particle set
(i)

(i) Np

(i) Np

{xt , qt }i=1 and their weights {wt }i=1 from the corresponding previous particles
(i)

(i)

Np

(i)

Np

{xt−1 , qt−1 }i=1 and weights {wt−1 }i=1 .
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A single step of the bootstrap version of the MMPF is summarized below.
(i)

(i) Np

14 Algorithm (MMPF). Suppose we have the previous particles {xt−1 , qt−1 }i=1 and weights
(i) Np

{wt−1 }i=1 available and we have received a new measurement yt .
(i) Np

(i)

(i)

(i) Np

(i) Np

1. Resampling: Sample {x̃t−1 , q̃t−1 }i=1 from {xt−1 , qt−1 }i=1 according to weights {wt−1 }i=1
such that
(j)

(i)

(i)

(j)

(j)

P (x̃t−1 = xt−1 , q̃t−1 = qt−1 ) = wt−1

(27)

for each i = 1, . . . , Np .
2. Prediction Step:
(i)

(i)

(a) Sample qt from q̃t−1 such that
(i) (i)

(28)

P (qt |q̃t−1 ) = π (i) (i)
q̃t−1 qt
for each i = 1, . . . , Np .
(i)

(i)

(i)

(i)

(b) For each i = 1, . . . , Np , generate xt from x̃t−1 , qt and q̃t−1 by using samples
g,(i)
r,(i)
r,(i)
from the process noise sequences ηt
∼ pηtr ( · ), ηt
∼ pη g ( · ) and νt
∼
t
pνtr ( · ) according to:
(i)

(i)

• If q̃t−1 = 1, qt = 1 then


(i)
(i)
r,(i) r,(i)
xt = f r x̃t−1 , I RN , ηt , νt
(i)

(29)

(i)

• If q̃t−1 = 1, qt = 2 then


g,(i)
(i)
(i)
xt = f g g gr (x̃t−1 , I RN ), ηt
,
(i)

(30)

(i)

• If q̃t−1 = 2, qt = 1 then


(i)
(i)
r,(i) r,(i)
,
xt = f r g rg (x̃t−1 , I RN ), I RN , ηt , νt
(i)

(31)

(i)

• If q̃t−1 = 2, qt = 2 then


g,(i)
(i)
(i)
.
xt = f g x̃t−1 , ηt

(32)

(i)

3. Update Step: Set wt as



(i)
(i) (i)
wt ∝ pe yt − h g g (xt , qt )
such that

PNp

(i)
i=1 wt = 1.
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5 Remark (Feasibility Check). When a particle is selected to be transformed from the
off-road mode to the on-road mode, a feasibility check of the new on-road state is done
according to Section 4.3 (basically, check if the particle close to a road or not). If the state
is not feasible, that particle will not be transformed and will therefore continue being in
the off-road mode. Since an on-road state can always be transformed to an off-road state,
a similar feasibility test is not needed in the opposite case. This will formally mean that
the transition probability matrix (5)
!
π
π12
Π = 11
(34)
π21 π22
is state dependent where



(0 1)
(π21 π22 ) = 

(π̄21 π̄22 )

(i)

if g g (xt , 2) is infeasible,
otherwise,

(35)

and π11 , π12 , π̄21 and π̄22 are constants.
6 Remark (Initialization). Measurements that are not associated to any confirmed or tentative tracks are used to create new tentative tracks. When a new filter is created, N
particles are generated for both models using different Gaussian prior distributions, one
for each model. The initial position is computed by projecting the observation onto the
ground plane. The feasibility check in Remark 5 is here also used for all the on-road particles, so particles outside the roads are discarded. The prior should be quite flat since the
initial measurement is directly used in a measurement update step plus a resampling step
to set the total number of particles to N in the MMPF.
7 Remark (Other Multiple Model Particle Filters). There are other instances of multiple
model particle filters in the literature (Boers and Driessen, 2003; Kravaritis and Mulgrew,
2008). The particular selection of MMPF in our study was made only because of the fact
that it is the most well-known and the earliest of its kind. In general, all of the different
multiple model particle filters are expected to give similar performance results for our
application, which is also confirmed by the comparison between MMPF and IMM-PF of
Boers and Driessen (2003) we present in Section 5.3. Nevertheless, it must still be noted
that there might be pathological examples (see e.g., Orguner et al. (2009)) for which these
algorithms would yield significantly different performances especially during mode transitions.

4.6

Occlusion and information from non-detections

The standard approach in target tracking is to update the filter statistics if an
observation is received, otherwise, if no observation is received the target state
remains intact in the update step. However, a measurement indicating no target
in the field of view can also be considered as an observation and this is sometimes called “negative information” (Stone et al., 1999; Koch, 2007). Negative
information represents conclusions that are drawn from expected but actually
missed detections. Despite that no observation data is available, these conclusions can be used to improve the current target estimate. Let yt = ∅ denote that
no detection was obtained at time t. The density p(xt |yt = ∅, y1:t−1 ) is not just the
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prediction p(xt |y1:t−1 ), it also has to incorporate the (negative) information of a
non-detection as
p(xt |yt = ∅, y1:t−1 ) ∝ p(yt = ∅|xt )p(xt |y1:t−1 )

(36)

where p(yt = ∅|xt ) = 1 − PD (xt ). In the particle filter this means that the weight i
is updated according to


(i)
(i)
(i)
wt|t ∝ 1 − αPD (xt|t−1 ) wt|t−1
(37)
where α = 1. When the possibly occluded regions in the scene are known, this
information can be used as a form of negative information in the particle filter
at time instants with no detection. In such a case, the (negative information)
update (37) tends to increase the weights of the particles in the occluded regions
and reduce the weights of particles in the non-occluded regions.
Note that this requires that the model of the probability of detection be correct,
otherwise, the risk of degeneracy increases in a particle filter with a limited number of particles. In practice a more conservative approach with 0 ≤ α < 1 is
recommended when PD ( · ) may have significant modeling errors.

5

Results

In this section some results of the proposed pedestrian tracker are presented.
First, in Section 5.1 the multiple-pedestrian tracker is applied to a real-world
data set of an infrared sensor placed on top of a roof and pointing at a park-like
environment with some trees, buildings and walkways. In Section 5.2 the comparison between MMPF and a standard off-road tracker is made on a similar data
set with a GPS trajectory as the ground truth. A Monte–Carlo (MC) study based
on synthetic data is presented in Section 5.3 where the IMM-PF (Orguner et al.,
2009; Boers and Driessen, 2003) is also evaluated in order to come to a judgement
about the expected differences between different multiple model particle filters.
Finally, in Section 5.4 an example illustrating the use and the performance gain
of negative information is shown.

5.1

Pedestrian tracking field trial

The task presented in this section is to track a number of pedestrians in an infrared image sequence acquired by the infrared sensor described in Section 2.2.
The pedestrians were walking both on and off the walkways and trees/buildings
were occluding the pedestrians in some areas. The detector in Section 2.3 is used
and the resulting detections are fed into the multi-target tracker based on the
MMPF of Section 4.
The infrared sensor is located south of the surveillance area on a roof and the
sampling frequency is 50 H z, but just every 5th frame is used, i.e., the sampling
frequency of the filter is 10 H z. This makes it possible to use a time interleaved
approach for increased robustness, where the same algorithm runs in parallel,
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each one time interleaved and operating on different data.
The number of particles in the MMPF is 1000 and the transition probabilities in
(5) and (35) are


Π̄ = 0.95 0.05 0.1 0.9 .
(38)
The measurement noise is assumed to be distributed as


et ∼ S t 0, 0.0042 I, 10 .

(39)

When the standard deviation of the angle noise is set to be σe = 0.004 as above,
the projected uncertainty on the ground plane (with 68% confidence) corresponds
to 4 m and 9 m for Gaussian distributions when a target is 130 m and 200 m away
from the sensor, respectively. These uncertainty values become slightly larger for
Student’s T distributions (ν = 10) due to its heavier tails.
The covariance matrices of the process noise are


Q r = diag 6.25 · 10−3 , 6.25 · 10−3 , 2.5 · 10−4 , 6.25 · 10−3


Q g = diag 6.25 · 10−3 , 6.25 · 10−3 , 2.5 · 10−4 , 6.25 · 10−3 , 3 · 10−4

(40)

for the on-road and the off-road models, respectively. The β parameters are set
to βyr = 0.96 and βzr = βzg = 0.99. The initial state distribution is selected as
Gaussian. It has been observed that the tracking results are quite insensitive
to the initial state covariance. A target must be detected for three consecutive
frames after its first appearance, and then for two out of three consecutive frames
(after the first three consecutive frames) in order to be confirmed. A target is
deleted if no detection is received for 5 s.
The results of the experiment are illustrated in a number of figures below. (Movies
are available, see Skoglar (2011).) A snapshot where the particle mixtures can be
seen is shown in Figure 5. In Figures 6 and 7 the focus is only on three selected
pedestrians for the sake of clarity.
The estimated paths, based on the point estimates (25), for these three pedestrians are shown in Figure 6. One target is starting off-road, but ending on-road
and vice-versa for another pedestrian. This mode transition can easily be seen
in Figure 7 (a) where the on-road mode probabilities are shown. Note that when
a pedestrian is off-road, the on-road mode probability is very close to zero, but
when the pedestrian is on-road the mode probability is just about 0.7–0.8. The
reason for this is that the off-road model is valid when the pedestrian is on-road
as well, but the opposite is not true if the target is too far from the road. The
improvement of using a road network model can be seen in Figure 7 (b) where
the uncertainty is shown. The uncertainty is here defined as
q
tr [Pt ]xyz
(41)
where [Pt ]xyz is the position part of the state covariance matrix (26).
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Figure 5: A snapshot from the pedestrian tracking application. In the filter
overview, to the left, the walkway network and the sensor footprint are illustrated. The pedestrians are represented with particle mixtures. Six pedestrians have been detected, but just three are detected in the current frame,
seen in the image to the right. Those detections are marked by rays from the
sensor location to each target in the filter overview. One target is outside the
field-of-view and its particle cloud is more outspread.
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Figure 6: Estimated paths for three pedestrians. Start locations (where the
pedestrians were first observed) are marked with a square. Pedestrian 1 is
walking toward south on a walkway, but is suddenly going off-road. Pedestrian 2 starts off-road, but eventually approaches a walkway moving north.
Pedestrian 3 is on the walkway for the whole sequence.
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(a) The on-road mode probability. The
on/off-road transitions can be clearly seen
around 25–30 s.
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(b) The position state uncertainty for
three pedestrians. The uncertainty on the
roads is significantly lower. The peak
for pedestrian 3 at around 28 s is due to
the on-road to off-road transition, and the
peak at around 34 s is due to occlusion.

Figure 7: The tracking result for three pedestrian targets.

5.2

Performance evaluation with GPS ground truth

In this section a similar real data set to the one described above is used to evaluate
the tracking performance for a single pedestrian by using the GPS trajectory of
the pedestrian as ground truth. The MMPF pedestrian tracker with both on-road
and an off-road models is compared with a standard off-road PF with no road
network knowledge.
The scenario and the filter parameters of the MMPF and the PF are similar to
those in Section 5.1, but the frame rate of the filters here is 12.5 H z. The number
of particles in both filters is 1000 and the transition probabilities in MMPF are


Π̄ = 0.95 0.05 0.05 0.95 .
(42)
The covariance matrices of the process noise are


Q r = diag 8 · 10−4 , 4 · 10−4 , 1.6 · 10−5 , 8 · 10−4


Q g = diag 8 · 10−4 , 8 · 10−4 , 3.2 · 10−5 , 8 · 10−4 , 3.8 · 10−2

(43)

for the on-road and the off-road models, respectively. The β parameters are set to
βyr = 0.95 and βzr = βzg = 0.99. The altitudes of the roads are given by GPS measurements. Since no ground model is available, in order to get observability for
the off-road model, the ground is simply assumed to be a plane. For each Monte–
Carlo run, the fixed ground plane elevation is selected randomly by sampling
uniformly from an interval of length 0.3 m which is determined by the altitude
range for the closest road segment.
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Since there is only a single set of measurements in the experiment (as opposed to
the Monte–Carlo runs where a different realization of the measurement process
is generated for each run) and since the results of the particle filters hardly differ for different runs, only 10 Monte–Carlo runs were found to be trustable. The
true (GPS) path of the pedestrian with the expected accuracy around 0.1 − 0.2 m
is shown in Figure 8. In addition, Figure 8 illustrates the average path estimate
of each filter over the Monte–Carlo runs. The RMS position errors corresponding to both filters are presented in Figure 9 (a). Figure 9 (b) shows the average
on-road mode probabilities provided by MMPF. As expected, the tracking result
is significantly better for the MMPF when the target is on-road. When the target
switches to off-road motion, the accuracy difference between the filters starts to
get smaller. The peak in the MMPF error occurs at the on-road to off-road switching of the target during which the on-road model of MMPF pulls the overall
estimate towards the road segment. As soon as the mode probabilities of MMPF
converge, the MMPF estimate becomes slightly better than that of PF. The PF estimates are more erroneous than those of MMPF during the off-road motion of the
pedestrian. The reason is that the initial error of PF (just after the switching occurs) takes some time before decaying to the steady state level where both filters
are expected to reach the same performance. The short period around 15 s where
the PF error curve makes a dip below the MMPF error curve is a scenario specific
phenomenon which is confirmed by the average path of PF intersecting the true
GPS path in Figure 8.

5.3

Monte–Carlo simulation study

In order to compare the performance of different multiple model particle filters,
and different mode transition probabilities in a controlled manner, a Monte–
Carlo simulation based on synthetic data is presented in this section. The task
is to track a single pedestrian that is walking both on and off the walkways
according to Figure 10. The main objective in this section is to show the advantage of using a multiple model particle filter with road network knowledge
over a standard PF. In addition to MMPF another multiple model particle filter,
the IMMPF (Boers and Driessen, 2003; Orguner et al., 2009), is also evaluated.
IMMPF is similar to MMPF, but the number of particles is constant and predefined for each mode, unlike the MMPF where the number of particles in each
mode is varying according to the posterior mode probabilities. We here emphasize that the IMMPF–MMPF comparison is included here only to show whether
the particular selection of MMPF as the tracking algorithm in this study is critical
or not. In fact, IMMPF, being a well-known method, was not used in pedestrian
tracking before either and might as well have been selected as the tracking algorithm in this study.
In the MC-simulation the total number of particles is 1000 for all filters: PF,
MMPF, and IMMPF. For the IMMPF, the total number of particles is divided
equally between the modes, i.e., each model has 500 particles. The vision sensor is running at 10 fps and is located about 200 m south and 17 m above the
surveillance area in Figure 10. To achieve a better triangulation behavior the sen-
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Figure 8: The GPS ground truth (with 0.1 − 0.2 m accuracy) and the average
tracks of MMPF and PF over 10 Monte–Carlo runs. When the pedestrian is
on-road the MMPF is significantly better, but once the pedestrian is walking
on the grass field the filter results becomes more and more similar.
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(a) The position error of the tracking estimates relative the GPS trajectory. The
MMPF with both an off and an on-road
model performs better than the PF with
just an off-road model.
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(b) On-road mode probability. The vertical line indicates when the pedestrian
leaves the walkway according to the GPS
data.

Figure 9: MMPF tracking result compared to GPS data.
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sor is moving slowly with 1 m/s to the east. The measurement noise of the vision
sensor is distributed as


et ∼ N 0, 0.0042 I .
(44)
The projected uncertainty (with 68% confidence) on the ground corresponds to
9 m.
We run two instances of each multiple model particle filter with different transition probabilities in order to see the algorithms sensitivity. In the literature,
the convention for selecting the transition probabilities for multiple model methods is to use almost always diagonally dominant transition probability matrices
(TPM). We here follow the same tradition and select the different transition probabilities for MMPF and IMMPF as


Π̄1 = 0.95 0.05 0.05 0.95
(45)


Π̄2 = 0.99 0.01 0.01 0.99
where Π̄ , (π11 π12 π̄21 π̄22 ) whose elements are defined in (5) and (35).
In this MC simulation, the covariance matrices of the process noise are set as


Q r = diag 1 · 10−3 , 1 · 10−3 , 2.5 · 10−4 , 2.25 · 10−3
(46)


Q g = diag 1 · 10−3 , 1 · 10−3 , 2.5 · 10−4 , 2.25 · 10−3 , 8.3 · 10−3
for the on-road and the off-road models, respectively. Suitable value of the model
parameter βyr depends on the target behavior, but also the width of the walkway.
Low value of βyr will decrease the state uncertainty and force the state estimate
towards the center line of the road, but at the cost of possible state bias and
decreased ability of on-road to off-road change detection. A value between 0.95
and 0.99 is reasonable in most cases. In this MC simulation, the β parameters are
set to βyr = 0.95 and βzr = βzg = 0.99.
The position RMSE values for the MC simulation with 100 runs are shown in
Figure 11. Five different filters are considered: one PF with a single off-road
mode, two MMPFs and two IMMPFs with transition probabilities Π̄1 and Π̄2 ,
respectively. When the pedestrian is off-road the performances of all filters are
basically identical once the effects of the mode transition have died out. The only
part where the single mode filter is best is at the on-road to off-road transition
which is due to the fact that PF has no particles locked to the on-road model
pulling the estimates towards the road. The differences between the MMPF and
the IMMPF are quite small, even during the mode transitions. When the target
is on-road the MMPF on-road mode probability is about 0.5 and, hence, the number of particles in each mode is then similar to IMMPF and the behavior during
the on-road to off-road transition becomes similar. In the off-road to on-road
transition the IMMPF cannot benefit from the reserved on-road particles since
those are infeasible, therefore the behavior of the two filters will be similar for
this case too. The MMPF is slightly better when the target is off-road since it
can use twice as many particles, but the difference is too small to be clearly vis-
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ible in the figure. The direction of the roads affects significantly how much the
multiple model filters would gain from the on-road model. The more perpendicular the road stretch is to the line of sight of the sensor, the more useful the
road information is. For example, compare the errors of the MMPF (or IMMPF)
during the time intervals 70–80 s and 80–90 s. Although the effects of the transition probabilities on the performance of the two multiple model particle filters
are quite visible, the changes due to different transition probabilities seem to be
rather small compared to the gain in using the road network information (i.e., the
on-road model).

Figure 10: The pedestrian trajectory used in the MC simulation. Note that
the pedestrian is off-road between 19–55 s. The sensor is placed about 200 m
south of this area.
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Figure 11: The RMSE position errors of the MC simulation. Five different filters are considered: one PF with a single off-road model, two MMPFs and two
IMMPFs with transition probabilities Π1 and Π2 , respectively. The MMPF
results are compared to the off-road PF filter on the left and the IMMPF filters results are compared to the off-road PF filter on the right. The results of
the MMPF and IMMPF are very similar.
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Use of negative information in pedestrian tracking

In Section 4.6 the concept of negative information was introduced, i.e., how one
can draw conclusions from non-detections. This section will provide a simple
example to illustrate the gain in using the negative information. Note, that in this
study we are only considering occlusions caused by stationary objects, like trees
and buildings, with known locations. Occlusions caused by other pedestrians are
not handled.
Two particle filters using the on-road motion model are applied to a scenario
where a fictitious building is placed in the area in front of the path of one pedestrian. The detections are removed manually when the pedestrian is occluded by
the hypothetical building. The only difference between the filters is that one filter
is using the so-called negative information. The position RMSE for the two filters
are compared in Figure 12. A non-occluded filter result is used as ground truth.
6
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Figure 12: The position RMSE for two almost identical filters, the only difference is that one filter is using the so-called negative information.
The filter that is using negative information performs better since the effect of
the particles that are visible from the point-of-view of the sensor is suppressed.
An intuitive explanation for reducing the effect of the visible particles is given as
follows. If the particles that are visible represented the true state, then the pedestrian would have been detected, but he/she is not, and therefore such particles
should be less probable.

6

Conclusions

The pedestrian tracker proposed in this study is a multiple-model particle filter
that uses prior information about the walkways to enhance the estimation performance. The tracking is performed in 3D global coordinates by utilizing the road
network information. The states of the pedestrians are estimated by separate filters. Thus, the correlation between pedestrians are neglected, but experiments
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show that this is a reasonable approximation. For example, cars on a road are in
general much more correlated than pedestrians.
The sampling based GNN association method works very well since the detector
performs well with few false detections and the measurement noise is quite small
for vision/infrared sensors compared to, for instance, radar. Using the Student’s
T-distribution for the measurement noise makes the filter more robust against
minor outliers caused by the detector.
There are a number of advantages of using a road model. The tracking performance is significantly better if the road network information is used. On the
other hand, filters based only on an off-road model perform quite well too as
long as the detections are received on a regular basis and a reliable ground model
is available. The gains in incorporating an on-road model into the estimation are
significant not only for pedestrian motion prediction (e.g., due to occlusion or
not in the field-of-view), but also for enhanced sensor management, track analysis, and anomaly detection.
On the other hand, there can also be some unpredicted disadvantages of using
a road model. Using contextual information that is described relative a global
reference system requires that the knowledge of the location and the orientation
of the sensor be very accurate, otherwise unmodeled navigation error biases can
have severe effects on the tracking performance. For a sensor system, in a known
environment with known landmarks, the location and the orientation are usually
straightforward to estimate with good accuracy. If this is not the case, algorithms
that rely much on prior information should always be used with a fail-safe algorithm that can take over when the prior information is wrong or erroneous. In
our case the off-road model provides the filter with both an off-road tracking capability and increased robustness against model and navigation errors in on-road
target tracking.
Observability is always an issue in vision based target tracking. Since the infrared sensor was stationary in the field trial, the off-road filter also needs a
ground elevation model. This external information can be included explicitly
by computing a range measurement or implicitly in the motion model. Regardless of the method used, erroneous orientation estimate and/or ground model
will cause problems as in the erroneous road model case. However, note that a
road network model is in general much easier to acquire and verify than a complete ground model. If no shape data exists for the roads of interest, it is quite
straightforward to use GPS or orthophotos to create the road network and then to
verify the result by projecting the network onto the camera image. If the sensor
platform is moving the observability improves and the robustness against road
and ground plane model errors increases.
In tracking applications, the performance depends always on a number of tuning
parameters which are usually scenario dependent. As usual, there is a compromise between low uncertainty and robustness against unexpected events. In the
end, it is the user, with certain experiences and preferences, that decides which
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models and parameter values to use. Our conclusion here is that if a reliable
road network model is available, it is very beneficial to use it even in a pedestrian
tracking application where the apparent gains, at first sight, might be shadowed
by the properties of the accurate sensor.
According to our simulation results, incorporating both on-road and off-road
models into the tracking seems to be much more important than the specific multiple model particle filter (MMPF or IMMPF) that is used for implementing the
incorporation. Similarly, the sensitivity to the transition probabilities used in
multiple model filters proves to be less important compared to the gain obtained
by using an additional on-road model.
In this article it has also been shown how a probability of detection model, e.g.,
3D models of buildings etc., can be used to draw conclusions from non-detections.
In practice the gain in using negative information depends on several factors, e.g.,
the environment (many or few buildings and trees), the target motion characteristics (highly predictable or not) etc., and the decision to use negative information
must be made after taking such factors into consideration.
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Abstract
Using prior information about the road network will improve the estimation performance for a road constrained target significantly. Several estimation methods have been proposed to handle the multi modality that arise in a road target tracking application. One popular filter
suitable for this kind of non-linear problems is the Particle Filter, but
a major drawback is that the Particle filter requires a large amount of
particles as the state dimension increases to maintain a good approximation of the filtering distribution. In this paper a Rao-Blackwellized
Particle Filter based approach is proposed to reduce the dimension of
the state space in road target tracking applications. Furthermore, it is
also shown how prior information about the probability of detection
can be used to improve the estimation performance further.

1

Introduction

Tracking of ground targets is more challenging than, for instance, air-targets, because of higher target density, high clutter, and low visibility. The exploitation of
prior information such as road maps and terrain information is therefore highly
desirable for the enhancement of the tracking performance. The literature on the
subject is vast. Most references assume multiple ground targets tracking with a
Ground Moving Target Indicator (GMTI) and use Variable Structure Interacting
Multiple Model (VS-IMM) scheme (Kirubarajan et al., 2000; Shea et al., 2000a,b).
The IMM filter (Blom and Bar-Shalom, 1988; Bar-Shalom and Li, 1993) contains
a number of models where each model corresponds to a particular road segment.
A Markov transition matrix is used for modeling the movement between roads
in junctions and road constraint information is used to shape the process noise
spectrum for each model. The possible road segments (models) that the target
can assume are selected adaptively resulting in a variable structure mechanism
(Li and Bar-Shalom, 1996). The estimation for each model is carried out using
(extended) Kalman filters.
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Target tracking with road network information requires methodologies which
can keep the inherent multi-modality of the underlying probability densities.
The Gaussian sums considered in the jump Markov systems framework solved
by VS-IMM algorithms mentioned above is one important alternative in this respect. The other more recent alternative is the stochastic sampling based algorithms called particle filters (See the book Doucet et al. (2001) or tutorials Arulampalam et al. (2002b); Gustafsson et al. (2002); Doucet et al. (2000) and the
references therein). To the best of the authors’ knowledge, the first particle filter
used in the context of target tracking with road network information was given
in Arulampalam et al. (2002a,b) which concluded that it significantly improves
the performance of the classical VS-IMM algorithms. Some more up-to-date examples of the particle filters in this respect are given in Ulmke and Koch (2006);
Cheng and Singh (2007); Payne and Marrs (2004); Ekman and Sviestins (2007);
Kravaritis and Mulgrew (2008); Hong et al. (2006). The initial studies Arulampalam et al. (2002a); Ristic et al. (2004) can be considered as a direct extension
of the VS-IMM approaches to particle filters. Since the particle filters can handle
a large range of highly nonlinear and non-Gaussian models, the user has much
more freedom in VS modeling. In Ulmke and Koch (2006) the target is modeled in one-dimensional road coordinates and mapped onto ground coordinates
using linear road segments taking road map errors into account. Several roads
with different characteristics are treated within an IMM framework. Targets can
be masked both by the clutter notch of the sensor and by terrain obstacles. The
effects of masking and occlusion of the target are modeled using a state dependent detection probability. Results for a Gaussian sum and a particle filter approach are presented. These studies use the most standard particle filter called
the “bootstrap filter” (Gordon et al., 1993) in which one uses the state dynamics to construct the proposal density. The study Cheng and Singh (2007) applies
the optimal proposal densities and the Rao-Blackwellization ideas into the problem in order to minimize the number of particles required. Considering multiple models, authors of Cheng and Singh (2007) apply Rao-Blackwellization such
that given the road segment the target is on and the model the target uses, the
whole kinematic target state is Gaussian. The use of optimal proposal densities
in Cheng and Singh (2007) unfortunately requires the combinatoric enumeration
of all the possible models and the road segments the target can use in the next
sampling period which might also be a computational bottleneck. The particle
filters mentioned above uses varying number of particles for each of the models
they use which changes according to the posterior mode probabilities. In a quite
recent study Orguner et al. (2009), the so-called interacting multiple model particle filter (IMM-PF) (Boers and Driessen, 2003; Driessen and Boers, 2005) which
keeps user selected constant number of particles for each mode has been applied
to the tracking problem using road networks.
A sensor report indicating no target in the field of view can also be considered as
an observation and this is sometimes called “negative information” (Stone et al.,
1999). Despite that no observation data is available, conclusions can be drawn
and used to improve the current target estimate. In Koch (2007) the negative
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information concept is discussed and applied to the applications of group tracking, ESA (Electronic Scanned Array) tracking, and GMTI (Ground Target Moving
Indicator) tracking.
In this paper we consider Rao-Blackwellized particle filter approach for bearingsonly tracking of road constrained targets. The difference of our work from the
Rao-Blackwellization applied in Cheng and Singh (2007) lies in that we do not
marginalize with respect to the target position. In other words, given the road segment the target is on, the state density in our approach is still hybrid and consists
of particles for the position along the road and Gaussians for the rest of the kinematic state (and therefore is not a Gaussian as in Cheng and Singh (2007)). This
type of marginalization allows also for non-Gaussian position densities along the
road segments. Another contribution of this work is the use of “negative information” due to occlusion and range. A qualitative model of the probability of
detection is proposed and we show how a “non-detection” measurement is used
in the update step in a particle filter.
The target tracking problem considered in this paper is defined in Section 2,
where the road network model and the observation model are presented. The
proposed dynamic target model is given in Section 3. In Section 4 the RaoBlackwellized Particle Filter (RBPF) is introduced. A conditionally linear model
that fits the RBPF is then derived for the road target tracking problem in Section 5.
In Section 6 we describe how the probability of detection model can be utilized in
the target tracking filter and the probability of detection model used in this work
is presented. The performance of RBPF and the Bootstrap Particle Filter (BSPF)
are compared in Section 7 in Monte-Carlo simulations. Finally, conclusions are
given in Section 8.

2

Problem Definition

In this paper we are considering the problem of tracking a road target with a
vision sensor giving bearings-only measurements. The road network is considered as prior information, but which road the target will select in a junction is
unknown. We assume that there is only one target and, hence, the association
problem is ignored.

2.1

Road Network Model

The road network information I RN contains of a number of roads. Each road is a
3D continuous curve and its both ends are connected to two or more other roads.
In our work we assume that road i in the road network model is represented by
the following data fields
• (3 × ni ) matrix with ni sample positions describing the road path in R3 .
• (1 × ni ) row vector describing the nominal speed in each sample point.
• (1 × ni − 1) row vector describing the arc length between two nearby sam-
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ple positions; may be different from the Euclidean distance between two
sample positions because the road segment in between might not be linear.
• (1 × nr1 ) row vector describing the road id numbers of the nr1 connecting
roads at the road start.
• (1 × nr2 ) row vector describing the road id numbers of the nr2 connecting
roads at the road end.

2.2

Observation Model

Let x s = (xs ys zs )T and x g = (xg yg zg )T be the position of the sensor and the target,
respectively, relative to a global Cartesian reference system. An observation is the
relative angles between the sensor and the target, i.e.,
!
arctan2 (∆yt , ∆xt )
g
yt = h(xt ; xts ) + et =
+ et
(1)
arctan2 (∆zt , dt )
q
g
where ∆it = it − ist for i = x, y, z, dt = ∆x2t + ∆y2t , and et is measurement noise
modeled as


(2)
et ∼ N 0, σe2 I2×2 .

2.3

Probability of Detection

A detection is a report from the sensor data analysis saying that there is a target
in the sensor data and the report contains an observation yt of the target state.
Let PD (xt ; xts ) be the probability of detection as a function of the target state xt
and sensor state xts . In other words, at time t the probability that the observation
yt is available is PD (xt ; xts ) and the probability that yt is missing is 1 − PD (xt ; xts ).
The probability is of course bounded as 0 ≤ PD ≤ 1.

2.4

The Road Target Tracking Problem

To summarize, the target tracking problem considered in this paper is to estimate
the state of a road target given the bearings-only measurements modeled as in
(1). Furthermore, a model of the probability of detection should be utilized to
improve the result. In the next section we propose a state space model suitable
for on-road targets.

3

Road Target Motion Model

Assume that we have a road network description as defined above. The target is
assumed to be on one of the roads all the time. A curve-linear coordinate system
is defined for each road. Which road a target currently travels on is described by
a mode parameter m. Let x be the longitudinal position along the road relative
the road start.
The speed along the road is not modeled explicitly, instead a state s represents the
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scaling factor of the nominal speed v̄(x, m; I RN ), which is a function of the road
position x and the road id m. (The arguments of v̄ are sometimes implicit to simplify the notation.) In other words, the speed is computed as sv̄(x, m, I RN ), s ∈ R,
and |s| = 1 corresponds to a vehicle with a nominal normal speed, |s| < 1 corresponds to a slow vehicle and |s| > 1 to a fast one. This choice of the state variable
decreases the need of an acceleration state and we are, in some sense, instead
modeling the behavior of the target, for instance if the driver is in a hurry or not.
By using this representation it is also straightforward to include normal driver behavior such as “decrease the speed when the road bends and when approaching
a crossing”, and so on.
Furthermore, let the states y and z be the lateral and the vertical position relative
the road, respectively. Thus, the state vector is defined as x = (x y z s)T .
Before presenting the dynamic model of the road target for this choice of the state
vector, we first consider the model for the state vector x0 = (x y z v)T where v is the
actual speed, and not a speed scaling factor as in x. The dynamic target model
can then be expressed as a linear discrete-time model


 2

 1 0 0 T 
 T /2 0 0 
 0 1 0 0 

T 0 

 0  0
0
xt+1
= 
(3)
 xt + 
v
 0 0 1 0 
 0
0 T  t




0 0 0 1
T
0 0
where T is the sampling time and the process noise vt is assumed to be vt ∼
N (0, Q). Based on this linear model we now propose a non-linear dynamic model
for the state x as




2
 1 0 0 v̄T 
 v̄T /2 0 0 
 0 β



0
0 
0
T 0 

y
xt+1 = 
(4)
 xt + 
v .
 0 0 βz 0 

0
0 T  t




0 0 0 βs
T
0 0
where βi = e−αi T , i = y, z, s, are introduced to limit the standard deviation of the
y-position, z-position and the speed factor s, respectively.
The update of the mode parameter is given by



if xt+1 on road mt
mt
mt+1 = 

µ(mt , xt+1 , νt ; I RN ) if xt+1 outside road mt
where µ( · ) denotes a road identity update function that decides which road the
target selects in a road junction given a discrete random variable νt . The coordinate transformation of the longitudinal position x is given by



if mt+1 = mt
xt+1
xt+1 := 

τ(xt+1 , mt , mt+1 ; I RN ) if mt+1 , mt
where τ( · ) is a function that transforms the longitudinal position relative the
road mt to a longitudinal position relative the road mt+1 . We also have a non-
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linear coordinate transformation g gr ( · ) that transform the position from the local
g
road system to a global Cartesian coordinate system, i.e., xt = g gr (xt , mt ; I RN ).

4

Rao-Blackwellized Particle Filter

The particle filter requires a large number of particles as the state dimension
increases to maintain a good approximation of the filtering distribution. It is
therefore desirable to keep the state dimension treated by the particle filter as low
as possible. The Rao-Blackwellized Particle Filter (RBPF) reduces the dimension
of the state space treated by the particle filter by partitioning the state space
pT

T

into two parts as xt = (xt xtk )T . The posterior distribution can then also be
partitioned into two parts as
p

p

p

p(xt , xtk |y1:t ) = p(xt |y1:t )p(xtk |xt , y1:t ).

(5)

The idea is to use different filters for computing the two parts of the posterior. If
p
the system is linear given the states xt (i.e., conditionally linear), then the states
xtk can be calculated using a Kalman Filter (KF). The dimension in the particle
p
filter is then limited to the dimension of xt . The RBPF is treated in Chen and
Liu (2000); Andrieu and Doucet (2002) and is also sometimes referred to as the
Marginalized Particle Filter (Schön, 2006; Schön et al., 2005). The implementation of the RBPF in this section can be seen as the filter bank formulation derived
in Hendeby (2008) and Hendeby et al. (2007).
A conditionally linear state space model can be written as
p

p

p

p
ht (xt ) +

p
Ht (xt )xtk

xt+1 = ft (xt ) + Ft (xt )xtk + Gt (xt )vt ,
yt =

(6)

+ et ,

(7)

where Cov(vt ) = Qt and Cov(et ) = Rt . The RBPF algorithm is given in Algorithm 1.

Algorithm 1. Rao-Blackwellized Particle Filter (RBPF)
k(i)

(i)

p(i)

1. Initialize: For all particles i = 1, . . . , N , let x0|0 = x0k , P0|0 = P0 and x0

∼

p
p(x0 ).

2. Time update: Compute the Gaussian mixture by
(i)

(i)

p(i)

(i)

k(i)

x̄t|t−1 = ft−1 (xt−1 ) + Ft−1 xt−1|t−1 ,

(8a)

(i)
(i) (i)
(i)T
(i)
(i)T
P¯t|t−1 = Ft−1 Pt−1|t−1 Ft−1 + Gt−1 Qt−1 Gt−1

(8b)

p(i)

p(i)

(i)

where Ft−1 = Ft−1 (xt−1 ) and Gt−1 = Gt−1 (xt−1 ). The following split can now
be made
!
!
x̄ p ¯
P¯ p
P¯ pk
x̄ = k P = ¯ pkT
.
x̄
P
P¯ k
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Sample the PF states according to
p(i)

xt

p(i)

p(i)

∼ N (x̄t|t−1 , P¯t|t−1 ).

(8c)

Update the KF states according to
k(i)

pk(i)T

k(i)

p(i)

p(i)

xt|t−1 = x̄t|t−1 + P¯t|t−1 (P¯t|t−1 )−1 (xt

p(i)

− x̄t|t−1 ),

pk(i)T p(i)
pk(i)
(i)
k(i)
Pt|t−1 = P¯t|t−1 − P¯t|t−1 (P¯t|t−1 )−1 P¯t|t−1 .

(8d)
(8e)

3. Measurement update:
(i)

(i)

(i)

N (yt ; ŷt , St )qt−1
(i)
qt = P
(j) (j) (j)
N
j=1 N (yt ; ŷt , St )qt−1
k(i)

k(i)

(i)

(i)

(i)

(i)

(i) (i)

xt|t = xt|t−1 + Kt (yt − ŷt )
(i)T

Pt|t = Pt|t−1 − Kt St Kt

(9a)
(9b)
(9c)

where
p(i)

(i)

ŷt = ht (xt

p(i)

(i)

St = Ht (xt
(i)
Kt

=

p(i)

) + Ht (xt
(i)

k(i)

)xt|t−1 ,
p(i) T

)Pt|t−1 Ht (xt

) + Rt ,

p(i)
(i)
(i)
Pt|t−1 Ht (xt )T (St )−1 .

(i)

4. Resampling: Use a method of choice (see e.g., Hendeby (2008)), update qt .

5. Set t := t + 1 and repeat from step 2

5

Conditionally Linear Model

To be able to use the RBPF with the model in Section 2 and 3, it must be approximated as a conditionally linear model in the form of (6) and (7). This section
derives the necessary approximations.

We split the state vector x = (x y z s)T into two parts x p = x and x k = (y z s)T . The
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dynamic target model (4) can now be expressed in the form (6) as

 p  
p
 xt   0 0 v̄(xt , mt ; I RN )T 

 0   βy 0
0
 x k
 + 
xt+1 = 



0
 0   0 βz

0
0 0
βs
| {z } |
{z
}
p

p

=ft (xt )

=Ft (xt )

(10)

p
2
 v̄(xt , mt ; I RN )T /2

0

+ 

0

T
|
{z

0
T
0
0


0 

0 
v
T  t
0
}

p

Gt (xt )

Unfortunately, the observation model (1) can not be expressed in the form (7)
directly. However, if we assume that y and z are small, we can derive a good
approximation by a linearization of the model. Thus, the linearization of (1),
with respect to y and z, is
g

g

yt = h(xt ; xts ) + et ≈ h(x̂t ; xts ) + Hy (yt − ŷt ) + Hz (zt − ẑt ) + et
where

g
x̂t

(11)

= q(xt , ŷt , ẑt , mt ; I RN ) and
g

X ∂h(x g ; x s ) ∂j g
t
t
t
g
∂i
∂jt
t

g

Hi = Hi (x̂t ; xts ) =

∂h(xt ; xts )
∂it

g

g

=

xt =x̂t

j={x,y,z}

for i = y, z. The Jacobian of the observation model (1) is

∆xt
−∆yt

0
 ∆x2t +∆y2t
∆x2t +∆y2t
g s
√ 2 2

∇xg h(xt ; xt ) =  −∆x ∆z
∆xt +∆yt
−∆yt ∆zt
 √ t t
√
rt2

∆x2t +∆y2t

rt2

∆x2t +∆y2t

rt2

g

g

,

(12)

xt =x̂t








(13)

g

where rt2 = ∆x2t + ∆y2t + ∆z2t . Since zt and zt always are parallel, the following
partial derivatives become simple
g

g

g

g

∂zt
∂x
∂yt
∂zt
= t =
= 0,
= 1.
∂yt
∂zt
∂zt
∂zt

(14)

Furthermore, the partial derivatives relating the local coordinates x and y to the
global coordinates yg and xg , respectively, are
g

g

∂xt
∂yt
= − sin(ψt ),
= cos(ψt )
∂yt
∂yt

(15)

where ψt = ψ(xt , mt ; I RN ) is the heading of the road mt in the road position xt .
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Hence, we can write the linearization matrices Hy and Hz as

 
∆xt cos(ψ)+∆yt sin(ψ)
− sin(ψt )  



g s 
∆x2t +∆y2t


Hy = ∇xg h(xt ; xt )  cos(ψt )  =  −∆zt (∆yt cos(ψ)−∆x
t sin(ψ))

 
√
0
r 2 ∆x2t +∆y2t







(16)

and
Hz =


 
 0  

0  = 

1


g
∇xg h(xt ; xts ) 


√ 0
2

∆xt +∆y2t
∆x2t +∆y2t +∆z2t






(17)

A suitable linearization point is given by ŷt = ẑt = 0. Thus, the observation model
can be expressed on the form (7) as


g
g
g
yt = h(x̄t ; xts ) + Hy (x̄t ; xts ) Hz (x̄t ; xts ) 0 xtk + et
(18)
| {z } |
{z
}
p

p

ht (xt )

Ht (xt )

g

where x̄t = q(xt , 0, 0, mt ; I RN ).

6

Information from Non-Detections

In this section we describe how non-detections can give information that can be
used to improve the estimation result. The standard approach in target tracking
is to update the filter if an observation is received, otherwise, if no observation
is received the target state remains untouched in the update step. However, a
measurement indicating no target in field of view can also be considered as an observation and this is sometimes called “negative information” (Stone et al., 1999;
Koch, 2007). With negative information we mean conclusions that are drawn
from expected but actually missed detections. Despite that no observation data
is available, these conclusions can be used to improve the current target estimate.
Next we will show how this observation is used in a particle filter.

6.1

Particle Filter Update for Non-Detections

Let yt = ∅ denote that we do not have a detection at time t. The density p(xt |yt =
∅, y0:t−1 ) is not just the prediction p(xt |y0:t−1 ), it also includes the probability of a
non-detection as
p(xt |yt = ∅, y0:t−1 , xts ) ∝ p(yt = ∅|xt , xts )p(xt |y0:t−1 )

(19)

where p(yt = ∅|xt , xts ) = 1 − PD (xt ; xts ). In the particle filter this means that the
weight i is updated according to


(i)
(i)
(i)
wt|t ∝ 1 − PD (xt|t−1 ; xts ) wt|t−1 .
(20)
However, this requires that the model of the probability of detection is correct,
otherwise the risk of degeneracy increases in a particle filter with a limited num-
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ber of particles. We recommend a slightly conservative approach where the
weight is updated according to


(i)
(i)
(i)
wt|t ∝ 1 − αPD (xt|t−1 ; xts ) wt|t−1 .
(21)
where 0 ≤ α ≤ 1 is a parameter describing how much we “trust” the probability of detection model. α = 0 means that we ignore the negative information
completely and α = 1 means that we use the update rule in (20).
Thus, we need a model of the probability of detection PD (x; x s ) and the model
used in this work is described next.

6.2

Probability of Detection Model

Modeling the performance of an EO/IR sensor system is a very complex task
(Holst, 2006). There are several aspects that must be considered, for instance
the performance is affected by the target and the background characteristics, the
atmospherical and environmental conditions, the resolution and the SNR of the
sensor, the motion of the sensor itself, and the detection and recognition algorithm.
In this work we are not intending to model the absolute performance of the sensor
system, but we propose a simplified probability of detection model that captures
some important aspects. First of all, we assume that the performance is dependent on range, due to the sensor resolution and atmospherical disturbances. Thus,
we model the probability of detection as
PDr (x g , x s ) = min(ce

−kr ||x

g −x s ||2
r2

, 1).

(22)

where kr and r are two constants and c is a normalizing factor.
Furthermore, we assume that we have some information I occ about the environment, like terrain and vegetation, so that an occlusion model can be created. If
the information is given as a synthetic 3D model of the area one obvious choice is
to benefit from the rapid advances of the computer graphics hardware. However,
in the development of this work we are instead using a more convenient model
of occlusion. In our model the occlusion is represented by “walls”, one wall on
each side of every road. In principle, if a point on the road is not occluded by any
wall then this point is “visible”, i.e. Pd = 1, otherwise it is not visible and Pd = 0.
However, by using a sigmoid function the probability of detection is not modeled
as either 0 or 1, but in the range [0, 1]. The occlusion walls are represented by the
5-tuple κ = {m, x, bκ , hκ , sκ } where m is the road id, x is the longitudinal position
on the road, bκ is the side (“right” or “left”), hκ is the height of the wall, and sκ
is a parameter in the sigmoid function describing the slope gain. The representation κ is only defined in discrete points and linear interpolation is used to obtain
values in between.
The probability of detection due to occlusion PDo (x, m, x s ; I occ ) can be computed
by simple geometrical expressions if the road is assumed to be straight. Given
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a position x on road m and the sensor position x s the intersection on the wall is
computed and the sigmoid function gives a value of the probability of detection.
Modeling errors due to the road curvature and deviation from the road center are
ignored.
Thus, the model of probability of detection used in this paper can be expressed
as the product
PD (xt ; xts ) = PDr (q(xt , 0, 0, mt ; I RN ), xts )PDo (xt , mt ; I occ , xts ).

7

(23)

Simulation Results

The approximative Rao-Blackwellized Particle Filter (RBPF) is compared to a
standard Bootstrap Particle Filter (BSPF) in two Monte-Carlo simulations with
500 runs each. The BSPF is using the non-linear models in (1) and (4). Road
network information and an occlusion model are available for an area shown in
Figure 1 (a). The simulations in this paper are constrained to the area marked
with a rectangle. The road network and the stationary sensor position are shown
in Figure 1 (b), for that particular area.
2700
2650
2600
1

2550

y [m]

2500
2450

2

2400
2350

3

2300
2250
2200
1000

(a) Orthophoto of the scenario area.

1100

1200

x [m]

1300

1400

1500

(b) The road network used in the MonteCarlo simulation. The mean of the true start
position of the target is a circle and the stationary position of the sensor is a star. The
target is following the roads 1,2,3.

Figure 1: The road network information and the occlusion model are based
on an area near Linköping, Sweden, where we also have a synthetic 3D model
for realistic EO/IR/Laser sensor simulations.
The initial filter state mean is x̄ = (x y z s)T = (70 0 0 10)T and the initial
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Figure 2: The same network model as in Figure 1 (b), but with occlusion
models included. Small circle: initial target position. Star: sensor location.



road mode parameter is 1. The true initial state is sampled from N x̄, P¯ where
P¯ = diag(5, 0.5, 0.125, 0.75). The target is following the roads 1,2,3 as shown in
Figure 1 (b). The measurement covariance is σe = π/180 rad. The sensor position
is x s = (1200 2300 120)T m, which means that the sensor is approximately 60 m
above the ground since the altitude of the road network is approximately 60 m.
In simulation example 1 the probability of detection is one and one measurement
is received in each time step. The number of particles is 50. The RMSE of the
position is shown in Figure 3 (a). The peak at 10 s is caused by the first junction
and the peaks around 40 s are caused by the second junction. As expected the
RBPF performs better than the BSPF.
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RMSE position [m]
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(a) No occlusion, i.e., probability of
detection is always one.

2
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t [s]
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(b) Occlusion dependent probability
of detection.

Figure 3: The RMSE of the position. Number of particles: 50. Dotted line is
the BSPF and solid line is the RBPF.
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Conclusions

Simulation example 2 is identical to simulation example 1, but the occlusion
model is here included in both filters, i.e., the probability of detection is not one.
The occlusion is shown as walls in the Figure 2. The RMSE position results are
shown in Figure 3 (b). Compared to the non-occlusion case the the peak at 10 s,
caused by the first junction, is now larger due to the occlusion at that junction.
The peak around 25 s are caused by the occlusion in the middle of road 2.

8

Conclusions

In this paper we consider the problem of bearings-only ground target tracking
with particle filter and the use of prior information. We propose an approach
based on the Rao-Blackwellized particle filter to reduce the dimension of the state
space treated by the particle filter. The simulations confirms that this method
gives better tracking performance of a road target compared to a standard Bootstrap particle filter for the same number of particles. Furthermore, if a model
of the probability of detection is available, we also showed how this information
can be used in the particle filter to improve the estimation performance further
by drawing conclusions from non-detections.
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Abstract
Airborne surveillance systems equipped with a vision/infrared camera require good knowledge about the position and orientation of the
camera for successful tracking of ground targets. In particular, this is
essential when incorporating prior information, like road maps, that
is expressed relative a global reference system. Usually, it is possible
to obtain good positioning with inertial/satellite navigation systems,
but estimating the orientation is generally more difficult. It might
be possible to use SLAM (Simultaneous Localization and Mapping)
or image registration approaches to support the navigation system,
but not always since such approaches require stable features in the
images. In this paper the problem of simultaneous orientation error
estimation and road target tracking is considered by assuming that
the target is constrained to a known road network. A particle filter
approach is proposed and it is shown that the result of this filter is
close to the performance of the ideal case where the orientation error
is perfectly known. However, the performance depends on how informative the road path is and in rare cases the orientation error is
unobservable.

1

Introduction

Utilizing road network information in navigation and target tracking will reduce
the location error significantly, compared to the case when the map information
is ignored (Gustafsson et al., 2012). In surveillance applications, road maps have
been used for road targets tracking based on detections from a radar sensor (typically ground moving target indicator, GMTI) (Ulmke and Koch, 2006; Ristic et al.,
2004) or a vision sensor (Skoglar et al., 2012).
In target tracking, the navigation error of the observing sensor is typically neglected and this is reasonable as long as the tracks are expressed relative the sensor itself. However, when external information, such as road maps, represented
149
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relative a global reference system is included, un-modeled navigation error biases can have severe effects on the tracking performance. In particular this is a
problem when the accuracy of the sensor is similar or better, in some sense, than
the accuracy of the navigation estimate. For instance, even though an INS/GPS
navigation system is used, there might be robustness issues for vision/infrared
camera based systems due to the high angular resolution of cameras. Just a small
camera orientation error can lead to a large error for a distant object when an
observation is transformed to a global reference frame.
There is a number of approaches to handle these robustness issues. For estimation methods relying on a representation with bad support in low probability areas (such as the particle filter), increasing the measurement noise might be tempting to increase the robustness of the filter, but this is a questionable solution since
the tracking performance will suffer. An alternative is to use a multiple-model filter with both an on-road mode and an off-road mode (Skoglar et al., 2012) where
the off-road mode serves as a fall-back solution. A third alternative is to use track
landmarks in a vision SLAM (Simultaneous Localization and Mapping) framework (Davison et al., 2007; Durrant-Whyte and Bailey, 2006; Bailey and DurrantWhyte, 2006) to estimate the orientation error, but this requires that a number of
suitable landmarks are available over time and this might not always be the case.
A related approach is to use image registration to estimate the orientation error
by aligning the camera image frame to a known scene model (Sim et al., 2002;
Zitova and Flusser, 2003). However, this approach also relies on stable features
in the image frames and parallax effects are complicated to handle.

Figure 1: An infrared image from an airborne surveillance system. Three
cars on a road are visible. The image is dominated by trees and it is unlikely
that any visual landmarks can be used to support the navigation. This paper
considers an estimation problem where the orientation error and the targets
are tracked simultaneously.
Figure 1 shows an image frame from an airborne surveillance system with an infrared sensor. Three cars are traveling on a road through a wood, but there are
barely any useful static landmarks for a SLAM framework to use. Since the targets are visible and they are on a known road network, an interesting question
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is if the orientation error can be estimated and the target can be tracked simultaneously. The purpose of this paper is to investigate this problem. The reason
for just considering the orientation error is that this error has much larger impact on the overall result compared to the positioning error of the camera that is
assumed to be known with high accuracy by a satellite navigation system. This
estimation problem is related to SLAM, but a significant difference is that constrained dynamic targets are used here, unlike SLAM where static landmarks are
considered.
The paper is organized as follows. Section 2 presents the problem and models in
detail. In Section 3 a particle filter is proposed as the estimator of the problem.
Simulation results are presented and discussed in Section 4 and finally the work
is summarized and some conclusions are drawn in Section 5.

2

Problem Description

In this section the models of the simultaneous orientation error estimation and
road target tracking problem are given. The orientation error is represented by
a quaternion and the targets are assumed to be constrained to a known road network. In this work a simplified version of the road target tracking approach in
Skoglar et al. (2012) is used; just one single road is here considered and the association problem is ignored. The observation model is based on a pinhole camera
model.

2.1

Road Target Model

In this paper it is assumed that the target is on the same road all the time. Road
intersections and target transitions to other roads are not considered in this work.
The lateral and vertical locations of the target relative the road are also assumed
to be zero. However, it should be quite straightforward to implement a more
general road target representation by following the approach in e.g. Skoglar et al.
(2012).
A curve-linear coordinate system is defined for the road. Let x and v be the
longitudinal position and velocity, respectively, along the road relative the road
start. The on-road state vector is defined as x r , (x v)T and the dynamic target
model can, as long as the target stays on the same road, be expressed as the linear
discrete-time model
!
!
1 T r
T 2 /2 r
r
xt+1
= f r (xtr , vtr ) =
xt +
wt
(1)
0 1
T
| {z }
| {z }
,F

where the process noise is i.i.d. as

wtr

∼

N (0, Q r )

,G

and T is the sampling time.

Let g gr ( · ) represent the transformation that is transforming a coordinate x r in
the local road aligned system to a coordinate x g in a global Cartesian reference
system, i.e., x g = g gr (x r ).
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The orientation bias is represented by a quaternion x a , (q0 q1 q2 q3 )T and the
bias is modeled (Törnqvist, 2008) as
T
S̃(xta )vta
2
where the process noise is i.i.d. as wta ∼ N (0, Q a ) and


−q1 −q2 −q3 
 q
−q3 q2 

S̃(x a ) =  0
.
 q3
q0 −q1 


−q2 q1
q0
a
xt+1
= f a (xta , vta ) = xta +

2.3

(2)

(3)

Observation Model

The camera is a staring-array vision sensor with limited field-of-view and it is
assumed that the pinhole camera model can be used. Thus, an observation yt at
time t is a detection of the target in the image plane corresponding to the azimuth
and elevation angles from the sensor location to the target location under the
influence of the orientation bias. Let
yt = h(xt ) + et

(4)

where the measurement noise is i.i.d. as et ∼ N (0, R). According to the pinhole
camera model a point xtc = (xct yct zct )T expressed in Cartesian coordinates relative
a camera fixed reference system, is projected on a virtual image plane onto the
image point (u v)T according to the ideal perspective projection formula
!
!
1 xc
u
(5)
h(xt ) = t = c tc .
vt
zt yt

The point x c is computed as the difference between the camera location xts and
target location, relative the global reference system, followed by a transformation
from the global system to the camera fixed system, i.e.,
cg

xtc = R(xta )Rt (g gr (xtr ) − xts )
cg
Rt

(6)

where
is a rotational matrix representing the (unbiased) orientation of the
camera. Note that both Rcg and xts is assumed to be known in this work. The
rotation matrix R(xta ) is the standard rotation matrix based on the quaternion
and can for instance be found in Kuipers (1999, p. 158).
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2.4

Augmented Model

The model where both the orientation error and the target tracking of n targets
can be defined as follows. The state and noise input vectors are defined as
 a
 a
 x 
 w 
 r1 
 r1 
 x 
 w 




x ,  .  , w ,  .  ,
(7)
 .. 
 .. 
 rn 
 rn 
x
w
respectively, and the augmented dynamic model is defined as
xt+1 = f (xt , vt )

 I 0 . . .

0 F . . .
=  . . .
..
 .. ..

0 0 ...


T
0 
 2 S̃(xta )


0 
 0
 x + 
..  t  ..
 .
. 


F
0

0
G
..
.

...
...
..
.

0

...


0 

0 

..  vt .
. 

G

(8)

An observation of target i is modeled as
r

r

r

yt i = h(xta , xt i ) + et i .

3

(9)

Estimation Approach

If the uncertainty is relatively low, the estimation problem will be close to linear
and could be handled with an Extended Kalman Filter (EKF). However, with a
larger uncertainty and for an arbitrary road network the estimated state distribution is likely to be multimodal and thus an EKF would no longer work. Here, we
have instead used the particle filter for estimation. The particle filter is a very
flexible estimation approach where it is relatively straightforward to use nonlinear model like road maps. However, one disadvantage of the particle filter is
its bad support in low probability areas which sometimes makes it sensitive to
un-modeled errors. Another problem is when the number of tracked targets increases. Then the state dimension increases and the computational load rapidly
becomes infeasible to handle. To alleviate this, it is proposed to do the estimation with a Rao-Blackwellized particle filter which reduces the state dimension
handled by the particle filter.

3.1

Bootstrap Particle Filter

As the non-linear estimation problem treated in this article does not have an
analytical solution, an approximate solution with the particle filter is used. The
particle filter was introduced in Gordon et al. (1993) and a good tutorial can be
found in Arulampalam et al. (2002). To use the particle filter, the dynamic model
is rewritten as conditional distributions. The dynamic model in (1) and (2) can
with knowledge about the process noise distribution be reformulated into the
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r
a
conditional distribution p(xt |xt−1 ) = p(xtr |xt−1
)p(xta |xt−1
), where
r
r
) = N (Fxt−1
, GQ r G T )
p(xtr |xt−1

(10)

and


T2
a
a
a
a
) = N xt−1
,
(11)
p(xta |xt−1
S̃(xt−1
)Q a S̃(xt−1
)T .
4
In the same way, the measurement model (5) can be rewritten as the density


p(yt |xt ) = N h(xt−1 ), R .
(12)
With knowledge about these distributions, the particle filter in Algorithm 15 can
be applied.
15 Algorithm (Particle Filter).
(i)

(i)

1. Initialize the particles according to x0 ∼ p(x0 ) and set appropriate weights q0|0 for
all i = 1, . . . , N .
2. Time update: Generate new particles according to the proposal distribution
(i)

(i)

xt ∼ π(xt |xt−1 , yt ),

i = 1, . . . , N .

(13)

Update the weights according to
(i)

qt|t−1 =

(i) (i)

p(xt |xt−1 ) (i)
qt−1|t−1 ,
(i) (i)
π(xt |xt−1 , yt )

(i)

i = 1, . . . , N ,

(i)

(i)

(14)

(i)

which in case π(xt |xt−1 , yt ) = p(xt |xt−1 ) simplifies to qt|t−1 = qt−1|t−1 .
3. Measurement update: Calculate importance weights according to
(i)
(i)
qt|t−1 p(yt |xt )
(i)
,
qt|t = P
N q(j) p(y |x(j) )
t t
j=1 t|t−1

i = 1, . . . , N .

(15)

4. Resampling: Use a method of choice, in this work systematic resampling is used
(Kitagawa, 1996).
5. Set t := t + 1 and repeat from step 2.

3.2

Rao-Blackwellized Particle Filter

To reduce the dimension handled by the particle filter, the state space is partipT

T

tioned into two parts xt = (xt xtk )T . The posterior distribution can then also
be partitioned into two parts as
p

p

p

p(xt , xtk |y1:t ) = p(xt |y1:t )p(xtk |xt , y1:t ).
p
xt

(16)

Now, if the system is linear given the states
(i.e., conditionally linear) then
the second density in (16) can be computed by a Kalman filter. The particle
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filter is then only needed for computing the density over xt , hence the dimension
reduction. This partitioning is referenced to as the Rao-Blackwellized Particle
Filter and more informatiom can be found in Chen and Liu (2000); Andrieu and
Doucet (2002); Schön et al. (2005).
In this application, the states are divided as x p = x and x k = (v x a T )T . The dynamics for x k will be close to linear since small orientation errors are expected
and targets typically move far away from the sensor. Hence, this part can be linearized. Multimodality is expected for x p depending on the shape of the road
network, hence this part is estimated with the particle filter.
In case of multiple targets, the state space is divided as x p = (xr1 · · · xrn )T and
x k = (vr1 · · · vrn x a T )T .

4

Results

In this section a number of simulation examples are presented. The road paths
that are used are defined by
xg = r(x) cos(x)
yg = r(x) sin(x)
zg = −100 + 10 sin(cx)
r(x) = 100 + 20 sin(2cx)

(17)

y

where c is a constant. Three different cases will be used, c = 0, 2, 4, and the these
paths are illustrated in Figure 2. The camera is assumed to be located in the
origin and it is aiming downwards.
100

100

100

0

0

0

−100
−100

0
x

100

−100
−100

0
x

100

−100
−100

0
x

100

Figure 2: Three different road paths (17) used in the simulations. Left: c = 0.
Middle: c = 2. Right: c = 4.
Three different filters are applied to the single road target tracking problem. The
RMSE (root mean square error) result of Monte-Carlo (MC) simulations with 100
runs are presented for evaluation of the estimation results. The filter algorithm,
for all cases, is the bootstrap particle filter presented in Section 3, but the models
and initial conditions are different.
• The dynamic model of filter (IT) (as in Ideal Tracking) only contains the
target tracking part in (1), and the orientation error is assumed to be per-
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fectively known. This filter is providing an ideal estimation result of the
target tracking and gives a lower bound of the target tracking performance.
• Filter (TO) (as in Tracking Only) is also just considering the target tracking
part (1), but unlike the ideal filter (IT), this filter does not know the orientation error and acts as if this error is zero. Thus, filter (TO) will show the
impact of un-modeled orientation error.
• Filter (AT) (as in Augmented Tracking) is using the model in (8) which includes both the target tracking and the orientation error parts.
The initial orientation error is a rotation α around the pointing direction vector.
The orientation error then evolves according to (2). For each MC run α is sampled uniformly from the interval [−0.1, 0.1] (rad). The initial position and velocity
errors of the target are sampled uniformly from [−10, 10] (m) and [−1, 1] (m/s),
respectively. The sampling time is 0.2 s and the number of particles is 1000 in
each filter. The true state trajectory is generated by using the following covariance matrices: Q r = 0.52 , Q a = 0.012 I, R = 0.022 I, but in the filters twice as big
Q r and R are used.
Figures 3, 4 and 5 show the filter results for the road cases c = 4, c = 2 and
c = 0, respectively. The more curved the path is, the easier it is to estimate the
orientation error and, hence, the target position. This can be seen by noting that
the position error of the target x̃ of filter (AT) (black line) is close to the position
error of filter (IT) (dashed gray line) quicker in Figure 3 compared to Figure 4
(position error is shown in the second plot from the bottom in each figure).
The case c = 0 in Figure 5 is a special case where the orientation error is not observable in filter (AT) since the circle path is invariant w.r.t. a rotation around a
vertical axis. For this particular case, the positioning error of filter (AT) is similar
to the error of filter (TO) where the orientation error is ignored. However, even
for less informative paths filter (AT) usually performs better than filter (TO). This
is illustrated by another example of the case c = 0 in Figure 6 where the orientation error is around a vector in the xy-plane instead. Although the position error
of the target in filter (AT) does not approach the ideal case that much, the result
is better than for filter (TO) where the orientation error is ignored. Note that the
impact of the orientation error on the position error of the target in filter (TO) is
dependent on the target location on the circle path.
Just a few examples are presented here, but the overall behavior of the filters
is similar for other conditions, e.g. other initial orientation errors. Filter (AT)
performs good and, if the path is informative, the position error of the target is
close to the ideal case. The impact of un-modeled orientation errors in filter (TO)
are also dependent on the path and also the direction of the orientation error,
but in all circumstances the errors have a severe effect on the target tracking
performance.
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Figure 3: RMSE for path c = 4, the right case in Figure 2. Black line shows
the RMSE errors (denoted by the tilde symbol on each state variable) of filter (AT) with simultaneous orientation error and target tracking. Dashed
dark gray line shows the RMSE errors of filter (IT) with the target tracking
part only and perfect orientation error knowledge. Dashed-dotted light gray
line shows the RMSE errors of filter (TO) with the target tracking part only
and ignored orientation error. The filter (AT) is successfully estimating the
orientation error and the positioning error x̃ is close to the ideal case (second
plot from the bottom).
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Figure 4: RMSE for path c = 2, the middle case in Figure 2. Here the path is
less “informative” and the result of filter (AT) close to the ideal case slower,
compared to the case in Figure 3.
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Figure 5: RMSE for path c = 0, the left case in Figure 2. This path is just a
circle and the orientation error is not observable in filter (AT) for this special
case when the orientation error is an angle around a vertical vector from the
sensor in the origin to the circle center. This causes the positioning error of
filter (AT) to be similar to the result of filter (TO) where the orientation error
is ignored.
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Figure 6: RMSE for path c = 0. The same case as in Figure 5, but the orientation error is instead around a vector in the xy-plane. Although the information richness of the path is very low, the filter (AT) performs significantly
better than the filter (TO).
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Discussion and Conclusions

This paper treats the problem of simultaneous orientation error estimation and
road target tracking. The application in mind is an airborne surveillance system
with a vision/infrared camera for road target tracking and an INS/GPS system
for navigation. Although the navigation system provides the position and orientation of the camera there might be errors that can have severe effects on the
tracking performance since observations are incorrectly aligned with prior information expressed in a global reference frame. In this work it assumed that SLAM
and image registration techniques could not be used due to bad/unstable image
features. Instead a filter is proposed that estimates the orientation error and the
road target state simultaneously by exploiting the knowledge about the road map.
The position error is neglected since it is assumed to be very small compared with
the range to the target. The filter is based on the well-known bootstrap particle
filter, but if several targets are tracked the Rao-Blackwellized version is a better
choice to handle the curse-of-dimensionality. Particle filters are very flexible and
relatively straightforward to implement and adapt to non-linear systems, like
road maps in this work. However, it is important to remember that it has bad
support in low probability areas.
In the simulation examples it is shown that the tracking performance of a road
target is close to the ideal case where the orientation error is known. However,
observability is always an issue in vision based target tracking. In fact, the target
tracking problem for a stationary angle-only sensor, e.g. a camera, is not observable and some external information is needed to support the estimation process.
In this work the knowledge about the road path is used, but as seen in one example, there exist cases where the orientation error is unobservable. Such cases are
quite rare, but still different paths can be more or less informative from an estimation point of view. Basically, curvy paths are better than straight or very smooth
paths, and if the sensor platform is moving the conditions for target tracking is
usually better.
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Abstract
This article considers a sensor management problem where a number
of road bounded vehicles are monitored by a UAV with a gimballed
vision sensor. The problem is to keep track of all discovered targets
and simultaneously search for new targets by controlling the pointing
direction of the vision sensor and the motion of the UAV. A planner
based on a state-machine is proposed with three different modes; target tracking, known target search, and new target search. A high-level
decision maker chooses among these sub-tasks to obtain an overall situational awareness. A utility measure for evaluating the combined
search and target tracking performance is also proposed. By using
this measure it is possible to evaluate and compare the rewards of
updating known targets versus searching for new targets in the same
framework. The targets are assumed to be road bounded and the road
network information is used both to improve the tracking and sensor
management performance. The tracking and search are based on flexible target density representations provided by particle mixtures and
deterministic grids.

1

Introduction

Limited sensor resources are a bottleneck for most surveillance systems. It is
rarely possible to fulfill the requirements of large area coverage and high resolution sensor data at the same time. This article considers a surveillance scenario
where an unmanned aerial vehicle (UAV) with a gimballed infrared/vision sensor monitors a certain area. The field-of-view of the camera is very narrow so
just a small part of the scene can be surveyed at a given moment. The problem
is to keep track of all discovered targets, and simultaneously search for new targets, by controlling the pointing direction of the camera and the motion of the
UAV. The motion of the targets (e.g. cars) are constrained by a road network
167
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which is assumed to be prior information. The tracking and sensor management modules presented in this article are essential parts of (semi-)autonomous
surveillance systems corresponding to the UAV framework presented in Rydell
et al. (2010). The goal is to increase sensor system performance by providing autonomous/automatic functionalities that can support a human system operator.
The problem considered here is related to a number of different surveillance and
security applications, e.g., traffic surveillance, tracking people or vehicles near
critical infrastructures, or maintaining a protection zone around a military camp
or a vehicle column.
There are many possible approaches to the sensor management problem, but in
this work a state-machine planner is proposed with three major modes:
(i) follow target
(ii) locate known target
(iii) search new target.
The work is based on Bayesian estimation and search methods, i.e., the search
methods are based on the cumulative probability of detection and the target
tracking algorithm is based on a particle filter. The exploitation of contextual
information, such as maps and terrain information, is highly desirable for the enhancement of the tracking performance, not only explicitly in the target tracker
algorithm itself, but also implicitly by improving the sensor management. In this
work, the road constrained target assumption is an important aspect of the problem formulation, and this assumption is used extensively to improve both tracking and planning. In this work a single platform with a single pan/tilt tele-angle
camera is considered, Figure 1. An alternative and interesting setup is when a
second, possibly fixed, wide-angle camera provides points of interest for the teleangle camera to investigate. Such setup will probably lead to better performance,
but the planning problem will still be very similar to the one we are considering
in this article and therefore we think that our problem is still very relevant.

Figure 1: An example of a gimballed sensor system with infrared and video
sensors. The gimbal has two actuated axis pan (azimuth) and tilt (elevation)
that decides the the pointing direction of the sensors. The sensor system is
assumed to be mounted on a UAV platform.

184

1

169

Introduction

The main contributions of this study are
1. Search theory and multi-target tracking are large, but separate, research
areas. The problem where search and target tracking are combined has
received much less attention. One of the objectives of this study is to fill
this gap.
2. There are few studies that examines both high and low level tracking, planning and searching. In this paper, the state-machine framework adopted
uses subblocks that achieve low-level tracking, planning and searching tasks
while a high-level decision maker chooses among these sub-tasks to obtain
an overall situational awareness.
3. A useful utility measure for the combined search and target tracking performance is proposed.
4. The use of road networks has been used widely to improve the tracking
performance of road-bound targets, but in this study we are also utilizing
the road network for improved search performance.
5. We investigate the effect of the multi-target assumption on the search and
show that it results in the same planning scheme as in the single target case.
6. There are few studies where both PFs and PMFs are examined. We show
the utilization of each algorithm and discussing the merits and the disadvantages with the appropriate applications.

1.1

Background and Literature Survey

Search theory is the study of how to optimally employ limited resources when
searching for objects of unknown location (Stone, 1975; Frost and Stone, 2001).
Search problems can be broadly categorized into one-sided and two-sided search
problems. In one-sided search problems the searcher can choose a strategy, but
the target can not, in other words the target does not react to the search. In twosided search problems both the searcher and the target can choose strategies, and
this is related to game theoretical methods. In this work only one-sided search
problems are considered.
The elements of a basic search problem are: (a) a prior probability distribution of
the search object location; (b) a detection function relating the search effort and
the probability of detecting the object given that the object is in the scanned area;
(c) a constrained amount of search effort; and finally (d) an optimization criterion
representing the probability of success. There are two common criteria that are
used in search strategy optimization. One criterion is the probability of finding
the target in a given time interval and the other criterion is the expected time to
find the target.
The classical search theory, as developed by Koopman et al. (Koopman, 1980),
is mainly concerned with determining the optimal search effort density for onesided problems, i.e., how large fraction of the available time should be spent
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in each part of the search region given a prior distribution for the target location. Much research has been done based on the early work by Koopman, people
have investigated different types of detection functions, different search patterns,
more general target prior distributions, moving targets and moving searchers, see
e.g. Brown (1980); Washburn (1983, 1997). There are several recent papers considering a (multi) UAV search for targets using some Bayesian approach, see for
instance Bourgault et al. (2004) and Furukawa et al. (2006). A common search
approach is to represent the target density by a discrete fixed probability grid,
and the goal is to maximize the number of detected targets and the search performance is represented by a cumulative probability of detection. In recent years
particle mixtures have also been used to represent the target probability density
in search and rescue applications, see e.g. Geyer (2008), Tisdale et al. (2008), and
Chung and Furukawa (2006).
Classical multi-target tracking consists of three sub-problems; detection, association, and estimation Blackman and Popoli (1999); Bar-Shalom and Li (1993).
Target tracking with road network information requires methodologies which
can keep the inherent multi-modality of the underlying probability densities.
The first attempts Kirubarajan et al. (2000); Shea et al. (2000a,b) used the jump–
Markov (non)linear systems in combination with the variable structure interacting multiple model (VS-IMM) algorithm Blom and Bar-Shalom (1988); Li and BarShalom (1996). Important alternatives to IMM based methods appear in Arulampalam et al. (2002), (Ristic et al., 2004, Chapter 10) which propose variable structure multiple model particle filters (VS-MMPF) where road constraints are handled using the concept of directional process noise. In Ulmke and Koch (2006)
the roads are 3D curves represented by linear segments and the road network
is represented as a graph with roads and intersections as the edges and nodes,
respectively. The position and velocity along a single road are modeled by a standard linear Gauss-Markov model. Since the particle filters can handle nonlinear
and non-Gaussian models the user has much more freedom than in Kalman filter
and IMM modeling. In this work the road target tracking approach in Skoglar
et al. (2012a) is used, but the association problem is ignored by assuming good
discrimination among the targets.

1.2

Outline

The sensor management problem considered in this work is presented in Section 2. A utility measure for evaluating the combined search and target tracking
performance is described and a basic example to illustrate its advantages is given.
A planner framework based on a state-machine is proposed to handle the complex planning problem and an overview of this planner is also given in Section 2.
In Section 3 some fundamental concepts of estimation and search are given and
these results are used in later sections. Section 4 and Section 5 describe the particle filter (PF) and the point mass filter (PMF), respectively, and how they can
be used in search applications. Section 6 returns to the state-machine planner
and more detailed descriptions of the planning modes are given together with a
presentation of the high-level planner. Section 6 ends with a simulation example
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where the whole planning framework is applied. Finally in Section 7 some conclusions are drawn. The Appendices collects detailed descriptions of the system
model.

2

The Multiple Target Search and Tracking Problem

The planning problem in this study is to search for road targets and keep track of
discovered targets by controlling the pointing direction of a gimballed vision sensor and the UAV trajectory. The vision sensor has a limited field-of-view (FOV)
which makes it unlikely that more than one target can be observed at the same
time. One tracking filter is used for each detected target since the targets are assumed to be uncorrelated. The association problem is also ignored, since perfect
discrimination is assumed, which almost would be the case in many actual systems with video support. The surveillance area used in the simulations in this
article is shown in Figure 2.
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(a) Orthophoto.

(b) 3D simulation model.

Figure 2: Urban surveillance area.
In this section, first the overall objective function is presented in order to evaluate
different approaches to the planning problem, and then the general planning
problem is described. The section ends with an overview of the planner that is
proposed to solve the problem.

2.1

Objective Function

The objective function outputs a scalar such that different plans can be compared,
i.e., the better the plan is, the higher is the objective function value. Thus, the objective function must capture what we think is a good planning result. The number of detected targets and the size of the detected targets uncertainty are two
obvious properties that say something about the success of the planning. However, how these properties are combined into a scalar objective function is an
open problem. For instance, minimizing the uncertainty of discovered targets
and maximizing the number of discovered targets are in conflict. In some cases
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the user prefers a conservative strategy where it is important that a detected target is not lost, and in other cases the user might not care if the target is lost or not,
it is the number of discovered targets that matters.
j where P j is the state covariance matrix of
Consider the uncertainty measure tr P P
target j. Using the reward function − j tr P j is a bad idea since the uncertainty
of a single
lost target will grow and dominate. However, an information measure
P
like j (P j )−1 does not have that problem. On the other hand, the information
value decreases quickly when the target is not visible and this rewards very conservative behavior where search for new targets is not encouraged.

To summarize, we want a reward function with the following properties:
• It increases with each observation.
• It does not decrease unlimited for unobserved or lost targets, i.e., each target should have a limited influence.
• It should favor strategies that find many targets.
• It should give a fair compromise between splitting the observation resource
among the different targets.
We propose the following reward function
X
j
e−α tr Pt .

(1)

j

The design parameter α can be tuned to achieve a suitable compromise between
low uncertainty and high number of targets. For instance, a very small value
of α will lead to a measure which is basically counting the number of targets
and ignoring the uncertainty. And a value of α around 0.5 will be similar to the
information measure above where the uncertainty dominates over the number of
targets.
1 Example: Reward Function Comparison
To illustrate the discussion in this section we will here consider a 1D example
j
with three targets. Let Pt = Var(xt ) be the variance of target j at time t. For a
random walk target model xt+1 = xt + wt , wt ∼ N (0, Q), the variance grows as
j
j
Pt+1 = Pt + Q if no observation is available at time t + 1. If an observation yt+1 is
j

j

j

available then the observation update step is Pt+1 := Pt+1 R/(Pt+1 + R) according to
the Kalman filter covariance update equation given that the observation model is
yt = xt + et , et ∼ N (0, R). To summarize, the uncertainty grows linearly when no
observation is available, and the uncertainty becomes close to the lower bound
when an observation is available.
This behavior is illustrated in Figure 3 where the variances of the three targets
are shown in Figure 3 (a). Target 1 is re-discovered every 10th time step, target 2
is rediscovered every 17th time step, and target 3 is only observed once at time
t = 28. The reward functions are also shown for three different measures. The
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minus sum of the variance is shown in Figure 3 (b), and here we can see the that
the uncertainty of target 3 is dominating and this influence will be unbounded.
An information measure, defined as sum of the inverse of the variance, is shown
in Figure 3 (c) and here we do not have the problem with unbounded influence
of target 3. On the other hand, the information value decreases quickly when
the target is not observed, so in principle it is better to stay with a discovered
target and not look for others. Finally, our proposed reward function is shown in
Figure 3 (d) for three different value of α. For α = 0.001 the reward function is
basically the number of detected targets. α = 0.3 gives a similar look as the information utility, and α = 0.02 is a nice compromise between number of detected
targets and the information of each target.
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(a) The variances of the three targets in the
example.
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(c) The information value decreases
quickly when the target is not observed.

(d) Proposed reward function for three
different value of α.

Figure 3: Comparison of different reward functions.

The utility function used in this work to evaluate the performance as function of
time is
Mt
X
j
e−α tr [Pt ]xy
(2)
V (t, u) =
j=1

[P j ]

where
xy is the xy-position part of the state covariance matrix of target j. To
achieve a scalar measure a weighted summation over time can be computed as
V (u) =

∞
X

γ(t)

t=1

Mt
X
j=1
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where γ(t) is either the discount function γ(t) = γ t , 0 < γ < 1 for an infinitehorizon version, or γ(t) = 1 for t = 0, 1, ..., r and 0 otherwise for a finite-horizon
version.

2.2

The Planning Problem

Assume, without loss of generality, that the planning is performed at time t = 0.
The dynamic models of the UAV platform and the gimbal are given in Appenφ
ϕ
s
dices A.3–A.4 and the augmented model is represented as xt+1
= f s (xts , ut , utθ , ut )
where xts contains the augmented UAV and gimbal states. The goal of the planφ

Nplan −1

ϕ

ning is to find the signals u0:Nplan −1 = {(ut , utθ , ut )T }t=0
, to control azimuth
(φ) and inclination (θ) angles of the gimbal and the heading (ϕ) of the UAV, such
that the objective function is maximized. It is assumed that the targets are uncorrelated and the motion of a single target j on the road network (Appendix A.5)
j
j
j j
is represented by xt+1 = f j (xt , vt ) where the the process noise vt is distributed
j

according to some model dependent on xt−1 .
j

A detection yt of target j is used to update the target probability density via the
j
bearings-only observation model in Appendix A.1 here represented as h(xt ; xts ) +
j
j
et where et is white Gaussian noise. A detection is obtained at time t with the
probability
Y
j
j
PD (xt ; xts ) =
PDi (xt ; xts ).
(4)
i=r,f ,o

where the letters r, f , o represent range, field-of-view and occlusion respectively,
see Appendix A.2 for details.
Thus, the overall optimization problem can be summarized as
max

u0:Nplan −1

E{V (u0:Nplan −1 )}

s.t. uti ∈ U i , i = φ, θ, ϕ
φ

ϕ

s
xt+1
= f s (xts , ut , utθ , ut )
j

j

j

xt+1 = f j (xt , vt ), j = 1, 2, ..., M

j
j

s

) + et+1 , if detection
j
h(xt+1 ; xt+1
yt+1 = 

∅,
if no detection

(5)

t = 0, ..., Nplan − 1
j

j

j

where the initial state x0s and the distributions for x0 , vt and et are given.

2.3

State-Machine Framework

The planning problem (5) is very complex and, as far as we know, there is no
known approach that can tackle this problem in a suitable way. Even if there was
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a suitable and sophisticated approach available, it is not certain that treating the
problem as a monolithic problem is a good idea, since the planning process will
then be a black-box that is hard to understand from a user’s perspective.
A state-machine approach is instead proposed to simplify the planning problem.
The state-machine contains three major states, representing three different planning modes, see Figure 4. Furthermore, a high-level planner is deciding which
state/mode that is active.
Mode 2.
Target tracking

Mode 3.
Search known
target

Mode 1.
Search new
target

Figure 4: A state-machine with three different modes is proposed to solve
the combined search and tracking problem. A high-level planner is deciding
which mode that is active.
(i) Mode 1: Search for new targets; In this search mode the roads are explored to
discover new unknown targets. This search will stop once a target is detected
and a mode transition to mode 2 will be performed. To know which road segments that have been searched, a probability grid on the roads is maintained.
In the update step the weights are decreased for grid points in the current
sensor footprint, see Section 5 for details.
(i) Mode 2: Target tracking; When the target tracking mode is active it is assumed that a target has been detected in the current sensor frame. The task
of this mode is just to keep track of the current target in the sensor view. The
default case in this work is that the target tracking mode is active for a fixed
number of time steps, and then the high-level planner decides a transition to
either mode 1 or mode 3.
(i) Mode 3: Search for known target; When a previously discovered target is
not observed for some time its position uncertainty grows. Thus, when the
target must be re-discovered it might not be possible to point the sensor in
the correct direction since the uncertainty is too large. In such cases, this
mode will be active to perform a search on road segments where the target is
likely to be.
(i) High-level planner; The high-level planner decides which mode that is active.
Basically, the task is to decide if any known target needs to be re-discovered
and updated, or if there is time to conduct search for new targets. There is
an obvious conflict in this problem, when one target is tracked, or searched
for, then the uncertainty of the other targets will grow, and with increasing
uncertainty the expected search time for re-discover is also increasing.

191

176 Paper D Road Target Search and Tracking with Gimballed Vision Sensor on a UAV
The tracking Mode 1 is quite straightforward to develop, the task is to make sure
the target is centered in the sensor frame. The other two modes 2–3 and the
high-level planner is the main topic of this article. First some basics of estimation and search will be presented in Section 3, then the particle filter used for
target density estimation is presented in Section 4. The approach used in mode 1
is described in Section 5. The whole state-machine is again considered in Section 6 where also the high-level planner is described in detail. Some simulation
examples are presented along the way to the final results in Section 6.6.

3

Elements of Single Target Bayesian Search

In this section, the search objective function, which will be the basis of all optimization objective functions used throughout this work, is derived. First we
present the Bayesian recursions which will serve as a starting point for the calculation of the objective function. Then the derivation of the search criterion is
presented.

3.1

The General Estimation Solution

The aim of this section is to introduce the recursive state estimation theory. Let
xt denote the state of a target at time t and let yt be an observation of the target
at time t. Assume that the target state evolution can be represented as p(xt+1 |xt )
and let the observation model be expressed via the likelihood function p(yt |xt ).
Let y1:t = {y1 , y2 , ..., yt } denote the set of all observations up to and including time
t. The general state estimator is given by Bayes rule
p(x|y) =

p(y|x)p(x)
p(y)

(6)

and can be expressed as the update formula
p(xt |y1:t ) = p(xt |yt , y1:t−1 ) = αt−1 p(yt |xt )p(xt |y1:t−1 )

(7)

and the one step ahead prediction
Z
p(xt |y1:t−1 ) = p(xt |xt−1 )p(xt−1 |y1:t−1 )dxt−1 .

(8)

The normalizing factor αt can be calculated as
Z
αt = p(yt |y1:t−1 ) = p(yt |xt )p(xt |y1:t−1 )dxt .

(9)

The above equations represent the so called Bayesian filter and there are only few
cases when it is possible to derive the analytical solutions for them. One case
is the linear Gaussian case, leading to the well known Kalman filter (KF). In the
general case, numerical approximations are necessary and one popular technique
is to approximate the target density p(xt |y1:t ) with a particle mixture as in the
particle filter (PF), or with a point grid as in the point mass filter (PMF).
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3.2

Cumulative Probability of No Detection

As in the estimation theory introduction, assume that xt is the state vector of the
target at time t. Let yt be an observation of the target at time t, and if yt = ∅ no
detection was obtained. Denote the probability of detection as p(yt , ∅|xt ) and
the probability of no detection by its complement p(yt = ∅|xt ) = 1 − p(yt , ∅|xt ).
Now the probability of no detection at time t conditional on the observations
y0:t−1 is found by the marginalization
Z
p(yt = ∅|y0:t−1 ) = p(yt = ∅|xt )p(xt |y0:t−1 )dxt
(10)
where p(xt |y0:t−1 ) is the prediction density from the Bayesian filter. Define
λt , p(yt = ∅|y0:t−1 = ∅)

(11)

and the joint probability of no detection from time 0 to time t can be expressed
as the product
Λ0:t , p(y0:t = ∅) =

t
Y

λi .

(12)

i=0

Note that λt is the normalizing constant in the observation update step (9). Furthermore, the probability that the target is detected for the first time at time t
is
πt , [1 − p(yt = ∅|y0:t−1 = ∅)] p(y0:t−1 = ∅)
(13)
=[1 − λt ]Λ0:t−1
and the cumulative probability that the target is detected at time t or before is
the sum
t
X
Π0:t , p(y0:t , ∅) =
πi
(14)
i=0

which is also the complement to Λ0:t in (12), i.e.,
Π0:t = p(y0:t , ∅) = 1 − p(y0:t = ∅) = 1 − Λ0:t .

(15)

Note that Π0:t is non-decreasing. The expected time until the target is detected
can be calculated as
∞
X
E{t} =
iπi .
(16)
i=0

This measure can be used as the cost function in a search algorithm, but in practice it is too expensive to compute since πt must be computed for a large t value
to obtain a good approximation. In this work the joint probability Λ0:t , for a fixed
time horizon, will instead be used as the cost function.
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4

Single Road Target Search based on PF

A common choice to represent the target probability density in search applications is to use a grid representation of the world where the target might be (Bourgault et al., 2004). Each cell in the grid has a certain weight representing the
probability that the target is in that cell. An alternative is to use a particle mixture. This representation has some similarities with a grid based representation,
but also some important differences. In the next subsection the particle filter,
which is a Bayesian filter that uses a particle mixture, is briefly described and
some further comparisons between the grid and the particle representations are
made. Then the calculation of the search criterion based on the particle mixture
is shown and finally some simulation examples are presented.

4.1

Particle Filter

In a particle filter the target density p(xt |y1:t ) is approximated by a particle mix(i)

ture, containing N particles {xt }N
i=1 and their corresponding importance weights
(i)

{wt }N
i=1 . This approximation is expressed as
p(xt |y1:t ) ≈

N
X

(i)

(i)

wt δ(xt − xt )

(17)

i=1

where
N
X

(i)

(i)

wt = 1, wt ≥ 0,

∀i

(18)

i=1

and δ( · ) is the Dirac delta distribution. This approximation is very suitable for
calculating the integral in (8) and it can be shown that this approximation converges to the true solution as the number of particles goes to infinity, see Gustafsson et al. (2002) and Gordon et al. (1993) for the details on particle filtering.
There are different types of particle filters, perhaps the most straightforward version is the Bootstrap particle filter (BSPF) (Gordon et al., 1993) that is used in
this work. In BSPF the so called proposal density is selected as the state transition model p(xt+1 |xt ). The filter recursion (7) and (8) can, in the BSPF case, be
expressed as
(i)

(i)

(i)

wt|t ∝ p(yt |xt )wt|t−1 ,

N
X

(j)

wt|t = 1

j=1
(i)
xt

∼

(19)

(i)
p(xt |xt−1 )

Furthermore, a resampling step is needed to prevent degeneration.

4.2

Calculation of the Cost Function with the PF

The search objective function based on the cumulative probability of non-detection
(12) and the particle mixture representation (17) is presented. Assume that the
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planning horizon is n and that the sensor platform trajectory xts , t = 1, 2, ..., n is
given.
(i) Let t = 1. Initialize the particle mixture weights used in the planning as
(i)
(i)
w̄0 := w0|0 for i = 1, 2, ..., N where {w0|0 }N
i=1 is the set of current target probability density in the tracking filter.
(ii) Simulate the evolution of the particles according to the target model
(i)

(i)

(i)

xt+1 = f (xt , vt ), i = 1, 2, ..., N .

(20)

(iii) Compute the probability of detection, PD (xt ), and update the target density
given a non-detection. Thus, for all particles i, calculate
(i)

(i)

PN (xt ) = Pr(yt = ∅|xt , xts )
(i)

(i)

(i)

(21)

w̄t = PN (xt )w̄t−1
and then compute the non-detection probability and normalize the weights
according to
λt =

N
X

(i)

(i)

(i)

w̄t , w̄t := λ−1
t w̄t .

(22)

i=1

(iv) Set t := t + 1. If t ≤ n, then go to step (ii), otherwise go to the next step.
(v) Set the cost function value as the cumulative probability of non-detection
c({xks }nk=1 )

= Λ1:n =

n
Y

λk .

(23)

k=1

When running this algorithm several times, e.g. in an optimization routine, it
is possible to pre-compute the particle trajectories of the target to save computational time since the target is independent of the actions of the searcher.
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2 Example: Single Target Search with PF
In this simulation example a UAV with a gimballed vision sensor searches for a
lost moving target with known Gaussian prior distribution. The control signals
are the heading of the UAV and the azimuth angle of the vision sensor. The
main search algorithm is quite simple and essentially it is a receding horizon
control (RHC) approach with a gradient based optimization routine to maximize
the cumulative probability of detection. The particle filter is used to compute the
posterior density of the target and the particle mixture is also predicted in the
cumulative probability of detection computations.
The detection likelihood of the vision sensor is range dependent and the pinhole
camera model is used to compute the probability of detection depending on the
pointing direction, see Appendix A.2. The nearly constant speed motion model in
Appendix A.3 is used as the target motion model. The states of this model are the
Cartesian position, the speed in the xy-plane and the heading. The same motion
model is also used as the UAV model, but no noise is added and the navigation
error is ignored. The turn rate of the vehicle is the control signal and there is
a constraint on the turn rate, i.e., on the minimum path radius of the UAV. The
second control signal is the rotational speed of the pan angle. The pan dynamics
is modeled as a simple first order model with input constraints, see Appendix A.4.
The number of optimizations parameters are 4 for each control signal and the
active-set approach of the standard tool fmincon is used in Matlab Optimization
Toolbox.
Three snapshots of the simulation are shown in Figure 5. The target density vanishes where the sensor is pointing and after the resampling step the number of
particles decreases in those areas, but increases everywhere else. Since the target
is not detected, the particle cloud spreads out more and more. However, when
the target is found (not shown here) the particle cloud will shrink to a small area
around the detection location.

Figure 5: Single target search where the target density is represented as a
particle mixture. Three snapshots are shown at time steps 8, 16, and 24.
The particles can be seen as small dots and one particle can be considered
as an hypothesis of where the target is. The target density vanishes where
the sensor is pointing and after the resampling step the number of particles
decreases in those areas, but increases anywhere else. The flight path is a
solid black/gray line and the sensor footprints on the ground are polygons
with four corners.
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5

Multi-Road-Target Search based on PMF

In this section, we are going to investigate the search problem under the assumption that multiple targets exist in the search region. First, we are going to generalize the single target search case based on the cumulative probability of no
detection to the case of multiple targets where it will be shown that the assumption of multiple targets will result into the same search plan as the single target
case. Based on this result we will propose a model for representing the target
probability density of undiscovered targets. The goal of this filter is not to track
the state of a discovered target, instead this filter will be used to model which
areas that have been searched and not. Since the density will be rather flat on
the whole road network the point-mass filter (PMF) will be used, i.e., a grid will
be defined on the road network and the corresponding weights of the grid points
represent the probability of at least one target in that location. This section ends
with a simulation showing a target search example.

5.1

Generalization of the Single Target Search to Multiple
Targets

We here consider the generalization of the methodology in the previous sections
to the case that multiple targets exist in the search region. We assume the availability of a discrete distribution over the number of targets (called cardinality
distribution (Mahler, 2007)). Suppose we call this distribution as PT (M), where
M is the number of targets. Then we assume that the targets in the prediction
horizon have the following multi-target likelihood function
pt ({xt1 , xt2 , . . . , xtM }) , PT (M)

M
Y

pt (xti )

(24)

i=1

where pt ( · ) is a given density function over the target state space and will be selected as the predicted target density in our application, i.e., pt ( · ) = p(xt |y0:t−1 =
∅). The processes which have the likelihood function of the form (24) are called
independent identically distributed (i.i.d.) cluster processes in general (Mahler,
2007). The following theorem gives the generalization of the cumulative probability of no detection for the multiple target case.
3 Theorem (Multiple target cumulative probability of no detection). The cumulative probability of no detection for the multiple target case is given by

 t
Y 
λi 
(25)
PN D (t) , GT 
i=1

where the function GT ( · ) is defined as
GT (x) ,

∞
X

PT (n)x n .

n=0

The proof of the theorem is given in Appendix A.6 for the sake of clarity.
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In probabilistic terms, the function GT ( · ) is the probability generating function
corresponding to PT ( · ) (Miller and Childers, 2004, Section 4.8). It is in general a
monotonically non-decreasing function of its argument in the interval [0, 1] and
GT (0) = 0 and GT (1) = 1 (Miller and Childers, 2004, Section 4.8).
By Theorem 3, the search problem for
target case becomes obtaining
Q the multiple

t
the search plan that minimizes GT
λ
which
is equivalent to the minimizai=1 i
Qt
tion of the argument i=1 λi since GT ( · ) is monotonic. This shows that the multiple target search using the cumulative probability of no detection is equivalent
to the single target search which uses the same cost function.

5.2

Point-Mass Filter

In a PMF the target probability density is approximated with a number of grid
points. This grid representation in a PMF is actually very similar to the particle
representation in the PF, but the grid points in the PMF are stationary and defined
deterministically while the particles in the PF are stochastic and non-stationary.
In the point-mass filter (PMF) (Bergman, 1999) the continuous probability density p(xt |y1:t ) is discretized with resolution ∆. The Riemann-sum approximation
Z
N
X
(j)
f (xt )dxt ≈
f (xt )∆dim x
(27)
j=1

Rn

is used to compute the integral in (8). The general filter recursion (7) (8) in Section 3.1 can then be approximated as
(i)

(i)

(i)

p(xt |y1:t ) = αt−1 p(yt |xt )p(xt |y1:t−1 )
(i)
p(xt |y1:t−1 )

=

N
X

(i)

(j)

(j)

p(xt |xt−1 )p(xt−1 |y1:t−1 )∆(j)

j=1

αt =

N
X

(j)

(28)

(j)

p(yt |xt )p(xt |y1:t−1 )

j=1

and ∆(j) is computed such that
N
X

(i)

(j)

p(xt |xt−1 )∆(j) = 1.

(29)

i=1

The advantage of the PF approach compared to this grid filter approach is that
the resolution adapts automatically so that high probability regions have higher
resolution. Consequently, the advantage of a grid approach is that it has better
support in low probability areas compared to a particle mixture that needs a
very high number of particles for flat target densities. The particle filter is more
flexible in terms of target motion models and even though the PF has problems
with high-dimensional state-spaces, it is in general a better choice than the grid
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approaches for problems with a state-space dimension of 3 and higher. However,
for 2D problems the PMF is a nice filter that is straightforward to implement
and that can handle multi-modal probability densities. There exist methods for
adapting the grid resolution and its spatial spread as a approach to solve the
problem of larger state-spaces (Bergman, 1999).

5.3

Target Search on a Road Network Grid

Consider a random walk model and an observation model with additive noise
xt+1 = xt + vt , vt ∼ N (0, σv2 I)

(30)
x(i) ,

where xt = [x y] is the 2D location of the target at time t. Let
i = 1, 2, ..., N
(i)
be the grid points located on the road network and let Wt|t be the corresponding
weights representing the posterior target probability density p(xt |y1:t ), i.e., the
(i)

probability of target being in location x(i) is Wt|t = Pr(xt = x(i) |y1:t ). In the nondetection case the filter update step is
(i)

(i)

(i)

Wt|t = PN (xt )Wt|t−1

(31)

where the likelihood of non-detection is PN (xt ) = Pr(yt = ∅|xt ) = 1 − PD (xt ). The
computation of the time update step can be expressed as
(i)

Wt|t−1 =

N
X

(j)

P (i,j) Wt−1|t−1

(32)

j=1
(i)

(j)

(i)

(j)

where P (i,j) ∝ p(xt |xt−1 ) = N (xt ; xt−1 , σv2 I), such that
computed.

P

i

P (i,j) = 1, can be pre-

The computation of the cumulative probability of non-detection is basically the
same as in the PF case 23, i.e.,
c({xts }nt=1 )

= Λ1:n =

n
Y
t=1

λt =

N
X

λt ,
(33)

(i)
Wt .

i=1

4 Example: Road Target Search using PMF - No Occlusion
The reference aim point is parametrized in road target coordinates and the aim
point follows the road with a predefined ground speed. When the aim point
is approaching an intersection the different road alternatives are evaluated by
comparing the expected cumulative probability with a fixed planning horizon
for each possible alternative. The road with the highest value is selected. The
sampling time is 0.1 s and the grid resolution is about 5 m. The UAV is stationary
and 100 m over ground and the camera field-of-view is 10◦ × 7.5◦ . The random
walk model is used as the target motion model with quite small process noise
variance for illustrative purposes (it is easier to see where the search has been
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conducted in the figures). In practice, a higher value should be used to model
moving targets in a better way. Three snapshots of the simulation are shown in
Figure 6. An extension of the search planner is a test on the expected cumulative
detection probability, if below a certain threshold the whole grid is evaluated for
the best location of search. The evaluation is based on the grid weights times the
probability of detection function, assuming an unlimited field-of-view camera,
and finally a smoothing (Gaussian) kernel is applied. The camera is steered to
the grid point with the highest value.

Figure 6: Search on a gridded road network with a stationary UAV, Example 4. Same area as in Figure 2 but buildings are removed since occlusion
is ignored here. Three snapshots are shown at time steps 15, 115, and 127,
respectively. The color of the grid points (the roads) depends on the corresponding grid weight. High values are red, and low values are black, but
note that the weights are normalized in each time step. At time step 115
(middle) the footprint is approaching a low probability area in black, when
the expected cumulative probability of detection of the plan is below a certain threshold, the camera is jumping to another area. (A movie is available
(Skoglar, 2012).)

5 Example: Road Target Search using PMF - Moving UAV and Occlusion
The same target model and grid are used as in previous example, but here the
UAV is moving and the occlusion due to the buildings is also included. The
UAV model is the nearly constant speed model in Appendix A.3 with the turn
rate as the control signal. The UAV is trying to catch a reference point that is a
pre-defined distance ahead of the aiming reference point. Which way the UAV
reference point will choose at an intersection is similar as in the aim point case,
but instead of cumulative probability of detection the grid weights are evaluated.
Three snapshots of the simulation are shown in Figure 7. The search is effective
and the occlusion of the roads is handled quite well, despite the simple idea of
the UAV path control startegy.
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(a) Simulation snapshot at time 45.

(b) Simulation snapshot at time 75.

(c) The search on the roads is quite effective despite the buildings. However,
in some few cases, like this snapshot at time 70, the system is trying to search
on occluded roads.

Figure 7: Search on a gridded road network with a moving UAV and with
occlusion due to the buildings, Example 5. (A movie is available (Skoglar,
2012).)

201

186 Paper D Road Target Search and Tracking with Gimballed Vision Sensor on a UAV

6

Multiple Road Target Search and Tracking

In Sections 3–5 some tools are described that will be used here to fill the proposed state-machine planner in Section 2.3 with suitable contents. Now recall
the modes described in Section 2.3:
(i) New target search ; search for new targets that have not been discovered
before. This mode is further explained in Section 6.1.
(ii) Tracking Tracking; a detected target is followed in the current sensor frame,
Section 6.2.
(iii) Known target search ; search for an earlier discovered target, that is not in
the current sensor frame, Section 6.3.
A high-level planner decides which mode that will be active, Sections 6.4. The
outcome of all modes is an aiming reference point and this point is also used the
UAV path planner, Section 6.5.

6.1

New target search

In this search mode the roads are explored to discover new unknown targets and
the grid approach presented in Section 5 is here used. The search will stop once a
target is detected and a mode transition to the Target tracking mode will then be
performed. The reason for using PMF is the good support all over the surveillance
area, but at a cost of that a very simple target motion model must be used due
to the curse of dimensionality. In the current case a random walk model is used,
which leads to a quite efficient update step of the PMF, but a random walk model
is of course not a good model of the target motion, but still a reasonable choice
in this case since we only need a description of where search has been conducted
or not. The search is performed along one road with a predefined search speed,
which is a compromise between rapid coverage and low degree of motion blur in
the images. When the search approaches an intersection the best road is selected
according to the expected cumulative probability of detection.

6.2

Target tracking

When the Target tracking mode is active it is assumed that a target has been
detected in the current sensor frame. The task of this mode is just to keep track
of the current target in the sensor view. If the target is new, a new particle filter
is initialized, Section 4.1. The default case in this work is that the Target tracking
mode is active for a fixed number of time steps, and after that the high-level
planner again decides a transition to either the New target search mode or the
Known target search mode. Thus, the transition to and from the Target tracking
mode is well specified.

6.3

Known target search

When a previously discovered target has not been observed for some time its position uncertainty has grown. To keep the uncertainty at an acceptable level, the
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target must be rediscovered on a regular basis. However, the larger the uncertainty is, the longer is the expected search time to find the target again. If the
uncertainty is too large, the target is considered lost. When the high-level planner decides to re-discover a known target again a position on the border of the
particle cloud is selected and then the particle cloud is swept over. If the particle cloud is spread over several roads, the most probable road is selected, i.e.,
the road with the highest sum of particle weights. During the search the target
density is updated according to the non-detection update rules in Section 4.2.

6.4

High-level planner

The high-level planner decides which mode that is active. Basically, the task is
to decide if any known target needs to be updated and re-discovered, or if there
is time to conduct search for new targets. There is an obvious conflict in this
problem. When one target is tracked, the uncertainty of the other targets will
grow, and with increasing uncertainty the expected search time for re-discover
is also increasing. At some point the uncertainty is so large so the target can be
considered lost. At every time step (except when in the Target tracking mode),
the planner checks the current status and decides if a mode transition is needed.
The proposed high-level planner relies on a stochastic scheduling result in Ross
(1983).
6 Theorem (Maximum Finite-Time Returns). Suppose there are n jobs to be
performed sequentially within a fixed time t and assume that job j takes an exj
ponential amount of time with mean 1/µj , i.e. P (X j < t) = 1 − e−µ t , where X j
is the time needed to finish the job. If the job is completed within t a reward of
Rj is earned. The expected return by time t is maximized by attempting jobs in
decreasing order of µj Rj , j = 1, 2, ..., n.
Proof: see Ross (1983).
Our problem can also be considered a stochastic scheduling problem where the
jobs are to re-discover targets or search for new. However, the expected time
to detection is not exponential, but it is a reasonable approximation. Actually,
Koopman in the early days of search theory addressed a search problem with a
patrol aircraft searching for a ship in open sea and he showed that if an area A
is searched “randomly” in a uniform manner then the cumulative probability of
having detected the target in the region is an exponential function
PD (z) = 1 − e−zW /A ,

(34)

where W is the sweep width and z is the track length, see Stone (1975). A more
significant approximation is that the scheduling result above assumes a static
setup, but our problem is dynamic since target uncertainties change (grow in
general) as time goes by. Thus, a decision must be made on the time step the
scheduling will be based on, the most obvious choice is the current time t = 0, but
it is also possible to predict the target states and evaluate the result at a certain
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time t > 0.
It is important to be aware of these approximations when we apply Theorem 6 to
our planning problem. First consider a discovered target j with state covariance
j
Pt . We assume that finding this target takes an exponential amount of time with
(inverted) mean
q

−1
j


tr[P
]
4


xy
t


µj = τ +
(35)


ν

where τ is a mode transition time due to the dynamics of the gimbal, in this work
τ is just a constant. ν is the speed of the footprint on the ground. The second
term can be motivated by the following reasoning: The distance from −2σ to
2σ of a one-dimensional Gaussian distribution with variance σ 2 is 4σ and the
time to travel thatqdistance with speed ν is 4σ /ν. In a single road case σ can be
approximated by

j

tr[Pt ]xy .

The reward of rediscovering target j is based on the criterion introduced in Section 2.1
j

Rj = 1 − e−α tr[Pt ]xy .

(36)

Basically, if the uncertainty is very low, then the reward is close to zero, and vice
versa. Furthermore, with the design parameter α the user has the possibility to
tune the planner into the desired behavior according to the discussion in Section 2.1. It is of course possible to use different α values for different targets. To
j
illustrate the behavior of the product µj Rj as a function of tr[Pt ]xy , the special
case
j

1 − e−0.1 tr[Pt ]xy
.
µ R =
q
j
1 + tr[Pt ]xy
j

j

(37)

where α = 0.1, ν = 4 and τ = 1, is shown in Figure 8. The reward is low when the
uncertainty of the target is low, but the reward is decreasing after a certain point
due to increased search time.
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Figure 8: Illustration of the reward function as a function of the target uncertainty.
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The New target search mode is just defined as an extra “job”, and this alternative
is denoted as j = 0. The reward of discovering a new target is simply R0 = 1 and
the expected (inverted) time for discovering a new target is


L −1
mν
µ0 = τ +
=
(38)
mν
mντ + L
where L is the total length of all roads in the surveillance area, and m is the
expected number of undiscovered targets. Thus, it is now possible to evaluate
the New target search mode with different targets in the Search known target
mode within the same framework.
To summarize, if a new target is detected in the current frame, the active mode
will be the Target tracking mode. Otherwise, the active mode (and target) is
decided by using the strategy in Theorem 6, i.e., arg maxj Rj µj , j = 0, 1, 2, ..., M,
where j = 0 represents the New target search mode and j = 1, 2, ..., M is which
target to search for in the Known target search mode.

6.5

UAV Path Planner

The UAV path planner has already been introduced in Example 5. The UAV
model is the nearly constant speed model in Appendix A.3 with the turn rate
as the control signal. The flight altitude is constant. The UAV heading rate signal
is computed by a basic proportional controller where the heading reference is
the direction to a UAV reference point that is at a pre-defined distance ahead of
the aiming reference point. All computations are done in the xy-plane, independent of the flight altitude. Which way the UAV reference point will choose in an
intersection is decided by evaluating the PMF grid weights for all possible road
alternatives and for a given planning horizon. The aiming reference point is of
course computed in different ways depending on which mode that is active, but
the active mode does not matter for the UAV path planner.

6.6

Simulation Example; Moving sensor platform with occlusion

The simulations are based on a multi-target tracking scenario in an urban area
with five moving road targets. A snapshot from the simulation run is shown in
Figure 9. (A movie is available (Skoglar, 2012).) The planner is using α = 1/500
which results in a quite reasonable compromise between target updating and
j
P
new target search, see the reward function j e−α tr [Pt ]xy plot in Figure 10. The
reward function for the ideal tracking result is also shown, i.e., the targets can be
observed all the time since an omni-directional camera and no occlusion model
are used.

6.7

Experiences from Real-World Experiments with a
Pan/Tilt-Camera

The framework has also been evaluated in experiments with an Axis 233D pantilt-zoom network camera and a number of tape following mobile robots, Figure 11. The road network was created by black tape on the ground representing
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Figure 9: Snapshots from the multiple target tracking and search simulation
(t = 16). True position of each target is marked with a green cross. The target
probability density is represented by a particle mixture, that can be seen as
dark areas under the green cross. The UAV position is an green/black dot
and the current sensor footprint is a green square. One target is currently
tracked, a detection is indicated by a orange circle. The roads are red-towhite depending on the probability value, red is high probability.
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Figure 10: The reward function in the simulation example for three different
values of α. The planner used α = 1/500. The dashed lines shows the ideal
result if the targets can be observed all the time (unlimited FOV and no occlusion). Left: Evaluation with α = 1/10000; It is here easy to see that four
targets were discovered. Middle: Evaluation with α = 1/500; We can see that
four targets were tracked at most at the same time, but it seems hard keep
track four targets, three is more realistic. Right: Evaluation with α = 1/10;
For this value of α, the reward function is related to the information value.

Figure 11: The mobile robot used in the experiments. Tee visual feature on
top is used to facilitate the target identification process. The view shows the
zoom level used in the experiment.

the roads. The target identification step is simplified by the use of markers and
a feature recognition algorithm. The Matlab framework, used in the simulations
in this article, is also used for tracking and planning, but the control and communication with the camera was implemented in Java.
We got many valuable experiences from the experiments. The well-known saying
a system is not stronger than the weakest link is also true for complex tracking
systems. Especially the planner is exposed to issues since it is the last part in the
navigation-detection-tracking-planner chain. Estimating the position and orientation of the camera is very important, and even more important when the tracker
is using prior information (road network) given in global world coordinates. It
is tempting to ignore effects like motion blur and atmospheric disturbances in
simulations, but it is very important that the planner is aware of properties of
the sensor system to estimate a reasonable model the probability of detection. In
fact, it is almost impossible to obtain absolute detection probability models of
vision sensors, see Holst (2006).
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7

Discussion and Conclusions

This article considers a sensor management problem where a number of road
bounded vehicles are monitored by a UAV with a gimballed vision sensor. Both
search theory and target tracking are large research communities, but this work
tries to fill the gap in between the areas and the combined search and multitarget tracking problem is studied. There are few studies that examines both high
and low level tracking, planning and search. In this paper, the state-machine
framework adopted uses subblocks that achieve low level tracking, planning and
search tasks while a higher lever decision maker chooses among these sub-tasks
to obtain an overall situational awareness.
A useful utility measure for evaluating the combined search and target tracking
performance is proposed and this measure is then used in the high-level planner
when deciding which subtask (mode) that should be active. It is not straightforward to develop methods that can compare and evaluate search and tracking subtasks within the same framework. Often some heuristic rule is applied to come
up with a compromise between tracking of known targets and searching for new
targets. The proposed high-level planner in this work is able to compare different tracking and searching subtasks within the same framework thanks to the
proposed utility measure and a result from the stochastic scheduling literature.
The use of road networks has been used both to improve the tracking performance of the road-bound targets, and also to improve the sensor management
performance. The effect of the multi-target assumption during searching was investigated and it was shown that the same planning scheme can be used as in the
single target case.
In this work we have shown that, with the flexible target density representations
provided by particle mixtures or deterministic grids, it is quite straightforward to
compute a suitable search reward function. There are few studies where both particle filters and point mass filters are examined. We show the utilization of each
algorithm and discuss the advantage and the disadvantages with the surveillance
application in mind. The advantage of the particle mixture approach, compared
to grid methods, lies in that the resolution adapts automatically and it is, in general, a better choice when the state space dimension is higher than two. However,
one drawback is that the particle mixture has a bad support in low probability
areas. The point mass filter on the other hand has been used with a grid on the
road network illustrating the usefulness of the fixed grids in low dimensional
state-spaces.
It is very important to have suitable system models when solving planning problems such as the searching and tracking problems treated in this work. The model
choice is often a compromise: the model can not be too complex for computational reasons and it can not be too simplified since then the results would then
be useless. In this work a vision sensor has been considered and it is important to
be aware that models of the absolute performance for such sensors are extremely
difficult to obtain. The proposed detection likelihood model is based on the point-
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ing direction (limited field-of-view), occlusion due to buildings, and a qualitative
range dependent model of the sensor performance and the atmospherical disturbances.

A
A.1

Appendix
Bearings-only Observation Model

Let x s = (xs ys zs )T and x = (xg yg zg )T be the position of the sensor and the target,
respectively, relative to a global Cartesian reference system. An observation at time t is
the relative angles between the sensor and the target, i.e.,


g
s g
s


arctan2 (y
t − yt , xt − xt )
q
s

 + e
yt = h(xt ; xt ) + et = 

t
g
g
g
s
s
s
2
2
arctan2 (zt − zt , (xt − xt ) + (yt − yt ) )

(39)



and et is the measurement noise modeled as et ∼ N 0, σe2 I .

A.2

Probability of Detection Model

There are several factors that affect the performance of an electro-optical/infrared (EO/IR)
sensor system (Holst, 2006) and, hence, the detection probability. For instance, the performance is affected by the target and the background characteristics, the atmospheric and
environmental conditions, the resolution and the SNR of the sensor, the motion of the sensor itself, and the detection and recognition algorithm. Modeling the performance is a very
complex task and, in practice, it is unavoidable to use simplified models of the probability
of detection. It is therefore necessary to have a slightly skeptical attitude towards sensor
performance models and detection models and use them cautiously. As Holst (2006) notes:
“Models are adequate for comparative analysis but may not predict absolute performance”.
In this work a simplified probability of detection model that captures some important
f

aspects is proposed. Below the likelihood functions PDr , PD and PDo , due to range, limited
field-of-view and occlusion, respectively, are presented as functions of target state x given
the sensor state x s . The overall probability of detection is obtained by the product
Y
PD (x; x s ) =
PDi (x; x s ).
(40)
i=r,f ,o

Range Assume that the performance is dependent on range, due to the sensor resolution
and atmospherical disturbances. The detection likelihood function is a range dependent
function defined as
! !
||x − x s ||2
r
s
,1
(41)
PD (x; x ) , min a exp −
r2
where x s is the sensor position, x is the target position, and a > 0 and r are scalar constants.
The min function is used to constrain the likelihood to be less or equal to one.

Limited Field-of-View The vision sensor is a staring-array vision sensor with limited
FOV and it is assumed that the pinhole camera model can be used. According to this
model a point x = (xg yg zg )T ∈ R3 , expressed in Cartesian coordinates relative the
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camera fixed reference system, is projected on a virtual image plane onto the image point
(u v)T ∈ R2 according to the ideal perspective projection formula
!
!
f
u
xg
= g
(42)
v
yg
z
where f is the focal length of camera. Using this pinhole model it is possible to project the
features onto the image plane and, hence, decide if the features are visible or not. Let the
field-of-view be represented on the image plane as A = {(u v)T | − αu ≤ u ≤ αu , −αv ≤ v ≤
αv } and define an indicator function as



1, if x ∈ A
(43)
gA (x) = 

0, if x < A.
The probability of detection based on the pointing direction is then


f
PD (x; x s ) , gA g ic (g cg (x; x s ))

(44)

where g ic ( · ) represent the projection function (42) and g cg ( · ) represent the transformation of the coordinates from a global world reference system to a camera fixed reference
system. However, in practice, the indicator function is sometimes approximated by using
a smooth function (e.g. a shifted arctan) for each edge of the image frame to get smooth
transitions. This is necessary when using a gradient search method for the planning of the
sensor pointing direction. It can also be interpreted as an uncertainty in the orientation
estimate of the sensor.

Occlusion Assume that some information I occ about the environment, like buildings,
terrain and vegetation, is available. Then an occlusion model can be created. If the information is given as a synthetic 3D model of the area one obvious choice is to benefit from
the rapid advances of the computer graphics hardware. However, in this work, more convenient models of the occlusion are used. The probability of detection due to occlusion
PDo (x; x s , I occ ) is here computed based on an elevation model as PDo (x; x s ) , g{θ|θ>θi ∀i} (x)
where θ is the elevation angle between the sensor position x s and the point x, and θi , i =
1, 2, ..., N are the elevation angle of all grid points in the elevation model on the line of
sight between the sensor and the point x. As in the FOV case above, the indicator function
can be approximated with a smooth function.

A.3

UAV Motion Model

A simple but useful dynamic model of a fix-wing UAV is the nearly constant speed model
with the state vector x = ( x y v ϕ)T , where v is the speed in the xy-plane, ϕ is the heading
ϕ
and ut is the rotational speed. The altitude z is assumed to be constant and is omitted
here. The model is expressed as
xt+1 = xt + vt T cos(ϕt )
yt+1 = yt + vt T sin(ϕt )
vt+1 = vt
ϕ

ϕt+1 = ϕt + ut
ϕ

ϕ

ϕ

where ut ∈ U = {u ϕ | − umax ≤ u ϕ ≤ umax } and T is the sampling time.
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A.4

Dynamic Sensor Gimbal Model

The sensor gimbal is a mechanical device, typically with two actuated axes for panning
and tilting the sensor. The azimuth (pan) and elevation (tilt) angles are denoted φ and θ,
respectively, and its corresponding rotational speed are denoted u φ and u θ , respectively.
The axes are assumed to be decoupled and they are modeled as
φ

φ

φt+1 = f φ (φt , ut ) = φt + ts ut
θt+1 = f θ (θt , utθ ) = θt + ts utθ

(46)

where uti ∈ U = {u| − umax ≤ u ≤ umax }.

A.5

Road Target Motion Model

The road network information IRN is composed of a number of roads. Each road is a 3D
continuous curve whose both ends are connected to other roads in intersection. The target
is assumed to be on one of the roads all the time. Which road a target currently travels
on is described by a mode parameter m. A curve-linear coordinate system is defined for
each road and define the state vector as x = ( xr yr zr vr )T . xr and vr is the longitudinal
position and velocity along the road relative the road start. The road position is limited
to xr ∈ [0, lm ] where lm is the length of road m. yr and zr is the lateral and the vertical
position relative the road respectively. The dynamic target model can be expressed as a
linear discrete-time model

 2


0
0
T 
 T /2 0 0 
 1


 0 β r

 0
0
0 
T 0 

y
xt+1 = f (xt , wt ) = 
w
(47)
 xt + 

 0
0
βzr 0 
0 T  t
 0




0
0
0
1
T
0 0
where the process noise wt is assumed to be distributed as wt ∼ N (0, Q), and βi ∈ {β :
0 < β ≤ 1}, i = yr , zr , are constants introduced to limit the standard deviation of the
lateral and vertical position. A mode change occurs when a target passes an intersection
and is outside the current road. Then a new road connected to that intersection is selected
randomly according to some prior distribution. Apart from the mode parameter, the longitudinal distance xrt+1 must also be updated.
See Skoglar et al. (2012a) for a more detailed description of the road target model. It
is also quite straightforward to use alternative longitudinal motion models if a different
target behavior is desired, for instance see Salmond et al. (2007) for a suitable second order
linear Gaussian model.

A.6

Proof of Theorem 3

In order to prove Theorem 3, we define the n target no detection probability at time t as
1:n = φ) where y 1:n = {y 1 , . . . , y n } denotes the set of measurements correp(yt1:n = φ|y0:t−1
t
t
t
1:n is defined as
sponding to n targets and the measurement set y0:t
1:n , {y 1:n , y 1:n , . . . , y 1:n }.
y0:t
t
0
1

(48)

Suppose now we consider only a single time instant. The probability that no detection is
obtained (from all targets) is given as
Z
1:n = φ) =
1:n = φ)dx1 · · · dx n
p(yt1:n = φ|y0:t−1
p(yt1:n = φ|xt1:n )p(xt1:n |y0:t−1
(49)
t
t
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1:n = φ), we
Now since all targets are assumed to be distributed identically with pt ( · |y0:t−1
have
Z
n
Y
1:n = φ) =
1:n = φ)dx1 · · · dx n
p(yt1:n = φ|y0:t−1
p(yt1:n = φ|xt1:n )
pt (xti |y0:t−1
t
t

=

Z Y
n

(i)

p(yti = φ|xt )

i=1

=

i=1
n
Y

Z Y
n 

1:n = φ)dx1 · · · dx n
pt (xti |y0:t−1
t
t

i=1


1:n = φ) dx1 · · · dx n
p(yti = φ|xti )pt (xti |y0:t−1
t
t

i=1

Z
=

1:n = φ)dx
p(yt = φ|xt )pt (xt |y0:t−1
t

!n

= λnt
where we assumed that the measurements and target detections are conditionally independent given the states. Now considering all time instants 0, 1, . . . , t,
1:n = φ) = p(y 1:n = φ)
p(y0:t
0

t
Y

1:n = φ) = λn
p(yi1:n = φ|y0:t−1
0

i=1

t
Y
i=1

λnt =

t
Y

!n
(50)

λt

i=0

We can write PN D (t) by considering the different number of targets hypotheses as
 t

!n
∞
∞
t
X
X
Y
Y 
1:n

PN D (t) =
PT (n)p(y0:t = φ) =
PT (n)
λt = GT (x) x=Qt λ = GT 
λt  .
i=0 t
n=0

n=0

i=0

i=0

(51)
which completes the proof.
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Abstract
In this work we consider a target tracking scenario where a moving observer with a bearings-only sensor is tracking a target. The tracking
performance is highly dependent on the trajectory of the sensor platform, and the problem is to determine how it should maneuver for optimal tracking performance. The problem is considered as a stochastic optimal control problem and two sub-optimal control strategies
are presented based on the Information filter and the determinant of
the information matrix as the optimization objective. Using the determinant of the information matrix as an objective function in the planning problem is equivalent to using differential entropy of the posterior target density when it is Gaussian. For the non-Gaussian case,
an approximation of the differential entropy of a density represented
by a particle mixture is proposed. Furthermore, a gradient approximation of the differential entropy is derived and used in a stochastic
gradient search algorithm applied to the planning problem.

1

Introduction

Optimal trajectory for bearings-only tracking is a classical nonlinear estimation
problem. The problem is to estimate the state of a target given a number of noisy
measurements. The sensor platform is free to maneuver, and the problem is to
find the optimal trajectory that maximizes the tracking and estimation performance.
The optimal observer trajectory is in Logothetis et al. (1997) computed by maximizing mutual information. Dynamic programming is used to minimize the determinant of the error covariance of a target with linear dynamics over the entire
measurement sequence from a bearing-only sensor. Furthermore an enumeration
brute force method with optimal pruning is developed for minimizing the trace
of final target error covariance. The Fisher information matrix (FIM) is in Tremois
and Le Cadre (1999) used as the objective function. The optimization is done in
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a dynamic programming framework, where target and observer are modeled as
Markov chains. The resulting problem is a Partially Observable Markov Decision
Problem (POMDP) for determining the optimal control law of the observer. The
computational complexity is very large and only very small problems can be addressed. In Grocholsky et al. (2005) and Hoffmann and Tomlin (2010) different
information-theoretic distributed control architectures for searching and localizing targets are proposed. Grocholsky et al. (2005) is using an Information filter
framework similar to our approach, and Hoffmann and Tomlin (2010) is using
the mutual information computed from a particle set representing the target density.
As in our work, Singh et al. (2007) uses a Stochastic Approximation (SA) approach
to solve an observer trajectory planning problem where the gradient is estimated
from a particle mixture. In Poyiadjis et al. (2006), SA algorithms and particle filters are used in a similar manner to our work for maximum likelihood parameter
estimation.
We note that most approaches in this research area are based on some kind of
measure from information theory. FIM, CRLB, mutual information, and entropy
are all strongly related. Furthermore, similar problem definitions can be found
under a broad range of different terms, among others, “sensor scheduling”, “target motion analysis”, and, “observer trajectory planning”.

1.1

Outline

In Section 2 we define the problem of planning for optimal estimation (tracking) performance used in this paper. System and observation models are defined
and a general optimization problem is formed that must be solved for optimal
estimation performance. In Section 3 the general estimation equations are introduced. These equations are fundamental in all target tracking and estimation
applications. The general planning problem is then discussed from a stochastic
optimal control point of view, and two well known sub-optimal approaches are
introduced.
The estimation performance measure is the main subject of this paper, in particular we investigate two information measures. In Section 4 a linearized version
of the problem is considered and the resulting EKF filter is combined with an
information matrix criterion. In Section 6 the more general Particle filter is used
as the estimator and this requires another choice of information measure. This
measure is an approximation of the differential entropy derived in Section 5 and
a stochastic gradient algorithm is proposed. Finally, conclusions are drawn in
Section 7.

2

Optimal Trajectory for Bearings-only Localization

In this section we define the problem of planning for optimal estimation performance used in this paper. The task is to localize a nearly stationary feature with a
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bearings-only sensor. The sensor is attached to a platform moving in the xy-plane
with constant speed. The proposed planning problem is a simplified target tracking scenario, but it still contains important and interesting aspects of a general
target tracking problem.
The target is assumed to be a slowly moving target and modeled as a random
walk
xk+1 = f (xk , vk ) = xk + vk
where the state xk = (xk , yk
vk ∼ N (0, Q).

)T

(1)

is the position of the target and the process noise is

The state elements of the sensor platform state vector x s are the position and the
heading, xks = (xsk , ysk , ψks )T . The dynamic model is a basic constant speed model
with rate of change of heading uk = ωk as the control signal. Thus, the dynamic
model is given as

s 
 vT cos(ψk ) 

s
s s
s
s 
xk+1 = f (xk , uk ) = xk +  vT sin(ψk ) 
(2)


ωk T
where T is the sampling time and v is the speed. Note that the sensor platform
model is deterministic and that we always have perfect state information about
xks . This means that we assume that we have neither disturbances nor navigation
error.
The observation model is the relative angle between the sensor platform and the
target, i.e.,
yk

=
=

h(xk ; xks ) + ek
arctan2 (yk − ysk , xk − xsk ) + ek

(3)

where ek is the measurement noise modeled as ek ∼ N (0, R).
In the planning problem we search for a control input sequence
π M−1 , {uk }M−1
k=1

(4)

that minimizes some expected loss. Constraints on the control signal are defined
by the set U , in this work we assume that
U = {u | − umax ≤ u ≤ umax }.

(5)

The loss function L(xM ) is a function of a random variable xM ∼ p(xM |I M , I 0 )
where I 0 represents all information, e.g. measurements, received up to time 0,
and I M is a random variable representing all future information that will be received up to time M. The target density p(xk |I k ) is computed by an estimator, the
target tracker, see the estimation theory section below. Thus, the loss function
maps a target state to a scalar metric usable in an optimization framework.
The lower-case x is here a random variable. The notation may be unclear, the actual meaning of a
variable, random or non-random, is given by the context.
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To keep notation as simple as possible, we always assume that the planning is
performed at time k = 0. Thus, in case of replanning the time index is reset and
the time for the replanning is 0.
The general planning problem can now be defined as
min E{L(xM )|I 0 }

π M−1

s.t.

uk
xk+1
s
xk+1
yk

∈U
= f (xk , vk ), x0 ∼ p(x0 |I 0 )
= f s (xks , uk ), x0s = x̄0s
= h(xk ; xks ) + ek .

(6)

where x̄0s is the current state of the sensor platform.

3

Estimation Theory and Stochastic Optimal Control

In this section we present some background theory fundamental for our work.
First we give some results in estimation theory that are fundamental in target
tracking algorithms. Since we consider the planning problem as a stochastic control problem we also give a brief introduction to stochastic control theory. In
particular, the terminal stochastic control problem is considered and two suboptimal approaches, Certainty Equivalence Control (CEC) and open-loop feedback control (OLFC), are introduced. In Section 4 these approaches will be applied to our planning problem.
The discussion in this background section is on a rather general level. Thus, the
variables and functions are also general despite similar names as in other parts
of this paper.

3.1

General Estimation Theory

Consider a rather general dynamic model defined as
xk+1 ∼ p(xk+1 |xk )

(7)

where xk is the state. Furthermore, let the observation model be defined as
yk ∼ p(yk |xk )

(8)

and let y1:k = {y1 , y2 , ..., yk } be the set of all observations up to time k. The general
state estimator is derived from Bayes rule
p(x|y) =

p(x)p(y|x)
p(y)

(9)

and can be expressed as the recursive update formula
p(xk |y1:k ) = p(xk |yk , y1:k−1 ) = αk−1 p(yk |xk )p(xk |y1:k−1 )
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and the one step ahead prediction
Z
p(xk |y1:k−1 ) = p(xk |xk−1 )p(xk−1 |y1:k−1 )dxk−1 .

(11)

The normalizing factor αk is
Z
αk = p(yk |y1:k−1 ) =

p(yk |xk )p(xk |y1:k−1 )dxk .

(12)

However, there are only a few cases when it is possible to derive analytic solutions of these equations. One case is the linear Gaussian case, leading to the well
known Kalman filter and the Information filter (Kailath et al., 2000). In the general case, numeric approximations are necessary and one popular technique is to
approximate the density p(xk |y0:s ) by a particle mixture, containing N particles
(i)

(i)

N
{xk|s }N
i=1 with associated weights {wk|s }i=1 , as

p(xk |y0:s ) ≈

N
X

(i)

(i)

wk|s δ(xk − xk|s )

(13)

i=1

where δ(.) is the Dirac delta function. This approximation leads to the Particle
filter (PF) (Gordon et al., 1993; Doucet et al., 2001), and it can be shown that the
larger the number of particles is, the better the approximation will be.

3.2

Finite Horizon Stochastic Optimal Control

The information gathering problem of a platform with a bearings-only sensor
can be viewed as a terminal stochastic control problem. See Bertsekas (2001) for
a more detailed presentation of stochastic optimal control.
In this and the following subsection of Section 3 the following discrete-time
stochastic system will be considered stochastic system
xk+1 = f (xk , uk , vk )

(14)

where k = 0, 1, ..., M − 1 is the time, and vk represents the random disturbances
and uk is a control signal. From the system, only imperfect information of the
state is available through the observations
yk = h(xk ) + ek

(15)

where ek represents the random errors in the observations. Now the objective
function is naturally described as a function of the final state. In some cases
additional loss on the way is necessary to consider, but we ignore that in this
work.
The information available for the controller at time k is
I k−1 = {x0 , y1 , u1 , ..., yk−1 , uk−1 },

(16)

i.e., the initial state and the history of all previous control and measurements. An
admissible control law can then be defined as a function of available information,
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i.e.,
π M−1 = {u1 (I 0 ), u2 (I 1 ), ..., uM−1 (I M−2 )}.

(17)

The planning problem is now represented by (14), (15) and the expected loss, i.e.,
n
o
min J(x0 , π M−1 ) = E LM (xM )|I 0
π M−1

s.t.

uk ∈ U
xk+1 = f (xk , uk (I k−1 ), vk )
yk = h(xk ) + ek

(18)

This is a terminal information form version of the finite horizon stochastic optimal control problem Bertsekas (2001).
At the core of optimal stochastic control is the “principle of optimality”. As stated
by Bellman: “Whatever any initial states and decision [or control law] are, all
remaining decision must constitute an optimal policy with regard to the state
which results from the first decision” (Bellman, 1957). The dynamic programming algorithm is based on the principle of optimality. First the optimal problem
for the last stage is solved and then the extended problem with the last two stages
is solved, and so on until the entire problem is solved. However, in general it is
often impossible to find closed form solutions even to the small sub-problem at
each stage. A standard solution is to search for approximate numerical solutions
by discretizing the problem, but as Bellman observed this method is susceptible
to the “curse of dimensionality” where larger problems are prohibitive both computationally and in required memory storage.
An optimal feedback control law will not only steer the system in accordance with
the reference signal. In addition, the control law will show probing and caution
behavior. Probing represents actions to enhance estimation precision in order to
improve overall performance in the future. Caution is acting so as to minimize
the consequences of erroneous assumptions about the state of the environment.
Both these components are often in conflict with the error reducing part of the
control law and control laws including this compromise are denoted dual control.
The dual control problem was first discussed by Feldbaum Feldbaum (1960-61).
Partially Observable Markov Decision Problems (POMDP) have received much
attention during the recent years. Typically the state space, action space, observation space, and planning horizon all are finite and the solution becomes
a piecewise-linear and convex function over the belief space. The first algorithm
for an exact solution to POMDP was given by Sondik in Sondik (1971). More
efficient algorithms have been developed (Kaelbling et al., 1998) and during the
last years, many approximative methods have been proposed to handle the complexity of POMDPs, but still only rather small problems can be handled.

3.3

Certainty Equivalence Control

For linear quadratic Gaussian (LQG) problems it is possible to find a closed form
solution to the general Dynamic Programming problem. The solution of the LQG
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problem can be separated into two stages, first an estimation part, and second
solving a non-stochastic optimization problem. This separation is very convenient and is called the certainty equivalence principle. However, for general
problems this principle does not hold.
A popular suboptimal control scheme is to use Assumed Certainty Equivalence
(ACE), i.e., to assume that the certainty equivalence principle is holding and consider the estimation and the control independently. The Certainty Equivalent
Control (CEC) can be summarized as follows: Given an information vector I 0 , an
estimator produces a typical value of the state and the disturbance
x̂0 = E{x0 |I 0 }, v̂k = E{vk |xk , uk },

(19)

respectively. The problem to solve is then a perfect information problem, i.e., the
deterministic version of (18),
min LM (xM )

π M−1

s.t.

uk ∈ U
x0 = x̂0 (I 0 )
xk+1 = f (xk , uk , v̂k )

(20)

and use the first element in the control sequence as control input, and then repeat.
Time 0 is always the time when the planning is performed.
A problem with ACE is that dual control properties such as probing and caution
are missing. Thus, ACE is not well suited for sensor planning problems since
Certainty Equivalent Control (CEC) will not take the possible future information
profit into account.

3.4

Open-loop Feedback Control

Another approximation is open-loop feedback control (OLFC). Unlike the CEC
which computes the estimate x̂, OLFC is instead computing the probability distribution p(xk |Ik ) and thus taking the uncertainty about xk and the disturbances
into account. However, OLFC is very “pessimistic” since it selects control input
as if no further information will be received. Hence, the name is OLFC since the
method is performing feedback from the current measurement, but is assuming
open loop control over the remaining steps.
The OLFC method contains the following steps. First compute the conditional
probability distribution p(x0 |I0 ). Then find a control sequence that solves the
problem
min E {LM (xM )}

π M−1

s.t.

uk ∈ U
x0 ∼ p(x0 |I0 )
xk+1 = f (xk , uk , vk )

(21)

Use the first element in the control signal as the control input, and then repeat.
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An Information Filter Approach

In this section we use the information form of the well known Extended Kalman
filter to implement a sub-optimal CEC planner. An advantage of this approach
is that the resulting optimization problem is deterministic.

4.1

The Information Filter

The Kalman filter is the optimal filter, in the minimum square error sense, for
linear systems (14) and (15) with Gaussian noises v and e. The Kalman filter
maintains a state vector x̂k and its covariance matrix Pk . The Information filter
(Kailath et al., 2000) is equivalent to the Kalman filter, but instead of maintaining a state vector and a covariance matrix, the information filter maintains the
information state îk = Pk−1 x̂k and the information matrix Yk = Pk−1 .
A popular approach to handle nonlinear models is a linearized version of the
Kalman filter called (Schmidt) Extended Kalman filter (EKF). The EKF is based
on a Taylor series expansion of (14) and (15) as
Fk

=

Gk

=

Hk

=

∂f (x, 0)
∂x

,

(22)

x=x̂k|k

∂f (x̂k|k , v)
,
∂v
v=0
∂h(x)
.
∂x x=x̂k|k−1

(23)
(24)

The EKF can also be given in an information form called Extended Information
Filter (EIF). The update and prediction equations of the information matrix in an
(Extended) Information filter are
Yk|k
Yk+1|k

=

Yk|k−1 + HkT R−1
k Hk

(25)

=

−1 T
(Fk Yk|k
Fk

(26)

+

Gk Qk GkT )−1

where Rk and Qk are the covariances of the measurement noise and process noise,
respectively. Note that the update step is additive and this is one major reason
for the popularity of the information form, especially if information from several sensors must be fused in the filter (Manyika and Durrant-Whyte, 1994). We
also note that in the linear Gaussian case the information matrix is equivalent to
the Fisher information matrix that is used for bounding estimation error by the
Cramer Rao Lower Bound (CRLB).

4.2

CEC Planner based on Information Filter

The Information filter is now used to define a CEC version of the planning problem (6). The “quality” of the state estimate is captured by the information matrix
Y (t) = Pk−1 , where Pk is the covariance of the position of the target, i.e.,
Pk = E{(xk − E{xk })(xk − E{xk })T }.
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In this section we will use a loss function defined as the determinant of the information matrix. The reason for this is, as we will see later in Section 5.2, that
in the Gaussian case, the negative differential entropy is a monotonic function of
the determinant of the information matrix. The loss function is then
L(XM ) = − det YM
where the state vector Xk is the augmented vector

T
X = xT x s T Y11 Y12 Y22

(28)

(29)

where Yij denotes the element of Y lying on the intersection of the ith row and
the jth column. Note that Y21 is omitted since Y is symmetric.
The information matrix is updated according to the EIF filter equations in (25).
The Jacobian of the observation model (3) is

1 
(30)
Hk = ∇xk h(xk , xks )
= 2 −(ŷk − ysk ), x̂k − xsk
r̂k
xk =x̂k
q
where r̂k = (x̂k − xsk )2 + (ŷk − ysk )2 is the expected distance between the sensor
and the target.
Thus, the planning problem is
min L(XM ) = − det YM

π M−1

s.t.

uk
xk+1
s
xk+1
yk
Yk+1

∈U
= f (xk , 0), x0 = x̂0|0
= f s (xks , uk ), x0s = x̄0s
= h(xk , xks , 0)
−1
= K(Yk ; xk , xks ), Y0 = Pˆ0|0

(31)

where K( · ; xk , xks ) represents the EIF equations in (25) and (26). x̄0s is the current
−1
state of the sensor platform, and {x̂0|0 , Pˆ0|0
} the current state of the filter. To solve
this problem we will use a gradient search algorithm that is introduced next. Simulation results are then given after that.

4.3

Gradient Search Algorithm

Consider the problem of minimizing a loss function L(θ). Most numerical minimization methods are using an iterative procedure
θ̂ (k+1) = θ̂ (k) + ak g(θ̂ (k) )

(32)

where ak > 0 is the step size and g is the search direction. One example is the
steepest descent algorithm where the search direction is determined by the negative gradient
g(θ) = −
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∂L(θ)
.
∂θ

(33)
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Table 1: Parameters of Simulation 1 and 2.
Target position
Initial target covariance
Initial sensor position
Sensor platform speed
Measurement variance
Process variance

x = (0, 0)T m
P = diag(502 , 502 )
x s = (−100, −100)T m
v = 10 m/s
R = (1π/180)2 rad2
Q=0

There are other methods, e.g. the Newton-method, with faster convergence rate,
but they require computation of the Hessian of the loss function and those methods are therefore not considered in this work. Depending on which information
of the gradient that is available, the steepest descent methods can be divided into
two groups. Either the loss function is known and differentiable and the gradient can be derived analytically or the gradient is not directly available and one
has to compute an approximation of the gradient from measurements of the loss
function.

4.4

Simulation Result of Information Filter Planner with known
Target Position

Let us first make the unrealistic assumption that the error of the initial target
position is zero and that the measurements are perfect, i.e., the target position
estimate is the true position. The problem is not stochastic and a deterministic
gradient search algorithm will perform well. However, the problem is both nonlinear and non-convex so the starting point is important and there is no guarantee
that the solution is the global optimum.
In Figure 1 three different simulations with different planning horizon are shown,
see Table 1 for simulation parameters. The planning horizon lengths are 1, 4, and
8 sampling periods respectively. Note that replanning is done after the whole previous plan has been executed. In practice, replanning should be done as new information is received. The shortest planning horizon gives a “greedy” and shortsighted behavior of the sensor platform. The path is shaped as a spiral because
of the trade-off between maximizing the base-line relative the target and getting
closer to the target. However, if the planning horizon is increased, the vehicle
initially travels more directly towards the object.
The resulting path of the greedy planner in Figure 1 can be explained by the contour plot in Figure 2. The contour plot shows the “information surface” after the
measurement update at the sensor position marked with a star. In other words,
given the target estimation covariance shown as a dashed error ellipse, the plot
shows the determinant of the information matrix after one new measurement update in a new position. We can see that taking a measurement from a position
more perpendicular, with respect to the major ellipse axis, is much better than
from a position along the extension of the error ellipse. The greedy planner goes
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Figure 1: Information filter planning with perfect measurements, i.e., zero
estimation error. The trajectory of the sensor platform for three different
planning horizon lengths: 1, 4 and 8 steps (corresponding paths are from
bottom and up).

in the direction where the slope of the information surface is the largest.

4.5

Simulation Results of CEC Information Filter Planner

In Figure 3, three other simulations, where the position of target is concurrently
estimated from the measurements, are shown. The same parameters (Table 1) as
in Figure 1 are used. If the estimated position in each planning step is considered
as the true position in the planner, then the planning problem is still deterministic. However, even if the global optimum is found, this may not be the best
overall solution due to the estimation error.

4.6

OLFC Information Filter Planner

The form of the planning problem above is well suited for using with a target
tracker maintaining the covariance or information matrix of the target’s position,
e.g. Extended Kalman Filter. If the target tracker instead is a Particle filter (PF),
then the information matrix first has to be computed from the current PF state
with obvious degradation of the information in the estimator.
We here propose a heuristic approach inspired by OLFC that can be used with a
PF target tracker, but also with an EKF if samples are drawn based on the target
covariance. First, draw N samples (particles) that represent different hypotheses
about the state of the target. For all of the particles, do the calculations as in the
(i)
CEC case and denote the resulting information matrices as YM . Let the new loss
function be the negative mean of the information matrix determinant. Thus, we
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ExtendedKalmanFilter, det2D,
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Figure 2: The “information surface” after the first measurement update. Target covariance shown as a dashed ellipse and current sensor position as a
star.
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Figure 3: CEC Information Filter planner. The trajectory of the sensor platform for three different planning horizon lengths.
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have the following optimization problem
min −

π M−1

s.t.

N
X

(i)

det YM

i=1

uk
(i)
xk+1
s
xk+1
(i)
yk
(i)
Yk+1

∈U
(i) (i)
(i)
= f (xk , vk ), x0 ∼ p(x0 |I 0 )
= f s (xks , uk ), x0s = x̄0s
(i)

(34)

(i)

= h(xk , xks , ek )
(i)

= K(Yk ; xk , xks ), Y0 = P¯ −1 .

(i)

(i)

(i)

Given the samples x0 and the noise realizations vk and ek this problem is, like
the CEC problem, deterministic. The P¯ can be defined in different ways, e.g.,
via moment matching such that the covariance Pˆ0|0 in the filter is equal to the
Gaussian mixture defined by N Gaussians with covariance P¯ and with mean in
the particle locations. However, in this work P¯ is simply selected as Pˆ0|0 /N .

4.7

Simulation Results of OLFC Planner

The simulation result is shown in Figure 4 for two cases, planning horizon length
1 and 4. The number of particles is 100. The result is similar to the previous simulations for this basic example, but it is reasonable to believe that this approach
will perform better in a more complex scenario. The longer horizon case differs
slightly from run to run, depending on the actual realization of the particle set.
This is also why the length 8 case is not shown in the figure. This approach also
has a “singularity” problem with the determinant criterion when the plan of the
sensor platform path is very close to a particle location. This can be overcome
in the 3D case when particles and the sensor platform are separated on different
altitudes or with a suitable adjustment of the criterion.

5

Differential Entropy of Density Represented by a
Particle Mixture

The CEC Information filter planning problem (31) assumes that the target probability density can be expressed as a Gaussian probability density. We need a more
general approach to be able to handle general target probability densities. In this
section we introduce the particle mixture density as a flexible tool of representing
general densities. We also present some basic information theory and propose differential entropy as a measure of the “quality” of the target state. Unfortunately,
it is not straightforward to compute the differential entropy of a density represented by a particle mixture. We propose a method for the computation of the
differential entropy that is then, in the next section, applied to the planning problem.
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Figure 4: OLFC Information Filter Planner. Trajectory of the sensor platform.

5.1

The Particle Filter Equations

In a Particle filter (PF) the target density p(xk |y1:k ) is approximated by a particle
(i)

(i)

N
mixture containing N particles {xk }N
i=1 and associated weights {wk }i=1 . Thus, at
time k − 1 the target density is

p(xk−1 |y1:k−1 ) ≈

N
X

(i)

(i)

wk−1 δ(xk−1 − xk−1 ).

(35)

i=1

Substituting this particle representation of p(xk−1 |y1:k−1 ) into (11), the predicted
density p(xk |y1:k−1 ) is obtained as
p(xk |y1:k−1 ) =

N
X

(i)

(i)

wk−1 p(xk |xk−1 ).

(36)

i=1

One can always get a particle mixture approximation for p(xk |y1:k−1 ) as
p(xk |y1:k−1 ) ≈

N
X

(i)

(i)

wk−1 δ(xk − xk|k−1 )

(37)

i=1
(i)

(i)

where xk|k−1 is sampled from p(xk |xk−1 ). When the new measurement yk comes,
the new particles and weights are computed by sampling from an importance
(i)
density µ(xk |xk−1 , yk ) as
(i)

(i)

xk ∼ µ(xk |xk−1 , yk )
(i)

wk ∝

(i) (i)
p(xk |xk−1 )
(i)
p(yk |xk )
(i) (i)
µ(xk |xk−1 , yk )
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P
(i)
where N
i=1 wk = 1. Finally, a resampling step is performed to maintain the
statistical support. Sampling importance resampling (SIR) is a common standard
method, see Bergman (1999) for details.

5.2

Information Theory

Technically, information is a measure of the accuracy to which the value of a
stochastic variable is known. This section introduces some important definitions
and results from information theory, see e.g. Cover and Thomas (1991) for details.
The differential entropy H(p(x)) of a continuous random variable x with density
p(x) is defined as
Z
H(p(x)) = −Ex {ln p(x)} = − p(x) ln p(x)dx.
(40)

It can be shown Cover and Thomas (1991) that the differential entropy of a normal distribution, with mean µ and covariance matrix P , is
H(p(x)) =

1
1
ln ((2πe)n det P ) = − ln ((2πe)−n det Y )
2
2

(41)

where n is the size of random variable and Y = P −1 is the information matrix,
defined in Section 4.1. In the normal distribution case the information matrix is
equivalent to the Fisher information matrix. Thus, the entropy is a monotonic
function of the determinant of the information matrix and, hence, minimizing
the entropy is equivalent to maximizing the Fisher information in the Gaussian
case. We also note that this is equivalent to D-optimal design in the vocabulary
of experiment design (Fedorov, 1972). Other possible suggestions for criterion
from experiment design include A-optimal design, i.e., minimizing the trace of
the covariance, and E-optimal design, i.e., minimizing the maximum eigenvalue
of the covariance matrix.
In estimation theory we are interested in the differential entropy of the posterior
distribution p(x|y1:k ). An interesting recursive relation is obtained by taking the
logarithm and the expectation of both sides of the update equation (10), namely
(
)
p(yk |x)
−H(p(x|y1:k )) = −H(p(x|y1:k−1 )) + E ln
.
(42)
p(yk |y1:k−1 )
The negative differential entropy can be considered as an entropic information,
and we see that the posterior entropic information after the update is the sum
of the prior entropic information and the information about x contained in the
observation yk , or in other words, the mutual information of x and yk . Thus, the
entropic information following an observation is increased by an amount equal
to the information inherent in the observation. Compare this to the update of the
information matrix in the Information filter (25).
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Differential Entropy Approximation

The particle mixture approximation is an useful representation of a probability
density that can be used in estimation. Unfortunately, it is not straightforward
to compute the differential entropy of the underlying density function from the
particle mixture since the differential entropy of the particle set is minus infinity.
This is indicated by the fact that the differential entropy of a normal distribution
goes to minus infinity as the determinant of the covariance goes to zero, see (41).
Since the particle mixture is a weighted sum of impulses, which can be considered as normal densities with zero covariance, it has unbounded entropy from
below.
One approach to overcome this problem is to represent the density as a sum of
Gaussians where the position of each Gaussian is given by the particles. However,
it is not clear how the parameters of the Gaussian kernels should be chosen, and
the computational cost of the entropy calculation is also large for this approach.
We are instead proposing an alternative approximation of the differential entropy
of a density represented by a particle mixture. By using Bayes rule (9) we have
p(xk |y1:k ) =

p(yk |xk )p(xk |y1:k−1 )
p(yk |y1:k−1 )

(43)

and we obtain the following expression of the differential entropy
Z
Z
H(p(xk |y1:k )) = − p(xk |y1:k ) ln p(xk |y1:k )dxk = − p(xk |y1:k ) ln p(yk |xk )dxk
Z
Z
− p(xk |y1:k ) ln p(xk |y1:k−1 )dxk + p(xk |y1:k )dxk ln p(yk |y1:k−1 )
|
{z
}
=1

(44)
The last term ln p(yk |y1:k−1 ) is a constant and by marginalization this term can be
expressed as
Z
ln p(yk |y1:k−1 ) = ln p(yk |xk )p(xk |y1:k−1 )dxk .
(45)
If we now substitute (45) into (44), make use of the particle mixture in (37) and
substitute the density (36) into the second term in (44), we can form an approximation of the differential entropy as
X (j)
(j)
(46)
H(p(xk |y1:k )) ≈ −
wk ln p(yk |xk )
j

−

X

(j)

wk ln

j

+ ln

X

(i)

(j)

(i)

wk−1 p(xk |xk−1 )

(47)

i

X

(i)

(i)

wk−1 p(yk |xk|k−1 ).

i
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This approximation has been implemented and tested with a one-dimensional
sum-of-Gaussian density with known differential entropy. The computational
cost of the differential entropy (48) is O(N 2 ) due to the double sum term.

5.4

Differential Entropy Gradient Approximation

In a similar way we can derive the gradient of the differential entropy as
Z
∂
∂
H(p(xk |y1:k )) = −
p(xk |y1:k ) ln p(xk |y1:k )dxk
∂u
∂u
Z
Z
∂p(xk |y1:k )
∂p(xk |y1:k )
ln p(xk |y1:k )dxk −
dxk .(49)
= −
∂u
∂u
|
{z
}
=0

To realize that the second term is zero, take the derivative of both sides of the
requirement
Z
p(xk |y1:k )dxk = 1
(50)
with respect to u. Using Bayes rule (43) in (49), the gradient expression becomes
Z

∂p(xk |y1:k ) 
∂
H(p(xk |y1:k )) = −
ln p(yk |xk ) + ln p(xk |y1:k−1 ) dxk
∂u
∂u
Z
∂
(51)
+ ln p(yk |y1:k−1 )
p(xk |y1:k )dxk
∂u
|
{z
}
=0

As in the derivation of the differential entropy approximation we use the mixture
(37) for p(xk |y1:k−1 ). When a particle mixture approximation for jth element of
the gradient given as
N

∂
1X
j,(i)
(i)
p(xk |y1:k ) ≈
∆wk δ(xk − xk )
∂uj


(52)

i=1

is available, the differential entropy gradient becomes
N
N
X
!
∂
1X
j,(i)
(`)
(i) (`)
(i)
H(p(xk |y1:k ))|u=û ≈ −
∆wk ln p(yk |xk ) + ln
wk−1 p(xk |xk−1 ) dxk .
∂uj

i=1

`=1

(53)
Equations (48) and (53) constitute some of the important contributions of this
paper and they are used in the two algorithms that will be presented in the next
section.
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A Particle Filter Approach

In this section the differential entropy is used as the objective function in the planning problem. We first describe the planning problem and introduce stochastic
approximation search. Then the computations are described in detail and simulation results are presented.

6.1

The Planning Problem

We define the planning problem as in (6). Now we use our expressions of the
differential entropy to define a new loss function
E{L(xM )|I 0 } = E{H(p(xM |y1:M ))}

(54)

where y1:M is a random variable representing the future measurements. Taking
the expectation in (54), which should be done over both xM and y1:M , is not possible analytically for the general problem definition. A Monte-Carlo based averaging strategy like
L(xM ) =

Ny
X



(j)
Ĥ p(xM |y1:M )

(55)

j=1
(j)

may be applicable, where the independent sequences{y1:M } are generated from
the density p(y1:M ). However, the computational load is O(Ny N 2 ) and in practice
Ny needs to be very large. We, here, propose a stochastic gradient based optimization algorithm using the differential entropy expression H(p(xM |y1:M )), which is
a stochastic function due to the random process and the measurement noise, as
follows
∂
H(p(xM |y1:M ))|π=π̂m .
(56)
π̂ m+1 = π̂ m − am
∂π
However, even for such an algorithm the noise will cause serious problems. Therefore, common noise realizations (Kleinman et al., 1999) will be used for entropy
and entropy gradient evaluations.
Before detailed descriptions of our planning algorithms are presented, stochastic
gradient search is introduced in the next sub-section.

6.2

Stochastic Approximation

In Section 4 we assume that the loss function is deterministic, but we now have
to consider the stochastic case, since only noisy information is available. Robbins
and Monro are often referred to as the people who introduced modern stochastic
search algorithms. They introduced a stochastic approximation method for rootfinding when only noisy measurements of the objective function are available
(Robbins and Monro, 1951). For a good introduction to stochastic optimization
see Spall (2003).
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Let the loss function be given as
L(θ) = E{L(θ, v)}

(57)

where v is a random variable causing the stochastic effects of the measurement
L(θ, v) of the loss function. The stochastic gradient is defined as
g(θ) =

∂L(θ, v)
∂θ

(58)

and the stochastic gradient algorithm is
θ̂ k+1 = θ̂ k+1 − ak

∂Lk (θ, vk )
∂θ

.

(59)

θ=θ̂

For batch processing the gradient above can be replaced by its sample mean. If
the gradient can not be calculated explicitly, there are gradient free methods for
gradient approximation based on values of the loss function. One of the wellknown algorithms is the finite-difference stochastic approximation (FDSA). The
gradient is formed from noisy loss function measurements where each element
of θ is perturbed (Blum, 1954). A drawback with this algorithm is that the computational complexity increases with the dimension of the optimization variable
θ. An alternative algorithm is the simultaneous perturbation stochastic approximation (SPSA) (Spall, 2003) which uses two, regardless of the dimension of θ,
loss function measurements. Nevertheless, the SPSA achieves the same level of
statistical accuracy as the FDSA under rather general conditions (Spall, 2003).
The proposed idea in this paper is to use the same noise realization for every
estimate of the gradient. Using common random numbers gives better results in
gradient evaluations (Kleinman et al., 1999).

6.3

A Gradient based Algorithm

The algorithm is based on approximative gradient expression (53). For each iteration in the stochastic gradient search algorithm (56) the estimate of the control
signal sequence is updated and the gradient approximation is computed as in
Algorithm 16. Note that the control signal sequence is defined slightly different
here than in previous sections. Here we assume that the uk = uk (I 0 ) and, furthermore, we let sequences like {u0 , u1 , ..., uM } be denoted as u0:M .
16 Algorithm (Gradient Calculation). Suppose we are given the particle representation
of p(x0 |I 0 ) as
N
X
(i)
(i)
p(x0 |I 0 ) =
w0 δ(x0 − x0 )
(60)
i=1

and a current control sequence estimate û0:M−1 . Then the gradient of the differential
entropy of the posterior density p(xM |y1:M ) with respect to the input sequence u0:M−1
evaluated at the current control input sequence u0:M−1 = û0:M−1 i.e.,
∂H(p(xM |y1:M ))
∂u0:M−1
u0:M−1 =û0:M−1
is calculated using the following steps.
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1. Target State Sequence Generation
(a) Select a single state realization x̄01 as
(j)

(j)

P (x̄01 = x0 ) = w0

(62)

for j = 1, . . . , N .
1
(b) Generate a single realization of the process noise sequence v0:M−2
1
(c) Obtain the single state sequence realization x1:M
using the single realization
1
of the process noise sequence v0:M−2 and the single state realization x̄01 as
1 = f (x1 , v 1 ),
xi+1
i i

(63)

x01 = x̄01

(64)

for i = 0, . . . , M − 1.
2. Measurement Generation
j
0
(a) Generate M + 1 control signal sequences {u0:M−1 }M
j=0 where u0:M−1 = û0:M−1
j

is the current estimated input sequence. Each u0:M−1 for 1 ≤ j ≤ M corresponds to the perturbation of the current estimated input sequence û0:M−1
defined as
(
ûi + , i = j − 1
j
ui =
(65)
ûi ,
otherwise
for i = 0, . . . , M − 1 and j = 1, . . . , M.
s,j

(b) Obtain the M + 1 sensor trajectories {x1:M }M
j=0 corresponding to each of the
j

control signal sequences {u0:M−1 }M
j=0 .
1 .
(c) Generate a single realization of the measurement noise sequence e1:M
j

(d) Calculate M + 1 measurement sequences {y1:M }M
j=0 corresponding to control
s,j

signal sequences, sensor trajectories {x1:M }M
j=0 using the single measurement
1
1
noise sequence realization e1:M
and the single state sequence realization x1:M
as
j

s,j

yi = h(xi1 , xi , ei1 )

(66)

for i = 1, . . . , M and j = 0, . . . , M.
∂p(xM |y1:M )
using marginal particle filter (Klaas, 2005). Particles and
∂u0:M−1
(i) (i)
weights in this filter are called as {xk , wk }N
i=1 to distinguish from the similar quan(i)
tities in the main particle filter. (Note that the particle xk is a vector not to be

3. Calculate

confused with the scalar x-coordinate defined earlier in the paper.) In general, the
number of particles N used in the gradient calculating particle filter might be different than the number of particles N used in the main particle filter. Hence, the
(i)

m,(i)

particles {xk }N
}N
i=1 and weights {wk
i=1 for m = 0, . . . , M are initialized by sampling them from the main particle filter’s particle distribution as follows.
(i)

(j)

P (x0 = x0 )

=

m,(i)
w0

=
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(j)

w0
1
N

(67)
(68)
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for j = 1, . . . , N , i = 1, . . . , N and m = 0, . . . , M. Setting k = 1, a single step of the
algorithm is given below.
(i)

(a) Generate pre-likelihoods λk as
(i)

0,(i)

(i)

λk ∝ wk−1 p(yk0 |x̄k , xks,0 )

(69)

(i)
(i)
i=1 λk = 1. Here, state vector x̄k is obtained from the corresponding
(i)
state vector xk−1 by a deterministic relation. Most of the times

with

PN

(i)

(i)

x̄k = f (xk−1 , 0).

(70)

(b) Sample indices {i` }N
`=1 as follows
(j)

P (i` = j) = λk

(71)

for 1 ≤ `, j ≤ N.
(j)

(c) Prediction Update: Sample xk as
(ij )

(j)

xk ∼ p(xk |xk−1 )

(72)

for j = 1, . . . , N.
m,(i) N
}i=1 for m = 0, . . . , M as

(d) Measurement Update: Calculate the weights {wk

PN
(j) (i)
m,(i)
m,(j)
(j) s,m
i=1 wk−1 p(xk |xk−1 )
m
wk
∝ p(yk |xk , xk ) P
N λ(i) p(x(j) |x(i) )
i=1 k
k
k−1
with

(73)

m,(j)
= 1.
j=1 wk

PN

(e) If k = M, stop. The approximation of

∂p(xM |y1:M )
is given as
∂uj

N
∂p(xM |y1:M )
1 X j,(i)
0,(i)
(wM − wM )δ (i) (xM )
(xM ) ≈
xM
∂uj


(74)

i=1

j,(i)

Note that this result gives us the approximation (52) with ∆wM
0,(i)
wM . Otherwise (if k , M), set k = k + 1, go to step 3a.

j,(i)

= wM −

4. Finally, the gradient approximation of the differential entropy is computed as in
(53) which gives
∂
H(p(xM |y1:M ))|u=u 0
∂uj

(75)

!
N
N
X
1 X j,(i)
0,(i)
(i)
(`)
(i) (`) 
≈−
(wM − wM ) ln p(yM |xM ) + ln
wM−1 p(xM |xM−1 )

i=1

`=1
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The Marginal Particle Filter has O(N2 ) complexity and the gradient calculation
in the last step is also O(N2 ). Thus, the overall computational complexity of the
algorithm is O((M + 1)N2 ), where M is the number of planning steps. This is
significant large complexity and future work is to see how this can be reduced.
There are techniques for reducing cost of the Marginal Particle Filter to O(NlnN),
see Klaas (2005). Using such a technique yields O(MN ln N + N2 ) complexity of
the algorithm.

6.4

A Gradient free Algorithm

It is also possible to apply a gradient-free approach, based on the loss function approximation in (48), to the planning problem. For each iteration in the stochastic
search algorithm (e.g. FDSA or SPSA), the gradient is estimated based on “measurements” of the differential entropy computed as in Algorithm 17.
17 Algorithm (Differential entropy). Suppose we are given the particle representation of
p(x0 |I 0 ) as
p(x0 |I 0 ) =

N
X
(i)
(i)
w0 δ(x0 − x0 ).

(76)

i=1

Then the differential entropy of the posterior density p(xM |y1:M ) for a control signal sequence u0:M−1 is computed using the following steps.
1. Target State Sequence Generation; the same as in Algorithm 16.
2. Measurement Generation; basically the same as in Algorithm 16, but in 2(a) the
control signal sequences are generated according to the SA algorithm.
j

3. For each control signal sequence u0:M−1
(a) Initialize a temporary particle filter by sampling from the initial posterior den(i)

(i)

sity p(x0 ) resulting in a particle set {x0 , w0 }N
i=1 .
j
(b) Update the particle filter with the observation sequence y1:M according to the
steps in (38)-(39).
(c) Compute differential entropy approximation according to (48).
j

Notice that the particle filters obtaining the differential entropy values for u0:M−1
must use the same noise realizations for j = 0, . . . , M.

As noted before, the computational cost of the differential entropy (48) is O(N2 ).
If a SIR particle filter with a O(N) complexity is used, then the overall computational complexity of the algorithm is O(MN + N2 ), where M is the number of
planning steps. One thing worth remembering is that a gradient free stochastic
approximation algorithm in general requires more iterations than an algorithm
where the gradient is given.

6.5

Simulation Results

Figure 5 shows the result from a simulation with the same conditions as before, see Table 1. The information criterion is the differential entropy and Algorithm 16 is used.
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Figure 5: Simulation result from a differential entropy based planning.

As in most problems where SA is applied, there are problems with determining
good parameter values, e.g. the step size of the SA algorithm. Suitable values
of the step size vary much depending on the planning conditions, even in the
simplified planning problem considered here. Some type of adaptive methods is
required to tune the values.

7

Conclusions

In this work we consider a target tracking scenario where a moving observer with
a bearings-only sensor is tracking a target. The tracking performance is highly
dependent on the trajectory of the sensor platform, and the problem is how it
should maneuver for optimal estimation performance.
The planning problem can be considered as a stochastic optimal control problem
and if a sub-optimal control scheme, for instance certainty equivalence control,
is used with a Gaussian target uncertainty assumption, the resulting problem is
deterministic. However, the problem is non-linear and non-convex which still
makes it a challenge to solve optimally.
Particle mixture is a popular approach to handle more general target densities
in the estimation field. To compute good information metrics based on particle
mixtures is not straightforward. In this work we propose a differential entropy
calculation method for particle mixtures and derive a stochastic gradient search
algorithm which is applied to the planning problem. However, the cost of being
able to handle non-Gaussian target densities are a much higher computational
load. Furthermore, there are more parameters to tune in the optimization routine.
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Abstract
Exploration is in this work defined as the task of efficient information
gathering of areas, building, roads, etc., by controlling a pan/tilt camera on a sensor platform. Good exploration is characterized by several images from different directions of the areas of interests and that
the images can be used to create maps, video mosaics and multi-view
imagery for anomaly and change detection. In this paper an aerial exploration framework based on the information filter is presented. The
work is inspired by research on optimal trajectory for bearings-only
tracking. A number of static grid points represent the area to be explored and the problem is to plan the trajectory of the sensor platform
and the pointing direction of the camera to maximize the exploration
performance of the grid points.

1

Introduction

Exploration can be defined as the task of efficient information gathering of areas, building, roads, etc. by controlling the trajectory of the sensor platform and
the pointing direction of the camera. The exploration data is images that can
be used to create maps, video mosaics and multi-view imagery of objects or areas of interests. In contrast to other surveillance tasks, the aim of exploration
is not necessarily to enable on-line reactive behavior of the surveillance system.
Instead, the exploration in many cases aims at off-line or delayed processing and
analysis. For instance, the data may be analyzed by a human operator after the
mission, or the data will be used for change detection analysis in the future. In
both these cases, good exploration is characterized by several images from different directions of the objects and areas of interests. However, nothing prevents
the exploration from being reactive to enable instantaneous adaptation to new
conditions.
Although, the exploration method proposed in this paper is not a search approach based on search theory, it can be used as one. In fact, there are scenarios
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where this exploration method is preferable compare to standard search methods
(Stone, 1975; Frost and Stone, 2001). For example, when searching for a target
in a wood it is unrealistic that the impact of trees and bushes are included in the
search model. An obvious risk is then that occluded areas are considered as surveyed despite they are not covered. The proposed exploration method does not
have an explicit vegetation model either, but can handle the problem by rewarding exploration of spots from different viewing directions. Thus, something that
is hidden from one direction is hopefully visible from another direction.
The information exploration approach used in this work is an extension of the
optimal trajectory planning (OTP) problem for bearings-only estimation (Logothetis et al., 1997; Tremois and Le Cadre, 1999; Grocholsky, 2002). This work is
different from the standard OTP problem in a number of ways; the area of interest is represented by grid points and not only the sensor platform trajectory,
but also the sensor pointing direction is incorporated in the control signal. The
bearings-only sensor is a vision/infrared staring array sensor with limited fieldof-view (FOV) and also the range to the grid points is important. The problem is
to plan the trajectory of the sensor platform and the pointing direction of the camera to maximize the information of the grid points. How “information” is defined
may depend on the application at hand, but in this work information is in some
sense the opposite or inverse of the localization uncertainty. For vision/infrared
sensor applications this basically means that it is advantageously to observe the
target from different directions due to the triangulation effect. Fortunately, this
is also suitable for the classification and identification algorithms.

1.1

Related Research

Exploration methods can be divided into different categories. In coverage path
planning the goal is to determine a path for a robot that cover all points of interests, Choset (2001) gives a survey of some approaches. In active vision an environment model is created and the problem is to find the next sensor view that
maximizes the expected improvement of the model (Whaite and Ferrie, 1997). In
autonomous exploration the goal is to find new areas, but self-localization is also
very important to be able to build maps in a robust way. This is related to Simultaneous Localization and Mapping problem (SLAM) (Smith et al., 1988; Dissanayake et al., 2001). The needs for combining navigation and exploration into
a single information measure as an exploration performance are shown in Bourgault et al. (2002). The goal of the exploration is to simultaneously maximize the
mutual information on the map and minimize the uncertainty of the robot pose.
Feder et al. (1999) proposes a utility based on predicted sensor information and
expected dead-reckoning errors for deciding the next action of the robot. Leung
et al. (2006) defines an information gathering planning problem called SPLAM
(Simultaneous Planning, Localization and Mapping). Related to this navigation
planning is the concept of coastal navigation (Roy et al., 1999) where trajectories
are generated through environments where positional uncertainty is likely to be
low.
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Outline

Section 2 gives an overview of the exploration problem treated in this paper. In
particular, the information filter is presented and the exploration problem is defined as a nonlinear optimization problem. In Section 3 the exploration problem
is treated in more detail and system models are given. Moreover, some suitable
approximations are proposed to simplify the planning problem significantly. A
number of simulation result are given in Section 4 and some conclusions are finally drawn in Section 5.

2

The Information Exploration Problem

Suppose that the state of a target evolves according to the discrete time model
xt+1 = f (xt , vt ) where vt ∼ N (0, Q) represents the process noise. Only imperfect information about the target state is available through the observations yt =
h(xt ) + et where et ∼ N (0, R) represents the measurement noise and xts is the state
of the sensor platform.
Now consider a moving sensor platform that estimates the state of a target given
a number of noisy measurements from a bearings-only sensor. The uncertainty of
the state estimate is highly dependent on the trajectory of the sensor platform, in
some extreme cases the state is not even observable. In observer trajectory planning (OTP) the problem is to find the optimal trajectory of the sensor platform
such that the estimation performance is maximized. In a standard OTP application a target is detected and the target state is then estimated by a filter and the
trajectory of the sensor platform is optimized based on this estimate.
The area exploration approach proposed in this paper is based on OTP, but is
different in some aspects. There is no explicit target, instead a grid of points are
defined on the area of interest, i.e., the locations of the grid points are known
and decided by the user. The grid points are treated by multiple filters, but only
the uncertainty/information representation is maintained in each filter, not the
actual state since the location is known. Thus, instead of estimating the target
location and its covariance as in OTP, a number of covariance/information matrices are used to represent how well the grid points have been explored. The
meaning of information is described in the next subsection.

2.1

Information Matrix

The well-known Kalman filter is one common estimator that maintains a state
estimate x̂t and its covariance matrix Pt . The Information filter (Kailath et al.,
2000) is equivalent to the Kalman filter, but instead of maintaining a state vector
and a covariance matrix, the information filter maintains the information state
ît = Pt−1 x̂t and the information matrix Yt = Pt−1 . The Kalman filter (information
filter) is the best unbiased filter, in the minimum mean square error sense, for
linear systems with Gaussian noise. To handle nonlinear models, a linearized
version of the information filter can be used based on Taylor series expansions

249

234

Paper F

Information Based Planning for Aerial Exploration

of the state transition model and the observation model where the linearization
point is the current state estimate. This filter is called the Extended information
filter (EIF) and it is equivalent to the Extended Kalman filter (EKF).
The update and prediction equations of the information matrix in an extended
information filter are
Yt|t

=

Yt|t−1 + HtT R−1
t Ht

(1)

Yt+1|t

=

−1 T
Ft + Gt Qt GtT )−1
(Ft Yt|t

(2)

where
Ft =

∂f (x, 0)
∂x

, Gt =
x=x̂t|t

∂f (x̂t|t , v)
∂v

, Ht =
v=0

∂h(x)
∂x

(3)
x=x̂t|t−1

and Rt and Qt are the covariances of the measurement noise and process noise,
respectively.

2.2

Planning Problem

Define N grid points x i = (xi yi zi )T , i = 1, 2, ..., N on the area or road of interest. Initialize an information matrix for each grid point and update it according to the EIF in (1) and (2). The dynamic model of the sensor platform
s
is xt+1
= f s (xts , ut , vts ) where xts is the platform state, ut is the control signal, and
s
vt is the process noise. The bar notation will be used to differentiate variables
and states in the navigation or filter from the corresponding variables and states
in the planning. For instance, x̄ts is the platform state from the navigation modi
ule at time t, and Ȳt|t
is the information matrix in the EIF based on the trajectory
s
x̄0:t . The information matrix that is computed in the planning, based on the pres
dicted sensor platform trajectory x0:t
, will be denoted as Yti with just a single
time subindex.
i
The term Iti , (Hti )T R−1
t Ht in the EIF update equation (1) represents the information about grid point i received at time t. However, if the visibility of grid point i
is low then the information should be degenerated. In this work the probability of
detection model PD (xti , xts ) is used and it assumed that the expected information
at t is
i
Iti = PD (xti ; xts )(Hti )T R−1
t Ht .

(4)

on average.
Two different objective functions L( · ) are considered in this work to evaluate
the exploration performance. Both are functions of the augmented information
matrix Y defined as


Yt = blkdiag Yt1 , Yt2 , ..., YtN .
(5)
Note that the correlations between different grid points are neglected. The two
objective functions are based on the determinant and the trace-inverse as
L(YM ) = − det YM
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−1
.
L(YM ) = tr YM

(7)

Without loss of generality, assume that the planning is performed at time t = 0.
The proposed exploration problem can now be defined as the following terminal
cost optimization problem:
min L(YM )

u0:M−1

s.t.

ut
s
xt+1
x0s
i
Yt+1
Y0i

∈U
= f s (xts , ut , 0)
= x̄0s
i
= (Ft (Yti )−1 FtT + Gt Qt GtT )−1 + PD (x i ; xts )(Hti )T R−1
t Ht
i
= Ȳ0|0 .

(8)

A receding horizon control (RHC) strategy is used where a plan of length M is
computed in each time step, but only the first control action is executed before
a new plan is computed. In this way approximations of the problem and disturbances on the sensor platform can be handled.

3

Models and Approximations

The exploration problem defined in (8) is treated in detail in this section. Models of the sensor, the sensor platform and the probability of detection are given.
Some approximation of the problem (8) will be proposed that simplify the optimization problem significantly.

3.1

Observation Model

The bearings-only observation model is the relative angle between the sensor platform position X s = (xs ys zs )T and the position of the grid point X i = (xi yi zi )T ,
i.e.,
!
i − ys , xi − xs )
arctan2 (y
i
i s
i
t
t
p
+ eti
(9)
yt = h(x ; xt ) + et =
arctan2 (zi − zst , (xi − xst )2 + (yi − yst )2 )
where eti , i = 1, 2, ..., N , are independent and identically distributed measurement noise modeled as


eti ∼ N (0 0)T , σe2 I .
(10)

3.2

Probability of Detection Model

There are several factors that affect the performance and detection probability of
a vision/infrared camera system (Holst, 2006). This work is mainly concerned
with the visibility of grid point x i given that the sensor is located in xts . The visibility is affected by atmospheric conditions, the sensor’s characteristics, motion
blur, and occlusion due to buildings and vegetation. Modeling the performance
is a complex task and in practice it is unavoidable to use simplified models of the
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probability of detection. In this work the likelihood functions PDr and PD due to
range and limited field-of-view, respectively, are used. The overall probability of
detection is obtained by the product
f

PD (x i ; xts ) = PDr (x i ; xts )PD (x i ; xts ).

(11)

Range is important due to limited sensor resolution and atmospherical disturbances. The range dependent detection likelihood function is defined as
!
||X i − Xts ||2
(12)
PDr (x i ; xts ) , exp −
r2
where r is scalar constant.
The vision sensor is a staring-array vision sensor with limited FOV and it is assumed that the pinhole camera model can be used. According to this model a
point x c = (xc yc zc )T , expressed in Cartesian coordinates relative the camera
fixed reference system, is projected on a virtual image plane onto the image point
(u v)T according to the ideal perspective projection formula
!
!
1 xc
u
fc c
= g (x ) , c
.
(13)
v
yc
z
By using this pinhole model it is possible to project the features onto the image
plane and, hence, decide if the features are inside the image borders or not. Let
the field-of-view be represented on the image plane as A = {(u v)T | − αu ≤ u ≤
αu , −αv ≤ v ≤ αv } and define an indicator function as



1, if x ∈ A
gA (x) = 
(14)

0, if x < A.
The probability of detection based on the pointing direction is then


f
PD (x i ; xts ) , gA g f c (g cg (X g ))

(15)

where X g = X i − Xts is the coordinates of the grid point i relative the sensor
platform in a global Cartesian reference frame, and g cg ( · ) represent the transformation of the coordinates from the global reference system to a camera fixed
reference system.
In practice, the indicator function is approximated by a smooth function (e.g. a
shifted arctan) for each edge of the image frame to get smooth transitions. This
is necessary when using a gradient search method for the planning of the sensor
pointing direction. It can also be interpreted as an uncertainty in the orientation
estimate of the sensor.

3.3

Sensor Platform Model

The dynamic model of the sensor platform is a constant speed model containing
the position (xs ys zs )T and the heading ψ s of the vehicle. The pointing direction
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of the vision/infrared sensor is represented by the azimuth and inclination angles, represented by the states φs and θ s , respectively. Thus, the state vector is
ψ φ
xts = (xst yst zst ψts φts θts )T , and the control input vector ut = (ut ut utθ )T contains
the angular velocities of the heading, azimuth and inclination, respectively. The
dynamic model is defined as
 s
s 
v T cos(ψt )
 vs T sin(ψ s ) 

t 




utz T
s
 + v s
ψ
xt+1
= f s (xts , ut , vts ) = xts + 
(16)

t
 ut T


φ



ut T



θ
ut T
where T is the sampling time, vs is the constant speed and vts is process noise
modeled as vts ∼ N (0, Q s ). In this work it is assumed that the sensor platform is
at a constant altitude, thus utz = 0. The control signals are constrained according
to
i
i
ut ∈ U = {u | − umax
≤ u i ≤ umax
, i = ψ, φ, θ}

(17)

in this work.
In the planning problem (8), the goal is to find a control input sequence
u0:M−1 , {ut }M−1
t=0

(18)

that minimizes the cost function L( · ) in (6) and (7).

3.4

Information Update Approximations

The evolution of the information matrices is assumed to be according to a random walk model with process noise covariance Q. Thus, Ft = Gt = I and the
information update steps in the EIF become
Yt|t = Yt|t−1 + HtT R−1
t Ht
Yt+1|t =

−1
(Yt|t

−1

+ Q) .

(19)
(20)

In the context of exploration, Q may be interpreted as the “ageing” of the information, since it causes Yti to decrease if no new information is gathered. Thus,
the larger Q, the faster degeneration of the information over time, but if Q = 0
the information is non-decreasing. A positive (definite) Q is recommended in the
EIF simulation part since this will cause the surveillance system to look back at
regions that have been explored earlier. However, in the planning Q is set to zero
which simplifies the information matrix update significantly
i
i
YM
= Ȳ0|0
+

M
X

T

PD (xti ; xts )Hti R−1 Hti

(21)

t=1

This is a reasonable approximation if the planning horizon is short. The planning
is performed in a receding horizon control (RHC) manner, and the effects of the

253

238

Paper F

Information Based Planning for Aerial Exploration

approximation is compensated for in the regular replanning steps. An alternative
−1
is to used a forgetting factor 0 < λ < 1 in the time update step as Yt+1|t = λYt|t
yielding
i
i
YM
= λM Ȳ0|0
+

M
X

T

λM−i PD (xti ; xts )Hti R−1 Hti .

(22)

t=1

Assume that R = σe2 I2×2 and let [Y ]ij be the element at row i and column j in
Y . Note that the information matrix is symmetric, thus, [Y ]ij = [Y ]ji and the
(3 × 3) information matrix just contains 6 unique elements. Now the update of
the information matrix in (21) can be written:
i
[YM
]11

=

i
[Ȳ0|0
]11

+

i
i
]12 −
[YM
]12 = [Ȳ0|0

i
i
]13 +
[YM
]13 = [Ȳ0|0

M
X
t=1
M
X
t=1
M
X

qti sin(φti )2 + qti cos(φti )2 sin(θti )2

(23)

qti cos(φti ) cos(θti )2 sin(φti )

(24)

qti cos(φti ) cos(θti ) sin(θti )

(25)

qti cos(φti )2 + qti sin(φti )2 sin(θ i )2

(26)

qti cos(θti ) sin(φti ) sin(θti )

(27)

qti cos(θti )2

(28)

t=1
i
i
[YM
]22 = [Ȳ0|0
]22 +

i
i
[YM
]23 = [Ȳ0|0
]23 +

i
i
]33 +
[YM
]33 = [Ȳ0|0

M
X
t=1
M
X
t=1
M
X
t=1

where
φti = arctan2 (yi − yst , xi − xst )
!
q
θti = arctan2 zi − zst , (xi − xst )2 + (yi − yst )2
qti =

PD (x i ; xts )


σe2 (xi − xst )2 + (yi − yst )2 + (zi − zst )2

254

(29)
(30)
(31)

4

239

Simulation Results

3.5

Planning Problem Revisited

To summarize, the simplified version of the exploration problem (8) is defined as
min L(YM )

u0:M−1

s.t.

ut
s
xt+1
x0s
i
YM

∈U
= f s (xts , ut , 0)
= x̄0s
P
i
i s
i T −1 i
= Ȳ0|0
+ M
t=1 PD (xt ; xt )Ht R Ht

(32)

Since YM is block diagonal it is possible to rewrite the criteria. The determinant
loss function in (6) can be expressed as
L(YM ) = − det YM = −

N
Y

i
det YM
.

(33)

i=1

However, an equivalent cost function with better numerical properties can be
obtained by taking the logarithm, i.e.,
L(YM ) = −

N
X

i
ln det YM
.

(34)

i=1

The trace of the augmented information matrix inverse in (7) can be expressed as
−1
L(YM ) = tr YM
=

N
X



i −1
tr (YM
) .

(35)

i=1

The computational load increases with the number of grid points N as O(N ) if
Q = 0. It is also straightforward to parallelize the computation of the cost functions (34) and (35) since the grid points are independent. Moreover, it is possible
to obtain even better computational performance if PD (xti ; xts ) is computed first
in a clever way. Let p be a probability threshold, if PD (xti ; xts ) < p then PD (xti ; xts )
is treated as zero in the planning. PD (xti ; xts ) should be computed in a cascade,
first compute PDr (xti ; xts ) and keep all grid points that fulfill PDr (xti ; xts ) ≥ p, then
f

compute PD (xti ; xts ) for the grid points that are kept. Finally, only the information
matrices corresponding to grid points with PD (xti ; xts ) ≥ p need to be treated in
the planning.

4

Simulation Results

The exploration algorithm is working in a Receding Horizon Control (RHC) manner, but different sampling rates are used for the control action updates and the
observation updates. Moreover, more than just one single action is allowed to
be executed which makes the replanning updates more sparse. Let the triple
(Nplan , Nobs , Nexe ) define the different planning parameters. Nplan is the number
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of piece-wise constant control signals that is optimized in each planning epoch.
Nobs is the number of observations that can be obtained during the whole plan,
usually Nobs > Nplan and the plan is interpolated to find the state where an observation should be performed. Finally, Nexe , where Nexe ≤ Nobs , is the number of
steps that are executed, i.e., how many observations that are obtained before next
replanning is performed.
The optimization problem is deterministic and a gradient search algorithm is
used; namely the active-set algorithm in the fmincon function in Matlab Optimization Toolbox. However, since the problem is both nonlinear and non-convex,
the starting point is important and there is no guarantee that the solution is the
global optimum.
In the following subsections some simulation results are given. First a vision
sensor with unlimited FOV is considered and three examples, with a single pointof-interest (POI), three points-of-interest, and a 51 × 51 point grid, are presented.
Then, the FOV is limited and the pointing direction of the sensor is included in
the planning. A 51 × 51 grid example and a road exploration example are given.

4.1

Single Point-of-Interest

If just one single point-of-interest is used, the problem is similar to the problem
of optimal trajectory for bearings-only tracking of a random walk target. The
heading of the sensor platform is the only control variable and both the sensor
field-of-view and the range dependencies are ignored. The point of interest is located in (10 10 0)T with initial covariance P0|0 = diag(102 , 102 , 102 ). The initial
position of the sensor platform is (0 0 2)T and the speed is vs = 0.5 m/s. Moreover, R = (π/180)2 I2×2 and Q = 0 in both the simulation and planning models.
The simulation results are shown in Figure 1 for the determinant criterion (34)
(left column) and trace criterion (35) (right column), and for three different planning and execution horizons; (Nplan , Nobs , Nexe ) = (2, 2, 2) in the first row, (4, 8, 4)
in the second row, and (4, 16, 4) in the third row.
The shortest planning horizon gives a “greedy” and shortsighted behavior of the
sensor platform. The path is shaped as a bow due to the compromise between
a long baseline for good triangulation and the effort to decrease the distance to
the POI. However, if the planning horizon is increased, the vehicle initially travels more directly towards the object. The determinant criterion makes the sensor platform go more towards the point location compared to the trace criterion.
Note that the planning problem is non-convex, even in this single point case, and
therefore the result may be sub-optimal.

4.2

Three Points-of-Interest

This scenario is similar to the single point scenario above, but here there are three
points of interests located in (10 10 0)T , (0 10 0)T and (10 0 0)T . The other
parameters are equal to the single point case above. The results are shown in Figure 2. The points are explored in a sequence. As in the single point scenario, the
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Figure 1: Single grid point exploration. Cross: location of the POI. Solid line:
executed plan. Dashed line: old plans that were not executed. First row: 2
steps planning horizon length. Second row: 8 steps. Third row: 16 steps.
Left column: determinant criterion (34). Right column: Trace criterion (35).
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trace criterion is slightly more “conservative”. The determinant criterion seems
to make the vehicle to focus more on the closest point. This behavior can be seen
in left plot of the third row where the plans are circling around the points in a
way that is not the case in trace case to the right. However, in the end, this circling
behavior was not part of the executed path due to the replanning.

4.3

Points-of-Interest Grid

In this scenario a 51 × 51 grid is used. Table 1 shows the simulation parameters.
The simulation result for the determinant criterion (34) is given in Figure 3 as a
number of snapshots. Each pixel represents the information value of that point,
i.e., the determinant of the information matrix. The lighter the pixel, the higher
is the information value. The result is a kind of area coverage, but unlike more
standard area coverage algorithms, where only the distance to the features is considered, this exploration approach also rewards seeing the feature from different
directions. Initially, most information can be gathered on the diagonal. When
the diagonal is explored the sensor platform is headed to the lower right corner.

Table 1: Parameters of the exploration
ure 3) and in Section 4.4 (Figure 4).
Initial grid point covariance
Initial sensor position
Sensor platform speed
Measurement variance
Process covariance (simulation)
Max range parameter
Planning horizon

4.4

grid simulations in Section 4.3 (FigP0|0 = diag(102 , 102 , 12 )
X0s = (0 0 3)T [m]
vs = 0.5 [m/s]
σe2 = (10π/180)2 [rad2 ]
Q=0
r = 2.33
(Nplan , Nobs , Nexe ) = (4, 16, 16)

Points-of-Interest Grid with Limited FOV

This scenario is similar to the previous grid scenario, but a vision sensor with
limited FOV (20◦ × 15◦ ) is now used and the pan and tilt rotational velocities are
included as control variables in the optimization problem. The simulation result
is shown in Figure 4. Since the planning horizon is short, compared to the total
area that should be explored, the sensor is mainly sweeping over unexplored
areas, leaving holes of unexplored areas behind. However, exploration of the
whole area will be performed.
If the planning horizon is very long the gradient method may have some problems. An alternative to consider the sensor pointing direction and the platform
path simultaneously is to solve the problem in two stages. First plan the platform
path as in Section 4.3 and then plan the sensor pointing direction.
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Figure 2: Three points exploration. Crosses: locations of the points-ofinterests. Solid line: executed plan. Dashed line: old plans that were not
executed. First row: 2 steps planning horizon length. Second row: 8 steps.
Third row: 16 steps. Left column: determinant criterion (34). Right column:
Trace criterion (35).
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Figure 3: Simulation snapshots from an area exploration example with a 51×
51 grid. The sensor platform is equipped with a vision sensor with unlimited
field-of-view. A star on the solid line is the current position. Both the current
plan and the covered path can be seen. The gray level of each pixel represents
the information values (determinant of the information matrix) of that point,
the lighter the higher information value.

4.5

Road Exploration with Limited FOV

In this section the exploration algorithm is applied to a road surveillance scenario
where a number of POIs are placed on a known road network. Table 2 presents
the simulation parameters. In this simulation the trace criterion (35) is used and
some snapshots are shown in Figure 5. Note that the sensor is sweeping back and
forth, observing the road from different viewing directions. This behavior is a
natural consequence of the exploration framework and a big advantage compared
to other area coverage algorithms that are only considering the range.
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Table 2: Parameters of the exploration
ure 5.
Initial grid point covariance
Initial sensor position
Sensor platform speed
Measurement variance
Process covariance (simulation)
Max range parameter
Planning horizon

5

grid simulations in Section 4.5, FigP0|0 = diag(502 , 502 , 102 )
X0s = (0 0 500)T [m]
vs = 50 [m/s]
σe2 = (π/180)2 [rad2 ]
Q=I
r = 233
(Nplan , Nobs , Nexe ) = (4, 16, 16)

Conclusions

In this paper an exploration method suitable for aerial exploration with a vision/infrared sensor on a moving platform is presented. The approach is based
on the Extended information filter (EIF) and two information criteria were used,
the determinant of the information matrix and the trace inverse of the information matrix. Models for probability of detection were used to handle a limited
field-of-view vision sensor and performance degeneration due to range. Occlusion is not used here, but it is straightforward to incorporate the occlusion model
used in Skoglar et al. (2012). A gradient search optimization method is used, but
since the problem is nonlinear and non-convex only sub-optimal solutions will
be obtained. Other optimization approaches like Dynamic programming can be
applied. However, the simulation results show that this approach is very useful
and flexible, from a single point exploration, up to a large grid.
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Figure 4: Simulation snapshots from an area exploration example with a
51 × 51 grid. The sensor platform is equipped with an actuated vision sensor
with limited field-of-view. Yellow/black line: sensor platform path. Blue
line: current plan of the path. Green square: current sensor footprint on
the ground. Red square: current sensor footprint plan. The gray level of
each pixel represents the information values (determinant of the information
matrix) of that point, the lighter the higher information value.
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Figure 5: Simulation snapshots from a road exploration example. Yellow/black line: sensor platform path. Blue line: current plan of the path.
Green square: current sensor footprint on the ground. Red square: current
sensor footprint plan. The covariance matrix of each point is shown as a
cyan ellipse; but since the points are rather close, single ellipses are hard to
discern. The smaller the size of the ellipses the better are the information
values of the corresponding points, and the better is the exploration result.
Note that the road is explored from different viewing directions, since such
behavior is rewarded in the proposed exploration framework.
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Abbreviations and Acronyms

Abbreviation
bspf
cec
crlb
dp
eif
ekf
fa
fov
gmti
gps
hmm
if
ins
kf
mc
mpf
mmpf
mtt
nt
olfc
otp
pdf
poi
pf
pmf

Meaning
Boostrap Particle Filter
Certainty Equivalent Control
Cramér-Rao Lower Bound
Dynamic Programming.
Extended Information Filter
Extended Kalman Filter
False Alarm
Field-Of-View
Ground Moving Target Indicator
Global Positioning System
Hidden Markov Model
Information Filter
Inertial Navigation System
Kalman Filter
Monte Carlo
Marginalized Particle Filter
Multiple Model Particle Filter
Multi Target Tracking
New Target
Open-Loop Feedback Control
Observer Trajectory Planning
Probability Density Function
Point(s)-Of-Interest
Particle Filter
Point Mass Filter
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Abbreviation
rbpf
rhc
rmse
rtt
slam
snr
uav
ugv

Meaning
Rao-Blackwellized Particle Filter
Receding Horizon Control
Root Mean Square Error
Road Target Tracking
Simultaneous Localization And Mapping
Signal to Noise Ratio
Unmanned Aerial Vehicle
Unmanned Ground Vehicle

Symbols and Mathematical Notation
Notation
y1:t
,
[x]i
[X]ij
x∼y
arctan2 (y, x)
arg maxx f (x)
arg minx f (x)
blkdiag(A, B)
Cov(x)
δ( · )
det(A)
diag(a, b)
∅
E(x)
min(a, b)
max(a, b)
N (x; µ, Σ)
N (µ, Σ)
p( · )
Pr(A)
tr(A)
AT
Var(x)

Meaning
The ordered set of variables {y1 , y2 , . . . , yt }.
Defined as.
Element i in vector x.
Submatrix of X corresponding to elements i and j.
x is distributed according to y.
Four quadrant inverse tangent.
The x maximizing f (x).
The x minimizing f (x).
A block diagonal matrix with A and B in the diagonal.
Covariance of x.
Dirac delta.
Determinant of matrix A.
A diagonal matrix with a and b in the diagonal.
Empty set.
Expected value of x.
Minimum value of a and b.
Maximum value of a and b.
Gaussian pdf for mean µ and covariance Σ.
Gaussian distribution with mean µ and covariance Σ.
Probability density function.
Probability of event A.
Trace of matrix A.
A transposed.
Variance of x.
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