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Abstract  

At Saab Dynamics AB there are a number of projects where cameras are an important part of 
a sensor system. Examples of such projects are monitoring for civil security and 3D mapping, 
where several cameras are used. The cameras can for example be located in airplanes, 
helicopters or cars and therefore it is important to have a robust function for recording data. 
One way to achieve a quick recording with sufficient storage size is to use SATA flash disks. 
To reduce the size and power consumption of the recording equipment and to enable project-
specific adaptations it is desirable to use an FPGA as an interface to SATA devices. 
This thesis concerns the development of such an interface implemented on an FPGA. The 
theory behind the SATA interconnect standard is described along with the design work and its 
challenges.                          
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Glossary  

BlockRAM Block Random Access Memory. A dedicated two port memory inside the FPGA.  

Chipscope  A program that inserts an internal logic analyzer to integrated circuits. This 
allows the signals of interest to be monitored on a PC.   

COTS Commercial Of The Shelf. A product that can be purchased in any store, unlike 
industrial products.  

CRC Cyclic Redundancy Check is an error detecting scheme that is used in SATA to detect 
bit errors. 

Device Storage device, for example a flash disk.   

Dword 32 bit word 

DMA Direct Memory Access. DMA memories perform faster reads and writes since the 
processor does not need to be involved, i.e. the memory is accessed directly.  

EMI Electromagnetic Interference occurs due to electromagnetic induction and is common in 
rapidly switching signals such as gigabit transceiver signals. 

Evaluation board A printed circuit board (PCB) with some sort of microcontroller or FPGA 
along with the minimum support logic needed to use it for evaluation/test of a design; 
switches, buttons, LEDs etc.  

FIFO stands for First In First Out and is a data queuing method 

FIS Frame Information Structure. It contains the user payload which is the SATA command 
to be executed. 

FPGA Field Programmable Gate Array which means an integrated circuit that can be 
configured by a designer in field .  

Frame A sequence of primitives packed in a data structure 

FSM Finite State Machine is a mathematical model to control the flow in a digital system. 
The system is said to have a finite number of states. 

GTP Gigabit transceiver (transmitter and receiver) with low power that is present in FPGAs. 

HDL designer A graphic tool to design VHDL code blocks 

LFSR Linear Feedback Shift Register is a shift register that can be used to create pseudo 
random bit patterns.  

Modelsim A digital system simulation and verification tool 

OOB signaling Out of Band signaling. A method for the host and device to communicate 
before there is an established serial link.  
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Primitive A Dword used to communicate with the device 

PLL Phase Locked Loop. In digital systems it is mostly used to distribute clock timing pulses 

SATA Serial Advanced Technology Attachment is a storage interconnect standard 

SATA host Unit that executes SATA commands, for example an FPGA  

Squelch detector A detector that is built in a receiver to filter out any signal not meeting the 
minimum amplitude. It is used in gigabit transceivers to detect OOB signals. 

VHDL VHSIC (Very High Speed Integrated Circuit) Hardware Description Language is a 
programming language used in electronic design to program digital systems such as FPGAs 

Wizard A program that automatically ( magically ) sets up or configures an application via a 
user interface.                                   
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1. Introduction  

This report is the result of a Master s thesis in Electrical Engineering. The thesis was carried 
out at the department of Computer Technology at Linköping University on behalf of the 
company Saab Dynamics AB. The thesis concerns the development of a SATA host controller 
on an FPGA that will be used for recording data from camera sensor systems at Saab 
Dynamics AB. This chapter contains an introduction that describes the background and task 
for the thesis.  

1.1 Background  

Many projects at SAAB Dynamics AB involve image processing. A rather famous product is 
SAAB Dynamics Rapid 3D mapping system. Cameras are placed underneath air planes that 
fly over the territory of interest. The system generates a three dimensional map of the zone 
within a few hours. At the time when this thesis was submitted, this was the fastest 3D 
mapping system in the world. Other examples of projects that require image processing deal 
with everything from civil security monitoring and air traffic control.  

The requirements that these projects have in common are 

 

A large storage area is required since a huge amount of data has to be recorded(1) 

 

The recording should be fast and continuous (2) 

 

The recording equipment has to be small sized and light weighted (3) 

 

The system should have an interface to industrial cameras that feed raw camera 
data through a Camera Link interface (4)       

An evaluation of different solutions was made at SAAB Dynamics and the conclusion was 
that SATA 2.5" flash disks are the storage devices which will fulfill the requirements of 
speed, size and cost. The usage of SATA devices requires a SATA host that will serve as an 
interface between the cameras and the SATA storage device. There are different alternatives 
when choosing an appropriate host controller:  

 

A standard PC cannot be used since it does not fulfill requirement (3) 

 

A small-card PC with a USB and SATA connector cannot be used since it does not 
fulfill requirement (4). Unlike COTS cameras and COTS storage devices, the 
industrial cameras at hand uses a Camera Link interface instead of USB interface.  

 

An FPGA fulfills all requirements  

Purchasing a commercial FPGA SATA host is not an option. In addition to the high price, the 
host controller interface must be available for many different projects. To enable project 
specific adaptation at a reasonable price and to avoid licence issues, the best solution is to 
design a customized SATA host controller.     
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1.2 The task 

The task for this thesis is to design and implement a SATA host controller on a Xilinx FPGA 
from the Spartan 6 family. The host should be able to transfer data to and from a SATA 
device. To be able to design the interface, a deep going study of the SATA standard is needed 
as well as knowledge about gigabit transceiver technology. The architecture of a SATA host 
interface is divided in layers. The lowest layer takes care of the transmission and 
interpretation of the actual electrical signals. The layers above it handles flow control and puts 
packets of data together in a way that can be understood by the SATA device. Each layer in 
the architecture can be translated into a VHDL logic block. The challenge for this thesis is to 
design these blocks, test them in hardware and analyze the results.                                          
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2. Understanding SATA  

This chapter contains SATA technology fundamentals. The architecture is described briefly as 
it will be explained in more detail in chapter 3. 

2.1 SATA Motivation 

Serial ATA is the storage interconnect standard that is replacing the old PATA (parallel ATA) 
technology. SATA was developed to meet the increasing demands of faster data transfer 
performance from the industry. In serial data transfers, all bits are transferred on the same pair 
of wires. Parallel data transfers have dedicated wires for each bit. This means that parallel 
data transfers requires extra synchronization logic so that all bits in a byte arrive at the same 
time. As data rates are constantly increasing, the cost of getting around the synchronization 
issues in PATA is also increased. This is the reason why SATA is considered the simpler and 
cheaper solution. The SATA standard also has lower signaling voltages, lower pin count (for 
both host and devices) and a power consumption that is suitable for mobile use.   

2.2  SATA architectural overview 

There are four layers in the SATA architecture: Application, Transport, Link and Physical 
(also called Phy). These layers are depicted in the block diagram in figure 2.1. The layers 
correspond well to the logic blocks that need to be designed for a SATA interface. In this case 
the host is an FPGA (instead of a PC) and the storage device is a SATA flash disk. An 
overview of each layer and its functions is given in figure 2.2.  

Cable/connector 

Physical 

Link 

Transport 

Application 

Host (FPGA) Device (SATA disk) 

Command 

Physical 

Link 

Transport 

Application 

Command 

Software/Firmware 

Hardware 
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Figure 2.1 SATA architecture block diagram.   

   
Figure 2.2 SATA architecture layer overview.  

2.2.1  Physical layer 

The Physical layer is the lowest level of the interface. This layer is often referred to as the 
Phy. The layer is responsible for generating the electrical signals that are transmitted and 
deciphering the received signals. Signals are received and transmitted serially. The Phy layer 
serializes data to be transmitted and parallellizes received data. This is done by implementing 
a gigabit transceiver (The GTP block in figure 2.2). The data is encoded using 8/10b 
encoding. According to [1] the 8/10bit encoding should be performed in the Link Layer but in 
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Link layer 
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this thesis it is done in the GTP block. The reason for this is that the core generated Spartan-6 
GTP was designed this way. The Physical layer controls the initialization of the SATA link 
using OOB signalling. Details about 8/10bit encoding and OOB signalling are given in 
chapter 2.6 and 2.7.4-2.7.8 respectively.     

2.2.2 Link Layer  

In SATA, data structures are referred to as frame information structures, so called FISes. This 
layer defines the protocol that transmits and receives packets (frames) that contains FISes. 
The layer is responsible for performing error detection using the CRC algorithm. A CRC 
check sum is generated for each FIS that should be transmitted and each FIS is checked for 
errors by checking the received CRC check sum. Flow control commands are sent and 
received as 32 bit words, so called primitives. The Link Layer is responsible for suppressing 
transmitted primitives and unsupressing received primitives. It is also responsible for 
scrambling transmitted payload data and descrambling received payload data. Error detection 
with CRC, scrambling and primitive suppression is described in detail in chapter 2.7.2  2.7.4.   

2.2.3 Transport / Command Layer  

The Transport layer defines the format and structure of the FISes and packs the control 
information and data into them. The FISes are sent and received through FIFOs.  

The command layer can be a part of the Application layer or the Transport Layer. In this 
thesis it is defined in the Transport Layer. The command layer specifies which FISes will be 
sent and the order in which they will be sent for the different SATA commands. Since the 
requirements of software compatibility to PATA already describe the behavior of the host 
completely, the command layer protocol is not defined in the SATA specification. The 
command layer is therefore the only layer that is defined only for the device.   

2.2.4 Application Layer  

The Application layer contains the host/device controller interface. The host Application layer 
is responsible for executing SATA commands. It has two types of programming registers: 
shadow registers and SATA specific registers. Shadow registers are commonly called task file 
registers. They are interface registers for delivering commands to the device or receiving the 
status of the device. The SATA specific registers are for the host controller. They contain 
status, error information, notifications etc. The device Application layer constantly needs to 
update the shadow registers since they are physically located in the host.   

2.3   Data representation  

Data is represented in words of 32 bits, so called Dwords. That is, each Dword is 4 bytes long. 
Each pair of bytes is a word in the normal sense. Only an even number of bytes is permitted in 
SATA transmission. Each byte in a transmitted or received Dword is called a character.   
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Figure 2.3 Byte, word and Dword relationships.  

2.4  Primitives 

Primitives are special Dwords that represent transport control functions that are used in the 
Link layer and Transport layer. Every byte in a primitive is a character. Byte 0 is a control 
character and byte 3 to1 are data characters. To indicate that a Dword is a primitive they are 
denoted with a lowered P, for example ALIGNp, SYNCp, and R_OKp. 
A full list of SATA primitives along with their names and descriptions is given in appendix 
A.   

Byte 3 Byte 2 Byte1 Byte 0 
Character type Data Data Data Control 

 

Figure 2.4 Primitive structure.  

2.5  Frames and FISes 

A frame is an indivisible packet of primitives and FISes. Frames are easily recognized since 
they start with the start-of-file primitive, SOFp. After that comes the FIS. FISes contain the 
user payload. Combinations of different FISes form the SATA command that you want to do, 
for example Identify device or DMA read . The FIS is also allowed to contain some flow 
control primitives such as HOLDp or CONTp. A FIS can be between 1 and 2064 Dwords 
long. Byte 0 of DWord0 in a FIS represents the FIS type. An overview of an example FIS is 
presented in table 2.1. The bytes that are not marked are specific for the FIS type. They can be 
anything from memory addresses to feature values and for now the details are not important. 
A list of valid FIS types and their FIS type field values is given in table appendix A.  

Dword Byte 3 Byte 2 Byte 1 Byte 0 
0 Error Status Interrupt FIS Type 
1 - - - - 
2 - - - - 
. 
. 
. 

- - - - 

N - - - - 

Table 2.1 An example FIS. 

Character (8 bits) 

Word (16 bits) 

DWord (32 bits) 
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After the FIS follows the CRC which is the Cyclic Redundancy Check sum that has been 
calculated for error detection. The frame is ended with the end-of-file primitive, EOFp.  

  1 Dword

 
1 to 2048 DWords

 
  1 Dword

 
  1 Dword

 

SOFp FIS CRC EOFp 

 

Figure 2.5 Frame structure. 

2.6 8/10 bit encoding 

8/10 bit encoding is the encoding scheme that is used in SATA to encode 8 bit characters to 
10 bit symbols. It has the advantage of short run length and DC balance and is therefore a 
common encoding method in high speed serial applications. It might seem odd to encode the 
characters to a longer sequence since that would seemingly reduce the overall performance 
since the actual transmission performance is degraded by 25 % [3]. The reason for this type of 
encoding is that it makes clock recovery possible. As will be explained further on, serial 
transmissions need clock recovery. Serial transmissions generally give higher performance 
than parallel transmissions, so in the end the performance is increased.     

2.6.1  Character notation 

There is a flag Z that determines if the character is a control character (Z=1) or a data 
character (Z=0). If it is a control character the symbol will start with a K and if it is a data 
character it will start with a D. Bit 4 to 0 determines the first part of the symbol and Bit 7 to 5 
determines the second part. Both parts are represented as a decimal number for simplicity. 
The first part and the second part are separated by a dot.  

Example 2.1: The character 10111100 is represented as K28.5  

 

As was mentioned in 2.4, each byte in a primitive is a character. Byte 0 is a control character. 
A common control character for SATA primitives is K28.3, whilst K28.5 is only used in the 
ALIGNp primitive. The rest of the bytes are data characters. The encoding of all SATA 
primitives is given in appendix A. The characters are also given as hexadecimal numbers 
since that is how they are represented in VHDL code.    

2.6.2  Run length 

The SATA interface does not include a reference clock signal for data transmission. This 
means that the clock must be derived from the data itself. This method is called clock 
recovery and the clock is said to be an embedded clock. Recovering a clock signal from a data 
stream is easiest if the stream contains a lot of transitions. If there are too few transitions, i.e. 
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too many 0 s or 1 s in a row, the run length gets long which means that it will be hard to 
determine the precise number of unit intervals of 1 s or 0 s that should be represented. 8/10 
bit encoding solves this since none of the symbols have more than five 1 s or 0 s in a row.   

2.6.3  DC balance 

If a serial high speed implementation has capacitive coupling it will block the DC component 
of signals. To avoid this, 8/10 bit encoding ensures that there are no DC components to block 
in the serial stream. That is, the number of 1 s is equal to the number of 0 s for all the 
symbols.   

2.5.4  Running disparity 

If there are more 1 s than 0 s or vice versa in a symbol (10 bit pattern), the symbol is said to 
have disparity. Since the disparity is calculated during ongoing encoding it is called running 
disparity. If the number of 1 s is larger than the number of 0 s, the running disparity is 
positive and if the number of zeros is larger than the number of 1 s it is negative. If disparity 
occurs, the 10 bit pattern needs to be corrected. If the disparity is positive it can be corrected 
by having the next ten bits be a combination with six 0 s and four 1 s. If the disparity is 
instead negative it can be corrected by having the next ten bits be a combination with six 1 s 
and four 0 s. 
To make the correction work, there are two versions of each 10 bit symbol. One is for when 
the running disparity is negative and one for when it is positive. The encoding is selected with 
respect to the disparity when the character is being encoded.  

Example 2.2: 
The character K28.5 (or 101111001) has a different 10 bit pattern depending on the running 
disparity.  

Positive disparity gives: 0101111100 
Negative disparity gives: 1011000011  
            

2.7  Transmission overview  

The serial bit stream on the link consists of the 8/10 bit encoded symbols. These are grouped 
to primitives and frames as in the example in figure 2.5 which is taken from [1]. As was 
explained in 2.4, primitives are DWords that are used to control the transmissions. Frames 
were explained in 2.5. Except for the parts that were explained ( SOFp,FIS,CRC and EOFp), 
the frame in figure 2,5 also has a HOLDp primitive and a HOLDAp primitive inserted in the 
FIS contents. The HOLDp primitive is used to indicate a paus in the transmission. This pause 
is held if the transmitter does not have the next payload data ready to transmit or if the 
receiver is not ready to receive the next payload data. The HOLDAp primitive indicates a 
hold aknowledge that is being sent while the HOLDp is being received.  
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Figure 2.6 Example of transmission. 

2.7.1  Alignment  

Alignment of the serial bit stream is required to synchronize the DWords. This is done with 
the ALIGNp primitive. The ALIGNp primitive starts with the control character K28.5. This 
control character is only used in the ALIGNp primitive. It contains a special bit sequence that 
is called the comma sequence and the character K28.5 is therefore referred to as the comma 
character. Everything that is received after the ALIGNp primitive is interpreted as valid 
bytes. 

The SATA host and device send pairs of align primitives to each other every 256 Dwords to 
achieve continuous alignment. The comma sequence is the first 6 bits of the control character 
at byte 0 in the primitive. If the disparity is positive the comma sequence is 111100 and if 
negative it is 000011 as can be observed in example 2.1 and 2.2.  

2.7.2  Error detection with CRC 

In SATA error detection is done with Cyclic Redundancy Check (CRC). It ensures that the 
received data is the same as the transmitted data for each bit in the Dword. When the SATA 
host is transmitting a frame, a 32 bit check value, often called the CRC value, is calculated 
over the contents of the FIS. The CRC value is then appended to the FIS as in figure 2.4. 

The 32 bit CRC check sum is calculated with a simple algorithm that resembles mathematic 
polynomial division. The polynomial that is used as a divisor is called the generator 
polynomial G(x). The generator polynomial that is defined for SATA is represented in 
equation 2.1. This is an IEEE standard polynomial used for CRC calculation.  

1)( 245781011121622232632 xxxxxxxxxxxxxxxG             (2.1)  

If the input data stream is denoted as the polynomial M(x), the CRC check sum C(x) can be 
expressed as   

)(mod)()( 32 xGxxMxC

  

(2.2)  

To put it simply,  

C(x) = remainder of 
)(

)(
32

xG

x
xM  (2.3)  
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The input Dword is padded with a number of zeroes that correspond to the length of the CRC 
to be calculated which in this case is 32. Each bit in the 64 bit result that is a 1 is EXORed 
with the corresponding bit in the divisor. The divisor is then shifted and the procedure is 
repeated until there is a 32 bit remainder. The remainder is the CRC check value.   

The algorithm is implemented with a LFSR (Linear Feedback Shift Register). This means that 
the flip flops on position 32,26,23,22,16,12,11,10,8,7,5,4,2 and 1 in a hardware LFSR is 
connected to an EXOR gate. 

To decide if the appended CRC value in a received frame is correct , a check is required by 
the SATA host. If the CRC value is not correct, there is at least one bit error. One might think 
that the check is made by calculating the CRC value over the FIS and then compare this value 
with the appended CRC value. In practice, the CRC value is calculated over both the FIS and 
the appended CRC value. Due to the mathematics of CRC algorithms, the resulting CRC 
value will be zero if there are no bit errors [2].    

2.7.3  Scrambling and descrambling 

The payload data in a FIS might have long sequences of repeated data. To avoid long run 
length and EMI (Electromagnetic Interference) the data is encoded as a pseudo random bit 
pattern. This method is called scrambling and is common in many digital systems. To create 
randomized data, so called scrambled data, there are a few different algorithms that can be 
used. 

The algorithm that is specified for SATA uses a LFSR, just like the CRC algorithm. The 
SATA protocol specifies that the LFSR should use the polynomial in 2.2. 

1)( 4131516 xxxxxG     (2.2) 

Since the Dwords are continuously shifted and EXORed, the output from the LFSR appears to 
be random data. However, it is easy to recreate the Dwords by simply running them through a 
descrambler that uses the exact same algorithm. 

The SATA specification demands that all data between the SOF and EOF is scrambled before 
transmission to the Phy layer and descrambled when received from the Phy layer. The 
protocol also states that the LFSR should be initialized with a seed value of all 1 s 
(FFFFFFFF in hexadecimal code). The initialization should be made each time a SOF is 
transmitted (for scrambling) or received (for descrambling). 

2.7.4   Primitive suppression - the junk data approach 

Primitives do not need to be scrambled in the normal sense. Nevertheless, EMI and run length 
issues will be a problem if many repeated primitives are sent for long runs. For example, this 
is often the case when the SYNCp primitive is sent to synchronize the host with the device or 
when the HOLDp is sent to indicate that the next payload data in a FIS is not ready for 
transmission. These types of transmissions are avoided by suppressing repeated primitives.  

The SATA protocol defines a special primitive, CONTp, to do primitive suppression. If more 
than two consecutive primitives are to be sent they are followed by the CONTp primitive. The 
CONTp primitive tells the receiver that the last primitive that was sent before the CONTp is 
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valid until a new primitive is detected. Meanwhile, junk data is put on the wire and this 
method is therefore referred to as the junk data approach [2]. In the example in figure 2.6, the 
WTRMp primitive is sent after a frame while waiting for the reception status from the 
receiver. The WTRMp primitive is suppressed until a SYNCp primitive arrives.  

 

Figure 2.7 Suppression of the WRTM primitive.  

2.7.5  Initialization with OOB signaling 

Before normal transmissions (figure 2.5) can be made, the link must be up and running. To 
establish a serial link between the host and device an initialization procedure is required. 
Before the link is up, the host and device communicates using OOB (Out of Band) signaling. 
Like the name implies, signals are transferred out of band. In SATA, that means that they 
have very low amplitudes that are only a small fraction of the amplitudes of normal signals. 
The initialization sequence consists of a handshake procedure where the host and device sends 
and detects different OOB signals in a specific order and with a strict timing schedule.   

2.7.6  OOB signals 

There are three types of OOB signals; COMRESET, COMINIT and COMWAKE. The first 
two are identical but have a different name depending on if they are sent from the host 
(COMRESET) or from the device (COMINIT).  
OOB signals are basically sequences of signal bursts and signal idles. A burst is an align 
primitive that is sent for 106, 7 ns. An idle is when the signal is in its common mode level and 
nothing is transmitted. The timing for OOB-signals is given in figure 2.7.  

SATA compatible devices like gigabit transceivers have a squelch detector that can interpret 
OOB signals by detecting the absence and presence of the signal. It is the absence of the 
signals (idles) that determines the OOB signal type. According to [4], this means that it does 
not matter which primitive is sent, it does not have to be an ALIGNp.       

 

      Figure 2.8 OOB signal timing [1]. 
   

 2.7.7  Startup sequence 

The handshake procedure that is required for startup is illustrated in figure 2.8. It starts when 
the host sends a COMRESET signal to the device. When the host releases the signal, the bus 
is in a quiescent condition. The host is now waiting for the device to respond with the 
COMINIT signal. If no COMINIT is received for 880 us the host starts to send COMRESET 
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again. When the device responds with COMINIT the host calibrates itself (if needed) and 
sends a COMWAKE signal to the device. The device answers by calibrating itself (again, 
optional) and sends a COMWAKE back to the host. After that, the device sends continuous 
stream of ALIGNp primitives. When the host detects the ALIGNps from the device it starts 
sending a stream of D10.2 characters. The D10.2 character consists of alternating 1 s and 0 s. 
In SATA applications it is often called the dial-up tone. The host must lock to the ALIGNps 
sent from the device and must do so within 56, 6 us. If no ALIGNp is received within 880 us 
the host restarts the whole start up sequence by sending COMRESET. The device locks to the 
ALIGNps sent from the host and sends a primitive to the device to indicate that is ready for 
normal transmission. When the host has received the SYNCp along with three primitives that 
are not ALIGNp, a successful link has been established.  

 

Figure 2.9 SATA link startup sequence [1] .  

2.7.8.  Calibration 

Calibration is an optional step in the initialization procedure that is done if the termination 
voltages of the receiver/transmitter needs to be matched to the characteristic impedance of the 
interconnect which is 100 Ohm. The SATA solution has so called integrated termination 
which means that an integrated resistor network with variable sized resistors is switching to 
get the best match for 100 ohm.                   
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3. SATA design and implementation on Spartan 6   

This chapter describes how the SATA host was designed and how it works. The design work 
was done in HDL designer and Modelsim was used for simulation. Each block in the design 
contains VHDL code that describes the behavior of the block. The design of each layer in the 
SATA architecture is described along with the FPGA area that each of the blocks occupy. For 
the blocks that have not been implemented there is an estimation of the FPGA resource cost. 
The implementation and hardware testing was done with an evaluation board which has a 
Xilinx Spartan 6 FPGA. The hardware testing is described in chapter 4 and all test equipment 
is listed in appendix B.   

3.1  GTP overview 

Gigabit transceivers are transceivers with low power and bit rates above 1 Gbit/s. The Xilinx 
Spartan 6 FPGA that is used in this thesis has a GTP that has support for SATA generation 1 
and 2 with transfer rates of 1, 5 Gbit/s and 3 Gbit/s respectively. Information about the 
Spartan 6 GTP is available in [10].   

3.1.1  Function 

The main task of the GTP is to serialize parallel data to be transmitted and deserialize serial 
data that has been received. The GTP has a transmitter TX and a receiver RX that uses 
differential signaling and can be configured to do OOB signalling. Furthermore, the GTP has 
several ports that are used to configure it to get desired functionality.      

3.1.2 Generation 

The VHDL block for the GTP was generated with COREgen, Xilinx Core Generator tool. The 
core generator includes a Wizard that automatically configures the GTP to get the 
functionality desired by the user. This Wizard was used to generate a GTP that was 
configured to support the SATA protocol. An overview of the final GTP block that was 
generated is illustrated in figure 3.1. More information about the GTP transceiver Wizard is 
given in [6]. 
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Figure 3.1 Overview of the generated GTP block configured for the SATA protocol. 

3.1.3 Configuration  

The GTP was configured to use  

 

PLLs to multiply the reference clock running at 150 MHz to the required serial rate 
which is 1,5 GHz for SATA generation 1.  

 

8/10 bit encoding and clock data recovery as described in 2.6.  

 

Comma alignment as described in 2.7.1  

 

OOB signaling to initiate the serial link as described in 2.7.2.   

 

Receive equalization to amplify the high frequency parts more than the low 
frequency parts to compensate for the low pass filter effects that are often introduced 
in serial links.  

Some features that are required for multiple GTP solutions (i.e. designs that use several 
GTPs) were discarded such as  

 

Clock correction which is used to compensate for the small frequency difference 
between the reference clocks for different GTPs  

 

Channel bonding which allows the GTP to compensate for skew between multiple 
connections 
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3.2  Physical layer design  

The Physical layer is the lowest level of the architecture and is responsible for the actual 
generation and interpretation of electrical signals that are transmitted and received from the 
GTP. The main challenge when designing the Physical layer is to establish a serial link 
between the host and device using OOB signaling. 
The block diagram of the Physical layer is illustrated in figure 3.2. A more detailed block 
schedule is given in appendix D.1, where the signal names are also available.     

 

Figure 3.2 Physical layer design block diagram.  
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3.2.1  Initialization with the OOB control block 

The OOB control block contains an FSM (Finite State Machine) that controls and performs 
the startup sequence described in 2.7.4. The state diagram for the host Physical layer 
initialization FSM is given in figure 3.3. The figure is a block diagram version of the table 
diagrams in [1] and is similar to the state diagram in [5].            

Figure 3.3. Phy Initialization FSM for the SATA host. 
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The Phy initialization FSM controls the OOB signals to be transmitted via the ports  

-  TXCOMSTART (indicates start of COM sequence) 

- TXCOMTYPE(indicates the OOB signal to be transmitted, i.e. COMRESET or 
COMWAKE) 

-  TXELECIDLE (indicates when the transmitter is in electrical idle mode)  

The signals are transmitted from TXDATA(16 parallel bits) and fed to the GTP which 
performs 8/10 bit encoding on the bytes and outputs them serially on the differential 
transmitter pair TXP(positive) and TXN(negative). The GEN2 port of the OOB control block 
is set to 0 because the disks used in this thesis only have support for SATA Generation 1 
speed (1.5 Gbit/s).  

The received data is provided from the GTP along with  

- RXCHARISK(Indicates that a control character has been detected) 

- RXSTATUS (Indicates the receiver status, which can be that a COMINIT or 
COMWAKE has been received or that the transmission of the COM sequence has 
completed) 

- RXBYTEISALIGNED (Indicates that the received byte is aligned) 

- RXELECIDLE (Indicates when the receiver is in electrical idle mode. The receiver is 
idle in between the OOB signal bursts.)  

When the link is established the OOB-control block outputs LINKUP = 1. 

3.2.2  Normal Transmission  

When the startup sequence has been completed and the SATA link is up the interface goes to 
normal transmission mode. In this mode, 10 bit encoded characters are transmitted and 
received serially via the same differential pairs, only now the amplitudes of the signals are in 
band . These characters are 8/10 bit encoded and sent to and received from the Link layer as 
Dwords. Since RXDATA and TXDATA are 16 bits wide, they need to be converted to 
Dwords. Two blocks were later added to the Phy layer design to do conversion from words to 
Dwords for reception and conversion from Dwords to words for transmission.   

3.2.3  Clocking  

The reference clock to the GTP is 150 MHz and is provided by an oscillator on the evaluation 
board [11].A DCM inside the GTP user clock source block provides the frequency 150 MHz 
and 75 MHz to the RX and TX user clocks on the GTP[9]. The user clock of 75 MHz is used 
to clock all the blocks. the serial data has an embedded clock.   
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3.2.4 Reset and lock control 

The reset and lock control takes reset signals from the GTP block and OOB control block and 
creates reset signals for the transmitter, receiver and DCM. It also indicates when the PLL is 
locked. The DCM reset signal is released when the GTP PLL is locked.   

3.2.5  FPGA area utilization   

The Physical layer blocks were synthesized and the resources that each block occupy on the 
FPGA are given in table 3.1. The total percentage that is given represent the percentage of the 
available resources on the Spartan-6 FPGA.    

BlockRAMs 
Specific feature 
utilization 

 

Block  Flip-flops  LUTs 
18KB 9KB DCMs GTPs 

SATA_GTP 419 404 0 0 0 1 
OOB_ctrl 63 131 0 0 0 0 
GTP userclock source 0 0 0 0 1 0 
Dword to Word 49 18 0 0 0 0 
Word to DWord 49 5 0 0 0 0 
Total 
(% ) 

580 
(<1%) 

558 
(<1%)  (0%)  (<0%) 

1  
(8%) 

1  
(25%) 

 

Table 3.1 FPGA area utilization for the Physical Layer.  

3.3  Link layer design 

When the Phy layer has initialized the serial link (LINKUP = 1), the Link layer is told that the 
Phy layer is ready to start normal transmission. An FSM controls the flow of the Link layer. 
When the Phy is ready, this FSM goes to idle mode which means that transactions are now 
allowed. A block diagram of the Link layer is given in figure 3.4. The Link layer blocks will 
be explained in the following sub chapters. A detailed block schedule with signal names 
included is given in appendix D.2.  
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Figure 3.4 Link layer design block diagram.  

    
3.3.1 Packing and transmitting FISes in frames 

The Link layer gets the FISes from the Transport layer. The main task for the Link layer is to 
encapsulate the FISes to frames by first sending a SOFp before the FIS, then calculate and 
send the CRC value after the FIS and finally mark the end of the frame by sending a EOFp.  
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3.3.2  Unpacking and receiving FISes in frames  

The Link layer receives frames from the Phy layer. Another main task for the Link layer is 
therefore to unpack the frames and extract the FISes. This is done by first recognizing the 
SOFp, and then checking that the calculated CRC is the same as the CRC sent in the frame 
and finally recognizing the EOFp which marks the end of the frame.  

3.3.3.  Link layer FSM 

The fundamental dispatch function of the Link layer is the idle state. When the Link layer 
FSM is in its idle mode, it signals to the RX FSM and TX FSM that transactions can begin. If 
the communication is lost, this FSM does the error handling by transmitting ALIGNp 
primitives until the Phy signals to the Link layer that it is ready for transmission. The state 
diagram for the Link layer FSM is given in figure 3.6. Note that the Transport layer can force 
the Link layer FSM to the idle state by asserting the sync_esc signal. This is done as a last 
resort if the transmission is erroneous and you want to restart the whole FIS transmission 
process by sending SYNCp.     

Figure 3.5 State diagram for the Link layer FSM   

3.3.4  Transmitter FSM 

The transmitter FSM has nine states as specified in the SATA Link layer transmit protocol 
[1]. It handles the flow control for transmitting frames. There is a difference between the host 
and device transmit protocol due to the fact that they both cannot transmit at the same time. 
The device always have transmission priority and therefore the host FSM will stay in its initial 
state until the receiver is idle[2]. The state diagram for the transmitter FSM is given in figure 
3.6. It was constructed according to [1] and with ideas from [2].    
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Figure 3.6 State diagram for the link transmitter FSM 
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3.3.5  Receiver FSM 

Unlike the transmit protocol, the receive protocol gives the host priority to receive data from 
the device. This gives a slight difference in the state diagram. The state diagram is given in 
figure 3.7 and was constructed according to [1] , with ideas from [2]. The Transport layer will 
send and receive FISes through FIFOs. The receiver FSM makes sure that there is available 
space in the receiver FIFO before receiving a FIS.                        
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Figure 3.7 Receiver FSM state diagram.  
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3.3.6 CRC generation and CRC check 

The Link layer is responsible for generating and appending the CRC value to the FIS. It is 
also handles the error detection by calculating the CRC value for a received frame. The CRC 
generation and CRC check blocks were designed according to 2.7.2. The code for the CRC 
algorithm was automatically generated with [8]. 
   

3.3.7           Primitive suppression and primitive unsupression 

Primitive suppression is done before transmission to the Phy and when receiving data the 
procedure is reversed with the Primitive unsuppression block. The junk data approach 
described in 2.7.4 was used. The junk data that was put on the wire after  
CONTp is simply the output from the same LFSR that is used for scrambling. The repeated 
primitive is scrambled over and over again until a new primitive is detected which gives a 
constantly changing bit patterns that are run length and EMI safe. 
Primitives were unsuppressed by simply repetitively forwarding the last primitive that was 
received before the CONTp until a new primitive is received from the Phy.  

3.3.8            Scrambler and descrambler   

The scrambling and descrambling blocks are the blocks closest to the Phy and they were 
designed according to 2.7.5. C code for the scrambling was taken from [1] and converted to 
VHDL code.  

3.3.9    FPGA area utilization   

The Link layer blocks were synthesized and the resources that each block occupy on the 
FPGA are given in table 3.2. The total percentage that is given represent the percentage of the 
available resources on the Spartan-6 FPGA.    

BlockRAMs 

 

Block  Flip-flops  LUTs 
18KB

 

9KB 
Link layer FSM 3 15 0 0 
Scrambler 50 111 0 0 
Descrambler 50 115 0 0 
Primitive suppression 155 264 0 0 
Primitive unsuppression 66 93 0 0 
CRC generation 68 181 0 0 
CRC check 74 152 0 0 
RX FSM 57 107 0 0 
TX_FSM 41 116 0 0 
Total 
(%) 

564 
(<1%) 

1154 
(<1%) 

0 
(0%) 

0 
(0%) 

 

Table 3.2 FPGA area utilization for the Link Layer.  
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3.4   Transport/Command Layer design suggestion  

A block diagram of a combined Transport and Command layer design is given in figure 3.8. 
This design was never finished. During the hardware tests that are described in chapter 4, 
problems were encountered when the Link layer was tested. Due to lack of time the errors 
were never solved. For this reason the description of the Transport layer blocks should merely 
be considered as design suggestions.  

The main task for the Transport layer is to construct FISes. A list of valid FIS types is given 
in appendix A. The SATA host that should be designed for this thesis is only going to be used 
for recording of data, so there are only a few FIS types that are of interest. In the end, there 
are only two SATA commands that are needed to do recording: DMA read and DMA write.  
A DMA interface is therefore needed in the Transport layer. The DMA interface is 
responsible for constructing the FISes that are needed to do DMA operations and putting them 
together in the right order to form the DMA commands. Since the DMA interface is 
responsible for sending and receiving FISes in the correct order, the Transport layer can be 
considered as the Command Layer as well.  

When testing only the Transport layer, there is no need for a shadow register interface. It will 
be enough to observe the status and error registers that are delivered in the FISes that are sent 
from the device to confirm that the Transport layer is working. For the final design, a shadow 
register interface will be needed to decode register FISes and deliver data to the shadow 
registers in the Application layer.    

The Transport layer has an idle state machine, just like the Link layer. The idle state machine 
stays idle until either a FIS transmission or reception is requested. The DWords that make out 
the FISes are queued in two FIFOs, one for the RX side and one for the TX side. The 
Transport layer idle state machine controls these FIFOS.  
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Figure 3.8 Suggested Transport layer design block diagram.  

3.4.1  Transport layer FSM 

The Transport layer FSM should be idle until either a FIS transmission is requested or a FIS 
reception is indicated by the Link layer. The Transport layer idle FSM should be triggered by 
the Application layer requesting a FIS transmission by writing to the shadow registers. The 
Transport layer is also responsible for preventing over or under runs in the RX and TX FIFOs. 
Furthermore, it handles the forwarding of FISes to the DMA interface or the shadow register 
interface depending on the FIS type. The state diagram for the Transport layer FSM is given 
in figure 3.9. It has been created with ideas from [2]. 
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Figure 3.9 Transport layer FSM state diagram.  

3.4.2  DMA interface 

The DMA interface contains a FIS decoder, a DMA FSM and a FIS constructor. The DMA 
FSM decides which DMA command to issue and when. The FIS constructor makes the FISes 
and puts them in the correct order for each command. The FIS decoder extracts the 
information from the received FISes and outputs the status and error register. The flow chart 
for the DMA interface when performing a DMA write operation is given in figure 3.10 to 
exemplify the flow of a common operation.     
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Figure 3.10 Flow chart for a DMA write operation. 
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3.4.3  RX FIFO and TX FIFO 

The FIFOs were generated with Xilinx Core Generator tool. They are standard FIFOs with a 
row width of 32 bits and row depth of 2048 which is the maximum FIS length.   

3.4.4  Shadow register interface 

The shadow register interface is responsible for decoding register FISes and constructing 
command and control FISes to be sent to the device. The shadow register interface updates 
the shadow registers whenever a FIS with register data is received. The shadow register will 
be explained in more detail in chapter 3.5.2.  

3.4.5 FPGA area estimation   

There is no way to determine the exact FPGA area that the Transport layer will occupy prior 
to the implementation of the design. Nevertheless, the FPGA resource cost can be estimated. 
An estimation of the FPGA area utilization for the Transport layer is given in table 3.3. The 
Shadow register interface and DMA interface will consist of three and four FSMs 
respectively. The Transport Layer FSM will be slightly more complex than the Link Layer 
FSM. Judging from the resource cost for the FSMs implemented in the Physical and Link 
layers, each FSM will consist of  around ~50 Flip-flops and ~100 LUTs. Since there are no 
integrated FIFOs on the Spartan-6 FPGA, the FIFOs will be implemented with BlockRAMs. 
The amount of BlockRAMs that were used were given in COREgen when the FIFOs were 
generated.  

BlockRAMs Block Flip-flops LUTs 
18KB

 

9KB 
Shadow register interface ~150 ~300 0 0 
DMA interface ~200 ~400 0 0 
Transport Layer FSM ~50 ~100 0 0 
RX FIFO 0 0 4 0 
TX FIFO 0 0 4 0 
Total 
(%) 

~400 
(<1%) 

~800  
(<1%) 

8 
(3%) 

0 
(0%) 

 

Table 3.3 FPGA area estimation for the Transport Layer.  

3.5   Application layer design suggestion 

The Application layer is the most project specific layer. The layer can be implemented in 
many ways. The shadow registers need to be placed here and the projects at SAAB Dynamics 
requires a block handling the raw data from the cameras. A block diagram for a suggested 
Application layer design is given in figure 3.12.  



 

39

  

Figure 3.11. Suggested Application layer design block diagram. 

3.5.1  Record control  

The record control block is the top module of the whole architecture. It takes in raw camera 
data in rgb format along with the image size coordinates (x and y) and calculates how many 
sectors to write and where to write them. This information is written to the shadow registers 
which forwards the relevant bytes to the shadow register interface in the combined Transport 
and Command layer. The record control block is responsible for compressing the camera data 
using a suitable algorithm, for example jpeg. 

The vsync and hsync pulse signals are for horizontal and vertical synchronization which 
means that it tells when a whole row or a whole frame in the image has been read or written. 
The pixelclock is the clock that is used to clock individual pixels.  

The goal for the projects at SAAB Dynamics is to be able to record images with a size of 27 
Mpixels at a speed of 2 Hz. This means that the required throughput is 54 Mbytes/s. In 
chapter 5.1 we will see that the theoretical maximum data rate for SATA generation 1 is fast 
enough to fulfill that requirement. The host controller does not have to implement SATA 
generation 2, at least not at the time being.  

3.5.2  Shadow registers 

An overview of the shadow registers is given in figure 3.13. The shadow registers are divided 
in command (CMD) and control (CNRTL) registers. The command registers are written 
whenever the host issues a command to the device or whenever the device updates them by 
sending a device-to-host register FIS. The sector count tells how many sectors to read or write 
and the LBA (Logic Block Address) registers tells where to write them. The Status register 
format is given in table 4.4. The BSY bit in the status register must be set to one whenever the 
host writes to the command register. To record data to the disk, you start out by writing to the 
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shadow register (left column). The data register should contain the data that should be written 
to the disk if the command is for example DMA write and the host is in the state where it is 
sending data FISes to the device. The sector count register contains the number of sectors to 
write. If no sectors should be written this register should be set to zero. The LBA registers 3-5 
contains the LBAs and the device register contains the device that should be written to, if 
there are several devices connected to the host. The command register contains the ATA 
command. There is an ATA command code for each SATA command; Read DMA, Write 
DMA, Identify device and so on. The error and status information of a transfer can be 
retrieved by reading from the shadow registers (right column). The shadow registers are 
updated by the shadow register interface of the Transport layer whenever a device-to-host 
register FIS is received or whenever the host initiates an operation.     

Register access operation

 

Read Write 

Address 7                              0

 

7                                0 

000 Data 

001 Error Features 

010 Sector count 

011 LBA low 

100 LBA mid  

101 LBA high 

110 Device Device 

   

CMD 
register 

111 Status Command 

CNTRL 
register 

110 Alternate status Device control 

  

Figure 3.12 Shadow register overview.   

3.4.5  FPGA area estimation   

The shadow register will consist of  nine 16-bit registers where each register is basically a 
flip-flop. The record control block design and implementation will depend entirely on the 
project for which it will be used. Therefore, the area estimation for this block was considered 
to be out of the scope for this thesis. Suffice to say that the resources that are available after 
the implementation of the Physical, Link and Transport layer should be more than enough as 
we will see in 6.2 where the resource cost is summarized.   
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4. Hardware tests   

Hardware tests were made for each layer in the architecture. This chapter describes the tests 
that were performed and the results from them. A bottom-up approach was used to guarantee 
that each layer work properly before the next was designed. Simulations with Modelsim were 
never performed on the top level. The reason for this is the lack of test benches. There is no 
simulation model for SATA disks. Instead the top level was tested directly in hardware. The 
testing was performed with Chipscope which is a program that inserts an internal logic 
analyzer in the FPGA and thus makes the signals visible to the user. A full list of the test 
equipment is available in appendix B.  

4.1  Phy layer - Initialization with OOB signaling  

The lowest layer is the Physical layer (see figure 2.1) and therefore it was designed and tested 
first. The test was made to verify that the initialization of the SATA link using OOB 
signalling worked properly. The handshake procedure to establish a SATA link is described in 
2.7.7. The states from the state diagram in 3.2.1 are summarized and numbered in table 4.1 to 
make the Chipscope results understandable.   

0: Host COMRESET 
1: Wait for device COMINIT 
2: Wait for release of COMINIT 
3: Host COMWAKE 
4: Wait for device COMWAKE 
5: Wait for release of COMWAKE 
6: Await ALIGN 
7: Send ALIGN 
8: READY(link is up) 

 

Table 4.1 Numbered states.  

The state is 8 when the link is established. When the test was run a problem was encountered. 
When the FSM was in state 7 it never managed to go forward. The waveform that was 
observed in chipscope is given in figure 4.1. As can be observed in figure 4.1, the electrical 
idle signal is never deasserted and thus the FSM should not move forward from state 6 to state 
7. This was fixed by setting a restriction that the ALIGNp is only considered to be detected if 
it is a real ALIGNp and not an ALIGNp that is sent out of band. After this, the Phy will 
only go to state 7 when it should. If ALIGNp is not detected or if the linkup fails in another 
way, the FSM goes to state 0 and issues a COMRESET which restarts the whole process. 
Once this change was made, the Phy worked properly as can be seen in figure 4.2. The figure 
is divided into three figures since Chipscope can only fill its buffer with a limited number of 
samples.   
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Figure 4.1 Erroneous linkup   

    

Figure 4.2 Phy works properly.      

4.2  Link layer - Receive disk signature FIS  

The next step is to have a working Link layer. The aim when testing the Link layer is to 
encapsulate and unpack FISes and verify that the CRC generation (and CRC check), primitive 
suppression (and unsupression) and scrambling (and descrambling) is working correctly. 
Unfortunately, this cannot be done before the Transport layer is implemented since the 
Transport layer creates the FISes to be sent and decodes the received FISes.  

However, the reception of a FIS can be tested. Whenever the host Physical layer establishes a 
connection to the device, a device signature FIS is sent from the device to the host [5]. This 
signature reveals what kind of device it is and its operating status. The device signature FIS is 
a so called device-to-host register FIS. The format of this type of FIS is given in table 4.2. The 
FIS consists of 5 Dwords. As was mentioned in 2.5, byte0 of Dword 0 contains the FIS type 
value which is 34 (in hexadecimal code) for a device-to-host FIS.  
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Dword Byte 3 Byte 2 Byte 1 Byte 0 

0 Error Status Interrupt FIS Type(34) 
1 Device/Head LBA high LBA mid LBA low 
2 Features LBA 

high(exp) 
LBA mid 

(exp) 
LBA low 

(exp) 
3 Reserved Reserved Sector count 

(exp) 
Sector count 

4 Reserved Reserved Reserved Reserved 

 

Table 4.2 Device-to-host register FIS format.  

The Interrupt byte indicates if an interrupt should be triggered by the FIS which it should not 
for this particular FIS. The Status byte reveals the status register content of the transfer and 
the error byte contains an ATA error code if an error was encountered during the transfer. 

LBA stands for Logical Block Address. Logical block addressing is a linear addressing mode. 
Memory blocks are referenced in units, so called logic sectors. The number of sectors that are 
to be addressed is given in the Sector count byte in DWord 3. The Device byte indicates the 
device number which in this case is zero since there is only one device present. 

The Link layer was tested for reception of this FIS by triggering on reception of the SOFp 
primitive in Chipscope. The waveform that was given in chipscope is observable in figure 4.3. 

  

   Figure 4.3 Reception of device signature FIS.   

It is clear that the Physical layer is working since the link_is_up signal is asserted and the 
OOB FSM is in state 8. The SOFp is received and the scrambled and unscrambled FIS 
contents is given in table 4.3. This is a reasonable signature for a flash disk and it does not 
differ much from the initialization signature of a hard disk which is given in [5].  

Dword Scrambled Data(hex) Unscrambled Data(hex) 
0 C38276B9 01500034 
1 1F26B369 00000001 
2 A508436C 00000000 
3 3452D355 00000001 
4 8A559502 00000000 

CRC 671F9A8E DC052495 

 

Table 4.3 Received device signature FIS.   
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A comparison with the FIS format gives that the Status byte is set to 50(hexadecimal) and the 
Error byte is 01(hexadecimal).   

The format of the Status register byte is given in table 4.4.  

Bit 7 6 5 4 3 2 1 0 

 
BSY DRDY DF - DRQ - - ERR 

 

Table 4.4 Format of the Status register byte  

That means that the DRDY bit and bit 4 (which is don t care) are set to one which gives the 
status code 50 in hexadecimal code. The DRDY bit is set to indicate that the device data is 
ready to be transmitted.  

Bit 0 in the error register is set to one but according to [3] the error register is invalid if the 
ERR bit in the status register is set to 0. The SATA protocol also states that the error register 
contains an ATA error code if the ERR bit in the status register is set [1], which it is not. 
Therefore it is reasonable to assume that the device signature was received without errors.  

4.3  Link layer or Physical layer malfunction  

The Transport layer needs to be tested for proper FIS construction and decoding. A good way 
to do this is to perform the DMA operations DMA read and DMA write. Unfortunately, a 
problem arised at this point. After the reception of the device signature FIS the handshake 
procedure was never finished. When the frame containing the FIS has been received, the host 
indicates proper reception by sending the primitive R_OKp. Meanwhile the device sends 
the WRTM primitive, indicating that it is waiting for the reception status When the device 
has received the R_OKp primitive it is supposed to stop sending WTRMp and go back to 
synchronizing mode by sending SYNCp. The problem was that the device never stopped 
sending WRTM even though R_OKp was sent to it. Several approaches were tested to solve 
this error.  

4.3.1  Proper transmission of R_OK  

The first problem to address was if the R_OKp primitive was encoded correctly and if it 
was transmitted in the right moment in the handshake procedure. The encoding was easy to 
check. The SATA standard [1] specifies the encoding for SATA primitives as in table A.2 
in appendix A. The R_OKp primitive was encoded as 3535B57C in hexadecimal code. The 
R_OK primitive consists of the 8/10b encoded characters  

D21.1  D21.1  D21.5 K28.3 

 

Where 
D21.1 = 00110101 (binary) = 35 (hexadecimal) 
D21.5 = 10110101(binary) = B5 (hexadecimal) 
K28.3 = 01111100 (binary) = 7C (hexadecimal)  

The encoding of the R_OKp primitive was therefore correct. What remained was to check 
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that the R_OKp primitive was sent in the correct moment in the handshake procedure. The 
handshake procedure for reception of a disk signature FIS is given in the block diagram in 
figure 4.4. As can be seen in figure 4.5, R_OKp was sent as soon as the EOF primitive was 
received, so the handshake procedure order is not violated.                    
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Figure 4.4 Block diagram for the handshake procedure when receiving a disk signature FIS. 

R_OK / R_ERR received by device 

R_RDYdetected by host 

SYNC detected by host 

X_RDYdetected by device 

SYNC not detected by host 

R_RDY not detected by host 

X_RDY not detected by device 

R_OK / R_ERR not received by device 

R_RDY not detected by host

 

R_RDY detected by host

 

X_RDY not detected by host

 

SYNC not detected by host

 
SYNC not detected by host

 
SYNC detected by host

 
Device transmits 
SYNC 

Device transmits 
X_RDY 

(ready to transmit)

 

Host transmits 
R_RDY 
(ready to receive) 

Host transmits 
X_RDY 
(ready to transmit)

 

Device transmits 
R_RDY 
(ready to receive) 

Host transmits R_OK (no error in reception) or R_ERR (error in reception) 
Device transmits WRTM 

Frame received by host 

Device transmits frame (SOF+ FIS+CRC+EOF) 
Host transmits R_IP (reception in progress)

 

SYNC detected by host

 
Host transmits 
SYNC 

X_RDY detected by host

 

Device transmits 
SYNC 

Frame reception in progress 

Everything ready to start transmitting SATA command FISes 

FAIL OCCURS 
HERE 
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Figure 4.5. R_OKp is sent after proper reception of disk signature FIS.  

4.3.2  Proper DWord to word conversion  

The SATA specification clearly explains the transmission order of bytes; byte 0 is transmitted 
first, then byte 1 and so on (see figure 2.2). As was mentioned in 3.2.2, a conversion is 
performed from DWords coming from the Link layer to words being fed to the Phy layer. 
This conversion did not function properly. Sometimes, the order of bytes was reversed, 
causing erroneous primitives to be sent to the device. Once this was solved, the conversion 
block always sent byte 0 first as can be seen in figure 4.6.    

    

 

 Figure 4.6 Proper Dword to word conversion  

4.3.3  Alignment every 256 Dwords 

According to the SATA specification, a SATA transmission requires continuous alignment of 
DWords. The receiver has an elasticity buffer which is a type of receiver buffer. For SATA, 
this buffer needs to perform character slipping; a procedure where the receiver clock is 
realigned to the received bit stream by adding or removing bits within the characters of 
ALIGNp. This is done by sending and receiving pairs of ALIGNp primitives every 256 
DWords. The SATA protocol specifies that a host controller Link layer should send at least 
one pair of ALIGNp primitives immediately after linkup. After that, a resettable counter 
should make sure that pairs of ALIGNp are sent to the device every 256 DWords which in 
this design means every 512 clock cycles.  

4.3.4.  Periodic retransmission of suppressed primitives 

The SATA protocol recommends that suppressed primitives are retransmitted after each 
alignment. This way, primitives can be retransmitted to determine what state a bus is in 
without affecting the EMI since the interval between the retransmissions is long enough. This 
approach was tested since the R_OK primitive is suppressed once and then never 
retransmitted. The assumption was that if a retransmission was performed, the device would 
be able to capture it. After this change was made, the device was able to detect the R_OKp 
primitive a few times, but the fault remained. Periodic retransmission of the R_OKp primitive 
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is shown in figure 4.7. Right after the ALIGNp (7B4A4ABC) pair, the R_OKp(3535B57C) is 
retransmitted and suppressed. 

 

Figure 4.7 Periodic retransmission of suppressed primitives after each ALIGNp pair. 

4.3.5  Synchroneous reset 

Late in the development process it was discovered that the reset signal was not debounced. 
This was fixed by adding a switch debouncer block that removes unwanted switching from 
the reset push button and synchronizes the reset signal to the system clock. The problem was 
that now that the GTP block was properly reset, its PLL could not lock. The reason for this is 
that the GTPs PLL needs to be reset every time the user clock changes and the DCM which 
generates the user clocks is reset at the same time as the GTP block. Since the GTP PLL 
would not lock, the DCM stopped generating the user clock signals which caused the whole 
system to fail. This was solved by setting the GTP block reset signal to zero since the block 
does not require to be reset.    

4.3.6  Timing errors caused in the Physical layer 

The Physical layer was discovered to have several timing errors that caused clock skew. 
Clock skew is the variation in the clock signal between the wires used to route the clock to the 
different blocks. The variation is a result of difference in the clock signal paths. The cause for 
this skew was tracked to the OOB control block. The process that handles the initialization of 
the link with OOB signaling implemented a lot of combinatorial logic which caused the delay 
in the clock signal. Once this process was clocked properly the timing errors disappeared, but 
the behavior of the host controller did not change.  

4.3.7  Need of clock correction 

At this point, some optional ports were added to the GTP block for the purpose of 
troubleshooting. The ports RXBUFSTATUS showed that for some long transmissions, there 
was a short time of underflow in the elastic buffer of the receiver. Therefore, clock correction 
was added. Clock correction is a feature provided in the Spartan-6 GTPs that prevents the 
receiver elastic buffer from under-or overflowing. That way, the design can tolerate frequency 
differences between the parallel clock domain and the user clock domain. Adding the feature 
made no difference in the behavior of the design. 

4.3.8  Forced transmission 

Finally, a new approach was tested. Instead of waiting for the SYNCp signal from the device, 
a SYNCp signal was sent to the device. The assumption was that if the device could start 
synchronizing back to the host, sending the X_RDYp primitive would force it to accept 
reception of FISes. The method was unsuccessful. The device synchronized back a few times 
but when it did it started to send X_RDY before the host which forced the host to answer with 
R_RDY.  
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4.3.9 Resetting the Word to Dword conversion when a primitive is detected  

At this time it was discovered that the order of bytes was sometimes changed, so that the word 
containing byte 3 and 4  came before the word containing byte0 and byte1. This was solved 
by adding a block that detected primitives in the physical layer. Each time a primitive is 
detected in the word domain, the Word to Dword conversion block is reset so that the order of 
bytes is always correct. The primitive detection block can be seen in figure 4.8. 

 

Figure 4.8 A block that detects primitives in the word domain was added in the Phy. 

 This solved the problem for the Link Layer. Now that primitives could be detected, it was 
clear that the device synchronized back to the host and the system managed to get to the point 
where data can be sent to the device. A successful test was made where a frame containing 
zeroes was sent to the device.  

However, a new problem was discovered at this point. Rigorous testing showed that the whole 
system sometimes failed due to some type of clocking error. The assumption is that the 
receiver clock does not recover properly for some reason. An easy way to see this is to 
observe the ALIGNp primitives that should be received every 256 DWords. When the system 
fails, something similar to ALIGNp is received every 256 DWords but the bytes that are 
received through the GTP block are corrupted. After a while, the device starts aligning 
properly, but it is not possible to determine what state the SATA bus is in since the device 
does not perform periodic retransmission of primitives.        
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5. Pre study for a future SATA interface  

This chapter contains a pre study for a SATA host controller interface with all layers 
implemented. In the future, it might be desirable to do the recording at SATA generation 2 
speed. Therefore, this chapter contains a preliminary timing analysis for the layers that have 
been implemented. It is also of interest to know what the actual data transfer rate will be 
during recording. The difference between theoretical bandwidth and actual data transfer rate 
will therefore be discussed. Furthermore, some suitable FPGAs to use as SATA hosts in a 
recording system will be presented.   

5.1 Timing analysis 

The main goal of the timing analysis is to decide which of the blocks in the architecture that 
will become problematic at SATA generation 2 speed. These blocks will have to be optimized 
if a faster data transfer rate is required.   

The first step was to change the timing constraints. For SATA generation 1 the reference 
clock is 150 MHz and the user clock is 75 MHz. These constraints were changed to 300 and 
150 MHz respectively since SATA generation 2 is twice as fast as generation 1.  

The second step was to locate the critical paths in the design. The critical paths are the paths 
in a design that generates timing errors due to violation of the timing constraints. To avoid 
misleading error messages, each block in the design was tested individually by creating a test 
block with registers on all inputs and outputs to the block. The blocks that presented problems 
are presented in table 5.1. A solution for each timing error is suggested.  

There are three main timing error types; setup error, hold error and component switching 
limit error. Setup and hold errors occur if the timing constraint for setup or hold time is 
violated. The setup time is the amount of time that data into a flip flop must be stable before 
an active clock edge. In the same way, hold time is the amount of time that data is required to 
be stable after an active clock edge. If the setup or hold time requirement is violated , the 
correct operation of the flip flop cannot be guaranteed. This causes so called metastability in 
the system. For some clock edges the flip flop works properly and for some it does not. Setup 
and hold time constraint violations occur when there is excessive clock path delay or clock 
skew. The clock path delay is in its turn is a result of the VHDL code implementing too many 
levels of logic between flip-flops. The solution lies in having the code perform less 
instructions per clock cycle. The third error type, component switching limit error, occurs if 
the operating frequency exceeds the one in the device specification.         
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Logic block Timing error type Suggested solution 
OOB control Setup error Divide the initialization FSM into many 

small FSMs. This will reduce the clock 
path delay. 

Scrambler/Descrambler Setup error Make the random pattern generation code 
more efficient by optimizing the LFSR 
algorithm code. 

Primitive suppression Setup error Have a more efficient junk data 
generation. This block is currently using 
the same LFSR algorithm as the 
scrambler. The SATA specification does 
not specify any requirement of how junk 
data should be generated and a less 
timing critical solution could therefore be 
used.   

 

Table 5.1 Timing errors and suggested solutions for the blocks containing critical paths.  

5.2  Theoretical bandwidth and expected data transfer rate 

The transfer rate is 1,5 Gbit/s (187.5 MB/s) for SATA generation 1. As was mentioned in 2.6, 
the 8/10 bit encoding reduces the performance which means that the actual uncoded 
transmission performance is 1.2 Gbit/s (150 MB/s) for SATA Generation 1. Furthermore, the 
actual throughput depends on the SATA command that is being issued. All the bytes that are 
put on the wire are not data. Many bytes are control bytes that constitute primitives or status 
and error information. When using a SATA interface in a recording system it is of interest to 
know what the actual data transfer rate is when issuing reads and writes to the disk.  

According to the Serial ATA International Organization, the transfer rates are typically very 
close to the theoretical maximum. For example, the SATA host controller developed in [13] 
has a throughput of 286 MB/s when performing a sequential read with SATA generation 2 
speed and the theoretical bandwidth is 300 MB/s. The throughput is mostly limited by the 
disk performance that can vary a lot between different brands. To summarize, the data transfer 
rate is limited by   

 

The command being issued  
Sequential reads and writes are faster than random reads and writes. 
Reads are generally faster than writes. 

 

The host controller interface 
The transfer rate depends on the efficiency of the controller design. 

 

The disk performance 
Since the host controller interface generally is very efficient, the disc throughput is the 
main performance limitation. 

5.3  SSD disk performance today 

Since the disk throughput more or less sets the limit for the transfer rate it is of interest to 
know what that limit is. Recording data to SATA discs is basically performing sequential 
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reads and writes. Table 5.1 contains the average throughputs for some commercially available 
disks compared to the theoretical bandwidth for SATA generation 1,2 and 3. The values are 
taken from charts that are available in [12]. The throughput is given as an interval since a disk 
that has high read throughput does not necessarily have high write throughput. In fact, the disc 
that is top ranked for SATA generation 1 has a throughput of 124 MB/s when performing 
sequential read but when performing sequential write the throughput is only 56 MB/s. 
Difference in read and write throughput is something that needs to be considered when 
purchasing a disk for a specific project.    

Transfer rate  Throughput  
(MB/s) 

SATA 
Generation 

Gbit/s MB/s 

Theoretical 
Bandwidth 
(MB/s) Sequential read Sequential write 

1 1.5 187.5 150 54-124 25-124 
2 3 375 300 96-267 40-246 
3 6 750 600 204-520 72-392 

  

Table 5.1 Average throughput for SSD disks.    

5.4  Suitable FPGAs 

An FPGA that should serve as a SATA host controller should of course have support for 
SATA generation 1,2 or 3 depending on the project. There are also other aspects to consider. 
For example, if the throughput is not high enough, it is possible to boost it by having several 
SATA hosts on a single FPGA. It all comes down to how many GTPs that are available on the 
FPGA and what generation of SATA they have support for. The price is also of the essence 
and therefore only cheap* FPGAs have been considered. The Xilinx FPGAs that are suitable 
in terms of properties and price are presented in table 5.2. The Spartan 6 family is currently 
the only FPGA family that fulfills the requirement in terms of cost. Even the cheapest Virtex 
4 FPGA is too expensive. Xilinx has recently (May 2012) released the new low-cost FPGA 
family Artix-7 that has support for SATA. The prices for these FPGAs are not available yet.    

Xilinx FPGA 
family 

FPGAs with 
SATA support 

Speed 
(Generation) 

Number of 
GTPs 

Price**  
(USD) 

Spartan 6 XC6SLX25T  
XC6SLX45T  
XC6SLX75T 
XC6SLX100T  
XC6SLX150T  

1 , 2 2 
4 
4,8 
4,8 
4,8 

52 
63 
133 
160 
197 

Virtex 4 XC4VFX20 1,2,3 8 264 

  

* In this case cheap means less than ~ 150 USD 
** The prices that are presented are from Xilinx distributor Avnet    
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6. Results and conclusions 

The result of this thesis is, beside this report, source code for the two ground stones in a 
SATA host controller; the Physical layer and the Link layer. This chapter summarizes the 
features of the resulting design, the FPGA area utilization and results from the pre study for a 
future SATA interface.  

6.1  Verified features 

The functions and features that have been verified in hardware for each layer are listed below. 
The hardware testing is described in detail in chapter 4.   

Physical layer   

 

Transmits and receives differential signals at SATA generation 1 speed 

 

Extracts data from the serial data stream 

 

Encodes data using 8/10bit encoding 

 

Parallellizes data and forwards it to the Link layer 

 

Initializes the SATA link with OOB signalling 

Link layer 

 

Flow control by sending and receiving primitives 

 

Encapsulates FISes and creates frames to be sent to the device 

 

Calculates CRC check sum and appends in to the payload data 

 

Supress repeated primitives 

 

Performs scrambling on transmitted FISes 

 

Extracts payload data in FISes received from the device 

 

Descrambles the received FIS payload 

 

Extracts suppressed primitives with primitive unsupression 

 

Bit error detection by checking the received CRC check sum   

6.2  Total FPGA area utilization 

The FPGA area utilization for the Physical layer and Link layer is given in table 3.1 and 3.2 
respectively. An FPGA resource cost estimation for the Transport layer is given in table 3.3. 
The contents of these tables are summarized in table 6.1 to get an idea of what the total FPGA 
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area utilization will be for the Spartan-6 FPGA that was used in this thesis. The BlockRAMs 
that are used for the ChipScope module are not in this table to avoid confusions.   

BlockRAMs 
Specific feature 
utilization 

 
SATA architecture layer  Flip-

flops  
LUTs 

18KB 9KB DCMs GTPs 
Physical 580 558 0 0 1  1  
Link 564 1154 0 0 0 0 
Transport ~400 ~800 8 0 1 0 
Total 
(% ) 

~1544 
(~0.8%) 

~2512 
(~2.7%) 

8 
(3%) 

0 
(0%) 

1  
(8%) 

1  
(25%) 

Table 6.1. Estimation of the total FGPA area utilization. 

The conclusion that can be drawn from this table is that the available resources probably will 
be more than enough to implement an Application layer and still have free resources left on 
the Spartan-6 FPGA.    

6.2 Conclusions 

In chapter 3.5.1, the required throughput was calculated to be 54 MB/s and in chapter 5.1 we 
can see that SATA generation 1 speed should be enough to fulfill this requirement, since the 
theoretical bandwidth is 150 MB/s. However, in chapter 5.1 it was also established that the 
disk performance is a critical factor when it comes to data transfer rate. It is important to 
choose a disk that can give the actual transfer rate that is needed for the project. The disks that 
were used in this thesis only have support for SATA Generation 1 and they meet the transfer 
rate requirement with a very small margin.  

Since the FPGA used in this thesis has support for SATA generation 2, it is possible to 
implement this speed as well. In that case, the timing analysis in chapter 5 comes in hand. It 
sheds some light on the code optimizations that need to be performed to meet the timing 
constraints at SATA generation 2 speed. 

In chapter 5.2 we saw that the Spartan 6 family is currently the only low-cost FPGA family 
capable of implementing SATA. All in all, a SATA host implemented on a Spartan 6 FPGA is 
a very cost effective solution. The hardware cost is so low that the development work is worth 
the effort. 

In table 6.1 we saw that the FPGA area utilization is very low if we consider the percentage of 
the available resources on the Spartan-6 FPGA. Nevertheless, the resource cost could be 
optimized to reduce the FPGA area. This can be done by  

- Making all FSM smaller and the state transitions more efficient. 

- Code the calculation of the CRC check sum in a clever way instead of using a huge 
block off automatically generated code  

- Reduce the depth of the FIFOs and send/receive many short data FISes instead of a 
few long ones.   



 

55

 
However, it was concluded that any area optimizations are absolutely unnecessary since 
the FPGA will be dedicated only for the SATA host controller. Even if several SATA 
hosts are implemented on the same FPGA, the available resources will most likely be 
enough. The Spartan-6 FPGA that is used in this thesis has four GTPs. If we take all 
resources in table 6.1 and multiply them by four, the estimated FPGA resource cost is still 
acceptable.                           



 

56

 
7. Future work  

This chapter contains future work for each layer of the SATA host controller  

 
Physical layer 
The suspected clock recovery fault must be investigated. Other than that, this layer is 
ready for use at SATA generation 1 speed. If for some reason not known today, the 
host controller should be optimized to run at generation 2 speed, a speed negotiation 
procedure must be performed. Speed negotiation is the process were the SATA link 
speed is configured. Speed negotiation is described thoroughly in [5], where reference 
code for a speed negotiation block is also provided. Furthermore, the OOB control 
block has to be optimized to meet the timing constraints at generation 2 speed.     

 

Link layer 
The Link Layer is also ready for use at generation 1 speed. If generation 2 speed is to 
be implemented, the scrambler/descrambler and primitive suppression blocks must be 
optimized to meet the timing constraints.   

 

Transport/Command Layer: 
A design suggestion for this layer is given in chapter 3.4. A good way to test the 
transport layer in hardware is to send a simple host-to-device register FIS and see what 
the device answers. This simple test can be performed before the shadow register and 
DMA interface is designed. If a device-to-host register FIS is received back, we can 
assume that the FIFOs are controlled properly. It is then safe to start working with the 
more complex DMA commands.  

 

Application layer: 
A design suggestion for this layer is given in chapter 3.4. A good way to start is to 
implement the shadow registers and see how well the shadow register interface works 
by writing to them. When this seems to work properly, a record control block can be 
attempted. Some support on the image processing part might be required since the 
cameras feed raw data to the block.              



 

57

  
Appendix A   

This appendix explains the function of each SATA primitive (Table A.1) and the encoding of 
primitives (Table A.2). It also lists valid FIS types for SATA (Table A.3). The tables are 
taken from the SATA specification [1]. 

SATA primitives  

Primitive Name Description  

 

ALIGNp  Phy layer 
control. 

Upon receipt of an  ALIGNp , the Phy layer re-adjusts 
internal operations as necessary to perform its functions 
correctly. This primitive is always sent in pairs - there is 
no condition where an odd number of 
ALIGNP primitives shall be sent (except as noted for 
retimed loopback). 

CONTp Continue 
repeating 
previous 
primitive. 

CONTp allows long strings of repeated primitives to be 
eliminated. 
CONTp implies that the previously received primitive be 
repeated as long as another primitive is not received. 

DMATp  DMA terminate. This primitive is sent as a request to the transmitter to 
terminate a DMA data transmission early by computing a 
CRC on the data sent and ending with EOFp. The 
transmitter context is assumed to remain stable after 
EOFp has been sent. 

EOFp   End of frame.  EOFp marks the end of a frame. The previous non-
primitive Dword is the CRC for the frame. 

HOLDp  Hold data HOLDp is transmitted in place of payload data within a 
frame when the transmitter does not have the next 
payload data ready for transmission.  
 is also transmitted by the receiver when a receiver is not 
ready to receive additional payload data. 

HOLDAp  Hold 
acknowledge. 

This primitive is sent while HOLDAp is received. 

PMACKp  Power 
management 
acknowledge. 

Sent in response to a PMREQ_Sp or  PMREQ_Pp when a 
receiving node is prepared to enter a power mode state. 

PMNAKp   Power 
management 
denial. 

Sent in response to a PMREQ_Sp or  PMREQ_Pp 
 when a receiving node is not prepared to enter a power 
mode state or when power management is not supported. 

PMREQ_Pp

 

Power 
management 
request to 
Partial. 

This primitive is sent continuously until PMACKp or 
PMNAKp is received. When PMACKp is received, the 
current node (host or device) stops transmitting 
PMREQ_Pp and enters the Partial power management 
state. 

PMREQ_Sp

 

Power 
management 
request to 
Slumber 

This primitive is sent continuously until PMACKp or 
PMNAKp is received. When PMACKp is received, the 
current node (host or device) stops transmitting 
PMREQ_Sp and enters the Slumber power management 
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state. 

R_ERRp Reception error. Current node (host or device) detected error in received 
payload. 

R_IPp  Reception in 
Progress. 

Current node (host or device) is receiving payload. 

R_OKp  Reception with 
no error. 

Current node (host or device) detected no error in 
received payload. 

R_RDYp  Receiver ready. Current node (host or device) is ready to receive payload. 

SOFp  Start of frame. Start of a frame. Payload and CRC follow until EOFP. 

SYNCp   Synchronization Synchronizing primitive. 

WTRMp  Wait for frame 
Termination 

After transmission of an EOFP, the transmitter sends 
WTRMp while 
waiting for reception status from receiver. 

X_RDYp  Transmission 
data ready. 

Current node (host or device) has payload ready for 
transmission. 

 

Table A.1. SATA primitives  

Primitive encoding  

Primitive Byte 3 
contents 

Byte 2 
contents

 

Byte 1 
contents 

Byte 0 
contents

 

Hexadecimal 

ALIGNp D27.3  D10.2 D10.2 K28.5 7B4A4ABC 
CONTp D25.4  D25.4 D10.5 K28.3 9999AA7C 
DMATp D22.1  D22.1  D21.5  K28.3 3636B57C 
EOFp D21.6  D21.6  D21.5  K28.3 D5D5B57C 
HOLDp D21.6  D21.6  D10.5  K28.3 D5D5AA7C 
HOLDAp D21.4  D21.4 D10.5  K28.3 9595AA7C 
PMACKp D21.4  D21.4  D21.4  K28.3 9595B57C 
PMNAKp D21.7  D21.7  D21.4 K28.5 F5F5957C 
PMREQ_Pp D23.0  D23.0  D21.5 K28.3 1717957C 
PMREQ_Sp D21.3  D21.3  D21.4 K28.3 7575957C 
R_ERRp D22.2  D22.2  D21.5 K28.3 5656B57C 
R_IPp D21.2  D21.2  D21.5 K28.3 5555B57C 
R_OKp D21.1  D21.1  D21.5 K28.3 3535B57C 
R_RDYp D10.2  D10.2  D21.4 K28.3 4A4A957C 
SOFp D23.1  D23.1  D21.5 K28.5 3737B57C 
SYNCp D21.5  D21.5  D21.4 K28.3 B5B5957C 
WTRMp D24.2  D24.2  D21.5 K28.3 5858B57C 
X_RDYp D23.2  D23.2  D21.5 K28.3 5757B57C 
Table A.2. Primitive encoding.    
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Valid FIS types   

FIS type field value (hexadecimal)

 
Name of FIS 

27 Register Host to Device FIS 

34 Register Device to Host FIS 

39 DMA Activate FIS  Device to Host 

41 DMA Setup FIS  Bi-directional 

46 Data FIS  Bi-directional 

58 BIST Activate FIS  Bi-directional 

5F PIO Setup FIS  Device to Host 

A1 Set Device Bits FIS  Device to Host 

A6 Reserved for future Serial ATA definition

 

B8 Reserved for future Serial ATA definition

 

BF Reserved for future Serial ATA definition

 

C7 Vendor specific 

D4 Vendor specific 

D9 Reserved for future Serial ATA definition

 

   
Table A.3. Valid FIS types.            
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Appendix B 

Test equipment  

The hardware that was used for this thesis was  

 
A Xilinx Spartan-6 LX150T development board  

 

SATA cable (1 m) 

 

Power supplies for the SATA flash disk and development board  

The software tools that were used for hardware testing was 

 

Xilinx ISE Design Suite, version 13.2 

 

Xilinx Chipscope Pro Analyzer, version 13.2  

The disks that were used when testing the interface was 

 

Samsung MCBQE64GBMPP -03A , 64GB , SATA Generation 1 (1.5Gbit/s) 

 

SanDisc SDS5C-032G-000000 A-1.13, 332 GB, SATA Generation 1(1.5Gbit/s)                
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Appendix D 

Physical layer design 

 

D.1 Physical layer design block schedule.        
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Link layer design   

 

D.2. Link layer design block schedule.     
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