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Abstract
In system identification, the choice of model structure is important and it is sometimes
desirable to use a flexible model structure that is able to approximate a wide range of
systems. One such model structure is the Wiener class of systems, that is, systems where
the input enters a linear time-invariant subsystem followed by a time-invariant nonlinear-
ity. Given a sequence of input and output pairs, the system identification problem is often
formulated as the minimization of the mean-square prediction error. Here, the prediction
error has a nonlinear dependence on the parameters of the linear subsystem and the nonlin-
earity. Unfortunately, this formulation of the estimation problem is often nonconvex, with
several local minima, and it is therefore difficult to guarantee that a local search algorithm
will be able to find the global optimum.

In the first part of this thesis, we consider the application of dimension reduction methods
to the problem of estimating the impulse response of the linear part of a system in the
Wiener class. For example, by applying the inverse regression approach to dimension
reduction, the impulse response estimation problem can be cast as a principal compo-
nents problem, where the reformulation is based on simple nonparametric estimates of
certain conditional moments. The inverse regression approach can be shown to be consis-
tent under restrictions on the distribution of the input signal provided that the true linear
subsystem has a finite impulse response. Furthermore, a forward approach to dimension
reduction is also considered, where the time-invariant nonlinearity is approximated by a
local linear model. In this setting, the impulse response estimation problem can be posed
as a rank-reduced linear least-squares problem and a convex relaxation can be derived.

Thereafter, we consider the extension of the subspace identification approach to include
linear time-invariant rational models. It turns out that only minor structural modifications
are needed and already available implementations can be used. Furthermore, other a
priori information regarding the structure of the system can incorporated, including a
certain class of linear gray-box structures. The proposed extension is not restricted to the
discrete-time case and can be used to estimate continuous-time models.

The final topic in this thesis is the estimation of discrete-time models containing poly-
nomial nonlinearities. In the continuous-time case, a constructive algorithm based on
differential algebra has previously been used to prove that such model structures are glob-
ally identifiable if and only if they can be written as a linear regression model. Thus,
if we are able to transform the nonlinear model structure into a linear regression model,
the parameter estimation problem can be solved with standard methods. Motivated by
the above and the fact that most system identification problems involve sampled data, a
discrete-time version of the algorithm is developed. This algorithm is closely related to
the continuous-time version and enables the handling of noise signals without differentia-
tions.
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Populärvetenskaplig sammanfattning

Inom många naturvetenskapliga och tekniska områden är det viktigt att kunna förutsäga
beteendet hos ett system då vissa förutsättningar ändras. Inom produktutvecklande företag
finns det till exempel ekonomiska fördelar med att kunna utföra datorsimuleringar för
att utvärdera olika designval. Resultaten från dessa simuleringar kan ge stora tids- och
materialbesparingar då förhoppningsvis ett färre antal prototyper behöver tillverkas. För
att kunna förutsäga ett systems beteende behövs någon typ av modell. Denna modell kan
vara uppbyggd med hjälp av samlad erfarenhet, fysikaliska principer eller insamlad data.
Denna avhandling beskriver hur databaserad modellering kan förenklas i vissa fall.

Många tekniska system kan beskrivas med hjälp av en dynamisk modell, det vill säga
en modell där utsignalens värde vid en viss tidpunkt beror på insignalens värden vid
föregående tidpunkter. Ett samlingsnamn för metodiken för att utvinna dynamiska mod-
eller ur data är systemidentifiering. En ofta använd systemidentifieringsmetod är den så
kallade prediktionsfelsmetoden, som bygger på principen att minimera skillnaden mellan
modellens utsignal och den mätta utsignalen från systemet. En vanlig utmaning som upp-
står vid användningen av denna metod är att det i många fall inte är möjligt att garantera att
man har funnit den optimala modellen. Detta har lett till att ett flertal alternativa metoder
har utvecklats för att enkelt hitta en mindre noggrann modell. Denna initiala modell kan
sedan förbättras med hjälp av prediktionsfelsmetoden. Ett av målen med denna avhan-
dling är att utnyttja den underliggande strukturen hos vissa system för att omformulera
modelleringsproblemet så att man snabbt och enkelt kan finna en bra modell. Att utnyt-
tja strukturen hos ett problem är även viktigt för att modellen ska bli så noggrann som
möjligt.

För att kunna modellera mer komplexa system behövs flexibla modellstrukturer som kan
beskriva många olika system, men som samtidigt har en struktur som kan utnyttjas för
identifiering. En modellstruktur som uppfyller dessa kriterier är wienerklassen. I denna
avhandling studeras användningen av dimensionsreduktionsmetoder för att hitta en mod-
ell av den dynamiska delen av ett system i wienerklassen. Det visar sig att man genom
moderna metoder kan utvinna noggranna modeller med låg komplexitet.

Vidare studeras hur en metod för att skatta så kallade tillståndsmodeller kan modifieras så
att information om systemet eller struktur hos modellstrukturen kan inkluderas. Speciellt
studeras hur algebraiska manipulationer av strukturen hos vissa rationella system kan
utnyttjas för att få mer noggranna modeller. Det visar sig även att vissa modellstrukturer
framtagna med hjälp av fysikaliska principer kan hanteras på liknande sätt.

Slutligen applicerar vi algebraiska metoder för att förenkla modellstrukturer med poly-
nomiella olinjäriteter. Det visar sig att många sådana modellstrukturer kan skrivas om till
en form som underlättar skattningen av modellen från data och redan tillgängliga metoder
kan utnyttjas.
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Notation

SYMBOLS, OPERATORS AND FUNCTIONS

Notation Meaning
N the set of natural numbers (0 ∈ N)
Z the set of integers
Z+ the set of positive integers
R the set of real numbers
∈ belongs to

A ⊂ B A is a subset of B
A \B set difference
, equal by definition

‖ · ‖ , ‖ · ‖2 for vectors, the two norm. For matrices, the induced two
norm also known as the operator norm

‖ · ‖F the Frobenius norm
‖ · ‖∗ the nuclear norm also known as the Ky-Fan norm
⊗ the Kronecker product

Null (A) the nullspace of the matrix A
Range (A) the range space of the matrix A
rank (A) the rank of the matrix A

tr (A) the trace of the matrix A
vec (A) the vectorization operator: stacks the columns of the matrix

A into a column vector
AT the transpose of the matrix A
A† the Moore-Penrose pseudoinverse of the matrix A

N(µ, σ2) the Gaussian distribution with mean µ and variance σ2

U(a, b) the uniform distribution over the interval (a, b)
E (X) the expected value of the random variable X

E (X |Y ) the conditional expected value X given Y
Cov (X) the covariance matrix of the random variable X

Cov (X |Y ) the conditional covariance of X given Y

xv



xvi Notation

ABBREVIATIONS

Abbreviation Meaning
ARMA Autoregressive moving average

AR Autoregressive
ARMAX Autoregressive moving average exogenuous input

ARX Autoregressive exogenuous input
DR Directional regression

DRSI Dimension reduction subspace identification
DRSR Dimension reduction state-space realization

FIR Finite impulse response
IR Inverse regression
IV Instrumental variables

LASSO Least absolute shrinkage and selection operator
LAVE Local average variance estimation
LHIR Local hybrid inverse regression
LIR Local inverse regression
LS Least squares
LTI Linear time-invariant

MAVE Minimum average variance estimation
MIMO Multiple-input multiple-ouput
MISO Multiple-input single-ouput
NARX Nonlinear autoregressive exogenuous input
NFIR Nonlinear finite impulse response
NNLS Nuclear norm-regularized linear least-squares
OCF Observer canonical form
OE Output error

OPG Outer product of gradients
PEM Prediction-error method
SAVE Sliced average variance estimation
SID Subspace identification

SIMO Single-input multiple-output
SIR Sliced inverse regression

SISO Single-input single-output
SNR Signal to noise ratio
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Background





1
Introduction

A challenge in science and engineering is to find accurate models of complex systems.
The models are often expressed mathematically and are needed, for instance, to predict
or control the outcome of some event. Prediction may be important in the planning pro-
cess, for example, in the planning of an experiment or the construction of a prototype
with certain specifications. Furthermore, the performance of a controller is often highly
dependent on the quality of the model, where big savings, for instance, in terms of energy
or raw material, can be obtained with an appropriate model of the system.

There are basically two approaches to mathematical modeling; first principle based and
data driven modeling. In this thesis, the focus is on the system identification approach to
data driven modeling. The fundamental concept of system identification can be described
as follows: given some observations of a system, find a dynamical model that explains
the observations as accurately as possible. A common method in system identification
is the prediction-error method (PEM), which is illustrated in Figure 1.1. A system S
is under the influence of a known input signal u(t) and an unknown disturbance signal
v(t), generating an output signal y(t). The objective is to find the model, within some
chosen model structureM(θ), that best describes the input/output behavior of the system.
Here, the unknown parameter vector θ represents the flexibility of the model structure.
Connected with a model structureM(θ) is a predictor ŷ(t, θ) that represents the output of
the model. The predictor should be made to resemble the output signal y(t) of the system
as closely as possible. Given a sequence of input and output pairs, this problem can be
approached by minimizing some function of the prediction error ε(t, θ) , y(t) − ŷ(t, θ)
with respect to θ. The PEM has desirable statistical properties and often works well in
practice [see, for example, Ljung, 1999].

One drawback with the PEM is that the prediction error usually has a nonlinear depen-
dence on the parameters θ and it turns out that for many common model structures the
minimization problem becomes nonconvex, that is, the cost function may have several

3



4 1 Introduction

u(t) S
y(t)

v(t)

M(θ)
ŷ(t, θ)

+ ε(t, θ)
−

Figure 1.1: An illustration of the fundamental concept of system identification. A
system S is influenced by an input u(t) and an unknown disturbance v(t), generating
an output y(t). The objective is to find the model within a model structure M(θ)
that minimizes some function of the prediction error ε(t, θ), that is, the difference
between the predicted output ŷ(t, θ) of the model and the measured output y(t) of
the system.

local minima. This implies that a local search method may fail to find the global opti-
mum and instead converge to a stationary point that may yield suboptimal predictions. In
the following section, we illustrate certain challenges that may appear when applying the
prediction-error approach to system identification.

1.1 Research Motivation

In this section, two simple examples will be constructed that illustrate some of the chal-
lenges that may appear in system identification. These examples will serve as motivation
for the main part of this thesis. In the following, some basic concepts of stationary stochas-
tic processes are needed [see, for instance, Kailath et al., 2000, pages 194–195]. For two
jointly stationary stochastic processes (u(t))∞t=−∞ and (y(t))∞t=−∞ with zero mean, the
covariance function and the cross-covariance function are defined as

Ru(τ) , E (u(t)u(t− τ)) and Ryu(τ) , E (y(t)u(t− τ)),

respectively. Assuming that these functions have well-defined z-transforms, the z-spec-
trum and the z-cross spectrum are defined as

Φu(z) ,
∞∑

τ=−∞
Ru(τ)z−τ and Φyu(z) ,

∞∑

τ=−∞
Ryu(τ)z−τ ,

respectively. In the examples that follow, we assume that all signals are jointly stationary
and have finite second order moments.

Example 1.1
Consider the estimation of the unknown parameter θ0 given measurements from a system
in the form

y(t) = θ0u(t) + θ20u(t− 1) + e(t), (1.1)

where e(t) is white noise with zero mean and unit variance that is uncorrelated with the
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input u(t). If the structure of the system is known, a natural approach to find an estimate
of θ0 is to minimize the mean-square error cost function

V (θ) , E
(
y(t)− θu(t)− θ2u(t− 1)

)2
. (1.2)

In this example, we analyze the uniqueness of an estimate resulting from the minimization
of (1.2) using a local search algorithm, that is, the number of stationary points of (1.2) is
examined. To simplify the calculations that follow, we assume that u(t) is a white noise
sequence with zero mean and unit variance. Now, (1.2) can be written as

V (θ) = Ry(0) + θ2 + θ4 − 2Ryu(0)θ − 2Ryu(1)θ2, (1.3)

where

Ry(0) = θ20 + θ40 + 1, Ryu(0) = θ0, and Ryu(1) = θ20.

Hence, it holds that

V (θ) = θ4 + (1− 2θ20)θ2 − 2θ0θ + θ20 + θ40 + 1. (1.4)

Thus, the cost function (1.2) is a quartic polynomial in θ and therefore has at most three
stationary points, that is, at most two local minima. To determine the number of stationary
points of (1.4), according to the first order optimality conditions, we need to find the
number of zeros of its derivative

dV

dθ
(θ) = 4θ3 + 2(1− 2θ20)θ − 2θ0. (1.5)

A cubic polynomial ax3 + bx2 + cx + d has three distinct real zeros if and only if the
discriminant ∆ , 18abcd − 4b3d + b2c2 − 4ac3 − 27a2d2 is positive [see, for example,
Irving, 2003, page 154]. In our case (1.5), the discriminant is given by

∆ = 1024θ60 − 1536θ40 − 960θ20 − 128 = 64(4θ20 + 1)2(θ0 −
√

2)(θ0 +
√

2), (1.6)

which is positive whenever |θ0| >
√

2. Figure 1.2 depicts the cost function (1.2) for two
different values of θ0, namely θ0 =

√
2 and θ0 = 2, respectively. For θ0 =

√
2, the cost

function (1.2) has a saddle point at θ = −1/
√

2 and for θ0 = 2 it has a local minimum
at θ = −(2 +

√
2)/2. Thus, if |θ0| >

√
2, a local search algorithm may converge to a

suboptimal parameter estimate. It is worth noting that if another input signal had been
chosen, this would have changed the coefficients of the polynomial (1.4) and therefore
the behavior of the cost function. Hence, the presence of multiple minima in (1.2) is also
dependent on the choice of input signal.

The previous example shows that the presence of multiple minima for a cost function in an
estimation problem does not only depend on the properties of the model structure but also
on the choice of the input signal. This is a well-known fact that is also valid for certain
linear time-invariant (LTI) systems [see, for instance, Söderström, 1975, Bazanella et al.,
2012]. In Chapter 8, we propose a difference algebraic approach to solve the problem in
Example 1.1. It turns out that (1.1) can be transformed into an equivalent linear regression
model and the corresponding least-squares problem becomes trivial, see Example 8.1 on
page 132. Next, we consider a more complex nonlinear system identification problem.
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−2 0 2
0

10

20

30

θ

V
(θ
)

θ0 =
√
2

θ0 = 2

Figure 1.2: The cost function (1.4) for two different values of θ0.

Example 1.2
Consider the estimation of an LTI model G(z) given data from a system in the form

y(t) = f(G0(q)u(t)) + e(t), (1.7)

where G0(z) is an LTI system, f is a time-invariant nonlinearity and e(t) is zero mean
white noise that is uncorrelated with u(t). Ideally, we would like to find a consistent
estimate of the linear subsystem G0(z). This would enable us to use the estimated model
as an initial estimate for the prediction-error method using a more refined model structure,
for example, that includes a time-invariant nonlinearity as in (1.7). Unfortunately, due to
identifiability issues, we can at best only find a consistent estimate of a scaled version of
G0(z). Systems in the form (1.7) make up an important special case of the Wiener class
of systems, which is studied in more detail later in this thesis. Especially, the noise does
not need to be additive in the Wiener class of systems.

The estimation of LTI models of nonlinear time-varying systems is studied in, for in-
stance, Ljung [2001]. It is possible to prove, under some assumptions on causality of
the systems involved and boundedness of the covariance functions, that the solution

G0,OE(z) , arg min
G∈G

E ((y(t)−G(q)u(t))2), (1.8)

where G denotes the class of all stable and casual LTI filters, is given by

G0,OE(z) =
Φyu(z)

Φu(z)
, (1.9)

provided that this quotient is stable and casual [Enqvist, 2005, Corollary 4.1]. Now, as-
sume that the input is generated by u(t) = Gu(q)v(t), where Gu(z) is a stable minimum-
phase LTI system and v(t) is white noise with zero mean. Then it holds that

G0,OE(z) =
Φyu(z)

Φu(z)
=

Φyv(z)Gu(z−1)

Gu(z)Φv(z)Gu(z−1)
=

Φyv(z)

Gu(z)Φv(z)
. (1.10)
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Here, we investigate a simple special case of (1.7) with

G0(z) ,
1

1 + g0z−1
, and f(x) , x− 1

2
x3,

where |g0| < 1, and an input signal such that the solution to (1.8) is distinct from G0(z)
will be constructed. To this end, we take a similar approach as Söderström [1975] and let
the input be constructed by

u(t) = Gu(q)v(t) = G−10 (q)H(q)v(t),

where G−10 (z) = 1/G0(z) and H(z) = 1 + hz−1 for some |h| < 1, that is, H(z) is an
inversely stable, finite impulse response (FIR) system. Now, (1.10) can be written as

Φyu(z)

Φu(z)
=
G0(z)

H(z)

Φyv(z)

Φv(z)
, (1.11)

and the output signal is given by

y(t) = H(q)v(t)− 1

2

(
H(q)v(t)

)3
+ e(t)

= v(t) + hv(t− 1)− 1

2

(
v(t) + hv(t− 1)

)3
+ e(t)

where
(
v(t) + hv(t− 1)

)3
= v(t)3 + 3hv(t)2v(t− 1) + 3h2v(t)v(t− 1)2 + h3v(t− 1)3.

Let v(t) be a sequence of independent random variables that are uniformly distributed
over the interval [−1, 1] and uncorrelated with e(t). Since E (v(t)2) = 1/3 and E (v(t)4)
= 1/5, it holds that

Ryv(0) =
1

3
− 1

2

(1

5
+

1

3
h2
)

=
7

30
− 1

6
h2,

Ryv(1) =
1

3
h− 1

2

(1

3
h+

1

5
h3
)

=
1

6
h− 1

10
h3,

and that Ryv(τ) = 0 for all τ /∈ {0, 1}. Thus, the z-cross-spectrum can be written as

Φyv(z) =
1

30
(7− 5h2 + (5h− 3h3)z−1),

and the z-spectrum for v(t) is given by Φv(z) = 1/3. Hence, (1.8) is given by

G0,OE(z) =
Φyu(z)

Φu(z)
=

1

10

7− 5h2 + (5h− 3h3)z−1

(1 + g0z−1)(1 + hz−1)
, (1.12)

which is casual and stable if |g0| < 1 and |h| < 1. The impulse response of the system
G0(z) and G0,OE(z) for g0 = −0.5 and h = −0.8 is given in Figure 1.3. From this figure
it is clear that, in this particular setting, a direct estimation of the linear subsystem using
the PEM with a finite sample approximation of (1.2) yields a biased estimate.

The previous example shows the importance of choosing an appropriate model structure
when applying the prediction-error method. One way of improving the resulting model is
to incorporate a nonparametric model of the nonlinearity. This is considered in Chapter 5,
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Figure 1.3: The impulse response of the linear subsystem G0(z) and the asymptotic
LTI approximation G0,OE(z) in Example 1.2.

where we add a local linear model for the output nonlinearity.

1.2 Outline of the Thesis

Most of the results presented in this thesis, even though concerning topics in nonlinear
system identification, are based upon well-established concepts in linear system identifi-
cation. A brief review of basic system identification concepts, both linear and nonlinear,
is therefore given in Chapter 2.

The contributions of this thesis are divided into three parts. The first part (Chapters 3–
5) introduces the concept of dimension reduction and describes various applications in
nonlinear system identification. Especially, impulse response estimation of systems in the
Wiener class is investigated.

In the second part (Chapters 6–7) two extensions of the subspace identification approach
to system identification are presented. The extensions deal with the estimation of LTI
rational models and the modeling of the dynamical part of systems in the Wiener class.

The third part (Chapter 8) explores the use of difference algebraic techniques in system
identification. It is shown that certain nonlinear model structures can be rewritten as linear
regression models, which may simplify the parameter estimation problem. Finally, some
conclusions and a discussion of the results are given in Chapter 9.

1.3 Contributions

One of the main contributions in this thesis is the introduction of the dimension reduction
approach to the identification of systems in the Wiener class. The results presented in
Chapter 4 are extensions of
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C. Lyzell and M. Enqvist. Inverse regression for the Wiener class of sys-
tems. In Proceedings of the 16th IFAC Symposium on System Identification,
Brussels, Belgium, July 2012b,

where the basic ideas of the inverse regression approach is presented for the Wiener class
of systems. The consistency analysis for the sliced inverse regression method for dynami-
cal data was first presented in

C. Lyzell and M. Enqvist. Sliced inverse regression for the identification of
dynamical systems. In Proceedings of the 16th IFAC Symposium on System
Identification, Brussels, Belgium, July 2012a.

In Chapter 5, the application of a forward approach to dimension reduction in system
identification is evaluated. The original formulation of the forward approach is a diffi-
cult nonconvex optimization problem. The reformulation and convex relaxation of this
problem proposed in Chapter 5 are based on

C. Lyzell, M. Andersen, and M. Enqvist. A convex relaxation of a dimension
reduction problem using the nuclear norm. In Proceedings of the 51st IEEE
Conference on Decision and Control, Maui, Hawaii, December 2012. (To
appear).

The initialization of linear time-invariant rational model structures is a mature topic in
system identification and several methods exist, where most methods are based on the
instrumental variable approach. In this thesis, a modification of the subspace approach
to system identification is presented. This modification utilizes the structure of certain
canonical state-space forms to be able to handle some rational model structures. It turns
out that certain gray-box models also can be handled and the results presented in Chapter 6
are based on

C. Lyzell, M. Enqvist, and L. Ljung. Handling certain structure information
in subspace identification. In Proceedings of the 15th IFAC Symposium on
System Identification, Saint-Malo, France, July 2009a.

The tools of differential algebra have shown to be quite useful when analyzing different
system identification aspects of certain continuous-time model structures. It turns out that
a model structure containing only polynomial nonlinearities is globally identifiable if and
only if it can be written as a linear regression model. In Chapter 8, the discrete-time case
is studied using difference algebra and some of the results based on differential algebra in
continuous time are generalized. The presentation of the difference algebraic methods in
Chapter 8 is from

C. Lyzell, T. Glad, M. Enqvist, and L. Ljung. Difference algebra and system
identification. Automatica, 47(9):1896–1904, 2011.

and

C. Lyzell, T. Glad, M. Enqvist, and L. Ljung. Identification aspects of Ritt’s
algorithm for discrete-time systems. In Proceedings of the 15th IFAC Sym-
posium on System Identification, Saint-Malo, France, July 2009b.





2
System Identification

In this chapter, a background on some basic concepts in system identification is presented
and the notation used throughout this thesis is introduced. The focus is on commonly
used model parametrizations and initialization methods for the prediction-error method.
In particular, the instrumental variables and the subspace approach to system identifica-
tion are discussed in more detail. Furthermore, we give a short introduction to a differen-
tial algebraic approach to system identification and briefly discuss the problem of model
validation.

2.1 Introduction

The objective of system identification is to model dynamical systems given a dataset

ZN =
(
u(t), y(t)

)N−1
t=0

, (2.1)

where u and y are the input and the output signals, respectively, of the system that is
modeled. A frequent assumption is that the system is well approximated using some
parametrized model structure, which may represent some prior knowledge of the system.
The choice of parametrization depends on the application at hand, where experience and
system knowledge are important factors in making the decision. Once the model structure
is chosen, one can adapt a model to the measurements by minimizing some criterion

θ̂N = arg min
θ∈D

VN (θ, ZN ), (2.2)

where the unknown parameter vector θ represents the parametrization of the model struc-
ture. Thus, there are mainly two choices that need to be made: an appropriate parametriza-
tion of the model and a cost function that reflects the intended application of the model. In
automatic control applications, the model is often used to predict the output of the system

11
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given the current state and input signal. A common choice in this setting is a cost function
in the form

VN (θ, ZN ) =
1

N

N−1∑

t=0

`
(
L(q)ε(t, θ)

)
, (2.3)

where `(·) is some convex function and L(q) is a filter that removes unwanted properties
in the data. The quantity

ε(t, θ) = y(t)− ŷ(t | t− 1, θ), (2.4)

is called the prediction error and ŷ(t | t−1, θ) is the one-step-ahead predictor representing
the model of the system. Finding a predictor by minimizing the criterion (2.3) is known
as the prediction-error method (PEM). The cost function (2.3) is quite general and it is
common to choose a less complicated criterion. The choice in this thesis is the quadratic
cost function

VN (θ, ZN ) =
1

N

N−1∑

t=0

ε(t, θ)2. (2.5)

The main motivation for using (2.5) instead of (2.3) is the simplicity, both in terms of
deriving theoretical properties of the resulting estimator and in terms of implementing
simple/practical algorithms for adapting models to data. A thorough treatment of the
PEM and its properties is given in Ljung [1999].

A complicating fact of the PEM approach is that the minimization problem often is non-
convex [see, for example, Söderström, 1975, Bazanella et al., 2012]. Thus, a local search
method may therefore converge to a local minimum and in that case, only a subopti-
mal solution is found. To meet the challenges connected with nonconvex optimization
problems, several initialization methods have been proposed for a large variety of model
parametrizations. In this chapter, we will present a short review of two of the most com-
mon approaches, namely, the instrumental variables and subspace identification approach
to system identification. However, we begin by introducing the model structures relevant
to this thesis.

2.2 Model Structures

In this section, some common model parametrizations are presented. Each choice of
parametrization incorporates some knowledge about the system, for instance, where the
noise enters the system. Each assumption inflicts some structure to the estimation prob-
lem (2.3) which should be utilized to increase the efficiency of the optimization routine.

2.2.1 Linear Time-Invariant

In system identification, the system is often assumed to be linear and time invariant (LTI):

Definition 2.1. A system is linear if its output response of a linear combination of inputs
is the same linear combination of the output responses of the individual inputs. A system
is time invariant if its response to a certain input signal does not depend on absolute time.
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A common representation of LTI systems is the class of linear transfer function models

y(t) = G(q, θ)u(t) +H(q, θ)e(t), (2.6)

where q is the forward shift operator, that is, qu(t) = u(t + 1). Here, y(t) is an ny di-
mensional vector of outputs, u(t) is an nu dimensional vector of inputs, and e(t) is the
noise signal with appropriate dimensions, respectively. Furthermore, the transfer func-
tions G(q, θ) and H(q, θ) are rational functions in q and the coefficients are given by the
elements of the parameter vector θ. In this presentation, we assume that the system is
single-input single-output (SISO), that is, ny = nu = 1. The one-step-ahead predictor
associated with (2.6) is given by

ŷ(t | t− 1, θ) , H−1(q, θ)G(q, θ)u(t) +
(
1−H−1(q, θ)

)
y(t), (2.7)

where H−1(q, θ) , 1/H(q, θ) [see, for example, Ljung, 1999, page 80]. The model
structure (2.6) is quite general and some special cases deserve attention. A simple case
of (2.6) is the auto-regressive exogenous (ARX) model structure, that is,

Ap(q)y(t) = Bp(q)u(t) + e(t), (2.8)

where

Ap(q) = 1 + a1q
−1 + a2q

−2 + · · ·+ anaq
−na , (2.9a)

Bp(q) = b1q
−nk + b2q

−nk−1 + · · ·+ bnbq
−nb−nk+1. (2.9b)

Furthermore, in the cases na = 0 and nb = 0 the model structure defined by (2.8) is
called finite impulse response (FIR) and autoregressive (AR), respectively. The model
structure (2.8) can be generalized by assuming that the noise is described by a moving
average process, which results in the ARMAX model

Ap(q)y(t) = Bp(q)u(t) + Cp(q)e(t), (2.10)

where

Cp(q) = 1 + c1q
−1 + · · ·+ cncq

−nc .

Another important special case of (2.6) is the output error (OE) model given by

y(t) =
Bp(q)

Fp(q)
u(t) + e(t). (2.11)

The predictors of the output given by the model structures (2.8)–(2.11) can be derived
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using (2.7) with straightforward manipulations.

Example 2.1: (Estimation of ARX models)
Let us consider finding the PEM estimate (2.3) with the cost function (2.5) for the ARX
model structure (2.8). Here, without loss of generality, we assume that nk = 1. Since
G(q, θ) = Bp(q)/Ap(q) and H(q, θ) = 1/Ap(q), the predictor (2.7) of the output can be
written as

ŷ(t | t− 1, θ) = Bp(q)u(t) +
(
1−Ap(q)

)
y(t) = ϕ(t)Tθ, (2.12)

where

ϕ(t) ,
[
−y(t− 1) · · · −y(t− na) u(t− 1) · · · u(t− nb)

]T
, (2.13)

θ ,
[
a1 · · · ana b1 · · · bnb

]T
. (2.14)

Thus, for the ARX model structure (2.8) with the quadratic cost function (2.5), the PEM
estimate coincides with the linear least-squares estimate.

The development in the automatic control community during the 1960s led to that a dif-
ferent representation of LTI models became popular, namely the state-space model

x(t+ 1) = A(θ)x(t) +B(θ)u(t) + w(t), (2.15a)
y(t) = C(θ)x(t) +D(θ)u(t) + v(t). (2.15b)

Here, x(t) is the auxiliary state vector of dimension nx and the white signals w(t) and
v(t) represent the process and measurement noise, respectively. The linear predictor
associated with the output of (2.15) is given by [see, for instance, Ljung, 1999, page 98]

ŷ(t | t− 1, θ) = C(θ)
(
qI −A(θ) +K(θ)C(θ)

)−1

×
((
B(θ)−K(θ)D(θ)

)
u(t) +K(θ)y(t)

)
+Du(t),

(2.16)

where I denotes the identity matrix of appropriate dimensions and K(θ) is the Kalman
gain. Using the residual ε(t, θ) = y(t)−ŷ(t | t−1, θ), one may rewrite the predictor (2.16)
on state-space form as

x̂(t+ 1 | t, θ) = A(θ)x̂(t | t, θ) +B(θ)u(t) +K(θ)ε(t, θ), (2.17a)
y(t) = C(θ)x̂(t | t, θ) +D(θ)u(t) + ε(t, θ). (2.17b)

Now, assume that the system agrees with (2.15) for some θ = θ0. Then the corresponding
residual ε(t, θ0) is a white noise sequence with zero mean coinciding with the innovation
process of the system and (2.17) may be represented by

x̂(t+ 1 | t, θ) = A(θ)x̂(t | t, θ) +B(θ)u(t) +K(θ)e(t), (2.18a)
y(t) = C(θ)x̂(t | t, θ) +D(θ)u(t) + e(t), (2.18b)

where e(t) is the innovation process. The representation (2.18) is referred to as the in-
novations form of (2.15). There exist several canonical state-space representations of the
linear transfer-function structures given by (2.6). An example of a representation, which
is important in a later chapter, is the observer canonical form (OCF), which in the ARMAX
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case (2.10) with nk = 1 and na = nb = nc = n can be written as

x(t+ 1) =




−a1 1 0 . . . 0
−a2 0 1 . . . 0

...
...

...
. . .

...
−an−1 0 0 . . . 1
−an 0 0 . . . 0



x(t) +




b1
b2
...

bn−1
bn



u(t)

+




c1 − a1
c2 − a2

...
cn−1 − an−1
cn − an



e(t), (2.19a)

y(t) =
[
1 0 0 . . . 0

]
x(t) + e(t). (2.19b)

The unknown parameters in the matrices (2.19) correspond directly to the coefficients of
the polynomials (2.10). For the OE model structure (2.11), there is no process noise, and
thus K(θ) = 0 in (2.18). For a complete description of the representation of LTI models
and the estimation of such, see, for example, Ljung [1999] or Söderström and Stoica
[1989].

2.2.2 Nonlinear Time-Invariant

In this thesis, the main focus is on finding initial estimates of certain nonlinear systems. In
particular, the first part treats aspects of the identification of systems in the Wiener class,
defined here by

y(t) = f(G(q)u(t) + w(t)) + v(t), (2.20)

where f is a time-invariant nonlinearity and G(q) is a LTI system with multiple outputs.
An illustration of the Wiener class is given in Figure 2.2, where the input enters a finite
number of parallel SISO LTI systems followed by a static nonlinearity. It can be shown that
every time-invariant Volterra series operator with fading memory can be approximated
arbitrarily well by a system in the form (2.20) with a polynomial nonlinearity f provided
that the input has a bounded amplitude [Boyd and Chua, 1985]. This implies that the
Wiener class, with several branches, has quite strong approximation capabilities and is
therefore interesting from a system identification point of view.

Another nonlinear model structure that is used later in this thesis is the nonlinear ARX
(NARX) model structure, defined here by

y(t) = f(ϕ(t), θ) + v(t), (2.21)

where f is some function and the noise v(t) is uncorrelated with ϕ(t), where the re-
gressors contain information about old inputs and outputs, see, for instance, (2.13). The
nonlinear FIR (NFIR) model structure is the special case of (2.21), where the regressors
only contain information regarding old inputs, for example, if na = 0 in (2.13).

The most general model structure that is going to be considered in this thesis is the non-
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Figure 2.2: A representation of the Wiener class of systems, where the input enters
a finite number of SISO LTI systems followed by a static nonlinearity.

linear state-space model

x(t+ 1) = g(x(t), u(t); θ), (2.22a)
y(t) = h(x(t), u(t); θ) + e(t), (2.22b)

where g and h are nonlinear polynomial functions. The identification of nonlinear models
is a vast field where the utilization of structure is vital for a successful estimation of the
parameters. Details and references to different methods are given in Ljung [1999].

2.3 Instrumental Variables

In this section, the basics of the instrumental variables (IV) approach to the identification
of LTI systems is given [see, for instance, Söderström and Stoica, 1980]. To simplify the
presentation, we only consider the estimation of SISO LTI transfer-function models in the
form

y(t) = G(q, θ)u(t) +H(q, θ)e(t), (2.23)

where G(q, θ) and H(q, θ) are rational functions in the forward shift operator q and the
coefficients are given by the elements of the parameter vector θ (see Section 2.2.1). Fur-
thermore, we assume that e(t) is white Gaussian noise with zero mean and that the system
is given by (2.23) for some θ = θ0. If the deterministic part of (2.23) is given by

G(q, θ) =
Bp(q, θ)

Ap(q, θ)
,

then (2.23) can be written as

Ap(q, θ)y(t) = Bp(q, θ)u(t) +Ap(q, θ)H(q, θ)e(t). (2.24)

With ϕ(t) defined as in (2.13), we can express (2.24) as

y(t) = ϕ(t)Tη + v(t), (2.25)

where η only contains the parameters involved in G(q, θ) and

v(t) , Ap(q, θ)H(q, θ)e(t). (2.26)
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Now, if ζ(t) is such that

lim
N→∞

1

N

N∑

t=1

ζ(t)v(t) = 0, (2.27)

then (2.25) implies that

lim
N→∞

1

N

N∑

t=1

ζ(t)y(t) = lim
N→∞

1

N

N∑

t=1

ζ(t)ϕ(t)Tη.

Thus, a consistent estimate of η is given by

η̂ IV
N = arg min

η∈Rnη

∥∥∥∥
1

N

N∑

t=1

ζ(t)
(
y(t)− ϕ(t)Tη

)∥∥∥∥
2

2

. (2.28)

The elements of ζ(t) are referred to as the instrumental variables and the ordinary linear
least-squares estimate of η is retrieved by choosing ζ(t) = ϕ(t) in (2.28). So, how should
the instrumental variables ζ(t) be chosen to satisfy (2.27)? By considering (2.26), we
notice that

v(t) = Ap(q, θ0)H(q, θ0)e(t).

Thus, the optimal instruments depend on the unknown system that we are trying to esti-
mate. Furthermore, the estimate (2.28) can be improved if we include a whitening filter
that attenuates the noise in the residual ε(t, θ) = y(t) − ϕ(t)Tη. This leads to the more
general IV formulation

η̂ IV
N = arg min

η∈Rnη

∥∥∥∥
1

N

N∑

t=1

ζ(t)L(q)
(
y(t)− ϕ(t)Tη

)∥∥∥∥
2

Q

, (2.29)

where the filter L(q) and the weighting matrix Q are design parameters. It can be shown
that [see, for example, Ljung, 1999] the variance optimal instrumental variables, under
the assumption that the system is in the model class and that e(t) is white Gaussian noise
with zero mean, are given by

ζopt(t) = Lopt(q)
(
−G(q, θ0)u(t− 1) · · ·

−G(q, θ0)u(t− na) u(t− 1) · · · u(t− nb)
)T
,

where

Lopt(q) =
1

Ap(q, θ0)H(q, θ0)
.

This result is quite intuitive because Lopt(q)v(t) = e(t) and ζ(t) consists of filtered noise
free outputs and old inputs that are uncorrelated with e(t).

Since the optimal IV method requires knowledge of the system, it is not feasible in prac-
tice and some approximations are needed. To this end, a multistep IV algorithm called
IV4 have been proposed which step by step removes the stochastic part of the data by
generating and applying appropriate instrumental variables [see, for instance, Söderström
and Stoica, 1980]. The IV4 is summarized in Algorithm 2.1.



18 2 System Identification

Algorithm 2.1 (IV4)

Given: A dataset (2.1) and the model parameters {na, nb, nk}.

1) Rewrite (2.23) as a linear regression, as in (2.24) - (2.25), and estimate θ via

η̂
(1)
N = arg min

η∈Rnη

1

N

N∑

t=1

(
y(t)− ϕ(t)Tη

)2
.

Denote the corresponding transfer function by Ĝ(1)
N (q) = B̂

(1)
N (q)/Â

(1)
N (q).

2) Generate the instruments

x(1)(t) = Ĝ
(1)
N (q)u(t),

ζ(1)(t) =
[
−x(1)(t− 1) · · · −x(1)(t− na) u(t− 1) · · · u(t− nb)

]T
,

and determine the IV estimate

η̂
(2)
N = arg min

η∈Rnη

∥∥∥∥
1

N

N∑

t=1

ζ(1)(t)
(
y(t)− ϕ(t)Tη

)∥∥∥∥
2

2

.

Denote the corresponding transfer function by Ĝ(2)
N (q) = B̂

(2)
N (q)/Â

(2)
N (q).

3) Let

ŵ
(2)
N (t) = Â

(2)
N (q)y(t)− B̂(2)

N (q)u(t).

Postulate an AR process of order na + nb, that is,

L(q)ŵ
(2)
N (t) = e(t),

and estimate it using the LS method. Denote the result by L̂N (q).

4) Generate the instruments

x(2)(t) = Ĝ
(2)
N (q)u(t),

ζ(2)(t) = L̂N (q)
[
− x(2)(t− 1) · · · − x(2)(t− na) u(t− 1) · · · u(t− nb)

]T
,

and determine the final estimate

η̂ IV
N = arg min

η∈Rnη

∥∥∥∥
1

N

N∑

t=1

ζ(2)(t)L̂N (q)
(
y(t)− ϕ(t)Tη

)∥∥∥∥
2

2

.

This algorithm is implemented in the system identification toolbox for MATLAB [see
Ljung, 2009] and is used to find initial estimates for the PEM. For an extensive coverage
of the IV method and its properties, the reader is referred to, for example, Söderström and
Stoica [1980]. The IV4 method only estimates the deterministic part of (2.23), that is, no
noise model H(q, θ) is estimated. If a noise model is sought, additional steps are needed.
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As an example, consider the estimation of an ARMAX model

y(t) =
Bp(q)

Ap(q)
u(t) +

Cp(q)

Ap(q)
e(t), (2.30)

given a dataset (2.1). Then one can take the following steps to find an estimate.

1) Apply the IV4 algorithm to find an estimate of the deterministic part

G(q, θ̂) =
B̂N (q)

ÂN (q)
.

2) Determine the residual

ŵN (t) = ÂN (q)y(t)− B̂N (q)u(t).

3) Postulate an AR process L(q)ŵN (t) = e(t) and estimate it using the least-squares
method. Denote the result by L̂N (q).

4) Determine an estimate of the innovations by êN (t) = L̂N (q)ŵN (t) and find the least-
squares estimate of Cp(q) via the relationship

ŵN (t)− êN (t) = (Cp(q)− 1)êN (t) + ẽ(t),

where the noise contribution has been collected in ẽ(t).

Steps 3) – 4) constitute a method that is often called Durbin’s method, which was first pre-
sented in Durbin [1959]. For different methods of estimating the stochastic part of (2.23),
see Stoica and Moses [2005].

In this section we have shown how to utilize the IV method to find estimates of transfer-
function models (2.23). The estimation of state-space models is a bit more involved and
for that a different approach is better suited.

2.4 Subspace Identification

In this section, a presentation of the subspace identification (SID) approach to the estima-
tion of state-space models will be given. The method is mainly based on linear algebraic
techniques, where projections are used to find the range and null spaces of certain linear
mappings (represented by matrices) which reveal information about the matrices in the
state-space model. This also enables efficient implementations based on numerical linear
algebra [see, for instance, Golub and Van Loan, 1996]. A thorough treatment of the SID
framework can be found in Van Overschee and De Moor [1996a] and a nice introduction
is given in Verhaegen and Verdult [2007].

The first part of this section deals with the estimation of discrete-time state-space models,
where our presentation is based on Verhaegen and Verdult [2007] and Viberg et al. [1997].
A different view of SID in the discrete-time case can be found in Jansson and Wahlberg
[1996] and Savas and Lindgren [2006]. Next, a short description of a SID method for
continuous-time state-space models, similar to the discrete-time case, is given. It is based
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on frequency-domain techniques and a full description of the algorithm can be found in
McKelvey and Akc̨ay [1994] and Van Overschee and De Moor [1996b].

The results in this presentation are not new and the reader who is already familiar with SID
might just want to browse the parts titled “estimating B(θ) and D(θ)” and “estimating
K(θ)” which are important in a later chapter.

2.4.1 Discrete Time

Consider the discrete-time state-space model (2.15). For notational convenience, we will
often not explicitly write out the dependence of the unknown parameter vector θ. Further-
more, we will assume that the system matrixA(θ) is Hurwitz and that the system operates
in open loop. Now, recursive application of (2.15) yields

y(t+ τ) = CAτx(t) +

τ−1∑

i=0

CAτ−i−1Bu(t+ i) +Du(t+ τ)

+

τ−1∑

i=0

CAτ−i−1w(t+ i) + v(t+ τ).

(2.31)

Introduce the vector of α stacked future outputs

yα(t) ,
[
y(t)T y(t+ 1)T · · · y(t+ α− 1)T

]T
, (2.32)

where α is a user-defined prediction horizon. Similarly, define the vectors of stacked
inputs, process and measurement noise as uα(t), wα(t), and vα(t), respectively. In this
notation, (2.31) can be expressed as

yα(t) = Γαx(t) + Φαuα(t) + Ψαwα(t) + vα(t), (2.33)

where

Γα ,




C
CA

...
CAα−1


 , Φα ,




D 0 . . . 0
CB D

...
. . .

CAα−2B CAα−3B . . . D


 , (2.34)

and

Ψα ,




0 0 . . . 0
C 0

CA C
. . .

...
CAα−2 CAα−3 . . . 0



. (2.35)

The matrix Γα in (2.34) is referred to as the extended observability matrix. By stacking
the data, (2.33) can be written in matrix form as

Yβ,α,N = ΓαXβ,N + ΦαUβ,α,N + ΨαWβ,α,N + Vβ,α,N , (2.36)

where we introduced the notation

Yβ,α,N ,
[
yα(β) yα(β + 1) · · · yα(β +N − 1)

]
, (2.37)
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with Uβ,α,N , Wβ,α,N , and Vβ,α,N defined accordingly, and

Xβ,N ,
[
x(β) x(β + 1) · · · x(β +N − 1)

]
. (2.38)

The parameter β is a design variable, whose interpretation will become clear in the ensu-
ing paragraphs. Equation (2.36) is often referred to as the data equation and constitutes the
foundation of modern approaches to SID [see, for example, Van Overschee and De Moor,
1996a].

Estimating A(θ) and C(θ)

In this presentation, we are going to make use of the IV framework for SID given in Viberg
et al. [1997]. The basic idea is to isolate the extended observability matrix Γα in (2.36) via
appropriate matrix projections explained below. Once an estimate of Γα has been found,
it is straightforward to create estimates ofA(θ) and C(θ) via the relationship (2.34). First,
the operator

Π⊥Uβ,α,N , I − UT
β,α,N (Uβ,α,NU

T
β,α,N )−1Uβ,α,N , (2.39)

projects the row space of a matrix onto the orthogonal complement of the row space of
the matrix Uβ,α,N . Thus, it holds that Uβ,α,NΠ⊥Uβ,α,N = 0 and multiplying (2.36) by
Π⊥Uβ,α,N from the right yields

Yβ,α,NΠ⊥Uβ,α,N = ΓαXβ,NΠ⊥Uβ,α,N + ΨαWβ,α,NΠ⊥Uβ,α,N + Vβ,α,NΠ⊥Uβ,α,N . (2.40)

Secondly, to eliminate the noise influence in (2.40), we need to find a matrix Zβ such that

lim
N→∞

1

N
Wβ,α,NΠ⊥Uβ,α,NZ

T
β = 0,

lim
N→∞

1

N
Vβ,α,NΠ⊥Uβ,α,NZ

T
β = 0,

(2.41)

and that the matrix

lim
N→∞

1

N
Xβ,NΠ⊥Uβ,α,NZ

T
β

has full rank nx. Equation (2.40) would then, asymptotically, be equivalent to

Yβ,α,NΠ⊥Uβ,α,NZ
T
β = ΓαXβ,NΠ⊥Uβ,α,NZ

T
β . (2.42)

Hence, the column-space of Γα could then be determined from the matrix on the left
hand side of (2.42). Under certain mild assumptions on the input signal and the noise
contribution, it is shown in Viberg et al. [1997] that

Zβ =

[
U0,β,N

Y0,β,N

]
, (2.43)

where

U0,β,N =
[
uβ(0) uβ(1) · · · uβ(N − 1)

]
, (2.44a)

Y0,β,N =
[
yβ(0) yβ(1) · · · yβ(N − 1)

]
, (2.44b)

fulfills these requirements. Thus, the user-defined parameter β defines the number of old
inputs and outputs that are going to be used as instrumental variables. The choice (2.43)
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is quite intuitive since the ith column of the matrices Wβ,α,N and Vβ,α,N only contains
white noise terms from time t = β+ i− 1 and onwards, so that any ZT

β where the ith row
is constructed from data prior to t = β + i− 1 will satisfy (2.41).

Now, as noted earlier, the extended observability matrix Γα can be estimated by the
column-space of the matrix Yβ,α,NΠ⊥Uβ,α,NZ

T
β . This subspace can be found via the sin-

gular value decomposition (SVD)

Yβ,α,NΠ⊥Uβ,α,NZ
T
β =

[
U1 U2

] [Σ1 0
0 0

] [
V T
1

V T
2

]
, (2.45)

where the αny ×nx matrix U1 determines a basis for the column-space [see, for instance,
Golub and Van Loan, 1996]. Thus, an estimate of Γα is given by Γ̂α = U1. Finally, from
the relation (2.34) one can find estimates

Ĉ = Γ̂α,1, Â =




Γ̂α,1
...

Γ̂α,α−1




† 


Γ̂α,2
...

Γ̂α,α


 , (2.46)

where † denotes the Moore-Penrose pseudoinverse and

Γ̂α =




Γ̂α,1
...

Γ̂α,α


 ,

has been partitioned into α blocks of sizes ny × nx.

Estimating B(θ) and D(θ)

Assume now that the estimates Â and Ĉ have been found according to (2.46). Setting
t = 0 in (2.31) and replacing the variable τ in the resulting equation with t yields

y(t) = CAtx(0) +

t−1∑

i=0

CAt−i−1Bu(i) +Du(t) + n(t), (2.47)

where the noise contributions have been collected in n(t). Equivalently, (2.47) can be
rewritten as

y(t) = CAtx(0) +

( t−1∑

i=0

u(i)T ⊗ CAt−i−1
)

vec (B)

+
(
u(t)T ⊗ Iny

)
vec (D) + n(t),

(2.48)

where ⊗ is the Kronecker product and the vec-operator stacks the columns of the argu-
ment in a column vector. Thus, since the noise n(t) is uncorrelated with the input u(t) due
to the open loop assumption, the matrices B and D can be estimated via the least-squares
problem

arg min
θ

1

N

N∑

t=1

(
y(t)− ϕ(t)Tθ

)2
, (2.49)
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where we have introduced θ =
(
x(0)T vec (B)

T
vec (D)

T)T and

ϕ(t)T =

[
ĈÂt

t−1∑

i=0

u(i)T ⊗ ĈÂt−i−1 u(t)T ⊗ Iny

]
.

Estimating K(θ)

Assume now that an innovation model (2.18) is to be estimated. Using the methodology
presented above, estimates Â, B̂, Ĉ and D̂ may be found. Thus, what remains to be esti-
mated is K(θ). To this end, we are going to use the approach presented in Van Overschee
and De Moor [1996a] with the notation given in Haverkamp [2001]. If an estimate of the
state sequence Xβ,N was at hand, this would be a simple task. In fact, estimates of the
process noise and the measurement noise are then given by

[
Ŵβ,1,N−1
V̂β,1,N−1

]
=

[
X̂β+1,N

Yβ,1,N−1

]
−
[
Â B̂

Ĉ D̂

] [
X̂β,N−1
Uβ,1,N−1

]
, (2.50)

which in turn yields estimates of the noise covariances
[
Q̂ Ŝ

ŜT R̂

]
=

1

N

[
Ŵβ,1,N

V̂β,1,N

][
Ŵβ,1,N

V̂β,1,N

]T
. (2.51)

Finally, an estimate of the Kalman filter gain K(θ) is given by the solution to the corre-
sponding Riccati equation

K̂ = (ÂP̂ ĈT + Ŝ)(ĈP̂ ĈT + R̂)−1, (2.52a)

P̂ = ÂP̂ ÂT + Q̂− (ÂP̂ ĈT + Ŝ)(ĈP̂ ĈT + R̂)−1(ÂP̂ ĈT + Ŝ)T. (2.52b)

The difficult part of estimating K(θ) lies in reconstructing the state sequences X̂β,N and
X̂β+1,N . Now, with w(t) = Ke(t) and v(t) = e(t), the data equation (2.36) becomes

Yβ,α,N = Γ̂αXβ,N + Φ̂αUβ,α,N + Ψ̃αEβ,α,N , (2.53)

where Γ̂α and Φ̂α are as in (2.34) with the system matrices replaced by their respective
estimate and

Ψ̃α ,




Iny 0 . . . 0

CK Iny
. . .

...
...

. . . . . . 0
CAα−2K . . . CK Iny



. (2.54)

Introduce the instrumental variables as

Z̃β ,



Uβ,α,N
U0,β,N

Y0,β,N


 , (2.55)

with the corresponding projection matrix

ΠZ̃β
= Z̃T

β (Z̃βZ̃
T
β )−1Z̃β . (2.56)
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Multiplying (2.53) by ΠZ̃β
from the right and taking the limit as β →∞ yields

lim
β→∞

Yβ,α,NΠZ̃β
= lim
β→∞

(
Γ̂αXβ,NΠZ̃β

+ Φ̂αUβ,α,NΠZ̃β
+ Ψ̃αEβ,α,NΠZ̃β

)
, (2.57)

where Γ̂α and Φ̂α have been constructed from the estimates Â, B̂, Ĉ and D̂ according
to (2.34), respectively. Since the columns of Eβ,α,N (t) are independent of the rows of
Z̃T
β , the last term of the right hand side of (2.57) will disappear. Also, since Uβ,α,N is

completely spanned by ΠZ̃β
, it holds that

lim
β→∞

Uβ,α,NΠZ̃β
= lim
β→∞

Uβ,α,N ,

and (2.57) may be reduced to

lim
β→∞

Yβ,α,NΠZ̃β
= Γ̂α lim

β→∞
Xβ,NΠZ̃β

+ lim
β→∞

Φ̂αUβ,α,N . (2.58)

Thus, to find an estimate of Xβ,N , we need to be able to say something about

lim
β→∞

Xβ,NΠZ̃β
.

To this end, insert (2.18b) into (2.18a) resulting in

x̂(t+ 1) = Āx̂(t) + B̄u(t) +Ky(t), (2.59)

where we have introduced

Ā , Â−KĈ and B̄ , B̂ −KD̂.
Now, recursive application of (2.59) yields

X̂β,N = ĀβX̂0,N + Cu,βU0,β,N + Cy,βY0,β,N , (2.60)

where

Cu,β ,
[
Āβ−1B̄ Āβ−2B̄ · · · B̄

]
,

Cy,β ,
[
Āβ−1K Āβ−2K · · · K

]
.

Hence, if Ā is stable then ĀβX̂0,N will disappear as β → ∞ and X̂β,N is completely
spanned by ΠZ̃β

in (2.56). This implies that

lim
β→∞

Xβ,NΠZ̃β
= lim
β→∞

Xβ,N .

Thus, (2.58) can, finally, be written as

lim
β→∞

Yβ,α,NΠZ̃β
= Γ̂α lim

β→∞
Xβ,N + lim

β→∞
Φ̂αUβ,α,N

and an estimate of Xβ,N , for large β, may be found by

X̂β,N = Γ̂†α

(
Yβ,α,NΠZ̃β

− Φ̂αUβ,α,N

)
. (2.61)

Thus, there are several steps involved to find an estimate of the Kalman gain K(θ). First,
one needs to reconstruct the state sequences Xβ,N and Xβ+1,N to get estimates of the
covariance matrices (2.51). Finally, one needs to solve the Riccati equation (2.52) for K̂.
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Summary

The estimation of a complete state-space innovations model (2.18), as described in the
sections above, involves several steps. First, the matrices A(θ) and C(θ) are estimated
via (2.46). Then, these estimates are used to estimate the matrices B(θ) and D(θ)
via (2.49). Finally, an estimate of K(θ) is found by the Riccati equation (2.52). The
steps are summarized in Algorithm 2.2.

Algorithm 2.2 (SID)

Given: A dataset (2.1), the model order nx and the user-defined prediction and instrumen-
tal variables horizons {α, β}.
1) Construct the Hankel matrices Uβ,α,N and Yβ,α,N as in (2.37). Also, find the corre-

sponding projection matrix Π⊥Uβ,α,N via (2.39) and construct the instruments ZT
β as

in (2.43).

2) Find the column space of Yβ,α,NΠ⊥Uβ,α,NZ
T
β via (2.45) as an estimate Γ̂α of the ex-

tended observability matrix (2.34).

3) Determine the estimates Â and Ĉ of A(θ) and C(θ), respectively, via (2.46).

4) Determine the estimates B̂ and D̂ of B(θ) and D(θ), respectively, via (2.49).

5) Reconstruct the state sequences Xβ,N and Xβ+1,N via (2.61) using the instruments
defined in (2.55) and Φ̂α as in (2.34) with the system matrices replaced by the corre-
sponding estimates.

6) Estimate the covariance matrices via (2.51) and find an estimate K̂ ofK(θ) by solving
the corresponding Riccati equation (2.52).

The precise effects of the user-defined prediction and instrumental variables horizons α
and β are not yet fully understood, other than that they must be greater than nx. For effi-
cient implementations and suggestions of different design choices, the reader is referred
to Van Overschee and De Moor [1996a] and the references therein.

2.4.2 Continuous Time

So far we have only considered estimating discrete-time state-space models (2.15) from
sampled data (2.1). In this section, we will deal with the identification of continuous-time
state-space models

ẋ(t) = A(θ)x(t) +B(θ)u(t), (2.62a)
y(t) = C(θ)x(t) +D(θ)u(t) + e(t), (2.62b)

where the output y(t), the input u(t) and the noise e(t) are assumed to be differentiable.
Furthermore, the input and the noise are assumed to be uncorrelated. The presentation
below is based on frequency domain techniques presented in McKelvey and Akc̨ay [1994].
The resulting algorithm is quite similar to the discrete-time SID method presented above.
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Consider the continuous-time state-space model (2.62). Now, by introducing

yα(t) =

[
y(t)

d

dt
y(t) · · · dα−1

dtα−1
y(t)

]T
,

similarly for u(t) and e(t), it holds that

yα(t) = Γαx(t) + Φαuα(t) + eα(t). (2.63)

Here, Γα and Φα are the same matrices as in the time-discrete case (2.34). Applying the
continuous-time Fourier transform to (2.63) yields

Wα(ω)⊗ Y (ω) = ΓαX(ω) + ΦαWα(ω)⊗ U(ω) +Wα(ω)⊗ E(ω), (2.64)

where Y (ω), X(ω), U(ω) and E(ω) are the Fourier transforms of the signals y(t), x(t),
u(t) and e(t), respectively and

Wα ,
[
1 iω · · · (iω)α−1

]T
.

Assume that we have samples of the Fourier transforms of the input and output signals at
frequencies (ωk)Mk=1. Introduce

Yβ,α,M ,
[
Wα(ωβ)⊗ Y (ωβ) · · · Wα(ωM )⊗ Y (ωM )

]
, (2.65)

and similarly for Uβ,α,M and Eβ,α,M . Now, (2.64) can be written as

Yβ,α,M = ΓαXβ,M + ΦαUβ,α,M + Eβ,α,M , (2.66)

with

Xβ,M ,
[
X(ωβ) · · · X(ωM )

]
.

Equation (2.66) is quite similar to the discrete-time data equation (2.36). The only sig-
nificant difference is that the elements of the matrices in (2.66) are in general complex
numbers and certain modifications have to be made. Define the projection matrix

Π⊥Uβ,α,M , I − UHβ,α,M (Uβ,α,MU
H
β,α,M )−1Uβ,α,M , (2.67)

where superscript H denotes the complex conjugate transpose of a matrix. Multiply-
ing (2.66) with (2.67) from the right yields

Yβ,α,MΠ⊥Uβ,α,M = ΓαXβ,MΠ⊥Uβ,α,M + Eβ,α,MΠ⊥Uβ,α,M (2.68)

Now, it can be shown that

Yβ,α,MΠ⊥Uβ,α,MU
H
1,β,M = ΓαXβ,MΠ⊥Uβ,α,MU

H
1,β,M , (2.69)

holds asymptotically as M → ∞, where the matrix U1,β,M is the instrumental vari-
ables matrix [see, for example, McKelvey and Akc̨ay, 1994]. In a similar fashion as
in the discrete-time case one can now find the column space of Γα via the matrix G ,
Yβ,α,MΠ⊥Uβ,α,MU

H
1,β,M [see McKelvey and Akc̨ay, 1994] and

[
Re (G) Im (G)

]
=
[
U1 U2

] [Σ1 0
0 0

] [
V T
1

V T
2

]
, (2.70)

where the operators Re and Im find the real and imaginary parts of a complex number,
respectively. An estimate Γ̂α of Γα is now found by U1 and the matrices A(θ) and C(θ)
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can be estimated as in (2.46).

To find estimates of B(θ) and D(θ), one only needs to solve

arg min
B,D

M∑

t=1

∣∣∣Y (ωt)−
(
D + Ĉ(iωtI − Â)−1B

)
U(ωt)

∣∣∣
2

. (2.71)

For an efficient implementation of the frequency domain SID method for estimating con-
tinuous-time state-space models (2.62), the reader is referred to McKelvey and Akc̨ay
[1994]. These problems are often ill-conditioned and for higher order systems certain
care is needed when implementing an algorithm [see, for instance, Van Overschee and
De Moor, 1996b].

The SID algorithms presented in this section and in the previous one have been proved to
work well in practice and have become de facto standard for initializing the PEM when
estimating state-space models given a dataset. One drawback with these methods is that
it is difficult to include prior information about the system into the model. For example,
physically motivated state-space models often contain elements in the system matrices
that are known beforehand. This limitation will be discussed in a later chapter.

2.5 An Algebraic Approach

In the well-cited paper by Ljung and Glad [1994], a new framework for analyzing the
identifiability of nonlinear model structures was introduced, based on the techniques of
differential algebra. The procedure used in Ljung and Glad [1994] is called Ritt’s al-
gorithm and provides means to simplify a system of differential equations via algebraic
manipulations and differentiations of the signals involved. For instance, the main theorem
in Ljung and Glad [1994] states that any nonlinear model structure

ẋ(t) = f(x(t), u(t), θ),

y(t) = h(x(t), u(t), θ),
(2.72)

where f and h are polynomials, is globally identifiable if and only if it can be rewritten as
a linear regression model

f̃
(
u(t), y(t), u̇(t), ẏ(t), . . .

)
= g̃
(
u(t), y(t), u̇(t), ẏ(t), . . .

)
θ, (2.73)

for some polynomials f̃ and g̃. The implications of this result for system identification are
twofold. First of all, instead of analyzing the properties of a globally identifiable nonlinear
model structure (2.72), which may be quite difficult, one can work with an equivalent
linear regression model (2.73), which significantly simplifies the analysis. Second, since
an algorithm that performs the transformation of the nonlinear model to an equivalent
linear regression model is provided, this also implies that the estimation of the parameters
is trivial once the transformation has been made.

The price to be paid for using Ritt’s algorithm to transform the nonlinear model struc-
ture (2.72) into the linear regression model (2.73) is the introduction of derivatives of the
signals u(t) and y(t). Thus, the framework proposed in Ljung and Glad [1994] requires
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noise-free data and means to find the exact derivatives of the signals involved. Let us
consider a simple example to illustrate the steps involved in the manipulations.

Example 2.2
Consider the following continuous-time model structure

y(t) = θu(t) + θ2u̇(t), (2.74)

where the dot operator denotes differentiation with respect to time t. As was noted in
the discrete-time case depicted in Example 1.1, applying the PEM directly to the model
structure (1.1) may result in a non-convex optimization problem, see Figure 1.2. Instead,
let us try to apply Ritt’s algorithm, as described in Ljung and Glad [1994]. Via a series
of differentiations and polynomial divisions, the algorithm provides a linear regression
model

y(t)ü(t)− ẏ(t)u̇(t) =
(
u(t)ü(t)− u̇2(t)

)
θ, (2.75)

plus an additional relationship between the input and output signals that must be fulfilled
for all t ∈ R

y(t)u̇4(t)− u(t)u̇3(t)ẏ(t)− u̇3(t)ẏ2(t)− u(t)y(t)u̇2(t)ü(t)

+ u2(t)u̇(t)ẏ(t)ü(t) + 2y(t)u̇2(t)ẏ(t)ü(t)− y2(t)u̇(t)ü2(t) = 0. (2.76)

Thus, to estimate the unknown parameter θ in (2.74), given a sequence of input and output
data, one can use (2.75) to get an initial estimate for the PEM which guarantees, in the
noise-free case and with exact derivatives, that the global optimum will be found.

The linear regression (2.75) can be derived in quite a simple manner by eliminating the
nonlinear term θ2 via some elementary algebra. First, differentiate (2.74) with respect to
t, remembering that θ is constant, which results in

ẏ(t) = θu̇(t) + θ2ü(t). (2.77)

By comparing (2.74) with (2.77) one notices that multiplying (2.74) by ü(t) and (2.77)
with u̇(t) and subtracting the results, yields the same result as in (2.75). These simple
algebraic manipulations are basically what Ritt’s algorithm does and the multiplication
and subtraction scheme used above forms what we know as polynomial division.

In the example above one notices that by making use of Ritt’s algorithm to eliminate
the nonlinearities associated with θ in (2.74), one increases the complexity of the interac-
tions between the signals y(t), u(t) and the corresponding derivatives. This may not be
a problem in the noise-free case, but if a noise signal e(t) was added to (2.74) it would
also undergo the nonlinear transformations. In the general case, this implies that products
between the noise e(t), the input u(t), the output y(t), and their time derivatives would
appear in the linear regression model. This may complicate the estimation problem sig-
nificantly, since the regressor variables and the noise signal may become correlated, and
Ljung and Glad [1994] only consider the noise-free case. In a later chapter we will discuss
the generalization of these results to discrete time. Besides making it possible to analyze
discrete-time nonlinear systems, this opens up the possibility of dealing with noise.

The methods of differential algebra used here were first formalized by Ritt [1950] and
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then further developed by Kolchin [1973]. These methods were much later introduced
into the automatic control community by Diop [1991]. Further details about the use of
differential algebraic methods in automatic control problems can be found in Fliess and
Glad [1994] and algorithmic details are given in Glad [1997].

2.6 Model Validation

An important part of the system identification cycle is to ensure the validity of the model
that has been estimated. To this end, several methods have been developed [see, for
example, Ljung, 1999], and in this section we will only cover a small subset. For further
discussions and references regarding the subject of model validation, the reader is referred
to the books by Ljung [1999] and Söderström and Stoica [1989].

Many of the validation tests in system identification make, in some way, use of the residual

ε(t, θ̂N ) = y(t)− ŷ(t | θ̂N ),

where the parameter estimate θ̂N has been found using some method. A simple, yet
effective validation procedure, is the cross-validation method. Here, the predicted or
simulated output of the model for a different dataset, referred to as validation data, than
the dataset used when estimating the model, referred to as estimation data, is compared
to the measured output. Different criteria have been proposed to quantify the closeness of
the predicted and the measured output. A popular choice is the model fit value

fit = 100

(
1− ‖ε(t, θ̂N )‖2
‖y(t)− ȳ‖2

)
, (2.78)

which gives the relative performance increase, in percent, of using the estimated model
compared to just using the mean ȳ of the output as a predictor. The model fit (2.78)
generally depends on the amount of noise in the data and more noise usually means a
lower model fit. Therefore it is recommended that one also considers the graph containing
the predicted and the measured output side by side and takes the prediction performance
into account when determining whether the model is valid or not.

Another simple test is given by the cross-correlation method. This method is based on the
estimated covariance between the residuals and past inputs

R̂Nεu(τ) ,
1

N

N∑

t=1

ε(t)u(t− τ). (2.79)

A large value of the covariance estimate (2.79) for some time shift τ ≥ 0 indicates that
the corresponding shifted input is important for describing the data and should be incor-
porated into the model. This is usually found out by a simple χ2 hypothesis test [see
Ljung, 1999]. It can also be informative to consider the correlation among the residuals
themselves

R̂Nε (τ) ,
1

N

N∑

t=1

ε(t)ε(t− τ). (2.80)
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A large value of the correlation (2.80) for some time shift τ 6= 0 indicates that some part of
ε(t, θ̂N ) could have been predicted from past data. Thus, the measured output y(t) could
have been predicted better. This effect can also be detected by a simple χ2 hypothesis test
[see Ljung, 1999].

The methods described above are quite simple but have shown to work well in practice.
It is important to note that the model validation methods usually focus on detecting one
particular deficiency of the estimated models and therefore it is important to use several
methods when testing their validity. In this thesis, model validation will not play a major
role and the methods described in this section are sufficient for our purpose.
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3
Introduction to Dimension Reduction

The estimation of nonlinear functions can be challenging when the number of indepen-
dent variables is high. This difficulty may, in certain cases, be reduced by first projecting
the independent variables on a lower dimensional subspace before estimating the nonlin-
earity. In this chapter, the dimension reduction approach to regression is introduced and
different families of methods are presented. Furthermore, some applications in system
identification are discussed.

3.1 Introduction

Most real systems exhibit a nonlinear input-output behavior, and in many cases, the exact
nature of this behavior is not known and has to be estimated from data, for example, us-
ing methods for nonlinear system identification. Sometimes, linear models can be used
to obtain sufficiently accurate approximations for applications such as control design or
state estimation, but there are also several examples where accurate nonlinear models are
essential. There are many challenges that come with the estimation of a nonlinear model
from data. For instance, estimation of a function of a large number of variables generally
requires a large dataset, which might not be available. Furthermore, many nonlinear sys-
tem identification approaches involve solving nonconvex optimization problems, and the
resulting model might thus correspond to a local optimum instead of the global one.

In this chapter, we will discuss the dimension reduction approach to regression as a way
to circumvent the need for large datasets for some high-dimensional nonlinear estimation
problems. In particular, we consider systems in the form

y(t) = f(BT
0 ϕ(t), e(t)), (3.1)

where B0 ∈ Rnϕ×d has full rank. The objective is to estimate a basis for the column
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ϕ1(t)

ϕ2(t)

y(t)

Figure 3.1: Data have been collected from a nonlinear dynamical system in the
form (3.1) and are here illustrated by crosses and the data projected onto the line
defined by B0 are depicted with circles. Thus, with an appropriate projection, the
nature of the nonlinearity becomes obvious.

space of B0 and its dimension d, without knowing or estimating the nonlinearity f . An
important benefit from such an approach is that, if the dimension of the projected space
is significantly lower than the number of regressors, then the ensuing estimation of the
nonlinearity will be computationally less demanding and yield more accurate estimates.
This is illustrated in Figure 3.1, where the correct projection reveals the nature of the
nonlinearity.

Now, what properties of the regressors and the nonlinearity ensures that information re-
garding the column space of B0 can be retrieved? Clearly, one requirement is that the
signal z(t) , BT

0 ϕ(t) spans a sufficiently large space, which can be seen as a require-
ment on ϕ(t). To simplify the discussion, we will not consider the influence of the noise
and therefore assume that the data are given by y(t) = f(BT

0 ϕ(t)). In the following, for
a matrix A ∈ Rm×n, let

Null (A) , {x : Ax = 0, x ∈ Rn} and Range (A) , {Ax : x ∈ Rn}, (3.2)

denote the nullspace and the range space of A, respectively.

Assumption A1. The regressors ϕ(t) have a continuous probability density function and
finite second order moments. Furthermore, Cov (ϕ(t)) has full rank.

Now, if Assumption A1 is fulfilled and Cov (ϕ(t)) = LLT is a Cholesky factorization,
then it holds that [see, for example, Meyer, 2000, page 210]

rank
(

Cov (z(t))
)

= rank
(
BT

0 LL
TB0

)
= rank

(
LTB0

)

= rank (B0)− dim
(

Null (LT) ∩ Range (B0)
)

= d,
(3.3)

where the last equality follows from the fact that Null (LT) = {0} and the assumption that
B0 has full rank. In the finite data case, that is, when a dataset (ϕ(t), y(t))N−1t=0 from (3.1)
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is given such that the number of data points N > nϕ, it is reasonable to assume that

Φ ,
[
ϕ(0) ϕ(1) · · · ϕ(N − 1)

]
∈ Rnϕ×N , (3.4)

has full rank. This is equivalent to the requirement that the sample mean estimate of the
covariance matrix of ϕ(t) has full rank. Then, similar to (3.3), it follows that

Z ,
[
z(0) z(1) · · · z(N − 1)

]
= BT

0 Φ ∈ Rd×N , (3.5)

has full rank. Thus, the desired properties of z(t) are easily derived from the properties
of the regressors. Assumption A1 is sufficient for the purpose of this discussion but might
be relaxed to allow for more general distributions.

Now, let ϕ0 be a point in the support of the probability density function of ϕ(t). If f is
continuously differentiable in a neighborhood of ϕ0, it holds that

∂f

∂ϕ(t)
(ϕ0) = B0

∂f

∂z(t)
(z0)

∣∣∣∣
z0=BT

0 ϕ0

.

Thus, for differentiable functions it is possible to retrieve information of B0 by consider-
ing the gradient of the function, provided that the gradient does not vanish. For instance,
if f is a linear function, that is, f(BT

0 ϕ(t)) = aTBT
0 ϕ(t) for some a ∈ Rd, the gradient

is given by the linear combination B0a. Hence, only a single direction can be found and
therefore it is important that the nonlinearity is varying sufficiently much to be able to
find an estimate of the dimension d.

Assumption A2. The time-invariant nonlinearity f is bounded and piecewise continu-
ously differentiable with only a finite number of discontinuities. Furthermore, there exist
points (ϕk)dk=1 in the support of the probability density function of ϕ(t) such that f is
differentiable in a neighborhood of each point and

rank

([
∂f

∂ϕ(t)
(ϕ1)

∂f

∂ϕ(t)
(ϕ2) · · · ∂f

∂ϕ(t)
(ϕd)

])
= d. (3.6)

Remark 3.1. The requirements in Assumption A2 are not very general and exclude, for example,
piecewise constant functions. This limitation may be circumvented at the cost of a more elaborate
analysis.

Now, let Assumptions A1 and A2 be fulfilled. Since ϕ(t) has a continuous distribution,
there exists neighborhoods Nk of each point ϕk such that P (ϕ(t) ∈ Nk) > 0. Thus, for
a dataset (ϕ(t), y(t))N−1t=0 , it holds that

lim
N→∞

rank

([
∂f

∂ϕ(t)
(ϕ(0))

∂f

∂ϕ(t)
(ϕ(1)) · · · ∂f

∂ϕ(t)
(ϕ(N − 1))

])
= d,

with probability one. Thus, under Assumptions A1 and A2, we are able to retrieve infor-
mation regarding the column space of B0 from the gradient of the nonlinearity.

The assumptions made on the noise e(t) are different for different families of dimension
reduction methods, where some methods assume independence with the regressors ϕ(t),
while others assume that only additive noise is present on the output. The details of
the assumptions are given later, when the two different families of dimension reduction
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i
i

PGFoutput/dimension-wiener-class-of-systems: 2012-10-06 19:24 — 1 (“34”) i
i

i
i

i
i

G1(q)

G2(q)

Gd(q)
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Figure 3.2: A representation of the Wiener class of systems, where the input enters
a finite number of SISO LTI systems followed by a static nonlinearity.

methods are presented. In the statistical literature, the regressors are often assumed to be
(temporally) independent and identically distributed. In this thesis, dynamically depen-
dent regressors are considered and we will often assume that the regressors are given by
old inputs

ϕ(t) =
[
u(t− nk) u(t− nk − 1) · · · u(t− nb − nk + 1)

]T
, (3.7)

where u(t) is allowed to be a stationary sequence with a certain dynamical dependence
depending on the method applied. In some methods it is also possible to include old
outputs in the regression vector.

3.2 System Identification Applications

An obvious application of the dimension reduction approach in system identification is
the estimation of a system in the Wiener class

y(t) = f(G(q)u(t) + w(t)) + v(t), (3.8)

whereG is a single-input multiple-output (SIMO) LTI system and f is a time-invariant non-
linearity. This model structure has desirable approximation properties [Boyd and Chua,
1985] and is illustrated in Figure 3.2. See also the discussion in Section 2.2.2.

If the true linear subsystemG(q) has a finite impulse response, then (3.8) can be expressed
as (3.1), where the regressors are given by (3.7) and B0 represents the values of the
impulse response coefficients. If G(q) is a well-damped system, then an approximation
of the impulse response may be found using dimension reduction methods. This is the
topic in Chapters 4 and 5.

A possible approach to the estimation an infinite impulse response model of the linear part
of (3.8) is to combine the best linear approximation (BLA), defined here by

GBLA(q) , arg min
G∈G

E
(
(y(t)−G(q)u(t))2

)
, (3.9)

where G denotes the set of all LTI systems, with a dimension reduction method. This
approach is evaluated in Schoukens et al. [2012] and the basic idea is described here. It
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is well known that, if the input is Gaussian distributed, the BLA can be written as a linear
combination of the different branches appearing in (3.8), that is,

GBLA(z) =

d∑

k=1

αkGk(z), (3.10)

for some real αk, k = 1, 2, . . . , d, where Gk(z) denote the components of G(z). Thus,
(3.10) implies that, by minimizing some quadratic cost function, a consistent estimate
of the collection of all poles appearing in the linear subsystem can be found and it only
remains to determine which poles that belong to which branch. This pole separation
problem has previously been considered in Schoukens and Rolain [2011]. Here, we will
briefly describe the approach by Schoukens et al. [2012]. Now, assume that the BLA is
given by

GBLA(q) =
b0 + b1q

−1 + · · ·+ bnq
−n

1 + a1q−1 + · · ·+ anq−n
, (3.11)

for some real constants ak and bk, k = 0, 1, . . . , n. Let the number of real and complex
poles be denoted by nr and nc, respectively. With np = nr + nc/2, a partial fraction
expansion of (3.11) can be written as

GBLA(q) = c0 +

nr∑

k=1

ck
1 + dkq−1

+

np∑

k=nr+1

ck,1q
−1 + ck,2q

−2

1 + dk,1q−1 + dk,2q−2
, (3.12)

where the first sum only involves the real poles, while the second sum contains the
complex conjugate poles. Denote the filters appearing in (3.12) by GBLA,k(q), k =
1, 2, . . . , np, respectively. Furthermore, let the regressors be given by

ϕBLA(t) =




1
GBLA,1(q)

...
GBLA,np(q)


u(t). (3.13)

Then it holds that y(t) = f(BTϕBLA(t) + w(t)) + v(t) for some B ∈ R(np+1)×d. Thus,
using a dimension reduction method, an estimateB can be found and therefore an estimate
of each branch [see Schoukens et al., 2012, for further details].

Another possible approach to find an infinite impulse response model of the linear subsys-
tem is to make use of orthogonal basis functions, for instance, Laguerre or Kautz filters
[see, for example, Wahlberg, 1991, 1994]. Including such basis functions in the regressor
vector might improve the estimate of the linear subsystem significantly compared to a
finite impulse response model of the same order [see, for instance, Lindskog, 1996, Chap-
ter 4]. Further information regarding orthogonal basis functions and their properties can
be found in Heuberger et al. [2005].

As previously mentioned, for certain dimension reduction methods it is possible to include
old outputs in the regressors, which enables the estimation of certain NARX structures.
The NARX case lies outside the scope of this thesis and only a simple nonlinear time-
series example is considered in Section 5.5.1.
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In the following two sections, we will give a brief description of some dimension re-
duction methods. These methods can basically be divided into two families of methods;
the forward (direct) and the inverse regression approach. The purpose of the following
sections is to show the diversity of the field and to introduce the basic approaches to
dimension reduction.

3.3 Direct Regression Approaches
The direct, or forward, approach to dimension reduction is based on modeling the non-
linearity in (3.1) using some appropriate class of nonlinearities. In this section, let ϕ(t)
denote some vector of regressors chosen by the user. In the forward regression approaches
discussed here, the system is assumed to be in the form

y(t) = f(BT
0 ϕ(t)) + e(t), (3.14)

where B0 ∈ Rnϕ×d has full rank and the noise is such that E (e(t) |ϕ(t)) = 0. Further-
more, a common assumption is that the dimension d of the subspace is known in advance.

One of the first approaches to dimension reduction found in the literature is the projection
pursuit regression approach by Friedman and Tukey [1974], which was further developed
by Friedman and Stuetzle [1981], Huber [1985] and Friedman [1987]. In projection pur-
suit, the nonlinearity is modeled as

f(BTϕ(t)) =

d∑

k=1

fk(bTkϕ(t)), (3.15)

for some smooth functions fk and unit vectors bk representing the projections onto a
lower-dimensional subspace. The ideas of projection pursuit have been applied to system
identification by Lindgren and Ljung [2005], who considered polynomial and piecewise
affine ridge functions fk. Other common choices of ridge functions are local linear mod-
els or smoothing splines [see, for example, Hastie et al., 2009, page 391]. The projection
pursuit regression model is closely related to neural networks with one hidden layer. Fur-
ther information regarding projection pursuit regression and its relation to neural networks
can be found in, for instance, Hastie et al. [2009, Chapter 11].

The main limitation of the projection pursuit approach to dimension reduction is the addi-
tive model of the time-invariant nonlinearity used in (3.15). From a system identification
perspective, this model does not allow for mixing to occur between the branches of a
system in the Wiener class. A preliminary step towards a more general model of the
nonlinearity was taken by Härdle and Stoker [1989] when investigating (surprisingly)
single-index models, that is, when d = 1 in (3.14). The proposed method is called av-
erage derivative estimation and is based on the fact that the derivative of the regression
function

m(ϕ(t)) , E (y(t) |ϕ(t)) = f(BT
0 ϕ(t)),

is given by

∂m

∂ϕ(t)
(ϕ(t)) = B0

df

dx
(x)

∣∣∣∣
x=BT

0 ϕ(t)

.
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Thus, for some γ ∈ R, it holds that

B0 = γ E
( ∂m

∂ϕ(t)
(ϕ(t))

)
, (3.16)

and an estimate of a scaled version of B0 can be found by estimating the expected value
of the derivative of the regression function, provided that the expected value of the deriva-
tive is not zero. Härdle and Stoker [1989] argued that this estimation problem might be
difficult in a high-dimensional setting and proposed an alternative method based on ker-
nel density estimation [see, for example, Fan and Gijbels, 1996, Section 2.7]. Denote the
probability density function of ϕ(t) by pϕ(t)(ϕ) and assume that m(ϕ)pϕ(t)(ϕ) vanishes
on the on the boundary of its support. Now, integration by parts and the definition of
conditional expectations yields

B0 = γ E
( ∂m

∂ϕ(t)
(ϕ(t))

)
= γ

∫
∂m

∂ϕ(t)
(ϕ)pϕ(t)(ϕ) dϕ

= −γ
∫
p′ϕ(t)(ϕ)m(ϕ) dϕ = −γ

∫
p′ϕ(t)(ϕ)

[ ∫
y
py(t),ϕ(t)(y, ϕ)

pϕ(t)(ϕ)
dy

]
dϕ

= −γ
∫∫

y
p′ϕ(t)(ϕ)

pϕ(t)(ϕ)
py(t),ϕ(t)(y, ϕ) dϕdy = −γ E

(
y(t)

p′ϕ(t)(ϕ(t))

pϕ(t)(ϕ(t))

)
.

(3.17)

Hence, if the probability density function of ϕ(t), and thus its derivative, are known or
if accurate estimates are available, an estimate of a scaled version of B0 can be found
using, for instance, the sample mean estimate of the expectation in (3.17). Further details
about the average derivative estimation procedure and its properties can be found in, for
example, Härdle et al. [1992] and Härdle et al. [1993].

Inspired by Härdle and Stoker [1989], Zhu and Zeng [2006] proposed a generalization for
multi-index models, that is, when d > 1 in (3.14). The generalization involves using the
Fourier transform to avoid estimating the gradient (3.16) directly, which is done similar
to (3.17). These ideas have also been applied in the identification of systems in the Wiener
class by Jiang and Fang [2009], in the case when the input is white and the linear subsys-
tem has a finite impulse response. Furthermore, it is possible to consider more general
integral transforms as shown by Zeng and Zhu [2010]. The integral transform framework
requires choosing certain design parameters appropriately to get an accurate estimate of a
basis for the range space of B0. The choice made in Zhu and Zeng [2006] and Zeng and
Zhu [2010] is based on the bootstrapping procedure developed by Ye and Weiss [2003].

Another approach to the multi-index case inspired by Härdle and Stoker [1989], is the
minimum average variance estimation by Xia et al. [2002]. The method is based on the
solution to a bilinear least-squares problem over an orthogonality constraint to find an
estimate of a basis for the range space of B0, which in general is a difficult optimization
problem. It turns out that the minimum average variance estimation method has trouble es-
timating certain directions and that it is sensitive to outliers. These limitations are treated
by Xia [2007] and by Wang and Xia [2008], respectively. The original method by Xia
et al. [2002] is studied further in Chapter 5, where also a convex relaxation is proposed.

The field of dimension reduction is growing rapidly and includes a wide variety of dif-
ferent statistical frameworks. For instance, some more recent approaches are, for exam-
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ple, based on the theory of reproducing kernel Hilbert spaces [Fukumizu et al., 2009],
semiparametrics [Ma and Zhu, 2012] and also nonparametric Bayesian theory [see, for
instance, Reich et al., 2011].

3.4 Inverse Regression Approaches

The forward approaches to dimension reduction described in the previous section rely ei-
ther upon the solution of some difficult nonconvex optimization problem or on the ability
to estimate the probability density function of the regressors, which can be challenging
when the dimension of the regressor space is high. In system identification, it is well
known that certain estimation problems become simpler if the distribution of the regres-
sors has certain properties, for example, if the regressors are Gaussian distributed [see,
for instance, Bussgang, 1952]. This property was also recognized by Li [1991], who
proposed a linear design condition and showed that, for all regressors satisfying this con-
dition, it is possible to retrieve the range space of B0 from the conditional expectation of
the regressors ϕ(t) given the output y(t), provided that the system is in the form (3.1) and
the noise e(t) is independent of ϕ(t).

In a discussion of the aforementioned paper, Cook and Weisberg [1991] showed that
the linear design condition is fulfilled if the regressors are elliptically distributed, that
is, if the level curves of the probability density function of the regressors are ellipsoids
[see, for example, Eaton, 1986]. Furthermore, the method by Li [1991] requires that the
nonlinearity is not even, since the conditional expectation is then zero, and Cook and
Weisberg [1991] showed that in the symmetric case a basis for the range space of B0 can
be found from the conditional covariance of ϕ(t) given y(t), provided that the regressors
are Gaussian distributed.

The methods presented in Li [1991] and Cook and Weisberg [1991] constitute the foun-
dation of most existing inverse regression methods. There are basically two ways of im-
proving the aforementioned methods: using a more advanced estimator of the conditional
moments or combining the first and second order conditional moments in some way to
get a more reliable estimate.

The estimators used in Li [1991] and Cook and Weisberg [1991] are based on the simple
nonparametric slicing estimator, also known as a partitioning estimate [see, for instance,
Györfi et al., 2002]. The slicing estimator works reasonably well for simple nonlinearities
or when the dataset is large. A consistency analysis of the methods by Li [1991] and Cook
and Weisberg [1991] are given in Zhu and Ng [1995] and Li and Zhu [2007], respectively.
For smaller datasets, or more oscillatory nonlinearities, the estimate may be improved
by using a more refined nonparametric estimator such as a kernel estimator [Zhu and
Fang, 1996, Zhu and Zhu, 2007] or the more general linear smoother framework [Bura,
2003]. Another possibility is to use a parametric estimator [Bura and Cook, 2001]. Other
estimators that are motivated by the difficulty of using partitioning estimates in higher
dimensions have been proposed in the literature [see, for example, Zhu et al., 2010a,b].

It can be shown that the inverse regression methods based on second order conditional
moments are asymptotically more exhaustive than the methods based on first order mo-
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ments, that is, the higher order moment methods capture a larger part of the range space
of B0 than the first order methods [see, for instance, Ye and Weiss, 2003]. Unfortunately,
it turns out that the inverse regression methods based primarily on second order moments
do not perform particularly well for small datasets in the presence of odd nonlinearities.
To remedy this drawback, Ye and Weiss [2003] proposed how first and second order meth-
ods could be combined to get more accurate and robust estimates. These hybrid methods
typically involve nontrivial choices of certain design parameters and Ye and Weiss [2003]
proposed an automatic procedure to make this choice based on bootstrapping [see also,
Zhu et al., 2007].

In Li et al. [2005], a novel approach to inverse regression called contour regression was
proposed and it was shown in some simulation examples that it can outperform some
well-established inverse regression methods. The contour regression framework is quite
computationally demanding and only applicable to small datasets. Drawing on the experi-
ence of Li et al. [2005], Li and Wang [2007] proposed a method that in simulations turned
out to be at least as accurate as the previous method, but computationally significantly
cheaper. Furthermore, the proposed method can be interpreted as a hybrid of the meth-
ods by Li [1991] and Cook and Weisberg [1991], and only depends on a single design
parameter.

The inverse regression methods discussed so far are all based on estimating certain con-
ditional moments of ϕ(t) given y(t) and will in the following be categorized as moment-
based methods. Some of the moment-based methods are studied further in a system iden-
tification setting in Chapter 4.

Another interesting approach is the optimization-based framework by Cook and Ni [2005].
It is shown that the methods by Li [1991] and Cook and Weisberg [1991] are special,
suboptimal cases of this framework. The optimization problem is a weighted bilinear least-
squares problem over an orthogonality constraint, similar to those found in the forward
regression approaches.

The inverse regression approach to dimension reduction often works reasonable well in
low-dimensional settings, but the accuracy of the estimates sometimes tend to deteriorate
as the dimension increases. One reason for this is that the inverse regression estimate
relies on inverting the sample covariance matrix of the regressors, which may become ill-
conditioned as the number of regressors increases. Thus, it is sometimes desirable to get
sparse solutions to the dimension reduction problem. Using the optimization-based frame-
work by Cook and Ni [2005], Ni et al. [2005] combined the inverse regression method by
Li [1991] with the least absolute shrinkage and selection operator (LASSO) [Tibshirani,
1996] to get a sparse dimension reduction. The resulting optimization problem is compu-
tationally demanding and not applicable in a high-dimensional setting [see also, Li and
Yin, 2008]. Since then, several methods for sparse dimension reduction methods have
been proposed and a brief summary can be found in Wang and Zhu [2013], where an in-
teresting approach based on linear discriminant analysis and optimal scoring is proposed.

An important aspect of dimension reduction is to estimate the dimension d of the under-
lying subspace accurately. This problem has been considered extensively in the literature
and there are basically two approaches: using a statistical hypothesis test or some in-



42 3 Introduction to Dimension Reduction

formation criterion. The hypothesis test approach has a long history and the theory is
well-established, where a unifying framework is given in Bura and Yang [2011]. The first
information criterion based approach was proposed by Zhu et al. [2006] and since then
a number of variations of the criterion have appeared [see, for example, Zhu et al., 2007,
Zhu and Zhu, 2007].

A major advantage of using a direct approach to dimension reduction, over using one of
the inverse regression approaches discussed so far, is that they apply to a wide range of
regressor distributions. On the other hand, most of the inverse regression methods, except
for Cook and Ni [2005], are easy to implement, do not rely on nonconvex optimization,
and can handle very large datasets. In the remainder of this section, we will discuss
different approaches to circumvent the limitation that the regressors must be elliptically
distributed in the inverse regression framework.

An early approach to circumvent the need for elliptically distributed regressors was given
by Cook and Nachtsheim [1994]. The approach is based on reweighting the regressors to
follow a elliptical distribution using Monte Carlo simulations [see also, Brillinger, 1991].
This reweighting procedure can improve the accuracy of the estimate significantly, but
usually requires very large datasets, especially when the dimension of the regressor space
is high, and difficulties may arise when the original distribution is multimodal [see also,
Enqvist, 2007].

Another approach is to use clustering techniques to divide the regressor space into disjoint
segments where the linear design condition approximately holds. After the clusters have
been determined, an inverse regression method is applied within each cluster and finally
all estimates are combined into a single estimate. This approach was first considered by Li
et al. [2004] for single-index models and later generalized by Kuentz and Saracco [2010]
for multi-index models.

More recently, Li and Dong [2009] and Dong and Li [2010] proposed an inverse regres-
sion framework that does not require elliptically distributed regressors and that general-
izes several moment-based inverse regression methods. The price for this generalization
is that the modifications require the minimization of a nonconvex cost function over an
orthogonality constraint, which in general is a difficult optimization problem.

Another possible solution for the non-elliptical case, is to generalize the inverse regression
framework to more general spaces, for instance, reproducing kernel Hilbert spaces. The
basic idea is that the linear design condition in a nonlinear space allows for more general
distributions than the corresponding condition in the Euclidean space. This possibility
was first investigated by Wu [2008], where a Mercer kernel was added on the regressor
side to generalize the results of Li [1991]. The method by Wu [2008] was generalized by
Kim and Pavlovic [2011], where an additional kernel was added on the output side. The
theoretical tools used in Kim and Pavlovic [2011] are based on the work by Fukumizu
et al. [2009] on covariance operators in Hilbert spaces. The main computational tool in
this framework is the solution of some large eigenvalue problems. Unfortunately, the
matrices involved are seldom sparse and no obvious structure can be found. Furthermore,
it is important to choose appropriate kernel parameters to get an accurate estimate. Thus,
it may be necessary to solve several eigenvalue problems and use some sort of criterion
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to choose between the candidate estimates, for example, cross validation, which can be
quite computationally demanding for large datasets.

3.5 Summary
In this chapter, we have described two different families of dimension reduction meth-
ods. The first family, the forward approach to dimension reduction, builds upon the
model (3.14). These methods often rely on either the solution to a nonconvex optimiza-
tion problem or on a nonparametric density function estimation problem to find an esti-
mate of a basis for the range space of the true underlying matrix B0. Thus, most for-
ward approaches to dimension reduction are quite computationally demanding in a high-
dimensional setting. One such method is studied in more detail in Chapter 5.

The second family, the inverse regression approach to dimension reduction, is based on the
model (3.1). The inverse regression methods can basically be divided into two groups: the
classical moment-based and the nonconvex optimization-based methods. In the moment-
based methods, the regressors are assumed to be elliptically distributed and this property
can be utilized to get computationally efficient methods. A number of moment-based
inverse regression methods are studied in more detail in Chapter 4.





4
Inverse Regression for the

Wiener Class of Systems

In the previous chapter, we introduced the concept of dimension reduction and discussed
possible applications in system identification. Here, the focus is on impulse response
estimation, when the system is in the Wiener class, using methods based on inverse re-
gression.

4.1 Introduction

A common approach to nonlinear system identification is to assume that the system has a
certain structure involving LTI subsystems mixed with time-invariant nonlinearities, that
is, the block-oriented approach to system identification. Often these blocks are assumed
to be connected in series and several methods have been developed for a wide variety of
block-oriented structures [see, for instance, Giri and Bai, 2010]. In this chapter, we will
focus on finding initial estimates of systems in the Wiener class, that is, systems where
the input enters a finite number of parallel LTI systems followed by a multi-input single
output time-invariant nonlinearity, see Figure 2.2. The theory for the Wiener class of
systems is well known [Schetzen, 1980] and also its approximation properties [Boyd and
Chua, 1985], see also Sections 2.2.2 and 3.1.

In particular, here we consider the identification of dynamical systems in the form

y(t) = f(BT
0 ϕ(t), e(t)), B0 ∈ Rnb×d, (4.1)

where f is a time-invariant nonlinear function and

ϕ(t) ,
[
u(t− nk) u(t− nk − 1) · · · u(t− nb − nk + 1)

]T
(4.2)

is a vector consisting of time shifted inputs. The goal is to estimate a basis for the col-
umn space of B0 and its dimension d from data, without knowing or estimating the time-
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invariant nonlinearity f . An important benefit from such an approach is that, if the dimen-
sion of the projected space is significantly lower than the number of regressors, then the
ensuing estimation of the nonlinearity will be computationally less demanding and yield
more accurate estimates, see Chapter 3.

Historically, the inference problem of estimating the matrix B0 in (4.1), given data, has
been done using forward regression, that is, finding a suitable projection via the mini-
mization of some cost function. Typically, this approach involves parameterizing the non-
linearity in some appropriate basis [Friedman and Stuetzle, 1981] and the corresponding
optimization problems often become nonconvex with several local minima. Another diffi-
culty with this approach is to determine the dimension of the projection and it is therefore
often assumed to be known in advance [Friedman, 1987].

These difficulties can be circumvented if one restricts the distribution of the regressors.
In the one-dimensional case, it is well known that if ϕ(t) is elliptically distributed, that
is, when the level curves of the probability density function are ellipsoids [Eaton, 1986],
the linear least-squares estimate of B0 is consistent up to a scaling factor [Bussgang,
1952, Nuttall, 1958]. In this chapter, we are going to consider related methods from the
inverse regression family, which has had a considerable influence in the field of dimension
reduction in the statistical community [see, for example, Li, 1991, Bura and Cook, 2001,
Li and Wang, 2007, Bura and Yang, 2011].

The purpose of this chapter is to introduce some inverse regression methods for the esti-
mation of systems in the form (4.1) and to analyze the consistency of the corresponding
estimators when the regressors (4.2) are dynamically dependent. To this end, some as-
sumptions on the involved signals are needed, but first a definition [see, for instance,
Söderström, 2002, page 31].

Definition 4.1. A stochastic process (x(t))∞t=−∞ is strictly stationary if the joint distri-
bution function of any set of variables {x(t+ τ), τ ∈ D ⊂ Z} is independent of t.

Assumption A1. The elements appearing in (4.1) have the following properties:

(i) The input u(t) defines a strictly stationary stochastic process with finite second order
moments such that the covariance matrix of ϕ(t) has full rank.

(ii) The noise e(t) defines a strictly stationary stochastic process, independent of u(t),
with zero mean and finite variance.

(iii) The nonlinearity f is time invariant and such that the joint probability density func-
tion of y(t) and ϕ(t) is locally integrable, that is, it is integrable on every bounded
measurable set [see, for example, Folland, 1999, page 95].

It might be difficult to formulate the least restrictive conditions on the distributions of
u(t) and e(t), and the nonlinear function f such that Assumption A1(iii) is fulfilled, but
it is a reasonable assumption in many applications and it is satisfied for a wide range of
distributions and functions.

The material in this chapter is an extended version of the results presented in Lyzell and
Enqvist [2012a] and Lyzell and Enqvist [2012b], and is structured as follows: Section 4.2
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provides a summary of the basic ideas and limitations of inverse regression. The estima-
tion of B0 is discussed in Section 4.3, where a general algorithm is described. Further-
more, the consistency of the corresponding estimator is analyzed under a simple mixing
assumption on the input in Section 4.4. In Section 4.5, alternative estimators based on lo-
cal linear modeling are described and the performance of the estimators is then evaluated
in Section 4.6 in a simulation study. The chapter is concluded in Section 4.7.

4.2 Inverse Regression
The field of inverse regression commenced with the seminal paper by Li [1991] in which a
simple method for estimating the projection in (4.1) is presented. The procedure is named
sliced inverse regression (SIR) and operates without the need of knowing or estimating
the nonlinearity. This is achieved, similarly to Bussgang [1952] and Nuttall [1958], by
limiting the distribution of the regressors. The assumption used in Li [1991] is referred to
as the linear design condition and is satisfied by, for instance, the Gaussian distribution.

Assumption A2. There exist constants c ∈ Rnb and C ∈ Rnb×d such that

E (ϕ(t) |BT
0 ϕ(t)) = c+ CBT

0 ϕ(t). (4.3)

We delay the discussion of the limitations induced by the linear design condition until
the end of this section and proceed with exploring the implications of the condition on
the estimation of systems given in the form of (4.1). In the following, denote the column
space of a matrix A ∈ Rm×n by

Range (A) , {Ax : x ∈ Rn}.
Now, we are ready to state the fundamental theorem of inverse regression.

Theorem 4.1 (Li [1991]). Let the system be given by (4.1). If Assumptions A1 and A2
are satisfied, it holds that

E (ϕ(t) | y(t))− E (ϕ(t)) ∈ Range
(

Cov (ϕ(t))B0

)
. (4.4)

Proof: The proof by contradiction given in Li [1991] is valid with a slight change in the
notation. Here, we provide a proof based on direct argumentation. The tower property
of conditional expectations [Williams, 1991, page 88], also known as the law of iterated
expectations, yields

E (ϕ(t) | y(t)) = E (E (ϕ(t) |BT
0 ϕ(t), e(t)) | y(t))

= E (E (ϕ(t) |BT
0 ϕ(t)) | y(t)),

(4.5)

where the last equality follows from the fact that e(t) is independent of ϕ(t) according
to Assumption A1. The least-squares property of the conditional expectation [Williams,
1991, page 86] together with Assumption A2 implies that

E (ϕ(t) |BT
0 ϕ(t)) = c? + C?BT

0 ϕ(t),

where

(c?, C?) = arg min
c,C

E ‖ϕ(t)− c− CBT
0 ϕ(t)‖22.
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Straightforward calculations yield (Appendix 4.A)

E (ϕ(t) |BT
0 ϕ(t)) = E (ϕ(t)) + Γ1

(
ϕ(t)− E (ϕ(t))

)
, (4.6)

where

Γ1 , Cov (ϕ(t))B0

(
BT

0 Cov (ϕ(t))B0

)−1
BT

0 . (4.7)

Finally, according to (4.5) and (4.6) it holds that

E (ϕ(t) | y(t))− E (ϕ(t)) = Γ1

(
E (ϕ(t) | y(t))− E (ϕ(t))

)
, (4.8)

and (4.4) follows from the definition (4.7) of Γ1.

According to Theorem 4.1, the only information needed to estimate B0 in (4.1) is the con-
ditional expected value appearing in (4.4). This expected value is easily estimated from
data and several approaches, both parametric [Bura and Cook, 2001] and nonparametric
[Li, 1991, Bura, 2003], are available.

An interpretation of Γ1 in the proof of Theorem 4.1 is found by noticing that (4.7) can be
written as

Γ1 = Cov (ϕ(t))
1/2

ΠCov (ϕ(t))1/2B0
Cov (ϕ(t))

−1/2
,

where ΠA , A(ATA)−1AT denotes the orthogonal projection onto Range (A). Thus,
with the projection operator, (4.8) can be rewritten as

E (ζ(t) | y(t)) = ΠCov (ϕ(t))1/2B0
E (ζ(t) | y(t)), (4.9)

where we have introduced the standardized regressors

ζ(t) , Cov (ϕ(t))
−1/2

(ϕ(t)− E (ϕ(t)). (4.10)

Hence, E (ζ(t) | y(t)) ∈ Range (Cov (ϕ(t))
1/2
B0) and (4.4) follows directly by replac-

ing ζ(t) with its relationship to ϕ(t) derived from (4.10). For example,

E (ζ(t) | y(t)) = Cov (ϕ(t))
−1/2(

E (ϕ(t) | y(t))− E (ϕ(t))
)
, (4.11a)

Cov (ζ(t) | y(t)) = Cov (ϕ(t))
−1/2

Cov (ϕ(t) | y(t)) Cov (ϕ(t))
−1/2

. (4.11b)

The standardized regressors (4.10) appear frequently in the dimension reduction literature.
The reason for this is twofold; the notation becomes less involved and the accuracy of the
numerical implementations is improved when using standardized regressors.

The result of Theorem 4.1 has one major limitation. If the nonlinearity in (4.1) is even
about the origin, then the conditional expectation (4.4) will be zero and no information
regarding the projection will be present in the data. To remedy this limitation, several
methods involving second or higher order moments are proposed in the literature [Cook
and Weisberg, 1991, Li, 1992, Yin and Cook, 2003, Li and Wang, 2007]. In this chapter,
the focus is on the simple sliced average variance estimation (SAVE) method proposed
by Cook and Weisberg [1991] and also the more recent method by Li and Wang [2007].
To derive a result similar to Theorem 4.1 for the conditional covariance, the following
assumption is needed.
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Assumption A3. Cov (ϕ(t) |BT
0 ϕ(t)) is constant.

The presentation of the SAVE method given here differs slightly from the one usually
found in the statistical literature. One difference is that we are working directly with ϕ(t)
instead of the standardized regressors, which is the choice made in Cook and Weisberg
[1991]. The approach chosen here is, in the author’s opinion, more natural than the con-
ventional formulation, as the assumptions are made directly on the regressors appearing
in (4.1) instead of on their standardized form. Another difference is that the value of
the constant mentioned in Assumption A3 is often given explicitly in the statistical liter-
ature, while here we will derive its value as a consequence of Assumption A2. Now, the
conditional covariance version of Theorem 4.1 can be stated as follows.

Theorem 4.2 (Cook and Weisberg [1991]). Let the system be given by (4.1). If Assump-
tions A1–A3 are satisfied, then it holds that

Range
(

Cov (ϕ(t))− Cov (ϕ(t) | y(t))
)
⊂ Range

(
Cov (ϕ(t))B0

)
. (4.12)

Proof: In the proof of Theorem 4.1, we derived (4.6), which can be written as

E (ϕ(t) |BT
0 ϕ(t)) = E (ϕ(t)) + Γ1φ(t), (4.13)

with φ(t) , ϕ(t)− E (ϕ(t)) and Γ1 as in (4.7). From (4.13) it follows that

Cov (ϕ(t) |BT
0 ϕ(t))

= E (ϕ(t)ϕ(t)T |BT
0 ϕ(t))− E (ϕ(t) |BT

0 ϕ(t)) E (ϕ(t) |BT
0 ϕ(t))

T

= E (ϕ(t)ϕ(t)T |BT
0 ϕ(t))−

(
E (ϕ(t)) + Γ1φ(t)

)(
E (ϕ(t)) + Γ1φ(t)

)T
.

Now, Assumption A3 implies that Cov (ϕ(t) |BT
0 ϕ(t)) = E (Cov (ϕ(t) |BT

0 ϕ(t))) and
it follows from the tower property of the conditional expectation that

Cov (ϕ(t) |BT
0 ϕ(t))

= E
(

E (ϕ(t)ϕ(t)T |BT
0 ϕ(t))

)
− E (ϕ(t)) E (ϕ(t))

T − Γ1 Cov (ϕ(t))ΓT
1

= Cov (ϕ(t))− Γ1 Cov (ϕ(t))ΓT
1 , Γ2.

(4.14)

The tower property for the conditional covariance yields (similar to (4.5))

Cov (ϕ(t) | y(t))

= E (Cov (ϕ(t) |BT
0 ϕ(t)) | y(t)) + Cov (E (ϕ(t) |BT

0 ϕ(t)) | y(t))

= Γ2 + Γ1 Cov (ϕ(t) | y(t))ΓT
1 .

(4.15)

Finally, it follows from (4.15) that

Cov (ϕ(t))− Cov (ϕ(t) | y(t)) = Γ1

(
Cov (ϕ(t))− Cov (ϕ(t) | y(t))

)
ΓT
1 , (4.16)

which completes the proof of the theorem.

The result of Theorem 4.2 is the foundation for the SAVE method [Cook and Weisberg,
1991]. Due to the second order moments, the method does not suffer in the presence of
even nonlinearities. Furthermore, it can be shown that the SAVE method is asymptotically
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more exhaustive than the SIR method, that is, the SAVE method captures a larger part of the
range space of B0 than the SIR method [see, for instance, Ye and Weiss, 2003]. Thus, the-
oretically, the SAVE should therefore be the preferred over the SIR method. Unfortunately,
experience indicates that it is difficult to estimate the conditional covariance appearing in
Theorem 4.2 accurately when only a finite number of data points are available.

To remedy this drawback of the SAVE method, several authors have proposed different
hybrid methods, that is, methods which combine first and second order moment methods
to get more accurate estimates [see, for example, Ye and Weiss, 2003, Zhu et al., 2007].
The hybrid methods preserve the nice theoretical properties of the SAVE method, but also
introduce new design parameters that the user needs to choose. These choices can be both
difficult and time-consuming, and is outside the scope of this thesis.

In Li et al. [2005], a novel approach to inverse regression was proposed. This approach
was later refined in Li and Wang [2007] and resulted in what is known as the directional
regression (DR) method, which will be described here. Let (ϕ̃(t), ỹ(t))∞t=−∞ be an in-
dependent copy of (ϕ(t), y(t))∞t=−∞, that is, (ϕ̃(t), ỹ(t))∞t=−∞ is independent of, and
identically distributed as (ϕ(t), y(t))∞t=−∞. Furthermore, let

A (y(t), ỹ(t)) , E
(
(ϕ(t)− ϕ̃(t))(ϕ(t)− ϕ̃(t))T | y(t), ỹ(t)

)
. (4.17)

The intuition given in Li and Wang [2007] for (4.17) is that those directions of ϕ(t)−ϕ̃(t)
aligned with Range (Cov (ϕ(t))B0) are significantly affected by y(t), while those aligned
with the orthogonal complement are not. We are now ready the give the main theorem of
the DR method based on (4.17).

Theorem 4.3 (Li and Wang [2007]). Let the system be given by (4.1). Furthermore, let
(ϕ̃(t), ỹ(t))∞t=−∞ be an independent copy of (ϕ(t), y(t))∞t=−∞. If Assumptions A1–A3
are satisfied, then it holds that

Range
(
2 Cov (ϕ(t))−A (y(t), ỹ(t))

)
⊂ Range

(
Cov (ϕ(t))B0

)
, (4.18)

where the operator A is defined in (4.17).

Proof: The proof by contradiction given in Li and Wang [2007] is valid with a slight
change in the notation. Here, we provide a proof based on direct argumentation. Expand-
ing (4.17) yields

A (y(t), ỹ(t)) = E
(
(ϕ(t)− ϕ̃(t))(ϕ(t)− ϕ̃(t))T | y(t), ỹ(t)

)

= E (ϕ(t)ϕ(t)T | y(t))− E (ϕ̃(t) | ỹ(t)) E (ϕ(t) | y(t))
T

+ E (ϕ̃(t)ϕ̃(t)T | ỹ(t))− E (ϕ(t) | y(t)) E (ϕ̃(t) | ỹ(t))
T
.

(4.19)

To make use of already derived results, we need to express (4.19) in terms of conditional
expectations and covariances. Now, since

E (ϕ(t)ϕ(t)T | y(t)) = Cov (ϕ(t) | y(t)) + E (ϕ(t) | y(t)) E (ϕ(t) | y(t))
T
,

and similarly for E (ϕ̃(t)ϕ̃(t)T | ỹ(t)), (4.19) can be rewritten as

A (y(t), ỹ(t)) = Cov (ϕ(t) | y(t)) + Cov (ϕ̃(t) | ỹ(t))

+
(

E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t))
)(

E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t))
)T (4.20)



4.3 Statistical Inference 51

Let Γ1 be given by (4.7). Then, as in (4.8), we have

E (ϕ(t) | y(t)) = E (ϕ(t)) + Γ1

(
E (ϕ(t) | y(t))− E (ϕ(t))

)
,

and similarly for E (ϕ̃(t) | ỹ(t)), which yields

E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t)) = Γ1

(
E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t))

)
. (4.21)

The outer product of (4.21) is given by
(

E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t))
)(

E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t))
)T

= Γ1

(
E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t))

)(
E (ϕ̃(t) | ỹ(t))− E (ϕ(t) | y(t))

)T
ΓT
1

(4.22)

With Γ2 as in (4.14), (4.15) implies that

Cov (ϕ(t) | y(t)) + Cov (ϕ̃(t) | ỹ(t))

= 2Γ2 + Γ1

(
Cov (ϕ(t) | y(t)) + Cov (ϕ̃(t) | ỹ(t))

)
ΓT
1 (4.23)

Adding (4.22) to (4.23) and comparing the result with (4.20) yields

A (y(t), ỹ(t)) = 2Γ2 + Γ1 A (y(t), ỹ(t))ΓT
1 , (4.24)

Finally, from the definition (4.14) of Γ2, it follows that

2 Cov (ϕ(t))−A (y(t), ỹ(t)) = Γ1

(
2 Cov (ϕ(t))−A (y(t), ỹ(t))

)
ΓT
1 , (4.25)

which completes the proof of the theorem.

It is shown in Li and Wang [2007] that the DR method captures the same subspace as
the SAVE method asymptotically. Thus, the DR method shares the theoretically attractive
attributes with the SAVE method. Experience indicates that the DR method often outper-
forms the SAVE method and that the DR method is not particularly sensitive to the choice
of design parameters [Li and Wang, 2007]. As stated, Theorem 4.3 assumes that an inde-
pendent copy of the data is provided, which is not commonly the case. As we shall see
later, this copy can be averaged out by determining the second order moment of the left
hand side of (4.18) and the DR method can be considered as a hybrid method, combining
the SIR and SAVE estimates in an efficient manner.

Finally, let us consider the implications of Assumptions A2-A3. It can be shown [Cook
and Weisberg, 1991] that Assumption A2 is fulfilled, for instance, when ϕ(t) is ellipti-
cally distributed. Furthermore, Hall and Li [1993] proved that if B0 is a random matrix
with columns from the uniform distribution on the nb-dimensional unit sphere, the linear
design condition in Assumption A2 holds as nb →∞. In addition, Cook and Nachtsheim
[1994] present a method for reweighting the regressors to follow an elliptical distribu-
tion [see also, Enqvist, 2007]. Finally, the addition of Assumption A3 to Assumption A2
restricts ϕ(t) to be Gaussian distributed [Cook and Weisberg, 1991].

4.3 Statistical Inference

In order to get some intuition for the estimation procedure described below, let us for a
brief moment put the theoretical technicalities aside and consider a simple special case.
Assume that a dataset (ϕ(t), y(t))N−1t=0 is given such that the regressors have zero mean
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and unit covariance matrix. Under certain assumptions, we have shown that (4.4) holds,
that is,

E (ϕ(t) | y(t)) ∈ Range (B0).

Thus, if we are able to estimate the conditional expectation of ϕ(t) given different values
of y(t), then a basis for the linear span of these estimates could easily be found and hence
an estimate for a basis of Range (B0). Let Y denote the support of the probability density
function of y(t) and let

{Yj = [aj , bj), j = 1, 2, . . . , J}, (4.26)

be a partition of Y , that is,
⋃J
j=1 Yj = Y and Yi ∩ Yj = ∅ whenever i 6= j. If the width

of the slice Yj , j = 1, 2, . . . , J , is small, then it is reasonable that

E (ϕ(t) | y(t) = yj) ≈ E (ϕ(t) | y(t) ∈ Yj),
for all yj ∈ Yj . Furthermore, if each slices contain a large number of data points, then
the sample mean estimate of the ϕ(t) for which y(t) belongs to Yj should approximate
E (ϕ(t) | y(t) ∈ Yj) well. Therefore,

E (ϕ(t) | y(t) = yj) ≈
N−1∑

t=0

IYj (y(t))
∑N−1
t=0 IYj (y(t))

ϕ(t),

for any yj ∈ Yj , where IA(x) is the indicator function which returns one if x is a member
of A and zero otherwise. The sum on the right hand side is called the within slice mean
and will be denoted by µ̂j , j = 1, 2, . . . , J . Now, an estimate of a basis for Range (B0)
can be found via the d left singular vectors of the matrix [see, for example, Golub and
Van Loan, 1996, page 71]

M̃ =
[
µ̂1 µ̂2 · · · µ̂J

]
.

Alternatively, due to the relationship between the singular vectors of M̃ and the eigenvec-
tors of M̃M̃T, it is also possible to take the d leading eigenvectors of

M = M̃M̃T =

J∑

j=1

µ̂j µ̂
T
j ,

as an estimate of a basis for Range (B0). The procedure just described is the SIR method
and was originally proposed by Li [1991]. In fact, the procedure is quite general and the
inverse regression algorithm can be stated as follows:

Algorithm 4.1 (Inverse regression)

Given a dataset (ϕ(t), y(t))N−1t=0 , an estimate B̂ of a basis for Range(B0) is returned.

1) Standardize ζ(t) , Σ̂−1/2(ϕ(t) − µ̂), where µ̂ and Σ̂ is the sample mean and covari-
ance of ϕ(t), respectively.

2) Construct the method specific covariance matrix M ∈ Rnb×nb .
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3) Find the d leading eigenvectors Ud of M .

4) Return B̂ = Σ̂−1/2Ud as an estimate of a basis for Range (B0).

The only method dependent step in Algorithm 4.1 is Step 2, where a sample mean co-
variance matrix estimate is constructed. Below follows a description of how the result of
the Theorems 4.1–4.3 are used in Algorithm 4.1 to yield the methods SIR, SAVE and DR,
respectively.

In the following, let ζ(t) denote the standardized regressors (4.10) and introduce

nj ,
N−1∑

t=0

IYj (y(t)) and wj(t) , n−1j IYj (y(t)). (4.27)

The SIR method [Li, 1991] is based on Theorem 4.1, where (4.4) can be written as

E (ζ(t) | y(t)) ∈ Range (Cov (ϕ(t))
1/2
B0),

in terms of the standardized regressors. The within slice mean is defined as

µ̂j ,
N−1∑

t=0

wj(t)ζ(t), (4.28)

and the SIR covariance matrix is given by

MSIR =
1

N

J∑

j=1

nj µ̂j µ̂
T
j . (4.29)

Using (4.29) in Step 2 of Algorithm 4.1 defines the SIR method. Observe that (4.29) is
a sample estimate of Cov (E (ζ(t) | y(t))). The weighting nj in (4.29) ensures that the
slices containing the most samples, which yields the most reliable within slice sample
means, get the most influence on the estimate.

Example 4.1: Slicing estimate
To illustrate the slicing procedure, let (ϕ(t), y(t))49t=0 be a dataset generated by

y(t) = tanh(ϕ(t)) + v(t),

where ϕ(t) and v(t) are drawn independently from Gaussian distributions with zero mean
and standard deviations 1 and 0.1, respectively. The collected data are shown as gray
circles in Figure 4.1, while the gray line shows the noise-free function values. The left
plot in Figure 4.1 shows the result of a uniform partition (4.26) for J = 5, where the
slices are indicated by dashed vertical lines. The within slice sample means are given
by the piecewise constant function. With the uniform partitioning, the number of data
points in each slice varies and some slices may contain only a few measurements. This
may degrade the accuracy of the sample mean estimate. This effect can be noticed in the
fourth slice, where the sample mean estimate lies above the true function values.

In practice, one often uses a data driven partitioning scheme that ensures that the slices
contain an equal number of measurements. One such scheme, which is described in
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Figure 4.1: An illustration of two different partitioning schemes. The gray circles
depict measurements, while the gray line shows the noise-free function values. The
partitions are illustrated with dashed vertical lines. The left plot shows the result of
a uniform partitioning (4.26), while the right plot shows the data driven partition-
ing scheme used in the simulations in Section 4.6. The corresponding within slice
sample means are given by the piecewise constant functions.

Section 4.6, is illustrated in the right half of Figure 4.1. Here, the sample mean estimates
are more reasonable compared with the true function values, than those corresponding to
the partitioning (4.26) in the left plot.

The example illustrates that the accuracy of the SIR estimate depends on the choice of
the partitioning scheme. The fixed partitioning scheme, where the slices are uniformly
distributed over the support of the probability density function of y(t) simplifies the con-
sistency analysis, but may degrade the accuracy of the estimate.

The SAVE method [Cook and Weisberg, 1991] is based on Theorem 4.2, where (4.12) can
be written as

Range
(
I − Cov (ζ(t) | y(t))

)
⊂ Range (Cov (ϕ(t))

1/2
B0),

in terms of the standardized regressors (4.10). Since

Cov (ζ(t) | y(t)) = E (ζ(t)ζ(t)T | y(t))− E (ζ(t) | y(t)) E (ζ(t) | y(t))
T
,

and the second term on the right hand side can be estimated by (4.28), we only need an
estimate for the first term. This can be achieved by

Ξ̂j ,
N−1∑

t=0

wj(t)ζ(t)ζ(t)T, (4.30)

and the SAVE covariance matrix is given by

MSAVE ,
1

N

J∑

j=1

(I − Σ̂j)
2 (4.31)
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where Σ̂j , Ξ̂j − µ̂j µ̂T
j . Previously, it was mentioned that the SAVE method does not

perform well in practice due to the difficulty of estimating the conditional covariance.
This limitation of the SAVE method is analyzed by Li and Zhu [2007] and the conclusion
is that the SAVE method is particularly sensitive to the choice of the number of slices. The
authors of the aforementioned paper propose the use of a a bias correction term that, to
some extent, remedies this drawback.

Finally, consider the result of Theorem 4.3 which forms the basis of the DR method [Li
and Wang, 2007]. Define the standardized version of (4.17) as

A0 (y(t), ỹ(t)) , E
(
(ζ(t)− ζ̃(t))(ζ(t)− ζ̃(t))T | y(t), ỹ(t)

)
, (4.32)

The result presented in Theorem 4.3 is not very attractive due to the dependence of an
independent copy of the data. Fortunately, this copy can be averaged out as shown in the
following theorem.

Theorem 4.4 (Li and Wang [2007]). Let the system be given by (4.1). Furthermore, let
(ϕ̃(t), ỹ(t))∞t=−∞ be an independent copy of (ϕ(t), y(t))∞t=−∞. Then it holds that

E (2I −A0(y(t), ỹ(t)))2 = 2 E [E (ζ(t)ζ(t)T | y(t))]2

+ 2 E [E (ζ(t)T | y(t)) E (ζ(t) | y(t))] E [E (ζ(t) | y(t)) E (ζ(t)T | y(t))]

+ 2(E [E (ζ(t) | y(t)) E (ζ(t)T | y(t))])2 − 2I,

(4.33)

where the operator A0 is defined by (4.32).

Proof: See Li and Wang [2007].

The moments involved in (4.33) do not depend on the independent copy and can be esti-
mated by a combination of (4.28) and (4.30). Furthermore, from (4.33) it is not surprising
that the DR method is a hybrid method combining the SIR and the SAVE methods. The
DR covariance matrix is given by

MDR , 2

J∑

j=1

wjΣ̂
2
j + 2MSIR

J∑

j=1

wj µ̂
T
j µ̂j + 2M2

SIR − 2I. (4.34)

The DR method requires only slightly more computations than the SAVE method, but as
the simulations will show, it is more robust regarding the choice of the number of slices.

4.4 Consistency Analysis

In this section, the consistency of the estimators (4.28) and (4.30) is analyzed for a certain
class of stationary stochastic processes. The consistency of these estimators implies the
consistency of the SIR and SAVE methods under the addition of the Assumptions A1– A3
where needed. First, a definition is given [see, for instance, Gut, 2005, page 448].

Definition 4.2. A stochastic process (x(t))∞t=−∞ is m-dependent if x(i) is independent
of x(j) whenever |i− j| > m.
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The main tool in the analysis that follow is the strong law of large numbers. Although the
strong law of large numbers form-dependent processes is well known, since it is a special
case of Blum et al. [1963], it does not often appear in the statistical literature, where
more general mixing assumptions are commonly used. For the sake of completeness, we
provide a simple proof based on the strong law of large numbers for pairwise independent
random variables. It is related to the proof given in Gut [2009] for the case when m = 1.

Theorem 4.5. Let (x(t))∞t=−∞ be anm-dependent, strictly stationary stochastic process
with finite second order moments. Then it holds that

lim
n→∞

1

n

n−1∑

k=0

x(k) = E (x(t)), almost surely. (4.35)

To be able to prove this result, we need the following simple lemma.

Lemma 4.1. Let (Xn)∞n=0 be a strictly stationary sequence of random variable with
finite second order moments. Then it holds that n−1Xn → 0 almost surely as n→∞.

Proof: Assume first that Xn has mean µ and let ε > 0 be given. Then, Chebyshev’s
inequality yields

∞∑

n=1

P (|n−1Xn| > ε) ≤ ε−2 E (X2
n)

∞∑

n=1

1

n2
<∞,

and the Borel-Cantelli lemma implies that n−1Xn → 0 almost surely as n → ∞. Now,
assume that Xn has finite mean µ. Then, X̃n = Xn−µ has zero mean and it follows that
n−1Xn = n−1X̃n + n−1µ → 0 almost surely as n → ∞. This completes the proof of
the lemma.

Proof of Theorem 4.5: Let q, r ∈ Z be such that n = qm+r with q > 1 and 0 ≤ r < m.
Then it holds that

1

n

n−1∑

k=0

x(k) =
q

n

m−1∑

i=0

1

q

q−1∑

j=0

x(i+ jm) + Sr, (4.36)

where Sr , n−1
∑n−1
k=qm+1 x(k) is a sum over at most m − 1 random variables. Thus,

according to Lemma 4.1 it holds that Sr → 0 almost surely as n → ∞. Furthermore,
the assumption of m-dependence implies that the random variables in the second sum
of (4.36) are pairwise independent, identically distributed and the strong law of large
numbers [see, for example, Durret, 2005, page 55] yields

lim
q→∞

1

q

q−1∑

j=0

x(i+ jm) = E (x(t)), almost surely. (4.37)

Now, from the definition of q and r, it is clear that q/n → 1/m as n → ∞, and (4.35)
follows from (4.36) and (4.37).
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From a dynamical systems point of view, an m-dependent process is generally generated
by filtering a white noise sequence through an FIR system of order m.

Assumption A4. The processes (u(t))∞t=−∞ and (e(t))∞t=−∞ aremu-dependent andme-
dependent, respectively.

Lemma 4.2. Let the system be given by (4.1). If Assumptions A1 and A4 are satisfied,
then (ϕ(t))∞t=−∞ and (y(t))∞t=−∞ are mϕ and my-dependent, where mϕ , mu+nb−1

and my , max (mϕ,me), respectively. Furthermore, the processes (IYj (y(t)))∞t=−∞,
(IYj (y(t))ϕ(t))∞t=−∞ and (IYj (y(t))ϕ(t)ϕ(t)T)∞t=−∞ are all my-dependent.

Proof: For s, t ∈ Z, it holds that ϕ(s) is independent of ϕ(t) if and only if each ele-
ment [ϕ(s)]i = u(s − i + 1) is independent of every element [ϕ(t)]j = u(t − j + 1),
i, j = 1, 2, . . . , nb, which is true for all s and t satisfying |s − t| > mu + nb − 1 = mϕ.
Thus, (ϕ(t))∞t=−∞ is mϕ-dependent. Furthermore, since BT

0 ϕ(t) and ϕ(t)ϕ(t)T are the
images of some measurable mappings of ϕ(t), their corresponding processes are alsomϕ-
dependent. Now, since (e(t))∞t=−∞ is me-dependent and independent of (BT

0 ϕ(t))∞t=−∞,
it follows that (y(t))∞t=−∞ is my-dependent with my = max (mϕ,me). Finally, the
remaining processes are just measurable mappings of the previous processes, which com-
pletes the proof of the lemma.

Now, we are ready to investigate the consistency of the within slice sample mean estimator.
This will be done in two steps; first we let the number of data points in each slice go to
infinity and then we investigate what the result is when the width of a slice goes to zero.

Theorem 4.6. Let the system be given by (4.1) and let Yj be an open interval in the
partition (4.26). Under Assumption A1 and A4, it holds that

lim
N→∞

N−1∑

k=0

IYj (y(k))
∑N−1
l=0 IYj (y(l))

ϕ(k) =
E (IYj (y(t))ϕ(t))

E (IYj (y(t)))
, almost surely. (4.38)

Proof: According to Lemma 4.2, the processes (y(t))∞t=−∞ and (IYj (y(t)))∞t=−∞ are
my-dependent and it follows from Theorem 4.5 that

lim
N→∞

1

N

N−1∑

l=0

IYj (y(l)) = E (IYj (y(t))), almost surely. (4.39)

Similarly, (IYj (y(t))ϕ(t))∞t=−∞ is my-dependent with finite second order moments and
therefore

lim
N→∞

1

N

N−1∑

k=0

IYj (y(k))ϕ(k) = E (IYj (y(t))ϕ(t)), almost surely. (4.40)

Finally, combining (4.39) and (4.40) using the fact that the quotient of two almost surely
convergent sequences converges almost surely to the quotient of their respective limits
yields the desired result (4.38).
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Now, to simplify the analysis, we only investigate the asymptotic behavior of the estimate
when the width of a slice goes to zero. The analysis when the number of slices in a
partition goes to infinity is more involved and is not considered here.

Theorem 4.7. Let the system be given by (4.1) and let Yj be a symmetric open interval
around a point y0 in the support of the probability density function py(t) with length δ > 0.
If Assumption A1 holds, then

lim
δ→0

E (IYj (y(t))ϕ(t))

E (IYj (y(t)))
= E (ϕ(t) | y(t) = y0). (4.41)

Proof: Let δ ,
∫
IYj (x) dx be the volume of Yj . It follows from Assumption A1 and

the Lebesgue differentiation theorem [see, for instance, Folland, 1999, page 98] that

lim
δ→0

1

δ
E (IYj (y(t))) = lim

δ→0

1

δ

∫
IYj (y)py(t)(y) dy = py(t)(y0). (4.42)

Similarly,

lim
δ→0

1

δ
E (IYj (y(t))ϕ(t)) =

∫
ϕ
[

lim
δ→0

1

δ

∫
IYj (y)pϕ(t),y(t)(ϕ, y) dy

]
dϕ

=

∫
ϕpϕ(t),y(t)(ϕ, y0) dϕ.

(4.43)

Finally, combining (4.42) and (4.43) yields

lim
δ→0

E (IYj (y(t))ϕ(t))

E (IYj (y(t)))
= lim
δ→0

δ

E (IYj (y(t)))

E (IYj (y(t))ϕ(t))

δ

=
1

py(t)(y0)

∫
ϕpϕ(t),y(t)(ϕ, y0) dϕ = E (ϕ(t) | y(t) = y0),

which completes the proof of the theorem.

Thus, the results of Theorems 4.6 and 4.7 indicate that the within slice sample mean
estimator is consistent, provided that the number of data points within the slices goes to
infinity even as the width of the slice goes to zero. Now, the analog of Theorem 4.6 for
the within slice sample covariance estimator can be stated as follows.

Theorem 4.8. In addition to the assumptions in Theorem 4.6, assume that (ϕ(t))∞t=−∞
have finite fourth order moments. Then it holds that

lim
N→∞

N−1∑

k=0

IYj (y(k))
∑N−1
l=0 IYj (y(l))

ϕ(k)ϕ(k)T =
E (IYj (y(t))ϕ(t)ϕ(k)T)

E (IYj (y(t)))
, almost surely.

Proof: Here, (ϕ(t)ϕ(t)T)∞t=−∞ is an mϕ-dependent sequence with finite second order
moments and the proof is analogous to that of Theorem 4.6.

Finally, the result corresponding to Theorem 4.7 is similar.
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Theorem 4.9. In addition to the assumptions in Theorem 4.7, assume that (ϕ(t))∞t=−∞
have finite fourth order moments. Then it holds that

lim
δ→0

E (IYj (y(t))ϕ(t)ϕ(t)T)

E (IYj (y(t)))
= E (ϕ(t)ϕ(t)T | y(t) = y0).

Proof: The proof is analogous to that of Theorem 4.7.

It is worth noting that the only appearance of the m-dependence assumption is in The-
orems 4.6 and 4.8, where Theorem 4.5 is applied. This indicates that an analysis for
more general mixing assumptions might be possible, provided that a result similar to The-
orem 4.5 is available [see, for example, Durret, 2005, pages 347]. Now, we will consider
more general family of estimators.

4.5 Local Linear Models

The slicing estimators discussed above uses equal weights for all observations within
a slice when estimating the method dependent covariance matrix. A more reasonable
approach, especially when the observations are far apart, as might be the case when the
number of available observations is small, is to let the weights decrease with the distance.
Furthermore, the slicing methods only fits a constant to data when estimating the within
slice mean and the performance of the estimators might improve by increasing the order
and adapt a linear model. In addition, the partitioning of the output can become quite
complicated in higher dimensions. This reasoning leads us to examine local linear models
[see, for instance, Fan and Gijbels, 1996], which is a special case of the linear smoother
that has previously been considered in the framework developed by Bura [2003].

Here, we will only consider local linear models of the conditional expectation and covari-
ance. For example, let y0 be a point in the support of the probability density function of
y(t). We assume that the conditional expectation of ϕ(t) given y(t) is well approximated
by an affine function in some neighborhood of y0, that is,

E (ϕ(t) | y(t)) ≈ α+ βT(y(t)− y0).

The constants α and β can be interpreted as the value of E (ϕ(t) | y(t) = y0) and its
derivative, respectively. In practice, a dataset (ϕ(t), y(t))N−1t=0 sampled from (4.1) is usu-
ally given and the linearization is therefore performed at available data points. That is,
with ỹτ (t) , y(t) − y(τ) an approximation of the conditional expectation can be found
by the solution

(
α̂, β̂

)
= arg min

ατ ,βτ

N−1∑

τ=0

N−1∑

t=0

wtτ
∥∥ζ(t)− ατ − βT

τ ỹτ (t)
∥∥2
2
, (4.44)

where (wtτ )N−1τ=0 are some user-defined nonnegative weights that typically depend on how
close y(t) lies to y(τ). In this chapter, the weights are chosen as wtτ = Kh(ỹτ (t)), where

K(u) ,
3

4
max (1− u2, 0), Kh(u) , K(u/h)/h,
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is the Epanechnikov kernel and h is the k-nearest-neighbors bandwidth, that is, h is cho-
sen as the k th smallest value of |ỹτ (t)|. With the mean estimate µ̂τ , α̂τ resulting
from (4.44), the local inverse regression (LIR) estimate of B0 can be found by the d left
singular vectors of the matrix

M̃LIR ,
[
µ̂0 µ̂1 · · · µ̂N−1

]
,

or equivalently the d leading eigenvectors of

MLIR =
1

N

N−1∑

τ=0

µ̂τ µ̂
T
τ . (4.45)

In the simulations that follow, we refer to the use of Algorithm 4.1 with the covariance
matrix (4.45) as the LIR method.

The second order information in Theorem 4.2 can be estimated in a similar manner using
a local constant estimator [Zhu and Zhu, 2007], also known as the kernel or the Nadaraya-
Watson estimator [see, for instance, Fan and Gijbels, 1996]. Since an estimator for the
conditional mean is already given and

Cov (ζ(t) | y(t)) = E (ζ(t)ζ(t)T | y(t))− E (ζ(t) | y(t)) E (ζ(t) | y(t))
T
,

we only need a method to estimate E (ζ(t)ζ(t)T | y(t)) given data. This can be done by
using the local constant estimator, which is found by solving

γ̂ = arg min
γ

N−1∑

τ=0

N−1∑

t=0

wtτ
∥∥ζ(t)ζ(t)T − γτ

∥∥2
2
. (4.46)

Now, Σ̂τ = γ̂τ− µ̂τ µ̂T
τ is an estimate of Cov (ζ(t) | y(t) = y(τ)). Thus, the local average

variance estimate (LAVE) covariance matrix

MLAVE =
1

N

N−1∑

τ=0

(I − Σ̂τ )2, (4.47)

can be constructed for use in Algorithm 4.1. The difference in this presentation compared
to that in Zhu and Zhu [2007], is that we make use of the local linear estimator for the
conditional mean instead of the local constant estimator. The motivation for this choice
is that the local linear estimator handles boundary effects better than a local constant
estimator and the resulting estimate has a smaller bias [see, for example, Fan and Gijbels,
1996, page 17].

In the simulations that follow, we will not use the LAVE method. Instead, a hybrid method
combining the LIR and LAVE methods is used. In Ye and Weiss [2003] and Zhu et al.
[2007] it is shown that if two or more covariance matrices corresponding to different
consistent inverse regression methods are available, then any convex combination of these
covariance matrices can be used to construct a consistent estimate. Here, we will use

MLHIR , (1− a)MLIR + aMLAVE, 0 ≤ a ≤ 1, (4.48)

where LHIR stands for local hybrid inverse regression. Further information about local
polynomial modeling can be found in, for instance, Fan and Gijbels [1996].
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4.6 Simulations

In this section, the performance of the inverse regression methods presented in this chapter
will be evaluated on simulated data from systems in the form (4.1). The first simulation
study concerns the single branch case (d = 1) where the effects of different input signals
and nonlinearities are assessed. The inverse regression methods will be compared with
the least-squares (LS) estimate, which is obtained by estimating an FIR model directly
from the input to the output. The FIR estimate is known to be consistent when the input
is, for example, elliptically distributed [Bussgang, 1952, Nuttall, 1958]. In the second
simulation study, the dimension d is considered to be unknown and the ability of the
methods to correctly indicate the dimension is evaluated.

The fixed partitioning scheme (4.26) presented in Section 4.4 simplifies the consistency
analysis but occasionally performs poorly in practice. In the simulation studies that follow,
we are going to use a simple data dependent partitioning scheme. Assume that a dataset
(ϕ(t), y(t))N−1t=0 is given and that the output is sorted in ascending order, that is, y(s) ≤
y(t) for all s ≤ t. Let the number of slices J be given and let κ be the largest integer such
that κJ ≤ N . Then

Yj , {y(t), (j − 1)κ ≤ t < jκ}, j = 1, 2, . . . , J − 1, (4.49)

and YJ , {y(t), (J − 1)κ ≤ t ≤ N − 1} is a partition of the output data. With this
partitioning scheme, slices with few data points are avoided. The implementations of the
algorithms presented in this chapter are available on the website:

http://urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-84515

As a measure of quality of an estimate the angle between subspaces will be used [see, for
instance, Golub and Van Loan, 1996, page 603]. Let A and B be matrices. The angle
between Range (A) and Range (B) is defined by

angle (A,B) , arcsin
(
‖ΠA −ΠB‖2

)
, (4.50)

where ΠA denotes the orthogonal projection on Range (A). This generalizes the angle
between vectors and can be determined, for example, in MATLAB with the command
subspace. Note that the angle between two coinciding subspaces is zero.

The quality of the data will be measured in terms of the signal to noise ratio defined by

SNR ,
Var (ynf(t))

Var (y(t)− ynf(t))
, (4.51)

where ynf(t) denotes the noise-free part of y(t).

In the following, let U(a, b) denote the uniform distribution on the interval (a, b) and let
N(µ, σ2) denote the normal distribution with mean µ and variance σ2.

4.6.1 Wiener Systems with a Single Branch

In the following examples, we will demonstrate the effects that different nonlinearities
and input signals have on the identification of systems in the Wiener class with a single

http://urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-84515
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branch, that is, when B0 ∈ Rnb . Let the system be given by

y(t) = f(BT
0 ϕ(t)) + v(t), v(t) ∼ N(0, σ2

v), (4.52)

where B0 ∈ R20 the truncated impulse response of the LTI system given by

G(z) =
z − 0.25

z2 − z + 0.5
. (4.53)

The regressors ϕ(t) are constructed according to (4.2) with nb = 20 and nk = 1, re-
spectively, and the additive noise v(t) in (4.52) is drawn independently of u(t) with the
variance σ2

v chosen to yield a specific SNR (4.51). The setup of the Monte Carlo simula-
tions is as follows: for each level of SNR, 1,000 datasets consisting of 1,000 data points
for identification are collected, where a new input and noise sequence are sampled at
each instance. The number of regressors and slices used in the experiments are fixed to
nb = 20 and J = b

√
Nc = 31, respectively.

Example 4.2: Effects of the nonlinearity
The input u(t) is generated by filtering independent samples from the N(0, 1) distribution
through the finite impulse response model of order 5 corresponding to the linear system

Gu(z) =
1

z + 0.5
. (4.54)

This input signal fulfills all the assumptions made in the consistency analysis, and we
therefore expect good estimation results. In this example, we will consider the effects of
different nonlinearities in (4.52). First, let the unknown nonlinearity be given by

f(x) , sign (x).

This is an odd nonlinearity and we therefore expect the methods based on first order
moments to perform well. This is confirmed in the results of the Monte Carlo simulation
given in the first row of Figure 4.2. The left column depicts the angle (4.50) between the
true impulse response and the estimates where the thick lines show the mean angle and the
thin lines show the maximum and the minimum values attained, respectively. The right
column shows the mean of the estimated impulse responses with 3 standard deviation
errors when the noise variance σ2

v is chosen to correspond to 20 dB SNR.

In the first row of Figure 4.2, we see that the first order methods LS and SIR perform, as
expected, quite well and actually outperform the DR method. This indicates that simple
first order methods might be preferable to the more involved methods based on second
order information for some types of nonlinearities.

The results of the SAVE method are not given in Figure 4.2. The SAVE method is quite
sensitive to the choice of the number of slices which is illustrated in Table 4.1. Here, the
angle between the true impulse response and the SAVE estimate for different values of
the number of slices J for 20 dB SNR is given. Table 4.1 shows that, for the nonlinearity
sign (x), the number of slices for the SAVE method should be kept low, with the best result
achieved for J = 2. This is not surprising, since if no noise was present, then the output
would be binary and for binary outputs two slices is a natural choice. Now, let us change
the nonlinearity to be

f(x) , x cos (x),
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Table 4.1: The angle between the true impulse response and the SAVE and DR es-
timates for different values of the number of slices J for the nonlinearity f(x) =
sign (x) and an SNR of 20 dB, respectively.

Number of slices J

2 5 10 15 20 25 30

SAVE
max 11◦ 16◦ 19◦ 85◦ 90◦ 90◦ 90◦

mean 6◦ 8◦ 10◦ 19◦ 56◦ 79◦ 83◦

min 3◦ 4◦ 5◦ 7◦ 13◦ 40◦ 55◦

DR
max 11◦ 14◦ 11◦ 13◦ 13◦ 13◦ 13◦

mean 6◦ 7◦ 7◦ 7◦ 7◦ 7◦ 7◦

min 3◦ 4◦ 3◦ 3◦ 4◦ 4◦ 4◦

which is also an odd nonlinearity, but varies more than the previous one. The result of the
SAVE method for this nonlinearity is given in Table 4.2. Here, we notice that the SAVE

Table 4.2: The angle between the true impulse response and the SAVE and DR es-
timates for different values of the number of slices J for the nonlinearity f(x) =
x cos (x) and an SNR of 20 dB, respectively.

Number of slices J

2 5 10 15 20 25 30

SAVE
max 90◦ 43◦ 26◦ 39◦ 89◦ 90◦ 90◦

mean 76◦ 18◦ 15◦ 19◦ 35◦ 62◦ 71◦

min 32◦ 9◦ 7◦ 9◦ 11◦ 16◦ 20◦

DR
max 90◦ 50◦ 25◦ 23◦ 20◦ 20◦ 20◦

mean 74◦ 20◦ 14◦ 12◦ 12◦ 11◦ 12◦

min 28◦ 10◦ 6◦ 6◦ 5◦ 6◦ 6◦

method performs best for J = 10 and that J = 2, which was the best choice for the
nonlinearity sign (x), is now a poor choice. These two examples indicate that it might be
difficult to choose the number of slices for the SAVE method. This sensitivity of the SAVE
method is well known in the dimension reduction community [see, for instance, Li and
Zhu, 2007, Zhu et al., 2007]. On the other hand, the DR method does not seem to suffer
from this sensitivity to the same extent, at least for these two examples, see Tables 4.1
and 4.2. Experience indicates that the method is quite robust to the choice of the number
of slices [see, for example, Li and Wang, 2007].

The second row of Figure 4.2 depicts the results for the remaining methods. Here, we
notice that the SIR and the DR method performs similarly, while the LS estimate is poor.
Thus, inverse regression methods might in some cases be the preferred choice. Observe
also that the LS estimate of the impulse response for 20 dB SNR is not given in Figure 4.2
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due to its high variance. As a final example, let

f(x) , x2,

which is an even nonlinearity. Thus, the methods based solely on first order moments are
expected to perform poorly, while those incorporating second order information should
perform well. This is confirmed in the third row of Figure 4.2, where the DR method
captures the impulse response well, while the LS and SIR methods fail.

The previous example shows that the choice of method should depend on a priori knowl-
edge of the nonlinearity and that the choice is important for the accuracy of the estimate.
For instance, for odd nonlinearities the first order methods perform the best, while for
even nonlinearities these methods may fail completely. The DR method, which combines
first and second order moments, seems to yield good estimates for both cases.

Now, we investigate the impact of the input signal.

Example 4.3: Effects of the input
Let the nonlinearity in (4.52) by given by

f(x) , x3 − 0.7x− 0.6 sign (x).

This is an odd nonlinearity and should therefore not pose any severe difficulty for the
inverse regression methods. In the previous example, we saw that the inverse regression
worked well for a Gaussian input signal. Here, we are going to consider two different
input signals that do not have elliptical distributions. First, consider using a Gaussian
mixture as the input signal distribution

u(t) ∼ 1

2
N(−0.3, 0.022) +

1

2
N(0.3, 0.022). (4.55)

The empirical probability density function for this input together with the Monte Carlo
estimation results are given in the left column of Figure 4.3. Here, we notice that all
methods perform well overall, but also that the corresponding impulse response estimates
for 20 dB SNR all have a small bias for the second component.

Now, a more extreme distribution for the input signal is

u(t) = 0.6 sin (2πηu(t)), ηu(t) ∼ U(0, 1). (4.56)

The empirical probability density function for this input together with the Monte Carlo es-
timation results are given in right column of Figure 4.3. For this input signal, the inverse
regression methods have more trouble estimating the correct impulse response than for
the Gaussian mixture signal, see the middle row of Figure 4.3. The bias of the estimates
for the second component of the impulse response is still present for a 20 dB SNR. Addi-
tionally, the LS and SIR methods seem to have trouble finding the fifth component.

The example shows that non-elliptically distributed input signals introduce bias in the
estimates of the impulse response. Still, the inverse regression estimates are not far from
the true impulse response in the 20 dB SNR case, and may therefore in some cases be



4.6 Simulations 65

used for initializing more advanced methods. The effect of the input signal for inverse
regression methods is also considered in Example 5.5.2.

4.6.2 Wiener Systems with Multiple Branches

In this section, we will consider the identification of systems in the form

y(t) = f
(
G(q)u(t) +Gw(q)w(t)

)
+ v(t), (4.57)

where the goal is to estimate a basis for the linear space spanned by the impulse response
of the linear subsystems

G(z) ,
[
G1(z) G2(z) · · · Gd(z)

]T
. (4.58)

Furthermore, the noise filter Gw(z) has the form

Gw(z) , diag
(
Gw,1(z), Gw,2(z), . . . , Gw,d(z)

)
. (4.59)

Now, let us discuss how we may compare a truncated impulse response B0 of the system
G(z) and an estimate B̂ of a basis for Range (B0) corresponding to some inverse regres-
sion method in the case of several branches. This can be done using the angle between
subspaces (4.50), but it is also desirable to make comparative plots, between the true trun-
cated impulse response and the estimate, as done in the single branch case. The difficulty
is to overcome the fact that there exists no unique representation of a basis for a linear
subspace. Let B̃0 denote an orthonormal basis for Range (B0), which can be found via
the functions impulse and orth in MATLAB, respectively. Also, let B̃ be an orthonor-
mal matrix spanning the same subspace as B̂. Now, if B̃ and B̃0 spans the same subspace,
then there exist a rotation Q such that B̃Q = B̃0. Since B̃ is an approximation of B̃0, we
may only expect to find a rotation Q which takes B̃Q close to B̃0. Such a rotation can be
found via the solution of [see, for example, Golub and Van Loan, 1996, page 601]

minimize
Q

‖B̃0 − B̃Q‖2F
subject to QTQ = I.

(4.60)

This procedure is repeated in the Monte Carlo simulations for each realization, that is,
each estimate is orthonormalized and then rotated using the solution to (4.60). The trans-
formed estimates can then be compared with B̃0.

In the ensuing simulations, we will also consider the estimation of the number of subsys-
tems. There are several alternative methods to achieve this. A simple method is to plot
the eigenvalues found in Step 3 in Algorithm 4.1 in descending order and determine by
visual inspection where the largest gap is located. This is a rather crude approach and it
is not always the case that a gap in the eigenvalues can be observed. This motivates the
need of more refined methods. Historically, the most common approach to estimate the
number of linear subsystem is to make use of some test statistic [see, for instance, Bura
and Yang, 2011]. These tests assume asymptotic normality of the subspace estimates,
which has turned out to be difficult to obtain for certain methods [see, for example, Zhu
and Zhu, 2007]. More recently, several information criteria that do not assume asymp-
totic normality have been proposed in the literature [see, for instance, Zhu et al., 2006,
Zhu and Zhu, 2007]. In this presentation, we will make use of the criterion proposed in
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Zhu et al. [2010b]. Let M denote the method dependent covariance matrix appearing in
Algorithm 4.1 and let λ1 ≥ λ2 ≥ · · · ≥ λnb be its eigenvalues. Then the number of linear
subsystems is estimated as

d̂ = arg max
1≤d≤nb

N

∑d
i=1 λ

2
i∑nb

i=1 λ
2
i

−N3/4 d(d+ 1)

nb
. (4.61)

In the following, let the number of slices for the SIR and the DR methods be given by
b
√
Nc and let the number of nearest neighbors for the LIR and LHIR methods be chosen

according to

k = max (min (b0.3Nc, 20nb), 3nb)).

This choice is a heuristic to ensure that a certain averaging occurs while limiting the kernel
bandwidth when a large number of data points is available. Also, the mixing constant
a = 1/2 is used for the LHIR method.

Example 4.4: A two branch system
Consider a system in the form (4.57) with two branches, where the linear subsystem (4.58)
has the components

G1(z) ,
1

z2 − z + 0.25
, and G2(z) ,

1

z − 0.75
. (4.62)

Let the static nonlinearity f be given by

f(x1, x2) , tanh (x1) sat (x2) + sign (x2), (4.63)

where

sat (x) =

{
x, |x| ≤ 1,

sign (x), |x| > 1,
(4.64)

is a saturation. The noise signals w(t) and v(t) are white Gaussian processes with zero
mean, and covariance 0.12I and variance 0.22, respectively, with the noise filter (4.59)
given by

Gw,1 ,
1

z − 0.25
, and Gw,2 ,

1

z − 0.3
.

The input signal is generated from

u(t) =
1

1 + 0.6q−1
ηu(t), ηu(t) ∼ N(0, 1). (4.65)

A Monte Carlo simulation has been performed with 1,000 different realizations of the in-
put and the noise sequences of length 2,000. The estimation results are given in Figure 4.4
and Table 4.3.

The first row of Figure 4.4 shows the angle (4.50) between the true truncated impulse
response and the estimates corresponding to the different methods. The LIR and the LHIR
methods, described in Section 4.5, seem to yield more robust estimates of the subspace,
in terms of worst case performance, than those given by the methods based on slicing.
Furthermore, the pure first order methods, SIR and LIR, seem to perform slightly better
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than the methods involving second order information.

The bottom rows of Figure 4.4 depict the components of the orthogonalized true impulse
response together with the transformed estimates, as described in the beginning of Sec-
tion 4.6.2, for N = 1,000 given by the patterned areas. A patterned area contains all of
the transformed estimates of the corresponding method and thus illustrates the worst case
performance of the method. Here, all methods seem to achieve similar estimation accu-
racy with a slight disadvantage for the DR method. Furthermore, estimating the second
direction seems to be more difficult than estimating the first one. The methods seem to
estimate the first few coefficient accurately, but after that the variance increases steadily
and more data points are needed to increase the accuracy.

Now, consider the estimation of the number of linear subsystems. Applying the informa-
tion criterion (4.61) for N = 1,000 yields the results given in Table 4.3.

Table 4.3: The empirical probabilities of the estimated number of linear subsystems
using (4.61) for N = 1,000.

Dimension estimate

d̂ = 1 d̂ = 2 d̂ = 3 d̂ ≥ 4

SIR 0 1 0 0
DR 0 1 0 0
LIR 0 1 0 0
LHIR 0 1 0 0

Table 4.3 shows that (4.61) yields a correct estimate of the number of linear subsystems
for all methods and all instances.

In the previous example, all the methods have similar accuracy of their estimates with a
slight advantage to the methods based on local linear modeling, at least when the number
of data points is small. In most experiments performed by the author, the methods based
on local linear modeling perform better than those based on slicing.

Finally, we consider a three-branch system where there is symmetry in the nonlinearity.

Example 4.5: A three-branch system
Let the system be given by (4.57) with the linear subsystem (4.58) having G1(z) and
G2(z) as in (4.62), respectively, and

G3(z) ,
z − 0.5

z2 − z + 0.5
. (4.66)

The static nonlinearity f is defined by

f(x1, x2, x3) , tanh (x1) sat (x2) + exp (−0.5x23), (4.67)

and the input is the same as in (4.65). The noise signals w(t) and v(t) are white Gaussian
processes with zero mean, and covariance 0.12I and variance 0.22, respectively. The
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noise filter (4.59) is given by

Gw,1 ,
1

z − 0.2
, Gw,2 ,

1

z − 0.25
, and Gw,3 ,

1

z − 0.3
.

A Monte Carlo simulation has been performed with 1,000 different realizations of the in-
put and the noise sequences of length 2,000. The estimation results are given in Figure 4.5
and Table 4.4.

The top left plot of Figure 4.5 shows the angle (4.50) between the true truncated impulse
response and the estimates corresponding to the LIR and the LHIR methods, respectively.
Here, we have taken the angle between the true impulse response and each component
of the estimates separately. That is, if B0 is the true truncated impulse response and B̂i
is a column in the estimate B̂, then the curves correspond to angle (B̂i, B0), i = 1, 2, 3,
respectively. The remaining plots in Figure 4.5 depict the components of the orthogonal-
ized true impulse response together with the transformed estimates, as described in the
beginning of Section 4.6.2, for N = 2,000 given by the patterned areas.

Due to the symmetric element in the nonlinearity (4.67), we can expect that LIR will fail to
find one of the directions. Interestingly, the LIR method fails to find any of the directions
and increasing the number of data points does not seem to make a difference. The SIR
method yields comparable results.

The LHIR method, on the other hand, estimates two of the directions well, while it fails to
find the third direction. There are at least two possible reasons for this failure; there are
not enough data points to estimate the direction or the direction is not significant for the
description of the system. The DR method yields comparable results.

Now, consider the estimation of the number of linear subsystems. Applying the informa-
tion criterion (4.61) for N = 2,000 yields the results given in Table 4.4.

Table 4.4: The empirical probabilities of the estimated dimension for N = 2,000
using (4.61).

Dimension estimate

d̂ = 1 d̂ = 2 d̂ = 3 d̂ ≥ 4

SIR 0 0 0 1
DR 0 0.778 0.222 0
LIR 0 0.011 0.310 0.679
LHIR 0 1 0 0

Table 4.3 shows, as expected, that the dimension estimates based on the SIR and LIR
estimates are poor. Furthermore, the LHIR estimate indicates unanimously that only two
linear subsystems are present, when in truth there are three. The DR method on the other
hand indicates in over 20% of the instances that there are three linear subsystems.

To investigate the asymptotic performance of the DR estimate, we generate 1,000 real-
izations of 100,000 data points from the system. The estimation results are given in
Figure 4.6. The left plot shows the eigenvalues obtained in Step 3 in Algorithm 4.1. Here,
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we see a clear indication that only two linear subsystems are necessary to describe the
system. This is also confirmed when estimating the dimension with (4.61), which yields
unanimously d̂ = 2 over all realizations. The right plot of Figure 4.6 shows the third
component of the orthogonalized truncated impulse response and the transformed DR es-
timate, where we see a clear improvement from the N = 2,000 case shown in the lower
right plot of Figure 4.5.

The previous example shows that it is not always the case that all branches can be esti-
mated using the inverse regression approach to dimension reduction. It may be that the
third branch in Example 4.5 is not needed to explain the input/output relationship and
therefore is not estimated correctly by the inverse regression methods. We will return to
the examples in this section in Chapter 5.

4.7 Concluding Remarks
In this chapter, the inverse regression approach to dimension reduction has been intro-
duced for the purpose of identifying dynamical systems. Furthermore, the consistency
of the SIR and SAVE estimators has analyzed for m-dependent inputs. The identification
results in the simulation studies look promising and the estimates seem to be at least as
good as the estimates based upon Bussgang [1952].

Future research includes improving the consistency analysis for a more general class of
inputs and investigating the ideas of inverse regression may be conferred with subspace
identification [see, for example, Westwick and Verhaegen, 1996].
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Figure 4.2: [Example 4.2]; Left column: The angle (4.50) between the true impulse
response and the estimates for different levels of the SNR (4.51). The thick lines
show the mean value and the thin line shows the maximum and the minimum values
attained, respectively. Right column: The corresponding mean value of the impulse
response estimates for 20 dB SNR with 3 standard deviation errors when all estimates
have been scaled to have the first coefficient equal to one.
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Figure 4.3: [Example 4.3]; Illustration of the effects of two different non-elliptical
input signals. The top row depicts the empirical density function estimates for the
input. The middle row shows the angle (4.50) between the true impulse response
and the estimates for different levels of the SNR (4.51) for the corresponding inputs,
respectively. The thick lines indicate the mean value and the thin lines show the
maximum and the minimum values attained, respectively. The bottom row shows
the impulse response estimates for a 20 dB SNR with 3 standard deviation errors
when all estimates have been scaled to have the first coefficient equal to one.
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Figure 4.4: [Example 4.4]; Top row: The angle (4.50) between the true truncated
impulse response and the estimates when the number of data points is varied. The
thick lines show the mean value and the thin lines show the maximum and the mini-
mum values attained, respectively. Bottom rows: The components of the orthogonal-
ized true impulse response with the transformed estimates for N = 1,000 illustrated
by the shaded areas.
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Figure 4.5: [Example 4.5]; Top left: The angle (4.50) between the true truncated
impulse response and each component of the estimates when the number of data
points is varied. Remaining: The components of the orthogonalized true impulse
response with the transformed estimates for N = 2,000 illustrated by the shaded
areas.i
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Figure 4.6: [Example 4.5]; Left: The eigenvalues from the DR estimate from 1,000
realizations of 100,000 data points. Right: The third component of the orthogo-
nalized true impulse response with the transformed DR estimate illustrated by the
shaded area.



Appendix

4.A Complements
In this section, we will derive the minimum of the convex cost function

V (c, C) , E ‖ϕ(t)− c− CBT
0 ϕ(t)‖2, (4.68)

appearing in the proof of Theorem 4.1. This is achieved by straightforward calculations
of derivatives and using the first order optimality conditions for convex problems [see,
for instance, Boyd and Vandenberghe, 2004, page 243]. Some care is needed to avoid
interchanging the order of the differentiation and expectation operators. The cost func-
tion (4.68) can be written as

V (c, C) = −2 E (ϕ(t))
T
c+ cTc+ 2 E (ϕ(t))

T
B0C

Tc+ g1(C),

for some function g1 that is independent of c. The first order optimality condition with
respect to c yields

0 =
∂V

∂c
(c, C) = −2 E (ϕ(t)) + 2c+ 2CBT

0 E (ϕ(t)),

which has the solution c? = (I − CBT
0 ) E (ϕ(t)). Plugging c? into (4.68) yields

V (c?, C) = E ‖ϕ(t)− (I − CBT
0 ) E (ϕ(t))− CBT

0 ϕ(t)‖2 = E ‖φ(t)− CBT
0 φ(t)‖2,

where we have introduced φ(t) , ϕ(t)− E (ϕ(t)). Now, utilizing the rotation invariance
of the trace operator tr , which returns the sum of the diagonal elements of its argument,
yields [see, for example, Lütkepohl, 1996, page 41]

V (c?, C) = E (φ(t)Tφ(t))− 2 E (φ(t)TCBT
0 φ(t)) + E (φ(t)TB0C

TCBT
0 φ(t))

= E (φ(t)Tφ(t))− 2 tr
(
BT

0 E (φ(t)φ(t)T)C
)

+ tr
(
CBT

0 E (φ(t)φ(t)T)B0C
T
)
.

The relation E (φ(t)φ(t)T) = Cov (ϕ(t)) together with the first order optimality condi-
tion with respect to C yields

0 =
∂V

∂C
(c?, C) = −2 Cov (ϕ(t))B0 + 2CBT

0 Cov (ϕ(t))B0,

74
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where the rules for differentiating the trace operator can be found in Lütkepohl [1996,
pages 177–178]. Thus,

C? = Cov (ϕ(t))B0

(
BT

0 Cov (ϕ(t))B0

)−1
, (4.69)

which implies that

c? =
[
I − Cov (ϕ(t))B0

(
BT

0 Cov (ϕ(t))B0

)−1
BT

0

]
E (ϕ(t)). (4.70)

Hence, the values that minimize (4.68) are given in (4.69) and (4.70), respectively, and it
holds that

E (ϕ(t) |BT
0 ϕ(t))

= E (ϕ(t)) + Cov (ϕ(t))B0

(
BT

0 Cov (ϕ(t))B0

)−1
BT

0

(
ϕ(t)− E (ϕ(t))

)
,

in the proof of Theorem 4.1.





5
A Convex Relaxation of a Dimension

Reduction Problem

In the previous chapter, we considered the impulse response estimation of the Wiener
class of systems using the inverse regression approach to dimension reduction. The in-
verse regression approach limits the possible distribution of the regressors to guarantee
a consistent estimate. This limitation can be avoided by using a forward approach to
dimension reduction, which is valid for a wider class of regressor distributions. One draw-
back with most forward approaches is the need to solve difficult nonconvex optimization
problems. Here, a reformulation of a well-established dimension reduction method is
presented and a convex relaxation is derived.

5.1 Introduction

In this chapter, we will study the model structure given by

y(t) = f(BT
0 ϕ(t)) + e(t), B0 ∈ St (nϕ, d), (5.1a)

where f is a time-invariant nonlinear function,

St (nϕ, d) , {B ∈ Rnϕ×d : BTB = Id} (5.1b)

is the orthogonal Stiefel manifold and Id denotes the d × d identity matrix. The output
and the regressors are vectors of dimensions ny and nϕ, respectively. Furthermore, the
regressors and the noise are assumed to be strictly stationary stochastic processes with
finite moments such that

E (e(t) |ϕ(t)) = 0 (5.2)

holds almost surely, which allows e(t) to be dependent of ϕ(t).

Comparing the model structure (5.1) with (4.1) used in Chapter 4, the main difference is
in the way the noise may enter. The inverse regression approach allows for a more general
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noise structure where the noise can enter before as well as after the static nonlinearity in
a nonlinear fashion. On the other hand, the inverse regression approach requires that the
noise is independent of the regressors, while condition (5.2) is less restrictive. Further-
more, (5.2) allows the regressors to contain information from old output signals, that is,
the identification of certain NARX systems can also be considered. This is not possible in
the inverse regression setting, see Xia et al. [2002] for a discussion.

The main limitation of the inverse regression approach presented in Chapter 4 is the restric-
tion that the regressors must be elliptically distributed. In the forward approach presented
here, the probability density function of the regressors and the output needs to satisfy cer-
tain smoothness assumptions and have finite moments of an arbitrary order. Furthermore,
the consistency is provided under quite general mixing assumptions, see Xia et al. [2002]
for details.

The main drawback of the forward approach is the need to minimize a nonconvex cost
function over the Stiefel manifold, while the inverse regression approach mainly involves
solving a linear principal component problem. Thus, the forward approach can be compu-
tationally expensive and we can only guarantee that a local minimum is found. Therefore,
to meet this challenge, a reformulation of the forward approach that reveals the structure
of the problem and allows for an efficient convex relaxation is presented here.

This chapter is a development of Lyzell et al. [2012] and is organized as follows: In
Section 5.2, we briefly describe an established forward regression approach to dimension
reduction. Section 5.3 outlines a reformulation revealing the structure of the problem.
This reformulation is then used in Section 5.4 to derive a convex relaxation of a related
problem. The different methods are evaluated in a simulation study in Section 5.5. Finally,
the chapter is concluded in Section 5.6.

5.2 Minimum Average Variance Estimation

In this section, a brief review of a well established dimension reduction method known as
minimum average variance estimation (MAVE) is given and the different design choices
involved are discussed. Furthermore, as in Xia et al. [2002], it is assumed that the output
is scalar.

First, consider the estimation of B0 in (5.1) given the joint distribution of the regressors
and the output. Then, in principle, an estimate can be found by solving the minimization
problem

minimize
B

E
(
y(t)− E (y(t) |BTϕ(t))

)2

subject to BTB = Id.
(5.3)

The joint distribution is not known in general and may be difficult to estimate accurately,
especially when the dimension is large. Therefore, we need a way to approximate the
expectations involved in (5.3). One possible approach, which was proposed in Xia et al.
[2002], is to approximate the inner conditional expectation with a local linear expansion

E (y(t) |BTϕ(t)) ≈ α+ βTBT(ϕ(t)− ϕ0),
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at different points ϕ0 in the support of the probability density function of ϕ(t). In practice,
a dataset ϕ(t), (y(t))N−1t=0 sampled from (5.1) is usually given and the linearization is
therefore performed at available data points. That is, with ϕ̃τ (t) , ϕ(t) − ϕ(τ) an
approximation of (5.3) is given by

minimize
α,β,B

1

2

N−1∑

τ=0

N−1∑

t=0

wtτ
(
y(t)− ατ − βT

τ B
Tϕ̃τ (t)

)2

subject to BTB = Id,

(5.4)

where (wtτ )N−1τ=0 are some user-defined nonnegative weights that typically depend on how
close ϕ(t) lies to ϕ(τ). The weights can be chosen in a number of different ways (see,
for instance, Fan and Gijbels [1996]), and we discuss this choice later in this section.
Furthermore, the variables ατ and βτ can be interpreted as, when compared with the first
order Taylor expansion, the function and derivative values evaluated at ϕ(τ), respectively.
The formulation (5.4) of the dimension reduction problem was first proposed in Xia et al.
[2002] and it is known as the MAVE method.

The derivation of the MAVE method is quite intuitive, which makes the approach seem
both reasonable and appealing. Unfortunately, the corresponding minimization prob-
lem (5.4) is nonconvex, both with respect to the cost function and the constraints. There-
fore, it is not straightforward to perform the minimization with respect to all the variables
simultaneously. In fact, Xia et al. [2002] propose a greedy block coordinate descent
method for solving (5.4), that is, a stationary point is sought by alternating between min-
imizing (5.4) with respect to the unconstrained variables α and β, and the constrained
variable B until convergence. For example, if the value of B is fixed, the minimization
with respect to α and β is an unconstrained linear least-squares problem, and it can there-
fore easily be solved using standard techniques [see, for instance, Golub and Van Loan,
1996, page 240]. On the other hand, if the values of α and β are fixed, the minimization
with respect to B is, however, more challenging due to the orthogonality constraint. In
Xia et al. [2002], this minimization is done using a greedy Gram-Schmidt like procedure
where one column is added at a time. These steps are then iterated until convergence, see
Xia et al. [2002] for further details.

Obtaining guarantees for convergence to a local minimum of an alternating variables ap-
proach is in general difficult. This is especially the case for such complicated constraints
as the Stiefel manifold. Even if such local convergence can be guaranteed, the conver-
gence will often be slow [see, for example, Nocedal and Wright, 2006, page 230].

In the following section, we will give an alternative formulation of (5.4) that enables
minimization over all the variables simultaneously and also guarantees the convergence
to a local minimum, but first we discuss the design choices involved in formulating (5.4).

5.2.1 Design Choices

The local linear modeling framework used to derive the MAVE method involves choosing
the weights (wtτ )N−1t,τ=0 appearing in (5.4). Choosing the weights is a nontrivial task, and
the optimal choice depends on the unknown nonlinearity f and the noise variance [see
for instance Fan and Gijbels, 1996, page 66]. In this chapter, the weights are chosen as
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wtτ = Kh(ϕ̃τ (t)), where

K(x) ,
3

2
max (0, 1− ‖x‖22), Kh(x) , K(x/h)/h,

is the spherical Epanechnikov kernel. This kernel function has finite support, which is
a desirable property from a computational point of view since it induces sparsity. The
bandwidth h is chosen according to the k-nearest-neighbors principle, that is, h is chosen
for each τ as the kth smallest value of ‖ϕ̃τ (t)‖2.

This choice of the weights does not depend on the range space of B0, and it is a good
starting point for finding an estimate B̂ of B0. Once an estimate has been found, we
can refine the weights according to wtτ = Kh(B̂Tϕ̃τ (t)), where the bandwidth h is
reevaluated to correspond to the k nearest neighbors, and then reestimate B̂. This process
can be repeated, and it is referred to as refinement in Xia et al. [2002]. The refinement
of the weights is a heuristic approach to reduce the effects of high-dimensional regressors
and to improve the accuracy of the estimate. It is shown in Xia et al. [2002] that the
refinement increases the rate of consistency and therefore decreases the effect of the curse
of dimensionality.

5.2.2 Dimension estimation

The formulation of the MAVE method (5.4) requires that the dimension of the subspace is
given in advance. Therefore, it is desirable to have a method to automatically determine
the dimension of the underlying subspace. To this end, we make use of the criterion
proposed in Xia et al. [2002], namely

CVk (d) =
1

N

N−1∑

t=0

‖y(t)− α̂t‖22, (5.5)

where k is the number of nearest neighbors that determine the kernel bandwidth, d is the
rank of the estimate B̂ and

(α̂, β̂) = arg min
α,β

1

2

N−1∑

τ=0

N−1∑

t=0

ŵtτ‖y(t)− ατ − βT
τ ϕ̃τ (t)‖22,

where ŵtτ = Kh(B̂Tϕ̃τ (t)), is a local linear model. The basic idea of using (5.5) is that
a more accurate estimate of the range space of B0 will give a more precise estimate of
the nonlinearity and therefore a smaller value of (5.5). The criterion (5.5) can be used on
either estimation or validation data, that is, data that has not previously been used in the
estimation. In this thesis, we only consider using (5.5) on estimation data.

Another potential application of the criterion is to determine an appropriate bandwidth
of the kernel function, or in our case the number of nearest neighbors that determine the
bandwidth. Assume that a number of different bandwidths hk are used in the estimation,
resulting in different estimates B̂k, respectively. To determine which bandwidth that is
the most appropriate, we calculate the value of (5.5) using the some bandwidth hCV. The
bandwidth hk corresponding to the estimate that yields the smallest value of (5.5) is then
chosen as the most appropriate bandwidth.
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5.3 A Reformulation

The original formulation (5.4) of the MAVE problem contains several variables with a
complicated constraint and it is therefore not straightforward to see how the problem can
be solved for all variables simultaneously. Indeed, the solution proposed in Xia et al.
[2002] is a block coordinate descent algorithm that alternates between minimizing the
unconstrained variables and the constrained ones. Obtaining guarantees even for conver-
gence to a local minimum of an alternating variables approach is in general difficult and
if convergence can be guaranteed it is often slow. Therefore, it is desirable to reformu-
late (5.4) to allow for other methods to be used that guarantees convergence to a local
minimum. The approach taken here is related to separable least squares [see, for example,
Ljung, 1999, page 335].

Now, we allow the number of outputs ny ≥ 1. To simplify the notation in the calculations
that follow, let

Y ,
[
y(0) y(1) · · · y(N − 1)

]T
,

Φ̃τ ,
[
ϕ̃τ (0) ϕ̃τ (1) · · · ϕ̃τ (N − 1)

]T
,

and

Wτ , diag (w0τ , w1τ , . . . , w(N−1)τ )
1/2
,

where diag denotes the diagonal matrix with the elements wtτ on the diagonal. The cost
function in (5.4) can then be written as

VN (α, β,B) ,
1

2

N−1∑

τ=0

∥∥Wτ

(
Y − 1Nα

T
τ − Φ̃τBβτ

)∥∥2
F
, (5.6)

where 1N denotes a column vector of length N with all elements equal to one. At this
point, it is possible to eliminate the variables (ατ )N−1τ=0 from (5.6) using the first-order
optimality conditions [see, for instance, Boyd and Vandenberghe, 2004, page 243]

0 =
∂VN
∂ατ

(α, β,B) = 1TNW
2
τ 1Nατ − (Y − Φ̃τBβτ )TW 2

τ 1N ,

which implies that

α?τ =
1

1TNW
2
τ 1N

(Y − Φ̃τBβτ )TW 2
τ 1N . (5.7)

Inserting this into (5.6) yields

ṼN (β,B) , VN (α?, β, B)

=
1

2

N−1∑

τ=0

‖Cτ (Y − Φ̃τBβτ )
∥∥2
F

=
1

2

N−1∑

τ=0

‖FτBβτ −Gτ‖2F ,
(5.8)

where Fτ , Cτ Φ̃τ and Gτ , CτY with

Cτ ,Wτ

(
I − 1

1TNW
2
τ 1N

1N1TNW
2
τ

)
. (5.9)
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Thus, the MAVE problem (5.4) is equivalent to

minimize
B,β

1

2

N−1∑

τ=0

‖FτBβτ −Gτ‖2F

subject to BTB = Id.

(5.10)

The cost function in (5.10) still contains a bilinear term and it is therefore not straightfor-
ward to minimize over B and β simultaneously. Now, introduce

X ,
[
Bβ0 Bβ1 · · · BβN−1

]
∈ Rnϕ×Nny . (5.11)

The block columns Xτ , Bβτ of X correspond to products of the variables in (5.4), and
it follows from (5.11) that the columns of X belong to the range space of B. Thus, on
one hand, if rank(X) = d and

X =
[
U1 U2

] [S 0
0 0

] [
V1 V2

]T

is an SVD of X , then B = U1 and β = SV T
1 is a feasible solution of (5.10). This implies

that every feasible solution to

minimize
X

1

2

N−1∑

τ=0

‖FτXτ −Gτ‖2F

subject to rank(X) = d,

(5.12)

yields a feasible solution to (5.10). On the other hand, let B and

β ,
[
β0 β1 · · · βN−1

]
∈ Rd×Nny ,

be feasible solutions to (5.10) such that rank (β) = d. The constraint in (5.10) implies
that rank (B) = d and it follows that [see, for example, Meyer, 2000, page 210]

rank (Bβ) = rank (β)− dim
(

Null (B) ∩ Range (β)
)

= d,

where the last equality follows from the fact that Null (B) = {0}. Thus, X = Bβ has
rank d and is therefore a feasible solution to (5.10). Hence, under the assumption that
the optimal solution β? to (5.10) has full rank d, (5.12) is an equivalent formulation of
the MAVE problem (5.10) in the sense that both problems have the same minimum. Also,
the solution of (5.10) follows from an SVD of the solution of (5.12) and all variables are
found simultaneously.

Remark 5.1. If β? does not have full rank, then it is possible that either the nonlinearity is not
sufficiently varying so that the values of the gradient does not span a sufficiently large space or
there are too few data points. See the discussion in Section 3.1.

Before we proceed, it may be appropriate to discuss the construction and the representa-
tion of the matrices Fτ and Gτ appearing in (5.12). The representation is important from
a computational point of view, since the major computational cost when evaluating the
cost function in (5.12), or its derivative, are matrix multiplications involving Fτ . This
is the main motivation for choosing a kernel function with finite support. The choices
made here, the spherical Epanechnikov kernel with a bandwidth based on the k-nearest-
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neighbors principle, imply that only k rows in the matrix Wτ in (5.9) will be nonzero.
Since zero rows do not effect the value of the cost function in (5.12), it is possible to
represent Fτ and Gτ with matrices of sizes k×nϕ and k×ny , respectively. Furthermore,
let Fτ = QτRτ be a thin QR decomposition, that is, Rτ ∈ Rnϕ×nϕ is upper triangular
and Qτ ∈ Rk×nϕ is orthogonal. Since the Frobenius norm is invariant under orthonormal
transformations, it holds that

‖FτXτ −Gτ‖2F = ‖RτXτ −QT
τ Gτ‖2F .

Hence, in the following, we may therefore assume that Fτ is a nϕ × nϕ upper triangular
matrix and Gτ is a nϕ × ny full matrix.

Now, to comply with the standard formulation of linear least-squares problems over the
rank manifold, introduce the linear operator

A : Rnϕ×Nny → RNnϕny , X 7→ vec (
[
F0X0 F1X1 · · · FN−1XN−1

]
). (5.13)

Here, the vectorization operator stacks the columns of its argument into a vector [Lütke-
pohl, 1996]. Now, with

b , vec
( [
G0 G1 · · · GN−1

] )
, (5.14)

we have shown the following result.

Theorem 5.1. Assume that the optimal solution β? to the MAVE problem (5.4) has full
rank d. Then it holds that

minimize
X

1

2
‖A(X)− b‖22

subject to rank(X) = d,

(5.15)

is equivalent to the (5.4) in the sense that both problems have the same minimum. Here,
the linear operator A and the vector b are given in (5.13) and (5.14), respectively.

In Appendix 5.B, a reformulation of a inverse regression approach to dimension reduction
proposed in Xia et al. [2002] is given. The inverse MAVE method is a variant of the LIR
method presented in Section 4.5 and therefore relies upon similar assumptions on the
regressors. It turns out that the reformulation is an principal component problem, which
can be solved efficiently using standard methods [see, for instance, Hastie et al., 2009,
page 66].

The new formulation (5.15) of the MAVE problem provides means to optimize over all
variables simultaneously. Furthermore, the cost function in (5.12) is smooth and convex,
where the nonconvexity appears as a rank constraint. The minimization of smooth func-
tions over the rank manifold is an active research topic and several approaches are under
development. After implementing and comparing the methods of Jain et al. [2010] and
Vandereycken [2011], the latter was chosen. The chosen algorithm is a conjugate gradient
method over the rank manifold and is based on Riemannian geometry.

The method of Vandereycken [2011] is too involved to discuss here, but certain aspects of
the implementation are worth mentioning. Firstly, one of the greatest advantages of Van-
dereycken [2011] is the simple approach to find a candidate step size. This approach most
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often avoids the need of backtracking in the line search, which involves the computation
of an SVD for each candidate step size. Here, let t denote the step size and ξ be the search
direction. An obvious candidate for the step size is given by

arg min
t

1

2
‖A(X + tξ)− b‖22 = arg min

t

1

2
‖tA(ξ)− (b−A(X))‖22,

which can be written as

t? = A(ξ)
T

(b−A(X))/‖A(ξ)‖22.
This approach decreases the computational complexity significantly and backtracking is
rarely needed. Finally, for completeness, the gradient of the cost function in (5.15) is
given by

∂

∂X

1

2
‖A(X)− b‖22 = Aadj(A(X)− b), (5.16)

where the adjoint operator is defined via [see, for example, Katznelson and Katznelson,
2008, page 112]

Aadj : RNnϕny → Rnϕ×Nny , 〈A(X), Z〉 = 〈X,Aadj(Z)〉, (5.17)

where 〈A,B〉 = tr (ATB) is the standard inner product. An explicit expression for the
adjoint operator is given in (5.38) in Appendix 5.A and the convergence to a stationary
point of a conjugate gradient method on an embedded Riemannian manifold is treated in
Absil et al. [2008].

The reformulation (5.15) is still a nonconvex optimization problem due to the rank con-
straint and it is therefore important to have a good initial point to start the local search.
The outer product of gradients (OPG) method presented in Xia et al. [2002] is a simple
method to compute a feasible starting point, and it can be interpreted in our reformulation
as a truncated SVD of the solution X? to the unconstrained version of (5.15). That is, let

X? = arg min
X

1

2
‖A(X)− b‖22, (5.18)

and determine an SVD

X? =
[
U1 U2

] [S1 0
0 S2

] [
V1 V2

]T
,

where U1 ∈ Rnϕ×d, S1 ∈ Rd×d and V1 ∈ RNny×d. Then,

X̂OPG = U1S1V
T
1 and B̂OPG = U1, (5.19)

is the OPG solution of (5.15) and its basis estimate, respectively. The least-squares prob-
lem (5.18) can in the general setting be solved using a Krylov subspace method that only
requires the ability to evaluate the linear operator (5.13) and its adjoint (5.17) [see, for
instance, Paige and Saunders, 1982]. For our particular structure, it is computationally
more efficient to consider the unconstrained solution to (5.12). Since, as discussed earlier,
each matrix Fτ appearing in (5.12) is a small upper triangular matrix, each block column
Xτ of X can be found via an efficient back-substitution procedure [Golub and Van Loan,
1996, page 89].
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In Chapter 4, the inverse regression approach to dimension reduction is evaluated as a
way to find an estimate B̂IR of a basis for the range space of B0. Now, it is possible to
replace the variable B with B̂IR in (5.8) and then minimize the cost function with respect
to βτ for all possible τ . Denote the resulting estimates by β̂τ and let

B̂IR
[
β̂0 β̂1 · · · β̂N−1

]
=
[
U1 U2

] [S1 0
0 S2

] [
V1 V2

]T
, (5.20)

where U1 ∈ Rnϕ×d, S1 ∈ Rd×d and V1 ∈ RNny×d, be an SVD. Then X̂ IR = U1S1V
T
1 is

a feasible point of (5.15) from which a local search can be initialized.

Another approach to the initialization problem is to consider the solution of a convex
relaxation of (5.15) as an initial point. This is the topic of the next section.

5.4 A Convex Heuristic
The rank constraint in (5.15) makes it a difficult nonconvex optimization problem and we
need some way to initialize the local search method. In the previous section, we discuss
two different approaches based on truncating the solution to an unconstrained problem.
Here, we are taking the approach by Fazel et al. [2001] and derive a convex relaxation
based on the property that

‖X‖2 ≤ γ ⇒ rank(X) ≥ γ−1‖X‖∗, (5.21)

where ‖X‖∗ denotes the nuclear norm of X , that is, the sum of the singular values of X .
To be able to use this property, we consider a problem closely related to (5.15), namely

minimize
X

1

2
‖A(X)− b‖22

subject to rank(X) = d,

‖X‖2 ≤ γ.

(5.22)

If γ is chosen sufficiently large, then (5.22) is equivalent to (5.15) in the sense that both
problems have the same optimum. From (5.21) it follows that (5.22) can be relaxed into

minimize
X

1

2
‖A(X)− b‖22

subject to ‖X‖∗ ≤ γd,
‖X‖2 ≤ γ,

and it holds that

minimize
X

1

2
‖A(X)− b‖22

subject to ‖X‖∗ ≤ γd,
(5.23)

is a convex relaxation of (5.22). Thus, solving (5.23) might be a useful tool when dealing
with the nonconvex problems (5.22) and (5.15). For example, a rank d approximation of
the solution to (5.23) might be a good approximation of the solution to (5.22). The rank
d approximation can be found using an SVD similar to the OPG approach.
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Theorem 5.2. For a fixed γ, there exists a nonnegative µ such that

minimize
X

1

2
‖A(X)− b‖22 + µ‖X‖∗, (5.24)

is a convex relaxation of (5.22).

Proof: It remains to show that (5.23) is equivalent to (5.24). Let

L(X,λ) ,
1

2
‖A(X)− b‖22 + λ

(
‖X‖∗ − γd

)
, (5.25)

be the Lagrangian of (5.23). On one hand, let γ be given and X? be the correspond-
ing optimum to (5.23). From the Lagrangian necessary conditions [Borwein and Lewis,
2006, Theorem 3.2.8, page 44], there exists a λ? such that X? minimizes L(X,λ?). Com-
paring (5.25) with the cost function in (5.24), it follows that X? is the optimal solution
to (5.24) for µ = λ?.

On the other hand, let µ be given and X? be the corresponding optimum of (5.24). By
choosing γ = ‖X?‖∗/d, it follows that X? is feasible for (5.23) and λ? = µ is a corre-
sponding Lagrangian multiplier. Thus, according to the Lagrangian sufficient condition
[Borwein and Lewis, 2006, Proposition 3.2.3, page 43], X? is the optimum of (5.23) for
γ = ‖X?‖∗/d, which completes the proof of the theorem.

Formulations in the form (5.24) are known as nuclear norm-regularized linear least-
squares (NNLS) problems and have recently received attention in the system identification
community, where many classical problems can be recast into NNLS problems [see, for
instance, Liu and Vandenberghe, 2009, Falck et al., 2010, Shah et al., 2012]. Furthermore,
the NNLS is similar to the LASSO problem [Tibshirani, 1996], but for low-rank matri-
ces instead of sparse vectors. The regularization parameter µ defines a path of solution
X?(µ), where X?(0) corresponds to the unconstrained case, that is, the OPG estimate.
In our applications, it is important to solve (5.24) for a number of different values of µ.
Existing solvers for the NNLS problem can basically be categorized into two groups: ac-
curate interior-point algorithms, like in Liu and Vandenberghe [2009], and fast proximal
gradient methods, such as the approaches presented in Ji and Ye [2009] and Toh and Yun
[2009]. The drawback with interior point solvers is the lack of warm-starting capabili-
ties and therefore the choice made here is the proximal gradient method by Toh and Yun
[2009]. A comparison of different solvers for a specific problem in the class (5.24) is
given in Fazel et al. [2012].

The accelerated proximal gradient method by Toh and Yun [2009] relies on the value
of the Lipschitz constant of the gradient corresponding to the smooth part of the cost
function (5.24) to determine an appropriate step size. Using the linearity of A and Aadj,
the Lipschitz constant is given by the smallest scalar Lf satisfying

‖Aadj(A(X1 −X2))‖F ≤ Lf‖X1 −X2‖F , for all X1, X2 ∈ Rnϕ×Nny . (5.26)

By denoting X = X1 −X2 and taking the supremum, we find that

λ = sup
‖X‖F 6=0

‖Aadj(A(X))‖F
‖X‖F

≤ Lf ,
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where λ is the largest eigenvalue of the linear operatorAadjA. In Toh and Yun [2009], the
largest eigenvalue, that is the Lipschitz constant, is found by a Krylov subspace method
[see, for example, Golub and Van Loan, 1996, Chapter 9]. In our particular case, it holds
that

Aadj(A(X)) =
[
FT
0 F0X0 FT

1 F1X1 · · · FT
N−1FN−1XN−1

]
.

so that

vec
(
Aadj(A(X))

)

= blkdiag
(
Iny ⊗ (FT

0 F0), Iny ⊗ (FT
1 F1), . . . , Iny ⊗ (FT

N−1FN−1)
)

vec (X),

where blkdiag denotes the block diagonal matrix with submatrices Iny ⊗ (FT
τ Fτ ) on

the diagonal and ⊗ is the Kronecker product. Thus, the Lipschitz constant is given by
the largest eigenvalue of the symmetric matrices FT

τ Fτ , or, equivalently, the square of
the largest singular value of Fτ , over all possible τ [see, for instance, Lütkepohl, 1996,
pages 145-146].

Earlier, it was mentioned that the choice of µ in (5.24) is important to get a good initial
solution to (5.15). The choice of µ is the topic of the remainder of this section and we
begin by deriving an upper bound.

Theorem 5.3. There exists a constant µmax such that the optimumX?(µ) corresponding
to (5.24) is zero for all µ ≥ µmax.

Proof: Let

VNNLS(X) ,
1

2
‖A(X)− b‖22 + µ‖X‖∗, (5.27)

and

X =
[
U1 U2

] [S 0
0 0

] [
V1 V2

]T
,

be an SVD of X . The subgradient of (5.27) is then given by

∂VNNLS(X) = Aadj(A(X))−Aadj(b) + µ∂‖X‖∗,
where [see, for example, Candès and Recht, 2009, page 733]

∂‖X‖∗ = {U1V
T
1 +W : W = U2DV

T
2 , D = diag (di), |di| ≤ 1}. (5.28)

Thus, the first order optimality condition 0 ∈ ∂VNNLS(X?) for subgradients [see, for
instance, Nesterov, 2004, page 129] implies that X? = 0 is a solution of (5.24) provided
that there exists a W satisfying (5.28) such that Aadj(b) = µW . Since ‖W‖2 ≤ 1, it
follows that

µmax = ‖Aadj(b)‖2, (5.29)

which completes the proof of the theorem.

In our case, it follows from (5.14) and (5.38) that (5.29) can be written as

µmax =
∥∥∥
[
FT
0 G0 FT

1 G1 · · · FT
N−1GN−1

] ∥∥∥
2

(5.30)
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Hence, we only need to search for solutions of (5.24) in the interval 0 ≤ µ ≤ µmax. Next,
we discuss a few heuristics to determine an appropriate value of µ, given data.

The most straightforward approach to determine an appropriate regularization parameter
is to make use of cross validation. That is, the NNLS problem (5.24) is solved for sev-
eral values of µ, which are then evaluated using cross validation and the value of µ that
yields the lowest cross-validation error is then chosen as the candidate. This approach
corresponds to the choice made in Liu and Vandenberghe [2009] and usually gives good
results. Here, we use the criterion (5.5) as our the cross-validation criteria. One drawback
with cross validation is the additional computational cost required to construct and solve
the additional problem (5.5). As an attempt to circumvent this cost, we propose a heuristic
based on the ideas used in the derivation of (5.24).

In the derivation of the convex relaxation (5.24), we argued that if γ is chosen sufficiently
large, then (5.22) is equivalent to (5.15) in the sense that both problems have the same
optimum. The relationship between γ and µ is such that when γ is large then µ is small
and vice versa. For the extremum µ = 0, (5.24) is clearly a convex relaxation of (5.22)
and also (5.15). In fact, µ = 0 corresponds to the unconstrained version of (5.15). Now,
let V (X) , ‖A(X) − b‖22/2 denote the cost function in (5.15). Then, V (X?(0)) is a
lower bound to V (X?), where X? denotes the optimal solution to (5.15). Therefore, if
we increase the value of µ to a small positive number, then it is likely that V (X?(µ))
does not increase significantly and that (5.24) still is a convex relaxation of (5.22). Since
V (X?(µ)) is a nondecreasing function of µ, this motivates searching for a µ for which
V (X?(µ)) is not much larger than V (X?(0)). Here, we propose to use a golden section
search to find the smallest µ that minimizes

φ(µ) ,

{
V (X?(µ)), V (X?(µ)) ≥ V ,
V (X?(µmax)), otherwise,

(5.31)

for some V ≥ V (X?(0)). In the simulations that follow, we make use of

V , V (X?(0)) + 0.01(V (X?(µmax))− V (X?(0))),

where

V (X?(µmax)) =
1

2
‖b‖22 =

1

2

N−1∑

τ=0

‖Gτ‖2F .

The minimizer µ∗ of (5.31) will be denoted by µobj. Now, we are ready to evaluate the
performance of the methods described in this chapter in some simulations.

5.5 Simulations

In this section, we illustrate the application of dimension reduction methods, especially
the MAVE method, in system identification applications. The use of inverse regression
methods for dynamical systems was investigated in Chapter 4 and we are returning to
some of the examples here. First, the MAVE method is evaluated in a simulation study
for a time-series example. The inverse regression approach is not generally applicable
on time series models and it is therefore interesting to investigate the forward regression
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approach here. After this example, we are returning to the estimation of the Wiener class
of systems and revisiting some of the examples in Chapter 4. This allows for a comparison
between the inverse regression approach and the MAVE method.

If nothing else is stated, the number of nearest neighbors that determines the kernel band-
width is chosen as k = b0.2Nc, where N denotes the number of data points. The imple-
mentations of the algorithms presented in this chapter are available on the website:

http://urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-84515

5.5.1 A Nonlinear Time Series

To begin the exploration of the properties of the MAVE method, we start by considering a
slightly modified example from the original paper [Xia et al., 2002]. In this example, we
investigate the sensitivity of the MAVE method in terms of initialization and the choice of
the kernel bandwidth.

Example 5.1
Consider the estimation of a time series model in the form

y(t) = −1 + 0.4ϕ(t)TB1 − cos
(π

2
ϕ(t)TB2

)
+ exp

(
− (ϕ(t)TB3)2

)
+ 0.2e(t),

where the regressors are given by

ϕ(t) =
[
y(t− 1) y(t− 2) · · · y(t− 7)

]T
.

The additive noise e(t) is independent and identically distributed N(0, 1), and the or-
thonormal matrix B has columns

B1 ,
[
1 0 0 2 0 0 0

]T
/
√

5, (5.32a)

B2 ,
[
0 0 1 0 0 2 0

]T
/
√

5, (5.32b)

B3 ,
[
2 2 −2 1 −1 1 0

]T
/
√

15. (5.32c)

This example is a slightly modified variant of Xia et al. [2002, Example 3], where zeros
are added to the last row of B. This implies that the system is in the model class, but
not all regressors are present in the data. As in the previous chapter, the angle between
subspaces (4.50) is used as a quality measure of the estimates.

In the simulations, the effect of choosing the k-nearest-neighbor kernel bandwidth de-
scribed in Section 5.2.1 is evaluated. Here, for each noise realization, the values

k = bρNc, ρ ∈ {0.05, 0.06, . . . , 0.2}, (5.33)

are tested. Furthermore, three different choices of the regularization parameter µ in the
NNLS method (5.24) are evaluated. The first choice is µ = 0 corresponding to the OPG
method and the second value is µ = 0.1µmax. The third and final choice is the heuristic
µ = µobj described in Section 5.4. Each of the NNLS estimates are then used to initialize
the MAVE method (5.15). Furthermore, the cross validation choice of the regularization
parameter has also been evaluated with only a marginal improvement over the µobj choice
and the results are therefore not presented here.

http://urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-84515
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To evaluate the performance of the different methods, for each k in (5.33), 1,000 realiza-
tions, each of length N = 300, of the noise sequence e(t) have been generated. The
estimation results are given in Figure 5.1. The left plot shows the subspace angle between
the true parameters (5.32) and the NNLS estimates for the different choices of µ, respec-
tively. The thick line depicts the mean value over all the noise realizations, while the thin
lines illustrate the best and worst cases, respectively. Similarly, the right plot shows the
subspace angle for the MAVE estimates when initialized with the corresponding NNLS
estimates, respectively.i
i
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Figure 5.1: [Example 5.1]; The angle between the true subspace (5.32) and the es-
timates for different nearest-neighbor bandwidths and choices of the regularization
parameter µ. The thick lines depict the mean angle over all realizations, while the
thin lines show the best and worse cases, respectively. Left: The NNLS (5.24) esti-
mates for different values of µ. Right: The MAVE (5.12) estimates when initialized
with the NNLS solution for the different choices of µ, respectively.

In the left plot of Figure 5.1, we notice that the OPG method, corresponding to µ =
0, does not yield as accurate estimates as the other methods for small nearest-neighbor
bandwidths. As the bandwidth increases, so does the accuracy of the OPG and the number
of outliers decreases. On the other hand, for the choice µ = 0.1µmax, the increase of
the bandwidth seems to have the opposite effect, resulting in less accurate estimates. This
implies that the chosen regularization parameter is too big and over-penalizes the solution,
at least in this example. The final choice µ = µobj seems to be the best choice of the three
and yields accurate estimates over all the different bandwidths.

The right plot of Figure 5.1 shows the MAVE estimates, when (5.15) is initialized with
the NNLS solutions for the different choices of µ, respectively. Here, we see that the
MAVE method is not particularly sensitive to the initialization, as the mean values of the
subspace angles of the estimates lie almost on top of each other. On the other hand, some
outliers are present and the worst case performance of the MAVE method initialized with,
for example, the OPG estimate, corresponding to µ = 0, is still bad. Therefore, it can
be important to choose the regularization parameter with care. In fact, at least for this
example, the initial NNLS estimate corresponding to µ = µobj seems to be almost as
good as the final MAVE estimate.
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This example shows that it can be worth the extra effort to find a good initialization for
the MAVE method (5.15). In particular, choosing a good candidate for the regularization
parameter µ seems to improve the accuracy of the MAVE solution.

Now, we will revisit the problem investigated in Example 1.2, where it was shown that
the least-squares estimate of the impulse response of the linear subsystem may be biased.

5.5.2 Wiener System with a Single Branch

In Example 1.2, we considered the problem of estimating a linear model of a nonlinear
system in the Wiener class with a single branch. It was shown for a particular choice
of the input that a direct application of the least-squares prediction-error method yields a
biased estimate of the linear part of the Wiener system. This implies that the least-squares
estimate of the impulse response, denoted by LS, is also biased and therefore it is likely
that the inverse regression methods share this property. Here, we evaluate the MAVE
method on data collected from Example 1.2.

Example 5.2
Consider once again the system explored in Example 1.2, that is,

y(t) = f(G0(q)u(t)) + e(t), e(t) ∼ N(0, σ2
e), (5.34)

where the LTI subsystem is given by G0(q) , 1/(z − 0.5) and the static nonlinearity is
f(x) , x− x3/2. The input is generated according to

u(t) = (1− 1.3q−1 + 0.4q−2)v(t), v(t) ∼ U(−1, 1), (5.35)

and the noise variance σ2
e has been chosen so that the SNR is 20 dB. The input signal (5.35)

is not elliptically distributed and we expect the inverse regression methods to give a biased
estimate. From the setup described here, 1,000 realizations, each of length N = 3,000,
of the input and noise sequences have been generated. For each realization, the MAVE
method, initialized with the OPG method, with one refinement step, as explained in Sec-
tion 5.2.1, has been applied to get an estimate of the impulse response of the LTI sub-
system G0(z). Furthermore, the inverse regression methods LIR and LHIR, described in
Chapter 4, have also been applied for comparison. The results of the Monte Carlo simula-
tion are given in Figure 5.2.

The black line in Figure 5.2 depicts the true truncated impulse response of the LTI subsys-
tem while the thick gray lines show the mean value of the estimate over the realizations
with three standard deviation errors. Here, we have left out the results of the LHIR method
due to large deviations in the estimates. The inverse regression methods and the LS esti-
mate approximate the truncated impulse response of (1.12) derived in Example 1.2 and
are clearly biased, see also Figure 1.3. On the other hand, the refined MAVE method gives
an accurate estimate of the true truncated impulse response.

This example illustrates that the MAVE method can handle some cases that are difficult
for the inverse regression methods. One may object that it is an unfair comparison to the
inverse regression approach in the sense that MAVE is based on nonconvex optimization,
while the inverse regression methods used here only require the solution of some linear
least-squares problems. This inequity might be removed if we are only allowed to use
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Figure 5.2: [Example 5.2]; The black line depicts the true truncated impulse re-
sponse of G0(z) in (5.34), while the gray lines show the mean value of the estimates
with three standard deviation errors. Observe that the MAVE estimate is almost in-
distinguishable from the true impulse response.

the solutions of the convex NNLS (5.24) instead of the MAVE estimate, which will be
investigated in Example 5.3.

5.5.3 Wiener System with Multiple Branches

In this section, we return to the examples in Section 4.6.2. In the first simulation study,
we compare the performance of the refined MAVE method with a heuristic based purely
on the solution of several NNLS problems. Unfortunately, refinement, as described in
Section 5.2.2, seems to make the choice of µ difficult. The difficulty seems to stem from
a dramatically increased Lipschitz constant (5.26) after the refinement of the weights and
we therefore rely on the cross-validation choice of µ.

Example 5.3
Consider once again the setup in Example 4.4 of the Wiener system with two branches.
Here, we are comparing the performance of the refined MAVE method, initialized with
the OPG method, and the convex heuristic (5.24). The regularization parameter is chosen
via a golden section search and the cross-validation criterion evaluated on estimation data,
as explained in Section 5.4, with one step refinement enabled. The results for the setup in
Example 4.4 are given in Figure 5.3, where NNLS denotes the refined version of (5.24) as
explained here.

The results in Figure 5.3 show that the NNLS and MAVE estimates are comparable, at
least for this example, with a slight advantage to the MAVE method. This indicates that
it may be possible to rely solely upon the convex heuristic (5.24) as an alternative to the
nonconvex approach of the MAVE method. Comparing with the results of the inverse
regression methods presented in Figure 4.4, there does not seem to be any significant
advantage of using the MAVE approach. This is probably due to that the input signal is
Gaussian, which is ideal for the inverse regression approach.
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Figure 5.3: [Example 5.3]; Left: The angle (4.50) between the true truncated im-
pulse response and the estimates when the number of data points is varied. The thick
lines show the mean value, while the thin lines show the maximum and the minimum
values attained, respectively. Right: The second component of the orthogonalized
true impulse response with the transformed estimate, as described in Section 4.6.2,
of the second direction illustrated by the shaded areas, see also Figure 4.4.

The previous example indicates that the NNLS method, using cross-validation and refine-
ment, yields results comparable with the MAVE method, at least for that particular setup.
Thus, it may be possible to get an approximate MAVE estimate by solving several related
convex problems. Furthermore, for the Gaussian input signal, there was no significant
improvement over the inverse regression approach to dimension reduction. To evaluate
this even further, we once again consider the setup of the three-branch Wiener system in
Section 4.6.2.

Example 5.4
As a final example, consider once again the setup of the three-branch Wiener system in
Example 4.5. Here, we will compare the performance of the refined MAVE method, when
initialized with the OPG method, with the LHIR method presented in Chapter 4. The MAVE
dimension estimate, as explained Section 5.2.2, is determined from estimation data. The
results with the setup as in Example 4.5 are given in Figure 5.4.

The top left plot of Figure 5.4 shows the angle between the true truncated impulse re-
sponse and each component of the estimates, respectively, when the number of data points
is varied. Here, we notice that the MAVE method yields more accurate estimates than the
LHIR method, at least for two of the directions. This is confirmed in the plots in the
bottom row, where the area defined by the worst case performance of the MAVE method
clearly lies within the area corresponding to the LHIR method. The top right plot shows
the normalized histogram of the dimension estimates of the two methods, respectively.
The MAVE dimension estimate is described in Section 5.2.2, while the dimension esti-
mate of LHIR is given by (4.61). The results show that the MAVE method, just like the
LHIR method, has difficulties estimating the third subsystem properly and the dimension
estimate indicates unanimously that only two directions are present.
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Figure 5.4: [Example 5.4]; Top left: The angle (4.50) between the true truncated
impulse response and each component of the estimates when the number of data
points is varied. Top right: The normalized histogram of the dimension estimates,
where both methods indicate unanimously that only two directions are present in
the data. Bottom row: The first two components of the orthogonalized true impulse
response with the transformed estimates (compare with Figure 5.3) illustrated by
the shaded areas. The number of data points used for all except the top left plot is
N = 2,000.

The final example shows that the MAVE method may perform better than the inverse re-
gression approach also in the case of Gaussian inputs. Unfortunately, it seems that also
the MAVE method has problems estimating the third component accurately. An explana-
tion of this could be that the third component is not necessary to describe the input/output
relation, but why this would be the case is not apparent when studying the system.

5.6 Concluding Remarks

In this chapter, a reformulation of the forward dimension reduction method MAVE has
been presented, which enables the minimization with respect to all the variables simulta-
neously. Furthermore, a convex heuristic for solving the nonconvex problem has been de-
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rived and the methods have been evaluated on simulated data. The results look promising
and the convex heuristic performed, in some cases, better than the initialization method
proposed in Xia et al. [2002].

Furthermore, a reformulation of the inverse regression approach proposed in Xia et al.
[2002] is given in Appendix 5.B, and it turns out that this approach can be interpreted as
a principal component problem. The method has not been evaluated in simulations but is
expected to perform at least as well as the LIR method.

One of the drawbacks of direct dimension reduction methods, such as MAVE, is the dimen-
sion over which the local linear modeling has to be applied. This is not the case with the
inverse regression methods presented in Chapter 4, which often involve fewer parameters
to be estimated. This is made possible due to the restriction of the regressors to follow
an elliptical distribution. Quite recently, several inverse regression methods circumvent
this restriction have been proposed in the literature. These methods rely on solving a
minimization problem similar to (5.4), that is, a bilinear least-squares problem with or-
thogonality constraints [see, for instance, Cook and Ni, 2005, Li and Dong, 2009, Dong
and Li, 2010]. Therefore, the reformulation and convex relaxation approach presented
here may be applicable. This is a topic for future research.



Appendix

5.A The Adjoint Operator
In this section, we will derive an explicit expression for the adjoint of the operator (5.13).
To this end, let us introduce the inverse vectorization operator vec−1m that reverses the ef-
fect of the vectorization operator, that is, ifA ∈ Rm×n, it holds thatA = vec−1m (vec (A)).
Now, let

Z ,
[
ZT
0 ZT

1 · · · ZT
N−1

]T ∈ RNnϕny .

It follows from the rules of the vectorization operator [Lütkepohl, 1996] that

〈A(X), Z〉 = A(X)T vec (Z) =

N−1∑

τ=0

vec (FτXτ )
T
Zτ

=

N−1∑

τ=0

vec (Xτ )
T

(Iny ⊗ Fτ )TZτ ,

(5.36)

where ⊗ is the Kronecker product. Using the inverse vectorization operator yields

〈A(X), Z〉 =

N−1∑

τ=0

vec (Xτ )
T

vec (FT
τ vec−1nϕ (Zτ )) = 〈X,Aadj(Z)〉, (5.37)

where the adjoint operator Aadj : RNnϕny → Rnϕ×Nny is defined by

Z 7→
[
FT
0 vec−1nϕ (Z0) FT

1 vec−1nϕ (Z1) · · · FT
N−1 vec−1nϕ (ZN−1)

]
. (5.38)

The adjoint (5.38) defines a linear operator and its expression can be validated, for exam-
ple, by considering

∂

∂X

1

2
‖A(X)− b‖22 = Aadj(A(X)− b)
=
[
FT
0 (F0X0 −G0) FT

1 (F1X1 −G1) · · · FT
N−1(FN−1XN−1 −GN−1)

]
,

which agrees with the derivative of the cost function in (5.12) using standard matrix cal-
culus formulas.

96
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5.B An Inverse Regression Formulation
In the paper Xia et al. [2002], the authors also provided an inverse regression approach
inspired by MAVE. The inverse MAVE estimate of B0 in (5.1) is similar to the LIR method
described in Section 4.5 and is defined as the minimum of

minimize
α,β,B

1

2

N−1∑

τ=0

N−1∑

t=0

wtτ‖BTϕ(t)− ατ − βT
τ (y(t)− y(τ))‖22

subject to BTB = Id,

(5.39)

where the weights now are determined by the closeness of y(t) to y(τ). In this section, we
apply similar techniques as in Section 5.3 to reformulate (5.39). Let ỹτ (t) , y(t)− y(τ)
and introduce

Wτ , diag (w0τ , w1τ , . . . , w(N−1)τ )
1/2
,

Ỹτ ,
[
ỹτ (0) ỹτ (1) . . . ỹτ (N − 1)

]T
,

Φ ,
[
ϕ(0) ϕ(1) . . . ϕ(N − 1)

]T
.

Now, the cost function in (5.39) can be written as

V (α, β,B) ,
1

2

N−1∑

τ=0

‖Wτ (ΦB − 1Nα
T
τ − Ỹτβτ )‖2F . (5.40)

The first order optimality condition with respect to α yields

0 =
∂V

∂ατ
(α, β,B) = ατ1TNW

2
τ 1N − (ΦB − Ỹτβτ )TW 2

τ 1N ,

which has the solution

α?τ =
1

1TNW
2
τ 1N

(ΦB − Ỹτβτ )TW 2
τ 1N . (5.41)

Inserting (5.41) into (5.40) results in

Ṽ1(β,B) , V (α?, β, B) =
1

2

N−1∑

τ=0

‖CτΦB − Cτ Ỹτβτ‖2F , (5.42)

where we have introduced

Cτ ,Wτ

(
I − 1

1TNW
2
τ 1N

1N1TNW
2
τ

)
.

Considering (5.42), the first order optimality condition with respect to β yields

0 =
∂Ṽ1
∂βτ

(β,B) = Ỹ T
τ C

T
τ Cτ Ỹτβτ − Ỹ T

τ C
T
τ CτΦB,

which has the solution

β?τ = (Ỹ T
τ C

T
τ Cτ Ỹτ )−1Ỹ T

τ C
T
τ CτΦB = (Cτ Ỹτ )†CτΦB, (5.43)
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where † denotes the Moore-Penrose pseudoinverse. Inserting (5.43) into (5.42) gives

Ṽ2(B) , Ṽ1(β?, B) =
1

2

N−1∑

τ=0

‖(I − Cτ Ỹτ (Cτ Ỹτ )†)CτΦB‖2F

=
1

2

N−1∑

τ=0

‖Π⊥
Cτ Ỹτ

CτΦB‖2F =
1

2
‖F̃B‖2F ,

where

F̃ ,




Π⊥
C0Ỹ0

C0Φ

Π⊥
C1Ỹ1

C1Φ

...
Π⊥
CN−1ỸN−1

CN−1Φ



.

Here, Π⊥
Cτ Ỹτ

= I−ΠCτ Ỹτ
and ΠCτ Ỹτ

, Cτ Ỹτ (Cτ Ỹτ )† is the orthogonal projection onto

Range (Cτ Ỹτ ). Thus, we have shown that (5.39) is equivalent to

minimize
B

1

2
‖F̃B‖2F

subject to BTB = Id.

(5.44)

Considering the cost function in (5.44), it holds that

‖F̃B‖2F = tr (F̃BBTF̃T) = tr
(
BT(F̃TF̃ )B

)
,

and the constraint BTB = Id implies that

‖F̃B‖2F = tr (BT(F̃TF̃ )B(BTB)−1),

which is the Rayleigh quotient, see, for instance, Absil et al. [2008, Chapter 2]. Thus, the
inverse MAVE problem (5.39) can be considered as a principal component problem for
which many possible solutions exists [see, for example, Hastie et al., 2009, Absil et al.,
2008]. Observe that the cost function is invariant under orthogonal transformations, that
is, the transformed variable BQ, where QTQ = I , yields the same cost function value as
B. Thus, a parsimonious description of the problem is given by the Grassmann manifold
[see, for instance, Edelman et al., 1998, Absil et al., 2008].
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Subspace Identification





6
Utilizing Structure Information in

Subspace Identification

The identification of linear time-invariant systems operating in open loop is a well-studied
topic and few open questions remain to be answered. One of the open questions is how
to incorporate structural knowledge of the system into the subspace approach to system
identification, which is the topic of this chapter. In particular, we study the structure of cer-
tain black-box LTI transfer functions, where the numerator and denominator polynomials
may contain coefficients that are equal to zero. By converting the model into the observer
canonical state-space form, the specific structure can be utilized in the subspace identifi-
cation procedure, rendering linear least-squares problems with linear equality constraints.
Furthermore, certain gray-box models are also studied.

6.1 Introduction

The estimation of LTI transfer function models is a classical problem in system identifica-
tion and several approaches exist, where the PEM (Section 2.1) and the IV (Section 2.3)
are common choices. Especially, the PEM has desirable statistical properties and often
performs well in practice. A complicating fact of the PEM approach is that the minimiza-
tion problem often is nonconvex [see, for example, Söderström, 1975, Bazanella et al.,
2012]. Thus, a local search method may therefore converge to a local minimum and in
that case, only a suboptimal solution is found. To meet the challenges connected with
nonconvex optimization problems, several initialization methods have been proposed for
a large variety of model parametrizations. For instance, in the system identification tool-
box for MATLAB [Ljung, 2009], a variant of the IV4 algorithm presented in Section 2.3 is
used to find an initial parameter estimate for a wide variety of linear model structures.

In the last three decades, the subspace identification (SID) framework (Section 2.4) has
been developed and become an important tool for estimating state-space models. These
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methods have been proved to yield reliable estimates in a numerically stable and efficient
manner. A limitation of the SID approach is that it is difficult to incorporate structure
information in the estimation procedure. For example, consider the estimation of an OE
model with a certain structure.

Example 6.1
Consider the problem of estimating an OE model

y(t) =
b1q
−1 + b2q

−2

1 + a1q−1 + a2q−2 + a3q−3
u(t) + e(t), (6.1)

from data. The model (6.1) can be written in the OCF (2.19)

x(t+ 1) =



−a1 1 0
−a2 0 1
−a3 0 0


x(t) +



b1
b2
0


u(t),

y(t) =
[
1 0 0

]
x(t) + e(t).

(6.2)

Now, assume that a third order state-space model

x(t+ 1) = Âx(t) + B̂u(t),

y(t) = Ĉx(t)
(6.3)

has been estimated by applying an SID method on some dataset and that the model (6.3)
has been transformed into the OCF. Since the SID methods estimate full system matrices,
it follows that the third element of B̂ in general is nonzero. Thus, to improve the accuracy
of the SID estimate, it would be desirable to incorporate a priori knowledge about the
structure of the model.

Motivated by the example above, the goal of this chapter is to explore the possibility
of incorporating structure information into the SID framework. Even though the main
focus of this chapter is on the discrete-time problem formulation, the continuous-time case
follows readily if one substitutes the use of a discrete-time SID method for a continuous-
time version [McKelvey, 1995, Van Overschee and De Moor, 1996b].

Theoretical aspects of estimating (unstructured) ARMAX models using an SID method can
be found in the work by Bauer [2005, 2009]. A simulation study comparing the accuracy
of unstructured SID and an optimal IV method for transfer function estimation is given in
Stoica and Jansson [2000]. See also Stoica and Jansson [2001].

The material in this chapter is an extended version of the results presented in Lyzell et al.
[2009a] and is structured as follows: In Sections 6.2 and 6.3, the estimation of OE and
ARMAX models are considered. The results are later extended in Section 6.4 to include
certain gray-box model structures and the chapter is concluded in Section 6.5.

6.2 OE Models
In the following two sections, the SID algorithm described in Section 2.4 will be modified
to include structured OE and ARMAX models. The method for OE models is described
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first, since it constitutes an intermediate step when estimating an ARMAX model. To avoid
notational difficulties, only SISO systems are discussed initially.

6.2.1 Discrete Time

To illustrate the basic idea of using an SID method for estimating a OE model, let us return
to the example in the introduction.

Example 6.2: (Example 6.1 revisited)
Consider the estimation of an OE model (6.1) or its equivalent (6.2) using the SID method
presented in Section 2.4.1. After applying the first three steps of Algorithm 2.2, estimates
Â and Ĉ of the A(θ) and C(θ) matrices, respectively, have been found. If these estimates
could be transformed into the OCF (6.2), one would know that the last element of the
estimate B̂ of B(θ) should be zero. This can be achieved in several ways and the simplest
way is probably to remove the column corresponding to the parameter that should be zero
in the regression matrix before solving the linear least-squares problem (2.49). In this
way, the remaining parameters are estimated as though this parameter truly was zero.

A different approach, yielding the same result, is to add a linear equality constraint to the
least-squares problem (2.49) and solve it using standard methods [see, for instance, Golub
and Van Loan, 1996, page 586]. This method will be illustrated below.

Thus, the question is how to transform the estimates Â and Ĉ to the OCF without knowl-
edge of the remaining matrices in the state-space model. One approach is to determine
the coefficients â of the characteristic polynomial of Â and then construct ÂOCF using the
coefficients â as in (6.2). The construction of ĈOCF as in (6.2) is straightforward.

In MATLAB, the transformation to the OCF can be done by following pseudo-code:

â = poly(Â), ÂOCF = [−â ( 2 : na + 1 )T, eye (na, na − 1) ] , (6.4)

and ĈOCF = eye (1, na), where na is the degree of the characteristic polynomial.

The next step is to find an estimate of B(θ) via the least-squares problem (2.49). Since
ÂOCF and ĈOCF are in the OCF (6.2), we know that the third element of the estimate B̂OCF

of B(θ) matrix should be zero. Thus, we add the linear equality constraint
[
0 0 1 0
0 0 0 1

] [
B(θ)
D(θ)

]
=

[
0
0

]
,

to the linear least-squares problem (2.49), which can be solved using standard techniques
[see, for example, Golub and Van Loan, 1996, page 586]. Note that the same result can be
achieved by removing the column of the regression matrix corresponding to the parameter
that should be zero before solving (2.49).

In MATLAB, linear least-squares problems with linear equality constraints can be solved,
for instance, using the command lsqlin from the optimization toolbox .

It is well known that the transformation of a state-space model to a canonical form is not
numerically sound, since the similarity transform may be ill-conditioned. Here, we do not
need to explicitly find the transformation matrix and its inverse, since the structure of the
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problem is so simple. Furthermore, even though the problem of finding the eigenvalues
of a matrix is numerically ill-conditioned, the coefficients of the characteristic equation
can be found in a numerically stable manner [Misra et al., 1995]. Thus, the method used
above to transform the estimated matrices to the OCF is numerically stable. This does
not, of course, change the fact that the OCF is extremely sensitive to perturbations in the
parameter values. For example, a small perturbation of the last coefficient ana may yield
a big change in the eigenvalues.

Before generalizing the procedure discussed in Example 6.2, let us consider a simple
example with nb > na.

Example 6.3: (OE model with nb > na)
Consider an OE model with nb = 5, na = 2 and nk = 3, that is,

y(t) =
b1q
−3 + b2q

−4 + b3q
−5 + b4q

−6 + b5q
−7

1 + a1q−1 + a2q−2
u(t) + e(t). (6.5)

Converting the OE model into the OCF (2.19) with delayed input yields

x(t+ 1) =




−a1 1 0 0 0
−a2 0 1 0 0

0 0 0 1 0
0 0 0 0 1
0 0 0 0 0



x(t) +




b1
b2
b3
b4
b5



u(t− 2),

y(t) =
[
1 0 0 0 0

]
x(t) + e(t).

Thus, if we want to estimate this model from data using an SID method, we need to
estimate a fifth order state-space model. Furthermore, we need to constrain some of the
elements of A(θ) to be zero, that is, the coefficients of the characteristic polynomial. To
the author’s knowledge, no existing subspace method can handle such constraints and the
estimates of the coefficients âi in the characteristic polynomial of A(θ) will in general all
be nonzero. A possible solution to this problem is to estimate the A(θ) matrix, transform
it to OCF and truncate the characteristic polynomial by setting unwanted coefficients to
zero. This approach might work well in some cases, but may yield inaccurate estimates in
the case of undermodeling. Here, a different solution based on introducing virtual inputs
is proposed.

Rewrite (6.5) by splitting the rational expression into two separate terms

y(t|t− 1, θ) =
b1 + b2q

−1 + b3q
−2 + b4q

−3 + b5q
−4

1 + a1q−1 + a2q−2
q−3u(t)

=
b1 + b2q

−1 + b3q
−2

1 + a1q−1 + a2q−2
q−3u(t) +

b4 + b5q
−1

1 + a1q−1 + a2q−2
q−6u(t).

Now, polynomial division of the rational expressions yields

y(t|t− 1, θ) =

(
b1 +

(b2 − b1a1)q−1 + (b3 − b1a2)q−2

1 + a1q−1 + a2q−2

)
u(t− 3)

+

(
b4 +

(b5 − b4a1)q−1 + (−b4a2)q−2

1 + a1q−1 + a2q−2

)
u(t− 6),
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which can be written as

x(t+ 1) =

[
−a1 1
−a2 0

]
x(t) +

[
b2 − b1a1 b5 − b4a1
b3 − b1a2 −b4a2

] [
u1(t)
u2(t)

]
,

y(t) =
[
1 0

]
x(t) +

[
b1 b4

] [u1(t)
u2(t)

]
+ e(t),

(6.6)

where u1(t) , u(t − 3) and u2(t) , u(t − 6). Thus, a model in the form (6.5) can
be estimated using the equivalent second order state-space model formulation (6.6), with
two input signals instead of one. The constraints on the coefficients in the characteristic
polynomial of A(θ) are handled implicitly in the new formulation (6.6).

It is worth noting that other choices of virtual inputs are possible, for instance, we could
have chosen u1(t) , u(t − 2), u2(t) , u(t − 4) and u3(t) , u(t − 6). In this way, the
polynomial divisions are not necessary and theD(θ) matrix in the state-space model (6.6)
becomes zero. The latter choice of virtual inputs is probably preferable when nk > 0, but
the former choice, resulting in (6.6), is also valid when nk = 0.

After the initial transformation from (6.5) to (6.6), we can apply the estimation procedure
proposed in Example 6.1. First, we find estimates Â and Ĉ ofA(θ) andC(θ), respectively.
The estimates are then converted into the OCF (6.6). Now, the estimate of a2 is known
and it is clear that the last element of B(θ) in (6.6) is related to the last element of D(θ).
This relation can be enforced by adding the constraint

[[
0 0 0 1

] [
0 â2

]] [vec (B(θ))
vec (D(θ))

]
= 0,

where the vectorization operator stacks the columns of the argument in a row vector, to
the least-squares problem (2.49).

The example indicates that OE models can be estimated using an SID method by splitting
the original rational expression into several rational expressions of lower order and then
converting the result into the OCF. The generalization of the results in Example 6.3 to
arbitrary model orders is straightforward. In fact, consider an OE model

y(t) =
b1q
−nk + · · ·+ bnbq

−nk−nb+1

1 + a1q−1 + · · ·+ anaq
−na

u(t) + e(t).

The number of virtual inputs is nu , dnb/(na + 1)e and the total number of parameters
in B(θ) and D(θ) is np , nuna + nu, where nl , np − nb parameters are fixed by a
linear constraint. The predictor can be rewritten as

ŷ(t|t− 1, θ) ,
b1q
−nk + · · ·+ bnbq

−nk−nb+1

1 + a1q−1 + · · ·+ anaq
−na

u(t) =

nu∑

k=1

Gk(q)uk(t), (6.7a)

with the virtual inputs uk(t) , u(t − nk − (k − 1)(na + 1)). By introducing mk ,
(k − 1)(na + 1), the transfer functions are given by

Gk(q) = bmk+1 +
Pk(q)

1 + a1q−1 + · · ·+ anaq
−na

, k = 1, . . . , nu, (6.7b)
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where

Pk(q) =

na∑

i=1

(bmk+i+1 − aibmk+1)q−i, k = 1, . . . , nu − 1, (6.7c)

Pnu(q) =

na−nl∑

i=1

(
bmnu+i+1 − aibmnu+1

)
q−i +

na∑

i=na−nl+1

(−aibmnu+1)q−i, (6.7d)

and the first sum in (6.7d) is left out if na = nl. Converting (6.7) into the OCF (2.19), the
columns of the B(θ) matrix are given by

Bk(θ) =




bmk+2 − a1bmk+1

bmk+3 − a2bmk+1

...
bmk+na+1 − anabmk+1


 , (6.8a)

for columns k = 1, . . . , nu − 1, and the last column can be written as

Bnu(θ) =




bmnu+2 − a1bmnu+1

...
bmnu+na−nl+1 − ana−nlbmnu+1

−ana−nl+1bmnu+1

...
−anabmnu+1




. (6.8b)

Finally, it holds that

D(θ) =
[
bm1+1 . . . bmnu+1

]
. (6.9)

Now, assume that we have applied some SID method to data resulting in estimates Â and
Ĉ of A(θ) and C(θ), respectively. Furthermore, the estimates have been transformed into
the OCF (2.19), that is,

Â =
[
−â Ina×(na−1)

]
, and Ĉ = I1×na , (6.10)

where â is the vector containing the estimated coefficients of the characteristic polynomial.
Then, the linear equality constraints when estimating B(θ) (6.8) and D(θ) (6.9) in the
least-squares problem (2.49) can be expressed as

[[
0nl×(nuna−nl) Inl×nl

] [
0nl×(nu−1) âl

]] [vec (B(θ))
vec (D(θ))

]
= 0nl×1, (6.11)

where 0m×n denotes the zero matrix of size m× n and

âl ,
[
âna−nl+1 . . . âna

]T
.

It is worth noting that there is some freedom in choosing the virtual inputs and the particu-
lar choice above is just one way of dealing with the case when nk might be zero. Now, we
return to the special case in Example 6.3 and derive the OCF using the general formulas.
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Example 6.4
Consider once again the discrete-time OE model (6.5). Here, we apply the general for-
mulas to determine the predictor (6.7). It holds that nu = dnb/(na + 1)e = 2, and we
therefore introduce the virtual inputs

uk(t) , u
(
t− nk − (k − 1)(na + 1)

)
, k = 1, 2,

that is, u1(t) = u(t− 3) and u2(t) = u(t− 6). The total number of parameters in B(θ)
and D(θ) is given by np = nuna + nu = 6 and the number of linear equality constraints
is nl = np − nb = 1. Thus, the predictor (6.7) can be written as

y(t|t− 1, θ) =

(
b1 +

(b2 − b1a1)q−1 + (b3 − b1a2)q−2

1 + a1q−1 + a2q−2

)
u1(t)

+

(
b4 +

(b5 − b4a1)q−1 + (−b4a2)q−2

1 + a1q−1 + a2q−2

)
u2(t),

which coincides with the result in Example 6.3 and the corresponding OCF can be written
as (6.6). The linear constraints (6.11) are given by

[[
0 0 0 1

] [
0 â2

]] [vec (B(θ))
vec (D(θ))

]
= 0,

which equals the choice made in Example 6.3.

The example shows that the formulas (6.7) and (6.11) are direct generalizations of the
choices made in Example 6.3. The ideas presented so far for the initialization of a discrete-
time OE model are summarized in Algorithm 6.1.

Algorithm 6.1 (OE estimation using SID)

Input: A dataset (2.1) and the model parameters {na, nb, nk}.

1) Introduce the virtual inputs (6.7a).

2) Find estimates Â and Ĉ of A(θ) and C(θ) of order na via the Steps 1–3 in Algo-
rithm 2.2, respectively.

3) Transform the estimates Â and Ĉ to the OCF (2.19) using (6.4).

4) Estimate B(θ) and D(θ) via (2.49) with equality constraints (6.11).

5) Identify the polynomials Fp(q) and Bp(q) in (2.11) with the elements of the estimated
matrices Â, B̂ and D̂, respectively, using (2.19) and (6.8)–(6.9).

To evaluate the proposed method, we perform a Monte Carlo simulation of the identifica-
tion of a discrete-time OE model.
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Example 6.5
Let the system be given by (2.11), where

Bp(q) = q−2 − 0.4834q−3 − 0.2839q−4 − 0.02976q−5

Fp(q) = 1 + 0.7005q−1 − 0.2072q−2
(6.12)

and e(t) is white Gaussian noise with zero mean and unit variance. In this example, we
will compare the performance of the proposed SID method with the default OE initializa-
tion method in MATLAB

oe(data, [nb, nf, nk], 'maxiter', 0),

denoted here by IV. To evaluate the estimation performance, M = 1,000 realizations of
the input and noise sequences of length 1,000 have been generated, where the input was
chosen as white Gaussian noise with zero mean and unit variance. To compare the two
methods, we estimate the bias and the variance of the parameter estimates by

B̂ias (θ̂) ,
1

M

∣∣∣
M∑

i=1

(θ0 − θ̂i)
∣∣∣ and V̂ar (θ̂) ,

1

M − d
M∑

i=1

(θ̂i − θ)2, (6.13)

respectively. Here, d is the number of parameters and θ is the sample mean value of the
parameter estimates. The results of the Monte Carlo simulation are given in Table 6.1.

Table 6.1: Monte Carlo analysis of the bias and variance (6.13) of the parameter
estimates for the OE system (6.12).

Bias Variance

Parameter SID IV SID IV

b1 0.0026 0.0233 0.0013 0.2223
b2 0.0667 0.1660 0.2266 176.9809
b3 0.1055 0.0684 0.0648 15.3032
b4 0.0862 0.0810 0.0739 29.9095
a1 0.0642 0.0491 0.2275 0.2035
a2 0.0042 0.0455 0.1808 0.1777

For this example, the SID method yields lower variance than the traditional IV estimator
when estimating the numerator polynomial Bp(q). The cause for the high variance values
of the IV parameter estimates corresponding to the coefficients of the Bp(q) polynomial
are due to some outliers. On the other hand, the IV estimator yields lower bias than the
proposed SID method for some of the parameters.

The previous example indicates that the proposed SID approach may be useful as an ini-
tialization method for the PEM and that it can compete with a more traditional IV method
in some cases.

Even though only single-input single-output notation is used here, it is clear that the
SID method also applies to multiple-input single-output (MISO) systems, since the OCF
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can represent MISO systems. Furthermore, since multiple-input multiple-output (MIMO)
systems can be viewed as ny MISO systems, the above procedure may also be used to get
initial estimates of MIMO systems.

6.2.2 Continuous Time

Now, consider the problem of estimating a continuous-time OE model from discrete-time
data using the proposed SID method. To this end, a frequency-domain SID method is
needed, for example, the method presented in Section 2.4.2. This algorithm differs only
slightly from the time-domain methods and the order in which one estimates the system
matrices is the same. Thus, the method developed in the discrete-time case applies readily.

Example 6.6
Let the true system be given by the Rao and Garnier [2002] test system

y(t) =
−6400p+ 1600

p4 + 5p3 + 408p2 + 416p+ 1600
u(t) + e(t), (6.14)

where p is the (ordinary) differential operator. This system is non-minimum phase, it has
one fast oscillatory mode with damping ratio 0.1 and one slow mode with damping ratio
0.25. The system can be written in the OCF as

ẋ(t) =




−5 1 0 0
−408 0 1 0
−416 0 0 1
−1600 0 0 0


x(t) +




0
0

−6400
1600


u(t),

y(t) =
[
1 0 0 0

]
x(t) + e(t).

The goal is to estimate the rational system (6.14) given sampled data. Two approaches are
consider; a traditional IV method and the proposed SID method using a frequency domain
implementation. To evaluate the estimation performance, 100 realizations of the input
and noise signals have been generated, where u(t) was chosen as a random binary signal
and e(t) as white Gaussian noise with zero mean and unit variance. The output was then
generated by simulating the discretized system (6.14) corresponding to a zero-order-hold
assumption on the input signal with a sampling time of Ts = 10 ms. Each realization has
length 2,000, which was then Fourier transformed and pre-filtered using the frequency
window [0, 30] rad/s. This procedure resulted in 100 datasets, each with length N = 96.

Implementing the continuous-time SID method described in Section 2.4.2 can be chal-
lenging and here the second step of Algorithm 6.1 will be performed with the MATLAB
command

n4sid(data, 4, 'focus', [0, 30]).

The rest of Algorithm 6.1 will be performed as stated, but with equality constraints
in (2.71) instead of (2.49) when estimating B(θ). For comparison, the result of the stan-
dard initial estimator in MATLAB

oe(data, [2, 4], 'focus', [0, 30], 'maxiter', 0)

denoted here by IV, will also given. Furthermore, to get a continuous-time model, the
sampling time is assumed to be zero. This will introduce some bias in the estimates, but
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Figure 6.1: The Bode diagram of the true system G0(iω) is shown in black, while
the mean value over all realizations of the estimates ĜSID(iω) and ĜIV(iω) are shown
in gray.

since the sampling rate is relatively high this effect will be negligible. The results of
the simulation are given in Figure 6.1, where a Bode plot of the system (6.14) denoted
by G0(iω) is shown in black and the mean value over all realizations of the estimates
ĜSID(iω) and ĜIV(iω) are shown in gray.

The results in Figure 6.1 show that SID method captures the two modes correctly, but the
static gain estimate is biased. The IV estimate does not perform as well and it has some
difficulties estimating the phase.

Further information on different continuous-time identification methods using sampled
data can be found in Garnier and Wang [2008] and the references therein. It is worth
mentioning that, even though the IV (using oe with maxiter equal to zero) seems to
perform poorly compared to the SID method in the example above, the estimate is accurate
enough to be used as an initial starting value for the PEM, which converges to the global
optimum in just a few iterations.

6.3 ARMAX Models

To find an initial estimate of the ARMAX model (2.10), the only thing that remains, after
using the proposed procedure for the OE model identification, is to estimate the Kalman
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gain K(θ) in (2.15), which has the form (2.19):

K(θ) =




c1 − a1
...

cnc − anc
−anc+1

...
−ana




. (6.15)

Here, we must have nc ≤ na, which limits the flexibility of the noise model. Now, the
estimation of K(θ) requires an estimate of the process and measurement noises. To this
end, the state matrix Xβ,N in (2.36) is reconstructed as outlined in Section 2.4.1. Once
the estimates of the system matrices and the state sequence have been found, the process
noise and the measurement noise can be approximated by the residuals in (2.50), that is,

[
Ŵ

V̂

]
=

[
X̂β+1,N

Yβ,1,N−1

]
−
[
Â B̂

Ĉ D̂

] [
X̂β,N−1
Uβ,1,N−1

]
. (6.16)

As mentioned in Section 2.4.1, the common way to estimate K(θ) is to form the covari-
ance matrices of (6.16) and solve the corresponding Riccati equation. In this presenta-
tion, we are going to make use of the fact that our estimated model is in the OCF (2.19).
From (2.15) and (2.18) it holds that

K(θ)V̂ = Ŵ , (6.17)

where K(θ) has the structure (6.15). Since, at this point, estimates âi of the elements ai
in (6.15) already have been determined, the least-squares estimate of K(θ) can be found
via (6.17) with equality constraints

[
0(na−nc)×nc I(na−nc)×(na−nc)

]
K(θ) = −ânc+1:na , (6.18)

where

ânc+1:na =
[
ânc+1 . . . âna

]T
.

This yields in turn an estimate of the Cp(q) polynomial in (2.10) as shown in (2.19). The
proposed procedure for the ARMAX case is summarized in Algorithm 6.2.

Algorithm 6.2 (ARMAX estimation using SID)

Given: A dataset (2.1) and the model parameters {na, nb, nc, nk}. Limitation: nc ≤ na.

1) Find estimates of the system matrices Â, B̂, Ĉ and D̂ by Algorithm 6.1.

2) Reconstruct the state matrix Xβ,N , see Section 2.4.1.

3) Find estimates Ŵ and V̂ of the residuals from (6.16).

4) EstimateK(θ) by solving (6.17) in a linear least-squares sense with the linear equality
constraints (6.18).
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5) Transform the estimated state-space model to the transfer-function form (2.10).

Now, let us consider a simple example.

Example 6.7
Assume that one wants to estimate an ARMAX model (2.10)

y(t) =
b1q
−1 + b2q

−2

1 + a1q−1 + a2q−2
u(t) +

1 + c1q
−1

1 + a1q−1 + a2q−2
e(t),

which can be rewritten as

x(t+ 1) =

[
−a1 1
−a2 0

]
x(t) +

[
b1
b2

]
u(t) +

[
c1 − a1
−a2

]
e(t),

y(t) =
[
1 0

]
x(t) + e(t).

The equality constraint in Step 4 of Algorithm 6.2 is given by
[
0 1

]
K(θ) = −â2,

where â2 is found in the first step of the algorithm.

Thus, the estimation procedure for the ARMAX model structure is only a minor extension
of the discrete-time OE identification algorithm given in Section 6.2. Now, let us compare
the results using Algorithm 6.2 and the IV based estimator given by

armax(data, [na, nb, nc, nk], 'maxiter', 0)

on some simulated data.

Example 6.8
Let the true system be given by (2.10) with

Ap(q) = 1− 0.06353q−1 + 0.006253q−2 + 0.0002485q−3

Bp(q) = 1− 0.8744q−1 − 0.3486q−2 + 0.331q−3

Cp(q) = 1 + 0.3642q−1
(6.19)

and let e(t) be white Gaussian noise with zero mean and unit variance. To evaluate the
estimation performance, M = 1,000 realizations of input and noise sequences of length
1,000 have been generated, where the input was chosen as white Gaussian noise with
zero mean and unit variance. The result is given in Table 6.2 and the two methods have
comparable performance, where the proposed SID method only has a slight advantage in
the bias and the variance.

The results in the example above are quite typical for the ARMAX case. It seems, to the
author’s experience, that the IV based initialization method [implemented in Ljung, 2009]
for ARMAX models often works better than the corresponding method for OE models.
Thus, the benefit of using the proposed SID method, compared to the IV method, seems
to be greater in the OE case than in the ARMAX case.
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Table 6.2: Monte Carlo analysis of the bias and variance (6.13) of the parameter
estimates for the ARMAX system (6.19).

BIAS VAR

Parameter SID IV SID IV

a1 0.0137 0.0329 0.0101 0.0447
a2 0.0025 0.0100 0.0016 0.0047
a3 0.0040 0.0072 0.0004 0.0021
b1 0.0000 0.0001 0.0001 0.0001
b2 0.0137 0.0367 0.0102 0.0560
b3 0.0083 0.0190 0.0027 0.0153
b4 0.0018 0.0157 0.0036 0.0125
c1 0.0141 0.0141 0.0102 0.0213

6.4 Special Gray-Box Models

The ideas presented so far have been based on a coordinate change of the state-space
model to the OCF, which works well for certain black-box model structures. But what
if a different structure is present in the state-space form, like the ones in linear gray-box
models?

Example 6.9: (DC motor)
A simple example of a gray-box structure is given by the state-space model

ẋ(t) =

[
0 1
0 θ1

]
x(t) +

[
0
θ2

]
u(t) (6.20a)

y(t) =
[
1 0

]
x(t) + e(t), (6.20b)

which is often used to represent a DC motor [see, for instance, Ljung, 1999, page 95]. The
states x1 and x2 represent the angle and the angular velocity, respectively, of the motor
shaft and the parameters θ1 and θ2 contain the information about values of the resistance,
inductance, friction, and the inertia of the motor.

Now, assume that estimates Â and Ĉ of the matrices A(θ) and C(θ) in (6.20) have been
found using some continuous-time SID method:

Â =

[
â11 â12
â21 â22

]
, Ĉ =

[
ĉ11 ĉ12

]
.

Then, asymptotically, there is a similarity transform T satisfying
[
â11 â12
â21 â22

]
=

[
t11 t12
t21 t22

] [
0 1
0 θ1

] [
t11 t12
t21 t22

]−1
,

[
ĉ11 ĉ12

]
=
[
1 0

] [t11 t12
t21 t22

]−1
.
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Multiplying the above relation with T−1 from the left yields
[
â11t̃11 + â21t̃12 â12t̃11 + â22t̃12
â11t̃21 + â21t̃22 â12t̃21 + â22t̃22

]
=

[
t̃21 t̃22
t̃21θ1 t̃22θ1

]
,

[
ĉ11 ĉ12

]
=
[
t̃11 t̃12

]
,

where t̃ij denotes the elements of T−1. The equations not containing θ1 become

â11t̃11 + â21t̃12 − t̃21 = 0

â12t̃11 + â22t̃12 − t̃22 = 0

t̃11 = ĉ11

t̃12 = ĉ12

which can easily be solved for t̃11, t̃12, t̃21 and t̃22. Thus, a similarity transform, which
takes the estimates Â and Ĉ as close as possible to the gray-box structure represented
by (6.20) may be found, unless the system of equations is under-determined.

Inspired by the example above, let us consider a more general case. Here, let A(θ) and
C(θ) represent the gray-box structure of the system we would like to estimate. By using
some SID method, consistent estimates Â and Ĉ of A(θ) and C(θ), respectively, can be
found. Asymptotically, as the number of data points tends to infinity, the matrix estimates
are related with the structured matrices via a similarity transform T from the true values,
that is, it holds that

Â = TA(θ)T−1, Ĉ = C(θ)T−1. (6.21)

If one would be able to determine the transform T , then one could find the parameters θ
by solving some system of equations. Multiplying (6.21) with T from the right yields

ÂT = TA(θ), ĈT = C(θ).

This may be written as
[
I ⊗ Â−A(θ)T ⊗ I

I ⊗ Ĉ

]
vec (T ) =

[
0

vec (C(θ))

]
, (6.22)

where ⊗ denotes the Kronecker product and I is the nx × nx identity matrix. For certain
linear gray-box structures, where all the unknown parameters of A(θ) lie in one row or
one column and all the elements of C(θ) are known, (6.22) can be solved for T .

Example 6.10: (OCF)
In Sections 6.2 and 6.3, dealing with the initialization of the OE and the ARMAX model
structures, the OCF (2.19) was used as a state-space representation of the transfer-function
models. Instead of determining the eigenvalues of the Âmatrix to transform the estimated
state-space model to the “gray-box” structure (2.19), one can determine the similarity
transform via (6.22) to achieve the same result. Doing this, the left hand side of (6.22)
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becomes 


Â+ a1I a2I a3I . . . ana−1I anaI

−I Â 0 . . . 0 0

0 −I Â . . . 0 0
0 0 −I . . . 0 0
...

...
. . . . . .

...
...

0 0 0 . . . −I Â

Ĉ 0 0 . . . 0 0

0 Ĉ 0 . . . 0 0

0 0 Ĉ . . . 0 0
...

. . . . . . . . . . . .
...

0 0 0 . . . Ĉ 0

0 0 0 . . . 0 Ĉ




vec (T ),

and the right hand side is a vector with all elements equal to zero except the (n2a + 1)st
element that is equal to one. Thus, it is only the first na equations that depend on the
unknown parameters. The remaining number of equations sum up to n2a, which is equal
to the number of unknowns in T . Thus, (6.22) is solvable for T whenever the lower part
of the matrix above has full rank.

The procedure for finding T may work when A(θ) only has one column depending on the
unknown parameters. If A(θ) has all parameters in one row one should try to solve (6.21)
for T−1 instead, which is done by multiplying the equation with T−1 from the left and
then vectorizing the result with respect to T−1.

We are now ready to give a procedure to find an initial estimate of the special gray-box
structures discussed above. Assume that a dataset (2.1) and a gray-box structure of order
nx have been given. Furthermore, assume that all unknown parameters in A(θ) are in
either one row or one column.

1) Find estimates Â and Ĉ of the A(θ) and C(θ) matrices of order nx× nx and ny × nx,
respectively, where nx = dim (x) and ny = dim (y), via (2.46).

2) Find the similarity transform T that takes the estimates Â and Ĉ as close as possible
to the gray-box structure via (6.21) and transform the estimates Â ← TÂT−1 and
Ĉ ← ĈT−1.

3) Solve the least-squares problem (2.49) with equality constraints on the known ele-
ments in the B(θ) and D(θ) matrices.

4) Reconstruct the state matrix Xβ,N via (2.61).

5) Re-estimate the system matrices according to

arg min
A(θ),B(θ),C(θ),D(θ)

∥∥∥
[
X̂β+1,N

Yβ+1,α,N

]
−
[
A(θ) B(θ)
C(θ) D(θ)

] [
X̂β,N−1
Uβ,α,N−1

] ∥∥∥
2

,

with equality constraints on all known elements.
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The last step of the procedure ensures that the constraints on the elements in the A(θ)
matrix are, in some way, taken into account. Let us test the above procedure in a simple
example.

Example 6.11
Let the true system be given by

x(t+ 1) =




0 1 0
0 0 1
θ1 0 θ2


x(t) +



θ3
0
θ4


u(t) (6.23a)

y(t) =
[
1 0 0

]
x(t) + e(t) (6.23b)

with θ = (−0.3, 0.3, 0.1,−0.1)T. Here, e(t) is white Gaussian noise with zero mean and
unit variance. To evaluate the estimation performance, M = 500 realizations of input
and noise sequences of length 1,000 have been generated, where the input was chosen
as white Gaussian noise with zero mean and unit variance. The parameters θ have been
estimated for each realization with the SID procedure presented above. The mean value
and the variance of the parameter estimates were given by

θ̂ =
[
−0.2873 0.2675 0.1003 −0.0921

]T
, (6.24a)

V̂ar (θ̂) = 10−2 ×
[
0.2395 0.6518 0.0096 0.0144

]T
. (6.24b)

If no consideration is given to the zero at the (3, 2) element in the system matrix A(θ)
in (6.20), that is, the final Step 5 in the proposed procedure is not performed, the mean
values of the parameter estimates become

θ̃1 = −0.2049, θ̃2 = 0.3957, (6.25a)

and their variances

V̂ar (θ̃1) = 0.0293, V̂ar (θ̃2) = 0.1004. (6.25b)

This shows, as could be expected, a slight increase in variance when not taking the struc-
ture of A(θ) into account. Furthermore, there also seems to be a significant increase in
the bias of the parameter estimates.

The procedure presented above is similar to the method proposed in Xie and Ljung [2002].
There, an initial model of the system is first found by an unstructured subspace method
and then the similarity transform is found by solving a least-squares problem. The method
then alternates between solving a nonlinear parameter estimation problem and improving
the similarity transform. A related approach can be found in Prot et al. [2012].

6.5 Conclusions

In this chapter, an algorithm for initial parameter estimation of certain linear model
structures that makes use of the standard SID methods has been presented. The algo-
rithm is valid for both discrete-time and continuous-time identification. The proposed
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method might be generalized to handle Box-Jenkins models by using the method pre-
sented in Reynders and De Roeck [2009] or similar SID methods, which is a topic for
future work. Furthermore, SID methods for linear parameter-varying state-space models
and Wiener-Hammerstein systems might benefit from the ideas presented.

The original SID methods, presented in Section 2.4, contain means to estimate the number
of states needed to describe the system. This is done by analyzing the singular values of
the estimated observability matrix Γα, that is, the relation in (2.45). With the ideas pre-
sented here, this may be extended to automatic order selection of OE and ARMAX models,
where the number of parameters used in the estimated B(θ), D(θ) and K(θ) matrices
may be determined by some order selection algorithm for linear regression models.

The use of the OCF to represent state-space models is convenient in terms of simplicity
in choosing the linear equality constraints that should be used when estimating the B(θ)
and D(θ) matrices in the state-space model. The drawback is the sensitivity to small
perturbations in the parameters of the OCF. Thus, it would be interesting to find a different
representation that does not suffer as much from this drawback. Furthermore, a different
representation may enable a one-step method for MIMO systems, instead of estimating
several MISO systems.





7
Subspace Identification via

Dimension Reduction

In Part II, the estimation of the impulse response of the linear part of systems in the
Wiener class using dimension reduction methods was considered. In this chapter, the finite
impulse response estimates will be utilized as an intermediate step to find a state-space
model for the linear subsystem. Two approaches are considered; subspace identification
and state-space realization.

7.1 Introduction

The simulation results presented in Part II indicate that the dimension reduction approach
to the estimation of the impulse response of the linear part of systems in the Wiener
class may yield accurate estimates, provided that the system is well damped. In this brief
chapter, we will consider extending the framework to allow less well-damped systems.
The proposed procedure is based on two steps; first an impulse response is estimated
using a dimension reduction method and second, a subspace identification or state-space
realization algorithm is applied to find a state-space model corresponding to the estimated
impulse response.

In the following, assume that the system is in the Wiener class, that is,

y(t) = f
(
G0(q)u(t) + w(t)

)
+ v(t), (7.1)

whereG0(q) is a SIMO LTI system and f is a time-invariant nonlinearity. Furthermore, the
noise terms w(t) and v(t) are assumed to be independent of the input u(t). Also, the num-
ber of branches nz , that is, the dimension of the intermediate signal z(t) , G0(q)u(t), is
assumed to be known throughout this chapter.

The material in this chapter is based on an example presented by Lyzell et al. [2012]
and is structured as follows: In Section 7.2, the idea of utilizing subspace identification

119
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and dimension reduction to estimate the linear part of a system in the Wiener class is
presented. Furthermore, a brief review of a state-space realization algorithm is given.
The proposed methods are then evaluated in a simulation study in Section 7.3 and the
chapter is concluded in Section 7.4.

7.2 Estimation Procedure

Before we proceed, it might be appropriate to consider the identifiability properties of
systems in the Wiener class. If T is a non-singular matrix of an appropriate size, it holds
that

f
(
G0(q)u(t)

)
= fT

(
GT (q)u(t)

)
,

where fT (x) , f(Tx) and GT (z) , T−1G0(z). In other words, the linear subsystem
G0(z) and the nonlinearity f in (7.1) are only identifiable up to a similarity transform.

In the following, assume that a dataset (u(t), y(t))N−1t=0 sampled from (7.1) is given. Fur-
thermore, assume that an estimate (ĝk)nbk=1 of the impulse response corresponding to
T−1G0(z), for some similarity transform T , has been found using some dimension re-
duction method presented in Part II, with the regressors given by

ϕ(t) ,
[
u(t− nk) u(t− nk − 1) · · · u(t− nb − nk + 1)

]T
. (7.2)

Now, there are essentially two approaches to utilize the impulse response estimate to find
a state-space representation. One approach is to make use of a subspace identification
method, such as the one described in Section 2.4, to estimate a state-space model from
the input u(t) to the estimated output ẑ(t) ,

∑nb
k=1 ĝku(t − k) of the linear subsystem.

This approach will be denoted by DRSI for dimension reduction subspace identification.

Another approach is to make use of a state-space realization method such as the algorithm
by Kung [1978], which will be described here. Let G(z) be a stable LTI system with a
state-space representation

x(t+ 1) = Ax(t) +Bu(t),

z(t) = Cx(t) +Du(t),
(7.3)

and let nx denote the number of states. The impulse response coefficients (gk)∞k=0 corre-
sponding to (7.3) are given by

gk =

{
D, k = 0,

CAk−1B, k > 0.
(7.4)

Furthermore, let the extended observability and controllability matrices be defined by

Oi ,




C
CA

...
CAi−1


 and Cj ,

[
B AB · · · Aj−1B

]
,
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respectively. Then, it holds that

Hij , OiCj =




g1 g2 · · · gj
g2 g3 · · · gj+1

...
...

. . .
...

gi gi+1 · · · gi+j−1


 , (7.5)

is a Hankel matrix of impulse responses. Now, assume that a consistent estimate (ĝk)∞k=0

of the impulse response coefficients (7.4), and thus a consistent estimate of Hij , is given.
Also, let

Hij =
[
U1 U2

] [S1 0
0 S2

] [
V1 V2

]T
, (7.6)

be an SVD with U1 ∈ Rinz×nx , S1 ∈ Rnx×nx and V1 ∈ Rj×nx . It is possible to show
that, if

Ôi , U1S
1/2
1 and Ĉj = S

1/2
1 V T

1 , (7.7)

there exists a similarity transform T such that Ôi = OiT and Ĉj = T−1Cj , respectively.
Thus, as in the instrumental variables approach to subspace identification described in
Section 2.4, it is now possible to find estimates Â and Ĉ from Ôi that are similar to the
system matrices A and C in (7.3) using a linear least-squares technique. In fact, Ĉ is the
first nz rows of Ôi. Furthermore, Â is the least-squares solution to

U1S
1/2
1 Â = U1S

1/2
1 , (7.8)

where U1 is the matrix U1 with the last nz rows removed. Similarly, U1 is the matrix U1

with the first nz rows removed. Finally, B̂ is the first column of Ĉj and D̂ is given by the
first coefficient ĝ0. For further information regarding the state-space realization method
described here, the reader is referred to Kung [1978] or McKelvey [1995, Chapter 4].

In our setting, only a finite impulse response estimate (ĝk)nbk=1 is available and we assume
that the number of states nx as well as the number of branches nz are known. A state-
space realization of the impulse response estimate is found by constructing Ĥij as in (7.5)
using all available coefficients and then performing the realization procedure described
above. This approach to find a state-space representation of the impulse response estimate
will be denoted by DRSR for dimension reduction state-space realization. Now, we will
evaluate the proposed methods in simulations.

7.3 Simulations

In this section, three different simulation studies will be given. In the first simulation
study, we investigate if the model of the linear subsystem is actually improved by adding
an additional state-space realization step. The second simulation study consists of a com-
parison between the subspace identification and the state-space realization approaches. In
the final example, the multiple branch case is considered. Throughout this section, the
regressors are given by (7.2) with nb = 20 and nk = 1. Furthermore, the number of
columns j in the Hankel matrix (7.5) is set to 2nx.
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Example 7.1
In this example, we will evaluate if an additional state-space realization step actually can
improve the estimate of the linear subsystem in a simple case. To this end, let the system
be given by (7.1) with

G0(z) ,
z2 − 0.8z + 0.15

z3 − 2.1z2 + 1.96z − 0.686
, (7.9)

and the nonlinearity given by

f(x) , tanh (0.2x) + 0.2 sign (x).

The input signal is generated via

u(t) =
q−1

1− 0.6q−1
ηu(t), ηu(t) ∼ U(−1, 1),

and the noise sequences

w(t) =
1

1 + 0.5q−1
ηw(t), ηw(t) ∼ N(0, σ2)

and

e(t) =
1

1 + 0.7q−1
ηe(t), ηe(t) ∼ N(0, σ2),

where the standard deviation is σ , 0.2, which results in a SNR of approximately 18 dB.

The estimation procedure is as follows: First, an impulse response is estimated using
the LIR method described in Section 4.5, resulting in an FIR model ĜLIR(z). Second, a
state-space realization of the impulse response is found using the procedure described in
Section 7.2, resulting in an estimate ĜDRSR(z) of G0(z). Now, for each estimate, a com-
plete nonlinear model from the input to the output is constructed by adding a piecewise
affine function estimate of the nonlinearity. This can be done in a number of different
ways, for example, by hinging hyperplanes [see, for instance, Breiman, 1993, Pucar and
Sjöberg, 1998, Roll et al., 2004]

In MATLAB, a complete nonlinear model can be found, for example, by constructing an
idnlhw object using the estimate of the linear subsystem and an output nonlinearity such
as pwlinear('NumberOfUnits', 3). Given a dataset, the nonlinearity is then estimated
using the pem command with 'maxiter' set to 0, which inhibits improving on the linear
model and we may compare the FIR model and its state-space realization using the model
fit (2.78) on validation data. For comparison, we also give the results from initializing the
nlhw command in MATLAB with the true system (7.9), but now with ymaxitery set to
20, and the resulting estimate will be denoted by ĜPEM(z). This method is included in the
simulations only as an indicator of an achievable upper bound of the model fit.

To evaluate the accuracy of the different models, 1,000 different realizations of the input
and the noise signals have been generated, where each generated dataset has length 2,000.
Here, each realization of the data is split in half, where one part is used for estimation and
the other for validation. The result of the Monte Carlo simulation is given in Table 7.1.
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Table 7.1: [Example 7.1]; The 10%, 50% and the 90% quartiles of the model
fit (2.78) over all realizations of the validation data for the LIR impulse response,
the state-space realization and the PEM model, respectively.

Model fit quartiles

10% 50% 90%

ĜLIR(z) 19% 21% 24%
ĜDRSR(z) 32% 44% 54%
ĜPEM(z) 51% 59% 65%

The result in Table 7.1 indicates that the state-space realization step can improve the
estimate of the linear subsystem. For instance, the median value of the model fit for
DRSR is twice as high compared with the FIR model based solely on the LIR method.

The previous example indicates that an additional subspace identification or state-space
realization step may improve the estimate of the linear subsystem. In the remaining exam-
ples, we will only consider the estimation of the linear subsystem and not the estimation
of a complete nonlinear model. Next, we will investigate the effects on the accuracy of
the estimates for different damping ratios.

Example 7.2
In this example, we will consider estimating the linear part of a system in the form

y(t) = f(G0(q)u(t) + w(t)) + e(t), (7.10)

where the discrete-time LTI system G0(z) is given by sampling a continuous-time system
in the form

Gc(s) ,
ω2
0

s2 + 2ζω0s+ ω2
0

, (7.11)

using a zero-order-hold assumption on the input and a sampling time of Ts = 1. Here,
ω0 = 0.7 is fixed and we will investigate the accuracy of the pole estimates resulting from
DRSI and DRSR for different values of ζ ∈ {0.5, 0.3, 0.1}. The parameter ζ is known
as the damping ratio and influences the oscillatory behavior of the step response of the
system [see, for example, Franklin et al., 2010, page 129]. The nonlinearity is given by

f(x) , x3 − x/2,
and the input is generated via

u(t) =
1

1− 0.6q−1
ηu(t), ηu(t) ∼ U(−1, 1).

The noise is given by

w(t) =
1

1 + 0.5q−1
ηw(t), ηw(t) ∼ N(0, σ2

ζ )
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and

e(t) =
1

1 + 0.7q−1
ηe(t), ηe(t) ∼ N(0, σ2

ζ ),

where the standard deviation σζ of the noise has been chosen depending on the value of ζ
so that the SNR is approximately 10 dB for the different choices of ζ.

To evaluate the two approaches DRSI and DRSR, 1,000 different realizations of the input
and the noise signals have been generated, where each generated dataset has length 1,000.
The results of the pole estimates using the DRSI and DRSR methods are given in the
left and right column of Figure 7.1, respectively. The black crosses depict the true pole
locations of G0(z) and the gray crosses show the estimates over all data realizations.
Furthermore, the unit circle is also shown. Here, the impulse response has been estimated
by the MAVE method described in Chapter 5.

Figure 7.1 indicates, at least for this example, that the DRSI method based on subspace
identification outperforms the DRSR method based on state-space realization for a higher
value of ζ and vice versa. Both the approaches are computationally cheap and require
only the computation of a thin QR decomposition followed by an SVD of a usually small
square matrix. Thus, both methods can be applied without much extra cost and the method
yielding the most, in some sense, accurate estimate can be chosen. For instance, if a
estimation procedure for the nonlinearity is added, the method yielding the lowest cost
function value could be chosen as a candidate.

The previous example indicates that both the subspace identification and state-space re-
alization step may yield an accurate estimate of the dynamical part of a system in the
Wiener class. Now, as a final example, let us consider a system in the Wiener class with
multiple branches.

Example 7.3
Consider a system in the form

y(t) = f(G0(q)u(t)) + e(t), e(t) ∼ N(0, σ2),

with

G0(z) ,




1

z2 + 0.15z − 0.45
z − 0.5

z2 − z + 0.6


 ,

and the nonlinearity given by

f(x1, x2) , sign (x2) tanh (x1) + sat (x2).

Here, the saturation is given by

sat (x) ,

{
x, |x| ≤ 1,

1, |x| > 1,

and goal is to estimate the poles ofG0(z) given a dataset. Two approaches are considered;
the first approach is to find a linear approximation of the nonlinear system by estimating a
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DRSI (ζ = 0.5) DRSR (ζ = 0.5)

DRSI (ζ = 0.3) DRSR (ζ = 0.3)

DRSI (ζ = 0.1) DRSR (ζ = 0.1)

Figure 7.1: [Example 7.2]; The true system poles are shown by as black crosses,
while the pole estimates corresponding to the DRSI method (based on subspace iden-
tification) and the DRSR method (based on state-space realization) are shown with
gray crosses in the left and the right plots, respectively. Furthermore, the unit circle
is also illustrated.
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Linear Approximation DRSR

Figure 7.2: [Example 7.3]; The true system poles are depicted by black crosses and
the pole estimates corresponding to the linear approximation and the DRSR method
(based on state-space realization) are shown with gray crosses in the left and the right
plot, respectively. Furthermore, the unit circle is also shown.

linear state-space model using the PEM initialized with a subspace identification method
from the input u(t) to the output y(t) directly. This method is known to yield consistent
pole estimates, provided that the input is Gaussian distributed. In this example, the input
is generated according to

u(t) =
1

1 + 0.5q−1
ηu(t), ηu(t) ∼ N(0, 1).

The second approach is the DRSR method based on state-space realization described in
Section 7.2. Here, we will use the MAVE method, initialized by the LHIR method, to find
the initial FIR estimate.

A total of 1, 000 datasets each of length 1, 000, with different input and noise realizations
for each instance, have been generated. The variance σ2 of the additive white noise se-
quence e(t) is chosen so that the SNR is 20 dB. The number of states nx = 4 is assumed to
be known in all methods. Furthermore, nk = 1 and no direct term is therefore estimated.

The MAVE method has been initialized using the LHIR method (see Section 4.5) and one
refinement step has been performed. The estimation results are depicted in Figure 7.2,
where the true system poles are illustrated with black crosses. The pole estimates are
shown with gray crosses for all realizations, respectively. Also, the unit circle is depicted.

The result in Figure 7.2 indicates that the DRSR method based on dimension reduction and
state-space realization may perform well for certain systems and dimension reduction may
be a good approach to initialize the PEM for the Wiener class of models. Furthermore, the
use of a dimension reduction method to estimate the impulse response of the linear part of
a system in the Wiener class yields an automatic splitting of the dynamics. In other words,
the advantage of the dimension reduction approach, compared with methods based on
Bussgang’s theorem, is that it determines which poles belong to which branch.
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7.4 Conclusions
In this chapter, we have considered the use of subspace identification and state-space real-
ization algorithms in addition to a dimension reduction method to estimate the linear part
of a system in the Wiener class of models. The results look promising and the additional
step may improve the accuracy of the estimate. Further studies are needed to determine in
which cases this additional step is appropriate. Also, it might be possible to integrate the
ideas of dimension reduction with the subspace identification procedure into a one-step
approach, which may be an interesting direction for future research.





Part IV

Difference Algebra





8
Difference algebra and

system identification

The framework of differential algebra, especially Ritt’s algorithm, has turned out to be a
useful tool when analyzing the identifiability of certain nonlinear continuous-time model
structures. This framework provides conceptually interesting means to analyze complex
nonlinear model structures via the much simpler linear regression models. One difficulty
when working with continuous-time signals is dealing with white noise in nonlinear sys-
tems. In this chapter, difference algebraic techniques, which mimic the differential al-
gebraic techniques, are presented. Besides making it possible to analyze discrete-time
model structures, this opens up the possibility of dealing with noise. Unfortunately, the
corresponding discrete-time identifiability results are not as conclusive as in continuous
time. In addition, an alternative elimination scheme to Ritt’s algorithm is formalized and
the resulting algorithm is analyzed when applied to a special form of the NFIR model
structure.

8.1 Introduction

A trend in the optimization community is to try to find convex reformulations of initially
nonconvex optimization problems, either by relaxations or by algebraic manipulations, for
which efficient and robust algorithms already exist. The prediction-error approach [see,
for example, Ljung, 1999] to parameter estimation for time-invariant model structures
often involves solving a nonconvex optimization problem. Since there are usually many
local optima, it may be difficult to guarantee that the global optimum will be found when
applying a local search method.

A necessary condition for the uniqueness of the global optimum in a parameter estimation
problem is that the chosen model structure is globally identifiable. In continuous time,
Ljung and Glad [1994] were able to show that a nonlinear model structure, containing
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polynomial nonlinearities, is globally identifiable if and only if it can be rewritten as a lin-
ear regression model. The implications of this result for system identification are twofold.
First of all, instead of analyzing the properties of a globally identifiable nonlinear model
structure, one can work with an equivalent linear regression model, which significantly
simplifies the analysis. Second, since an algorithm that performs the transformations of
the nonlinear model to an equivalent linear regression model is provided, this also implies
that the parameter estimation problem becomes trivial once the transformations have been
made. The current chapter concerns the discrete-time version of the above result.

The proof of the identifiability result in Ljung and Glad [1994] is based on differential
algebraic techniques and, in particular, Ritt’s algorithm. This theory was founded by Ritt
[1950] and then further developed by Seidenberg [1956] and Kolchin [1973]. An introduc-
tion to differential algebra from a control perspective is given in Fliess and Glad [1994],
Fliess [1990] and further control related applications are presented in Fliess et al. [1995].
Algorithmic aspects of Ritt’s algorithm are discussed in Diop and Fliess [1991a], Diop
and Fliess [1991b], Diop [1989], Diop [1991], Glad [1992] and Glad [1997]. For nondif-
ferential problems an alternative to Ritt’s theory of characteristic sets is given by Gröbner
bases, see, for instance, Buchberger [1976] and Becker and Weispfenning [1993]. A com-
parison of the two approaches can be found in Forsman [1991, Chapter 2].

The goal of this chapter is to generalize Ritt’s algorithm to systems of difference equations.
This problem has been addressed earlier by Kotsios [2001] by introducing algebraic oper-
ations on the δ-operator first appearing in Kotsios and Kalouptsidis [1993]. However, this
makes it difficult to compare the resulting algorithm with the continuous-time version pre-
sented in, for example, Glad [1997]. Here, a more direct approach to the generalization of
Ritt’s algorithm to discrete time with as few alterations from the continuous-time version
as possible is given. Besides making it possible to analyze discrete-time model structures,
this opens up the possibility of dealing with noise in a system identification setting.

Example 8.1
Consider once again the model structure in Example 1.1, that is,

y(t) = θ0u(t) + θ20u(t− 1) + e(t), (8.1)

where e(t) is white noise with zero mean and unit variance that is independent of the
input signal u(t). Here, we consider the case when θ0 = 2. The mean-square error cost
function

V (1)(θ) , E
(
y(t)− θu(t)− θ2u(t− 1)

)2
, (8.2)

is depicted by the solid line in Figure 8.1 for the case when u(t) is a white noise sequence
with zero mean and unit variance. Clearly, (8.2) has two local minima and a local search
may therefore yield a suboptimal parameter estimate. Thus, to be able to find the global
optimum via a local search, one must have some a priori knowledge regarding the value
of the parameter θ0. A common method to find an initial estimate of θ0 is to use over-
parametrization [see, for instance, Bai, 1998]. This method is based on introducing new
parameters θ1 , θ and θ2 , θ2, so that the model defined by (8.1) is linear in the
parameters, which may now be estimated using standard least-squares techniques. Since
we are only interested in the estimate of θ1, we can just ignore the resulting estimate of
θ2 or reconcile it with the estimate of θ1.
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Figure 8.1: The cost functions for two different formulations of the problem of
estimating the parameter θ0 in (8.1). The solid line represents using (8.1) directly
and the dashed line using the reformulated description (8.5).

Instead of introducing new parameters, let us, inspired by the differential algebra [see, for
example, Ljung and Glad, 1994], time shift (8.1):

y(t− 1) = θ0u(t− 1) + θ20u(t− 2) + e(t− 1). (8.3)

By examining the equations, we see that multiplying (8.1) by u(t−2) and (8.3) by u(t−1),
and then subtracting the result, we obtain

u(t− 2)y(t)− u(t− 1)y(t− 1)

= (u(t− 2)u(t)− u2(t− 1))θ0 + u(t− 2)e(t)− u(t− 1)e(t− 1),
(8.4)

which is a linear regression model. Thus, instead of minimizing the cost function (8.2),
we can consider the minimization of

V (2)(θ) , E
(
z(t)− ϕ(t)θ

)2
, (8.5)

where

z(t) , u(t− 2)y(t)− u(t− 1)y(t− 1) and ϕ(t) , u(t− 2)u(t)− u2(t− 1).

If the input is white Gaussian noise with zero mean and unit variance, then E (u(t)4) = 3
and straightforward calculations yields

V (2)(θ) = 4θ2 − 16θ + 18 = 4(θ − 2)2 + 2, (8.6)

which is a quadratic polynomial in θ. The cost function (8.6) is depicted by the dashed
line in Figure 8.1. The minimum of (8.6) equals the global minimum of (8.2), but the cost
function values are different. This is due to the larger variance of the noise term

v(t) , u(t− 2)e(t)− u(t− 1)e(t− 1),

in the new formulation.
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The previous example illustrates that simple difference algebraic techniques such as time
shifting and polynomial division can be useful tools when analyzing nonlinear systems.
It is worth noting that the nonconvexity of (8.2) in Example 8.1 is not only a result of the
model structure (8.1), but also of the choice of input signal.

The discrete-time model structures that will be studied here are those that can be written
as a system of difference equations in the form

fi
(
z(t), z(t− 1), . . . , z(t−N), θ

)
= 0, i = 1, . . . , n, (8.7)

where fi are polynomials. The variable z contains several components

z(t)T =
[
y(t)T u(t)T e(t)T x(t)T)

]
, (8.8)

where y is the output, u is the input, e is the noise and x consists of internal auxiliary
variables.

This material presented here is an edited version of Lyzell et al. [2011], which extends the
results in Lyzell et al. [2009b]. The chapter is organized as follows: In Section 8.2, the
basic algebraic framework is presented with the main result being the generalization of
Ritt’s algorithm to systems of difference equations. The ensuing Section 8.3 discusses the
generalization of the identifiability results from Ljung and Glad [1994] to discrete time.
Furthermore, the implications of noise in the parameter estimation problem for certain
nonlinear model structures are investigated in Section 8.4. This section contains also a
formulation of an alternative approach to Ritt’s algorithm for a special form of the NFIR
model structure and a numerical example is given. Finally, some conclusions are drawn
in Section 8.5.

8.2 Algebraic concepts

In this section, we are interested in formalizing the algebra concerning solutions to sys-
tems of polynomial equations, where the polynomials depend only on a finite number of
variables (which are themselves elements of one or several time-dependent signals), that
is, the solution to systems of difference equations. For instance, the polynomial x(t)3 + 1
in the variable x(t) is a function f of the sequenceXt = (x(t−τ))∞τ=0 which mapsXt to
the polynomialX3

t,1+1 (whereXt,1 is the first element in the sequenceXt). The solution
to the difference equation f = 0, that is x(t)3 + 1 = 0, is thus a sequence (x(τ))∞τ=−∞
satisfying f(Xt) = 0 for all t. In general, the solution to a system of difference equa-
tions will be found by algebraic manipulations involving the backward shift operator q−1,
which applied to our example polynomial results in q−1f(Xt) = x(t−1)3 +1. Thus, the
time-shifted polynomial q−1f is a function of the second element Xt,2 of the sequence
Xt in the same way as f is a function of Xt,1. Thus, the two polynomials f(Xt) and
q−1f(Xt) are considered to be different. For the sake of notational convenience, from
here on the argument of the polynomials will be left out. Starting with the basics of differ-
ence algebra for time-dependent signals, we will move on to polynomials and finally an
algorithm is presented for systems of difference polynomials.
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8.2.1 Signal shifts

As discussed above, we are interested in systems described by polynomials in time-de-
pendent variables and their time shifts. From here on, N is defined as the set of all non-
negative integers and Z+ as the set of all positive integers, respectively. The shifts will be
denoted by

u(k) , q−ku(t) = u(t− k), k ∈ N, (8.9)

where q is the forward time shift operator and the order of the displacement is given in the
parenthesis. Alternatively, we may use shifts forwards in time u(k) , qku(t) for all k ∈ N
and the same theory applies. In some cases, it is important to only allow for positive time
shifts, that is, k > 0 in (8.9). To simplify the notation in the examples to come, we also
introduce u̇ , u(1) and ü , u(2). A fundamental concept for the algorithmic aspects
of differential algebra is ranking. This is a total ordering [see, for example, Lang, 2002]
of all variables and their derivatives. In the discrete-time case it corresponds to a total
ordering of all time-shifted variables.

Definition 8.1. A binary operator ≺, which is a total ordering satisfying

(i) u(µ) ≺ u(µ+σ)

(ii) u(µ) ≺ y(ν) ⇒ u(µ+σ) ≺ y(ν+σ),
for all µ ∈ N and ν, σ ∈ Z+, is called an ordering of the signals u and y and we say that
u is ranked lower than y if u ≺ y.

There are many possible choices of orderings of signals. For instance, let u and y be two
signals. Then two possible orderings are

u ≺ y ≺ u̇ ≺ ẏ ≺ ü ≺ ÿ ≺ · · · (8.10a)
u ≺ u̇ ≺ ü ≺ · · · ≺ y ≺ ẏ ≺ ÿ ≺ · · · (8.10b)

The latter ordering will often be written in short u(·) ≺ y(·). Let us turn our attention to
polynomials with variables that are time-shifted signals. These polynomials will be used
to represent difference equations as discussed in the introduction to this section.

8.2.2 Polynomials

As with signals, polynomials can also be time-shifted. In fact, the polynomial f (σ) is the
result when all variables in the polynomial f have been shifted σ ∈ N time steps. Even
though most of the results and definitions in this section apply to polynomials in static
variables, the formulations will focus on polynomials in time-dependent variables.

To illustrate the algebraic concepts below in a simple manner, using the notation intro-
duced in (8.9), let

f , u̇y + ü3ẏ2, (8.11a)

g , ẏ2 + ÿ, (8.11b)

h , u+ u̇2, (8.11c)

be polynomials in the sequences Ut =
(
u(t− τ)

)∞
τ=0

and Yt =
(
y(t− τ)

)∞
τ=0

.
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To be able to order polynomials we need to find the highest ranked variable in the polyno-
mial and also its degree.

Definition 8.2. The degree of a variable x in f is the highest exponent of x that occurs
in f and is denoted by degx f .

Definition 8.3. The highest ranked time-shifted variable in a, possibly time-shifted, poly-
nomial f is called the leader and is denoted by `f .

The polynomial (8.11a), with the ordering (8.10a), has the leader `f = ü with degü f = 3
and if the ordering is changed to (8.10b), the leader is given by `f = ẏ with degẏ f = 2.
Thus, the leader depends on both the polynomial at hand and the ordering of the time-
shifted signals that is used. The ranking of polynomials can now be defined.

Definition 8.4. Let f and g be two polynomials with leaders `f and `g , respectively. We
say that f is ranked lower than g, denoted f ≺ g, if either `f ≺ `g or if `f = `g and
deg`f f < deg`f g. If `f = `g and deg`f f = deg`f g, we say that f and g have equal
ranking and write f ∼ g.

The polynomials f and g in (8.11), with the ordering (8.10a), have the leaders `f = ü and
`g = ÿ, respectively. Since ü ≺ ÿ, according to (8.10a), it follows that f ≺ g.

In this section, we will be dealing with the elimination of variables in time-shifted poly-
nomials. In this context the following concept is important.

Definition 8.5. Let f be a polynomial with leader `f . A polynomial g is said to be
reduced with respect to f , if there is no positive time shift of `f in g and if deg`f g <
deg`f f .

Using the ordering (8.10b) with the polynomials f and g in (8.11), the leaders are given
by `f = ẏ and `g = ÿ, respectively. On one hand, since g depends on ˙̀

f = ÿ, it holds
that g is not reduced with respect to f . On the other hand, since f does not depend on `g ,
or any positive time shift thereof, it follows that f is reduced with respect to g. The above
concepts (ranking and reduced) are related as follows.

Lemma 8.1. Let f and g be two polynomials. If f ≺ g under some ordering, then f is
also reduced with respect to g under that ordering.

Proof: If f ≺ g, then either `f ≺ `g or `f = `g and deg`f f < deg`g g. In the former

case, then it follows from Definition 8.1 that `f ≺ `g ≺ `
(σ)
g for all σ ∈ Z+. Thus, f

does not depend on `(σ)g for any σ ∈ N and in particular 0 = deg`g f < deg`g g. Hence,
f must be reduced with respect to g. The latter case follows in a similar fashion.

That the two concepts are not equivalent is easily seen if one chooses the ordering (8.10a)
with the simple polynomials f = y and g = u. Since f does not depend on the variable
u, it holds that f is reduced with respect to g, but f 6≺ g since `g ≺ `f .
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Before we continue providing the tool needed to reduce polynomials with respect to each
other, some additional concepts of difference polynomials are needed. These will not play
a major role in what follows but are used to guarantee the existence of solutions to the
resulting reduced sets of polynomials.

Definition 8.6. The separant Sf of a polynomial f is the partial derivative of f with
respect to the leader, while the initial If is the coefficient of the highest power of the
leader in f .

The polynomial f in (8.11a) has, under the ordering (8.10a), the leader `f = ü. This
implies that the separant is given by Sf = 3ü2ẏ2 and the initial If = ẏ2. The tool needed
to reduce polynomials with respect to each other is a variant of the standard polynomial
division.

Lemma 8.2. Let f and g be polynomials in the variable x of degree m and n, respec-
tively, written in the form

f = amx
m + · · ·+ a0 and g = bnx

n + · · ·+ b0,

where m ≥ n. Then there exist polynomials Q 6= 0, Q̄ and R such that

Qf = Q̄g +R,

where degxR < n. Furthermore, with Q given by bm−n+1
n , then Q̄ and R are unique.

Proof: See, for example, Mishra [1993, page 168].

The suggested choice ofQ in the previous lemma is the initial Ig to the power ofm−n+1.
It is also worth noting that the polynomials f and g in Lemma 8.2 may be multivariable,
which implies that the coefficients of the variable x are polynomials in the remaining
variables. Now, let us illustrate the concept of pseudo-division on the polynomials f and
g in (8.11), where the variable in question is ẏ. Since Ig = 1, it holds that

f = ü3g + (−ü3ÿ + u̇y),

so that Q = 1, Q̄ = ü3 and R = −ü3ÿ + u̇y, which satisfies Lemma 8.2 if we notice
that degẏ R = 0. During the algebraic simplifications, it is important that the solutions
to the original system of polynomial equations are preserved. To this end, the following
results show how pseudo-division can be used to eliminate variables while preserving the
solution.

Lemma 8.3. Let g be a polynomial with leader `g and let f be a polynomial containing
`
(σ)
g for some σ ∈ N. Then there exist polynomials R and Q such that

(i) R does not contain `(σ)g .

(ii) Every solution of f = 0, g = 0 is also a solution of R = 0, g = 0.

(iii) Every solution of R = 0, g = 0 with Q 6= 0 is also a solution of f = 0, g = 0.
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Proof: Let m and n be the degrees of f and g(σ) as polynomials in `(σ)g , respectively. On
one hand, if m ≥ n, then pseudo-division according to Lemma 8.2 yields polynomials
Q1 6= 0, Q̄1 and R1 such that

Q1f = Q̄1g
(σ) +R1, (8.12)

with deg
`
(σ)
g
R1 < n ≤ m. If R1 still depends on the variable `(σ)g , then further pseudo-

division yields polynomials Q2 6= 0, Q̄2 and R2 such that

Q2g
(σ) = Q̄2R1 + R̃2, (8.13)

with deg
`
(σ)
g
R̃2 < deg

`
(σ)
g
R1. Combining (8.13) and (8.12) yields

Q1Q̄2f = (Q2 + Q̄1Q̄2)g(σ) +R2,

where we have defined R2 , −R̃2. Continuing in this manner, by recursive application
of Lemma 8.2, one may always construct polynomials Q, Q̄ and R such that

Qf = Q̄g(σ) +R, (8.14)

with deg
`
(σ)
g
R = 0, that is, R does not depend on the variable `(σ)g . Now, assume that

such polynomials have been constructed. Then the first statement in the lemma holds true.
For the second statement, rewrite (8.14) as

R = Qf − Q̄g(σ).
Since g(σ) is just g with all variables time shifted σ ≥ 0 steps, it must hold that g(σ) = 0
whenever g = 0. Thus, R = 0 whenever f = 0 and g = 0. For the final statement,
rewrite (8.14), assuming Q 6= 0, as

f =
1

Q

(
Q̄g(σ) +R

)
.

Since g = 0 implies g(σ) = 0, it follows that f = 0 whenever R = 0 and g = 0, which
concludes the proof for the case when m ≥ n.

On the other hand, if m < n, Lemma 8.2 yields polynomials Q 6= 0, Q̄ and R such that

Qg(σ) = Q̄f +R

with deg
`
(σ)
g
R < m and similar arguments as in the former case can be applied.

In the proof of the Lemma 8.3 above, we see that it is possible that several pseudo-
divisions are needed in the case σ > 0 to eliminate `(σ)g from the polynomial f . This
is the main difference between the continuous-time case and the discrete-time case. In
the continuous-time case, g(σ) is affine in `(σ)g (due to the product rule of differentiation)
and thus only one pseudo-division is needed to eliminate `(σ)g from f . In the discrete-time
case, time shifting a polynomial does not change its degree with respect to a variable, that
is, deg`g g = deg

`
(σ)
g
g(σ) and several pseudo-divisions might be needed.

Now, the following extension of Lemma 8.3 provides (as we will see later) the main step
in our algorithm.
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Lemma 8.4. Let f be a polynomial which is not reduced with respect to the polynomial
g. Then there exist polynomials R and Q such that

(i) R is reduced with respect to g.

(ii) Every solution of f = 0, g = 0 is also a solution of R = 0, g = 0.

(iii) Every solution of R = 0, g = 0 with Q 6= 0 is also a solution of f = 0, g = 0.

Proof: If f is not reduced with respect to g, then either f contains some positive time-
shift of the leader `g of g or else f contains `g to a higher power than g.

In the latter case, Lemma 8.3 yields polynomials Q, Q̄ and R such that

Qf = Q̄g +R, (8.15)

where R is reduced with respect to g. Thus, the proof of the statements follows in the
same way as in proof of Lemma 8.3.

In the former case, the polynomial f contains `(σ1)
g for some σ1 ∈ Z+. Lemma 8.3 then

yields polynomials Q1, Q̄1 and R1 satisfying

Q1f = Q̄1g
(σ1) +R1, (8.16)

where R1 does not contain `(σ1)
g . If R1 still contains `(σ2)

g for some σ2 ∈ N with σ2 < σ1,
further use of Lemma 8.3 yields polynomials Q2, Q̄2 and R2 satisfying

Q2R1 = Q̄2g
(σ2) +R2, (8.17)

where R2 does not contain `(σ2)
g . Combining (8.16) and (8.17) yields

Q2Q1f = Q2Q̄1g
(σ1) + Q̄2g

(σ2) +R2.

Continuing in this manner, by recursive application of Lemma 8.3, one can construct
polynomials Q and R such that

Qf =

n∑

i=1

Q̃ig
(σi) +R, (8.18)

for some sequence of polynomials Q̃i, i = 1, . . . , n, where R does not contain `(σ)g for
any σ ∈ N. Thus, we have constructed a polynomial R that is reduced with respect to g.
Since g = 0 implies that g(σ) = 0 for all σ ∈ N, the remaining statements follow in the
same way as in the proof of Lemma 8.3.

Lemma 8.4 shows how to reduce one difference equation with respect to another while
preserving the solution of both and that the main tool for achieving this is the pseudo-
division concept presented in Lemma 8.2. Now, let us turn our attention to systems of
difference equations.

8.2.3 Sets of polynomials

Now, we are ready to define the necessary concepts for systems of polynomial difference
equations, which will be represented by sets of difference polynomials. The following
definition generalizes the concept of reduced polynomials.
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Definition 8.7. A setA = {A1, . . . , Ap} of polynomials is called auto-reduced if all ele-
ments Ai are pairwise reduced with respect to each other. If, in addition, the polynomials
A1, . . . , Ap in the auto-reduced set A are in increasing rank, then A is said to be ordered.

Let us once again consider the polynomials f and g in (8.11), but now with the order-
ing (8.10a). Then it is easy to see that f and g are reduced with respect to each other and
the set {f, g} is auto-reduced. On the other hand, using the ordering (8.10b), we have
already seen that g is not reduced with respect to f and the set {f, g} is not auto-reduced.
The following definition generalizes the concept of ranking to auto-reduced sets.

Definition 8.8. Let A = {A1, . . . , Am} and B = {B1, . . . , Bn} be two ordered auto-
reduced sets. Then A is said to have a lower ranking than B if either there exists an
integer k such that 1 ≤ k ≤ min (m,n) satisfying

Aj ∼ Bj , j = 1, . . . , k − 1

Ak ≺ Bk,
or else if m > n and Aj ∼ Bj for all j = 1, . . . , n, where ∼ is from Definition 8.1.

The ordering (8.10a) applied to the polynomials f , g and h in (8.11) yields two ordered
auto-reduced sets of polynomials with two elements, namelyA , {f, g} and B , {h, g}.
Since h ≺ f , but not vice versa, it holds that B is ranked lower than A. The concept of
reduced polynomials can be generalized as follows.

Definition 8.9. A characteristic set for a given set of time-shifted polynomials is an auto-
reduced subset such that no other auto-reduced subset is ranked lower.

Using the same example of ordered auto-reduced setsA , {f, g} and B , {h, g} chosen
from the set {f, g, h} of polynomials (8.11), it is clear that B is the characteristic set under
the ordering (8.10a). The basic idea of our algorithm is to reduce a set of polynomials
by the use of characteristic sets. In each iteration, the characteristic set is used to reduce
the highest ranked polynomial not in the characteristic set to a lower ranked one. Thus,
it is important to guarantee that a sequence with decreasing rank is always finite for the
algorithm to terminate in a finite number of steps.

Lemma 8.5. A sequence of auto-reduced sets, each one ranked lower than the preceding
one, can only have finite length.

In particular, the above statement includes sequences of characteristic sets and is a direct
consequence of the following result.

Lemma 8.6. A sequence of time-shifted variables from a finite number of signals, each
one ranked lower than the preceding one, can only have finite length.

Proof: Let y1, . . . , yp denote all the variables whose time shifts appear anywhere in the
sequence. For each yj let σj denote the order of the first appearing time shift. Then there
can be only σj lower time-shifted yj in the sequence and the total number of elements is
thus bounded by σ1 + · · ·+ σp + p.
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Finally, we are ready to state the elimination algorithm for systems of difference equations
in the form (8.7).

Algorithm 8.1

Reduces a set of polynomials to a characteristic set.

Input: Two sets of polynomials F = {f1, . . . , fn} and G = ∅ with an ordering.

Output: The updated set F as a characteristic set containing the reduced polynomials and
the set G containing information about the separants, initials and the quotients resulting
from the performed pseudo-divisions in the different steps.

1) Compute a characteristic set A = {A1, . . . , Ap} of F : Order the polynomials in F
according to their leaders, so that the first polynomial has the lowest ordered leader
and initializeA ← {f1}. For all fi ∈ F , i = 2, . . . , n, test ifA∪{fi} is auto-reduced
and in that case update A ← A∪ {fi}.

2) If F \ A 6= ∅, where \ denotes the set difference, then go to Step 4.

3) Add SA, IA for all A ∈ A to G and stop.

4) Let f be the highest ranked unreduced polynomial in F with respect to A and apply
Lemma 8.4 to get polynomials Q and R such that

Qf =

n∑

i=1

Q̃iA
(σi) +R,

whereA is the highest ordered polynomial inA such that f is not reduced with respect
to A. Update G ← G ∪ {Q}.

5) If R = 0 update F ← F \ {f}, else F ← (F \ {f})∪ {R} and continue from Step 1.

Algorithm 8.1 is quite similar to the Ritt-Seidenberg algorithm, see Ritt [1950] and Sei-
denberg [1956], and will be referred to as Ritt’s algorithm from here on.

Remark 8.1. The elements added to the set G in Algorithm 8.1 are important to ensure the solvabil-
ity of the resulting system of difference equations and should all be nonzero. The nonvanishing of
the separant is used later to ensure that the requirements for the implicit function theorem [see, for
instance, Rudin, 1976] are fulfilled.

Remark 8.2. For those familiar with the continuous-time version of Ritt’s algorithm, it is worth
noting that Algorithm 8.1 can be readily generalized to only consider partially reducedness in each
iteration as described in Fliess and Glad [1994], which may simplify the result when applying Ritt’s
algorithm.

Some important properties of the proposed algorithm are given below. The proofs of the
results are similar to corresponding proofs for the continuous-time case, but with the small
distinction remarked upon in connection with Lemma 8.3.
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Theorem 8.1. The Algorithm 8.1 will reach the stop after a finite number of steps.

Proof: The only possible loop is via Step 5 to Step 1. This involves either the removal
of a polynomial or its replacement with one that is reduced with respect to A or has its
highest unreduced time-shift removed. If R is reduced, then it is possible to construct
a lower auto-reduced set. An infinite loop would thus contradict either Lemma 8.5 or
Lemma 8.6.

Theorem 8.2. Every solution to the initial set F in Algorithm 8.1 is also a solution to
the final set. Every solution to the final set for which the polynomials of G are nonzero is
also a solution of the initial set.

Proof: The result follows from repeated application of Lemma 8.4.

We conclude this section by repeating Example 8.1, but here the parameter nonlinearity
is eliminated using Ritt’s algorithm.

Example 8.2
Consider, once again, the model structure defined by

y(t) = θu(t) + θ2u(t− 1) + e(t), (8.19)

where y(t) is the output, u(t) is the input, and e(t) is the noise, respectively. Let us
try to apply Algorithm 8.1 to reduce (8.19) to a linear regression model. To this end,
it is necessary to express that the parameter θ in (8.19) is constant, since the difference
algebraic framework developed above assumes, by construction, that all signals are time
dependent. Therefore, define

f1 , y − uθ − u̇θ2 − e, (8.20)

f2 , θ − θ̇, (8.21)

where the dot operator denotes the backward shift. Let F , {f1, f2} and G = ∅, respec-
tively. The ordering is chosen as

u(·) ≺ y(·) ≺ e(·) ≺ θ(·).
Now, Ritt’s algorithm will need two iterations to terminate, but here we will only illustrate
the first iteration:

Step 1: The leaders `f1 and `f2 in F are θ and θ̇, respectively. Since `f1 ≺ `f2 , f1 is
reduced with respect to f2. The other way around, since the polynomial f2 contains a
positive time shift of the leader `f1 , namely ˙̀

f1 = θ̇, it is not reduced with respect to f1,
that is, the characteristic set A is given by {f1}.
Step 2: Since F \ A = {f2} 6= ∅, we move to step 4.

Step 4: Now, we will make use of the scheme depicted in the proof of Lemma 8.4 to
reduce f2 with respect to f1. The division algorithm yields Q1f2 = Q̄1ḟ1 +R1, with

R1 = −ẏ + ė+ u̇θ + üθ̇θ,
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Q1 = u̇ + üθ̇, and Q̄1 = 1. Since R1 still depends on θ̇, yet another division is needed,
that is, Q2f2 = Q̄2R1 +R2, with

R2 = ẏ − ė− u̇θ − üθ2,
Q2 = −üθ, and Q̄2 = 1. The polynomialR2 is not reduced with respect to f1 and further
polynomial division yields Q3R2 = Q̄3f1 +R3, with

R3 = −üy + üe+ u̇ẏ − u̇ė+ (üu− u̇2)θ,

Q3 = ü, and Q̄3 = −u̇. The polynomial R3 is reduced with respect to f1. Putting it all
together yields

Qf2 = Q̃1f + Q̃2ḟ1 +R,

where Q = Q3Q2 − Q1Q̄2, Q̃1 = Q̄3, Q̃2 = −Q3Q̄1Q̄2, and R = R3. Finally, update
G ← G ∪ {Q}.
Step 5: Update F ← {f1, R}.
Thus, after the first iteration of Algorithm 8.1 we have found a new first order polyno-
mial R such that the solution to the system of difference equations corresponding to the
polynomial set {f1, R} is the same as the one for the original system given by {f1, f2}.
Furthermore, the polynomial R coincides with the polynomial defined by (8.4) in Exam-
ple 8.1.

It is worth noting that in Step 4, two divisions had to be made to eliminate θ̇ from the poly-
nomial f2. This is one of the differences between the discrete-time and the continuous-
time Ritt’s algorithm. In continuous time, the derivative always leaves a polynomial which
is affine in the leader and only one division is needed for each elimination.

In Ljung and Glad [1994], the differential algebraic tools were used to derive some inter-
esting results on the identifiability of polynomial model structures. Since the discrete-time
algorithm is so similar, one could expect to get the same results.

8.3 Identifiability

In this section, the focus will lie entirely on system identification aspects of the framework
presented above. Therefore, in the following, it is assumed that all parameters are constant
and that the initial polynomial set F contains, in addition to the polynomials describing
the model structure, the polynomials describing this fact, see Example 8.2.

In Ljung and Glad [1994], necessary and sufficient conditions for global identifiability of
continuous-time model structures were given. Here, we will discuss the generalization
of these results to discrete-time model structures. First, let us recall the definition of
identifiability.

Definition 8.10. Let (8.7) have a solution θ, zT = (yT, uT, 0, xT) and also a solution θ̄,
z̄T = (ȳT, ūT, 0, x̄T). If u = ū, y = ȳ implies that θ = θ̄ for all solutions in a given
solution set, then the model structure is said to be identifiable for that solution set.
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Now, since the discrete-time version of Ritt’s algorithm is so similar to the continuous-
time case, should we not be able to derive equivalent results concerning the identifiability
of discrete-time model structures? That is, is a discrete-time model structure, only con-
taining polynomial nonlinearities, globally identifiable if and only if it can be written as a
linear regression model?

The first part of this statement is, at this point, quite easy to prove. Namely, if Ritt’s
algorithm results in a linear regression model, then the corresponding model structure is
globally identifiable.

Theorem 8.3. If the output of Algorithm 8.1 contains an expression of the form Qθ− P ,
where the diagonal matrixQ and the vector P does not depend on θ and x, then the model
structure is globally identifiable, provided that detQ 6= 0 for the measured data.

Proof: Since, according to Theorem 8.2, every solution of the original equations is also
a solution of the output equations, it follows that there can only be one value of θ that is
consistent with the measured values, provided that detQ 6= 0.

The requirement detQ 6= 0 in Theorem 8.3 can be interpreted as a condition of per-
sistence of excitation of the input signal [see, for example, Ljung, 1999]. Now, let us
consider the converse of the above theorem, that is, every globally identifiable model
structure containing only polynomial nonlinearities can be written as a linear regression
model. In the continuous-time case, the proof of this fact is based on the following prop-
erty: If f(t) and g(t) are analytical functions satisfying f(t)g(t) = 0 for all t ∈ R, it
holds that either f(t) = 0 or g(t) = 0 for all t ∈ R. Unfortunately, this property does not
remain valid when the domain changes from R to Z. A simple example of a discrete-time
signal that does not satisfy the above property is the Kronecker delta function

δ(t) ,

{
1, t = 0,

0, t ∈ Z \ {0}.

For instance, it holds that δ(t)δ(t − 1) = 0 for all t ∈ Z even though δ(t) and δ(t− 1)
are nonzero for t = 0 and t = 1, respectively. The absence of the above property for
discrete-time signals hinders a straightforward generalization of the desired identifiability
result. Reasonable assumptions to be able to prove the theorem are yet to be found.

Even though we were not able to provide a general identifiability result, equivalent to that
achieved in the continuous-time case, we are still able to draw some conclusions when
the use of Ritt’s algorithm does not result in a linear regression model.

Theorem 8.4. Let the ranking be given by

u(·) ≺ y(·) ≺ θ(·)1 ≺ · · · ≺ θ(·)m ≺ x(·)

where x contains any unmeasured variable. Assume that the output of Algorithm 8.1 is an
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auto-reduced set with the following form

p0(u, u̇, . . . , y, ẏ, . . .), θ̇1 − θ1,
p2(u, u̇, . . . , y, ẏ, . . . , θ1, θ2), . . .

pm(u, u̇, . . . , y, ẏ, . . . , θ1, . . . , θm), . . .

Furthermore, assume that there exists a solution to this set such that all polynomials in
G from Algorithm 8.1 are nonzero. Then there are infinitely many values of θ compatible
with the u and y of this solution, that is, the system is unidentifiable.

Proof: Fixing the values of u and y in the first polynomial p0 to those of the given so-
lution means that the corresponding equation is always satisfied. The parameter θ1 can
now be changed to a new arbitrary constant in the second polynomial p2. If this change
is small enough the remaining equations can now be solved successively for the leader
due to the nonvanishing of the separants [the implicit function theorem, see, for example,
Rudin, 1976]. Now, Theorem 8.2 gives that the solutions corresponding to the polyno-
mial set {p0, . . . , pm} are also solutions to the initial set F . Since this initial set contains
polynomials θi− θ̇i for all i = 1, . . . ,m, this implies that the θi solutions will be constant.
Hence, the result follows.

The above theorem implies that, in this particular case, if Ritt’s algorithm is not able
to eliminate the time-shift for at least one of the parameters, not necessarily the first
parameter, then the model structure is unidentifiable. Thus, even though we were not
able to prove that every globally identifiable model structure may be rewritten as a linear
regression model, this indicates that Ritt’s algorithm still can be useful when analyzing
the identifiability of discrete-time model structures. Ritt’s algorithm has some interesting
implications for the parameter estimation problem in system identification, since it, in
some cases, results in a linear regression.

8.4 A pragmatic approach

When working with Ritt’s algorithm and the framework developed in the sections above,
one notices almost immediately that the complexity of the resulting linear regression
model grows quite rapidly with the number of parameters involved in the original non-
linear model structure. This is especially true in discrete time.

Another drawback using Ritt’s algorithm is illustrated in the example below.

Example 8.3
Consider the model structure defined by

y = θ1u+ θ1θ2u̇+ e, (8.22)

where the dot, as usual, denotes the backward shift. This is a special case of a nonlinearly
parametrized finite impulse response (FIR) model structure. Now, assume that one is inter-
ested in finding estimates of the parameters θ =

[
θ1 θ2

]T
given some input and output

data. One possibility would be to use Ritt’s algorithm to find a linear regression model
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from which an estimate can be found via the least-squares method. For the resulting esti-
mate to be unbiased, it is necessary that the regressor and the noise in the linear regression
model are uncorrelated. Unfortunately, this is not generally the case for FIR models, like
the one defined by (8.22). Running Algorithm 8.1 with the ordering

e(·) ≺ u(·) ≺ y(·) ≺ θ1 ≺ θ2 ≺ θ̇1 ≺ θ̇2,
yields a linear regression model which is too lengthy to present in its entirety and only the
linear regression for the first parameter z1 = ϕ1θ1 + v1 is given:

z1 = u(3)üuÿ − ü2u̇ÿ + 2u(3)üu̇ẏ − u(4)u̇2ẏ − (u(3))2uẏ − u(3)ü2y + u(4)üu̇y,

ϕ1 = 2u(3)üu̇2 − ü3u̇− u(4)u̇3 − (u(3))2u̇u+ u(4)üu̇u+ u(3)üu̇ÿ − (u(3))2uÿ

− u(3)ü2ẏ + u(4)u(3)uẏ + (u(3))2üy − u(4)u(3)u̇y,
v1 = eu(4)üu̇− eu(3)ü2 + 2ėu(3)üu̇− ëü2u̇− ėu(4)u̇2 − ė(u(3))2u+ ëu(3)üu.

Here we note that the regressors ϕ1 are correlated with the noise signal v1, since y has a
direct dependence on e. Thus, the least-squares estimate of the parameters θ may be bi-
ased. To find an unbiased estimate, one needs to make use of techniques like instrumental
variables [see, for instance, Söderström and Stoica, 1980]. It should be mentioned that
the linear regression model given by Ritt’s algorithm for the second parameter is even
lengthier than the one for the first parameter presented above.

In the example above, we noticed that, even for the FIR model structure, one can get
correlation between the regressors and the noise in the resulting linear regression model
when using Ritt’s algorithm. With this in mind and the complexity of Ritt’s algorithm, we
will here formalize a more pragmatic approach to eliminate the parameter nonlinearities
that might appear. The main idea is to use successive time shifts and pseudo-divisions as
in Example 8.1.

Remark 8.3. At this point, it might be relevant to remind the reader of the properties of the time
shift operator q. As an example, let g(u, q) , u̇ = q−1u. Then H(u, q) , g(u, q)q−1 = u̇q−1 is
a new operator such that H(u, q)y = u̇ẏ and not the shifted signal ü. Thus, it is important to keep
in mind that the order of the shift operator is significant.

Theorem 8.5. Consider the model structure defined by

y = ηTf(u, q) +

m∑

i=1

hi(η, ξ)gi(u, q) + e, (8.23)

where y is the output, u is the input, and e is the noise, respectively. The functions f ,
(hi)

m
i=1, and (gi)

m
i=1 may have a nonlinear dependence on the indicated variables, where

q denotes the forward shift operator. The unknown parameters θT =
[
ηT ξT

]
are

constant, where all parameters that do not appear in any linear term in (8.23) have been
collected in ξ. Under the assumptions above, the model structure (8.23) can be written as
a linear regression model

Hm(u, q)y = ηTϕm(u, q) +Hm(u, q)e, (8.24)

in the parameter vector η. Here, ϕm is a nonlinear vector-valued function in a finite
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number of components in u and Hm is a linear filter whose coefficients have a nonlinear
dependence of the components in u, respectively. The elements of (8.24) are defined by

Hj+1(u, q) = g̃m−j,j(u̇, q)Hj(u, q)− g̃m−j,j(u, q)Hj(u̇, q)q−1,
ϕj+1(u, q) = g̃m−j,j(u̇, q)ϕj(u, q)− g̃m−j,j(u, q)ϕj(u̇, q),
g̃i,j+1(u, q) = g̃m−j,j(u̇, q)g̃i,j(u, q)− g̃m−j,j(u, q)g̃i,j(u̇, q),

for j = 0, . . . ,m− 1, withH0 , 1, ϕ0 , f , and g̃i,0 , gi, respectively.

Proof: The proof will proceed by eliminating the nonlinear functions (hk)mk=1 in (8.23)
one at a time using time shifts and pseudo-divisions. Starting off by time shifting (8.23),
bearing in mind that the parameters in η and ξ are constant, yields

ẏ = ηTf(u̇, q) +

m∑

i=1

hi(η, ξ)gi(u̇, q) + ė. (8.25)

Multiplying (8.23) by gm(u̇, q) and (8.25) by gm(u, q), and then subtracting the results,
yields a difference equation in the form

H1(u, q)y = ηTϕ1(u, q) +

m−1∑

i=1

hi(η, ξ)g̃i,1(u, q) +H1(u, q)e,

where the filter H1 and the nonlinear functions ϕ1 and g̃i,1 depend on the indicated sig-
nal, for example, H1(u, q) , gm(u̇, q) − gm(u, q)q−1. Now, time shifting the above
expression yields

H1(u̇, q)ẏ = ηTϕ1(u̇, q) +

m−1∑

i=1

hi(η, ξ)g̃i,1(u̇, q) +H1(u̇, q)ė,

Thus, cross-multiplying the expressions above with g̃m−1,1(u̇, q) and g̃m−1,1(u, q), re-
spectively, and subtracting the results, yields a difference equation in the form

H2(u, q)y = ηTϕ2(u, q) +

m−2∑

i=1

hi(η, ξ)g̃i,2(u, q) +H2(u, q)e,

where the filterH2 and the nonlinear functions ϕ2 and g̃i,j depend on the indicated signals,
for instance,

H2(u, q) , g̃m−1,1(u̇, q)H1(u, q)− g̃m−1,1(u, q)H1(u̇, q)q−1.

Note that the resulting difference equation after the second step is essentially the same as
that after the first step. Hence, continuing in this manner, by successive shifts and pseudo-
divisions, all the nonlinearities (hi)

m
i=1 will be eliminated in a total of m steps and the

resulting difference equation will be a linear regression model of the form (8.24).

There are some conclusions that can be drawn from the result given in Theorem 8.5.
Firstly, the pragmatic elimination scheme applied to an NFIR model structure results in a
linear regression model in the parameters appearing linearly in the original NFIR model
structure. In particular, if e(t) is white noise with zero mean and independent of the
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input u(t), then the least-squares estimate of η will be consistent. Secondly, since the
resulting noise filter Hm is known, one may compensate for it using the weighted least-
squares method [see, for example, Ljung, 1999, page 547]. Finally, it is worth noting that
neither the regressors ϕm nor the filterHm in the resulting linear regression model (8.24)
depend on the nonlinear functions hi. Thus, these functions do not need to be known
when performing the elimination scheme.

Now, let us try out using the elimination scheme constructed in the proof of Theorem 8.5
on a simple example.

Example 8.4
Consider the Hammerstein system [see, for instance, Ljung, 1999, page 143] given by

y = (1 + ξq−1)(η1u+ η2u
3) + e

= η1u+ η2u
3 + η1ξu̇+ η2ξu̇

3 + e, (8.26)

where y denotes the output, u denotes the input and e is assume zero mean white noise,
respectively. The parameters appearing linearly in (8.26) are η =

[
η1 η2

]T
.

Even for this rather simple example, the application Ritt’s algorithm is not practically
tractable and the expressions involved become quite complicated. Furthermore, the trans-
formed noise and the regressors will not be independent and a least-squares estimate will
therefore become biased.

Now, the pragmatic elimination scheme outlined in the proof of Theorem 8.5 applied
to (8.26) is quite simple, see also Example 8.1. First the nonlinearity containing η2ξ is
eliminated by a time-shift of (8.26) followed by a pseudo-division. Second, the remaining
nonlinearity containing η1ξ is eliminated in a similar manner. The resulting components
of the linear regression model (8.24) are given by

H(u, q) ,
(
(u(3))3ü3 − u(3)ü5

)
+
(
u(3)u̇3 − (u(3))3u̇

)
ü2q−1 +

(
ü5u̇− ü3u̇3

)
q−2,

and

ϕη1(u, q) , (u(3))3ü2u̇2 − ü6u̇+ ü4u̇3 − (u(3))ü2u̇4 − (u(3))3ü3u+ u(3)ü5u,

ϕη2(u, q) , ü6u̇3 − ü8u̇+ (u(3))3ü2u̇4 − u(3)ü2u̇6 − (u(3))3ü3u3 + u(3)ü5u3,

where the subscript denotes the corresponding part of the vector-valued function ϕ.

To evaluate the weighted least-squares parameter estimate performance when using the
above linear regression model, a dataset ZN =

(
u(t), y(t)

)2,000
t=1

was generated by simu-
lating (8.26) with the input u(t) = (1 + 0.5q−1)v(t), where v(t) was chosen uniformly
random in the interval [−1, 1], and the noise e(t) was chosen as Gaussian white noise
with zero mean and unit variance. The parameter values were chosen as

ξ = −0.75, η1 = 0.75, η2 = 0.5,

and the signal to noise ratio was determined to be approximately 35.6 dB. The estimation
experiment was repeated 500 times with different input and noise realizations and resulted
in the weighted least-squares mean and standard deviation estimates

η̂1 = 0.7513± 0.0347, η̂2 = 0.4995± 0.0245.
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This indicates that the pragmatic approach may in certain cases be useful when searching
for an initial estimate to the prediction-error method.

As pointed out in the example above, the pragmatic elimination scheme may work well
enough to be used to find an initial parameter estimate. The scheme is easily implemented
using some symbolic software.

It is worth noting that the pragmatic elimination scheme constructed in the proof of The-
orem 8.5 also works for NARX models, that is, when the functions f or (gk)mk=1 in (8.23)
also depend on the output. The difference is that one cannot guarantee that the regres-
sor and the noise in the resulting linear regression will be uncorrelated. Thus, the least-
squares parameter estimate given a dataset may not be asymptotically unbiased and one
might need to make use of some instrumental variables approach [see, for example, Söder-
ström and Stoica, 1980].

8.5 Conclusions
In this chapter a generalization of Ritt’s algorithm to systems of difference equations
has been presented. Furthermore, the generalization of the identifiability results given
in Ljung and Glad [1994] has been discussed. It turned out that it was difficult to do
a straightforward generalization and the result could only be partially generalized. As
a final result, a pragmatic alternative to Ritt’s algorithm was formalized and the effects
of the nonlinear transformations of the noise in a parameter estimation perspective was
analyzed for a particular class of NFIR models and illustrated via a numerical example.
It turned out that the transformed noise signal was the original noise filtered through a
known linear time-dependent filter. Thus, if the original noise signal is independent of
the input, then the least-squares estimate, using the transformed model structure, will be
consistent.





9
Conclusions

In this thesis, the structures of certain system identification problems have been studied
and reformulations utilizing the specific structures have been proposed. In particular, the
use of the dimension reduction approach to estimate the impulse response of the linear
part of systems in the Wiener class has been investigated. For instance, for elliptically
distributed regressors, it turned out that the impulse response estimation problem can be
formulated as a conditional moment estimation problem. The methods based on ellip-
tically distributed regressors are known as inverse regression methods and lead to fast
computational procedures. Furthermore, the use of a more general and direct approach to
dimension reduction, which is also valid for nonelliptical distributions, has been evaluated.
The formulation of the direct approach is based on the solution to a nonconvex optimiza-
tion problem over an orthogonality constraint, which in general is a difficult problem. In
this thesis, the structure of the problem has been utilized to propose a convex relaxation.
The techniques used to derive this convex relaxation may be applicable also to other di-
mension reduction methods and might be an interesting direction for future research.

Another problem that has been considered is the initialization of the prediction-error
method for certain linear time-invariant rational model structures using the subspace iden-
tification approach to system identification. It was shown that it is possible to utilize the
structure of the observer canonical form to induce zeros in some of the system matrices
describing the state-space model of the estimate. Furthermore, a simple procedure based
on dimension reduction to find an impulse response estimate followed by a subspace iden-
tification or state-space realization step to find an infinite impulse response model of the
linear part of a system in the Wiener class has been proposed. Simulations indicate that
the additional step may actually improve the estimate of the linear subsystem. An inter-
esting problem for future work is to investigate how the ideas of subspace identification
can be integrated more directly with the dimension reduction approach into a one-step
procedure.

151
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Also, a difference algebraic framework has been proposed as a means to analyze discrete-
time systems with polynomial nonlinearities. The proposed framework is similar to the
differential algebraic framework and generalizes Ritt’s algorithm to discrete time. This
generalization enables including a noise model into the model structure and the noise can
be treated as any other variable. Due to the algebraic properties of the time-shift operator,
the discrete-time algorithm involves more polynomial divisions than the continuous-time
counterpart. This drawback led to the development of a more pragmatic approach to
difference algebra, which has been tested in a simulation example.
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