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Abstract

Planning is a central research area in artificial intelligence, and a lot of effort
has gone into constructing more and more efficient planning algorithms. In
real-world examples, many problem instances do not have a solution. Hence,
there is an obvious need for methods that are capable of identifying unsolv-
able instances efficiently. It is not possible to efficiently identify all unsolvable
instances due to the inherent high complexity of planning, but many unsolv-
able instances can be identified in polynomial time. We present a number of
novel methods for doing this.

We adapt the notion of k-consistency (a well-studied concept from con-
straint satisfaction) for testing unsolvability of planning instances. The idea
is to decompose a given problem instance into a number of smaller instances
which can be solved in polynomial time. If any of the smaller instances are
unsolvable, then the original instance is unsolvable. If all the smaller in-
stances are solvable, then it is possible to extract information which can be
used to guide the search. For instance, we introduce the notion of forbidden
state patterns that are partial states that must be avoided by any solution to
the problem instance. This can be viewed as the opposite of pattern databases
which give information about states which can lead to a solution.

We also introduce the notion of critical sets and show how to identify
them. Critical sets describe operators or values which must be used or
achieved in any solution. It is a variation on the landmark concept, i.e.,
operators or values which must be used in every solution. With the help of
critical sets we can identify superfluous operators and values. These oper-
ators and values can be removed by preprocessing the problem instance to
decrease planning time.
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Chapter 1

Introduction

1.1 Planning
Automated planning is a branch of artificial intelligence. In contrast to just
reacting to what happens, planning is the process of thinking ahead. Plan-
ning is the generation of plans to solve problems. Automated planning has
many applications. For example, it is used by unmanned aerial vehicles to
find forest fires, deliver packages, take photos, et cetera. Other examples of
usage is A.I. in games [19], which trucks should pick-up and deliver packages
in logistics to minimize the cost and solving puzzles. We are generally satis-
fied with good, feasible plans rather than optimal plans [21]. In this report
we do not distinguish plans by their quality, such as plan length.

There are various forms of planning, for example path and motion plan-
ning, which is concerned with the generation of a geometric path from a
starting position to a goal position that does not violate given constraints
[18]. Other examples are preception planning, navigation planning, manip-
ulation planning and comunication planning. However, the algorithms for
each of these problems are specialised and cannot be adapted to each other.
Automated planning is concerned with domain-independent planning, i.e.,
algorithms that are not specialized and can be adapted to any domain and
problem.

One conceptual model for planning is the model of state-transition sys-
tems [18], which formally is a 4-tuple Σ = (S,O,E, γ), where:

● S = {s1, s2, . . .} is a set of states,

● O = {o1, o2, . . .} is a set of operators,

● E = {e1, e2, . . .} is a set of events, and
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● γ ∶ S ×O ×E → 2S is a state-transition function.

Events can change the outcome of the operator, but in contrast to opera-
tors the planner does not have control over these [18]. Note that the state-
transition function returns a set of states. There might be many possible
outcomes of an operator.

The initial states and the goal is not defined in the tuple. The goal can
be defined in several different ways. The simplest definition is a state or set
of states which we want to achieve. It can also be more general such as a set
of constraints which has to be satisfied, or states which have to be avoided.
A third example is that there are utility functions attached to the states,
with penalties and rewards. If a plan visits a state, then it gets a reward or
penalty. The goal is then to find a plan which maximizes rewards.[18]

The planner is given a system, initial states and a goal, and it returns a
plan if there exists one. A plan is a structure which describes what to do
and when in order to achieve the goal.

Consider the following restrictions to the conceptual model [18, 20]:

● Finite: The system Σ has a finite number of states.

● Fully observable: The system Σ is fully observable, i.e., the state the
system Σ is in is fully known.

● Deterministic: The system Σ is deterministic, i.e., ∣γ(s, o, ε)∣ ≤ 1 or
∣γ(s,no-op, e)∣ ≤ 1 for every state s, operator o and event e. The event
ε is the empty event (do not affect the outcome of any operator), and
no-op is the do-nothing operator. In other words, events and operators
are deterministic in the sense that by themselves they can only lead to
a single state. Note that we have not stated what happens if the event
and operator is not ε or no-op, respectively. If the result is the empty
set, then the operator is unapplicable.

● Static: The system Σ is static, i.e., the set of events E is empty and
thus the state of the system never changes until the planner applies
some operator.

● Durationless: The operators and events do not have any duration,
i.e., they are instantaneous state transitions.

We have not listed all possible restrictions, but only those we find most im-
portant for discussion. Some other restrictions are offline vs. online planning,
multiple agents which are either competitive or cooperative, and so on. The
classical planning problem combines all five restrictions. In other words, there
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is a finite number of states, the operators are deterministic and durationless,
and there are no events.

Plans for classical planning are sequences of operators. Since the initial
state is fully known and the following states are deterministic, the state
after each operator in the plan is fully known as well. Hence, a sequence
of operators is a sufficient representation of a plan. If the operators were
not deterministic then this representation would be insufficient. STRIPS
and SAS+ are instances of classical planning. Classical planning is PSPACE-
complete [2, 6] even with all these restrictions.

1.2 Abstraction
Planning is usually viewed as a search problem in a state-space. An arc in
the state-space represents an operator which is applicable in the source state
and the result is the target state. Note that operators can be applicable in
several states, and can therefore represent several arcs in the state-space. A
path through the state space from the initial state to a goal state is a plan
for the problem. Although, if we are dealing with, for example, uncertainty
then this plan might not suffice since applying an operator might follow a
different arc than the one we expected. Hence, a plan can represent several
paths through the state-space.

The state-space is usually huge and uninformed search algorithms are not
sufficient to efficiently find a path to a goal state, they will only be able to
solve very small problem instances. Hence, the search needs to be guided by
a heuristic function. A lot of research on heuristics appears in the literature
and sucessful heuristics are usually based on abstraction [1, 13, 16].

Abstraction is a powerful technique for decreasing planning time and is
used as follows: the original problem instance is transformed into an abstract
instance which can be solved more quickly, and a plan for the abstract in-
stance is then used to find a plan for the original instance. Although it is
easier said than done, in order to gain from this the total time spent on solv-
ing both the abstract instance and the original instance must be less than
just solving the original instance in the first place. It has been difficult to
achieve this in practice.

One way to exploit abstraction is to use abstract plans to compute a
heuristic value, e.g., the length of the abstract plan. Helmert [13] developed
the causal graph heuristic which solves an abstract instance. The abstract
instance is further decomposed into several smaller instances which can be
solved in polynomial time. The sum of the plan lengths are used as a heuristic
value for the original instance.
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Another way to exploit abstraction is to use abstract plans for refinement.
Knoblock [17] used abstraction in the following way: first a plan for the
abstract instance is found, and then this plan is refined into a solution for
the original instance. The operators in the abstract plan can be viewed as
subgoals for the original instance. The subgoals are easier to solve than the
end goal, and the total time for solving the problem instances induced by the
subgoals is lower than the total time for solving the original instance. This
process is called refinement, i.e., an abstract plan is refined to a concrete plan.
However, since abstract instances may contain spurious states (an abstract
state which lead to a goal, but there are no corresponding original states
which leads to a goal) it is possible that an abstract plan cannot be refined
[22]. It has been demonstrated that this technique can give a big decrease in
planning time and that it could give exponential speed-up for some problems
[17]. However, the opposite is also possible: Bäckström and Jonsson [5]
showed that plans can become exponentially longer than an optimal plan
too. Hence, the choice of abstraction is very important.

Subgoals are not unlike the idea of landmarks [15], which are facts (usually
variable assignments) that must be true at some point in any plan for a
problem instance. Furthermore ordered landmarks are landmarks that have
precedence constraints. For example if the precedence constraints are a total
order, then we can find a plan to the first landmark, then on to the second
and so on – which is not unlike how we use subgoals. However note that
subgoals found in abstract plans are not necessarily landmarks.

1.3 Results
The two methods explained above are how abstraction is exploited today.
In this thesis we present new ways to exploit abstraction. The main con-
tributions are three novel methods to determine: (i) if a problem instance
is unsolvable; (ii) if a state cannot lead to a solution; and (iii) if an oper-
ator or value is irrelevant. All of these methods are based on abstraction.
The first method is not complete under the restriction that it has to run in
polynomial-time. It is based on an adaptation of the well-studied concept
of k-consistency from constraint satisfaction. The idea is that given a prob-
lem instance, all abstract instances of some maximum size k are solved. If
any such abstract instance is unsolvable then the original instance must be
unsolvable as well. If the number k is fixed, then abstract instances can be
solved in polynomial time.

During the process of solving these abstract instances we also extract
information which is also useful for solving the original instance. One piece
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of information that we extract is what we call forbidden state patterns, which
are the opposite of pattern databases [7, 8]. A pattern database identifies
states with a cost to a goal. A forbidden state pattern on the other hand
identifies states for which there exists no solution (i.e., the cost is infinity).
We consider it just as important to discuss bad states as it is to discuss good
states.

We also extract critical sets of operators or values from the solutions
of abstract instances. Critical sets contain operators or values which are
required in every solution for the problem. Critical sets is a more precise
concept than landmarks, and therefore we avoid the term on purpose. We
use critical sets to identify operators and values which are irrelevant. We
say that an operator or value is irrelevant if it is not needed to solve the
problem. In other words we can remove these operators and values from the
instance while preserving solvability. Haslum and Jonsson [11] demonstrated
that removing redundant operators can in some cases decrease planning time
significantly. We give another novel method for identifying not only operators
which we can remove, but also values.

1.4 Structure of this report
Chapter 2 covers the formalism we will be working with – the SAS+ formalism.
In contrast to the STRIPS formalism where the domain for variables is
boolean, the domain for the variables in the SAS+ formalism is multi-valued.
Both formalisms are equivalent in expressive power [4] but this difference
allows us to view the problem in a different light. For example the domain
transition graph for a variable is more interesting to discuss for multi-valued
domains than a boolean domain.

In Chapter 3 projection is introduced, which is a method of abstraction.
We study abstraction through different types of projection, and show what
properties each projection has. We later make use of these properties to
check for k-consistency, find critical sets and forbidden state patterns. The
projections we study are the following three: variable, domain and opera-
tor projection. The first projection serve as a cornerstone for k-consistency
checks and for finding forbidden state patterns, while the other two are used
to find critical sets.

Chapter 4 introduces the concept of critical sets, which are sets of opera-
tors or values that are necessary for any solution. The sets are used to identify
irrelevant information, i.e., operators and values which are not necessary to
solve the problem.

In Chapter 5 we show how to find critical sets by using variable and do-
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main/operator projection. To accomplish this we investigate how critical sets
for projected instances behave. We also introduce forbidden state patterns
in this chapter, which are states that must be avoided by any plan. We also
give pseudo-code for an algorithm which performs k-consistency and finds
both critical sets and forbidden state patterns.

Chapter 6 shows how we can use critical sets and forbidden state patterns
to identify operators and values which are not necessary for finding a solution.

Chapter 7 wraps up with a discussion about the results and future work.
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Chapter 2

SAS+ formalism

There are many different planning formalisms. The SAS+ formalism [3] that
we will use is an instance of classical planning. In contrast to STRIPS,
the SAS+ formalism has multi-valued variable domains, instead of boolean
variables. The following definition and notation of a SAS+ planning task is
borrowed from Helmert [13]:

Definition 2.1. A SAS+ planning task is a 4-tuple Π = ⟨V,O, s0, s∗⟩ with
the following components:

● V = {v1, . . . , vn} is a set of state variables, each with an associated
finite domain Dv. A partial state assignment over the variables V
is a function s on some subset of the variables V such that s(v) ∈ Dv

whenever s(v) is defined. If s(v) is defined for all variables v ∈ V , then
s is called a state.

● O is the set of operators, where an operator is a pair ⟨pre, eff⟩ of partial
state assignments called preconditions and effects, respectively.

● s0 is a state called the initial state and s∗ is a partial variable assign-
ment called the goal.

We will also use the notation {v1 = d1, . . . , vn = dn} to explicitly define par-
tial state assignments. Variables not explicitly defined are undefined. Note
that we do not have a state-transition function, but the operators implicitly
define the state-transitions. Variables in SAS+ planning tasks usually rep-
resent objects, e.g., trucks, packages or blocks. The domain represents the
state the object is in, e.g., the location of it.

Definition 2.2. Given a partial state assignment f , the domain of f is
denoted Vf and is the set of variables that the function is defined for.
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Example 2.3. The domain of the partial state assignment f = {a = 1, b = 2}
is Vf = {a, b}. Since the variable c ∉ Vf , f(c) is undefined.

Definition 2.4. Two partial state assignments f1 and f2 match, denoted
f1 ∼ f2, if v ∈ Vf1 ∩ Vf2 and f1(v) = f2(v) for all variables. The composition
of the partial state assignments f1 and f2 is f1 ⊕ f2 = f3 where f3(v) = f1(v)
for all variables v ∈ Vf1 − Vf2 and f3(v) = f2(v) for all variables v ∈ Vf2 .

Example 2.5. Let f1 = {a = 1, b = 2, c = 3} and f2 = {c = 3, d = 4} be two
partial state assignments. These two functions match, i.e., f1 ∼ f2 because
Vf1 ∩Vf2 = {c} and f1(c) = f2(c). Note that they only need to have the same
definition for common variables to match.

Example 2.6. Let f1 = {a = 3, b = 2, c = 1} and f2 = {a = 1, c = 3} be two
partial state assignments. The composition of f1 and f2 is f1 ⊕ f2 = {a =
1, b = 2, c = 3}. Note that the values of the right-hand operand overrides the
values of the left-hand operand.

The matching concept is useful when we discuss similarities between state
assignments, especially together with the domains. Composition will later
be used to define the result of applying an operator on a state.

Definition 2.7. An operator ⟨pre, eff⟩ is applicable in a state s if and only
if s ∼ pre, and the result of applying the operator is the state s⊕ eff.

For every pair of states s1 and s2 in the state space1 there is an arc from
s1 to s2 if there exists an operator ⟨pre, eff⟩ such that s1 ∼ pre and s1⊕eff = s2.

Definition 2.8. Let S = ⟨o1, . . . on⟩ be a finite sequence of operators. We use
the notation S[i] = oi, i ≤m to refer to the ith operator in the sequence, and
the following notation to refer to subsequences:

S[i . . . j] =

⎧⎪⎪
⎨
⎪⎪⎩

⟨S[i], . . . , S[j]⟩ , where 1 ≤ i ≤ j ≤ n

⟨⟩ , otherwise

Illegal ranges, or ranges that make no sense, result in the empty sequence.

Definition 2.9. Given a state s and a finite sequence of operators S =
⟨⟨pre1, eff1⟩, . . . , ⟨pren, effn⟩⟩, the result of applying the sequence S to the
state s is denoted s⊕ S and defined as:

s⊕ S =

⎧⎪⎪
⎨
⎪⎪⎩

(s⊕ eff1)⊕ S[2...n] , where n ≥ 1

s , otherwise

1Informally, the state space of a task is a directed graph where all possible states is the
node set, and the arc set represents possible transitions between states.
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Note that applying a sequence to a state does not take the preconditions into
account.

Definition 2.10. A plan for a SAS+ planning task Π = ⟨V,O, s0, s∗⟩ is a
finite sequence of operators P = ⟨⟨pre1, eff1⟩, . . . , ⟨pren, effn⟩⟩ such that s0 ⊕
P [1 . . . i − 1] ∼ prei for all 1 ≤ i ≤ n. Furthermore if (s0 ⊕ P ) ∼ s∗ then the
plan is also a solution for the task.

In other words, a plan is a sequence of operators such that every operator
is applicable in the state that follows from applying the previous operators. A
plan is also a solution if the final state matches the goal. It sometimes occurs
in the literature that plans and solutions are the same, but we distinquish
between them because it is interesting to discuss plans as well (even if they are
not solutions). For example, which operators can or cannot occur together.

An useful tool for analysing planning tasks is the concept of causal graph
[17], which gives an overview of the dependencies between variables in the
task. The causal graph dooes not encode dependencies exactly but is an
abstraction. It has some interesting properties which we will use later.

Definition 2.11. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task. The causal
graph CGΠ = (V,E) of the task is a directed graph, such that an arc (v,w) ∈
E if and only if v ≠ w and there exists an operator ⟨pre, eff⟩ such that either

1. v ∈ Vpre and w ∈ Veff, or

2. v,w ∈ Veff.

The two cases in the definition for causal graphs represents different types
of dependencies. The first case represents a precondition dependency, i.e.,
for the target variable (in an arc) to assume some value it need the source
variable to have some value. The second case represents an effect dependency,
i.e., if the source variable assume some value then the target variable must
also assume some value.

Definition 2.12. Given a SAS+ planning task with the variable set V and
operator set O, the domain transition graph of a variable v ∈ V is the
directed graph DTGv = (Dv,E), such that an arc (a, b) ∈ E if and only if
either

1. there exists an operator ⟨pre, eff⟩ such that pre(v) = a and eff(v) = b,
or

2. there exists an operator ⟨pre, eff⟩ such that pre(v) is undefined and
eff(v) = b.
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The domain transition graph encodes dependencies between the values of
a variable. The notation a↝ b is used to denote that there exists a (directed)
path in the DTG from a to b. The negation is denoted a  b. This notation
is useful when we discuss whether a variable can change from one value to
another.
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Chapter 3

Projection

In this chapter we will discuss three types of projections; variable, domain and
operator projection. Projection is a kind of abstraction since it constructs a
simpler “version” of the task which is easier to solve. Historically there have
been two uses of abstraction in automated planning: (i) refining the solution
for the abstract task into a concrete solution [17, 5], or (ii) using the length
of the solution for the abstract task as a heuristic value [14, 16, 1]. To refine
an abstract solution we take the sequence consisting of the corresponding
original operators, which might not be a solution or even a plan, and add
operators to it such that the precondition of every operator is fullfilled. In
other words these operators can be viewed as landmarks to the goal and we
try to fill in the blanks, however the difficulty of refinement depends on the
method of abstraction.

For variable projection we use the classical method, i.e., removing some
of the variables in the preconditions and effects. For domain and operator
projection we will instead use the reduction concept. These different projec-
tion methods yield different properties, especially in regard to the difficulty
of refining abstract solutions. For variable projection it is difficult to refine
the abstract solution, while this is trivial for domain and operator projection.

3.1 Variable projection
We use the most common definition of variable projection, i.e., removing
some of the preconditions and effects of operators. This way we reduce
the complexity of the task by ignoring some of the dependencies. Since a
solution to a projected task does not necessarily satisfy all dependencies, it
can serve either to compute a heuristic value or as an abstract solution for
further refinement. However, refining an abstract solution might be difficult
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or even impossible since it can break dependencies that are fundamental for
the original task.

Definition 3.1. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let V ′ ⊆ V
be a variable set. The variable projection of the task Π on the variable set
V ′ is the task Π∣V ′ = ⟨V ′,O∣V ′, s0∣V ′, s∗∣V ′⟩, where O∣V ′ = {⟨pre∣V ′, eff∣V ′⟩ ∣
⟨pre, eff⟩ ∈ O ∧ Veff∣V ′ ≠ ∅}. Partial state assignments f ∣V ′ are defined only
over the set V ′, i.e., the domain of the projected function is Vf ∣V ′ = Vf ∩ V ′.

Basically, a variable projection redefines all partial state assignments in
the task such that it is undefined for the variables not in the set. If the
projection of an operator has no effect, then the operator has no purpose
and is removed. The domain transition graphs for the remaining variables in
the projection do not change, only dependencies between the variables are
removed.

Example 3.2. Let Π = ⟨V,O, s0, s∗⟩ be the SAS+ planning task in Figure
3.1a. The task has the following components:

● V = {v1, v2}, Dv1 = {1, 2, 3, 4} and Dv2 = {a, b},

● O = {o1→2, o1→3, o3→4, o2→4}, where:

○ o1→2 = ⟨{v1 = 1, v2 = b}, {v1 = 2}⟩,

○ o1→3 = ⟨{v1 = 1}, {v1 = 3}⟩,

○ o3→4 = ⟨{v1 = 3}, {v1 = 4}⟩ and

○ o2→4 = ⟨{v1 = 2}, {v1 = 4}⟩.

● s0 = {v1 = 1, v2 = a},

● s∗ = {a = 4}

There is only one solution for the task Π, namely ⟨o1→3, o3→4⟩. The
operator o1→2 has a precondition which can never be fulfilled. However in the
task projected on the variable set V ′ = {v1} (Figure 3.1b), the preconditions
for the operator o1→2∣V ′ = ⟨{v1 = 1}, {v1 = 2}⟩ can be fulfilled. The plan
⟨o1→2, o2→4⟩ is a solution for this projected task.

We will use the task explained in Example 3.2 as a running example.

Example 3.3. The logistics domain is the problem of delivering packages
using trucks. Let Π be a logistics planning task that has 3 variables; t1,
t2 and p. The variables t1 and t2 denote trucks, and the domain of these
variables are the locations the trucks can be at. The variable p denotes the
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4v1

v2 a b

(a) Original task

1

2

3

4v1

(b) Projected task

Figure 3.1: The figure (a) shows a task with two variables v1, v2, and the
figure (b) shows the task projected on the variable set {v1}. The boxes
represent the variables’ domain transition graphs. The dashed arrow denotes
a precondition of the operator. Initial and goal values are represented as bold
and double circles, respectively.

package, which can be at the same locations as the trucks, but also inside
the trucks t1 and t2.

The task Π projected on the variable set V ′ = {p} is the problem of where
the package has to get picked up from and delivered to (although, in this case,
this knowledge already exists in the initial and goal states). A solution may
consist of loading and picking up the same package from several locations,
not necessarily only at the initial and goal location.

The foremost problem with variable projection is that a solution for the
projected task does not necessarily correspond to a solution for the original
task. The reason is that the projection might remove dependencies, which
opens up for more opportunities. There might be solutions for projected
tasks which cannot be refined into a concrete solution at all; these solutions
might not tell us anything about the solutions for the original task which
we want to solve. The abstract solutions for the projected task in Example
3.3 are of questionable use because the package can move by itself (all the
preconditions on the trucks are gone). On the other hand, if it is possible to
refine an abstract solution to a concrete solution then it can greatly reduce
the planning time for the original task. This is called abstraction planning.
The main problem of abstraction planning is how to choose a good variable
projection [17, 5].

Some heuristics that are used in planning are based on solving abstract
instances (such as projected tasks) and use the length of the solution as the
heuristic value [1, 13, 16]. However, such a heuristic can be too optimistic if it
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returns the length of a unrefineable solution since it may use shortcuts which
do not exists for the original task. Furthermore, these heuristics can also
give the set of operators used in the abstract solution as additional guidance.
Intuitively, these operators have in some sense proven themselves to be useful
and thus can often be assumed more likely to be used in a potential solution
for the original task.1

Definition 3.4. Given two plans P1, P2, the result of appending P1 to
P2 is denoted and defined as P1 + P2 = ⟨P1[1], . . . , P1[n], P2[1], . . . , P2[m]⟩,
∣P1∣ = n, ∣P2∣ =m. If either P1 or P2 is the empty plan, then the result is the
other plan.

Definition 3.5. Let Π be a SAS+ planning task with the variable set V , and
let V ′ ⊆ V be a variable set. Given a plan P = ⟨⟨pre1, eff1⟩, . . . , ⟨pren, effn⟩⟩
for Π, the projected plan on the variable set V ′ is the plan:

P ∣V ′ =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

⟨⟨pre1∣V
′, eff1∣V ′⟩⟩ + P [2 . . . n]∣V ′ , where ∣P ∣ ≥ 1 ∧ Veff1∣V ′ ≠ ∅

P [2 . . . n]∣V ′ , where ∣P ∣ ≥ 1 ∧ Veff1∣V ′ = ∅

⟨⟩ , otherwise

The projection is analogous to how variable projection is defined, i.e., all
the operators in the plan are projected onto the variable set V ′ and operators
with no effect are removed. Since plan projection is performed in a similar
way, the consequence is that every operator in the projected plan P ∣V ′ exists
in the projected task Π∣V ′.

Lemma 3.6. Let Π be a SAS+ planning task with the variable set V , and
let V ′ ⊆ V be a set of variables. Given a plan P for the task Π, then the
projected plan P ∣V ′ is a plan for the projected task Π∣V ′.

Proof. Assume that some operator P ∣V ′[i] = ⟨pre, eff⟩ is not applicable in the
state si−1 = s0∣V ′⊕P ∣V ′[1 . . . i−1] where s0 is the initial state for the task Π.

Further suppose that the operator ⟨pre, eff⟩ is the first such operator in the
abstract plan, i.e., the subsequence P ∣V ′[1 . . . i−1] is a plan. This means that
there exists a precondition that is not fulfilled, i.e., pre(v) ≠ si−1(v), v ∈ V ′.
However, for every operator ⟨pre′, eff′⟩ ∈ P , pre′(v) = pre′∣V ′(v) and eff′(v) =
eff′∣V ′(v). Since P is a plan for the task Π this leads to a contradiction.
Therefore the operator ⟨pre, eff⟩ must be applicable and because there does
not exists a first not applicable operator, the sequence must be a plan for
the projected task Π∣V ′.

1The set is sometimes called helpful actions [16] or preferred operators [14].
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Corollary 3.7. Let Π be a SAS+ planning task with the variable set V , and
let S be a solution for the task Π. Given a variable set V ′ ⊆ V , then the plan
S∣V ′ is a solution for the task Π∣V ′.

Given a solution for the original task, its projection is a solution for the
corresponding projected task. In other words, if we have a solution for the
original task then we have a solution for all possible projected tasks. The
other way around is, of course, not true. For instance in Example 3.2, the
second solution for the projected task does not have a corresponding solution
for the original task (it cannot be refined). Another way to show this is by
creating an unsolvable task with a solvable projected task.

Corollary 3.8. Let Π be a SAS+ planning task with variable set V and let
V ′ ⊆ V . If the projected task Π∣V ′ is unsolvable, then the original task Π is
unsolvable.

Corollary 3.8 is the contrapositive of Corollary 3.7. Although the result
is not surprising, it is very important. It means that we can prove unsolv-
ability of a task by proving unsolvability for a projected tasks, which can
be significantly easier. Although there is no guarantee in general that there
exists an unsolvable projected task for an unsolvable tasks. Corollary 3.8 is
the cornerstone of checking consistency by variable projection, which we will
describe in detail later.

3.2 Domain projection
Domain projection is similar to variable projection in the sense that it will
construct a simplified task by projecting variables of the original task onto
smaller domains, but in contrast to variable projection it does not modify
the operators. Operators with a precondition or effect on a value not in the
projection are excluded, rather than modified, from the projected task. This
difference is important since it yields a different set of properties, especially
regarding how solutions for the projected task are related to the solutions for
the original task.

Definition 3.9. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ task and D ⊆ Dv be a set
of values for some variable v such that s0(v) ∈D and s∗(v) ∈D.

The domain projection of the task Π on the set D is the task Π∣D =
⟨V,O′, s0, s∗⟩ where O′ = {⟨pre, eff⟩ ∣ ⟨pre, eff⟩ ∈ O, pre(v) ∉ Dv −D, eff(v) ∉
Dv −D} and the domain for the variable v is the set D. If pre(v) or eff(v)
are undefined, then they are not members of the set Dv −D.
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Essentially, domain projection replaces the domain for a variable and re-
moves operators that has either a precondition or an effect on a value not
in the new domain. Operators which have a precondition or an effect on a
removed value have to be removed as well because they are ill-defined op-
erators. In contrast, variable projection in some sense rather “repairs” the
operators that become ill-defined. This difference between domain and vari-
able projection yields a different property, namely that solutions for domain
projected tasks are also solutions for the original task. However, note that
the reverse is not necessarily true. In other words domain projection can
remove solutions, but cannot add solutions.

1

2

3

4v1

v2 a b

(a) Original task

1

2

3

4v1

v2 a

(b) Reduced task

Figure 3.2: The task in (b) is the task in (a) projected on the set {a} for the
variable v2.

Example 3.10. Lets revisit the task explained in Example 3.2 (for a re-
minder, see Figure 3.2a). The task projected on the set {a} for the variable
v2 is illustrated in Figure 3.2b. In this case, the difference between variable
and domain projection is that the operator o1→2 is removed.

In general, the solution set for the reduced task is a subset of the solution
set for the original task, but in this example, the solution sets are the same.
If the operator oa→b existed, then the solution ⟨o1→2, o2→4⟩ would have been
a solution for the original task, but not for the reduced task.

Domain projection has the property that all solutions for the projected
task are also solutions for the original task. Recall that for variable projec-
tion, this is not the case although it might be possible to refine solutions.
Domain projection can be viewed such that solutions can always be refined,
and to refine we do nothing. Hence, if the projected task is solvable, so is
the original task.
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Lemma 3.11. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task. Let D ⊆ Dv,
v ∈ V such that s0(v) ∈ D and s∗(v) ∈ D if s∗(v) is defined. If a plan S is
a solution for the projected task Π∣D, then the plan S is a solution for the
original task Π.

Proof. Note that the initial state and the goal condition is the same. Also
note that every operator in the projected task Π∣D also exist in the original
task Π.

Let S be the given solution for the projected task Π∣D. The solution S
must be a plan for the original task Π because the initial state and operators
are the same. Furthermore, it must also be a solution since the goal condition
is unchanged.

3.3 Operator projection
Operator projection is very similar to domain projection. We define operator
projection as a reduction, i.e., operators can be removed but never altered.
Since operator and domain projection are so similar, they also have similar
properties.

Definition 3.12. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let
O′ ⊆ O be a set of operators. The operator projection of Π on the set O′

is the task Π∣O′ = ⟨V,O′, s0, s∗⟩.

Lemma 3.13. Let Π be a SAS+ planning task and O′ ⊆ O an operator set.
If a plan S is a solution for the projected task Π∣O′, then S is a solution for
the task Π.

Proof. The initial state s0 and the goal s∗ are the same in both tasks. Fur-
thermore all operators in the plan S exists in both tasks. It follows directly
from these two facts that the plan S is a solution for the task Π

A very important question that we have ignored so far is how to choose
the set to project on. This question is of outmost importance for planners
based on solution refinement, which need a good ratio between refineable
and unrefineable solutions to find a solution quickly. We do not deal with
solution refinement and our intentions are different, but we will explore how
to determine what sets are unnecessary to project on later in this report.
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Chapter 4

Critical Sets

A critical set for a task is a set of operators (or values) such that at least one
operator (or value) is used (or achieved) in every solution. In other words,
the task projected on the complement of a critical set is unsolvable, hence
the name. The usual definition of landmarks is very similar to critical sets
as they are operators or values that must be used or achieved in all solu-
tions.1 We deliberately avoid the term landmark since it has many different
definitions and usages. It is rather an idea than a definition. Critical sets is
a generalisation since every landmark is the same as a singleton critical set.
Landmarks are by themselves not expressive enough to encode options. For
example, in the problem of finding a path in a graph, there might be several
paths from the start to the end such that no node is common to all paths.
In this case only the start and end nodes are landmarks, but there might be
other nodes which are particularly important (similar to a cut of a graph).
Critical sets can encode the information that these nodes together are crucial
for any solution.

Definition 4.1. Let Π be a SAS+ planning task with operator set O. An
operator set O′ ⊆ O is a critical set if for every solution S for the task Π
there exists an operator o in S such that o ∈ O′.

Definition 4.2. Let ⟨V,O, s0, s∗⟩ be a SAS+ planning task. A value set
D ⊆ Dv, v ∈ V is a critical set if for all solutions S there exists an i ≤ ∣S∣
such that si = s0 ⊕ S[0 . . . i], si(v) ∈D.

Note that if a planning task has no solution, then all sets are considered
critical (by universal quantification over the empty set). We distinguish
between different types of sets that are not critical; there are two such types:

1This is the most common definition of landmarks, however there are many other
definitions such as disjunctive action landmarks [12], which is similar to our definition.
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1. for every solution there is no operator (or value) in the set that is used
(or achieved), or

2. there exist two solutions such that at least one operator (or value) in
the set is used (or achieved) in one solution, but no operator (or value)
in the set is used (or achieved) in the other solution.

We call the first type forbidden sets since using (or achieving) any opera-
tor (or value) in the set is disastrous, since it is futile to try to find a solution
afterwards (hence the name). Note that all subsets of a forbidden set are also
forbidden sets. Forbidden sets can be used to prune the search space since if
the plan achieves some value or uses some operator in a forbidden set, then
the planner can backtrack immediately.

Definition 4.3. Let Π be a SAS+ planning task with the operator set O. An
operator set O′ ⊆ O is a forbidden set if for every solution S for the task Π
there does not exists any operator o in S such that o ∈ O′.

Definition 4.4. Let ⟨V,O, s0, s∗⟩ be a SAS+ planning task. A set of values
D ⊆Dv, v ∈ V is a forbidden set if for every solution S there does not exists
an i ≤ ∣S∣ such that si = s0 ⊕ S[1 . . . i], si(v) ∈D.

The second type of sets which are not critical are called candidate sets.
A set is a candidate set if it is neither forbidden nor critical. For a candidate
set there exist two solutions, one which uses (or achieves) some operator (or
value) in the set, and another which does not.

Definition 4.5. A operator or value set that is neither critical nor forbidden
is a candidate set.

1

2

3

4v1

Figure 4.1: A task with two solutions: ⟨o1→2, o2→4⟩ and ⟨o1→3, o3→4⟩.
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Example 4.6. Lets revisit the projected task in Example 3.2 (for a reminder,
see Figure 4.1). The sets {2, 3} and {2} are critical and candidate sets,
respectively. The set {2} is a candidate set since there exists a solution
which achieves this value, but another solution which does not. There are no
forbidden sets in the task except the empty set. The set {1, 2, 3, 4} is also
critical since the subset {2} is a critical set.

All sets that have a subset which is critical, are also critical. Therefore
all sets that include an initial value are critical sets. A problem with critical
sets is that they may fail to capture important information about specific op-
erators (or values) in the set. A critical set may contain operators (or values)
that are never used in any solution (i.e., forbidden operators or values) and
we cannot tell whether an operator (or value) of a critical set is important.
Hence there is a need for a criteria that can tell us if a set does not contain
unnecessary operators (or values), in otherwords a certain minimality crite-
ria. If a critical set is minimal then that fact implies that all the operators
(or values) in the set are used (or achieved) in at least one solution and that
all of them are needed for the set to be critical.

Definition 4.7. A critical set isminimal if no proper subset of it is a critical
set.

It follows from this definition that if a critical set is not minimal, then
there exists a proper critical subset which is. Furthermore, if a critical set is
minimal then it has no subsets which are forbidden, but every proper subset
is a candidate set. There does not exist an unique minimal critical set for a
planning task, this can easily be shown by a task with only one solution that
has length greater than one. Since the task only has one solution, then that
means every operator in said solution forms a critical singleton set. Hence,
there does not exists an unique minimal critical set. A similar argument can
be used for critical sets of values.

If a critical set is minimal, then that fact implies that for every operator
(or value) in the critical set, there exists a solution which uses (or achieves)
the operator (or value), but not any other operator in the critical set. In
other words, if we remove an operator (or value) from a minimal critical
set, then the remaining set does not cover all solutions and is therefore not
critical. Hence there must exists at least as many solutions as the cardinality
of the set.

Lemma 4.8. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and O′ ⊆ O be a
minimal critical set of operators. For every distinct pair o1, o2 ∈ O′, o1 ≠ o2

there exists a solution S such that o1 in S and s2 not in S.
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Proof. Let o1, o2 ∈ O′, o1 ≠ o2, and assume there does not exist any solution
S such that o1 in S and o2 not in S. In other words, for all solutions S which
use operator o1, some operator o2 is also used. Since the set O′ is a minimal
critical set the set O′′ = O′−{o1} is not critical. Hence, there exists a solution
S′ such that no operator in the set O′′ is used. Since the sets O′ and O′′

are critical and not critical, respectively, the solution S′ must use one of the
operators in the difference, i.e., the operator o1. This is a contradiction to our
assumption since for all solutions which use the operator o1, some operator
o2 which is in the set O′′ is used. Hence there must exist a solution which
fulfills the conditions.

Lemma 4.9. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and D ⊆ Dv be
a minimal critical set of values for some variable v ∈ V . For every distinct
pair a, b ∈D, a ≠ b there exists a solution S such that:

∃i ≤ ∣S∣ ∶ (s0 ⊕ S1[1 . . . i])(v) = a

¬∃j ≤ ∣S∣ ∶ (s0 ⊕ S1[1 . . . j])(v) = b

Proof. Let a, b ∈ D, a ≠ b, and assume that there does not exist any solution
S such that a is achieved at some point and b is not achieved at any point.
In other words, every solution S that achieves value a also achieves value b.
Since the set D is a minimal critical set it follows by definition that the set
D′ = D − {a} is not critical. Therefore, there exists a solution S′ such that
no value in the set D′ is achieved, but some value in the set D is achieved.
The value must be in the difference of the sets D and D′, i.e., it must be
the value a. This leads to a contradiction since for every solution S where
the value a is achieved, some value b is also achieved. Thus the solution S′
should achieve the value b in D′ but it does not. Hence there must exists a
solution which fulfills the conditions.

Example 4.10. The task in Figure 4.1 has the following minimal critical
sets: {1}, {2, 3} and {4}. The initial and goal values, by themselves, are
always minimal critical sets. The second set is the most interesting one since
it represents a choice between two solutions.

Minimal critical sets can sometimes be thought of as choices which exist
in the problem. While all critical sets have a minimal critical subset, it is
not true that all candidate sets have a minimal critical superset, even if the
candidate set does not contain any forbidden operators (or values).
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Chapter 5

Finding Critical Sets

In this chapter we present an algorithm for finding minimal critical sets for a
task. To determine if a set is critical we use the fact it is critical if and only
if the task projected on its complement is unsolvable. Furthermore if a set
is critical in a variable projected task, then it is critical also in the original
task. These two facts lay the basis for the algorithm for finding critical sets.
We also show how to avoid to test all possible projections, by presenting an
algorithm that is iterative and that constructs patterns that can be used to
avoid branches of the state-space which do not lead to a solution. These
patterns are saved and used each iteration to increase the efficiency of the
algorithm.

5.1 Determining Critical Sets
The algorithm uses the fact that if we project a task on a critical set’s com-
plement, then the projected task is unsolvable. It is not surprising that this
is true considering the definition of critical sets and projection.

Lemma 5.1. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let v ∈ V ,
D ⊆ Dv be a set of values such that s0(v), s∗(v) ∉ D. Then the set D is
critical if and only if the task Π∣(Dv −D) is unsolvable.

Proof. Assume that the task Π has a solution, since otherwise all sets are
critical sets.

(⇐) Suppose the task Π∣(Dv −D) is unsolvable and let S be a solution
for the task Π which does not achieve any values in the set D. It follows that
the plan S is also a solution for the task Π∣(Dv−D), which is a contradiction.
Therefore D must be a critical set.

(⇒) Suppose the set D is critical. Then every solution for the task Π
achieves a value in the set D. Suppose that the task Π∣(Dv − D) has a
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solution S. Then the plan S is also a solution for the task Π, but this is a
contradiction since it does not achieve any value in the set D. Therefore the
task Π∣(Dv −D) must be unsolvable.

Lemma 5.2. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let O′ ⊆ O
be an operator set. Then the set O′ is a critical set if and only if Π∣(O −O′)
is unsolvable.

Proof. Identical to the proof of Lemma 5.1.

Lemma 5.1 and Lemma 5.2 will be used to determine whether a set is
critical. The lemmas are almost equivalent to the definition of critical sets,
but do not explicitly enumerate every solution for the task. Rather than
checking if every solution uses (or achieves) an operator (or value) of a given
set, we search for a solution which do not use (or achieve) an operator (or
value) of the set. Unfortunately, the problem of determining whether a set
is critical is PSPACE-complete in general (same as determining solvability).

Theorem 5.3. Given a SAS+ planning task with the variable set V and a
set of values D ⊆ Dv, v ∈ V . Determining whether D is critical is PSPACE-
complete.

Proof. Hardness is proven by polynomial reduction from plan existence for
SAS+ tasks (which is PSPACE-complete [6]). Given a SAS+ planning task
⟨V,O, s0, s∗⟩, we modify it to contain a way to by-pass the task and satisfy
the goal.

Let d be a new value for some arbitrary variable v ∈ Vs∗ .

● D′
v =Dv ∪ {d}.

● A = {⟨{v = s0(v)},{v = d}⟩, ⟨{v = d},{v = s∗(v)}⟩}.

● B = {⟨{v′ = s0(v′), v = d},{v′ = s∗(v′)}⟩ ∣ v′ ∈ Vs∗ − {v}}.

● O′ = O ∪A ∪B.

In the new task we have added a way to by-pass the task, by achieving
v = d and then achieving all the goals for every variable. Since the value
d does not exist in the original task it can only be critical1 if the origi-
nal task is unsolvable. In other words, the set {d} is critical for the task

1We say that a value (or operator) is critical if the singleton set containing said value
(or operator) is critical.
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⟨V,O′, s0, s∗⟩ where the domain for v is D′
v if and only if the original plan-

ning task ⟨V,O, s0, s∗⟩ is unsolvable. Thus, determining whether a value set
is critical must be PSPACE-hard.

Membership can be shown by projecting the task on the set Dv −D. By
Lemma 5.1 the set D is a critical set if and only if there does not exists a
solution in the projected task. Because plan existence is in PSPACE, so is
determining whether a value set is critical.

Theorem 5.4. Given a SAS+ planning task with the operator set O and a set
of operators O′ ⊆ O. Determining whether O′ is critical is PSPACE-complete.

Proof. From the proof of Theorem 5.3 we can derive that the operators sets
{⟨{v = s0(v)},{v = d}⟩} and {⟨{v = d},{v = s∗(v)}⟩} must be critical if and
only if the original planning task is unsolvable. With the same argument,
determining whether an operator set is critical is PSPACE-complete.

Let us for now ignore the fact that plan existence is PSPACE-complete
in general and try to answer the question what a good strategy would be to
find minimal critical sets based on finding solutions. We restrict ourselves
to constructing minimal critical sets of operators, but the idea can easily be
translated to sets of values as well.

We can construct an algorithm for finding a minimal critical set for a
planning task Π = ⟨V,O, s0, s∗⟩ based on the property that for every operator
in a minimal critical set, there exists a solution which only uses it and no
other operator in the set. Stated differently: given a critical set and a set
of solutions, if for every operator in the critical set there exists a solution
in the set of solutions which only uses that operator, then the critical set is
minimal. In other words, the set of solutions proves that the critical set is
minimal. The algorithm will construct a minimal critical set and a set of
solutions in a bottom-up process such that when the current set of operators
is a critical set, we can also prove the critical set to be minimal with the
current set of operators.

At any point we ensure that both of the current sets are consistent with
one another, i.e., we have a set of operators and a set of solutions such that
for every operator in the set, we know of a solution which only uses that
operator in the set. To construct a minimal critical set we initially start with
the empty set as the current set of operators O′ and as the current set of
solutions S. To test if the current set O′ is a critical set, we project the task
Π onto the set O −O′. If the projected task Π∣(O −O′) is unsolvable, then
the current set O′ is a critical set. Furthermore, the set S proves that the
critical set is minimal.
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If the current set O′ is not a critical set, then we add an operator o′
and a solution s′ to the sets O′ and S, respectively, such that we preserve
consistency. To chose the operator o′ and the solution s′, we can look at the
solution s for the projected task Π∣(O−O′). There is little point in adding an
operator o′ not in the solution s since the solution s is not covered (is still a
solution) and therefore the set O′∪{o′} cannot be a critical set. Furthermore,
we do not want the operator o′ to be used in some solution in S, because
that would break consistency between the sets O′ ∪ {o′} and S. In the case
when we are able to chose an operator o′ in s such that there does not exists
some solution in S, which uses o′, then we simply add o′ to O′ and s′ = s to
S.

Otherwise, our hands are tied and we have to chose some operator in
the solution s which is used in some solution in S. Since we need to ensure
consistency between the current sets, we need to remove some operators and
solutions from the sets O′ and S, respectively, before adding the operator o′
and the solution s′. The solutions we need to remove are the one that use
the operator o′, and the operators we need to remove are the one that no
longer have any solution in the resulting set of solutions which uses it and
no other operator. After removing these operators and solutions we add the
operator o′ and the solution s′ = s to the sets O′ and S, respectively.

Since consistency between the sets are preserved, if the new current set is
a critical set then the set is also a minimal critical set, otherwise we repeat
this process until we have found a minimal critical set.
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Algorithm 1 Computes a minimal critical set of operators for the given
task.
function MinimalCriticalSet( Π = ⟨V,O, s0, s∗⟩ ∶ A SAS+ planning
task, O′ ∶ A set of operators, S ∶ A set of solutions)

s ← Solve(Π∣(O −O′))
if s is undefined then

return O′

end if
o ← AnyOperatorNotIn(s, S)
if o is defined then

return MinimalCriticalSet(Π, O′ ∪ {o}, S ∪ {s})
else

o ← AnyOperatorIn(s)
S′ ← S − {s ∣ s ∈ S, o in s}
O′′ ← OperatorsWithExclusiveSolution(O′, S′)
return MinimalCriticalSet(Π, O′′ ∪ {o}, S′ ∪ {s})

end if
end function

The initial function call is as follows: MinimalCriticalSet(Π, ∅, ∅)
for a task Π. The functions in Algorithm 1 are defined as:

● Solve/1 takes a task and returns a solution for it. If there is no
solution then undefined is returned.

● AnyOperatorNotIn/2 takes a solution and a set of solutions, and
returns an operator in the solution such that it is not in any of the
solutions in the set. If there does not exists one then undefined is
returned.

● AnyOperatorIn/1 takes a solution and returns an operator that is
in the solution.

● OperatorsWithExclusiveSolution/2 takes a set of operators and
a set of solutions, and return a set of operators such that for every op-
erator there exists a solution in the second argument where no other
operator in the first argument is used in the solution.

Note that the algorithm is defined only for operators, but can be easily
adapted to values as well, using an analogous idea. The operator returned
by the function AnyOperator/1 affects how many operators needs to be
removed from the set. Although we do not investigate it, minimizing or
maximizing the number of operators to be removed might yield different
types of minimal critical sets in general (for example small or big sets).
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5.2 Critical sets for variable projected tasks
If the goal is to find a solution for an original task faster, then there is no point
in finding critical sets by solving the original task. Furthermore, because of
the inherent complexity of planning, the tasks we solve instead are variable
projected tasks that are small enough to be solved within reasonable time.
We prove that critical sets for projected tasks are also critical sets for the
solvable original task (however the opposite is not necessarily true). Figure
5.1 shows the relationship between classifications for a projected task and an
original task. Note that the figure is only correct for solvable tasks. If sets
do not abide with the rules in the figure, then we know that the original task
is unsolvable. While it is difficult to find all minimal critical sets, we can find
some within reasonable time.

Forbidden Candidate CriticalΠ

Π|V Forbidden Candidate Critical

Figure 5.1: How the classification for a given set for a variable projected task
can differ for the solvable original task.

Theorem 5.5. Let Π = ⟨V,O, s0, s∗⟩ be a solvable SAS+ planning task, let
V ′ ⊂ V be a set of variables and let D ⊆ Dv, v ∈ V ′ be a critical set for the
projected task Π∣V ′. Then the set D is a critical set for the task Π.

Proof. Suppose the set D is not critical for the task Π. In other words,
there exists a solution S for the task Π such that no value in the set D is
achieved. Then by Corollary 3.7 the projected plan S∣V ′ is a solution for
the projected task Π∣V ′. Furthermore the solution S∣V ′ does not achieve any
value in the set D, which is a contradiction since the set D is a critical set
for the projected task Π∣V ′.

Theorem 5.6. Let Π = ⟨V,O, s0, s∗⟩ be a solvable SAS+ planning task, let
V ′ ⊂ V be a set of variables and let D ⊆Dv, v ∈ V ′ be a forbidden set for the
projected task Π∣V ′. Then the set D is a forbidden set for the task Π.

Proof. Suppose the set D is not a forbidden set for the task Π. In other
words there exists a solution S for the task Π such that some value in the
set D is achieved. By Corollary 3.7 the projected plan S∣V ′ is a solution
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for the projected task Π∣V ′. Furthermore the solution S∣V ′ is a solution
which achieves some value in D, which is a contradiction since the set D is
a forbidden set for the projected task Π∣V ′.

Since variable projection modifies operators the corresponding theorems
are slightly different. The difference is that we have to take the biggest
set which projects to the same forbidden or critical set in the projected
task. Intuitively, since an operator in a projected task can represent several
operators in the original task we do not know which one to choose, so we
have to choose all of them.

Theorem 5.7. Let Π = ⟨V,O, s0, s∗⟩ be a solvable SAS+ planning task, let
V ′ ⊆ V be a set of variables and let O′ ⊆ O∣V ′ be a critical set for the projected
task Π∣V ′. Then the set {⟨pre, eff⟩ ∣ ⟨pre, eff⟩ ∈ O, ⟨pre∣V ′, eff∣V ′⟩ ∈ O′} is a
critical set for the task Π.

Proof. Suppose the set O′′ = {⟨pre, eff⟩ ∣ ⟨pre, eff⟩ ∈ O, ⟨pre∣V ′, eff∣V ′⟩ ∈ O′} is
not a critical set for the task Π. In other words there exists a solution S such
that no operator in the set O′′ is used. The set O′′∣V ′ is the same set as O′,
i.e., O′′∣V ′ = O′. By Corollary 3.6 the projected plan S∣V ′ is a solution for the
task Π∣V ′, furthermore the solution does not use any operators in the set O′

since otherwise that operator would have been in the set O′′ per definition.
This is a contradiction since the set O′ is a critical set for the projected task
Π∣V ′.

Theorem 5.8. Let Π = ⟨V,O, s0, s∗⟩ be a solvable SAS+ planning task, let
V ′ ⊆ V be a set of variables and let O′ ⊆ O∣V ′ be a forbidden set for the
projected task Π∣V ′. Then the set {⟨pre, eff⟩ ∣ ⟨pre, eff⟩ ∈ O, ⟨pre∣V ′, eff∣V ′⟩ ∈
O′} is a forbidden set for the task Π.

Proof. Suppose the set O′′ = {⟨pre, eff⟩ ∣ ⟨pre, eff⟩ ∈ O, ⟨pre∣V ′, eff∣V ′⟩ ∈ O′} is
not a forbidden set for the task Π. In other words there exists a solution S
such that some operator in the set O′′ is used. The set O′′∣V ′ is the same set
as O′, i.e., O′′∣V ′ = O′. By Corollary 3.6 the projected plan S∣V ′ is a solution
for the task Π∣V ′. Furthermore the solution S∣V ′ uses some operator in the
set O′, which is a contradiction since the set O′ is a forbidden set for the
projected task Π∣V ′.

The relationship between tasks and projected tasks for forbidden and
critical sets is proven. We do not provide a proof for candidate sets. How-
ever, it is easy to show by example that sets classified as candidate sets are
either forbidden, candidate or critical sets in the original task and that all
three are possibilities. Further examination is required to determine which
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classification is correct, but presenting a method for this is outside the scope
of this report.

1 3v1

v2 a b

2

v3 A B

(a) Original task

1 3v1 2

v3 A B

(b) Subtask

Figure 5.2: A solvable task and its projection on the set {v1, v2}.

Example 5.9. Let Π and Π′ be the task and its projection in Figure 5.2,
respectively. The sets {2} and {B} are both critical for the task Π. For the
projected task Π′ the same sets are critical and candidate sets, respectively.
Note that candidate sets for projected tasks can be critical sets for the original
task.
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(a) Original task

1

2

3

4v1 5

(b) Subtask

Figure 5.3: An unsolvable task and its projection on the set {v1}.

Example 5.10. Let Π and Π′ be the original task and its projection in Figure
5.3, respectively. Since the task Π is unsolvable the sets {2}, {2, 3} and {5}
are critical sets. The same sets for the projected task Π′ are candidate, critical
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and forbidden sets, respectively. Note that the relationship in Figure 5.1 only
applies to solvable tasks and that the classification of sets for projected tasks
can be either forbidden, candidate or critical.

For our purposes it does not matter that Figure 5.1 only applies for solv-
able tasks. If an original task is unsolvable, then the reductions we do to the
original task will not give a solvable task.

5.3 Iterative Consistency
The cornerstone for the algorithm we present in this section is projection,
or more specifically, variable projection followed by domain or operator pro-
jection. Variable projection is used to scale the task to a feasible size and
domain or operator projection is used to find critical sets. The algorithm we
present is iterative since it will start by solving tasks projected on variable
sets of size one, then two and so on until some limit is reached. It is possible
to define the limit in a number of ways, such as a fixed size or a time limit.
In the latter case it is called an anytime algorithm [10, 9], which is an algo-
rithm that can be stopped at any time and still return a valid answer. The
quality of the answer increases if it keeps running. If the size is fixed then
we can solve a projected task in polynomial time. The choice of variable sets
to project on is important since there are some projections which will not
provide much information. For example, we are not interested in trivially
solvable projected tasks since we want to capture some of the complexity of
the task.

Lemma 5.11. Let Π be a SAS+ planning task with variable set V and goal
s∗. Given a variable set V ′ ⊆ V , if V ′ ∩Vs∗ = ∅ then the subtask Π∣V ′ has the
empty plan as a solution.

Proof. In the subtask Π∣V ′ the goal s∗∣V ′ has the domain Vs∗∣V ′ = ∅, which
means that the initial state is a goal state.

There is no point in solving tasks projected on variable sets where no
goal variable is included since we know they are always solvable and that
the empty plan is a solution. Furthermore the only critical sets in these
tasks are the sets which contain some initial value. We are not interested
in these critical sets since they are already known and trivial. To capture
the complexity of the task we only want to project onto variable sets such
that every variable in the set can directly or indirectly interact with another.
The causal graph of the task encodes this information. An arc between two
variables in the causal graph represents a dependency. In other words, the
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subgraph induced by the variable sets we are interested in should be a weakly
connected digraph.2

Theorem 5.12. Let Π be a SAS+ planning task with the variable set V and
let CGΠ be the causal graph of the task Π. Furthermore let P be a partition
of V induced by the weakly connected digraphs of the causal graph CGΠ. The
task Π is solvable if and only if the task Π projected on every part of the
partition P is solvable.

Proof. If there is only one weakly connected digraph, then there is only
one part in the partition and the projected task is the same as the task
Π. Otherwise there exist at least two parts A, B ⊂ V where A ∩ B = ∅.
This means, by the definition of causal graph, that there are no operators in
the task Π such that it has a precondition on or an effect on two variables
where one is in the set A and the other in the set B. In other words all the
operators in the task Π only has preconditions and effects within the same
digraph. Formally, there does not exists an operator ⟨pre, eff⟩ such that:

1. Vpre ∩A ≠ ∅ and Veff ∩B ≠ ∅, or

2. Vpre ∩B ≠ ∅ and Veff ∩A ≠ ∅, or

3. Veff ∩A ≠ ∅ and Veff ∩B ≠ ∅.

Suppose that at least one of the projected tasks Π∣A or Π∣B does not have
a solution, then by Corollary 3.8 the task Π is unsolvable. If both projected
tasks Π∣A and Π∣B are solvable, then the task Π is solvable because the
operators in the solutions for either projected task do not affect the state of
the other. This means that we can interleave the solutions to construct a
solution for Π.

If the causal graph of a task has several weakly connected digraphs, then
we can solve each “digraph” independently. The solution for each can be
interleaved to construct a solution for the task. Since the algorithm we will
construct is iterative and every iteration will solve every projected task of
a specific size, we only want to solve projected tasks that has exactly one
weakly connected digraph in its causal graph. This is because if the causal
graph consists of more than one weakly connected digraph, then we can solve
each of those independently and because those are smaller than the specified
size, that means they have been solved already in an earlier iteration. Lemma
5.11 and Theorem 5.12 can be used to filter the variable sets we project on.

2In a weakly connected digraph there exists an undirected path for every pair of nodes.
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Different projections of a task often have some similarities with each other.
In other words, some computations are the same or will lead to the same
result. We can store these in order not to do the same work twice. If a
branch in the state space does not lead to a solution for one projection, then
it might be possible to identify the same branch for other projections and
thus avoid entering it.

Definition 5.13. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let f
be a partial state assignment. The partial state assignment f is called a for-
bidden state pattern if for every state s where s ∼ f , the task ⟨V,O, s, s∗⟩
is unsolvable.

In other words, the partial state assignment is a function that identifies
dead ends. It is possible to find these patterns by an exhaustive search of
the projected tasks – which is exactly what we will do.

Theorem 5.14. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let V ′ ⊆ V
be a set of variables. Let f be a forbidden state pattern for the projected task
Π∣V ′ such that Vf ⊆ V ′. Then the pattern f is also a forbidden state pattern
for the task Π.

Proof. Suppose there exists a solution S for the task Π such that si ∼ f for
some si = s0 ⊕ S[1 . . . i]. In other words the solution goes through a state
which matches the pattern but still leads to a goal state. The projected
plan S∣V ′ is a solution for the projected task Π∣V ′, however there exists
a corresponding state sj ∼ f for some sj = s0∣V ′ ⊕ S∣V ′[1 . . . j]. This is a
contradiction since the state sj cannot lead to the goal.

We are now ready to construct the algorithm. We start by defining the
Solve/3 function, which will return a solution for the given task, further-
more it will also find and return forbidden state patterns. Then we mod-
ify the MinimalCriticalSet/4 function so that it make use of the new
Solve/3 function and the forbidden state patterns it finds. Then we present
the FindMinimalCriticalSets function which checks for consistency and
for finds minimal critical sets iteratively.

The Solve function is a slightly modified depth-first search algorithm.
Whenever the search backtracks from a state s, which means it has explored
every state the state s can lead to, we add the state s as a forbidden state
pattern. The state s has to be a forbidden state pattern since we know
that the corresponding task starting at state s is unsolvable, because we
have exhaustively searched the entire state space for that task – there is
no solution. We also keep track of visited or explored states so that the
algorithm cannot go into an infinite loop.
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Then we modify the function MinimalCriticalSet/4 so that it take
an extra argument: a set of forbidden state patterns. In addition it also
return a set of forbidden state patterns which it has discovered. It calls the
new Solve/3 function and remembers the patterns it has found so far, to
be used later, which speeds up the process. It also return these patterns so
that they can be reused.

The function FindMinimalCriticalSets/2 is iterative and tries to find
several minimal critical sets for different projected tasks. It starts by solving
tasks projected on variable sets of size one, then two and so on up to a
fixed k. For each size it projects the task on every variable subset which
has that cardinality and which we deem interesting. There are as most (n

k
)

such sets and since the number k is fixed there are a polynomial number of
them. If one of these projected tasks is unsolvable then the algorithm stops,
which means that the original task is not k-consistent and unsolvable. It also
keeps track of the forbidden state patterns it has found so far by calling the
MinimalCriticalSet/4 function and reuse them for every projected task.
The function return a set of minimal critical sets it has found and a set of
forbidden state patterns.

Since we solve projected tasks iteratively, starting with variable sets of
size one, we will get the most “general” pattern; if we find a pattern f , then
we will not find another pattern f ′ such that Vf ⊂ Vf ′ ∧ f ∼ f ′. Furthermore,
the domain of a pattern will be the same as the variable set of the projected
task in which we found it.
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Algorithm 2 Computes a solution for a task if there exists one, and a set
of forbidden state patterns for the given task.
function Solve(⟨V,O, s0, s∗⟩ ∶ A SAS+ planning task, E ∶ A set of explored
states, F ∶ A set of forbidden state patterns)

if s0 ∼ s∗ then
return ⟨⟨⟩,E,F ⟩

else if s0 ∈ E then
return ⟨Fail,E,F ⟩

else if ∃f ∈ F ∶ s0 ∼ f then
return ⟨Forbidden,E,F ⟩

end if
O′ ← {⟨pre, eff⟩ ∣ ⟨pre, eff⟩ ∈ O,s0 ∼ pre}
IsForbidden ← True
for all ⟨pre, eff⟩ ∈ O′ do

⟨P,E,F ⟩ ← Solve( ⟨V,O, s0 ⊕ eff, s∗⟩, E ∪ {s0}, F )
if P = Fail then

IsForbidden ← False
else if P ≠ Fail ∧ P ≠ Forbidden then

return ⟨⟨⟨pre, eff⟩⟩⊕ P,E,F ⟩
end if

end for
if IsForbidden = True then

return ⟨Forbidden,E ∪ {s0}, F ∪ {s0}⟩
else

return ⟨Fail,E ∪ {s0}, F ⟩
end if

end function
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Algorithm 3 Computes a minimal critical set of operators and forbidden
state patterns for the given task.
function MinimalCriticalSet( Π = ⟨V,O, s0, s∗⟩ ∶ A SAS+ planning
task, O′ ∶ A set of operators, S ∶ A set of solutions, F ∶ A set of forbidden
state patterns)

⟨s,_, F ⟩ ← Solve(Π∣(O −O′), ∅, F )
if s is undefined then

return ⟨O′, F ⟩
end if
o ← AnyOperatorNotIn(s, S)
if o is defined then

return MinimalCriticalSet(Π, O′ ∪ {o}, S ∪ {s}, F )
else

o ← AnyOperator(s)
S′ ← S − {s ∣ s ∈ S, o in s}
O′′ ← OperatorsWithExclusiveSolution(O′, S′)
return MinimalCriticalSet(Π, O′′ ∪ {o}, S′ ∪ {s}, F )

end if
end function

Algorithm 4 Computes minimal critical sets and a set of forbidden state
patterns for the given task.
function FindMinimalCriticalSets(⟨V,O, s0, s∗⟩ ∶ A SAS+ planning
task, max ∶ A natural number)

CS ← ∅
F ← ∅
for all i = 0 . . .max do

T ← {V ′ ∣ V ′ ⊆ V, ∣V ′∣ = i∧V ′∩Vs∗ ≠ ∅ and the causal graph induced
by V ′ has exactly one weakly connected digraph}

for all V ′ ∈ T do
⟨C,F ⟩ ← MinimalCriticalSet(⟨V,O, s0, s∗⟩∣V ′, ∅, ∅, F )
if C = ∅ then

return Unsolvable
end if
CS ← CS ∪ {C}

end for
end for
return ⟨CS,F ⟩

end function
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Chapter 6

Using Critical Sets

Haslum and Jonsson [11] considered redundant operators and demonstrated
that removing them can sometimes significantly decrease planning time. A
redudant operator is an operator that can be replaced by either another
operator or a sequence of other operators. A redudant operator, assuming it
is used in a solution, is an example of a candidate operator.

After finding critical sets, we know more of the structure of the problem.
We have some notion of what is important in the problem and thus what is
necessary for solving it. By examining this we can identify the opposite –
unnecessary operators and values. We noted that critical sets can contain
forbidden operators (or values), and for that reason we introduced the min-
imality criteria to impose a stricter requirement on critical sets. If we look
at this criterion as a quality measurement, then the sets we find should in
some sense be good and not contain too many forbidden operators (or values)
(although because of variable projection there might be some).

After identifying unnecessary operators and values we remove them from
the task, or project the task onto a set that do not contain them. The set
must be chosen such that the original task is solvable if and only if the pro-
jected task is solvable. In other words, we want to preserve solvability. We
know that by Lemma 3.13 and 3.11 any solution to the projected task is also
a solution for the original task. Ideally we want a projected task such that re-
moving any additional operator or value will make the task unsolvable. This
implies that there are no forbidden or candidate sets, and that all minimal
critical sets are singleton sets.

Theorem 6.1. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task. Let d ∈ Dv be
a value for some variable v ∈ V such that s0(v)   d or d   s∗(v) (if s∗(v)
is defined) in DTGv. Then the projected task Π∣(Dv − {d}) is solvable if and
only if the task Π is solvable.
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Proof. Since there does not exists any path from either the initial value to d,
or from d to the goal value and each arc represents an operator, there does
not exist any plan that is a solution and achieves d.

These projections are trivial since all we need to do is looking for paths in
the domain transition graph. We can find non-critical operators and values by
knowing what is critical. For example, operators that cannot occur together
with any operator in a critical set cannot be critical. It is possible to find
these operators is by looking at the preconditions and effects.

Theorem 6.2. Let Π be a SAS+ planning task with the operator set O and
let O′ ⊆ O be a critical set of operators. Let ⟨pre, eff⟩ ∈ O −O′ be an operator
such that for all operators ⟨pre′, eff′⟩ ∈ O′ there exists variables v ∈ Veff∩Vpre′ ∶
eff(v)   pre′(v) or v ∈ Vpre ∩ Vpre′ ∶ pre(v)   pre′(v), and v ∈ Veff′ ∩ Vpre ∶
eff′(v)   pre(v). Then the projected task Π∣(O − {⟨pre, eff⟩}) is solvable if
and only if the task Π is solvable.

Proof. Assume that the task Π has a solution, since it will otherwise be
unaffected by operator projection. Let S be a solution for the task Π and
o = ⟨pre, eff⟩ ∈ O−O′ be an operator that fulfills the conditions in the theorem.
Suppose that the operator o is in the solution S. Since the set O′ is a critical
set there exists an operator o′ = ⟨pre′, eff′⟩ ∈ O′ in the solution S. Let v be
the variable fulfilling the first or second condition, in other words there does
not exists a path in the domain transition graph for the variable v between
values eff(v) and pre′(v) or the values pre(v) and pre′(v). This means means
that the precondition of the operator o′ cannot be satisfied if o is in prior to
o′ in the solution S, so the operator o′ must be prior to the operator o in the
solution S.

Let v′ be the variable fulfilling the third condition, in other words there
does not exists a path in the domain transition graph for the variable v′
between the values eff′(v) and pre(v). This means that the precondition of
the operator o cannot be satisfied if the operator o′ is prior to o in the solution
S. This is a contradiction since the operator o cannot be prior to or after the
operator o′, but both operators are in the solution S. Hence, the operator o
is not in the solution S, then the projected task Π∣(O − {⟨pre, eff⟩}) has S as
a solution and preserves solvability.

This theorem can intuitively be read as follows: given a critical set and an
operator not in the critical set, if these two operators cannot occur together
in the same plan, and because we know which one is necessary to have to
find a solution (the critical operator), then we can remove the other operator.
Note that we can only find forbidden operators or values with this theorem,
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since using the operator implies that no operator in the critical set can be
used at any point. The same idea can be adapted to critical sets of values.

Theorem 6.3. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let D ⊆Dv,
v ∈ V be a critical set of values. Let ⟨pre, eff⟩ ∈ O be an operator such that
for all values d ∈D:

● v ∈ Vpre ∧ pre(v)  d or v ∈ Veff ∧ eff(v)  d, and

● v ∈ Vpre ∧ d  pre(v).

Then the task Π∣(O − {⟨pre, eff⟩}) is solvable if and only if the task Π is
solvable.

Proof. Assume that the task Π is solvable, since it will otherwise be un-
affected by operator projection. Let S be a solution for the task Π and
o = ⟨pre, eff⟩ ∈ O be an operator that fulfills the conditions. Suppose the
operator o is in the solution S. Since the set D is a critical set, there exists
a value d ∈ D which is achieved in the solution S. For the first condition,
if the operator o is used then the value d cannot be achieved anymore since
there does not exists a path from either the precondition pre(v) or the effect
eff(v) to the value d. Therefore the value must be achieved prior to the use
of the operator o.

For the second condition, if the value is achieved then the precondition of
the operator o cannot be satisfied since there does not exists a path from d
to pre(v). Therefore the operator o must be prior to achieving the value d in
the solution S. This is a contradiction since the operator o cannot be prior
to or after achieving the value d but both are in the solution S. Since the
operator o is not in the solution S, then the projected task Π∣(O−{⟨pre, eff⟩})
has S as a solution and preserves solvability.

This theorem identifies operators such that no value in the critical set can
possibly be achieved before or after a operator is used. The operator must
be forbidden and can therefore be removed. After projecting the task onto a
set without unnecessary operators that can be identified by Theorem 6.2 and
6.3, it might be possible to perform a trivial projection to remove values.

A property of minimal critical sets is that we can remove all but one
operator or value of the set while maintaining solvability. We find minimal
critical sets for projected tasks, but these sets are not necessarily minimal for
the original task. Given a minimal critical set for a projected task, if we can
either prove or disprove every operator (or value) in the set to be members
of the minimal critical subset, then we know the minimal set and can remove
all but one operator or value.
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A positive side-effect of the algorithm is that we get a set of forbid-
den state patterns. By using these patterns we can identify some forbidden
operators which lead to bad states (we use bad and forbidden states inter-
changeably), although this identification is coarse since the path to a bad
state might be caused by several operators.

Example 6.4. Let o = ⟨{a = 1, b = 1}, {a = 2}⟩ be an operator. Consider the
following three forbidden state patterns:

1. f1 = {b = 1},

2. f2 = {a = 2}, and

3. f3 = {a = 2, b = 1}.

We will consider each pattern independently to see how we can identify the
operator as forbidden. In the first case, the pattern f1 matches the precondi-
tion of the operator o. This means that the operator must be used in a state
that the pattern classifies as forbidden, and must therefore be a forbidden
operator. After all, it cannot lead to a solution since the plan must have
passed a forbidden state.

In contrast to the first case, the pattern f2 for the second case matches
the effect of the operator o. This means that the operator must lead to a
state that the pattern will classify as forbidden, and must therefore be a
forbidden operator.

The third case is a combination of both, and it is not sufficient to match
either the precondition or effect of the operator o seperately. Note that the
variable b is not in the effect, so the value remains unchanged after the use of
the operator. The state after the application of the operator o must match
the pattern f3 and is therefore a forbidden operator.

Theorem 6.5. Let Π = ⟨V,O, s0, s∗⟩ be a SAS+ planning task and let f be a
forbidden state pattern. Let ⟨pre, eff⟩ ∈ O be an operator such that:

● Vf ⊆ Vpre ∧ f ∼ pre, or

● Vf ⊆ Vpre ∪ Veff ∧ f ∼ (pre⊕ eff).

Then the projected task Π∣(O−{⟨pre, eff⟩}) is solvable iff the task Π is solvable.

Proof. Assume that the task Π is solvable, since it will otherwise be unaf-
fected by variable projection. For the first case, let s be a state such that
f ∼ s, i.e., the state s is a forbidden state. Since Vf ⊆ Vpre the precondition is
defined for at least the same variables as the pattern, and because f ∼ pre the
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value of those variables is the same. This means that the operator ⟨pre, eff⟩
is applicable in the state s and since s is arbitrarily chosen and forbidden,
the operator is only applicable in forbidden states. Therefore the operator
must be forbidden.

For the second case, since Vf ⊆ Vpre ∪ Veff the operator is defined for at
least the same variables in either the precondition, effect or both. Let s be a
state such that ⟨pre, eff⟩ is applicable, i.e., pre ∼ s. The state s′ = s⊕eff must
match the partial state assignment pre⊕ eff and since f matches pre⊕ eff as
well, f matches the state s′. The state s′ must be a forbidden state and the
operator leads to it. Therefore the operator must be forbidden.

In other words, if there is a function that matches the preconditions or
effects of the operator, then we know that the operator either has to be
executed in a bad state or will lead to one. However, this is not sufficient
to avoid the state all together since it is possible that ending up in the bad
state is caused by several operators, and not a single one.

These patterns are also valid for the original planning task and can thus
be used by the planner to avoid unnecessary branches in the search space.
Everything we have discussed up to this point can be done as preprocessing,
but the patterns must be used directly by the planner.
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Chapter 7

Discussion

Abstraction is used to find an abstract solution which can be refined [17], or
to use distances in an abstract state space as a heuristic value [1, 13, 16]. We
have showed three new ways of exploiting abstraction in planning:

1. Detecting unsolvability by an adaptation of k-consistency from con-
straint satisfaction,

2. Extracting critical sets which can be used to identify unnecessary op-
erators and values, and

3. Extracting forbidden state patterns which can be used to guide a plan-
ner.

We will discuss the results in this order, and then we discuss improvements
to the algorithm. We believe a lot of knowledge about the original problem go
unnoticed today with regard to abstraction. We have chosen to use variable
projection to do abstraction, but the results can be carried over to other
abstraction methods. These methods must have some properties, such as
if the abstract instance is unsolvable, then the original instance is too. It
would be interesting to construct some of these methods and compare, for
example, how good a certain method is to identify unsolvable instances based
on k-consistency.

7.1 Unsolvable Instances
A lot of effort has gone into making planning algorithms more efficient for
finding solutions, but very little has been done to improve the efficiency of
detecting unsolvable instances. We present an adaptation of k-consistency
to identify unsolvability. The algorithm projects the original instance onto
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every variable set of size k, and if there exists an unsolvable abstract instance
then we know that the original instance is unsolvable too.

If a planner is unable to identify unsolvability and must resolve to an
exhaustive search of the state space (which will most likely take a very long
time, if the computer does not run out of memory), then a tool such as
this would be invaluable. This method can be done as a preprocessing step
before calling a planner. It would, thus, be easy and interesting to investigate
to what extent different planners benefit from adding this method to the
preprocessing step, and what unsolvable instances the method are able to
identify.

We briefly touched on another possible method for identifying unsolvable
instances. Namely, if it is possible to identify unsolvability based on differ-
ences of set classification. More precisely, the classification of an abstract
set for an abstract instance and the classification of the original set for the
original instance. We know that some differences do not occur for solvable
original tasks, but if the original task is unsolvable then they might occur.
However it requires that we know the classification of a set for the original
instance. If we assume that the instance is solvable, then we might be able
to construct a set that must have some classification. If the classification
for that set differ for some abstract instance in a way that is not possible
for solvable original instances, then we know that the original instance is
unsolvable.

7.2 Critical Sets
The concept of critical sets is similar to the landmark concept [15], and a
critical set contains information about what is necessary for every solution
to have. By having this information we can identify operators and values
in the original instance which are irrelevant and can be removed. Hence,
we can solve the original instance more quickly. We construct critical sets
at the same time as when we do k-consistency. How common the operators
and values we are able to identify with this method, and how much of an
improvement we get by removing them needs to be investigated.

It is worth noting that the operators and values we identify are forbidden,
i.e., they cannot be part of any solution. It is probably harder to identify
candidate sets, but the reward is probably higher as well. It is worth taking
a closer look at minimal critical sets and the relationship between abstract
instances and the original instance. Even though a critical set is minimal
for an abstract instance it might not be minimal for the original instance,
although some subset of it is. If we are able to prove membership of at least
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two operators or values for the subset we can remove either of them from the
original instance. This means that we remove operators or values that are
part of some solution, but not everyone (i.e., candidate sets).

There are other methods to construct critical sets, such as computing a
cut for a domain transition graph. However, computing cuts will not be able
to construct every critical set that the algorithm presented in this report
can. Hence, we trade efficiency for completeness. There probably are more
observations to do which can give us efficient methods to identify critical sets
and a comparison between these methods would be interesting.

Since critical sets are very similar to landmarks, which can be used to
guide the search, we expect that critical sets can be used in a similar way.
Helpful operators [16] and preferred operators [14] are in some way similar
to landmarks and can be used to guide the search too. They are usually
byproducts of solving abstract instances for computing heuristics. When a
heuristic solves an abstract instance it can also provide the set of operators
which were used to solve the instance, these sets are what we call preferred
or helpful operators. Since we solve abstract instances as well we can also
provide such a set, and more. We are solving many more abstract instances
and can therefore also provide for each operator a counter (or frequency),
which is how many times it has been used to solve abstract instances. A
high count probably means it is vital to solve the problem, while a low count
means the opposite. In other words, in addition to providing a set we can
also rank the operators in the set. Furthermore, we can also note in what
partial states the operators were used.

7.3 Forbidden State Patterns
Forbidden state patterns is the opposite of pattern databases [7, 8], and iden-
tifies states that do not lead to any solution. Just as for critical sets, we also
extract forbidden state patterns at the same time. These patterns are used
to identify forbidden operators, but can also be used by the planner directly
to decrease planning time by avoiding forbidden states. To what extent plan-
ners benefit from removing forbidden operators and avoiding forbidden states
needs to be investigated. It would also be interesting to see how good or bad
planners are at avoiding these states on their own, and if there are some
patterns which are always or never used.

It might be appropriate to interpret the state space of an abstract instance
as an overview over the state space of the original instance. Just as a world
map is an abstract overview of the earth. Hence it might be possible to get a
general “feel” of the original state space beforehand by exploring an abstract
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state space. This is exactly what heuristics based on abstraction do, by using
distances in the abstract state space as heuristic values. However, we are able
to encode more information of the structure of the abstract state space, for
example forbidden state patterns. This begs the question if we are able to
encode more information which is true for the original instance. Just as for
sets of operators or values, it might be possible to classify states not just
as forbidden but also as candidate or critical states (the latter would be a
generalization of critical sets of values).

7.4 Algorithm Improvements
At the moment the algorithm does not make use of the critical sets it extracts.
One improvement to the algorithm is that after it has classified a set as crit-
ical, it should look for irrelevant information and remove it from the original
instance immediately. This would yield simpler abstract instances and thus
the algorithm would run faster. Another improvement to the algorithm is to
see if it is possible to filter the number of variable sets more strictly, either
by proving the variable set to be uninteresting or probably uninteresting. At
the moment we identify sets (or the resulting abstract instance) as either
trivially solvable or that they must have been solved in an earlier iteration.
Both cases are uninteresting since we know of a solution and of a critical
set at that point for the abstract instance. With probably uninteresting we
mean that it might possible to give every variable set a rank, and if the rank
is below some threshold then we do not try it. The rank would indicate how
useful we believe the variable set to be, with regard to identifying unsolv-
ability and constructing interesting critical sets and forbidden state patterns.
Hopefully it might be possible to gain most of the information we seek from
trying some few variable sets.

Another potential problem and improvement to the algorithm is that it
currently uses the empty set as a starting point, and constructs a minimal
critical set bottom-up. It might be more efficient to use an less complete
algorithm to find a critical set and use that as a starting point, and remove
operators (or values) from it to construct a minimal critical set. This works
because we know that if it is not minimal, then a subset of it is. To prove
that it is minimal we might need to prove that every proper subset is not
critical, in contrast to what we do now, i.e., providing a set of solutions which
demonstrates the need of every operator (or value).
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