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Abstract
To avoid getting stuck or causing damage to a vehicle or its surroundings
a driver must be able to identify obstacles and adapt speed to ground
conditions. An automatically controlled vehicle must be able to handle
these identifications and adjustments by itself using sensors, actuators
and control software. By storing properties of the surroundings in a
map, a vehicle revisiting an area can benefit from prior information.
Rough ground may cause oscillations in the vehicle chassis. These
can be measured by on-board motion sensors. For obstacle detection,
a representation of the geometry of the surroundings can be created
using range sensors. Information on where it is suitable to drive, called
traversability, can be generated based on these kinds of sensor measurements.
In this work, real semi-autonomous mobile robots have been used to
create traverasbility maps in both simulated and real outdoor environments. Seeking out problems through experiments and implementing
algorithms in an attempt to solve them has been the core of the work.
Finding large obstacles in the vicinity of a vehicle is seldom a problem;
accurately identifying small near-ground obstacles is much more difficult,
however. The work additionally includes both high-level path planning,
where no obstacle details are considered, and more detailed planning
for finding an obstacle free path. How prior maps can be matched and
merged in preparation for path planning operations is also shown. To
prevent collisions with unforeseen objects, up-to-date traversability information is used in local-area navigation and obstacle avoidance.
Keywords: Traversability, Laser, Roughness, Mapping, Planning, Mobile robot, Navigation, Implementation
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Abbreviations
CAN

Controller Area Network

EKF

Extended Kalman Filter

GPGPU

General-Purpose computing on Graphics Processing Units

GPS

Global Positioning System

GPU

Graphics Processing Unit

HAL

Hardware Abstraction Layer

IMU

Inertial Measurement Unit

INS

Inertial Navigation System

KF

Kalman Filter

LIDAR

Light Detection And Ranging

ROS

Robot Operating System

SAM

Smoothing And Mapping

SIL

Software In the Loop

SIMD

Single Instruction Multiple Data

SLAM

Simultaneous Localization And Mapping

UGV

Unmanned Ground Vehicle

VO

Visual Odometry
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Notation
θ

Robot roll angle, see eq. (2.1)

[rad]

φ

Robot pitch angle, see eq. (2.1)

[rad]

ψ

Robot yaw angle, heading in a 2D world, see eq. (2.1)

[rad]

Xi,j

Pose of j in system i see eq. (2.4)

α

The angle of the steering wheel, see eq. (2.14)

v

The robot velocity, see eq. (2.14)

ω

The robot angular velocity, see eq. (2.14)

βL

Distance from robot origin and steer wheel, see eq. (2.14)

wt

Vibration noise see eq. (2.25)

et

Signal noise and bias see eq. (2.25)

βw

Width between center of rear wheels, see eq. (2.28)

bω

Bias in angular yaw velocity, see eq. (2.36)

[rad]
[m
s]
[ rad
s ]
[m]

[m]
[rad/s]
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The following four papers will be referred to by their Roman numerals.
They make up the basis of the work in this thesis and are presented
in chronological order of publication. In the papers the first author is
the main author and responsible for the work presented. Papers [I] and
[II], however, contain a strong contribution from the secondary authors
as they cover parts the work performed in a project described in the
introduction chapter. Papers [III] and [IV] continue that work after the
project ended.
The papers are appended in the printed version of the thesis. Aside
from the layout, minor spelling corrections and improved image quality,
the contents are unchanged from their published state. An exception is
[IV], where the conference editors had made a final edit on their own and
somehow deleted a part of the text. The appended version of this paper
is complete with all contents intact, in the form the author intended.
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1
Introduction
Over the last two decades the amount of research activity in the field of
mobile autonomous ground vehicle systems has increased rapidly. The
research has usually been on an academic level or founded by and related
to military applications or space exploration, but in recent years more
or less autonomous mobile systems have found their way into the civilian market. Popular examples are automatic lawn mowers such as the
Husqvarna Automowers [1] and household cleaning robots from Irobot
[2]. Over the years, advances have also been made in the automotive
industry, and new driver assistance functions such as automatic parking, lane keeping assistance and emergency braking systems have been
introduced in modern passenger cars.
Advances in the field have led to impressive projects being demonstrated in the DARPA Grand Challenge (2005) and Urban Challenge
(2007) [3]. In the Grand Challenge, autonomous cars equipped with a
variety of sensors developed by several competing teams drove through
a 212km off-road desert course. In the follow-up Urban Challenge, the
autonomous cars were to complete a 96km course in an urban setting,
obeying traffic rules and coexisting with other traffic. While these challenges were performed in known environments, the more recent VisLab
Intercontinental Autonomous Challenge (2010) [4] involved autonomous
driving with minor human assistance from Parma in Italy to Shanghai
in China, a route covering 13000km in all kinds of traffic, weather and
road conditions. In May 2012, the Nevada Department of Motor Vehicles issued the first self-driven car license to one of Google’s cars from
their “Driverless Car” project [5], thereby allowing autonomous vehicles
to drive on their streets. A requirement is, however, that a human at
1
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any time can take control off the vehicle.
A related area is that of automated machinery in the mining, agricultural and forest industries. In these areas the operating environment
can usually be treated as unstructured off-road terrain. In [6], it was
stated that one big problem for autonomous forestry machines, due to
the forest terrain, was to detect obstacles and determine if they were
real obstacles or if they were actually traversable. Planning and navigation algorithms would benefit from having prior maps containing various
navigation related properties of such environments.

1.1

Mobile Robots

A mobile robot or Unmanned Ground Vehicle (UGV), as shown in Figure 1.1, is a mechatronic machine consisting of a mechanical body and
a propulsion system as well as a variety of sensors, electronics and computer systems.

Figure 1.1

A small power-driven robot vehicle equipped with a variety
of sensors. The front of the robot points to the left. The payload computer
handles heavy sensor data processing and complex obstacle detection and
avoidance while the small one handles the robot motion control.

A UGV is controlled by computer programs that uses sensor data and
algorithms to determine the actions of the vehicle. Low-level control
systems are simplistic and control the vehicle motors, steering and other
actuators. Higher-level control software is often more complex and deals
2
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with sensor data interpretation, path planning and decision making. The
different control levels are illustrated in Figure 1.2. Mobile robots can
be manually controlled by human operators or they can be under semiautomatic or fully automatic control. A semi-automatic system takes
initial commands from an operator but is then supposed to manage by
itself, until it finds itself in a situation that it can not handle.

Figure 1.2

An illustration of three control loop levels in a typical mobile robot. Low-level control (L), handles actuators as motors and steering.
Medium-level control (M), interprets sensor data, calculates the ego motion and detects and avoids obstacles. The highest level (H), is used for
mission planning and reasoning. The higher the level, the more complex
the systems are. The lower the control level, the more time critical it is.

1.1.1

Mobile Robots and Traversability Mapping

The most basic task, although not trivial, an autonomous mobile robot
must be able to handle is to detect and avoid running into obstacles.
Small robots such as household cleaners and lawnmowers usual have
contact sensors (bumpers) that can detect when the robot hits something. Since the speed is low, no damage is done to the robot or its
surroundings and the robot can simply move off in an other direction
to continue its work. For larger and faster moving vehicles, obstacles
must however be detected before a collision occurs. This is usually accomplished with non-contact range detection sensors such as laser range
finders, sonar or cameras.
Obstacle information can be used in a path planning algorithm to
make the UGV avoid collisions but what to consider an obstacle largely
depends on the speed of the vehicle and the size of its wheels. Small
3
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discontinuities in the ground may be of no concern to a vehicles with
large wheels, such as working machinery. Vehicles with smaller wheels
could, however, sustain damage or become highly disoriented when driving into such discontinuities. Areas of rough ground will also affect the
suitable speed of the vehicle as they will affect ride comfort and may
complicate sensor data processing. Flat highway type roads will allow
higher speed while rough off-highway areas will demand more cautious
movement. Being able to measure and map this sort of information is
important as it is crucial for good path and velocity planning results.

1.2

Background, The preRunners Project

In 2006, the Swedish Defence Materiel Administration (FMV) and the
Swedish Governmental Agency for Innovation Systems (VINNOVA)
started the Technologies for Autonomous and Intelligent Systems (TAIS)
program. Within the program, Swedish research groups were invited
to submit proposals for research projects in which technologies for autonomous intelligent systems for use in autonomous vehicles would be
studied and developed. One of the projects accepted was the preRunners
project.
In short, the purpose of the preRunners project was to explore the
possibilities of autonomy and intelligence in autonomous ground vehicles
with application in reconnaissance and patrol. One goal was to examine
how multiple vehicles could work together. The idea, as illustrated in
Figure 1.3, was that one or several unmanned preRunner vehicles would
go ahead of manned or otherwise valuable vehicles to scout for potential
obstacles or dangers.
The project was based on a “learning while doing” paradigm and a
series of experiments made up its core. Results were to be delivered as
project reports and system demonstrations. The project was divided into
several working packages that were distributed among its participants.

1.3

Challenges

From the initial work in the preRunners project, it soon became apparent
that the first problem that needed to be solved was how to make the
vehicle automatically avoid driving into obstacles or unsuitable areas.
This posed the following research questions.
4
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Figure 1.3 Illustration of one of the basic ideas behind the preRunners
project, included with permission from its creator. One or several small
agile unmanned preRunners would drive ahead of a master vehicle, manned
or unmanned, to scout for obstacle or dangers. The master vehicle would
then be able to benefit from this information. In a sense, the preRunners
would expand the sensor range of the master vehicle.

Is it possible for a mobile robot using off the shelf, relatively low-cost
components to explore, map and navigate an unknown environment?
What problems will be faced, what impact will they have and what
requirements will they impose on the robot and sensors used?
The work presented in this thesis includes and continues one of the
working packages from the TAIS/preRunners project. A large focus has
been on the implementation of the systems and algorithms required to
actualise a semi-autonomous robotic system that can gather and map
information about obstacles in the surroundings whilst avoiding them.
The system should also be able to reuse existing map information when
revisiting an area to improve navigation. The work has made use of
existing robotics theory and focused on application rather then go in
depth into or develop new theory.
During experiments in the preRunners project, two autonomous vehicles would travel together along the same path. The preRunner would
drive ahead of a less agile master vehicle, directly streaming data on
5
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obstacles to the master so that it could react to them before they were
within its own sensor range. The work required to accomplish this task
makes up the basis of this thesis and can roughly be divided into the
following categories:
• Robot control

• Map data reuse

– Motor and steering control

– Map selection

– Motion modelling

– Map transformations

– Local pose estimation

– Map joining

– Path following

– Path planning

– Obstacle avoidance

– Robot/ground interaction

• Sensor data handling

• Implementation

– Sensor modelling

– Sensor HW/SW interfacing

– Sensor data fusion

– Control HW/SW interfacing

– Obstacle detection

– Algorithm implementation

– Traversability estimation

– Concurrent execution

– Map generation

– Operator interaction

All of these areas have been touched upon in some way. The difficulty, aside from the implementation itself, lies in adapting models and
algorithms to the conditions that the robot may face. In controlled
environments, such as simulations or some indoor areas, assumptions
simplifying matters can often safely be made. In real outdoor environments, such assumptions may not hold for long and unforeseen situations
will arise.

1.4

Limitations and Assumptions

The mobile robotics field is a multi-disciplinary field covering low-level
aspects such as vehicle modelling, sensor modelling, signal processing
and control theory as well as higher-level artificial intelligence, planning and reasoning. From an implementation point of view, the area
requires understanding of both mechanics, electronics, control theory
and software development. Covering all of these disciplines in detail is
6
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not reasonable within the scope of this thesis. This work takes a broad
approach and does not go in depth within any of these areas.
In the work it is assumed that the UGV travels in static environments.
This means that there should be no other moving objects within sensor
range. While this assumption certainly makes things easier, it is not
realistic, something that has been proven over and over again during
outdoor experiments in the uncontrolled university environment. Unless
moving objects can be identified and successfully tracked, they will cause
false obstacle markings in the map data.
The real environment has three spatial dimensions but creating full
3D maps requires very good continuous knowledge about the 6-DOF
robot/sensor orientation and position, or advanced post-processing algorithms to piece together incorrectly mapped data. To simplify map
creation, a piece-wise flat 2.5D world assumption is made. This world
has one common ground plane and is mapped using a grid where each
cell contains height values relative to the common ground plane. This
causes inconsistencies when the robot drives into the beginning or end
of slopes as the ground is not flat there. An example i shown in Figure 1.4. The outdoor area considered during the work is a part of the
university campus. With the exception of some areas that are avoided,
the piecewise flat ground assumption holds. The area consist primarily
of buildings, roads with pavements, parked bicycles and cars as well as
trees and bushes.

Figure 1.4 The assumption about piecewise-flat ground will sometimes
cause difficulties. In this example, the forward looking sensor will lose
contact with the ground when nearing the crest. This happens because
the relative inclination of the ground ahead of the robot is steeper then
the sensor angle. The question is, is it safe to keep on driving or did the
road disappear?

Building and interfacing hardware, writing software and optimizing algorithms for on-line real-time applications is very time-consuming. For
this reason, many technical solutions are not optimal for the conditions
7
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faced, sometimes causing difficulties for the implemented algorithms. In
such cases, experiments have been laid out to avoid needless complications.

1.5

Structure of the Thesis

For the sake of completeness, this thesis includes much work and details
that have been omitted from the previously published papers. While
the work has had a large focus on implementation and application, the
thesis will not go into specific implementation details unless they are
specifically noteworthy. In each section, work by others that is similar
or has acted as inspiration will be referenced. Chapter 2 begins by introducing the basic theory used in the work. What models have been used
and how estimation is handled. Chapter 3 introduces the traversability
concept and describes how maps are created. This chapter covers work
from papers [I], [II] and [IV]. Next, chapter 4 continues with how the
map data can be reused for path planning. It covers the work behind
paper [III] and parts of paper [IV]. In chapter 5 an overview of the hardware and software implementation is given. Finally, chapter 6 presents
the conclusions drawn. Since the project method was “learn by doing”,
this chapter will also discuss the various problems that have been discovered during the course of the work. Problems that could very well
set the stage for future research.

8

2
Models and
Estimation
This chapter introduces the sensor and vehicle models used and the
theory behind coordinate system transformations and estimation.

2.1

Coordinate Systems and Transformation

A robot vehicle is usually equipped with a variety of sensors and measurements are made within their own respective coordinate system. Since
the sensors are attached at different positions on the vehicle body, sensor data may need to be transformed into a common coordinate system
to be compared or combined. This common system is usually robotfixed and moves with the vehicle but when maps are created additional
transformations based on the vehicle pose (position and orientation) in
the map are applied. Figure 2.1 illustrates how a front corner mounted
range sensor on a robot has measured an object; to add the object to the
world map, its position must be transformed into the world coordinate
frame. It also shows the “right-hand” coordinate systems used in this
work. The axis definition is:
• The x-axis points forward
• The y-axis is perpendicular to the left of the x-axis.
• The z-axis points straight up.

9
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Figure 2.1 A corner-mounted laser range finder sensor detects an object in the coordinate system (L). To determine the object’s position relative to the robot, the measurement needs to be transformed to the robotcentred system (R). To describe the object in the world frame (W), an
additional transformation from (R) to (W) is needed. The laser sensor
pose relative to the robot frame and the robot pose in the world must be
known for these transformations to be possible.

2.1.1

Transformation Matrices

Throughout this work it is assumed that all sensor and vehicle bodies
are rigid and that linear transformations between coordinate systems
can be used. There are different ways in which to describe transformations, this work is based around roll, pitch and yaw Euler angles and
the rotation matrices in Equation (2.1). The rotation angles are defined
as “right-hand”
rotation
around the respective axis, normalized to the
 π

π
interval − 2 . . . 2 . Roll angle θ around the x-axis, pitch angle φ around
the y-axis and yaw angle ψ (heading) around the z-axis. To describe a
rotation in three dimensions the three individual rotation matrices are
combined (multiplied) into Equation (2.2) according to R = Rθ Rφ Rψ .
For image transformations in image processing algorithms, affine transformation matrices consisting of both rotation and translation parts,
Equation (2.3), are used.
There are many ways in which to describe 3D rotations; one is axis10
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angle representation where a rotation in R3 is described by four parameters, a unit vector and one rotation angle around this vector. A common
way to describe the axis-angle representation is the use of quaternions.
This representation is suitable when the full range of 3D orientations can
be expected, as it avoids the so called gimbal-lock problem. A loss of one
degree of freedom when two orientation axis are aligned. One downside
is that quaternion and axis-angle representation is less intuitive then the
use of rotation matrices. It is assumed throughout this work that the
ground robot vehicles used will never drive on vertical ground planes,
hence gimbal-lock will not be a problem.




1
0
0


roll : Rθ = 0 cos θ − sin θ
0 sin θ cos θ




cos φ 0 sin φ


1
0 
pitch : Rφ =  0
− sin φ 0 cos φ


cos θ cos ψ
R = cos θ sin ψ + sin θ sin φ cos ψ
sin θ sin ψ − cos θ sin φ cos ψ

"

2.1.2

#

− cos φ sin ψ
cos θ cos ψ − sin θ sin φ sin ψ
sin θ cos ψ + cos θ sin φ sin ψ

"

R d
xT
=
1
0×3 1

(2.1b)



cos ψ − sin ψ 0


yaw : Rψ =  sin ψ cos ψ 0
0
0
1


(2.1a)

(2.1c)


sin φ
− sin θ cos φ
cos θ cos φ
(2.2)

#" #

x
1

(2.3)

Compounding Operators

The so called compounding operators, whose definition can be found in
[7], are used to simplify notation when dealing with poses (position and
orientation) described in different coordinate systems. While it is possible to perform all transformation equations manually whenever needed,
it is much more convenient to use these pre-defined operators. Aside
from simplifying notation this also makes algorithm code and documentation clearer and reduces the risk of programming errors. In the actual
11

Mobile Robot Traversability Mapping

code the ordinary + and - operators are overloaded for objects representing poses. The compounding operator also allows for transformation
of the pose uncertainty, the covariance matrix of the pose state vector.
The compounding operators are used in the following way. Let Xi,j
denote the pose of system j expressed in system i and let Xj,k be the
pose of system k expressed in system j. To calculate the pose of k
expressed in i, the simple expression Xi,k = Xi,j ⊕ Xj,k can be used. If
Xi,k is known and Xj,k is sought, the following expression can be used:
Xj,k = Xi,j ⊕ Xi,k . The compounding operators handle the necessary
transformations of the position vectors before adding them to each other.
An example is shown in Figure 2.2.

Figure 2.2

In the example from Figure 2.1, the compounding operators are useful. The laser has measured an object K in coordinate system
(L). To convert the measurement into system (W), the chain of poses are
added according to Xw,k = Xw,r ⊕ Xr,l ⊕ Xl,k . Reading the subscripts
from right to left, the l’s and r’s will cancel each other out. The measurement and robot pose uncertainties will also be transformed and added
into the combined uncertainty for the measurement, expressed in world
coordinates, illustrated to the left.

2.1.3

Two-dimensional Compounding Operators

In the two-dimensional case, the pose state vector consists of the position
coordinates x,y and the orientation ψ. In Figure 2.3a, the ⊕ operator
is derived. The pose k expressed in coordinate frame j needs to be
transformed into the global frame i. The transformation can be divided
into two parts; one for the position coordinates Pj,k into Pi,k , given by
12
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(a) Xi,k = Xi,j ⊕ Xj,k

(b) Xj,i =

Xi,j

Figure 2.3 The ⊕ transformation in (a) is given by Equation (2.4).
The

transformation in (b) is given by Equation (2.8).

Equation (2.4a) and one for the orientation according to ψi,k = ψi,j +
ψj,k . The complete equations for the transformed mean of the ⊕ operator
is given in Equation (2.4b), and the resulting transformation Jacobian
in Equation (2.5).
"

#

"

xi,k
cos ψi,j
=
yi,k
sin ψi,j

− sin ψi,j
cos ψi,j

#"

#

"

xj,k
x
+ i,j
yj,k
yi,j



Xi,k = Xi,j ⊕ Xj,k

J⊕ =



(2.4b)

h
i
δ(Xi,j ⊕ Xj,k )
δXi,k
=
= Jl⊕ Jr⊕
δ(Xi,j , Xj,k )
δ(Xi,j , Xj,k )


1 0 −xj,k sin ψi,j − yj,k cos ψi,j


= 0 1 xj,k cos ψi,j − yj,k sin ψi,j 
0 0
1


Jr⊕

(2.4a)

xj,k cos ψi,j − yj,k sin ψi,j + xi,j


=  xj,k sin ψi,j + yj,k cos ψi,j + yi,j 
ψi,j + ψj,k



Jl⊕

#

cos ψi,j

=  sin ψi,j
0

− sin ψi,j
cos ψi,j
0

(2.5)



0

0
1

According to [7] based on Taylor series expansion, the first-order estimate of the transformed covariance can be written as Equation (2.6),
13
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where J⊕ is the Jacobian of the transformation equation. It is further
assumed that the poses being compounded are independent of each other
(C(Xj,k , Xi,j ) = 0). The right and left Jacobian parts Jr⊕ and Jl⊕ can
then be used in the covariance estimate expressed as Equation (2.7).
"

C(Xi,k ) ≈ J⊕

#

C(Xi,j )
C(Xi,j , Xj,k ) T
J⊕
C(Xj,k , Xi,j )
C(Xj,k )

T
T
C(Xi,k ) ≈ Jl⊕ C(Xi,j ) Jl⊕
+ Jr⊕ C(Xj,k ) Jr⊕

(2.6)
(2.7)

The operator is used to invert a pose, as shown in Figure 2.3b. In
this case the transformed orientation is simply the inverted angle, ψj,i =
−ψi,j and the transformed position the inverted position rotated by the
inverted angle as expressed in Equation (2.8a). The full
operator
transformation equations are given by (2.8b), the resulting Jacobian by
(2.9) and the first-order transformed covariance by Equation (2.10).
"

#

"

xj,i
cos (−ψi,j ) − sin (−ψi,j )
=
yj,i
sin (−ψi,j ) cos (−ψi,j )


Xj,i =



Xi,j

#"

−xi,j
−yi,j

#



−xi,j cos ψi,j − yi,j sin ψi,j


=  xi,j sin ψi,j − yi,j cos ψi,j 
−ψi,j

− cos ψi,j
δ(Xj,i ) 
J =
=  sin ψi,j
δ(Xi,j )
0

− sin ψi,j
− cos ψi,j
0

(2.8b)



xi,j sin ψi,j − yi,j cos ψi,j

xi,j cos ψi,j + yi,j sin ψi,j 
−1
(2.9)

C(Xj,i ) ≈ J C(Xi,j ) J T

2.1.4

(2.8a)

(2.10)

Three-dimensional Compounding Operators

The full derivation of the 3D compounding operators will not be presented here; a short introduction is however given. See [7] for full details.
For three-dimensional poses, the state vector consists of six elements:
three position coordinates and the three rotation angles roll, pitch and
yaw. The operators can be split into position transformation and rotation described by the combined rotation matrix in Equation (2.2). The
14
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Xi,k = Xi,j ⊕ Xj,k operation is given by Equation (2.11) and Equation (2.12) describes the Xj,i = Xi,j case. From the combined rotation
matrix R, the actual roll, pitch and yaw angles can be extracted (identified) according to Equation (2.13). It must be noted, however, that this
only works as long as φ 6= ± π2 , often referred to as gimbal-lock. In the
case of road vehicles driving in a piecewise-flat world, that will require
them to drive on a vertical surface something that is assumed to never
happen under normal circumstances.

pi,k = Ri,j pj,k + pi,j

(2.11a)

Ri,k = Rj,k Ri,j

(2.11b)

T
pj,i = −Ri,j
pi,j

(2.12a)

T
Rj,i = Ri,j

(2.12b)

θ = atan2(−R23 , R33 ) ;


φ = atan2 R13 ,

q

atan2(sin θ cos φ, cos θ cos φ)


2 , R2
R23
33 ;

(2.13a)




p

atan2sin φ, cos φ | sin2 θ{z+ cos2 θ}
1

(2.13b)
ψ = atan2(−R12 , −R11 ) ;

2.2

atan2(cos φ sin ψ, cos φ cos ψ)

(2.13c)

Motion Models

To describe the motion of the robot vehicle, different types of mathematical models can be used. In this work, a kinematic motion model is used
for estimating the pose, (position and orientation) of the robot vehicle.
A separate dynamic model is used to model the vertical movement of
the chassis when the robot drives over ground discontinuities.
While the robot is actually moving in a three-dimensional world, the
motion between two instances in time is assumed to be confined to the
xy-plane. That is, it is assumed that the world is piece-wise flat.
For the kinematic motion model, it is assumed the the robot vehicle exhibits a car-like behaviour, meaning that the motion model has
15
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non-holonomic constraints. The difference between holonomic and nonholonomic constraints are described in depth in [8]. A simple explanation
for the robot vehicle case is that in a non-holonomic motion, movement
in all degrees of freedom is not directly controllable. A car on a 2D
plane has three degrees of freedom, x ,y and ψ, but only forward motion
and steer wheel angle are controllable. Since sideways movement is not
directly controllable a combination of forward motion and steer angle
over time is needed to move the vehicle sideways.

2.2.1

Time-discrete Constant-turn Model

With the car-like assumption made for the motion, it is approximated by
a time-discrete constant-turn model at each time step. This model comes
from [9] and was extended in [10]. At each time step the robot moves
forward with a combination of the two control inputs forward velocity
and steer wheel angle. The control inputs can also be regarded as the
current forward velocity and the angular velocity around the center of
rotation according to Equation (2.14) and Figure 2.4.
tan α =

vturn
ωβL
=
vf wd
vf wd

(2.14)

Figure 2.4 This figure illustrates the relationship in Equation (2.14)
between the steer wheel angle and robot local forward and angular velocities. While the motion model and implementation are working with a v, ω
pair, the actual vehicle controller needs to know the direction angle α for
the steering wheels.
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Figure 2.5

The pose changes between two time steps, tk and tk+1 ,
using the constant turn model. The forward and angular velocities, v and
ω, are assumed constant during the time step. The change in position is,
d and the change in heading is dψ .

Figure 2.5 shows the change in pose between two time steps according
to the model which is based on geometric reasoning. In Figure 2.6 the
change in pose between the two instances can be expressed as Equation (2.16a) or Equation (2.16b) when ω is zero. The pose change d is
expressed in the robot local coordinate system at time k. To get the resulting robot pose in the world frame, the pose difference is transformed
according to Equation (2.17).

17
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Figure 2.6 The geometry from Figure 2.5. The robot position difference d over a single time step is described by the components a and b
given in Equation (2.15). In this figure the robot is assumed to have only
forward velocity. During side slip, the velocity vector would also have a
vy component. The same geometry, but rotated 90◦ , would apply for that
component and the resulting displacement would be superimposed on that
resulting from vx .

vx
sin(ωk T )
ω
vx
b = r (1 − cos dψ ) =
(1 − cos(ωk T ))
ω

a = r sin dψ =

v

(2.15a)
(2.15b)

vxk
yk
dx
ωk sin(ωk T ) − ωk (1 − cos(ωk T ))
vyk
   vxk

 dy  =  ωk (1 − cos(ωk T )) + ωk sin(ωk T )
dψ
ωk T















(2.16a)



dx
vx T
  

 dy  = vy T  when ωk = 0
dψ
0


Xwr, k+1
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(2.16b)





cos ψwr, k − sin ψwr, k 0 dx

 
= Xwr, k +  sin ψwr, k cos ψwr, k 0  dy 
0
0
1 dψ

(2.17)
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2.2.2

Implementation Additions

The kinematic motion model does not in itself include constraints on
the turn speed ω of the vehicle. In the implementation, maximum steer
wheel angle, αmax , maximum steer wheel rate of change α̇max and maximum velocity vmax are taken into account. This has an important
impact on the agility of the model as it affects turning radius and how
fast the heading can be changed.
During the work, three different robot vehicle have been used, and two
of these have four wheels, not three as in the model. A simplified Ackermann steering geometry according to Figure 2.7 and Equation (2.18)
has been used to map between the three-wheeled model and the real vehicle. This geometry has also been used when constructing the vehicle
model for the simulation environment described in section 5.1.2.

(a) The front wheels must have
different angles to follow same curvature.

(b) Simplified Ackermann geometry used in the simulator. The
wheels are mechanically linked.

Figure 2.7

(a) When turning, the front wheels must point in two different directions so that their momentaneous centres of rotation are the
same. Their angles are given by Equation (2.18). (b) In the simulator this
is accomplished using a simplified Ackermann steering geometry.

βL
f wSep
±
tan α
2
!
βL
= tan−1
dl,r

dl,r =

(2.18a)

αl,r

(2.18b)
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2.2.3

Suspension Model

To model the vehicle interaction with the ground, the quarter-car model
shown in Figure 2.8 and Equation (2.19) is used. Using only one such
model is a great simplification compared to the actual vehicle. Its purpose was to attempt to reduce oscillations in the estimated ground profile
in [IV]. Details are given in section 3.4.2.

Figure 2.8 Illustration of the simplified quarter car model. Zr represents the road height profile and Zs the height displacement from equilibrium of the sprung vehicle body. It models the first order spring damper
mass system described by Equation (2.19).





mZ̈s + k (Zs − Zr ) + c Żs − Żr = 0

2.3

(2.19)

Motion Control

For robot motion control a line tracking method from [11], illustrated in
Figure 2.9, is used. The control law is described in Equation (2.20) and
it basically boils down to controlling the curvature derivative δk
δs based
on three different gains.
δk
= −ak − b∆ψ − cρ
(2.20)
δs
From stability analysis and some simplification, the gains were decided by Equation (2.21), where σ is the smoothness parameter. The
controller takes as input the line to follow, the current forward speed
and angular velocity and the desired smoothness (parameter set). It
returns the angular velocity needed to reach the desired curvature at
the current speed. One difficulty lies in choosing an appropriate parameter set (smoothness) depending on velocity and collision risk with the
20
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surroundings. In this work, two preconfigured parameter sets, one for
“low” and one for “high” speed, have been used. Parameter sets would
need to be tuned for different vehicles depending on their agility and
speed.

a = 3λ,

b = 3λ2 ,
1
σ=
λ

c = λ3

(2.21a)
(2.21b)

Figure 2.9

The line-tracking robot-motion controller will attempt to
minimize the offset, ρ, and heading deviation, ∆ψ, from the desired line.
The controller gains will affect how aggressively the vehicle will turn to
track the line. Care must be taken with the selection of controller parameters to avoid causing an oscillating behaviour around the line. For
high velocities a smooth approach is desired but for lower speeds a more
aggressive one may be better.

2.4

Sensor Models

This section introduces the sensors used and highlights some issues that
were discovered during the work.

2.4.1

Laser Range Finders

The Light Detection And Ranging (LIDAR) sensor type uses light to
illuminate a surface to take measurements of it. Typically the intensity
and wavelength of the reflected light from a laser beam are used to
21
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determine the range. A common way to build laser scanners is to use
a rotating mirror to sweep the laser beam in a circular motion. Some
laser scanners have an almost 360◦ field of view while others have a more
limited span. The LIDAR sensors primarily used in this work are the
SICK LMS 200 and LMS 291. These models are very similar but the
latter, shown in Figure 2.10, is more suitable for outdoor use.

Figure 2.10 In the SICK LMS 291 scanning laser range finder, an
internal rotating mirror sweeps a laser beam over a 180◦ field of view while
taking range measurements. The image comes from www. mysick. com and
is included with permission from SICK.

The laser scanners have a maximum
range of 80 meters and a 180◦

π
π
field of view in the interval − 2 . . . 2 radians. All measures are taken in
the same plane and as far as the sensor is concerned, the world is twodimensional. Figure 2.11 illustrates the resulting measurements from
one full sweep of the laser. Angular resolution (how many times within
the scanning span a measurement is taken) and range to the objects have
a large influence on the quality of the resulting data. The laser beams
grow with range and this reduces the angle accuracy of measurements
far away. Data from measurements further away will also become more
sparse, making it difficult to see small objects. For example, with the
default resolution setting of 1◦ , two consecutive measurements 10 metres
away will be approximately 17cm apart. This reduces the actual useful
measurement range.
A measured point k in laser local polar coordinates is given as a range
22
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Figure 2.11 An illustration of the laser scanner field of view. The
laser beam sweeps from one end to the other while range measurements
are taken. Given the angle and range of a measured point it can be transformed into the scanner coordinate system. Due to limited range and
angular resolution not everything can be seen in one single scanner sweep.
To the right, the circular object k will only get one laser hit; from this
measurement alone it is impossible to tell the shape of the object. To the
left, the corner of the rectangular box is not seen. The further away measurements are taken, the less details will be visible as they will be further
apart. The uncertainty of a range measurement, illustrated by ellipses,
will also increase with range due to beam growth.

and angle value.
h

plk = r φ

iT

(2.22)

Converted to Cartesian laser-fixed coordinates this becomes:


Xl,k







r cos φ
xl,k
 


=  yl,k  =  r sin φ 
zl,k
0

(2.23)

When scans of the surroundings are made for mapping or obstacle
avoidance they need to be transformed into the map, or robot coordinate system, to become useful. For obstacle avoidance in robot-local
coordinates the scans would have to be transformed into the robot-fixed
coordinate frame using the known pose of the laser scanner on the robot
body, Xr,l . Using compounding notation the point k in robot-fixed coordinates becomes:
Xr,k = Xr,l ⊕ Xl,k
(2.24)
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A LIDAR scanner can be attached to the robot at a fixed or variable angle (using a tilting or rotating actuator), as in for example [12]
and [13]. A robot with one or more tilted scanners can be seen as a
mobile three-dimensional laser scanner. Under the assumption that the
robot pose is continuously accurately measured or estimated, a threedimensional model of the surroundings can be built by storing laser
data points into a common coordinate system. An example from a run
through a straight corridor is shown in Figure 2.12.

Figure 2.12 A laser-data point cloud generated by a robot that has
been driving in a straight corridor with a laser scanner tilted downwards
towards the floor. Each range measurement is represented by a dot that
has been transformed into the corridor coordinate system. The square
gaps in the walls come from windows leading into adjacent rooms. Sparse
measurements from these rooms and side corridors are also visible.
A LIDAR scanner is a suitable sensor for geometric mapping and
obstacle detection as it measures range to objects in the surroundings.
It will, however, be difficult to find actual obstacles in vegetation such
as high grass or leafy undergrowth. If the laser measures the vegetation
there is no way of knowing what lies below it. From a laser measurement
itself it is difficult to say if the object measured is safe to drive into.
During experiments some problems with the laser scan data have been
observed. One obvious disadvantage is that transparent objects such as
glass windows can not be seen; this is usually only a problem indoors
with glass doors. If an obstacle can not be seen it can not be avoided.
Transparent or glassy objects may also deflect the laser beams, causing
incorrect measurements. One such example is the well-polished floor in
the A-building at Linköping University. Occasionally, laser beams with
24
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a low incidence angle would be deflected off the floor into the ceiling or
a nearby wall. Since the scanner uses the strongest light reflection to
calculate the distance, the measured range will be too long, giving the
appearance of a hole in the floor as illustrated in Figure 2.13.

Figure 2.13 The figure illustrates a problem with the laser scanner
sensor. The beam is deflected from a well-polished floor and strikes a
nearby wall. The reflection from the wall is stronger than that from the
floor and the range to the wall is registered by the sensor. If only the
strongest reflection is reported, it will appear as if there is a hole in the
floor. At the controller level this will needlessly cause the robot to enter
obstacle-avoidance mode or to come to a complete stop. Maps created
from laser data where beams have been deflected will also be incorrect.

Since the sensor relies on measuring light, it can be easily dazzled by
strong external light sources. Direct sunlight or reflexes from glassy objects have on numerous occasions fooled the scanner into believing that
an obstacle is very close. For outdoor use it is therefore very important
to be able to detect when the scanner is being dazzled.
Depending on the scanner model and what drivers are being used, it
should be possible to receive measured intensity values and ranges from
multiple reflections. With these two additional pieces of information,
dazzle or sudden strong secondary reflections could potentially be detected and handled but this has not been investigated during the current
work.

2.4.2

Inertial Measurement Unit

An Inertial Measurement Unit (IMU) sensor typically uses a combination of accelerometers and gyroscopes, and is used to measure accelerations and angular velocities acting on a body. An IMU may also have
build-in software for continuous sensor orientation estimation. The IMU
is an important component in a Inertial Navigation System (INS), where
the IMU sensor data is used to estimate the system pose using a method
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called dead-reckoning. Dead-reckoning basically means that the pose is
based solely on measurements of the ego motion. It can be compared
with walking blind-folded, relying only on one’s sense of balance. Some
INS systems are augmented with external measurement equipment like
Global Positioning System (GPS) to be able to reduce drift when moving
long distances.
In this work the IMU sensor shown in Figure 2.14, from Xsens has been
used. This IMU is equipped with a 3-axis accelerometer, a 3-axis gyro,
and a magnetometer (compass) and has built-in estimation of the absolute orientation in the world. For on-board robot vehicle applications
the magnetometer data may, however, be unreliable due to disturbances
from nearby electric motors. With the compass turned off, the estimated
yaw angle (heading), can not be trusted as it will only contain the integrated angular yaw rate over time, including drift. Vehicle roll and
pitch angles use the gravity vector as downwards reference and the drift
from roll and pitch angular velocities can thereby be compensated for.
It has been noted in experiments that the IMU sometimes slightly
overestimates the vehicle roll angle when taking turns. One possible
reason for this is that the centripetal acceleration generated in the turn
is misinterpreted for a component of the gravity vector, pointing to the
side. Since the IMU does not know the travel velocity of the robot,
it can not anticipate the centripetal acceleration. Directly integrating
the angular velocity externally works, but then the external code must
handle drift compensation by itself.

Figure 2.14 The Xsens MTi IMU sensor, figure courtesy of Xsens
Technologies B.V., included with their permission. The sensor has built-in
3-axis accelerometer, 3-axis gyroscope and 3-axis magnetometer. All raw
and factory-calibrated sensor measurements are available but the unit also
features a built-in filter for continuous orientation estimation.
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Accelerometers
An accelerometer is a device that is used to measure the acceleration
of the body that it is attached to. Accelerometer sensors usually contain one, two or three perpendicular axes for measurement in multiple
directions. The acceleration measured, however, is not necessarily the
velocity derivative. The vertical axis of a body at rest will be affected
by gravity while a horizontal axis will measure zero acceleration.
For slow, smoothly moving bodies (low acceleration), this is beneficial
as the orientation of the body can be determined based on where the
gravity vector is pointing. For fast jerky motions, however, it is difficult
to discern the actual gravity vector from the resultant acceleration vector. If the accelerometer data is used for integration into velocity or even
double integration into position, the components of the gravity vector
must be removed to avoid biased integration as shown in Figure 2.15.
This, however, becomes quite difficult if the body being measured is
subject to jerky motion, especially if its orientation changes at the same
time.
The output signal from accelerometers attached to ground vehicles
often contains a fairly high amount of high-frequency vibrations, wt ,
since acceleration is being measured. It is important to have access to
hardware capable of high sampling rates, so that aliasing effects can be
avoided in the sampled signal. This is especially important if it should
be possible to suppress the bias et values when integrating the measured
signal as in Equation (2.25).
Z

ż =

(z̈ + wt + et ) δt

(2.25)

Gyroscopes
A gyroscope sensor is used to measure the angular velocity of a body.
Like the accelerometer sensor, it usually contains one, two or three axes
for measurements in multiple directions. The angular velocity output
signal is smoother and has less vibration noise, wt , then that of the
accelerometer. Integrating the signal, Equation (2.26), gives a better
result as long as the bias level, et , is compensated for. While the bias is
normally not affected by the orientation, it may change with temperature
and drift during operation. Over short time spans, its drift can often be
neglected but continuous bias estimation is preferable.
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Figure 2.15

On top, the vertical acceleration while driving on flat
asphalt road and passing two distinct bumps. Vibration noise is clearly
visible. Below, the signal has been integrated after the mean acceleration 9.8 m/s2 (gravity) has been removed. The orientation of the sensor
changes during the run, and this means that to much of the gravity component will be removed at times, causing drift in the integrated signal. A
continuous bias estimation would be needed to reduce this drift.

Θ=

2.4.3

Z 



θ̇ + wt + et δt

(2.26)

GPS

The Global Positioning System (GPS) is based on signals from satellites
orbiting the planet. The signals can be used to determine the current
ground movement speed and to calculate an absolute position on the
shell of the Earth. Typical consumer grade GPS receivers, as used in
this work, claim to have an accuracy of about ±5 metres depending
on conditions. To be able to make an estimate of the current position, a GPS receiver must have contact with at least four satellites at
the same time. The more satellites that are available the better the
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estimate will be. The receiver, however, is sensitive to disturbances.
Atmospheric conditions, occlusion and multi-path reflections affecting
the satellite signals will deteriorate the accuracy of the position estimate. Some global disturbances, such as atmospheric disturbances, can
be compensated for using a differential correction signal. Many modern
low-cost GPS receivers have built-in support for correction systems such
as WAAS (North America) and EGNOS (Europe) which send correction
signals by radio waves. Local disturbances like occlusion or signal reflection, however, will still affect the position estimate even if correction
signals are received. During some experiments conducted in the university environment, the GPS position signal had an accuracy as low as
about ±30m, especially in the vicinity of buildings and high trees, making its reported values almost useless for local navigation purposes. In
[14] similar problems were discovered, in their case the error in reported
position was at times 70 meters.
The GPS receivers used in the current work were treated as black box
sensors, reporting a position estimate but giving no indication of its reliability. On good days, their reported positions were treated as reliable
but on some days this reliability was decreased. Aside from unknown
accuracy in the reported position, it is difficult to know when enough
satellites are in view. The receivers usually report this kind of information but it can take several minutes before satellite fix information
is refreshed. On example is when coming from outside into a building,
the GPS will still keep giving rubbish position fixes for some time, even
though no satellites are visible.
The GPS normally reports longitude and latitude position, but that
data is converted into so-called UTM coordinates. A local point of
reference is selected manually in the vicinity of where experiments are
conducted, thereby giving x, and y position coordinates that are easier
on the eyes.

2.4.4

Incremental Encoders, Odometry

It is common to measure the rotation of the wheels to determine the
motion of a vehicle. The wheel rotation is often measured using optical
or magnetic encoders that are connected to and rotate with the wheel
axis. In an optical incremental encoder, light pulses are let through a
pattern of holes in a disc as it rotates, as illustrated in Figure 2.16.
A sensor receives the pulses and generates output signals to external
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electronics that will count up or down depending on the direction of
rotation. The number of pulses per revolution determines the encoder
resolution but when measuring the wheel rotation the wheel radius and
any gear-ratios also have to be taken into account. To measure the ideal
travelled distance of a wheel, Equation (2.27) can be used.

Figure 2.16 A simplified illustration of an optical incremental encoder.
As the disc rotates the encoder sensor at the top sends three signal pulses
as each “hole” passes. The difference between the signal pulses determines
the direction of rotation. The number of holes determines the encoder
resolution. In this illustration there are 24 holes and the encoder has an
1
angular resolution of 24
pulses per revolution. The actual encoders used
have a resolution of 500 ppr.

dw = 2π

nP rw
ppr ng

(2.27)

where:
dw = Wheel distance

rw = Wheel radius

ng = Gear ratio

nP = Number of pulses ppr = Pulses revolution
In this work the wheel rotation encoders are attached to the two driving rear wheels. This is not ideal as the rotation of these wheels is
controlled be the motor and not the actual movement of the vehicle.
They may lock when braking or slip on loose ground or gravel, leading
to encoder signals not representing the actual motion. Since the robotfixed coordinate frame is centred between the two rear wheels, the forward and angular velocities between two time instances are calculated
by Equation (2.28).
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dl + dr 1
2 ∆T
dr − dl 1
ω=
βw ∆T
v=

(2.28a)
(2.28b)

where:
dl,r = Distance travled by wheel since last check
βw = Width between center of rear wheels
∆T = Time since last check
In the ideal case it would be enough to use the wheel rotation measurement to determine both vehicle speed and distance travelled. Through
the use of a motion model the absolute vehicle position and orientation
in the world could also be determined. Unfortunately, odometry can not
be relied upon for travel over large distances. Uncertainties and variations in wheel radius as well as slip, especially during cornering, will
deteriorate the pose estimate over time.

2.5

Pose Estimation and Sensor Fusion

To keep track of the vehicle movement and its position in the world,
the odometry, IMU, and GPS sensors can be used together through a
process called sensor fusion. These three sensors will, through the sensor
models described in section 2.4, measure the movement of the vehicle
and by combining the data an improved motion estimate can be found.
A popular way of performing sensor fusion is to use a filter in which the
state vector mean and covariance are estimated based on a state space
propagation model and reliability weighted sensor data.
In this work primarily the Extended Kalman Filter (EKF) filter has
been used but there are also other popular methods such as the Particle
Filter, which might be a better choice for highly non-linear systems. A
thorough book on the subject is [15].

2.5.1

The Kalman Filter

The Kalman Filter (KF) can be used to estimate the states in a linear
time discreet state space model according to Equation (2.29).
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xk+1 = Fk xk + Gu,k uk + Gv,k vk
yk = Hk xk + Dk uk + ek

Cov(vk ) = Qk

(2.29a)

Cov(ek ) = Rk

(2.29b)

Cov(xk ) = Pk

(2.29c)

where:
xk = State vector

uk = Input vector

yk = Measurements

ek = Measurement noise

vk = Process noise

The KF is divided into two parts: the measurement update, where
the state vector and its covariance (uncertainty) are adjusted by the
measurements, and the time update, where a model is used to predict
the state values and covariance for the next time step.
Measurement Update
During the measurement update step the measurements are used to adjust the predicted state values. How much correction is applied depends
on how reliable the measurements are compared to the state prediction.
Based on the predicted states, the expected measurements are calculated
through the inverted sensor models in H. The innovation k , the difference between actual and expected measurements, is used together with
the Kalman gain in Equation (2.30) to adjust the predicted state vector.
The Kalman gain acts as a weight factor where the weights depend on
the reliability of state predictions and new measurements.
x̂k|k = x̂k|k−1 + Kk k
Pk|k = Pk|k−1 −

(2.30a)

Kk Sk KkT

(2.30b)

where:
k = innovation

Sk = innovation covariance

Kk = Kalman gain

k = yk − Hk x̂k|k−1 − Dk uk

(2.31a)

Sk = Hk Pk|k−1 HkT + Rk


Kk = Pk|k−1 HkT Hk Pk|k−1 HkT + Rk
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Time Update
The state propagation models F and G are used to predict the state
values and covariance for the next time step according to Equation (2.32). To account for model errors the process noise Q is added.
As long as only time updates (predictions) are made, the uncertainty of
the state vector will always increase.

x̂k+1|k = Fk x̂k|k + Gu,k uk
Pk+1|k =

2.5.2

Fk Pk|k FkT

+

(2.32a)

Gv,k Qk GTv,k

(2.32b)

The Extended Kalman Filter

The EKF can be used for non-linear systems but basically works like
the ordinary KF. For state transition, the non-linear functions in Equation (2.33) are used instead of linear matrices. For propagating the
state covariance, the same discrete-time equations as in the KF is used.
For this to work, the non-linear functions f and h are approximated
using Taylor expansion around the predicted states. In this work the
expansion is limited to the first-order Taylor approximation.

xk+1 = f (xk , uk , vk )

(2.33a)

yk = h(xk , uk , ek )

(2.33b)

Omitting the input uk (explained in section 2.5.3) and using


Ohx = h0x x̂k|k−1





Ofx = fx0 x̂k|k



the system equations from the KF in the EKF first-order Taylor approximation form, can be written as Equation (2.34)
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Sk = (Ohx ) Pk|k−1 (Ohx )T + Rk

(2.34a)

Kk = Pk|k−1 (Ohx )T Sk−1

(2.34b)



k = yk − h x̂k|k−1



(2.34c)

x̂k|k = x̂k|k−1 + Kk k

(2.34d)

Pk|k = Pk|k−1 − Pk|k−1 (Ohx ) Sk−1 (Ohx ) Pk|k−1
T



x̂k+1|k = f x̂k|k



Pk+1|k = (Ofx,k ) Pk|k (Ofx,k )T + (Ofv,k ) Qk|k (Ofv,k )T

2.5.3

(2.34e)
(2.34f)
(2.34g)

Robot Pose Estimation

To estimate the robot vehicle pose in a fixed world coordinate system, an
EKF is used as a sensor fusion framework for weighting information from
different sensors and the motion model. Wheel encoder based odometry
and angular velocity from the gyroscopes in the Xsens IMU are used for
dead-reckoning estimation. For outdoor use the GPS is also used to get
external position measurements, in order to reduce the dead-reckoning
drift over time. The measurement and process noise in matrices R and
Q is assumed to be Gaussian with a zero mean.
The estimator state vector contains hthe robot pose and
velocities in
i
world coordinates and is given by x = x, y, ψ, vx , vy , w . Since a piecewise flat world assumption has been made, only the x,y position and
heading are estimated, not the full 3D orientation. The first three state
variables are the robot 2D pose given by Equation (2.17) and called
fp2d . Since the model implies constant velocity the last three states are
given by fv2d = I3×3 , which is the same as in the last time-step. The
actual measurements from wheel-encoders and IMU are used to adjust
the velocity variables.
As sensor measurements are independent of each other, the R matrix
(measurement covariance), will become diagonal and an iterated EKF
can be used. In the iterated EKF the measurement updates from each
sensor can come at any time and they do not need to be processed at
the same time. This is convenient as different sensors report data at
different rates. The GPS for instance usually has a very low refresh rate
(typically 1Hz or 5Hz) compared to the Xsens IMU, which has a default
rate of 100Hz.
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Since the sensor models can be used to calculate the states directly,
the individual h functions simply become a 1:1 mapping. The Jacobians
used with the EKF equations (2.34) are given in equations (2.35) and
(2.36). The Of Jacobian was solved analytically, but is not written out
in detail here.
"

Ofx =


yodo



vx


=  vy  ;
ωodo

h

i

yimu = ωimu + bω ;
" #

ygps =

x
;
y

δfp2d
δx
I3×3

#



(2.35)



0 , 1, 0, 0
δhodo  ×3

= 0×3 , 0, 0, 0 (vy = 0)
δx
0×3 , 0, 0, 1
h
i
δhimu
= 0×5 , 1 ;
δx
"
#
δhgps
1, 0, 0×4
=
0, 1, 0×4
δx

(2.36a)

(2.36b)
(2.36c)

A possible extension that would improve the ego-motion estimate
would be to use a Visual Odometry (VO) system as a sensor, explained
in section 3.1. Such a system uses for instance a camera, to detect
and track features in the surroundings. Based on their movement the
ego-motions can be estimated.
Implementation Details
Aside from the EKF equations, the implementation uses the estimated
pitch angle from the IMU to account for driving on slopes with Equation (2.37), thereby slowing down the x,y semi-plane movement to match
that which will be reported by the GPS. Over time this might give an
error in the calculated travelled distance even with only small errors
in pitch angle. However, it is assumed that external measurement will
help to correct this. A consequence of reducing the perceived forward
velocity on slopes is that mapped data will be slightly compressed in the
direction of motion.
vx = cos(φimu ) vf wd

(2.37)

Another problem is that of initialising the heading angle. The world
coordinate system should coincide with the GPS one, but when the
system is started the actual heading is not known and the robot must
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be moved for a few seconds before an accurate heading estimate can be
found. This must be done before mapping begin, or else the initial map
data will become warped as the heading settles.
Sensor bias estimation should preferably be made on-line, as bias will
often change with the sensor temperature. To perform bias estimation,
multiple sensors directly or indirectly measuring the same states must
be used. As an example, the angular velocity can be measured by both
the difference between left and right wheel rotation (odometry) and the
IMU. Using the not so reliable odometry to estimate the IMU bias, however, is not recommended, but doing the opposite to find differences in
wheel diameter would be possible. The IMU bias values were calculated
as the average over a few seconds while standing still and no on-line
estimation was attempted. An exception was made for the vertical acceleration in [IV]. This signal was not included for pose estimation,
though.
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An autonomous robot can make use of maps to plan its way and to
localise itself by recognising its surroundings. Maps with different levels of detail can be useful under different circumstances. One common
example relevant to ground vehicles is road network maps outlining the
existence of roads along which it is possible to travel. Aside from the
existence of the roads, additional information such as road type and
permissible speed could be useful when selecting what roads to take.
This type of information is often present in common GPS-based car
navigation systems.
Paved roads can often be considered smooth and are usually free of
static obstacles, with the exception of traffic congestions. They also
obey the piece-wise flat assumption. Low-detail road maps are therefore
sufficient when planning to travel long distances, such as between cities.
When a vehicle is to travel within a smaller local area, where paved roads
are not available, it may be necessary to avoid obstacles such as trees
or buildings, and to vary the speed depending on ground conditions. In
such areas, more detailed maps are required for efficient planning.
Maps that are used for path planning and obstacle avoidance should
preferably be available beforehand and be complete and contain no unmapped regions. With such maps it is possible to generate an optimal
plan and velocity profile in advance, thereby minimizing collision risk.
During this work the assumptions have been that the robot vehicle will
be entering fully or partially unknown environments and that complete
maps will therefore never be available. Even when maps have been previously generated they will only contain information based on the limited
observations that could be gathered from the robot sensors. Due to
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occlusion, limited sensor resolution and coverage, the surroundings will
never be completely mapped.
When sensor data is sampled into a map, it is important to have an
accurate estimate on the robot ego motion, or the map will not reflect
reality, as can be seen in Figure 3.1.

Figure 3.1

A 3D height mesh from laser data recorded by a robot
driving inside and out the back of the A-building at Linköping University.
The vehicle pose estimation was made using only dead-reckoning sensors
and sensor-fusion as described in section 2.5.3. Something has gone wrong,
perhaps due to wheel slip, and the absolute heading estimate has become
incorrect. The error has large consequences for all data mapped later on.
For a sense of scale, the corridor mapped at the top of the figure is 2.8
metres wide.

3.1

Localisation and Mapping

In the localisation case, maps should preferably contain easily distinguishable landmarks, such as buildings, trees or other unique objects,
that can be detected and tracked as the vehicle moves. Simultaneous
Localization And Mapping (SLAM), thoroughly covered in among other
works [16] and [17], is a process in which a map is built at the same time
as the landmarks in it are tracked to determine the vehicle ego motion.
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There are various methods to approach the SLAM problem. In ground
robotics research it is common to use observations from range sensors
or camera images to identify unique or at least well-defined features in
the surroundings while the robot moves. In the camera case the features
may simply be a point of high contrasts, such as a reflection from the
sun, but in the range sensor case it could be a geometric shape, like the
roundness of a tree trunk. The detected features may be associable to
landmarks, but they could just as well be of a more temporary nature.
The more features that can be tracked the better the ego motion can
be determined. As the number of observations of each landmark or
feature increases, its covariance (uncertainty) will decrease, as illustrated
in Figure 3.2.

Figure 3.2

The robot is tracking three circular features as it moves
between two poses. The uncertainty (ellipses) of the position of the objects
will decrease and based on their change in relative position, the robot ego
motion can be determined. A new corner feature is also discovered.

Instead of tracking individual features, full measurement data sets of
the surroundings can also be compared. In such cases it is common to
reduce the amount of data by making a light-weight descriptor of the
contents. One such example is [18], where surface shape histograms were
used to reduce the amount of data needed for comparison.
When a previously mapped area is revisited, algorithms can be used
to find a match among recently discovered features and old ones, thereby
localising the robot in the map; this is often referred to as loop closure.
Often the mapped landmarks are adjusted only when they are measured,
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but with some SLAM algorithms, previous observations can benefit from
a successful loop closure by back propagation of the adjustments. This is
the case in a similar approach called Smoothing And Mapping (SAM),
[19] where all mapped landmarks, even those out of sensor range are
readjusted through optimisation when new information is received, such
as when loop closure occurs.
In environments that look basically the same, finding unique features
and associating them to landmarks will be difficult. Examples are typically square buildings in urban environments or trees in the forest. It
is important to have a good estimate of the vehicle position in the map
coordinate system. This will give tracking algorithms a better chance
of associating new detected features with the correct existing map landmarks. On example of a difficult environment would be driving along a
straight road in a forest. While there would be lots of trees to track, it
would be difficult to say which tree is which; there would be an association problem.
The SLAM approach to mapping is not used in this work as the primary focus has not been to build maps for localisation. Since it is not
known exactly what environments will be visited, developing suitable
feature detectors would also be difficult. It is nevertheless important to
mention, as it is a common ingredient in UGV control systems research.
Some similarities in this work will be noted later on.
A related area is that of Visual Odometry (VO), where features in the
surroundings are detected and tracked with the sole purpose of determining the ego motion. In [20] and [21], very good performance could be
achieved with one omnidirectional camera through which features were
detected and could be tracked in a 360◦ field of view. In [22], largescale VO for use in rough off-road terrain was examined. The authors
concluded that a combination of IMU and VO gave better results than
a combination of IMU and uncorrected GPS over ranges up to 10 km.
Throughout this work, only dead-reckoning or GPS-based pose estimation has been used. It is, however, assumed that the additional use of
a VO system would greatly improve the quality of the pose estimate
and thereby result in better maps due to less position drift. In [23] it is
questioned whether filtering is even needed at all, since results show that
mono-camera based SLAM alone results in very good camera movement
estimates and in real-time if computer resources are not very slow. Such
a system could act as a add-in stand-alone sensor in the pose estimation
filter framework described in section 2.5.3.
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3.2

Traversability Mapping

The focus of this work has been to create maps of traversability, a measure of how suitable it is for a vehicle to traverse a particular area.
Traversability can contain different types of information, that depending on the vehicle involved and the application is more or less useful.
A lorry will travel mostly on small roads or highways that can be
assumed to be free of fixed obstacles. It will likely be enough to know
about the roads and some of their properties. Properties like roughness,
traction and the existence of potholes may be useful when determining
suitable speed. Road roughness will also have an impact on driver fatigue
and indirectly impose restrictions on how long the driver can drive. For
trucks used in the mining and forest industry, knowing the properties
of roads also have an other use. Weak roads may be severely damaged
by heavy vehicles and should therefore be avoided. Road properties can
also be useful when estimating fuel consumption, as was done in [24]. In
[25], a road grade estimation algorithm for heavy trucks was presented.
Such information could be of great use if added into the maps.
For local navigation in obstacle-rich environments, detailed obstacle
maps are needed for obstacle avoidance planning. On example can be
found in [26], where the winners of the DARPA Grand Challenge used
both computer vision and five laser scanners to detect obstacles and
classify the road ahead of the vehicle as drivable or not. They also
considered the roughness of the ground and adapted speed accordingly.
Using laser scanners for obstacle detection is a popular method, an other
example is [27] and [28], where the 3D geometry of the environment was
mapped by rotating laser scanners attached to a moving autonomous
car. Ground properties will still be important though, since very rough
areas or discontinuities in the ground may be regarded as additional
obstacles. The vehicle’s size and sturdiness as well as requirements set
by its cargo will impose limits on where it is suitable to drive.
While the given examples are static in nature, dynamic moving objects must also be taken into account. Creating maps of moving objects
is pointless but it would be beneficial to remember in some way how
crowded an area is, preferably at different times during the day. This
has not been part of this work but in [29], statistical and real-time data
on the travel time along roads were combined to estimate congestion
levels. Such data would be very valuable for autonomous planning to
avoid bringing the vehicle into a situation where it may get stuck in
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complicated obstacle avoidance.
Since traversability can contain so many types of information, a multilayered mapping approach is used. In this work, static geometric and
ground roughness traversability is studied. The two types are described
in more detail in the coming sections and Figure 3.3 illustrates the multilayered map containing them.

Figure 3.3

An illustration of the multi-layered mapping approach. The
geometric traversability properties are based on scanning laser range finder
measurements and are stored in a 2D grid where each layer contains some
particular information. Other properties that can be measured with noncontact sensors can be added as additional layers of information. Information from contact measurements are stored in a graph like fashion, each
measurement node having an x,y coordinate relative the grid. In this case
indications of rough ground as will be explained in section 3.4.1.

What to considerer are geometric obstacles or ground roughness is
determined by the relationship between sensor measurement resolution
and requirements of the vehicle. For instance, at some resolution, objects must have a certain size to be discovered. The vehicle must then
be capable of driving into or over objects that are smaller; these will
then be considered rough ground. This reasoning can also be reversed.
Based on requirements set by the vehicle, the maximum size of allowed
ground roughness may be determined. This implies requirements regarding measurement resolution, which in turn means requirements concerning the sensors used and their placement. Figure 3.4 illustrates and
explains these relationships. A thorough but general analysis of this type
of requirements can be found in [30], where also other aspects are taken
into account. The rough terrain considered in that work was, however,
assumed to be flat and smooth with well defined discontinuities.
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Figure 3.4 The curve illustrates the relationship between obstacle size
and the required resolution for detection. Obstacles whose size falls below
the curve will be regarded as rough ground. Depending on the robustness
of the vehicle, a threshold value (T) for maximum allowed obstacle size and
thereby the sensor resolution requirement can be determined. The shape
of the curve depends on the sensor used, it will never reach zero however.
The motion of the robot will reduce reliability of sensor observations and
at some point detections of small objects can no longer be trusted. (A),
Obstacles that can not be detected in advance by the sensors will be felt
as rough ground. The robot must be able to drive over them. (B), Rough
ground obstacles that can be detected by sensors in advance. The robot
can adjust speed before driving into them. (C), Smooth ground that does
not impede the robot. (E), obstacles that are to large to drive over and
that can not be seen, imposes limits on where the robot can drive.

3.2.1

Background, Road Edge Tracking

At the beginning of the work, traversability was reduced to finding a
flat road on which to drive. By tracking the edges of this road, a control
line to follow could be generated. It was assumed that the road was flat
and had easily detected edges, such as a pavement edge or high grass or
bushes. Lines were extracted from each laser scan and the longest one in
front of the vehicle was assumed to belong to the road. The ends of that
line were tracked using KFs and marked the limits of the traversable
area, as shown in Figure 3.5. This approach worked well as long as the
robot was actually driving on such a road, but it soon became evident
that other types of areas were also of interest. Examples are open areas
and bicycle lanes where no clear edges existed. The difficulty was to
determine a threshold for what to consider as the traversable road. How
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should the robot controller behave when no edges can be found?
In [31], a more advanced approach to the problem was presented. Each
laser scan was split into several groups based on categories such as slope,
height, convexity and roughness. Based on the groups, traversable and
non-traversable segments could be identified.
That work and the fact that it must be possible to travel in more areas
than merely on roads acted as inspiration. Instead of only tracking the
ends of the most road-like surface, the geometry and properties of all
the surroundings would need to be considered.

(a) The easily identified and tracked
pavement on the right. Uncut grass
makes the left side more scattered.

(b) The ground changes its inclination, causing an incorrect identification of the left “road edge”.

Figure 3.5

These figures show a top view of laser data from some early
work where the edges of the roads were detected and tracked. Through
a history of detections, a least square fitted line was used as a guide for
driving the robot. The edges were simply identified as the ends of the
central detected road line. This approach was a little too simplistic, as is
evident in (b) where the left edge is just a change in ground inclination.

3.3

Geometric Traversability

The primary traversability information is determined by the geometric
properties of the surrounding environment. One or more LIDAR scanners, described in section 2.4.1, are used to create a three-dimensional
view of the surroundings as the robot vehicle moves; an example is given
in figures 3.6 and 3.7. From the scanned data, the slope and edges of
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Figure 3.6 A small robot drives along a road. To its right there are
two primary obstacles; the building wall and the edge of the pavement.
The edge is a near ground obstacle while the wall is considered a large
vertical object. The recorded laser point cloud is shown in Figure 3.7, and
a height map in Figure 3.8.

surfaces are used to determine whether a surface is traversable or not.
This information is stored in the first layer of the map.
In another layer, scan data is gathered into a 2.5D height map grid,
Figure 3.8, to create a model of the surroundings. The absolute height
value in a grid cell does not signify an obstacle but rather the dispersion
of height measurement in the cell. Multiple different height measurements in the same cell mean that there is a vertical object, like a tree
or a wall, present. In this work only one vertical object is allowed in
every grid cell, but in a related work, [28], so-called multi-level surface
maps allowed for more then one object at different heights. This made
it possible to map both a bridge and its underpass within the same 2D
grid cell.
As LIDAR resolution decreases with range, the sensors need to be close
to be able to reliably detect a typical Swedish pavement edge about 10cm
high, as illustrated in Figure 3.9. A third layer in the map contains a
reliability value which depends on the range of each measurement. The
reliability will also be negatively affected by violent movements of the
vehicle, detected by the IMU, since the pose estimation errors may be
large in such situations.
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Figure 3.7

The resulting laser data 3D point cloud from the experiment behind Figure 3.6 with overlaid markings of horizontal traversable
and steep or vertical non-traversable surfaces. The robot moved along the
x-axis. Note that the axis scales are different to improve the visibility of
the near ground pavement edge.

Figure 3.8 A 3D height map visualisation based on the raw laser data
from the full experiment behind Figure 3.6. In that figure, the right side
can be seen. To the left are a forest and a slope where no measurements
are available. In this map, large vertical obstacles are clearly visible while
the near ground obstacles are a little more difficult to see.
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Figure 3.9

Primarily distance but also angle of attack of the laser scan
will influence how many laser beams strike a typical near-ground obstacle,
in this case a pavement edge. The closer the sensor is, the higher the
resolution will be. In this illustration, the laser scanner pointing in the
x direction is pitched down towards the ground. When the resolution is
high the edge is detected as a small vertical surface (obstacle), but at a
longer range the resolution will be lower and the resulting edge surface
might seem less steep and is deemed traversable.

The three layers of information mentioned store information on large
vertical objects as well as small near ground ones. The reliability layer
will be useful when deciding whether to overwrite old data with new
information. It will also be helpful for algorithms that are going to work
with the data.

3.3.1

Line Segment Extraction

From each laser scan, line segments are extracted using the algorithm
described in Figure 3.10. Each line segment is then transformed into the
map coordinate system and sampled into both the 3D map and a more
lightweight 2D map containing the scalar traversability estimate based
on the slope of the line.
The sparsity of data points on each line determines if it reliably represents a surface or if it should be rejected. Lines containing only two
points are treated as edges between surfaces and can be used to detect
very steep slopes or cliffs, as shown in Figure 3.11. During the preRunners project, communicating line segments instead of full data sets to
the master vehicle was a way of reducing the amount of data that needed
to be transferred.
As the LIDAR scans in a plane, the resolution will be high in the direction perpendicular to the direction the sensor is pointing. Obstacles
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Figure 3.10 Illustration of the recursive “divide and conquer” algorithm used to find line segments from laser scan measurements, here depicted by dots. In each step the dot furthest away from a line connecting
the first and last is found. If the distance is longer than a threshold value,
the measurements to the right and left of it are split into two groups on
which the algorithm is applied again. When no measurements exist between first and last or when all of them are within the threshold distance,
a line segment has been found.

Figure 3.11 The robot is driving above a steep slope. Due to the step
angle the slope is in the sensor shadow region and no measurements of that
area are made. To be on the safe side, the vertical (z direction) height of
all edges is checked and those that are too high are replaced by virtual
vertical obstacles. This will prevent the robot from wanting to “explore”
these areas, unless it finds itself on the lower side of the slope.

perpendicular to the direction of motion will be easier to detect than oncoming ones if the scanners are fixed, such as in the example from a forest
path run shown in Figure 3.12. Data from multiple scans will be needed
to detect oncoming obstacles. Calculating gradients from the 3D grid
map is tempting, but due to relatively low grid resolution, one square
dm in this work, sharp near-ground obstacles will be difficult to detect
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in this way. The overlaid gray-scale slope-based traversability layer in
Figure 3.12 has recorded more small obstacles (black), from foliage and
bushes, then can be found in the 3D mesh shown in Figure 3.13, where
the laser data has been sub-sampled.

Figure 3.12 A robot vehicle is driving along a forest path using two
scanning laser range finders to identify traversable and non-traversable
areas. An obstacle avoidance subsystem keeps the robot on the path. The
resulting traversability map from the run is shown in the lower right corner.
Yellow lines illustrating the laser scans are overlaid.

3.3.2

Sensor Orientation

One of the main problems with storing laser data into a map while
moving is that the exact position and orientation of the robot and attached sensors are unknown. Even with a very good estimate there will
be small errors in orientation or heading that will give large errors for
measurements far away. Estimating an exactly correct orientation during dynamic movements is difficult. Because of oscillations that have
not been compensated for, phantom obstacles could also be introduced
into the 3D map. A wave-like motion can be seen in Figure 3.8, even
though the road is supposed to be flat. If the oscillations are too big
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Figure 3.13 A 3D mesh of the laser data collected from the experiment
in Figure 3.12. While trees and large areas of foliage are clearly visible,
small near-ground obstacles have been smoothed and lost in the relatively
low-resolution grid.

they may be misinterpreted for actual obstacles in the ground. Incorrect
orientation estimation could also mean that obstacles are missed.
One way to alleviate the problem is to use a flat ground assumption,
in which case all laser scans of the ground can be forced into the same
plane. The problem is that when the laser actually scans something
that is not in the plane, the map will be incorrect. Using IMU angle
estimates directly has also proven to be difficult; the sensor used has an
accuracy of ±2◦ under dynamic conditions while moving. Small angular
errors from oscillations are misinterpreted and sometimes the roll angle
is overestimated in curves, as described in section 2.4.2.
Another approach is to adjust new scans to previous data as in [32],
where full 3D-scan matching was used to estimate the exact origin pose
of the new data scan. In this work there has been no time for advanced
scan matching or post processing though, since the data must be ready
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for obstacle avoidance immediately. Since the scanners are pointed down
at the ground they will rarely measure the same things in multiple consecutive scans, making scan matching difficult.
Instead of only directly measuring orientation or assuming flat ground,
different ground models could be used to fit the data. A normal road
model would be piecewise constant and not allow high-frequency oscillations in the road, while an off-road model could allow less smoothness.
If entering an unknown area it is, however, difficult to model that in
advance. In [I] an attempt was made to map the height curvature of the
floor in an underground corridor. Given the floor curvature it would be
possible to fit new data into the floor, thereby reducing orientation errors. Laser measurements, IMU data and a simplified suspension model
were used in an EKF framework to estimate floor height. While the
results showed promise, it later became obvious that those results were
based on manual tuning of many parameters. In other environments,
the same estimator did not perform well at all. Another promising approach is to use the SAM method, as was done in [33], to gradually fit
the model to the data and to readjust old measurements after new data
has become available.
An attempt was made to use principal component analysis to identify a floating plane into which scans could be forced. The attempt
failed because no model was used to describe how the ground plane was
allowed to change. Especially during cornering, situations would arise
where unreasonable planes would be identified, something that caused
lots of phantom obstacles. The IMU data was instead assumed to be
trustworthy as long as no sudden fast movements were detected. LIDAR
data reliability is greatly decreased during violent oscillations and while
making sharp turns, incorrect measurements may be added to the map,
but they will at least be labelled as unreliable.

3.4

Ground-roughness Traversability

While the geometric traversability map will aid a vehicle in avoiding
obstacles and dead ends, the roughness of the ground must also be taken
into account as it has an important impact on the suitable speed. Rough
ground or sudden discontinuities like those shown in figures 3.14 and
3.15, should be passed slowly as they may damage the vehicle. They
will also introduce oscillations that worsen the orientation estimate and
sensor data reliability.
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Figure 3.14 A robot drives down onto an approximately 8 cm lower
road from a parking lot. The edge has a chamfer shape and is therefore
not considered an obstacle. The speed of the robot should nevertheless be
kept low when passing this discontinuity. Not only can high speed cause
damage to the vehicle but the violent oscillations induced by driving over
the edge will greatly reduce the reliability of the laser scanned data.

Figure 3.15 Since real hardware testing in rough terrain could become very costly when things go wrong, most rough ground testing has
been done in a simulation environment. This example shows parts of a
road where a field of randomly placed bumps (bright green) is used to
simulate rough ground. The modelled version of the robot vehicle seen in
Figure 3.14 is leaving the area. The blue field in front of the robot is a
visualisation of the laser scans.
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In [34] a review is presented of the state-of-the-art in terrain characterisation and modelling. The authors mention a number of ways of
characterising road roughness through various indexes based on measurements of road hight profile and vibrations. Most of these indexes
require very high sensor data sampling rates, as well as accurate dynamic models of the vehicle or test equipment used. In [35] a test setup
using 17 lasers measuring at 16KHz, and an accelerometer at 1KHz,
were used to generate very accurate profiles of paved roads. In this
work, no such sensors or data processing hardware have been available,
and such accuracy is not needed anyway. In [IV], two approaches to
mapping the roughness were studied; one simplistic where the vehicle
chassis acceleration was used directly as a measure of roughness and
one more advanced where an attempt was made to estimate the actual
ground height profile, based on only one acceleration signal. In [36], a
different approach using a 3D range camera was used to create point
clouds of the ground. The standard deviation of the measured points on
the ground was used to generate a roughness index describing it. This
is similar to [31], where laser scan data of the ground was divided into
groups based on ground properties, one of which was roughness.
Since roughness is not measured by range sensors in this work, as
described by Figure 3.4, motion sensor data such as described in Figure 3.16, from the IMU, is used.

3.4.1

Simple Acceleration Approach

The acceleration from impact between wheel and bumps in the ground is
propagated through the suspension into the chassis where it is measured
and used directly to describe the roughness. The downside with this
approach is that the acceleration is largely dependent on the speed of
the vehicle, the angle of attack and the shape of the bump. Reusing the
value for accurate speed planning at a later stage is difficult as it contains
too little information. It can, however, be used as an indication of where
the speed should be kept low. As illustrated in Figure 3.17, the direction
of the acceleration will change depending on how far into the bump the
vehicle has travelled. Care has to be taken to only use the vertical
component of the acceleration, otherwise horizontal accelerations would
also be interpreted as rough ground.
Rather then keeping all data points from the sampled acceleration
signal, the worst-case value over a time window is stored at regular
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Figure 3.16 The figure shows the vertical acceleration and pitch angular velocity of the robot chassis in Figure 3.14. Measurements were taken
while driving along a smooth asphalt road, crossing a ditch (at 10 seconds)
and later travelling along the forest path shown in Figure 3.12. The 3σ
limits for the smooth and rough parts respectively are also shown. Two
interesting things can be noted. The overall accelerometer noise is not
very different when driving on the smooth road compared to the forest
path. The angular velocity is more clearly affected. The three individual
sudden discontinuities (driving over roots) are however more noticeable in
the accelerometer data from the background noise. The angular velocity,
however, gives a more clear picture of traversing the ditch which is a more
elongated ground obstacle. It should be noted, though, that the behaviour
of a vehicle chassis would greatly depend on the suspension system and
vehicle speed.

intervals. Reducing the amount of data gives more light-weight maps
and allows for faster lookup when maps are reused. It is worth noting
that the recorded roughness is only valid for the exact position where the
robot has been; it is not possible to say anything about the surroundings
based solely on accelerometer data. An example where the raw vertical
acceleration has been used to adapt velocity is shown later in Figure 4.3
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Figure 3.17 A simplified illustration of what happens when the wheel
hits a sharp bump. The initial shock will decelerate the forward motion,
and the wheel will begin to climb. Some of the shock will be taken up
by deformation of the wheel while it is climbing the obstacle. The rest of
the acceleration will make the vehicle body move in the vertical direction,
introducing oscillations in the suspension system.

3.4.2

Road Height Profiling

If the road profile could be estimated, it could be used later together
with movement simulations to determine a suitable speed profile for any
vehicle. This would be better then just having an indication of rough
spots as with the simple method.
In [IV] it was found that the primary difficulty in estimating the road
profile from accelerometer data, was that the data needed to be integrated twice. Vibrations, noise and sampling errors will cause a large
diverging drift in the integrated values. As with the previous approach,
the acceleration vector will change direction during the passing of a
bump. Only the vertical acceleration component should be considered,
and errors in the estimated orientation will cause drift in the integrated
values as was evident by Figure 2.15.
In order to remove the drift, every step in the integration process was
run through a low-pass filter to find a floating bias value. Selecting an
appropriate filter frequency is however difficult as the drift will depend
on many unknown factors. The time constant for anti-drift filtering of
the vertical velocity signal was selected such that it equals the time it
takes to travel one vehicle length. The acceleration filter was tuned so
as to remove the DC level over five vehicle lengths.
On-line filtering was attempted, but gave poor drift compensation due
to phase delay introduced by the filters. It proved better to store data
and then run post-processing (zero-phase) forward/backward filtering,
as shown in Figure 3.18.
When the height profile was finally integrated, a large drift still re55
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Figure 3.18

Robot passing edge in Figure 3.14 at 127s. Due to uncertain orientation the integrated vertical chassis velocity includes drift that
must be removed before integration to the height profile. It is very difficult to foresee how large the drift will be and therefore choosing the filter
coefficient is difficult. Three filter methods are compared; the fwd/bwd
method requires delayed filtering, the others can be run on-line. Which
method is best is difficult to say, as it depends on what is measured, but
overall the fwd/bwd method gives the best results.

mained. To remove it, a weighted filter approach implemented in
Kalman filter form was used. The rate at which the road profile estimate, including drift, could change was modelled as a random walk
process with a standard deviation σg . Since discontinuities are sought,
all values that follow the model are treated as drift. The higher the deviation from the model the higher the likelihood that a discontinuity has
been discovered. Weights for values deviating by more then 3σg from the
model were artificially penalised as they clearly belong to some form of
discontinuity. Slow changes, like drift or a low curvature in the ground,
will affect the drift estimate while sudden quick changes are ignored, as
the result in Figure 3.19 shows.
After a zero-phase filter run, the forward and backward drift profiles
are fused using Equation (3.1). The resulting height profile after drift
removal is shown in Figure 3.20. It does not reflect reality as the need
for hard anti-drift filtering has distorted the final output. However, by
looking at the absolute value difference for each discontinuity at least
the height of the discontinuity can be found. The occurrences of discontinuities are found from where the combined variance σc is high.
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Figure 3.19 Not all drift could be removed from the velocity in Figure 3.18. To remove that which is not actually a change in road profile, a
weighted filter approach is used. When the rate of change is higher then
the model allows, uncertainty is increased for the estimate. Running the
filter in both directions on the data is needed to find the probable DC level
of the road.
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Figure 3.20 The road profile scaled to distance with x = vt after drift
removal based on combined estimates from Figure 3.19 and Equation (3.1).
The two instances of change are clearly visible. They have, however, been
distorted by the heavy anti-drift filtering required. The absolute peak to
peak difference still gives the height change though.



σc = σf−1 + σb−1


−1

ẑ = σc σf−1 ẑf + σb−1 ẑb

(3.1a)


(3.1b)
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The suspension model from section 2.2.3 was also used in an attempt
to remove suspension-induced oscillations in the measured acceleration
signal. It did not, however, make any significant difference, most likely
because the model is too simplified.
To reduce the relatively high-frequency vibrations, a high sample rate
is needed to avoid aliasing effects. Unfortunately, the computer hardware used in the work was not capable of more then 50 Hz due to the
load on the system. Dedicated signal processing hardware would likely
have given better results. The height profiling work has not been implemented in the actual robot control system and has only been run as
off-line post processing.

3.5

Sub-map Coordinate Systems

The reliability of the robot pose estimate will decrease over time when
only dead reckoning is used. On-board sensor data will be affected by
noise, bias and drift that can not be compensated for when no external
measurements of the robot movement relative to the surrounding are
taken. Even when external measurements using for example VO or GPS
are used, the global estimated position can still not be fully trusted.
VO algorithms could face difficulties in environments with few distinct
features to track, or when it is dark. GPS receivers are also known to
be inaccurate in the vicinity of large buildings and trees, or in a forest.
Position quality greatly depends on the number of satellites in view.
Regardless of what system is used to aid pose estimation, the mapping
system should be designed in such a way that it can handle an incorrect
estimate.
Traversability data from an experiment where the robot has travelled
the same route several times is shown in Figure 3.21. The resulting data
has been transformed and overlaid into one common coordinate system.
Even though the pose estimate was GPS-assisted, the individual maps
overlap poorly, resulting in a low-quality map.
To alleviate the problem, traversability is gathered into small submaps where the data in each map will be locally correct regardless of
how large the global pose error becomes. Each sub-map is given its own
local coordinate system, whose center is given in the global coordinate
system used at the time the map is created. An example situation is
shown in Figure 3.22, where bias in sensor measurements has caused
the dead-reckoning pose estimate to continuously drift to the right. The
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Figure 3.21 Traversability maps from several runs around a small forest approximately 50 metres wide have been overlaid. Due to inaccurate
pose estimates the maps do not overlap perfectly. The pose estimator was
here assisted by GPS but still contains errors due to its poor accuracy and
drift in the reported position. Without adjustments to the measured data,
a complete map containing all of the data would be useless.

global estimate quickly becomes wrong, but each sub-map will be locally
correct, aside from the local, relatively low drift. If the local drift is too
large, then the local maps will also be too distorted to be useful, though.
If all sensor data is logged then it would be possible to regenerate the
maps at a later time when the pose errors have been corrected for in
some way.
Using sub-maps will also be beneficial when two or more vehicles are
travelling together in the same area as smaller chunks of data can be
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Figure 3.22 The robot has travelled along a straight road with rightangled turns. The vehicle pose was estimated using dead reckoning. An
undetected bias has caused the estimate to drift to the right. The global
map quickly becomes wrong but by using sub-maps the data will be locally
correct within each map, aside from the local drift present.

shared. Only those map segments that probably contain useful information need to be retrieved and processed when an area is revisited.

3.6

Reusing Maps

The primary reason for using traversability maps is to improve path and
velocity planning. It must therefore be possible to determine the vehicle
pose, to localise it, in map global coordinates. Otherwise, generating or
following path plans based on the maps would be difficult. Maps covering
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the same area may not overlap perfectly, especially if they have been
created at different times or from different directions. Their respective
view of the global coordinate system will likely not be the same and if
objects in them have been seen from different directions they may also
look different.
Before planning, the maps need to be adjusted into a common coordinate frame. This is accomplished using a map matching algorithm that
pieces together map segments such as those seen in Figure 3.22. There
are two occasions where map matching is used. The first is when multiple existing map segments are merged into one large complete map for
use in path planning. In this case, all maps are already completed and
can be merged in advance. In the second case, the map currently being
generated is used to find a matching position among a set of template
maps from earlier runs (localisation).
Localisation is needed when the robot should follow a plan in a particular map coordinate system, or to compensate for drift in the estimated
pose. Solving the localisation problem has not been the focus of this
work and the solution given here is not very robust. It is not intended
as a replacement for regular SLAM techniques.

3.6.1

Matching and Aligning Maps

As was evident from Figure 3.21, maps covering the same area may
not necessarily overlap. This is especially a problem when maps have
been created from observations from different directions and at different
times. To be able to reuse the map segments, it must be possible to align
and merge them. One example situation where map segments need to
be merged in order to facilitate detailed path planning is given later in
section 4.5. There are different ways in which to align maps or images in
general. The one used in this work is based on newton-gradient search
optimization and as such is prone to ending up in local optimum. For
the algorithm output to be useful, the overlap and initial starting pose
of the maps to align must be good. It is difficult to say exactly how
large the overlap or how close the starting pose must be as this very
much depends on the map contents. Clear distinct objects to align are
necessary, preferably in both the x and y directions.
Figure 3.23 shows how the top left corner from Figure 3.21 is aligned.
The algorithm, developed in [III], works by growing and blurring the
obstacles at different levels of resolution, beginning with low resolution,
61

Mobile Robot Traversability Mapping

Figure 3.23b, for a rough alignment of large obstacles. In every coming step the resolution is increased, Figure 3.23c, thereby causing finer
and finer adjustments until the original resolution is used for the final
adjustments, resulting in Figure 3.23d. An overview of the algorithms
steps is given below:
First transform maps into one common match coordinate system
for p=nScaleLevels down to 1 do
for i=1 to nIterMax do
Identify overlapping regions based on reliability layer
Grow and blur obstacles
Downsize width and height to 1/2(p−1) of original
Calculate map Jacobian
Calculate map and template difference
Calculate step along gradients to minimize difference
Apply resulting transformation (from step) to map
end
end
return Accumulated transformation
What number of scale levels to use depends on the size of the maps
and their original resolution. Suitable kernel sizes for the growth and
blur kernel depend on the contents of the maps and it is difficult to say
what a typical “good” value is. They should, however, decrease with
each down-scaling level p. To avoid the lowest resolution adjustments
from moving too far, very few iterations should be allowed at this step.
The finer the adjustments the more iterations are allowed. Figure 3.24
shows the result from applying the alignment algorithm to all of the
submaps.
One large problem with the matching algorithm is that it makes no
difference between the type of obstacles; it only uses the black or white in
the images. This means that a pavement edge could be matched against
a wall or line of trees; the vertical hight is not taken into account. If
the initial starting location for the optimization is not good enough, the
algorithm will slide into a local optimum that it can not get out of. By
using more information in the gradient search, such as differing between
near-ground and large-vertical obstacles, the algorithm would become
more robust against bad start poses.
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(a) Initial map poses.

(b) The first step in the algorithm.

(c) Intermediate algorithm step.

(d) Successful alignment.

Figure 3.23

An alignment example from the top left corner of Figure 3.24. (a) initially the pose of the map does not align with the template. In a number of steps at varying resolutions a newton-gradient search
is used to “slide” the map into position. Low resolution levels (b) are used
for an initial rough alignment and following higher resolution levels are
used for finer and finer tuning. In (c), one step in the algorithm, obstacles
have been grown, average filtered and sub-sampled so that edges overlap.
Overlaid arrows show how the map will move. In (d), the two maps have
been aligned. This particular map segment offers a good chance of successful alignment as it contains distinct obstacle edges in both x and y
directions.
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(a) Maps overlaid based on their estimated pose.

(b) The template set of maps.

(c) Maps overlaid with poses adjusted by the match algorithm.

Figure 3.24

These figures show the result from using the matching
algorithm to merge the non-overlapping map segments from Figure 3.21.
Using the first run as the true world template, (b), maps from consecutive
runs have been aligned and merged to produce the result in (c). When map
segments are merged, a good overlap with distinct contents is required. In
some cases this is not available, such as in the lower left corner of (c),
where the alignment has failed and become stuck in a local minimum.
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3.6.2

Localisation Within Maps

To find the robot location among a set of template maps, the most
recent map is used for comparison. Since maps of urban environments
or roads usually look quite similar, a reasonable starting point for the
search is needed. In this work it is assumed that the actual location and
heading is known to within a few metres, with typical consumer-grade
best-case GPS accuracy. This accuracy was enough in the environment
from Figure 3.24.
The localisation algorithm can be described by the following steps:
1. Find and merge maps from storage in the vicinity of the estimated
position into a template map.
2. Align the most current map to the template and save the accumulated alignment transformation.
3. Apply transformation to calculate localised pose in template global
coordinates.
In the normal SLAM case, the robot pose is continuously estimated
and adjusted, but since the maps are static in this work, this is unsuitable as it would introduce “teleportation” discontinuities in the map
data. The actual robot pose is never explicitly changed, rather each new
submap is tagged with the adjustment transformation available at the
time of its creation. This local adjustment will be valid for the entire
lifetime of the map. To aid path following, an up to date adjusted pose
can be computed at any time from the latest localisation transformation available. The relationship and transformations between a pose in
adjusted and non-adjusted coordinates are given by Equation (3.2) and
Figure 3.25.

XM a,P t = XM e,P e

(3.2a)

XW e,P t = XW e,M e ⊕ XM e,M t ⊕ XM t,P t

(3.2b)

Since continuous localisation readjustment is not made of the robot
pose used for map creation, localisation will in this case not help to
reduce local drift in the mapped data. But, as stated earlier, this is not
intended as a replacement for regular SLAM techniques.
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Figure 3.25 This figure and Equation (3.2) illustrate the relationship
between a point P expressed in estimated world and template map coordinates. Solid black (t) represents the template set of maps and green
dashed arrows (e) represent poses in the current estimated world coordinate system. Map Me has been matched and aligned with data in the
template map coordinate system forming Mt . The aligned map Mt has
been adjusted (moved and rotated) with XM e,M t . This adjustment transformation can be applied at any time to any pose P in order to transform
between adjusted and non-adjusted coordinates.
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Path Planning in
Traversability Maps
In the simplest case, planning a path for a mobile robot usually means
finding the shortest collision-free and safe path between two or several
points within a map. A common way to do this is to map an obstacle
map into the robot’s configuration space. The configuration space for a
rigid body is the set of all poses that it can assume. In the 2D case this
space is limited to all x,y positions and headings. In robot planning it
is common to divide the configuration space into a grid with small cells,
each one being marked as obstacle or free. Graph search algorithms
can then be used to find the closest free path through the grid space
between the desired points. It is also common to use a sort of potential
field around obstacles so that passing close to them adds a cost.
If map data is complete and known beforehand, then a free configuration space could be pre-generated. Since the robot motion is nonholonomic and subject to turn speed constraints, most of the configuration space will not make sense. Maps will also likely never be complete,
meaning that many seemingly valid, but actually invalid, poses would
be considered in the search space, leading to longer planning times. Instead of pre-calculating for collision and cost for every possible pose,
only those that come into question along a simulated movement of the
robot are considered. The maps are used directly for testing whether
poses lead to or are close to a collision.
Planning has been divided into three levels. At the highest level, a
traditional graph-based search among existing sub-maps is used. At
the medium level, the detailed maps are used with an image processing
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algorithm to find the shortest obstacle free path. At the lowest level,
motion simulation and on-the-fly collision checks in the maps are used
for obstacle avoidance.

4.1

Waypoint-based Path Plans

Waypoint plans are easy to use; they contain a sequence of points that
the robot should visit one at a time. In general they do not say anything
about how to get from one point to an other but in this work, the straight
lines connecting the points are used as input to a line-following control
algorithm based on [11] that drives the robot. When the robot gets close
enough to a waypoint, it switches to the next one. There is, however, no
guarantee that it is actually possible to drive where the waypoints have
been set. One example is when a waypoint has been accidentally set
inside a wall or bushes next to the road. Instead of requiring the robot
to actually reach each waypoint, the switch can also be made when it
reaches a catch line perpendicular to the current heading, as illustrated
in Figure 4.1. Waypoint plans can be manually created by a human
operator or automatically generated by an algorithm based on more or
less accurate data, as in the high and medium level planning cases.

Figure 4.1

An obstacle prevents the robot from reaching waypoint A.
When the perpendicular distance to the virtual catch line is lower then
the distance to the current line, ρc < ρ1 , it is time to switch to the next
waypoint.
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4.2

Planning an Obstacle-free Path

Manually entered waypoints will often not end up exactly where the
robot can drive, since detailed obstacle information might not be available in advance. The operator might have specified coordinates in text
or by pointing and clicking in a more or less accurate map and likely does
not have the time to micro-manage waypoint placement. The rough initial plan specified by the operator can be seen as an approximate drive
order for the robot. The system should evaluate this plan and if needed
adjust it to an actual obstacle-free path by itself.
If no prior map data is available, the robot will have no other option
than to attempt to follow the given global path and explore the area.
But if data is available, it might be possible to reuse it to create a more
detailed plan of how to drive.
If an area has been traversed multiple times, there may be multiple
existing maps covering multiple traversable paths (roads) between start
and goal. In this case it is necessary to find which paths are available
and to evaluate which one is the best selection. As an example, consider
a robot vehicle carrying some load back and forth between A and B.
There may be two paths connecting A and B, one short path that is
faster but with rough ground and one longer path with smooth ground.
When no load is carried, the faster path may be beneficial, but when
fully loaded the robot should avoid the rough one.
In [IV], a simulated example experiment where the robot had three
operator specified initial paths to choose from was conducted. Initially
all paths were unmapped, and exploration was needed. The natural
choice was to take the shortest path, but it soon became apparent that
extremely rough ground forced the vehicle to drive very slowly. The
other two paths were believed to be equally long, but it became evident
that one was actually longer due to a necessary detour.
Later, the mapped traversability data could be reused together with
the planning algorithms to find an estimate of the travel time along each
road, thereby avoiding choosing the wrong one.
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The planning takes the following steps and is illustrated in Figure 4.2.
1. Fit the global rough plan to available maps.
2. For each segment in the global plan, find and merge a set of submaps covering the area.
3. For each segment, generate a detailed obstacle free path.
4. For each segment, simulate the movement along the plan sampling
mapped roughness to decide a vehicle velocity profile.
5. Based on some scoring criteria, choose the best plan.

Figure 4.2

An illustration of planning a move from A to B. Two previously mapped routes have been found and two rough plans have been
fitted to the available maps. Map segments are retrieved and merged before detailed obstacle-free paths are found for each part of each global plan.
Prior knowledge about rough ground is also retrieved.

Line segments from the detailed plans from the winning candidate is
fed to a low-level obstacle-avoidance routine that uses the line-following
controller from section 2.3 to move the vehicle forward.
If a particular path would be travelled frequently, a detailed plan could
be made once and for all, thereby reducing the workload since replanning
would not be needed every time.

4.3

Obstacle-free Plan Evaluation

When a path plan free of geometric obstacles has been found, the next
step is to determine permissible speed along the path. By the use of the
vehicle motion model and line-following controller, the travel along the
path can be simulated. If road roughness or discontinuities have been
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mapped, a model of the vehicle behaviour can be used to determine
vehicle road interaction. The roughness at any given time is the weighted
average of nearby measurements according to Equation (4.1), where each
weight wj is each data point’s relative distance to the vehicle compared
to the closest one. This is a way of low-pass filtering the roughness data
to avoid jerky velocity changes. Figure 4.3 shows one of the roads from
the experiment in [IV] and gives an example of a velocity profile that
has been generated based on previous knowledge about rough ground
and speed bumps. With the velocity profile for a plan given, the travel
time along it can be calculated.
Pk

j=1 wj rj

rwavg = Pk

j=1 wj

(4.1)

Figure 4.3 A simulated road seen from high above. Travel along a
global plan (red) has been evaluated and a velocity profile determined.
Under the assumption that the road has been previously mapped, the
high-level planner will first fit the rough global plan to the existing submaps along the road. Next, the medium-level planner will create a detailed
plan avoiding the road edges for movement along the road. Given this
plan and the vehicle motion model from section 2.2.1, movement along the
road can be simulated. Along the simulated path, mapped road roughness
based on the simplistic approach in section 3.4 is sampled and a suitable
vehicle-specific velocity profile is determined.
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4.4

High-level Path Finder

To find available paths among a set of prior maps, or to adjust an initial
given path plan to the available map data, the widely-known best-first
search algorithm, A? search [37], is used. A? is a graph search algorithm
where each node in the graph is given a cost value according to Equation (4.2). A? will try find the optimal (lowest total cost) path between
the graph nodes to the goal.
f (n) = g(n) + h(n)

(4.2)

g(n) is the accumulated cost from the start node to the evaluated
one and h(n) is the particular node cost. In this planning example, the
nodes represent sub-map positions. The edges between nodes represent
the distance-based cost for moving between the maps. Figure 4.4 shows
an illustration of the problem to be solved.
Goal
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Start a

Figure 4.4 This graph illustrates a high-level planning problem where
the nodes (circles) represent where maps are available. If exploration is not
desired, along which maps should the path between start and goal be laid
out? Edges between the nodes represent the distance between map centres.
Distances that are too far to be acceptable have been pruned. Going to f
is a dead end, but going left or right is possible. With an initially given
path plan (diamonds), the right route should be chosen as it is closer to
the desired route, even though it is longer. If only the destination is given
then the shortest route is considered the best one.

4.4.1

Cost Functions

The key to getting a good result from the optimization is to choose a
proper way of describing the costs and goal functions. A typical planning
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problem could be to find the shortest or fastest path between start and
goal. In that case, the cost would be based on the distance between
nodes and permissible speed. In the current case, the optimization is
used to find a set of connected (partially overlapping) maps as close to
the desired path as possible.
The heuristic function h() consists of the distance cost between nodes
and the particular node’s perpendicular distance from the desired path
according to Equation (4.3). The weight factor γ makes it possible to
tune which cost should affect the outcome the most. That is, should
it be more important to find a short path, or one that lies close to the
desired one?
h = γ edgeDistCost + (1 − γ) pathDistCost

(4.3)

Maps have a limited size and since they partially overlap, the travel
distance between them is given a linear cost with distance, as it is assumed that it is possible to drive between them. Above a threshold
(based on map sizes), the cost, Equation (4.4), is made g (2) times
higher to penalise edges that are too long for an overlap to be present.
Edges between nodes that are very far apart have however been pruned
completely. By increasing the penalty gain, the likelihood of exploration
will decrease.
d = absDist( node(i) , node(j) )

(4.4a)

cost = d + g × max( 0, d − dmax )

(4.4b)

The cost for the node distance from the desired path is determined by
Equation (4.5), where the distance is saturated above a threshold. This
means that only those maps that are closer than the threshold to the
desired path will compete with this score. Long detours along mapped
regions are still allowed if they are necessary. The robot should not
blindly follow the suggested path if a longer route which has already
been mapped is available, unless exploration is desired.
cost = min( perpDistToLine, distSat )

(4.5)

By tuning parameters such as γ, g, dmax and distSat, the results will
be affected. What values to choose depends on the desired behaviour
of the algorithm and the accuracy of the initial plan. If exploration
of new territory is desired, there should be no penalty or pruning for
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long edges between nodes. What to consider as too long depends on
the size of the maps. It is very unlikely that all regions in a map are
fully explored. This means that even if maps are close there my be no
overlapping mapped areas connecting them. An extension would be to
include the bounding hull polygons encompassing the measured areas,
and to test for overlap to see which maps are actually connected to each
other. This would be helpful if maps have different sizes and shapes. It
would, however, require all maps to have an accurate pose estimate.
As the algorithm does not take into account the presence of obstacles
or rough ground within maps, it may plan a path between two nearby
nodes that can not actually be travelled.

4.4.2

Planning Examples

The high-level path finder has primarily been used to refine a given
global path plan to the available map data during experiments spanning
a limited area in this work. A larger mock-up world populated by many
virtual map locations is used to better show how the planner works. It
is based on the assumption that one or several vehicles have travelled an
area repeatedly and that many prior maps are available along traversable
paths. It is further assumed that if two maps are close enough to each
other, it is possible to drive between them.
In Figure 4.5 an initial global plan that does not exactly match the
data has been given. The algorithms refine the plan into one that visits
one map at a time along the shortest distance to the goal. Since the
initial plan had many waypoints close to each other, it was possible to
limit the search space for each individual segment. In Figure 4.6, fewer
waypoints, further apart, were given. This means that a larger search
space was needed. What paths have been searched can be seen on the
grey lines connecting the nodes.
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Figure 4.5 A mock-up world is covered by a large number of sub-maps
(green dots). Since maps are needed for detailed planning the high-level
planner has fitted the global average plan (red diamonds) to existing maps
and generated a more suitable global path (blue triangles) where map
coverage is available. The A? graph search algorithm has visited all nodes
connected by dark grey edges to determine the combination with the best
score. To reduce the search space, edges that are too long (maps that are
too far apart) have been pruned.
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C

B

A

Figure 4.6

A global plan with only three waypoints specified. Each
individual segment is handled separately. Since B has been defined, the
operator apparently wants the vehicle to go that way instead of driving
directly to C. Each segment of the initial plan (red diamonds) is handled
separately. After arriving at B, the right path is selected rather then
going back towards A in order to take the middle road that lies close
to the desired path. Based on tuning parameters in the algorithm, such
behaviour can be adjusted. Since the distance from B to C is so long,
almost the entire map has been searched to make sure that no path is
missed.
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4.5

Medium-level Path Finder

Given a global plan that has been fitted to the available maps using the
high-level planner, a more detailed plan based on map content can be
made. Instead of working with one very large global map, only those
sub-maps that cover the planned route are used. They can be retrieved
from storage and merged using the algorithm described in section 3.6.1.
Combined maps covering each individual part of the global plan are created for detailed planning, as was illustrated in Figure 4.2. An example
based on the simulated world in Figure 5.2 is described in Figure 4.7.

Figure 4.7

To create a detailed plan for movement between S and G,
three sub-maps have been identified to contain maps covering the area
that should be traversed. Each map has been retrieved and merged into
one large map covering the relevant area. The blue convex hull polygons
confine each individual map, but there is no guarantee that everything
within each hull has been mapped. The planner is explained in Figure 4.8
and its resulting path (orange) has been overlaid. Since the path finder
algorithm is based on pixel distance, the resulting path may not look
optimal to the human eye; this is a downside of the algorithm.

Since the obstacle traversability maps are essentially grey-scale images, a path finder based on image processing from [38] is used. Through
wave-propagation a distance transform map within the image is created.
The path finder then travels the shortest pixel path from goal to start,
as explained in Figure 4.8.
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Figure 4.8 A distance map based on wave propagation is generated.
It is shown by a gradually brightening colour depending on the distance
from the goal. The closest obstacle-free pixel path is found by “rolling
down the hill” until the goal is found. Before generating the distance map
all obstacles are grown to account for the size of the robot. Since pixels
are discrete, there are only eight ways to go from one pixel to another.
The resulting path will therefore strive to reach rows or columns that are
parallel to the image axis. The orientation of a map will affect which path
is found. In this figure, the map has been aligned so that the vector SG
is parallel to the column-axis. At E the planner have found an “opening”
through an occluded obstacle edge. To the right of S is a similar “opening”
that was never scanned because a sharp turn was made.

At point E in Figure 4.8, a problem has occurred. Due to occlusion at
the time of map creation, an obstacle has not been seen and it appears
as if there is an opening where in fact there is none. The planner has
found the closest path through this opening. Situations like this can
be avoided if map cells without measurements are penalised during the
creation of the distance map. An obstacle avoidance system must always
be present, however, so that new obstacles detected along the seemingly
obstacle-free path can be avoided.
The method used creates plans that will bring the robot as close to
obstacles as possible, to minimize the distance. The resulting pixel path
is refined through the line extraction algorithm from section 3.3.1 to
generate a new path plan. An extension to this method is given in
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[39], where a hybrid planner also making use of potential fields around
obstacles, is used to improve the safety of the initially generated path.
A different approach to the problem would be to use Voronoi diagrams,
a way to create a skeleton along the pixels that are as far from any
obstacles as possible. In [40] a combination of the extracted maximum
safety paths from such a diagram and the fast marching method was used
to find the shortest and safest path. In a sense, the method performs
wave propagation along the Voronoi skeleton paths. Another way would
be to describe the map obstacles by disjoint polygons and use the method
described in [41]. That approach also uses Voronoi diagrams, but makes
it possible to choose the minimum obstacle clearance and thereby allow
refinement of the safest paths into more optimal ones, giving a similar
result as in [39]. Using a polygon-based map will also remove the pixel
axis alignment issue described in Figure 4.8. It could also potentially
speed up planning as the amount of obstacle data would be reduced.
It should be noted that the methods mentioned do not take into account the dynamic and kinematic constraints of the vehicle’s movement.
It is merely a way to find a somewhat obstacle-free and as straight as
possible path through an area. For detail planning that would include
advanced manoeuvring, like reversing and turning to fit through narrow
passages, a different approach would be needed.

4.6

Obstacle Avoidance

The low-level obstacle avoidance routine was primarily meant to find
detours from the planned path whenever an unforeseen obstacle was
detected in the way. No actual planning is done at this level as it is
assumed that the planned input path is laid out to avoid obstacles and
dead ends. As the robots are controlled using a line-following controller,
the obstacle avoidance algorithm evaluates candidate lines that are displaced from the current control line. Changing the speed and controller
parameter set in the candidates is also a way of finding routes around
an obstacle. The number of unique candidates to evaluate grows very
quickly and it is not possible to test all possibilities when a new obstacle suddenly appears. A fixed set of candidates has been used. The
speed for evaluation was the current speed of the vehicle and only two
parameter sets, one for low and one for high speed, have been used.
In section 4.6.2, a different implementation approach resulting in many
more simultaneous evaluations is examined. It must be noted that since
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the candidates are based on pre-determined parameters, the best solution to avoiding an obstacle will not be found. In difficult situations with
narrow passages, it would be better to search for a suitable trajectory.
An interesting extension to this work would be to use a technique from
a related work, [42]. The authors calculated a trajectory space containing all allowed combinations of velocity and curvature that were within
the limits of what the vehicle could perform. Then, when hazards, either impassable obstacles such as rocks or trees, or trajectory-dependent
ones, such as ditches or loose ground, were discovered, they imposed limits on the trajectory space. Ground roughness was also considered and
limited the speed. Their obstacle avoidance planner would then search
the space of admissible curvatures and speeds to find a good manoeuvre.
To find which curvatures would lead to collision, pre-defined clothoidal
paths were evaluated against the presence of known obstacles.

4.6.1

Candidate Evaluation

The algorithm uses the traversability map under construction for obstacle detection. Based on the robot-specific model from section 2.2.1,
the movements along the current control line as well as additional candidates are evaluated. An example from a simulation where the robot
avoids driving into a tree is shown in Figure 4.9.

Figure 4.9 An example of the obstacle avoidance evaluation control
candidates. Left: In a simulated environment the robot has just left a
road with pavement edges as the main obstacle. It is now moving in among
the trees. Right: A part of the traversability map at that instance. The
robot is moving to the right, the pavement edges are visible, as are a wall
and individual trees. The fan shows the results from multiple candidate
evaluations. Red indicates that the robot will likely collide; blue candidates
are safe. The safest candidate that deviates the least from the base plan
is chosen for the actual robot control.
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The evaluation score is given by Equation (4.6), where α, β, γ, φ are
weight factors. The candidate with the best score is offset by additional
candidate lines to further fine-tune the selection.

score = α · dtc + β · ss + γ ·

1
1
+φ·
od
hd

(4.6)

The dtc (distance to collision) is the most important criterion of a
control candidate. A candidate that does not lead to collision should
be chosen. If no candidate is collision free, the one with the highest
dtc is the best choice, as new openings may appear further ahead. If
all candidates would lead to a collision close to the braking distance of
the robot, it will stop. Candidates that bring the robot close to many
obstacles will have a low ss (safety sum). The od (offset deviation) and
hd (heading deviation) are given lower weights and are used to penalise
safe candidates that take the robot too far from the original path or in
the wrong direction. Collision occurrence and safety sum are evaluated
by checking every grid cell within a safety box placed at the simulated
pose of the robot, as shown in Figure 4.10. The size of the safety box
should increase with the uncertainty of the simulated robot pose. It has,
however, been kept constant in this work since the evaluated candidates
only extend a few metres in front of the vehicle and uncertainty does
not grow that much over that distance.

Figure 4.10 An illustration of one of the control candidates leading
to collision from Figure 4.9. At a given interval the surroundings of the
robot pose are sampled from the map. If an obstacle lies within a safety
rectangle representing the robot, it is counted as a collision.
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4.6.2

GPU Implementation

Obstacle avoidance is a critical part of the system and must have high
performance. The algorithm described requires frequent extraction of
image data from the traversability map. It is also limited to a small set
of evaluation velocities and controller parameter settings, as it would
take too long to test all of them. If more candidate variations could be
tested, a better solution for passing an obstacle could be found. The
process of evaluating a control candidate is the same for all candidates;
only the control parameters and extracted map data will be different.
This makes the candidate evaluation code suitable for execution on a
Single Instruction Multiple Data (SIMD) architecture such as a Graphics
Processing Unit (GPU).
GPUs can be found in graphics cards for computers and were initially
used only to increase the quality and rendering performance of graphics. The primary force behind GPU development has been computer
games and high definition video decoding but it soon became evident
that GPUs could be used for so-called General-Purpose computing on
Graphics Processing Units (GPGPU). The GPU hardware can (somewhat simplified) be described as a massive multi-core processing unit,
capable of running a very large number of concurrent threads. It is,
however, required that all these threads perform the same instructions
at every cycle, that they run the same code. The data that the instructions work on can be different for each thread, thereby the name SIMD
architecture. When programming for a GPU, different types of memory with different speeds can be used. The faster the memory the less
amount of it is available. To maximise performance it is very important
that the code is written in a way that prevents memory read/write collisions and utilises the correct memory type. The kind of speed-up that
can be achieved depends to a great extent on the problem to be solved
and if the program to solve it can be written in a suitable way.
Some preliminary work to assess candidate evaluation using two different NVIDIA GPUs and the CUDA language has been done. The
purpose was to determine if the performance of candidate evaluation
could be improved and in what way it would be best implemented. The
goal was to increase the number of evaluated, parallel and angular candidate offsets, robot forward velocities and controller parameter sets. Two
approaches were tested; a concurrent sequential algorithm and a three
step parallel method.
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Concurrent Sequential
The sequential steps taken by each thread during evaluation of a candidate are:
0. Initialise candidate offsets, velocity and controller parameters
1. Simulate movement along candidate
(a) Run controller
(b) Update pose based on controller output and motion model
(c) Determine if collision
(d) Abort loop if collision
2. Calculate safety score
Each thread, one for each candidate, runs this code. The bottleneck
would be the access to the main texture memory where the map data is
stored. As all threads will try to access this data at the same time, many
will have to wait for others to finish fetching their data. If a candidate
leads to collision, no further collision checks are needed, thereby reducing
memory access bottlenecks. An example is shown in Figure 4.11a.
Three Step Parallel
These steps are taken sequentially, but each one runs a new program in
parallel on the GPU.
0. Initialise candidate offsets, velocity and controller parameters
1. Simulate movement along each candidate, one per thread
(a) Run controller
(b) Update pose based on controller output and motion model
(c) Store pose for later collision check
2. Check all stored poses for collision in parallel
3. Calculate safety score for each candidate
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A difference in this approach is that the algorithm is split into three
sequential steps, where the code in each step is run in parallel. The
important difference is that each thread now represents one pose along
the way during the collision check phase. Since all poses are checked in
parallel, as shown in Figure 4.11b, it is not possible to abort if “early”
poses lead to collision. The advantage is that the 2D cache function of
the texture memory can be used as nearby poses lead to map access
within the same area.

(a) Concurrent sequential

(b) Three step parallel

Figure 4.11

A comparison of results from the two approaches given a
starting pose with a heading offset from the straight yellow control line.
Bright-blue dots are collision-free poses; red dots indicate a pose with a
likely collision. (a) In sequential simulation and evaluation, collision checks
along a candidate can be skipped after the first collision has occurred. This
prevents unnecessary texture memory read collisions. (b) When using
parallel collision detection all poses must always be checked, but the 2D
cache of the texture memory may speed things up.

GPU Results
The two approaches were implemented and tested off-line using real
map data with two different NVIDIA GPUs. A low-end, relatively old
graphics card equipped with the Quadro Fx 1700 GPU and a, at the time
newer, high-end gaming graphics card equipped with the GeForce GTX
260 GPU. Aside from the high-end card being faster it also had a newer,
improved hardware architecture. Table 4.1 compares the results from
the two implemented approaches on the two different graphics cards.
While a comparison with CPU time would be interesting, it is not fair,
as it is also busy running all of the other code such as map generation.
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At the time, about 48 different candidate evaluations took between 1.4
and 3.4 seconds using a Core2 Duo E6750. If a GPU were used in the real
robot, that work would be offloaded from the CPU, freeing up resources.
Figure 4.12 gives an example of how the GPU-based obstacle avoidance
would work in a real situation.
Candidate offsets:
Speed alternatives:
Control parameter sets:

32
8
2

Simulation steps:
Timestep:
Collision check skip:

500
0.1
10

Total candidate combinations: 32 × 8 × 2 = 512

Sequential
Parallel
Sequential Short
Parallel Short

Quadro
0.58,
0.53,
0.28,
0.53,

FX 1700
(0.53)
(0.48)
(0.23)
(0.49)

GeForce
0.43,
0.16,
0.22,
0.16,

GTX 260
(0.38)
(0.10)
(0.16)
(0.10)

Table 4.1

The total time including overhead, in seconds for running
all 512 evaluations. The value in parentheses is the actual evaluation time
on the GPU. The two last rows represent a case where all candidates lead
to collision early. As expected, the evaluation time is the same regardless
of long or short distance to collision for the parallel approach. On the
low-end card, the sequential approach is faster if collision happens early
as that will prevent more evaluations from being made. It is interesting to
note, however, that the parallel approach, which always checks all poses,
is much faster then the sequential one on the high-end GPU. One reason
could be that the newer hardware architecture handles texture memory
caching better.

The results show that accessing the map texture memory for all poses
in parallel is faster then accessing it sequentially during the simulation
on newer hardware. The results also show that the overhead time for
transferring data back and forth between the computer and GPU memory can not be neglected. On the faster card it made up almost 40%
of the time in the fastest cases. In this work, no attempts were made
to optimise the texture memory access, i.e. by using the much faster
thread group shared memory. Since it is not known in advance where
the simulated motion poses for collision checks will appear, it is difficult to optimise the code to make use of thread groups and their shared
memory in advance.
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Since the same code must be run on all threads the same number of
time steps must be performed regardless of what velocity is simulated.
This means that low velocities will lead to short, highly detailed simulated paths while higher velocities will move longer distances but with a
lower collision sample resolution. At high velocity, a larger safety zone
(due to uncertainties) would also be needed. One solution would be to
have different groups of simulations for different velocities and to run
these in separate simulation runs.
A practical problem when using a high-end GPU is its power drain,
size and weight. Modern high-performance graphics cards often have a
large heat sink for cooling, making them very heavy. This could be a
problem if used inside a vehicle driving in bumpy terrain if the card’s
weight is not properly supported. Graphic cards for mobile devices
would be an alternative; they are slower but the reduced size, weight
and power requirements could be an acceptable trade-off.

86

Path Planning in Traversability Maps

(a) An obstacle appears along the
path and a parallel detour is selected.

(b) After passing the obstacle, the
robot wants to go back towards the
original line.

(c) There is no way to continue forward. All candidates lead to collision.

Figure 4.12 Three instances and the results from candidate evaluation
when passing an obstacle along the intended path. Plans are constantly
being re-evaluated, even if an oscillating candidate is chosen it will likely
soon be replaced with a smoother plan. Red dots indicate paths where
collision has occurred; bright-blue indicates collision free-paths. The large
bright-green dots show the selected candidate.
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5
Implementation
Overview
The work has had a substantial focus on implementing and running
algorithms on real robot systems under realistic conditions. All the
code written should be considered research code, and as such it is not
necessarily optimized or robust for production use. Instead of going into
details of the code, this chapter gives an overview of the most important
parts of implemented software and hardware interfaces and platforms.
A robot system is an excellent example of a mechatronic system where
mechanical and electronics hardware must work together with software.
The main focus has been on the implementation of control software and
its interfaces to the sensor and actuator hardware.

5.1

Third-party Tools

Programming a mobile autonomous robot is a time-consuming task as
there are so many software categories to cover. Low-level interaction
with hardware, saving and loading data, sensor data processing and
algorithms, user interface and simulation are some of the areas that have
to be covered. Luckily, there are many open-source libraries available
that can be used in order to reduce the workload. This section covers
the most important ones used and related to this work.
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5.1.1

The Player Robot Control Framework

The software has been implemented within the Player [43] robot control
interface framework. The Player project offers free, open-source tools for
robot and sensor applications. The project consists of Player, a network
interface server for robot and sensor hardware, and the two multi-robot
and sensor simulation environments Stage and Gazebo.
According to the overview in the Player manual, Player is a “robot
device interface” or “Hardware Abstraction Layer (HAL) for robotic
devices”. Player defines various types of interfaces meant for communication of specific types of information. Sensor examples are the IMU interface and the laser interface for communicating IMU or LIDAR data.
A robot control example is the position2d interface for receiving position
and velocity information and sending steering commands.
The use of defined interfaces means that the actual low-level communication with the hardware, be it a sensor or a robot controller, can be
hidden inside driver modules that act as plugins to the Player server.
This simplifies making modular code as an algorithm developer does
not have to care about the low-level details of hardware communication. Algorithms or other code can be built as Player driver modules or
written in so-called client programs. Drivers are treated as plugins to
one or several running Player servers while clients can be seen as stand
alone programs. Clients and drivers can connect through TCP/IP to
the Player server and subscribe to each driver’s interfaces, as illustrated
in Figure 5.1.
Stage is the 2D simulator where simple bitmap images can be used as
maps to represent the world. Stage is suitable for simulation of robots
moving in worlds with a flat floor and distinct obstacles, such as indoor environments. Gazebo, on the other hand, offers a fully threedimensional world simulation environment. Development of Gazebo
was taken over in 2011 by WillowGarage1 for use as simulator within
the Robot Operating System (ROS)2 project. The two simulators have
in common that they can be interfaced with the Player server through
plugin-interface drivers. This means that the same robot controller code
and algorithms can be run either with the simulation or a real robot in
the real world.
Using a framework is a great advantage as it standardises how dif1
2
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Figure 5.1 An example of how the Player robot interface is used. The
Player server loads plugin drivers that perform low-level communications
with the sensors and actuators. The plug-ins expose predefined interfaces
through the server, that other drivers or clients can subscribe to. In this
example, a client program subscribes to a laser and position2d interface.
The client program does not need to know the details of the driver implementation or what hardware is used; all it needs to know is what interfaces
to use and what capabilities these interfaces, (exposed by proxy object
functions) have. The hardware is abstracted be the server. The client
program can run on-board the robot or access the server over a network.

ferent parts of the system communicate with each other. Within the
robotics research community there are many different frameworks similar to Player, some with their own simulation environments. Only a few
will be mentioned here.
One framework that is quite similar to Player is OpenRDK,[44], which
also have support for USARSim (Unified System for Automation and
Robot Simulation), a 3D world simulator based on the Unreal Tournament computer game engine. An older version of Player also had support
for this simulator.
The ROS project has become very popular recently. It aims to provide more then just a framework for interfacing robot drivers and control
code. It also aims at a higher level, acting as a framework for implementations of algorithms. It can also be used as an interface between different more low-level frameworks. One difference against Player is that instead of loading plugins into one server process, each “ROS node” is run
as a separate process. This makes individual code modules completely
separate from each other, something that can be convenient during development when individual modules tend to crash often as the entire
system will not go down. Nodes can also be distributed over multiple
systems to even workload. Nodes communicate directly with each other
but there is a master node available, although it only acts as a name
lookup server to facilitate setting up node configuration.
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None of the mentioned frameworks are focused on hard real-time execution, something that is important for safe control of an automatic
vehicle. One framework which is focused more in that direction is OROCOS3 . Another is MobotWare [45], where plugins for hardware drivers
or algorithms are divided into two groups: those that run in hard realtime, such as robot actuator and low-level control, and others that run
in soft real-time, such as sensor data processing and planning. A Robot
Hardware Dameon and a Mobile Robot Controller handle the low-level
real-time control and sensor communication while Automation Robot
Servers would handle more computationally heavy high-level functions.
The frameworks described here are all built with the reuse of code in
mind and promote writing modular code. All of the mentioned frameworks, modules, plugins or nodes, communicate with TCP/IP and can
be distributed among multiple computers to even workload.

5.1.2

The Gazebo Simulator

In this work primarily outdoor environments are studied, and a threedimensional simulation environment is therefore needed. Gazebo provides a variety of sensor models as well as a built-in game-engine quality
physics simulator. Using the 3D simulator instead of a 2D environment,
more complex scenes that are more realistic can be simulated. This
makes it possible to subject algorithms to more realistic and difficult
situations. Examples of real-world phenomena that can be simulated in
Gazebo are:
• Tilted laser range finders
• Obstacles of different height and arbitrary shape
– Big obstacles that are impassable from all directions
– Near-ground obstacles, that are passable in some directions
– Complex shapes, like trees with branches
• Uneven ground and its interaction with a vehicle
• Ground friction and slip
• Slopes
3
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Software In the Loop (SIL) experiments can be done using this simulator. That is, the same control code that runs on the real robot platforms
can be run with the simulated robot. While the simulated environment
and robot are difficult to make exactly realistic in Gazebo, especially
when it comes to dynamics and wheel/ground interaction, the general
behaviour of the system and sensors can be captured. This makes it
possible to subject the system to situations that would be difficult or
dangerous to perform in reality. Examples include driving very close to
steep cliffs or driving fast on very rough ground.
Some environments have been created for experiments; the first one,
shown in Figure 5.2, consists only of primitive geometric shapes supported by Gazebo. The world is easy to navigate, but contains some
challenging situations for the robot and its systems. The largest problem in navigating the world is that the near ground pavement edges are
not always registered by the lasers, due to occlusion and the fact that
sharp turns are needed at the 90◦ angles.

Figure 5.2 This world was built using only the primitive geometric
shapes orb, box and cylinder, supported directly by Gazebo. It has flat
roads with near-ground pavement edge obstacles. It also has a low bridge
without fences along its sides. Some obstacles and other complications are
present along the path. The purpose of the world was to test traversability
mapping, map matching and obstacle-free path planning under various
conditions. The world measures approximately 50x20 metres.
Another example where external 3D models from Blender4 were imported is shown in Figure 5.3. This world contains roads with a curvature as well as areas of rough ground. Being able to import external
models into a world is a great advantage as more complex objects can
be created. One of the main differences compared to the real world is
4

http://www.blender.org/
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that empty space and ground between objects are completely flat. In
reality there would be some form of man-made objects or vegetation
there, making such areas less suitable for traversal.

Figure 5.3 This world was built to test roughness mapping and its
impact on plan evaluation in [IV]. An attempt was made to create more
realistic roads with a curvature, something that is not possible with the
basic geometric shapes supported. Blender was used to create 3D objects
for each road, which were then imported into Gazebo together with some
simple trees. The world covers an area of approximately 160x160 metres.

At the time of this work the Gazebo project was dormant and only
very slow progress was being made. A development snapshot version
was used in order to get support for the latest Player version at the
time. Importing a 3D height mesh representing the ground and more
complex obstacle objects was the next step. The version used had quite
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a great many bugs and broken functions and more complex worlds were
therefore not built.
Aside from built-in sensor models of the IMU and LIDAR sensors,
one of the robots used was modelled. This comes down to specifying the
geometric shapes and weights of the bodies as well as joints connecting
them. A Gazebo controller plugin was written that implements the
motion model from section 2.2 in reverse.

5.1.3

External Libraries

Aside from the Player framework, a few other third-party open-source
libraries were also used. Two of these deserve special mention. Since
traversability maps (aside from the 3D data) are essentially stored as
2D images the OpenCV (Open Source Computer Vision) library5 has
been used extensively. The library offers plenty of easy-to-use image
processing functions but also includes a matrix algebra library. It also
contains many other algorithms useful for robotics-related applications.
Another set of libraries that deserves special mention is the BOOST
C++ libraries6 , from which the C++ multi-threading as well as a geometry and graph search library are used.

5.2

Robot Control Program

This section gives an overview of the main control program developed
during this work. The purpose of this program is to facilitate the various
algorithms developed and act as a test and experiment platform as well
as a demonstration code. Initially during the preRunners project, the intention was to use the modularity of Player and to write all algorithms as
general player drivers or clients. It soon became apparent, however, that
writing fully general and modular code would be too time-consuming.
To begin with, various functions were implemented into separate Player
client programs but because of complicated data sharing and that different programs needed to be launched for different functions they were
all merged into one single client program named Superclient. With all
code running in the same process, data sharing became easier and with
less overhead, especially for large sets of map data, as pointers to data
could be passed around rather then copying the data itself.
5
6

http://opencv.org/
http://www.boost.org/
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5.2.1

Mapping Classes

While the main program ended up containing all control code and most
function algorithms, each part of the code has been written as modular
a way as possible. C++ classes are used to build self-contained function
objects. The following paragraphs give a brief overview and description
of the most important classes and their function.
GridObject The working object for the current maps under construction. It has help functions for easy transformation of poses between
different grid coordinate systems. Contains all sampled map information and access functions for this data. Each object is static, and map
layer memory pre-allocated.
GridMaster This object keeps track of the maps being generated. It
also decides when it is time to switch between maps and when to finalize
and save a map. Different parts of the control program need to access the
maps simultaneously, especially the obstacle-avoidance routine and the
mapping thread. The object includes thread safe handling of pointers
to the static map grid objects.
GridStore The database storage for previously generated maps. Allows for nearest neighbour search among maps, map data retrieval, map
merging and path planning among known maps. This class implements
the merging and localisation features described in section 3.6 and the
medium-level planner from section 4.5.
MapWithInfo Data container class containing all meta-information
about maps in the storage database. Contains convenient access functions for accessing the map itself as well as extracting various types of
information, such as bounding convex hull, roughness data or what map
grid cells have actually been measured.

5.2.2

Path Planning and Movement Classes

The following modules are used to hold path plan data and to simulate
or actuate movement along these plans or parts of them.
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PathPlan This module allows for loading existing waypoint plans and
saving newly recorded ones. It has built-in functions for plan refinement
through waypoint downsampling using the divide and conquer algorithm
in section 3.3.1. It can be used to keep track of the position along the
path of one or several robots. From this object individual line segments
for control can be extracted and it will also keep track on when the
next waypoint should be chosen. This object implements the path plan
described in 4.1.
PathPlanEvaluator Given a robot movement simulator, a global path
plan and a set of maps, this module simulates the robot’s movement
along the path with the known map information to find how long a path
will take to traverse. Ground roughness information is included in the
evaluation.
RobotSimulator Simulates the movement of a specific robot using the
motion models from section 2.2.1 and the line-following controller from
section 2.3. Can also give a suitable velocity value depending on given
ground roughness. Primarily used to estimate travel time and velocity
profile along a path.
FitPathPlanToMaps Given a set of known map positions, this module
will use the high-level graph search planner in section 4.4 to find the
best fit of a global rough plan to the existing maps in the database.
FollowLineOA Given the line-following controller, a robot simulator
and the current traversability map, a set of control candidates are evaluated to find one that will avoid collision with obstacles. Implements
the CPU version of section 4.6.

5.2.3

Control Mode Modules

The most noteworthy control modes are listed in this section. They are
selected manually by an operator, and can be started and stopped at
will.
idle In the default mode the robot is actively stopped, and no map
data will be recorded in this mode. While performing experiments, this
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mode can be used to “pause” the robot and prevent unforeseen moving
objects from been registered in the map.
joystickControl Manual robot control using a joystick. Allows overriding emergency stop modes. Useful to get the robot out of situations
that it can not handle automatically.
followWall Tracks a distinct wall and makes the robot drive at a specified distance from it.
followLine Drive on a straight virtual line in the heading that the robot
had when the mode was activated. Obstacle avoidance is used to avoid
collision with obstacles along the heading.
followMe Uses an EKF-based single target tracker to track and follow
one object moving in front of the robot. Uses rubber band proportional
distance control to keep a specific distance to the target. During follow
me, the tracked target will be removed from the laser data used to create
the traversability map to avoid clutter. It is, however, required that the
target does not move on top of obstacles as they would then also be
removed.
muleFollowMeRecord The followMe function is used at the same time
as the travelled path is recorded. Used for “teach in” of a path in global
coordinates in preparation for mule operation experiments.
muleLoopRecordedPath Loops a previously recorded path, driving
back and forth along the given path plan. Whenever an end is reached
the waypoint plan is reversed. While the mode was used in mule scenario
experiments, it only cared about driving along the path, not stopping
for (un)loading.
preRunning Control mode used in preRunner experiments. The preRunner and master have the same global plan and the preRunner drives
ahead of the master vehicle, which follows at a predefined distance using
rubber band proportional velocity control. An assumption is made that
the vehicles share the same view of the global coordinate system, or that
they are close enough to track one another using laser scanners.
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gridStorePathPlaner A control mode that uses the medium-level path
planning capability to find a set of maps from storage and a viable path
from a start point to a goal. Used to find a detailed plan leading from
start to goal and to use the line-following controller to actually drive
along this path. Fetching and merging maps as well as planning are run
in a separate thread to avoid freezing the main loop and stopping the
robot. If a detailed plan is found then it is used for main control input,
but if no detailed plan can be generated the global plan is used as fall
back.

5.2.4

Main Program Threads

As data needs to be continuously gathered for continuous mapping and
obstacle avoidance, the main program must not be halted when timeconsuming algorithms are run. For this reason the controller program
uses threads for concurrent operations. An overview of the threads in
which different parts of the program are run in parallel is shown in
Figure 5.4.
Read Sensor Data Thread
Mapping Thread
Initialise

Main Loop

Finalise

Plot Thread
preRunner Utility Thread

Figure 5.4

The main program thread, used for concurrent operation
even when time-consuming algorithms are run.

Initialise and Finalise The initial part of the program reads a configuration file containing information such as what map database files
and global waypoint tracks to load. Robot-specific configuration data
and the IP address to the Player server is also loaded. Connection
is then established with the Player server and subscription of sensor
and actuator data is initialised before the the main program threads
are started. The finalise part of the program performs the opposite
steps; the Player server subscription is terminated, program threads are
stopped and recorded data is saved to file before the program exits.
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Main Loop The main program loop, illustrated in Figure 5.5, initially
reads from the user input device, a joystick or remote GUI application.
Based on user input, one of the available control modes from section 5.2.3
is entered. At each new cycle of the main loop, the same control mode
code is run once until a new mode is activated. The output from the
control code modules are the steering commands to the robot, expressed
as v and ω, forward and angular velocity. They are sent to the robot
control driver at the end of each cycle. When the quit command is given,
the main loop exits and the finalise part of the code begins.
Init new
control
mode

Emergency
stop flag

yes
Read
user
input

Change?

no

Run
control
mode

Send v, ω
to robot

yes
Quit?
no

Figure 5.5

The control program main loop. Based on operator input,
a control mode is selected and run each time step. At the end of each
iteration, speed commands are sent to the robot control driver.

Mapping Thread The mapping thread uses sensor data and implements geometric and roughness traversability estimation as described in
sections 3.3 and 3.4. It also samples traversability data into the grid
map objects. An overview is shown in Figure 5.6.
Read Sensor Data Thread This thread reads data from the proxies in
the Player client libraries. For subscriptions where only the most up to
date data is needed, non-blocking read is performed. For data where all
samples must be collected, a blocking read is performed while data exists
in the queue. All data is copied into a global thread safe data container
that can be accessed at any time by other threads in the program that
require sensor data.
Plot Thread Refresh on-screen map graphics at a fixed low refresh
rate to avoid slowing down the execution of more important code. The
on-screen graphics are mostly used for debugging purposes during experiments and do not have to be updated that often.
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Estimate ground
roughness

Copy sensor
data from
global storage

Estimate geometric
traversability from
laser scans

Sample data
into maps

Send or receive
traversability data
to/from other robot

Figure 5.6

An overview of the mapping thread. Based on sensor data,
geometric and roughness traversability data is generated and sampled into
grid maps. If the robot vehicle is used in a Master/preRunner combination,
traversabilty data can also be transmitted to, or received from, the other
robot.

preRunner Utility Thread This thread was used during the preRunners
project to periodically check if the connections between the master and
preRunner Player clients and servers were still established. If connection
had been lost, client objects and proxies needed to be recreated to reconnect and resubscribe to the other robot once a connection was once again
available. This thread also handled robot-to-robot laser measurements
and calculated the approximate pose difference between the robots.

5.3

The Hardware Platforms

To control an autonomous robot various hardware is needed aside from
the sensors detailed in section 2.4. The robot vehicles used have all
been power driven and controlled by on-board computers. To control
an electric motor a power amplifier is needed to amplify the signals that
the computers send. The power amplifiers are usually referred to as
motor controllers as they in addition to power amplifiers include lowlevel control intelligence. This makes it possible to treat the motors as
self-contained black box units, and usually the desired rotation speed is
all that needs to be given.
To communicate with sensors and actuators various hardware interfaces have been used; some can be connected to the computers with
common connector types while others have required special hardware to
be installed. The following subsections give a short description of and
an overview of the hardware installed on each robot platform that was
used.
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5.3.1

Sleipner

The Sleipner robot, build by a group of mechatronics students, the author included, was used initially in the project. It was equipped with
a high-performance desktop computer for laser data mapping and one
low-level PC-104 stack running the robot low-level control and pose estimation driver. The forward propulsion and the steering (rear wheel)
were handled by three electric motors connected to motor controller
boxes. Signals to the motors were transmitted over a Controller Area
Network (CAN) bus. The steer wheel angle sensor, GPS and IMU were
interfaced through serial RS-232 (often referred to as COM-Port). The
LIDAR scanner was interfaced through RS-422 to a dedicated PCI card
capable of the non-standard Baudrate 500 Kbaud that the laser scanner
operates with. This vehicle can turn in place around its origin between
the front wheels.

Figure 5.7 The Sleipner three wheeled robot travelling to the left along
the pavement edge, the steering wheel is in the back.

5.3.2

Trax

The Trax robot was borrowed from FOI7 , Sensor and EW Systems, and
replaced the Sleipner as the main research vehicle. The primary reason was that since it was much bigger, a monitor and keyboard could
7

http://www.foi.se

102

Implementation Overview

be attached directly, making field work easier. It is built around the
chassis of a Permobil8 outdoor electric wheelchair. The original propulsion actuators were kept and the computers were interfaced with the
on-board joystick control. The motor control hardware was a black box
and it was very difficult to make the robot move at the desired speed.
An attempt was made in [46] to identify the behaviour of the robot but
it proved to change in a highly non-linear way depending on requested
velocity, selected gear and amount of power remaining in the batteries.
The identified model was used nevertheless. Like the Sleipner vehicle
it was equipped with two computers, one powerful desktop computer
and one PC-104 for low-level control and encoder counting. All sensors
were connected to the main computer, the difference against the Sleipner robot being that a different IMU was now connected through a USB
port, something which caused a great deal of trouble when the computer
was under heavy load and data got stuck in the USB buffer. The vehicle
has a turning radius of approximately 1.5 metres.

Figure 5.8

The Trax robot slowly passing a discontinuity in the
ground. It is equipped with two pitched forward looking laser scanners
and an IMU. The two control computers are hidden inside the chassis.

8

http://www.permobil.com
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5.3.3

Modulith

The Modulith was initially built by mechanical-engineering students
as a modular electric motorcycle prototype. It was later adopted by
the preRunners project and rebuilt into an automatic vehicle by Mobile Robotics Sweden AB,9 a participant in the project. It used the
same main computer hardware as that installed in the Trax, with the
exception of CAN-bus controlled electric motors, and a built-in FPGA
(Anything I/O) card for encoder counting. All control electronics were
combined in one computer instead of dispersed over two as in the other
two robots. While this removed synchronization issues, it meant that in
the “unlikely” occurrence of a fatal main computer crash, the low-level
control would also be lost. This UGV was used as the master vehicle
during experiments in the preRunners project. Due to its size and high
turning radius of approximately 3.2 metres it is not a vehicle that is easy
to handle.

Figure 5.9 The Modulith robot vehicle was used as master during the
preRunners project.

9

http://www.mobile-robotics.com/
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Conclusions
When the work began, the following questions were posed.
1. Is it possible for a mobile robot using off the shelf, relatively lowcost components to explore, map and navigate an unknown environment?
2. What problems will be faced, what impact will they have and what
requirements will they impose on the robot and sensors used?
All outdoor experiments were conducted on the university campus
environment that is known by the author but not under absolute control.
The environment consists of roads, parking lots and many open areas in
which it is easy to drive and where the ground is traversable and mostly
smooth. Obstacles are often well-defined, consisting of buildings, parked
vehicles, pavement edges and well-kept bushes and trees.
Even though the environment seems to be ideal for mobile robot navigation, a number of problems have been encountered. Detecting obstacles that are relatively large compared to sensor resolution and range is
usually not a problem. What proved to be more difficult was to detect
relatively small obstacles such as the edge to the pavement and small
road discontinuities that needed to be passed at low speed as was explained in Figure 3.4. Limitations from sensor resolution combined with
vehicle motion and orientation uncertainties make reliable detection of
these small obstacles difficult.
The problem becomes even worse when driving on a forest path as the
ground there is not smooth at all. Due to violent oscillations introduced
from driving over roots and small rocks, the reliability of sensor observations is greatly decreased. While the motion sensor will register the
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rough ground, thereby assisting speed adjustment, there will still be no
way to be absolutely sure if the area in front of the robot is traversable
or not. Further, if the environment contains dense vegetation, it is even
more difficult to say if the area is traversable, as branches and leaves
will occlude what lies below them.
The answer to question one is No! A completely unknown environment may contain anything, and without knowing what to expect it is
impossible to determine what sensors are required and what measurement resolution and placement are needed to detect any type of obstacle.
If the number of sensors, their price and processing capabilities are
no limitation, then by adjusting the question so that only known environments are considered, then the answer becomes yes. By the use
of advanced algorithms, sensor data can be processed and its reliability
improved. If it is known beforehand what obstacles will be faced, sensor
placement can be optimised. Based on sensor resolution, the speed of
the vehicle can be limited so that obstacles smaller than what can be
detected can safely be passed. With more sensors, better placement and
limited speed, it will be possible to cover more areas with measurements,
perhaps even multiple measurements, which will increase the reliability
of the maps. This partly answers question two, but the following discussion includes additional comments.

6.1

Discussion and Future Work

The thesis work has touched on a variety of subjects without going in
depth into any one of them. This is also one of the biggest problems
in the work. When dealing with an implemented realised autonomous
robotic system meant to explore an outdoor, more or less unknown,
environment, simplifying assumptions and simplified implementations
will come up short.

6.1.1

Map Reliability

One of the simplifications made during the work was to assume that pose
estimation could be solved with sensor-fusion of dead-reckoning sensors
and a consumer-grade GPS. A GPS is by many considered a magical
sensor telling you exactly where you are, often providing “ground truth”
for comparison in experiments. In this work, the quality of the GPS
position fix has varied widely; sometimes it has been beneficial to in106
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clude it while at other times it has been useless. One of the objects
of the work was to show that maps could still be useful, even if the
global pose becomes wrong. This was solved by splitting the data into
sub-maps where each map would be locally correct. The local drift, however, could not be accounted for, and if it is very large then individual
sub-maps will also become incorrect. By adding the use of local measurements of external objects, often referred to as Visual Odometry (VO)
and Simultaneous Localization And Mapping (SLAM), it should have
been possible to greatly reduce drift in the pose estimate and thereby
improving sub-map local accuracy and even the global estimated pose.
This is something that would be worth looking into in the future. It
can, however, be considered a completely separate problem from that of
traversability mapping.
Knowing the 3D orientation of the vehicle and sensors at all times
is crucial if range sensor data is to be correctly interpreted and added
to the map. If the orientation estimate is off by just a few degrees, it
will result in large map errors for objects far away. With an orientation error of just one degree, a laser measurement 10 metres away will
have an error of almost 20cm. This means that only scan data in the
immediate vicinity will be reliable, at least when regarding small nearground obstacles. This has caused a great-many problems when sudden
oscillations are introduced from passing ground discontinuities and when
the lasers measure something far away. Often such measurements have
created phantom obstacles in the map, causing the robot to make unnecessary evasive manoeuvres or come to a stop. Forcing the data into
a flat-ground assumption also does not always work since the outdoor
environment is not completely flat everywhere. To avoid false obstacles,
and to allow obstacle data to be overwritten with better measurements,
map data reliability was reduced for measurements far away and during
violent manoeuvres. This approach works well when travelling on flat,
smooth ground, but when driving on constantly rough ground, such as
on a forest path, then most map data may be deemed unreliable. With
better (more expensive) sensors the orientation could likely be better
estimated even on rough ground, then map reliability would not have to
be decreased as much.
If multiple measurements were taken in the same map grid cells, it
would be possible to increase reliability of that data. In this work the
laser scanners have been mounted at fixed angles on the robot and since
it is mostly moving forward this means that the same cells are almost
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never measured twice. Since the sensor and data processing is not infinitely fast, it also means that some parts of the area will not be measured by laser beams at all, and this raises another question. Should a
map cell be considered traversable or non-traversable if it has not been
measured?
Requiring every map cell to be measured would mean that the robot
would have to drive very slowly, relative it’s sensing and data processing
speed, to guarantee that every single area has been mapped. Actively
controlling the sensor’s angle in a sweeping motion would also increase
the number of measurements of each area. In this work, areas not measured are assumed to be traversable until otherwise has been detected.
Since some map cells will never be observed, this means that there may
be thin obstacles sticking up out of the ground that the robot might
drive into. Depending on the assumptions made on the environment
in which to travel and what sensor resolution is available, this problem
may also need to be considered.
Sensor placement is also important; in this work the sensors were
placed so that they had high measurement resolution perpendicular to
the direction of motion. While this was good for detecting pavement
edges and walls parallel to the motion, it made it more difficult to see
oncoming near-ground obstacles. Large ones, so called vertical objects,
can be seen after a number of laser scans have hit them climbing along
their height, but it takes a while to accumulate the necessary number of
scans.
One conclusion from this is that in order to navigate an unknown
environment, laser scans in different directions are needed and each map
cell should preferably be covered by more then one measurement, either
by using multiple or sweeping sensors.
For roughness measurements, only the positions where the robot has
actually been will be measured. It would, however, be possible to estimate roughness for the surrounding area based on its appearance. Two
examples are [47] and [48], where camera images were used to find likely
traversable terrain ahead of the robot based on the fact that it looked
the same as the terrain currently being driven on or otherwise deemed
traversable. That way, a larger coverage for roughness estimates could
be found.
In other works it is common to collect laser data and post-process it in
order to match scans against each other to adjust for misalignments, but
in this work the maps were needed immediately for path planning and
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there was no time for post-processing. At the end of the work, during
attempts to make a height profile map of the ground, it was, however,
necessary to post-process chunks of data in order to perform zero-phase
filtering for drift removal. Saving laser data in chunks, such as within
each sub-map, for post-processing should be possible, and would likely
help to alleviate orientation error issues. Creating a close-range obstacle
map separately, for obstacle avoidance, would still be needed though.

6.1.2

Traversability Properties

For future work the traversability properties mapped should be extended
to include more information. It would be very useful if obstacles could be
labelled based on their appearance so that a pavement edge can be separated from near-ground foliage. Future work would be to try and identify
the type of obstacles and to divide them into more categories based on
size, spatial extension and perceived shape. One way to do this would
be extended target tracking as was done in [49] where the curvature of
the road edges was estimated and mapped based radar measurements.
Slope and traction of surfaces should also be added. Different vehicles
will experience obstacles differently, and if more then one type of vehicle
is to share the maps created, traversability information in them must
be vehicle-independent. One initial attempt was made to estimate the
height profile of discontinuities, as each vehicle can then decide for itself
how the obstacle should be passed.
The obstacle direction should also be indicated somehow. In the current work a pavement edge is deemed non-traversable from all directions,
but in reality it is often possible, though not necessarily advisable, to
drive over the edge down onto the road. The edge is actually only an
obstacle if the robot is on the road and is going to drive up onto the
pavement. Such information could benefit path and velocity planning
in some situations.

6.1.3

Map Matching

To align and merge maps that partly overlap into a larger map covering a wider area, the more information that is available the better.
The current method detailed in section 3.6.1 only aligns obstacles with
each other; it does not take into account the obstacle type, making
the algorithm prone to misalignment. An extension would be to include
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some height information to make it possible to distinguish between nearground and higher obstacles. That would prevent matching a pavement
edge with a wall for example. With more information such as described
in the previous section available, it would be possible to successfully
align maps that have a larger initial pose difference. A first step in this
direction would, however, be to try and identify straight lines or curves
from objects commonly found in man-made environments, in the data.
Keeping the local map drift low is also important. This will ensure that
shared obstacles have the same size and shape in the maps to align.

6.1.4

Planning

In general, the maps created have a high data density. Planning is
slowed down since much image data has to be processed or sampled
often. One way to increase planning speed would be to replace obstacles
with polygons containing them, thereby reducing the amount of map
data to be processed.
For high-level planning this would make it possible to determine which
maps have overlapping map segments rather than only relying on the
map positions. For the medium-level planner it would result in higher
planning speed for big map chunks, but also result in more optimal paths
as euclidean distance instead of pixel distance paths could be found.
In general, the high-level planners only find one best path, but it would
be better if multiple paths could be found and then used for evaluation.
Evaluated information could then be transferred back into the planner
to improve future search results. For instance, the average roughness in
an area, or maximum permissible speed could be added to maps.
For the low-level obstacle avoider, using polygon obstacles would
greatly speed up collision detection as pixels will not need to be sampled from map memory, something that takes quite some time at the
moment. Using polygon obstacles would also allow for fast planing of
more complex manoeuvres than the detours from the current heading
used at the moment. This would be convenient when the robot is to
pass more complex obstacle situations. One problem, though, is that
converting a grid map into polygons also takes time. Preferably, convex
polygon hulls around obstacles should be found, but maps often contain complex shapes, are incomplete and have many disjointed obstacle
objects that may not be contained by a convex hull.
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6.1.5

Implementation

From an implementation point of view, having enough computational
power to drive multiple concurrent operations is necessary. Processing large amounts of data for mapping at the same time as performing
obstacle avoidance is tricky as both operations are time-critical. Preferably dedicated computers should be used for each time-critical task to
guarantee maximum priority.
Another problem faced during the work is sensor data getting stuck
inside buffers when the computer is too busy to retrieve it. This will
cause incorrect time-stamps since most data is given the time when it
is retrieved, not when it is created. One example is when IMU data
was sampled at 100Hz, data would get stuck in the USB buffer and
fetched in chunks of five samples at a time, all getting almost the same
time-stamp. This caused bad results when integrating signals and will
reduce the accuracy of filter estimates as was shown in [50, sec.4.3.3]. For
correct sensor data interpretation, it is crucial to have correctly timestamped data. Preferably an external trigger system should be used to
trigger sensor sampling at the same time, which would make it easier to
know which measurements belong together. The computer must still be
fast enough to be able to read the data, though.

6.2

Contributions

This work covered many different areas such as robot hardware and
software integration, sensor data processing, sensor data fusion and estimation, mapping, planning and robot motion control. While none of
these areas are studied in depth, considerable effort has gone into implementing and running algorithms and systems from these topics at
the same time in a real and simulated mobile robot systems. If only
simulations or off-line data processing had been used, difficulties from
the real world would not have been identified.
The work shows that it is possible to realise a mobile robot system that
can navigate and map an initially unmapped but known piece-wise flat
environment using laser range finding sensors, odometry and an IMU.
It is, however, required that the laser sensor resolution and placement
make it possible to detect the obstacles faced. The robot must also be
able to drive over small obstacles that can not be found by the laser
sensors in advance; it can, however, remember and map them so that
the speed can be adapted beforehand the next time the area is visited.
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7
Summary of Papers
This chapter gives a brief summary of the papers behind the work presented in this thesis. In the printed version of the thesis, the papers are
appended.

Paper I
Sensor Data Fusion for Terrain Exploration by Collaborating
Unmanned Ground Vehicles
The first paper presented work in progress within the preRunners project
regarding collaborating Unmanned Ground Vehicles (UGVs). The initial
work from this thesis regarding traversability sub-maps is presented together with another part of the project focused on Collaborative Smoothing and Mapping (C-SAM). The vision for future work combining these
two parts is drawn up. The problem with a flat-ground assumption is approached in this paper in an attempt to continuously estimate the ground
height profile and robot orientation. Two scanning laser rangefinders and
an Inertial Measurement Unit (IMU) were used in a filter framework for
continuous estimation.

Paper II
Results of the TAIS/preRunners-project
The second paper presented selected results from the preRunners
project. In a sense it is a short version of the final internal project
report. It contains a summary of the C-SAM work from paper one but
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also shows examples from experiments where two mobile robots were
cooperating, one driving in front of the other scanning for obstacles and
relaying the information back to the master vehicle following behind.
The paper also shows an example from a mule scenario where a robot
followed a human and recorded the path. It then continuously repeated
the path, staying clear of a pavement edge near its recorded path. After
multiple runs it was clear that the generated traversability maps did
not overlap perfectly if overlaid in the same global coordinate system.
The GPS-assisted pose estimator does not give perfect results.

Paper III
Local Navigation using Traversability Maps
This paper continues the work after the preRunners project ended. The
goal that gathered map information should be reusable is kept, but
the focus is now returned to one single vehicle. The paper focuses on
how generated traversability sub-maps can be reused and what benefit
this gives. The paper presents an algorithm for matching and aligning
partially overlapping map segments, thereby adjusting their previously
recorded pose to account for pose drift. The algorithm is also used
for localisation of a real robot among a set of previous maps along a
road, making it possible to compensate for a relatively high drift in the
estimated global pose when the GPS signal is lost. The paper also shows
how a simulated robot benefits from using existing maps by planning an
obstacle-free path and avoiding driving into a dead end the second time
an area is visited.

Paper IV
Multi Layered Maps for Enhanced Environmental Perception
This paper extends the traversability concept with mapping of ground
roughness. Direct vertical acceleration is measured and used in a simulated environment to improve high-level path selection. Three different
paths are available but the shortest one contains many rough areas,
forcing the vehicle to keep a low speed. One of the others contains
a previously unknown detour. Based on maps created from travelling
each path, the best one can be selected at a later time by simulating
the motion along the paths. The paper also shows how a ground dis114
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continuity height profile can be generated from only one accelerometer
based on real outdoor data from a robot driving over an approximately
8 cm chamfered pavement edge. Knowing the height of discontinuities is
an advantage since the suitable velocity of a vehicle can be determined
using a simulation model. It also takes the first step in steering focus
over to the commercial vehicle market with applications to truck-trailer
combinations. The paper summarises the different layers of traversability information generated and presents its relevance for commercial vehicles, although this connection did not become as strong as initially
planned. Unfortunately an error found its way into the title of the paper, making it unclear. A more suitable title is “Multi-layered Maps for
Enhanced Environment Perception”, not “Environmental”, as the paper
deals with the vehicle surroundings.
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