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Abstract
Floating point numbers are used in many applications that would be well suited
to a higher parallelism than that offered in a CPU. In these cases, an FPGA, with
its ability to handle multiple calculations simultaneously, could be the solution.
Unfortunately, floating point operations which are implemented in an FPGA is
often resource intensive, which means that many developers avoid floating point
solutions in FPGAs or using FPGAs for floating point applications.
Here the potential to get less expensive floating point operations by using a higher
radix for the floating point numbers and using and expand the existing DSP block
in the FPGA is investigated. One of the goals is that the FPGA should be usable
for both the users that have floating point in their designs and those who do
not. In order to motivate hard floating point blocks in the FPGA, these must not
consume too much of the limited resources.
This work shows that the floating point addition will become smaller with the
use of the higher radix, while the multiplication becomes smaller by using the
hardware of the DSP block. When both operations are examined at the same
time, it turns out that it is possible to get a reduced area, compared to separate
floating point units, by utilizing both the DSP block and higher radix for the
floating point numbers.

Sammanfattning

Flyttal används i många applikationer som skulle lämpa sig väl för en högre pa-
rallellitet än den som erbjuds i en CPU. I dessa fall skulle en FPGA, med dess
förmåga att hantera många beräkningar samtidigt, kunna vara lösningen. Tyvärr
är flyttalsoperationer implementerade i en FPGA ofta resurskrävande, vilket gör
att många undviker flyttalslösningar i FPGA:er eller FPGA:er för flyttalsapplika-
tioner.
Här undersöks möjligheten att få billigare flyttal genom att använda en högre
radix för flyttalen samt att använda och utöka den redan befintliga DSP-enheten
i FPGA:n. Ett av målen är att FPGA:n ska passa både de användare som har
flyttal i sina designer och de som inte har det. För att motivera att hårda flyttal
finns i FPGA:n får dessa inte konsumera för mycket av de begränsade resurserna.
Undersökningen visar att flyttalsadditionen blir mindre med en högre radix, medan
flyttalsmultiplikationen blir mindre genom att använda hårdvaran i DSP-enheten.
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När båda operationerna undersöks samtidigt visar det sig att man kan få en re-
ducerad area, jämfört med flera separata flyttalsenheter, genom att utnyttja båda
idéerna, det vill säga både använda DSP-enheten och flyttal med högre radix.
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Notations

Here some of the most used words and abbreviations used in the work will be
presented. Further, some Verilog notations that will appear in the thesis and
some needed information is presented too.

Dictionary

Concatenated Two numbers merged together into one by taking first one of the
numbers and then append the other to it so that the lsb of the first number
is attached with the msb of the second number.

Radix In this work radix will only refer to the base of a number, such as 10 being
the base of the decimal number system. Other meanings of radix does exist,
but should not be taken into account when reading this work.

Slack Here it will mean the amount of (positive) time left over of the timing
constraint when finished.

Abbreviations

Abbreviation Meaning
ALU Arithmetic Logic Unit
au area units
CPU Central Processing Unit
DSP Digital Signal Processing
FP Floating Point
FPGA Field Programmable Gate Array
lsb least significant bit
LUT Look Up Table
MAC Multiply Accumulate
msb most significant bit
nm nanometers
ns nanoseconds
RAM Random Access Memory

1



2 Contents

Some Verilog notations

The number structure xx’yzz where the xx tells how many bits the number con-
tains, y tells which number system is used, e.g. b for binary and h for hexadecimal
and so on, and zz is the value of the number.
48’b0 : 48 zeros
48’b1 : 48 bits with lsb=1 the rest is 0
48’b111. . . : 48 ones
48’hfff. . . : also 48 ones
And so on. . .
{a,b} : a concatenated with b
<< : Logical left shift
>> : Logical right shift

Note

All times, including slack, are given in ns, if nothing else is mentioned.
The area values are given in au or, scarcely, in LUTs.
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1
Introduction

Floating point numbers are frequently used in computers. They are used for their
large dynamic range, meaning that they can span from very small numbers to very
large numbers with a limited number of bits. Other number representations, such
as fixed point, may need a lot more bits to represent the same numbers. Many
algorithms are adapted for floating point numbers.
While floating point numbers are popular in computers (CPUs), the same can not
really be said for FPGAs. Floating point calculations consumes large amounts of
the hardware available in the FPGA which makes it lose one of its main features
– the parallel computing. Due to the large, and sometimes slow, implementa-
tion of floating point arithmetics into the FPGA, the algorithms that uses float-
ing point calculations are sometimes rewritten into another representation (fixed
point) which often leads to a somewhat unmanageable data path.
It would therefore be good to find a way to incorporate floating point arithmetics
into the FPGA without making it consume too much of the available area or being
too slow. The idea is to test if using a higher radix for floating point number
and to incorporate the floating point addition and multiplication in an already
existing hard block (the DSP block) in the FPGA can reduce the area and time
consumption.
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6 Introduction

1.1 Why Higher Radix Floating Point Numbers?

When implementing floating point arithmetic into an FPGA the shifters needed
for alignment and normalization are among the most resource consuming parts,
at least for the floating point adder. Standard floating point numbers, meaning
floating point numbers with radix 2, requires that the exact position of the leading
one of the result of the calculations is found. This is due to the format of the
mantissa, which is 1.xxxx when the number is normalized, where the first 1 is
implicit.
Floating point numbers of higher radix, in this case 16, has another format: 0.xxxx,
where there must be at least one 1 within the first four bits after the point.
This means that the leading one must be found within an interval of four bits,
which highly reduces the number of shifting needed, both during alignment and
normalization, thereby reducing the number of resources needed.

1.2 Motivation for Using the DSP Block

The standard solution of floating point computation for FPGAs is to have the
arithmetics implemented into LUTs. However, floating point computations is heav-
ily dependent on shifting which LUTs are usually unsuited for. Take a standard
LUT in the Virtex 6 for example. This is a 6-to-1 LUT, meaning that it has 6 in-
puts and 1 output. A 4-to-1 multiplexer is the maximum that can be implemented
into one LUT. But since there is only one output for each LUT, this means that
there will be a massive amount of LUTs used for shifting and thereby making
floating point calculations consume a lot of resources.
Another way of solving the floating point problem is to introduce a new module
with the sole purpose of performing floating point calculations into the FPGA.
Such modules are called FPUs, see section 2.2.2 for further information. However,
these modules have only reached popularity in the research community since they
are seen as too area and power consuming considering not all FPGA designs use
floating point calculations.
Another possibility that is rather common is to try to use as much hardware
resources as possible from already existing modules. It is for example possible
to use the adder inside a DSP to add the mantissas together when performing
floating point addition. The mantissas would have to be aligned and normalized
outside of the module however, since the DSP does not have the needed hardware
to perform these calculations. This then comes back to the problem mentioned
above, that the fabric around the DSP is rather unsuitable for shifting.
The suggestion of this work is to put the hardware needed for performing the whole
floating point calculation inside the DSP block. The DSP block is a dedicated hard
block inside the FPGA whose main function is to enable faster and simpler signal
manipulation for the designer. It usually contains a large multiplier and adder
and various other hardware for this purpose. For more detailed information of the
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chosen DSP block see figure 4.1 on page 36.
The added hardware for floating point arithmetics will obviously lead to an in-
creased size of the DSP. To reduce the increased area higher radix floating point
numbers will be utilized. The idea is that the DSP unit will remain as useful as it
is in its original form when the designer does not want to use it for floating point
calculations and be a good choice when floating point calculations is desired.

1.3 Aim

The aim of this project is to find out if it is possible to get less expensive floating
point addition and multiplication in FPGAs by remodeling the already existing
DSP block and use a higher radix.
The FPGA should be usable for both those who needs floating point capacity and
those who do not. Here, floating point numbers with a higher radix might be a
good compromise since (at least the addition) consumes less hardware than those
with radix 2. Thus creating less unused hardware in the case that floating point
capacity is not wanted, while still being useful in the cases they are needed.

1.4 Limitations

The IEEE standard [1] for floating point numbers has many details that will not
be taken into consideration in this work. Such details as denormalized numbers
and rounding modes. Since the rounding is ignored the guard, round and sticky
bits will also be ignored. This work will only support single precision floating point
numbers, meaning the standard 32 bit for radix 2.

1.5 Method

The project was written in the hardware describing language Verilog. For further
references in Verilog see [10], which is a very good book for both beginners and
those more advanced.
The code was then compiled and synthesized into hardware using Synopsys synthe-
sis tool. This tool outputs estimates of, for example, the resulting area and time
consumption. The consumed time is dependent on the timing constraint given to
the tool by the user.
There are three different times that can be of interest:

The timing constraint is given to the synthesis tool by the developer.

The used time is the time the hardware needs to complete the function.
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The slack is the amount of (positive) time left over of the timing constraint when
finished.

For clocked hardware, that is hardware with clocked registers, the used time and
the timing constraint differs, even though there is no slack. This is due to that
the registers need some time, usually around 0.07 ns, before they are available for
data inputs. In some tables only one time is presented, called Time. This is the
used time and not the timing constraint.
All area and time values are taken directly from synthesis, no post synthesis place
and route has been performed.
The exception from the synthesis described above is the synthesis of the converters
which should be implemented in the fabric outside the DSP block. Therefore a
more target dependent tool will be used. In this case, Xilinx ISE.

1.6 Outline of the Thesis

The thesis is structured as follows:

• Chapter 2 is an introduction of floating point numbers and some earlier
research done on floating point calculations in FPGAs.

• Chapter 3 explains the calculation steps in greater detail.

• Chapter 4 goes into more detail about the hardware used for the project and
also some other hardware details.

• Chapter 5 presents the implementations of the new hardware.

• Chapter 6 discusses the results of the synthesis of the hardware.

• Chapter 7 contains the conclusion of the thesis and some future work.
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2
Floating Point Numbers

Floating point numbers has a relatively long history and has been seen in different
constellations in computers through history. They are however standardized today
and are usually done according to the IEEE 754 standard [1]. Equation 2.1 shows
the form of the floating point number, where s is the sign, m is the mantissa and
e+ bias is the exponent.

(−1)s · 1.m · 2e+bias. (2.1)

A standard single precision floating point number has one sign bit, 8 exponent bits
and 23 mantissa bits. The sign bit signifies if the number is positive or negative
and is seen as (−1)s, which means that 0 signifies a positive and 1 a negative
number. The mantissa bits are the significant digits which are then scaled by the
radixexponent part. In the standard case the mantissa has an implicit (or hidden)
1 that is never written into the 23 bits but is instead seen as the 1 before the radix
point, thus giving the floating point number 24 significant bits. The exponent bits
are the power of the radix, or base.

msb s exponent mantissa lsb

Bits: 1 8 23

Figure 2.1. The radix 2 floating point number.

11



12 Floating Point Numbers

The exponent is seen as a signed number which is nearly evenly distributed around
0. If the exponent consists of 8 bits the number interval will be -127 to 128. This
is good since it allows a large dynamic range of numbers, both close to zero and
very large. It is however not so practical when comparison and other calculations
of the numbers is to be done, therefore it is recommended that a biased exponent
is used. The bias of the exponent is there to change the number range of the
exponent. It is calculated according to the formula Bias = 2(n−1) − 1, where n is
the number of exponent bits. To illustrate the effect of the bias the same example
as above is reused: without the bias added the number range would be [-127, 128],
with the bias the number range becomes [0,255].
However, for the IEEE standard [1], the biased exponent consisting of all zeros or
all ones are occupied to handle special cases. These special cases are:

• Zero — Sign bit is 0 (positive) or 1 (negative), exponent bits are 0 and
mantissa bits are 0.

• Infinity — Sign bit is 0 (positive) or 1 (negative), exponent bits are all 1 and
mantissa bits are all 0.

• NaN (Not a Number) — Sign bit is 1 or 0, exponent bits are all 1 and
mantissa bits are anything but all 0.

Except for representing 0 an exponent consisting of all 0 bits can represent de-
normaized numbers in the IEEE standard [1]. This means that the previously
mentioned biased number range of [0,255] will in practice be [0,254], as zero must
be seen as a normal number.
With radix 16 for the floating point number the number of exponent bits decrease
to 6, which gives it the range -31 to 32. The corresponding Bias = 25 − 1 = 31
and with that bias the bias the range will be 0 to 63.

2.1 Higher Radix Floating Point Numbers

The most common, and standardized, radix is, as mentioned in the beginning of
this chapter, 2. A higher radix floating point number is a floating point number
with a radix higher than 2. There is an IEEE standard for floating point numbers
[9], where the title claims that it is radix independent. However, further investi-
gation shows that it only allows radix 2 or 10. The reason for radix 10 is that the
economists needed the computer to reach the same result of calculations as those
done by hand. For example, 0.1 can not be represented exactly by binary floating
point while it is simple to represent it in decimal floating point. This work will
not consider radix 10, but instead concentrate on radices that are in the form 2x,
where x is a positive integer number larger than 1.
Before the IEEE standard was issued several different radixes were used. For
example: IBM used a radix 16 floating point number system with 1 sign bit, 7
exponent bits and 24 mantissa bits in their IBM System/360, [2] page 37–38. The
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mantissa is seen as consisting of six hexadecimal digits and should be multiplied
with 16 to reach the correct magnitude and the radix point is directly to the left
of the msb.
The reason for using higher radix floating point numbers was that this consumes
less hardware. When the hardware became more advanced and it was possible
to get more hardware in the same area this ceased to be a concern for normal
computers. Thereby the greater numerical precision given by radix 2 won and
became the standard.
Some more recent work has also been done about this form of higher radix floating
point numbers and the consequences this has on the total area of floating point
arithmetic in FPGAs.
[4] concluded that it is possible to significantly reduce the FPGA area needed to
implement floating point components by increasing the radix in the floating point
number representation. It was shown that a radix of format 22k was the optimum
choice and that 16 = 222 is especially well suited for FPGA design.
“. . . we show that higher radix floating-point representations, especially hexadec-
imal floating-point, are uniquely suited for FPGA-based computation, especially
when denomalized numbers are supported.” [4]
The reason for using 22k is that the conversion between the radix formats will only
require shifting in this case, while it will require multiplication in any other case,
thus making for example 8 unsuited.
One disadvantage with changing the radix is that the new exponent may lead
to up to 2k − 1 leading zeros in the mantissa, thereby risking to lose valuable
information. This can of course be avoided by adding the same amount of bits
to the mantissa and thereby keep all the information. But this does make the
calculations on the mantissa more tedious, since there are more bits in the bigger
part of the number. For radix 16 the number of mantissa bits will be 27, that is
the original mantissa and the hidden/implicit one giving 24 bits + a maximum of
3 zeros from the radix conversion.

Radix Exponent
bits

Desired
value

Represented
value

Exponent Mantissa

2 4 2.00 2.00 1000 1.000

16 2 2.00 2.00 10 0.001

2 4 3.75 3.75 1000 1.111

16 2 3.75 2.00 10 0.001

16 2 3.75 3.75 10 0.001111

Table 2.1. The information loss if the mantissa is not allowed to grow.
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As seen in table 2.1 the result of the loss of information due to the leading zeroes
from the radix change can be quite substantial. The problem is not limited to
decimal numbers as the table might suggest. The same problem would occur if 3
(an integer) would be represented instead. In radix 16 this would become 2.00 if
the mantissa is not allowed to grow. As mentioned and seen in table 2.1, with the
mantissa growth of 3 bits no such loss will occur.
The new exponent will shrink from its original 8 bits (radix 2) though. For exam-
ple, in the radix 16 case the exponent consists of 6 bits. This will reduce the total
number of bits, but it will not fully compensate for the enlargement of the mantissa
caused by the change in radix. A radix 16 number will consist of 1 + 6 + 27 = 34
bits.

msb s exponent mantissa lsb

Bits: 1 6 27

Figure 2.2. The radix 16 floating point number.

While a whole floating point number might be seen as being in a higher radix,
such as 16, that is not always true. In this work it is only the exponent that is in
radix 16, both sign and mantissa still have 2 as their base. This is also the case in
[6] and [4].
The mantissa for a radix 16 floating point number will have the format 0.xxxx,
where there has to be at least one 1 in the four first bits after the radix point,
compared with the radix 2 mantissa with format 1.xxxx. The leading 0 is always
hidden and will therefore not consume any memory, much as the hidden 1 for
radix 2. (The implicit 1 for radix 2 floating point numbers becomes explicit for
denormalized numbers in the IEEE 754 standard[1]). However, while the hidden
1 must be present in all calculations done with the radix 2 numbers, the hidden 0
can be ignored during calculations.

2.2 Previous Work on Reducing the Complexity of
Floating Point Arithmetic

“Choosing non-standard floating-point representations by manipulating bit-widths
is natural for the FPGA community, since bit-width has such an obvious on circuit
implementation costs. Besides the non-standard bit-widths, FPGA-based floating-
point units often save hardware cost by omitting support for denormalized numbers
or some of the rounding modes specified by the IEEE standard.” [4]
The possibilities mentioned by [4] in the quote above will not be considered in
high detail here. Denormalized numbers and omission of rounding modes will be
done in this work too, see 1.4 on page 7. As for changing the bit-width, this will
only be done to match that of the standard single precision bit-width.
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The greatest reductions done to most floating-point arithmetics in FPGAs are the
reduction of area taken by the alignment and normalization of the mantissa. This
is the main reason for the reduced area of both adder and multiplier in [1]. Here
a higher radix of the floating-point numbers were used so that the shifting phases
could be done in larger steps than 1. This was shown to have effect in reducing
the overall area, even though the number representation leads to a greater number
of bits in the mantissa.
Reducing the shifting size is also the focus of the work done in [8]. Here another
approach is used where the stationary multiplexers in the routing network is uti-
lized for the shifting in the alignment and normalization stages. It is suggested
that a part, at most 10 %, of the routing multiplexers inside the FPGA would be
changed from the current static version into a static-dynamic version where it is
possible to choose if the multiplexer should be statically set to output one of its
inputs or be used as a dynamic multiplexer, where the input is chosen depending
on the current control signal. These static-dynamic multiplexers would then be
a new introduced hard block into the FPGA, similar to how the DSP units and
block RAMs have been previously introduced. The drawback of that suggestion is
that the static-dynamic multiplexer reduces the possibilities for the routing tool
thereby making it somewhat harder to obtain an efficient design. However, the
new multiplexer design that was introduced can reduce the area of floating point
adder clusters, that is groups of adders, with up to 32 %. It was also concluded
that the introduced macro cells, that is the static-dynamic multiplexers, did not
have an adverse effect on the route ability.

2.2.1 Changed Radix

“The potential advantage of a higher radix such as 16 is that the smaller exponent
bit-width is needed for the same dynamic range as the radix-2 FP, while the
disadvantage is that the larger fraction bit-width has to be chosen to maintain the
comparable precision.” [6]
In [6] the impact of narrowing the bit-width, simplifying the rounding methods
and exception handling and using a higher radix were researched. The bit-width
used for their project was 3 exponent bits and 11 mantissa bits for radix 16 and
5 exponent bits and 8 mantissa bits for radix 2. The floating point adder shrunk
with 12 % when implemented in radix 16 instead of radix 2, while the floating
point multiplier grew with 43 %. Their floating point modules did not support
denormalized numbers and only used truncation or jamming as rounding modes.
[4]’s adder got 20 % smaller in radix 16 than in radix 2 when in single precision.
Their multiplier result differs from that of [6] though. Instead of the growth that
[6] experienced, the multiplier were about 12 % smaller in radix 16 compared
to radix 2. According to [4] the main reason for this result is that [4] supports
denormalized numbers, which [6] does not.
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2.2.2 Floating Point Units

A common field for many studies in reducing the size and time consumption of
floating point arithmetics has been, and still is, the floating point unit or FPU.
This field is somewhat divided into two sections, software approaches and hardware
approaches. Implementing soft FPUs on a FPGA consumes a large amount of
resources due to the complexity of floating point arithmetics. It has therefore
been interesting to research the possibilities available when implementing FPUs
as hard blocks inside the FPGA instead.
Several research works have been published, for example [3], which shows that
hard FPUs in FPGAs is advantageous compared to using the more fine grained
parts of the FPGA, for example CLBs and hard multipliers, to implement the
floating point arithmetics.
One obvious drawback with the hardware FPUs is that they consumes die area
and power when they are unused, making them unattractive for FPGA vendors to
provide in their FPGA since not all designers are using floating point calculations
in their design. [5] tries to avoid this by making the hardware in the FPU available
for integer calculation, thereby making the FPU usable for designers not interested
in floating point calculations. Their FPU can handle floating point multiplication
and addition for both single and double precision.



17



18



3
The Calculation Steps for
Floating Point Addition and
Multiplication

Floating point addition and multiplication follow the same basic principles inde-
pendent of the radix. Some small details will differ, such as value of bias and
number of shifting steps. The calculation flow will be [11]:
Multiplication:

1. Add the exponents and subtract the bias.

2. Multiply the mantissas.

3. Xor the sign bits to get the correct sign of the new number.

4. Normalize the result.

5. Control the end result so that it fits the given number range.

6. Round the result.

The reason for subtracting the bias when adding the exponents is that both ex-
ponents are exponent + bias. In the addition this gives exponent + exponent +
2Âůbias, which is one bias too much, hence subtract the bias from the addition of
exponents.
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Addition:

1. Compare the numbers except for sign to find the largest one. Compare the
exponents, new exponent is the maximum of the two exponents.

2. Pre-align – the smallest exponent’s mantissa is right shifted as many times
as the difference between the exponents and the smaller exponent is counted
up so that exponents are equal.

3. Add or subtract the mantissas.

4. Normalize the result.

5. Check that the result is within the given number range.

6. Round the result.

The addition and multiplication of the mantissas will occur in the normal manner
and will not be presented in more detail here. Instead, the steps which are more
characteristic for the floating point operations will be studied. One exception is
the rounding which is outside of the project, see 1.4 on page 7.
There are other calculation flows for floating point addition and subtraction too,
but the ones mentioned above are the most obvious ones and will therefore be used
here.

3.1 Pre-alignment

Before the mantissas can be added together they must be aligned, that is, the
exponents must be the same and the mantissa has to be shifted accordingly. First
the exponent and mantissas are compared and the largest will be routed directly to
the adder, while the smaller will be aligned. Since this alignment occurs before the
addition it is called pre-align. The alignment will differ a bit between radix 2 and
radix 16 floating point numbers, but the principle is the same. After alignment
the smaller mantissa is forwarded to the adder and the mantissas can be added
together.

3.1.1 Alignment for Radix 2

The mantissa will be right shifted as many times as the number of times the
exponent needs to add one to be equal to the larger exponent, or simpler the
mantissa will be right shifted the absolute difference of exponents times. For
example if exponent A is 7 and exponent B is 5 mantissa B is right shifted 2
times. This will of course mean that the absolute difference between exponent A
and B can be maximum 23 for addition to occur. Otherwise all bits of the smaller
mantissa will be shifted out and it is quite unnecessary to add 0, and the bigger
mantissa is instead routed past the adder and directly to normalization.
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3.1.2 Alignment for Radix 16

The main features of alignment for radix 16 is exactly as for radix 2, however the
detail of how many shifts will be needed does differ. Since an increase of one in
the exponent corresponds to four right shifts, the number of shifts needed can be
calculated as four times the absolute difference of exponents. If the exponents
are the same as in the example above, that is A=7 and B=5, mantissa B will be
shifted 2 · 4 = 8 times.
The increased shifting step has the consequence that the maximum difference
between exponent A and B is 6, instead of 23 for radix 2, for addition to still
occur. Otherwise the mantissa corresponding to the maximal exponent will be
routed past the adder to normalization as in the case with radix 2.

3.1.3 Result of the Alignment

After the alignment step the mantissas are added together, one untouched and one
shifted (aligned). The alignment can have five different appearances depending on
if the signs of the numbers are equal or not and how large the difference between
the exponents is.

Signs Absolute difference
of exponents

Operation Effect on the mantissas

Don’t care > 6 - Larger mantissa routed
past the addition stage

Equal 0 Addition Both mantissas in original
form

Not equal 0 Subtraction Both mantissas in original
form.

Equal < 7 Addition Mantissa corresponding to
the smaller exponent is
shifted 4·(absolute
difference of exponents) the
other is unchanged.

Not equal < 7 Subtraction Mantissa corresponding to
the smaller exponent is
shifted 4·(absolute
difference of exponents) the
other is unchanged.

Table 3.1. The different cases of alignment in radix 16.
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To get subtraction it is possible to invert all bits of the mantissa corresponding to
the smaller number and add one. This way very little extra hardware (XOR-gates)
for subtractor is needed, it will require inverters though.
The alignment versions for the radix 2 case is basically the same, just convert 6
into 23, 7 into 24 and 4 into 1. This is shown in table 3.2.

Signs Absolute difference
of exponents

Operation Effect on the mantissas

Don’t care > 23 - Larger mantissa routed
past the addition stage

Equal 0 Addition Both mantissas in original
form

Not equal 0 Subtraction Both mantissas in original
form.

Equal < 24 Addition Mantissa corresponding to
the smaller exponent is
shifted absolute difference
of exponents times, the
other is unchanged.

Not equal < 24 Subtraction Mantissa of the smaller
exponent is shifted absolute
difference of exponents
times, the other is
unchanged.

Table 3.2. The different cases of alignment in radix 2.

The alignment will however be more complex in the radix 2 case since all shifting
steps from 1 to 23 will have to be implemented instead of six steps shifting four
steps each which is the case for radix 16.

3.1.4 Realization of the Pre-align

The pre-align can be implemented in several ways, but the main feature of shifting
the mantissa a number of steps will always occur. All implementations will need
to calculate the absolute difference between the exponents and do at least one
comparison between the whole numbers without the sign bit to find the largest
number.
A first implementation would be to enable both mantissas to be aligned separately,
which would result in two separate shifting modules, one for each mantissa. Both
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mantissas would then be available in its original state and shifted the correct
number of times. To chose the correct version of each mantissa the comparison to
find the largest will be used as an input to the multiplexers selecting the correct
versions. Then the addition can be performed.
The control signal, {exp(X), X} > {exp(Y ), Y }, to the multiplexers in both figure
3.1 and figure 3.2 is the output signal of the comparison between the numbers
(without signs) mentioned above. The mantissas are named X and Y, and their
exponents are called exp(X) and exp(Y) respectively.

<
>

<
>

 X

X

ADD1

Y

Y

ADD2

{exp(X),X}>{exp(Y),Y}

0

1

0

1

Figure 3.1. The non-switched version of the pre-align.

The mentioned implementation can be simplified to use only one shifting module
though. This is done by using the comparison to select which mantissa that should
be shifted to be aligned. There will be no need to choose the correct outputs of the
alignment part as only two outputs will be produced so addition can be performed
directly after the alignment. This implementation will only need one shifting
module, which is a good reduction of hardware.
For the non-switched version, figure 3.1, the critical path goes through the shifting
module and out of the multiplexer. The switched version’s, figure 3.2, critical path
goes through the comparer, the multiplexer and then through the shifting module,
thus giving it a longer critical path than the non-switched version. This is the
drawback of the switched version but the reduction of hardware does exceed the
slight increase of time. The smaller amount of hardware might make it somewhat
simpler to route too. Further comparisons between the pre-align versions is found
in 4.3 on page 41.
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>
<

{exp(X),X} < {exp(Y),Y}

0

1

0

1

X

Y

Y

X

ADD1

ADD2

Figure 3.2. The switched version of the pre-align.

3.1.5 Hardware Needed for the Alignment

The align step for radix 16 contains 6 bits absolute difference and right shift 27
bits between 4 and 24 steps. The absolute difference contains one normal sub-
traction calculating the difference and then a conditional step where the difference
is negated if the result is negative otherwise it is forwarded as it is. This leads
to a use of two adders/subtractors and one multiplexer. As for the shifting it is
mainly done by large multiplexers. In the radix 2 case the shifters will have to be
able to shift every set of steps between 1 and 23, making it a rather complicated
multiplexer network. The radix 16 case does not need to be able to shift every
single step, but can instead shift in steps of four bits, which reduces the size and
complexity of the multiplexer network.

3.2 Normalization

“Normalization ensures that no number can be represented with two or more bit
patterns in the FP format, thus maximizing the use of the finite number of bit
patterns.” [6]
A normalized number is a floating point number whose mantissa is in the stan-
dard format. The standard format may differ between different representations.
For example: a normalized mantissa of radix 2 has the format 1.xxxx, while the
mantissa of radix 16 has the usual format 0.xxxx, where there must be at least
one 1 in the first four bits after the radix point.
During calculations the mantissa may be too large or too small to be seen as
normalized. This will have to be corrected after the calculation is finished so that
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the number is in the correct format before it is either stored or used for the next
calculation. The normalization is usually done by shifting the mantissa a number
of steps and add or subtract a value to the exponent. This work concentrates
on floating point addition and multiplication and will therefore only describe the
normalization of these two operations.
As mentioned in chapter 1.4 this work does not consider rounding and it will
therefore not be discussed here. Possibly it can be seen as the rounding mode
”Round Toward Zero” [1], or truncation, has been used throughout the project.

3.2.1 Normalization of Multiplication

For the IEEE standard the normalization after a multiplication is simple - either a
right shift of one step or do nothing. This is because there is always a leading one
in the mantissa 1.xxxx. When two mantissas are multiplied together the result
will be either 1.xxxx or 1x.xxx, where the later value is not a normalized number.
In the later case one right shift will be needed for the new mantissa to be in the
correct format. This has the consequence that the exponent will be increased by
one to keep the same magnitude of the number.
The normalization for the radix 16 floating point number is a bit different. The
mantissa for a radix 16 usually has the form 0.xxxx, where there must be at least
one 1 in the first four bits after the decimal point if the number is to be seen as
normalized. It is irrelevant where the 1 within the four bits is placed, as long as
it is inside the given area.
Since it is known where the first 1 is placed for both mantissas that are to be
multiplied the normalization becomes quite simple. When checking the most ex-
treme cases that can occur, given the Virtex 6 DSP module architecture, see 4.1
on page 36, and that the number is in radix 16, the following is found:

Highest possible : 24’hffffff · 17’h1ffff = 41’h1fffefe0001, meaning that both
incoming mantissas consists of only 1s. This gives the normalization of do
nothing, since the four first values of the new number contains at least one
1.

Lowest possible : 24’h100000 · 17’h02000 = 41’h00200000000, which means that
the the first four bits of both numbers is 0001 and the rest is filled with 0.

The case that one or both of the mantissas are zero is not considered as the
Lowest possible above since the processing of 0 in the normalization is somewhat
of a special case.
Depending on how one splits the result in groups of four bits this would lead to
different normalization routines. The different splits comes from the mantissa size
of 27, which is not evenly dividable by four.
The possible splits will be first one group of three bits and then six groups of four
bits each or first six groups of four and then one group of three. Of course it is
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msb lsb

4 4 4 4 4 4 3 -

3 4 4 4 4 4 4 -

2 4 4 4 4 4 4 1

1 4 4 4 4 4 4 2

Table 3.3. The different possibilities of dividing the mantissa bits into groups close to
four. The first two versions consists of 7 groups, while the later two consists of 8 groups.

possible to split the mantissa into first one or two, then six groups of four and
then the last one or two bits depending on the first choice. This will create more
groups to consider, as seen in table 3.3, and will therefore be more complicated
than the previous versions. It will therefore not be considered.
If the split is done so that the msb is in a group of four bits the normalization will
only need a maximum of one shift. However, if the msb is within a group that
contains less than 4 bits the consequence will be that there might be a need for
two shifts to normalize the number. Therefore it is convenient to split the result
in groups of four with the msb in the first of these groups, leaving the lsb in the
smaller group. This would lead to that a maximum of one left shift of four steps
is needed to normalize the mantissa.
Full normalization for the multiplication will be: If there is at least one 1 in the
first four bits, do nothing as the result already is normalized. Otherwise left shift
the result of the multiplication four steps if the first four bits are 0 and subtract
one from the exponent.
As seen, this procedure differs from the radix 2 case, even though it is based on
the same principle. The reason for this difference is the hidden, or implicit, digit
in the mantissa. 1.xxxx·1.xxxx can be larger than 2 but will not be less than 1,
giving it an overflow possibility, and thereby the right shift. It will however always
be at least 1, thus avoiding underflow. 0.xxxx·0.xxxx can not become 1 and will
therefore not overflow. It can however become to small and will then need the left
shift to become normalized.

3.2.2 Normalization of Addition

The normalization of addition differs more than that of the multiplication and will
therefore be presented separately.
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Radix 2

Normalization in the addition case for floating point numbers of radix 2 requires
a significant amount of shifting. The result of the addition may vary between 1
and 25 significant bits, counting the implicit one as a significant bit.

The functionality for mantissa alignment for the radix 2 normalizer
(A = input signal, B = output signal):
24’b1??????????????????????? : B = A >> 1
24’b01?????????????????????? : B = A
24’b001????????????????????? : B = A << 1
24’b0001???????????????????? : B = A << 2
24’b00001??????????????????? : B = A << 3
24’b000001?????????????????? : B = A << 4
24’b0000001????????????????? : B = A << 5
24’b00000001???????????????? : B = A << 6
24’b000000001??????????????? : B = A << 7
24’b0000000001?????????????? : B = A << 8
24’b00000000001????????????? : B = A << 9
24’b000000000001???????????? : B = A << 10
24’b0000000000001??????????? : B = A << 11
24’b00000000000001?????????? : B = A << 12
24’b000000000000001????????? : B = A << 13
24’b0000000000000001???????? : B = A << 14
24’b00000000000000001??????? : B = A << 15
24’b000000000000000001?????? : B = A << 16
24’b0000000000000000001????? : B = A << 17
24’b00000000000000000001???? : B = A << 18
24’b000000000000000000001??? : B = A << 19
24’b0000000000000000000001?? : B = A << 20
24’b00000000000000000000001? : B = A << 21
24’b000000000000000000000001 : B = A << 22
24’b000000000000000000000000 : B = 24’b0

Table 3.4. The normalization for addition in radix 2.

In the case of same exponent, same sign and both mantissas being at the maximum
value, that is all ones, the maximum result will be 25 bits, which is one bit too
much for being normalized. In the case of different signs, same exponent while
the difference of the mantissas is 1 the end result will become 1. In the first case
a right shift of 1 step is needed to normalize the number, while the other case
will require 23 left shifts and to be normalized. In the case of different signs of
the added numbers the result may vary between 24 and 1 bits, were only the first
case will be normalized without any left shifts. The other will need 23, that is the
number of significant result bits not counting the implicit one, left shifts, making



28 The Calculation Steps for Floating Point Addition and
Multiplication

normalization very shift intensive.
The radix 2 floating point number also requires that the position of the leading
one is found exactly, not within an interval. This will lead to that the normalizer
needs to be able to shift any given step between 1 and 23 to the left and one step
to the right depending on the addition result.
To keep the magnitude of the number correct after the shifting the exponent will
be either added to or subtracted from depending on the direction of the shifts.
Right shifts corresponds to addition while left shifts corresponds to subtraction.
Every shifting step leads to addition/subtraction of 1.

Radix 16

Normalization of the addition case differs from the multiplication case since the
result of the addition may vary between 28 and 1 significant bits, while for the
multiplication it was fixed at 27 bits. There are two significant cases for the
normalization — either the sign of the numbers are the same or they are different.
The case of same sign has the possibility of an addition result that is 28 bits wide
instead of the usual 27 bits mantissa. This will generate a need to right shift the
mantissa 4 times to normalize it. The highest possible result of the addition will
be when both signs and exponents are the same and the mantissas assume their
maximum value, 27’h7ffffff + 27’h7ffffff = 28’hffffffe. While the lowest possible
for same sign will occur when the absolute difference of exponents is 6 and the
mantissas, after pre-align, have the following values: 27’h800000 + 27’h0000000
= 28’h800000, which is normalized naturally. If the absolute difference of the
exponents are larger than 6, the greater number will be outputted directly since
this will correspond to an addition with zero.
When the signs differ subtraction will occur in the stage before normalization.
This will lead to a much larger range of possible results that will need to be
normalized. In this case the highest result will be for the mantissa corresponding
to the largest exponent to have its maximum value, while the other mantissa
will have its minimum value (absolute difference of exponents = 6): 27’h7ffffff -
27’h0000001 = 27’h7fffffe. This new mantissa will not need to be normalized, while
the lowest possible result will need normalization. This result will occur when the
exponents are the same and the mantissas differs by 1: 27’h7ffffff - 27’h7fffffe =
27’h0000001. The resulting value will of course be smaller if all that differs in the
numbers is the sign, since the result will be 0 then. But since 0 does not contain
any 1s, this will lead to an exception of the normalization and the output will be
0. The number of left shifts can be calculated as the absolute difference of the
exponents multiplied by four while the number subtracted from the exponent is
the absolute difference of the exponents.
The same principle of adding to or subtracting from the exponent as in the
radix 2 case is present here, with some numerical differences. Instead of adding/
subtracting one for every shift step as in the radix 2 case, the exponent will be
increased/decreased with one for every shift of four steps.
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In more detail the normalization of the mantissa will look like:
(A = input signal, B = output signal)
28’b1??????????????????????????? : B = A >> 4
28’b01?????????????????????????? : B = A
28’b001????????????????????????? : B = A
28’b0001???????????????????????? : B = A
28’b00001??????????????????????? : B = A
28’b000001?????????????????????? : B = A << 4
28’b0000001????????????????????? : B = A << 4
28’b00000001???????????????????? : B = A << 4
28’b000000001??????????????????? : B = A << 4
28’b0000000001?????????????????? : B = A << 8
28’b00000000001????????????????? : B = A << 8
28’b000000000001???????????????? : B = A << 8
28’b0000000000001??????????????? : B = A << 8
28’b00000000000001?????????????? : B = A << 12
28’b000000000000001????????????? : B = A << 12
28’b0000000000000001???????????? : B = A << 12
28’b00000000000000001??????????? : B = A << 12
28’b000000000000000001?????????? : B = A << 16
28’b0000000000000000001????????? : B = A << 16
28’b00000000000000000001???????? : B = A << 16
28’b000000000000000000001??????? : B = A << 16
28’b0000000000000000000001?????? : B = A << 20
28’b00000000000000000000001????? : B = A << 20
28’b000000000000000000000001???? : B = A << 20
28’b0000000000000000000000001??? : B = A << 20
28’b00000000000000000000000001?? : B = A << 24
28’b000000000000000000000000001? : B = A << 24
28’b0000000000000000000000000001 : B = A << 24
28’b0000000000000000000000000000 : B = 28’b0

Table 3.5. The normalization for addition in radix 16.

The main functionality of the normalizer will be:

The 28th bit is 1:
Right shift the mantissa 4 times and add 1 to the exponent.

At least one of bit 27 down to 24 is 1:
Do nothing, the number is already normalized.

At least one of bit 23 down to 20 is 1:
Left shift the mantissa 4 times, subtract 1 from the exponent.
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At least one of bit 19 down to 16 is 1:
Left shift the mantissa 8 times, subtract 2 from the exponent.

At least one of bit 15 down to 12 is 1:
Left shift the mantissa 12 times, subtract 3 from the exponent.

At least one of bit 11 down to 8 is 1:
Left shift the mantissa 16 times, subtract 4 from the exponent.

At least one of bit 7 down to 4 is 1:
Left shift the mantissa 20 times, subtract 5 from the exponent.

At least one of bit 3 down to 0 is 1:
Left shift the mantissa 24 times, subtract 6 from the exponent.

None of the bits is 1:
Set all bits except for the sign bit to zero.

This has the consequence that the adder/subtractor used for calculating the new
exponent will be smaller in the radix 16 case than in the radix 2 case, since it will
require a 6 bits + 3 bits = 6 bits adder/subtractor instead of a 8 bits + 5 bits = 8
bits adder/subtractor. But that is not the main gain. That will instead come from
the simplified finding of the first one, since it is only required to be found within
an interval of four bits instead of the exact position, and the simplified shifting in
steps of four instead of steps of one. This will lead to a reduced area and time
consumption for the normalization.

3.3 Converting to Higher Radix and Back Again

To be able to utilize the floating point number hardware inside of the DSP block
the standard floating point number will have to be converted into the higher radix
version of the same number and then back again when the calculation is finished.

3.3.1 Converting to Higher Radix

To make the translation from radix 2 to radix 16 easier it is desirable that the last
two bits of the exponent is just truncated off so that the new radix 16 exponent is
the first six bits of the old radix 2 exponent. The bits truncated away will affect
the new mantissa:

1.xyzt · 2abcdefgh

=
1.xyzt · 2abcdef00 · 2gh

=
2gh · 1.xyzt · 16abcdef (3.1)
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where the new mantissa would be 2gh · 1.xyzt. However, the exponents are biased,
which will affect the equation above. A more correct form will be:

1.xyzt · 2abcdefgh−127

=
1x.yzt · 2abcdefgh−128

=
1x.yzt · 2abcdef00 · 2gh · 2−128

=
2gh · 1x.yzt · 16abcdef · 16−128/4

=
2gh · 1x.yzt · 16abcdef−32

=
2gh · 0.001xyzt · 16abcdef−31 (3.2)

As seen above the implicit 1 from the original number stays as the first digit before
the original mantissa. During the calculations three zeros are introduced into the
mantissa at the msb position. However, depending on the last two bits of the
original exponent, some of these zeros may be shifted away. The new mantissa
will be 0.001xyzt · 2gh, where “gh” is the number of left shifts of the mantissa.
However, as seen in equation 3.2 the placement of the radix point allows the
mantissa to assume values between 0.001xyzt. . . to 1.xyzt. . . , which is too large
to correspond with the theory found in 2.1. To avoid this problem another bias
that will make the mantissa have the format 0.xxxx, where there is at least one 1
somewhere within the first four bits and the digit before the radix point always is
a 0, is chosen.
If the original number is s abcdefgh xyzt. . . , where s is the sign bit, a to h is the
exponent bits and xyzt. . . is the mantissa bits, the conversion between a 32 bit
radix 2 number and a 34 bit radix 16 number will be:

gh Higher radix number

00 sabcdef0001xyzt. . .

01 sabcdef001xyzt. . .

10 sabcdef01xyzt. . .

11 sabcdef1xyzt. . .

Table 3.6. The conversion from low to high radix showing the last two bits of the old
exponent and the new mantissa.
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3.3.2 Converting to Lower Radix

When the calculation is finished, the result will have to be converted back to radix
2 again. It will basically be done by running the calculation steps in section 3.3.1
backwards.
The result of the previous calculations (that is the desired operation and normal-
ization) will be 34 bits, one sign bit, six exponent bits and 27 mantissa bits. The
sign bit still remains the same, but both the exponent and the mantissa will have
to be recalculated.
The exponent bits of the radix 16 number will be the first six bits of the new
exponent in radix 2. But since the radix 16 exponent is six bits wide while the
radix 2 is eight bits wide 8 − 6 = 2, the two last bits of the exponent will need
to be calculated. The calculation of the radix 2 exponent and mantissa is done
by looking at the radix 16 mantissa. The mantissa, when partitioned in groups of
four bits starting at the msb, will look like this:

The radix 16 mantissa:

26 . . . 23 22 . . . 19 18 . . . 15 14 . . . 11 10 . . . 7 6 . . . 3 2 . . . 0

Deciding bits Cut bits

Since the number is in radix 16 it is known that the leading one of the mantissa is
somewhere within the first four bits of the mantissa. This leading one will become
the hidden one in the radix 2 mantissa, thus putting the radix point directly after
the leading one will make the following 23 bits the new mantissa. There are four
different versions of the new mantissa and last two bits of the exponent dependent
on the placement of the first one.

First four bits of result mantissa New exponent bits New mantissa

1xxx 00 mantissa[25:3]

01xx 01 mantissa[24:2]

001x 10 mantissa[23:1]

0001 11 mantissa[22:0]

Table 3.7. The conversion from high to low radix.

And thereby the radix 2 exponent and mantissa can be built.
The conversion can from high to low radix can be seen as the calculation is done by
doing the conversion from low to high radix backwards. So instead of introducing
a number of leading zeros depending on the two last exponent bits, the exponent
bits and mantissa is calculated by looking at the number of leading zeros in the
first group of four bits.
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Hardware

Field-programmable gate arrays, or FPGAs, are reconfigurable hardware which
allow the designer to build any logic device in hardware quick and easy compared
with for example an ASIC.

Figure 4.1. The minimum components of an FPGA showing the basic functionality.
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The programmability and flexibility of the device makes it ideal for prototyping,
custom hardware and one-off a kind implementations. It can be used together with
other hardware, for example to speed up highly parallel computations otherwise
done by an CPU.
The core of the FPGA is its reconfigurable fabric. This fabric consists of arrays of
fine-grained and coarse-grained units. A simplified layout of the FPGA is shown
in figure 4.1, where only the fine-grained logic blocks and I/O blocks are shown.
The fine-grained units usually consists of K-input LUTs, where K is an integer
number usually ranging from 4 to 6. The LUT has K inputs and 1 output and can
implement any logic function of K inputs. The coarse-grained hardware includes
multipliers and ALUs. Some FPGAs include dedicated hard blocks such as DSPs
and RAMs.
To give the synthesis tool as much freedom as possible when doing place and
route a lot of space in the FPGA is dedicated to routing. To route all the inputs
to a DSP block several routing matrices will be needed. A routing matrix is a
programmable part of the FPGA which allows the horizontal communication lines
to connect with the vertical ones.
The Virtex 6 family, and especially their DSP block, was chosen as starting hard-
ware. The choice was mainly based on which DSP block in an FPGA seemed to
be the most suitable for the change and has not had any (noted) modifications
to better suit floating point arithmetics. Some previous familiarity to the Xilinx
FPGAs was also a deciding factor.

4.1 The Original DSP Block of the Virtex 6

The DSP block is a hard block, meaning that it is a piece of dedicated hardware
integrated into the finer mesh of hardware in the FPGA. The main focus for this
hardware is to simplify the processing of larger signals. The DSP block is a fairly
common feature in a modern FPGA.
The original DSP block of the Virtex 6, called DSP48E1, has one unsigned pre-
adder, 25 + 30 = 25 bits, attached to the 25 bits input of the signed multiplier,
18× 25 = 86 bits. The output of the multiplier is connected, via multiplexes, to a
signed three input adder with 48 bits inputs and output. This adder can take in
another input signal and add to the multiplication result.
The DSP is able to function as a MAC since it is possible to take the output result
of the previous calculation and forward it into the adder again, thus creating an
multiply-accumulate. It is also possible to cascade several DSP blocks together,
for example to create bigger multipliers [19].
In figure 4.2 all in- and out signals ending with a * are routing signals for connecting
DSP modules and are not available for the general routing. The dual registers are
basically several registers with multiplexers making it possible to route past them.
These registers are basically there to enable more pipeline steps. For further
information on the dual registers see [19].
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Figure 4.2. The complete DSP block of the Virtex 6 as found in [19].

The Adders

There are two adders with somewhat different purposes in the DSP block.

The Pre-adder:
Earlier versions of FPGAs in the Virtex family does not have the pre-adder.
The reason for adding a pre-adder to the DSP block is that some applications
requires that two data samples are added together before the multiplication.
One such application is the symmetric FIR (Finite Impulse Response) filter.
Without the pre-adder the addition has to be done in the CLB fabric.

The Three-input ALU:
In this work the ALU of the DSP block will mainly be seen as an adder/
subtractor. It is however able to perform other tasks too, such as logic
operations. [19]

It is possible to use the three-input ALU as a large 48 + 48 = 48 bits adder
by using the C and concatenated A and B inputs. According to [12], this
will make the accumulator capable to add two data sets together at a higher
frequency than an adder configured using CLBs will be.
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The Multiplier

The multiplier does not calculate the complete product, but outputs two partial
products of 43 bits each which are concatenated together, see section 4.1.1 on
page 38 for more information on partial products and their consequences, and for-
warded to either the M-register or the multiplexer. The concatenated output of the
multiplier will then be separated into the two partial products and sign extended
before they are forwarded to the large multiplexers (x and y, see figure 4.2).

4.1.1 Partial products

As mentioned in the description of the DSP block, the Simplified DSP model (and
of course the original too) contains a multiplier that produces two partial products.
[19] does not contain any further information of how this works. Therefore a
preliminary study of the multiplier was done to get an insight into how it could
be done.
There are two main divisions that are probable: either A or B is divided.

A is divided: Since A consists of an uneven number of bits, 25, it is necessary
to divide it into groups of different sizes. The groups should be as even as
possible thus making 12 and 13 suitable. Both groups are multiplied with
B and the group containing the higher bits, msb, are shifted to the left as
many times as there are bits in that group. The higher bits was chosen to
be in the 12 bits group.

B is divided: B consists of an even number of bits, 18, which will be divided into
two groups of 9 bits each. Both groups will be multiplied with A and the
one that consists of the higher, msb, bits will be shifted 9 times to the left.

As a first check three different multipliers that produces the complete product
were implemented. One un-partitioned 18 × 25 bits, one partitioned 12 × 18 and
13×18 bits (Divided A) and lastly one partitioned 25×9 and 25×9 bits (Divided
B).

Version Area Time Slack

Non-partitioned 4861 1.92 0.00

Divided A 5974 1.92 0.02

Divided B 5846 1.93 0.00

Table 4.1. Implementations of the partitioned multipliers producing a complete product.
Standard multiplier for comparison.

A complete partitioned multiplier is not a profitable approach to make a multiplier,
which is also visible in table 4.1.
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However, as seen in section 4.1 on page 36 or in [19], the results from the multiplier
are first extended and concatenated together and later partitioned into two parts
again. Thereafter they are forwarded through the multiplexers into the large
adder. It is thereby possible to draw the conclusion that the final addition step
in the multiplication is done by the three-input adder and not by the multiplier.
By concatenating, instead of adding, the two partial products produced by the
multiplier together, a better comparison of the ways to divide the inputs (A or B)
can be done.

Version Area Time Slack

Divided A 5932 1.92 0.00

Divided B 3832 1.93 0.00

Table 4.2. Implementations of the partitioned multipliers producing concatenated par-
tial products.

Table 4.2 shows that the evenly parted B is to prefer above parted version of A.
Given that the area results of Divided B in table 4.2 is smaller than the un-divided
version in table 4.1 and that the large adder have three inputs, it is reasonable
to use Divided B when implementing the multiplier of the DSP model. There is
no guarantee that this is the approach used by the designers of the DSP block
though, but it is a probable assumption given the information.

4.2 The Simplified DSP Model

It is necessary to implement the DSP block since it is hard to find reliable sources
for its size. However, the complete DSP block is quite complex. To implement
the complete block correctly would consume too much of the limited time for the
project.
Therefore only a small part of the whole DSP block in the Virtex 6 was imple-
mented to use as a reference point to estimate the growth of the block when
floating point compatibility were added. This smaller, simplified version, shown
in figure 4.3 is comparable with the simplified DSP48E1 slice operation found in
[19]. It does have one difference from the one found in [19] though, it only have
a three-input adder/subtractor while the one in [19] has the complete ALU from
the original DSP block.
In table 4.3 the main differences between the original DSP and the Simplified DSP
model used in the project is presented. As seen there, the main hardware features
of the original DSP block are still present, while the optional functionality, such
as pipelining and the possibility to route past some hardware, is not implemented.
The simplified DSP model is not pipelined, which makes it quite slow, compared
to the complete DSP block. It has the same main hardware, pre-adder, multiplier,
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Figure 4.3. The simplified DSP model.

Functionality Original DSP Simplified DSP

Optional pipelining X -

Pre-adder X X

Optional use of pre-adder X -

Dual registers (A, B, D) X -

18× 25 Multiplier X X

Multiplication register (M) X -

Large control multiplexers X X

Three input adder X X

Three input ALU X -

End register (P) X X

Directly routed signals to other DSP blocks X - (*)

Table 4.3. The differences between the simplified and the original DSP block. (*) Only
PCIN is available for this purpose, meaning that the result produced in one DSP block
can be routed to the adder of another.
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main multiplexers and three input adder, as the whole DSP block have, but have
a reduced number of inputs and the only register available is the result register, P,
all other registers have been removed. As seen in table 4.3 the three input adder
is available in both the simplified and the original DSP, but in the original version
it is a small part of the more complex ALU positioned in the same place.
The opmode signal shown in figure 4.2 and 4.3 controls all the large multiplexers
in the middle. By setting this signal to a certain value the designer can choose for
example simple addition, multiplication and MAC.
When implementing the Simplified DSP model the timing and area results in
table 4.4 were found. These results will be essential for comparison with the DSPs
with floating point capacity later on.

Timing constraint Area Used time Slack

2.00 8052 1.93 0.00

2.50 7795 2.43 0.00

Table 4.4. Size and timing for the simplified DSP model.

4.3 Radix 16 Floating Point Adder for Reference

For later reference, a floating point adder was implemented. This reference adder
has two inputs of 34 bits, which are the radix 16 floating point numbers, that are
to be added together and outputs one 34 bit radix 16 floating point number. The
adder is not the three input adder of the DSP model but instead a simpler version
of 27 + 27 = 28 bits. This way the impact of chosen architecture is more visible
than if it is implemented directly into the DSP model.
Essentially two different approaches were used. One where a straight forward
implementation with no clever steps is used, and one where the exponents and
mantissas were compared first and the smallest one was forwarded to the pre-align
hardware. The second one was implemented in two different ways, one original
where nothing was changed except for the compare/switch part and one simplified
where the setting of sign and pre-exponent is done in the compare/switch step
instead of in the align step, see figure 4.4.
The main advantage of using the compare/switch is that only one pre-align module
will be needed instead of two. The comparison will be needed in both cases, the
only difference is where in the calculation flow it is utilized. In the compare/switch
case it is utilized in the beginning of the flow, while it is used as control signal for
the multiplexers directly before the adder in the other case.
In figure 4.4 the Build block concatenates the different parts of the floating point
number, meaning sign, exponent and mantissa.
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a: The non-switched version b: The switched version c: The simplified switch

Figure 4.4. The different versions of pre-align.

Figure 4.5. The simplified compare/switch module.
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In its most basic form the switch only reroutes the mantissas so that the one
corresponding to the smallest number goes to the pre-align and the other one
goes directly to the adder using two two-input multiplexers. The somewhat more
complicated version, c in figure 4.4, needs two more multiplexers compared to
the basic switch, one for the signs and one for the exponents. This version of
the compare/switch is shown in figure 4.5. An alternative implementation of
simplified compare/switch is to use one multiplexer for the signs and exponents,
but have a split output to route the separate results to their destinations. All
multiplexers uses the same control signal, the result of the comparison between
the numbers without sign.

Version Area Time Slack

No switch 3481 2.44 0.00

Switch 3163 2.44 0.00

Simplified switch 3019 2.44 0.00

Table 4.5. Size and timing for different implementations of floating point adder in radix
16.

As seen in table 4.5 the compare/switch implementation is very helpful for mini-
mizing the hardware size, reducing it with approximately 10 %. This is, as men-
tioned in 3.1.4 in page 22, because this implementation only needs one shifting
module as opposed to the non-switched version that will need two.
The simplified switch reduces the hardware approximately 4.8 % compared with
the switched one. The small reduction is probably due to a clever synthesis tool
that will find most of these simplifications by itself.

4.4 Increased Number of Inputs

The easiest way to get floating point numbers into the DSP block would be to add
new input ports, one for each floating point operand. In addition to these a few
control signals would be needed. However, this would increase the number of input
ports with at least 68, assuming floating point numbers of 34 bits, and this can
lead to too much extra area for routing outside of the DSP block. [7] discusses the
consequences of adding more ports to a RAM memory in an FPGA and draws the
conclusion that while this might seem like a good idea at first glance the resulting
overhead will decrease the gain significantly.
Even though [7] has used a RAM as an example the same applies for any integrated
module inside a FPGA. Therefore, it would be much more advantageous to input
the floating point numbers at the existing inputs. The suggestion would be that
this will vary depending of whether the DSP block will be used for multiplication
or addition. For multiplication the mantissas will be inputted at port A and B,
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whereas the exponents and signs will be concatenated together and inputted in C.
This is because the mantissas needs to be multiplied together and the inputs to
the multiplier is too small to input the whole number. For the addition the adder
width is not a problem. Therefore it is possible to input the whole numbers at
once. However, there is a problem with this. There is only one input, C, that is
wide enough for forwarding one whole floating point number to the adder. There
is another alternative for the other number though – the input of A concatenated
with B. This would result in two full length inputs to the adder, with minimal
additions of input ports. The only new ports introduced for enabling the floating
point operations in the DSP block would be two control signals, which will not
make a notable increase of routing within the FPGA.
If the number of inputs to the DSP block would increase, this might mean that an
increased number of routing matrices is needed to connect to it. In worst case more
routing matrices than geometrically possible is needed. This may cause unused
space on the die. That may be solved by doing the block higher and slimmer, as
the number of interconnects usually depends on the hight of the block according
to [12].

Figure 4.6. The consequence of having too many inputs to a block without adjusting
the size of the block.
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4.5 Proposed Changes

To enable the DSP block to handle the floating point numbers some changes to
the hardware structure will be needed.
For multiplication the original multiplier and adder of the DSP block will be used.
Since the exponents consists of few bits, only 6, it is impractical to use the original
pre-adder or adder [19] to add the exponents and subtract 31. Instead a small three
input adder will be added to the module. The normalization for multiplication
can not be done easily by the original hardware, so it is logical to add a module
inside the block to handle this. The new module will consist of one four-input
or-gate, one two-input multiplexer, a four step shifter and an adder subtracting 1
from the exponents.
For addition the original adder of the DSP block will be used. However, no present
hardware is ideal to support pre-alignment and normalization and these will there-
fore have to be added. As mentioned in the chapters about normalization and pre-
alignment the added hardware will mainly be four step shifters, adder for adding
constants to the exponent, adders/subtractors to perform absolute difference of
exponents and or-gates to find the leading one.
It is however possible to reduce the added hardware by reusing the normalization
hardware for addition for multiplication.
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5
Implementation

Implementations are hardware dependent and may not follow the more general
discussion in chapter 3 exactly. For example, while the floating point number in
radix 16 is 34 bits wide, the output signal from the Simplified DSP module is 48
bits wide. To get these two signals to match the floating point number will have
to be extended with 14 bits (suitably zeros). Here the implementations done in
the project, except those already presented in chapter 4, are presented.

5.1 Implementation of the Normalizer

One of the most area consuming parts of floating point arithmetics is the normal-
izer. Therefore it is important to find a good version of the needed hardware to
reduce unnecessarily large hardware.

5.1.1 Estimates of the Normalizer Size

To gain some insight in how much area, and possibly time, the shifting stage of
the normalizers consume two versions of the normalizer were created, one for the
addition case and one for the multiplication case.
Starting with the normalizer for the addition:
The minimum number of input bits will be 27 + 1 = 28 bits and the maximum
will be 48, since this is the number of output bits from the adder in the target
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hardware. The normalizer was implemented as a totally combinational circuit.

Number of input bits Area Arrival time Slack

28 539.2 0.50 0.00

32 655.2 0.50 0.00

36 687.4 0.50 0.00

40 757.1 0.50 0.00

44 801.3 0.50 0.00

48 800.3 0.50 0.00

Table 5.1. Size of the normalization of addition depending on number of input bits.

The normalization of the multiplication result will need to use at least 27 bits as
input since this is the width of the mantissa. However, since some information is
already lost in the multiplication stage, 17 × 24 bits instead of 27 × 27 bits due
to the architecture of the DSP block, it is important that as much information as
possible is passed into, and from, the normalizer.

Number of input bits Area Arrival time Slack

27 139.3 0.23 0.27

31 146.1 0.23 0.27

Table 5.2. Size of the normalization of multiplication depending on number of input
bits.

As for finding leading, or first, one of the mantissa, this is a rather simple procedure
for multiplication in the radix 16 case. It is basically a four input or-gate which
will give a 1 if one or more of the input bits is one. The multiplication case only
requires that the first four bits is analyzed, since the leading one is either in the
first group of four bits or the next, thus only needing one four input or-gate.
The addition case is a bit more complex since the leading one can be in all positions
or, in the case of cancellation, nowhere. The first bit of the mantissa of the result
is the addition overflow, meaning that the result of the addition were 28 bits
instead of 27. This bit will be taken as it is. Next comes six groups of four bits
where each group will be sent to a four input or-gate, giving a total of six bits of
information. Last, one three input or-gate will be used for the last three bits of the
mantissa. To enabling usage of the information gained a control signal consisting
of all information bits in the correct order is built and sent to the normalizer for
the addition telling it how many shifting steps that should be performed.
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5.1.2 Conclusion About Normalization

The functionality of the final normalizer
(A = input signal, B = output signal):
32’b1??????????????????????????????? : B = A >> 4
32’b01?????????????????????????????? : B = A
32’b001????????????????????????????? : B = A
32’b0001???????????????????????????? : B = A
32’b00001??????????????????????????? : B = A
32’b000001?????????????????????????? : B = A << 4
32’b0000001????????????????????????? : B = A << 4
32’b00000001???????????????????????? : B = A << 4
32’b000000001??????????????????????? : B = A << 4
32’b0000000001?????????????????????? : B = A << 8
32’b00000000001????????????????????? : B = A << 8
32’b000000000001???????????????????? : B = A << 8
32’b0000000000001??????????????????? : B = A << 8
32’b00000000000001?????????????????? : B = A << 12
32’b000000000000001????????????????? : B = A << 12
32’b0000000000000001???????????????? : B = A << 12
32’b00000000000000001??????????????? : B = A << 12
32’b000000000000000001?????????????? : B = A << 16
32’b0000000000000000001????????????? : B = A << 16
32’b00000000000000000001???????????? : B = A << 16
32’b000000000000000000001??????????? : B = A << 16
32’b0000000000000000000001?????????? : B = A << 20
32’b00000000000000000000001????????? : B = A << 20
32’b000000000000000000000001???????? : B = A << 20
32’b0000000000000000000000001??????? : B = A << 20
32’b00000000000000000000000001?????? : B = A << 24
32’b000000000000000000000000001????? : B = A << 24
32’b0000000000000000000000000001???? : B = A << 24
32’b00000000000000000000000000001??? : B = A << 24
32’b000000000000000000000000000001?? : B = A << 28
32’b0000000000000000000000000000001? : B = A << 28
32’b00000000000000000000000000000001 : B = A << 28
32’b00000000000000000000000000000000 : B = 32’b0

Table 5.3. The final version for normalization of the mantissa.

As seen in section 3.2.1 on page 25, the normalization for the multiplication only
has two outcomes, either it is already normalized or one left shift of 4 steps needed
for normalization. A normal left shift will introduce zeroes as the information
shifted in in the lsb part. This will be of harm when there has already been some
information loss during the multiplication phase. But, since the maximum number
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of shifts will be four, it is enough to enlarge the input to the normalizer with four
bits. This leads to the conclusion that a normalizer of 31 bits is well suited for the
given hardware.
Since the normalizer for multiplication is a subset of the normalization for addition,
it is possible to use the addition version for both normalizations. This means that
the new minimal number of input bits for the normalization, to avoid information
loss for the multiplication and allow the overflow bit in addition, will be 32 bits.
The size of this normalizer, as seen in section 5.1.1 on page 47, is 655.2 au.
For the minimal versions of both normalizers, meaning 31 bits for multiplication
and 28 for addition, the total area of both would be 539.2 + 146.1 = 685.3,
which is bigger than the normalizer for the joined normalization discussed above.
Therefore it would be a waste of resources to have both normalizers in the final
implementation of the hardware.

5.2 Implementation of the New DSP Block

To find the most advantageous design for floating point support in the DSP block
several different versions were implemented. Here the implementation specifics,
such as number of extra inputs, multiplexers and similar, will be presented while
the more in-depth discussion of some of the more important results will be found
in chapter 6.

5.2.1 DSP Block with Support for Floating Point Multiplication

The first new implementation of the DSP block only supported floating point
multiplication since this is a less complex hardware than that of the floating point
adder. The mantissas are fed to the multiplier via input ports A and B, while the
signs and exponents are sent via extra input ports. In total the block needs 15
extra input pins, 2 for signs 12 for exponents (6 bits each) and one, F in figure
5.1, to determine whether the result should be seen as floating point or not.
In table 5.5 the result of the synthesis is shown.

Timing constraint Area Time Slack

2.00 9310 1.92 0.00

2.50 8923 2.43 0.00

Table 5.4. DSP module with added floating point multiplication.

Compared to the Simplified DSP model, this will mean an increase of 9310/8052
= 1.1562, which gives a growth of approximately 15.6 % when the maximum time
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allowed is 2.00 ns. If the hardware is allowed 2.50 ns instead, the area increase
will be 8923/7795 = 1.1447 or approximately 14.5 %.

Figure 5.1. The DSP block with added hardware for floating point multiplication. The
extra input signals are s1 and s2 for signs, e1 and e2 for exponents and F to chose if the
floating point or the normal format is wanted as result.

In figure 5.1 there are two boxes that might need some further explanation. The
first is the normalizer, where it should be noted that it is the multiplication nor-
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malization, described in section 3.2.1, that occurs and not the complete one found
in 5.1.2. The second is Build which takes all parts of the floating point number,
that is the sign, exponent and mantissa bits, and concatenates it together so that
the end result looks like this:

msb sign exponent mantissa 14’b0 lsb

The added inputs are somewhat of a concern, see section 4.4 for a discussion on
why, and will therefore be removed.

5.2.2 The DSP Model With Floating Point Multiplication With-
out Extra Input Ports

Due to the concern of added routing caused by an excessive amount of extra inputs,
see section 4.4 on page 43 for more information, another version of the DSP model
with floating point capacity was implemented. This version has one extra input,
F, which selects whether the in data and out data should be seen as floating point
or not.

msb sign1 exponent1 sign2 exponent2 34’b0 lsb

While the previous version had extra inputs for signs and exponents this version
gets its signs and exponents via C. This will mean that the first seven bits of both
floating point numbers, assuming radix 16, will be concatenated together and sent
to C.

Timing constraint Area Used time Slack

2.00 8348 1.94 0.00

2.50 8094 2.42 0.00

Table 5.5. DSP module with added floating point multiplication without extra inputs.

The module grows with 3.68 % and 3.84 % for 2.00 ns and 2.50 ns respectively when
compared to the Simplified DSP model. Compared with the previous floating point
multiplication implementation 5.2.1, this implementation is smaller. The decrease
in size is 11.5 % and 10.2 % for 2.00 ns and 2.50 ns respectively.



5.2 Implementation of the New DSP Block 53

Figure 5.2. The DSP block with added hardware for floating point multiplication. Signs
and exponents are forwarded via C.

5.2.3 DSP Block with Support for Both Floating Point Addition
and Multiplication

Starting from the simplified model of the DSP block two different blocks were
implemented and tested. Both versions need two extra control signals, one deter-
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mining whether the block is running in floating point mode, and one that decides
if it is a floating point multiplication or addition. They also use the best version of
both the pre-align found in 3.1.4 on page 22 and normalization found in 5.1.2 on
page 49. They have been adapted to utilize as much of the existing hardware, such
as adders, multiplier and so on, as possible to avoid to add unnecessary hardware.
The first version, version Extra inputs, has, as the name suggests, extra inputs
for the signs, exponents and mantissas, giving it an extra 68 inputs, not counting
the two extra control signals. However, this leads to a larger overhead and can be
problematic when trying to fit as many blocks as possible into the FPGA.

Figure 5.3. The DSP block with added hardware for floating point addition and multi-
plication. Extra inputs are: s1 and s2 for signs, e1 and e2 for exponents and m1 and m2
for mantissas.

The second version, version Existing inputs, is more adapted to the existing inputs
of the DSP block and does not have any extra inputs, except for the given two for
control signals. This implementation gets its values from A, B and C. For addition
the big multiplexers in the middle routes {A,B}, C and 0 to the adder, while the
mantissas are sent through A and B to the multiplier and the signs and exponents
are concatenated and sent via C when performing multiplication.
Table 5.6 shows the results of the synthesis of Extra inputs and Existing inputs.
As expected, both versions of the DSP with floating point capacity lead to an
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Figure 5.4. The DSP block with added hardware for floating point arithmetics without
extra input ports.
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Timing constraint Version Area Used time Slack

2.00 Extra inputs 17196 1.94 0.00

2.00 Existing inputs 17589 1.93 0.00

2.50 Extra inputs 12932 2.42 0.00

2.50 Existing inputs 13246 2.43 0.00

Table 5.6. Area and timing for the two different DSP with floating point capacity
versions.

increase of area and time consumption, even though the later is a rather small
increase, compared to the original DSP model.
The increase of the modules is 17196/8052 = 2.1356 for Extra inputs and 17589/
8052 = 2.1844 for Existing inputs when given the total time of 2.00 ns. This means
that they increase by approximately 114 % and 118 % respectively. However the
growth of the module when going from Extra inputs to Existing inputs is 17589/
17196 = 1.022854 indicating a increase of about 2.29 %.
If allowed 2.50 ns instead the corresponding area increases is 65.9 % for Extra
inputs and 69.9 % for Existing inputs. The increase when going from one version
to the other is 2.43 %.
While version Extra inputs is smaller than version Existing inputs when the mod-
ules are given more time, it does have the drawback of an excessively large amount
of inputs. This will lead to a larger overhead for each DSP block inside the FPGA
and will thereby cause increased routing, something that should be avoided if pos-
sible. The larger overhead is not preferable over the small area increase of 2.43 %,
see 4.4 on page 43. The two extra input ports needed for both versions will not
cause an overly worrisome overhead.
Version Existing inputs will be the one to continue working with because of the
reasons found above.

5.2.4 Fixed Multiplexers for Better Timing Reports

One of the goals with the project is to enable the DSP block to be used as it
was before floating point capability was added to it. This means that the added
hardware for enabling floating point functionality is not allowed to disable the
possibility to perform for example a MAC in its original time. More reliable
timing values are needed to be able to say anything about the difference between
the floating point and the original calculation time. To be able to get these timing
values for the new DSP, some multiplexers were set to be fixed and not touchable
for the synthesis tool.
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Figure 5.5. The four circled multiplexers are the ones set to untouchable.
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The synthesis tool can usually reposition hardware elements, such as adders and
multiplexers and smaller parts too, to get a better performance. This means that
while the hardware from the synthesis tool has the same functionality as the code
inputed into the tool, it is not always identical. If the designer wishes to have some
hardware exactly where they are in the code, this can be signaled to the synthesis
tool which sets these parts to untouchable.
For the Existing inputs four multiplexers were set to untouchable. This is shown
in figure 5.5.
This has the consequence that the module grows. To get an estimation of how
much the versions with the fixed multiplexers, called Fixed multiplexers, grows it
was compared with version Existing inputs from the previous chapter.

Timing constraint Version Area Used time Slack

2.00 Existing inputs 17589 1.93 0.00

2.00 Fixed multiplexers 19506 1.96 0.00

2.50 Existing inputs 13246 2.43 0.00

2.50 Fixed multiplexers 14229 2.44 0.00

Table 5.7. Difference between the floating point version with and without extra multi-
plexers.

The growth of the block is 19506/17589 = 1.10899 for 2.00 ns and 14229/13246 =
1.07421 for 2.50 ns, or approximately 10.9 % and 7.4 % respectively compared to
the Existing inputs version. However, the fixed multiplexers enables the synthesis
tool to ignore some paths when optimizing for time. This way it is possible to get
the timing for the original functionality, compare 4.2 on page 39, even though the
floating point hardware is present.

5.2.5 Less Constrictive Timing Constraint

The previously used clock frequency of 2.00 and 2.50 ns is too restrictive. A
non-pipelined DSP block in the Virtex family needs more time to complete its
calculations if it is using the multiplier. However, to get a fair comparison the
maximum combinational speed for the DSP block of the Virtex 5 was used.
The reason for using the Virtex 5 instead of the Virtex 6 used as reference through-
out the project is that there were no standard cell library using the same technology
as Virtex 6 which is 40 nm [20]. There were however one that matched the tech-
nology of Virtex 5, which is 65 nm [17]. The new time is 2.78 ns which is found
in [18] in table 69 assuming highest speed grade. Using the new timing constraint
will affect the area, and of course timing, of the modules.
When the critical time is changed to 2.78 ns the area for the Multiplication extra
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Module Area Time Slack

Simplified DSP model 7653 2.71 0.00

Multiplication extra inputs 9744 2.71 0.00

Multiplication existing inputs 7945 2.72 0.00

Existing inputs 12869 2.71 0.00

Fixed multiplexers 13139 2.71 0.00

Table 5.8. The different DSP versions with new timing constraint.

inputs version grows to 9744 au, which is larger than for both previous timing
constraints (2.00 and 2.50 ns) found in table 5.5 in section 5.2.1. The increase
in area is probably due to that the synthesis tool optimizes for power too. In the
2.78 ns case the critical path goes from opmode to output register P, while in the
other cases (2.00 and 2.50 ns) the critical path goes from D to P, see figure 5.1.
The Multiplication existing inputs decreases with 18.46 % when compared with
the Multiplication extra inputs for the given timing constraint. When compared
to the Simplified DSP model, the module grows with 3.81 %.
As expected, and seen in table 5.8, the hardware will shrink when it is allowed to
be slower. The Simplified DSP model will be 5.2 % smaller, Existing inputs 36.8
% smaller and Fixed multiplexers 48.5 % smaller than they were when allowed a
maximum of 2.00 ns. The corresponding values for 2.50 ns is 1.8 %, 3.0 % and 8.3
% smaller. The reason for the radical decrease of size between 2.00 and 2.78 ns is
that the hardware is too large to be easily finished in the smaller time making the
synthesis tool increase the size of the hardware to meet the timing constraint. The
DSP versions with only floating point multiplication does also decrease in size.
The growth of the modules is 68.1 % for Existing inputs and 71.7 % for version 3
compared with the original model.

5.2.6 Finding a New Timing Constraint

The aim is not to be able to run the floating point calculations un-pipelined in
the same speed as the original un-pipelined DSP. However, it is desirable that the
module is capable of running the original DSP functionality in the same speed.
Therefore the timing though the DSP part will be of interest.
Figure 5.6 shows the original critical path (of the Simplified DSP model) in the
Fixed multiplexer version. It goes from input port A or D through the pre-adder,
multiplier, X- (or Y-) multiplexer, multiplexer, three-input adder, multiplexer and
lastly to the result register and output port P. The only added hardware in the
path is the two extra multiplexers, one between X-multiplexer and adder and one
between adder and register
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Figure 5.6. The dotted line shows the original critical path through the module.
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Module Timing
constraint

Consumed
time for
original
functionality

Unused time
for original
functionality

Consumed
time for
floating
point
functionality

Simplified
DSP model

2.78 2.71 0.00 –

Fixed
multiplexers

2.00 1.78 0.16 1.96

Fixed
multiplexers

2.50 2.15 0.29 2.44

Fixed
multiplexers

2.78 2.39 0.32 2.71

Table 5.9. The different times consumed by the original functionality and the floating
point arithmetics. There is no slack for the floating point functionality.

As seen for all timing constraints in table 5.9, the Fixed multiplexers version
completes the calculations for the original DSP well before the allotted time. The
floating point calculations are allowed to consume more time than the original
calculations, making 2.71 the new time allowed for completing calculations without
floating point.

Timing constraint Area Time no floating point Time floating point

3.05 12880 2.69 2.99

3.06 13023 2.68 3.00

3.07 13037 2.68 3.00

3.08 12910 2.69 3.03

3.09 14253 2.72 3.03

3.10 12914 2.74 3.03

3.11 12997 2.75 3.07

Table 5.10. Area and timing when trying to find the timing for the non-floating point
critical path as close to 2.71 as possible.

The test for different timing constraints found in table 5.10 shows that the area
and timing is very dependent on the given timing constraint. The largest difference
in area is between 3.05 and 3.09 ns. Here the area increase with 1373 au, which
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is unexpectedly large since the difference in timing constraint is 0.04 ns. Also, it
is more common that the are decreases with a larger timing constraint, but here
it is the other way around. As seen in the table the area does fluctuate a bit, but
seems to be roughly centered around 12960 au, when the extreme value for 3.09
ns is not taken into consideration. The phenomena can probably be explained by
some inconsistency in the synthesis tool.
It is however possible to find the most advantageous timing constraint for the
module, even though the results vary a bit with timing. The best would be 3.05
ns which has the smallest area, 12880 au, and is somewhat faster for the original
critical path as well as for the whole design.

5.3 Implementation of Conversion

The conversion between different radices should be implemented into the config-
urable hardware surrounding the DSP blocks. Both to minimize the added hard-
ware in the new DSP and to enable the user to chose whether they prefer to have
a higher radix throughout their design or if they want a more IEEE comparable
design.

DSP

Conversion
High
To
Low

Conversion
Low
To
High

t
¹

t
²

Figure 5.7. The measurement of timing through the converters goes from register to
register.



5.3 Implementation of Conversion 63

Figure 5.7 shows how the time is measured during the synthesis. To get as accurate
timing as possible, the time is measured from register to register. t1 is the time
needed for conversion from low to high radix, while t2 is the needed time for
conversion from high to low radix.

5.3.1 To Higher Radix

The implementation of the conversion to higher radix is dependent on how the
hardware inside the DSP block is implemented. Since the wanted inputs vary
between the modes, that is either multiplication or addition, there is a need to be
able to chose the inputs accordingly.
First both radix 2 floating point numbers needs to be converted into radix 16
floating point numbers, for a reminder of how this works theoretically see 3.3.1 in
page 30. Thereafter the new input signals to A, B and C of the DSP module are
built depending on whether floating point addition or multiplication is wanted.
If it is multiplication the signs and exponents of both numbers are concatenated
together and sent to C, while the mantissas are sent to A and B. If it is addition
instead, one of the numbers are concatenated with 14 zeros and sent to C, while
the other number is split and the 30 msb is sent to A and the 4 lsb is concatenated
with 12 zeros and sent to B.
The conversion from low to high radix consumes 68 LUTs in total.
The time from an initial register through the conversion hardware and to registers
at the inputs in the DSP block is 2.183 ns, corresponding to time t1 in figure 5.7
on page 62.
When the conversion is synthesized to hardware instead of to an FPGA, the re-
sulting area is 696.8 au and it consumes 0.43 ns giving it a slack of 0.07 ns.

5.3.2 To Lower Radix

The conversion to lower radix after the output from the DSP module is quite
straight forward to implement. For a reminder of how it works theoretically,
see 3.3.2 in page 32.

msb sign exponent mantissa 0 lsb

Bits: 1 6 27 14

The result from the DSP block has 48 bits, as shown in the picture above. The
first 34 bits are the floating point number and the other bits are filled with 0 to
reach a total of 48 bits.
Since the floating point result from the DSP will always look the same there
will be no need to process it differently depending on whether it comes from a
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multiplication or an addition as was the case with the conversion from low to high
radix.
The conversion from high to low radix consumes 33 LUTs in total, which is rather
small. The greater amount of LUTs consumed by the conversion from low to high,
which is 68 LUTs ( 5.3.1), is probably due to that that conversion is operation
dependent, while this one is not.
To get a reliable time consumption for the conversion it was measured from the
output register of the DSP module to a final register. The lowest possible time
for this is 1.801 ns. This time corresponds to time t2 in figure 5.7 on page 62.
This means that the conversion from high to low radix is not just smaller than the
conversion from low to high radix, but that it is faster, by 0.382 ns, too.
This converter was also synthesized to hardware. The result was that it consumes
194.0 au, needs 0.27 ns to complete the calculation and has 0.23 ns slack.

5.4 Comparison Data

To get a measurement of how effective the idea of incorporating the floating point
capacity into the already present DSP block some comparison data is needed.

5.4.1 Synopsys Finished Floating Point Arithmetics

Synopsys has finished radix 2 floating point adder and multiplier. The hardware
implementation is fully combinational, meaning they do not include any registers.
The designs can be set to be either fully IEEE compliant or missing support for
denormailzed numbers and NaNs. Since the hardware implemented in the project
does not have the later mentioned functionality either, the Synopsys version of
the hardware was set to exclude these too. When used for the standard single
precision of 32 bits they have the following statistics:

Module Timing constraint Area Used time Slack

Multiplication 2.00 13404 1.57 0.34

Multiplication 2.50 12368 1.64 0.77

Multiplication 2.78 13904 1.70 1.00

Addition 2.00 8490 1.92 0.01

Addition 2.50 8891 1.87 0.54

Addition 2.78 8442 1.94 0.76

Table 5.11. Comparison Data for Adder and Multiplier.
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Figure 5.8. The area for the Synopsys floating point adder for a given timing constraint
between 1.70 and 3.30 ns.

Figure 5.9. The slack (lower graph) and consumed time (higher graph) for the Synopsys
floating point adder. Standing axis shows consumed time or slack [ns] and the laying
shows the timing constraint [ns].
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The synthesis behaves somewhat peculiar though, since normally the hardware
area will shrink when given more time but in this case this is not always true and
instead the area and consumed time jumps. Figure 5.8 shows the area character-
istics for the addition. Since the span of time is quite small in the figure, only 1.6
ns, an additional test for time 100 ns was also performed. This gave an area of
11545 au which is within the higher range of the previous area results. The time
consumed for the 100 ns test was 2.52 ns and this gave a slack of 97.40 ns. So
while the consumed time grows slightly with increasing critical time, it is nowhere
close to the growth of the slack.
As seen in figure 5.9 the consumed time is somewhere around 1.70 ns in most
cases, even when the hardware is allowed more time to finish than that. The slack
grows accordingly to the consumed time.
Further information on the floating point adder can be found in [13], on the floating
point multiplier in [14] and some more general information on the floating point
library in [15].

5.4.2 The Reference Floating Point Adder Made for the Project

The best version of the radix 16 floating pont adder, called Simplified switch,
implemented earlier, see 4.3 on page 41, was used to produce two sets of data.
The first version is just implemented as it is in the previously mentioned chapter.

Timing constraint Area Used time Slack

2.00 3727 1.95 0.00

2.50 3070 2.45 0.00

2.78 2859 2.73 0.00

Table 5.12. Size and timing for the best radix 16 floating point adder.

The second version is extended with the conversion between the radices before and
after it to emulate the behavior of a radix 2 adder. Figure 5.10 shows how the
converters and floating point adder are dependent on each other.
It is worth to note that the conversions are not strictly done as in 5.3, though
they follow the theory in 3.3 on page 30. The reason for this is that the in and
out data of the floating point adder have a different format than that of the Fixed
multiplexers version of the DSP have.

The conversion from low to high radix: This is not operation dependent any-
more, since there is only one operation. Instead of sending the two input
data strings into three different inputs, these can be converted and put into
two inputs.
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Floating Point
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Figure 5.10. The radix 16 floating point adder with attached converters.

The conversion from high to low radix: The only exception from the case
described in 5.3.2 is the output length. Instead of 48 bits there will be 34
bits (the filling zeros are missing).

The differences in the implementation of the converters will lead to that they
consume less area than the ones in 5.3.

Timing constraint Area Used time Slack

2.00 4665 1.94 0.00

2.50 3850 2.43 0.00

2.78 3746 2.71 0.00

Table 5.13. Size and timing for the radix 16 floating point adder with added converters.

The results in table 5.13 is not strictly comparable with the ones of Synopsys adder
in table 5.11 for several reasons. Two of those reasons are:

• As mentioned in chapter 5.4.1, the results in 5.11 are unsure.
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• The floating point adder built for the project does not have rounding, while
that of Synopsys does.

Therefore it might be a somewhat unfair comparison. It can however be noted,
with the differences in mind, that the largest version of the project floating point
adder and the smallest of that of Synopsys, the area difference is still 3246 au. It
seems improbable that all that area is due to rounding.
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6
Results and Discussion

The two most interesting results from the implementation is those of the DSP
with floating point multiplication and the final version of the DSP with floating
point addition and multiplication, the Fixed multiplexer version. While the other
versions of DSP blocks with added floating point capacity are also interesting, they
are foremost refining steps toward the finished version.
If nothing else is said, the comparison statistics is taken at the critical time 2.78
ns, since this is the original critical time for the DSP block, see section 5.2.5 on
page 58.

6.1 The Multiplication Case

For the finished Synopsys floating point multiplication the area consumed is ap-
proximately 12368 au. This synthesis does have a lot of slack though and only uses
about 68 % of the available time, see table 5.11 on page 64 for more data. Since
the consumed time is almost the same for every synthesis, the smallest available
time were chosen for comparison. For a better synthesis the area will (probably)
decrease while the time consumption increases.
To get the same functionality as the DSP model with floating point multiplication
without extra inputs the small DSP model, 4.1 on page 36, added together with a
separate floating point multiplier will be needed. If the finished Synopsys version
for floating point multiplication is used, this would result in an area of 20022

71
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au. This is a pessimistic estimation though, due to the reasons mentioned above.
However, as seen in section 5.2.2 on page 52, the DSP block increases with less
than 4 % compared to the small DSP model. This is a small increase and the
floating point multiplier (from Synopsys) would have to shrink to less than 292 au
to get the combination of the small DSP model and floating point multiplier to be
smaller than the combined module.
The conversion between radices are not taken into consideration here though.
The conversions consumes 891 au together in their original form, see 5.3.1 and
5.3.2 starting on page 63. As seen there, the conversion from low to high radix
consumes more area and time than the conversion from high to low radix. The
first conversion (from low to high) does take the wanted operation, addition or
multiplication, into consideration and distributes its output signals accordingly.
This should not be the case for the conversion before the current model, since it
only has floating point multiplication. Therefore it is probable that the conversion
from low to high radix would be somewhat smaller than the one found in 5.3.1.
The conversion from high to low radix will be the same in all cases since there
is only one output from the small DSP model that needs to be converted. The
implementations of the conversions are somewhat optimistic since the converters
are not attached to anything during this, possibly giving them a smaller area than
realistically as they get more time than needed. This will probably not be the case
when they are attached since they will need to share the time with other hardware
then thus risking to grow.
Consider these two options:

A : The simplified DSP model and a separate floating point multiplier.

B : The DSP model with floating point multiplication without extra inputs (called
Multiplication existing inputs).

If the difference between the small DSP model and the DSP version Multiplication
existing inputs found above and the extra area consumed by the converters are
added together the result is 1183 au. This would be the maximum area for the
separate floating point multiplier if option A and option B is to consume the same
area. This is quite far from the 12368 au that the separate multiplier seems to
consume at present. It is therefore possible to say that option B is preferable to
option A when only area is taken into consideration.
It is also interesting to note that the area of Multiplication existing inputs is
smaller than the one with extra inputs. This is not the case for the DSP models
with both floating point addition and multiplication, section 5.2.3 on page 53. The
differences is probably due to the longer critical path of the later ones.
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6.2 The Addition and Multiplication Case

As mentioned previously, the Fixed multiplexers version is the most interesting
version of all the DSPs with floating point addition and multiplication capacity.
This will be the only version discussed in more detail here.
As seen in table 5.10 on page 61 the area of the Fixed Multiplexer version is 12880
au when allowed more time (3.05 ns) to finish the floating point calculations. This
indicates a growth of 68 % when compared to the Simplified DSP model.
The calculation time for the original functionality is slightly smaller for the Fixed
multiplexer version than for the Simplified DSP model.
There are several different combinations of modules that can be used to reach the
same functionality than that of the Fixed multiplexer version. In table 6.1 the
combinations and their resulting area are presented. To get a point of comparison
these areas are compared with the area of the Fixed multiplexers version. The
time given in column 3 is the largest time consumed by any of the modules in the
combination.

Module combination Total
area

Largest
consumed
time

Area increase
compared with Fixed
Multiplexers [%]

Fixed multiplexers 12880 3.05 0

Simplified DSP +
Project reference adder

11400 2.71 -11.5

Simplified DSP +
Synopsys adder

15565 2.71 20.8

Simplified DSP +
Project reference adder
+ Synopsys multiplier

23768 2.71 84.5

Simplified DSP +
Synopsys adder +
Synopsys multiplier

27933 2.71 116.9

Table 6.1. The different combinations of modules available.

As seen in table 6.1 the floating point addition is not the main gain with putting
the floating point operations in the DSP module. Usually a multiplier consumes
more area than an adder, which is also the case here. If the Fixed multiplexer
version was not able to perform multiplication too, it could be more gainful to
have the separate modules instead.
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The Fixed multiplexer version have (at least) one drawback compared with the
separate modules – the increased timing.

Module Critical
Time

Decrease Compared
with Fixed
Multiplexer [ns]

Decrease Compared
with Fixed
Multiplexer [%]

Fixed
multiplexers

3.05 – –

Simplified
DSP model

2.78 0.27 9

Project
reference
adder with
converters

2.71 0.34 11

Synopsys
floating point
adder

1.80 1.25 41

Synopsys
floating point
multiplier

2.50 0.55 18

Table 6.2. Comparison between the timings for the separate modules and the Fixed
multiplexers.

As seen in table 6.2 the Fixed multiplexers version does consume more time than
all the other modules. This might be a concern for designs where a high throughput
is needed. It should be kept in mind though that this design is not pipelined and
that such a feature would be implemented before it is made available to users.
A more detailed discussion about the different combinations of modules will follow
below.

Comparison With Merely Floating Point Addition

The comparison data has two different floating point adders, one written for the
project and one from Synopsys, see section 5.4 on page 64 for more information
on both of them.

Adder made for the project:
If the Simplified DSP model and the Floating point adder with converters,
see table 5.13 on page 67, is considered together the resulting area would be
11399 au. If the Fixed multiplexer version were not capable of performing
multiplication too, it would probably be better to have the normal DSP
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block and the higher radix floating point adder as separate blocks. This
does not take routing into consideration though and may therefore consume
more area than it does now.

Adder from Synopsys:
For the Synopsys floating point adder the smallest area is achieved at the
critical time 1.80 ns, see figure 5.8 on page 65. This time corresponds to
the area 7911 au and the, compared to other critical timings of the same
hardware, small slack of 0.02 ns. This means that the synthesis uses 98.8 %
of the available time. This will be the data used for comparison.
Even if only the floating point adder from Synopsys and the small DSP model
is taken into consideration the resulting area will be 15565 au, which is 21 %
larger than the Fixed multiplexer version. However, as mentioned in 5.4.2 on
page 66, the fixed multiplexer version only implements one rounding mode,
truncation, and are therefore not strictly comparable with the floating point
adder from Synopsys.

Comparison With Both Floating Point Addition and Multiplication

To get the same functionality as the Fixed multiplexer version have, one small
DSP model, one floating point adder and one floating point multiplier is needed.
Since there is only one floating point multiplier to compare with, that of Synopsys,
this will be a given choice. Again it is noted that the area of this module is 12368
au while it needs 2.50 ns to complete a calculation (though only 1.64 ns is actually
used), see table 5.11 on page 64. However, as mentioned in section 6.1, the
area for the floating point multiplication is larger than it needs to be. For a more
throughout discussion of this multiplier see 6.1.
Once again the difference between the sets of module combinations is the two
different adders.

Adder and multiplier from Synopsys:
If the floating point modules are taken from Synopsis the resulting total area,
not counting routing area, would be 7654 au for the small DSP model, 7911
au for the floating point adder and 12368 for the floating point multiplier.
This will result in the total area of 27933 au. This is clearly larger than
the 12880 au the fixed multiplexer version consumes and equals to an 217
% increase compared to that. However, as mentioned previously, the area
estimate for Synopsys floating point module (especially floating point mul-
tiplication) are probably larger than needed. Therefore the increase of 217
% are probably too large.
As an overly optimistic comparison the previously mentioned areas for the
needed modules were added together and divided by two. This results in
an area of approximately 14223 au. This in turn will still mean an increase
from the Fixed multiplexer version. The increase corresponds to 1343 au or
10.4 %.
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Adder made for the project and multiplier from Synopsys:
If the floating point adder made for the project is used instead, the resulting
area of the three needed modules will be smaller, since this adder is smaller
than that of Synopsys. The resulting area will be 7654+3746+12368 = 23768
au. This is 14.9 % smaller than the combination with both floating point
adder and multiplier from Synopsys, but still 84.5 % larger than that of the
Fixed point version.

6.3 Larger Multiplication

Inside the DSP block there is, as mentioned in 4.1 in page 36, a 25 × 18 bits
multiplier. If the user is in need of a larger multiplier, it is possible to connect two
DSP blocks to create a 25× 36 bits multiplier, or if a larger is needed even more
DSP blocks. This is why two of the inputs to the z multiplexer is right shifted 17
times. If the shifted result from the previous DSP block and the new un-shifted
data from the current block is added together the result will be that of a 25× 36
multiplier. It is also possible to do this by only using one DSP block using the
previous result shifted 17 times added to the new result of the multiplier.
To complete a radix 2 floating point multiplication a 24 × 24 bits multiplier is
needed. Since the original multiplier in the Virtex 6 is a 25× 18 bits twos comple-
ment multiplier, this will mean that only 24× 17 bits are available for the floating
point multiplication since this uses unsigned integer multiplication. Since 24 bits
are available for one input signal it is possible to use this multiplier in the DSP
for that purpose by using two multipliers in succession as discussed above.
However, as the multiplier is in the Virtex 6 the mantissa multiplication of 27×27
for radix 16 is tricky to complete in a decent number of DSP blocks. The goal
would be to use a maximum of 2 DSP blocks for the multiplication so that it
consumes the same amount of DSP blocks as the radix 2 multiplication would do.
This would mean that the multiplier inside the DSP block has to grow to 28× 18
multiplication instead, causing a growth of 3 bits.
Of course it is possible to use four DSP blocks to complete the mantissa multipli-
cation instead of increasing the current one. The problem with different number
of needed multipliers, 2 for radix 2 and 4 for radix 16, to complete the mantissa
multiplication is dependent on the FPGA design. For example the DSP block in
Xilinx Spartan [16] has a 18 × 18 multiplier which means that it will need four
DSP blocks to complete the mantissa multiplication independent on whether it is
in radix 2 or radix 16.
An other option would be to use two multipliers as they are in the DSP block and
get a 34× 24 bits multiplication. This will mean a 3 bit loss of information, which
is not always to recommend since this will lead to an accuracy problem.
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6.3.1 Increased Multiplier in the Simplified DSP Model

As before with the Simplified DSP model 4.2 on page 39, this is a relevant
implementation for comparison. Both to get an indication of how much the area
will increase due to the larger multiplier and to have something to compare the
later versions (that is the Fixed multiplexers and the multiplication version) when
these have the increased multiplier too.

Timing constraint Area Used time Slack

2.00 8602 1.93 0.00

2.50 8326 2.43 0.00

2.78 8213 2.71 0.00

Table 6.3. Size and timing for the simplified DSP model with larger multiplication.

The Simplified DSP model with larger multiplier grew with 6.8 % for both time
2.00 and 2.50 ns, but with 7.3 % for time 2.78 ns when compared with the area
values for the original Simplified DSP model found in table 4.4 on page 41.

6.3.2 Increased Multiplier in the DSP with Floating Point Mul-
tiplication

For the DSP model with added floating point multiplication the larger multiplier
is important to get the same properties as the original sized multiplier would have
with the radix 2 floating point multiplication. That is, the possibility to use two
DSP modules to finish the whole multiplication instead of four as is the case for
the higher radix (16). The new areas are found in table 6.4.

Timing constraint Area Used time Slack

2.00 8346 1.93 0.00

2.50 8132 2.43 0.00

2.78 7955 2.71 0.00

Table 6.4. Size and timing for the DSP with a larger multiplier and floating point
multiplication.

Compared with the same module without the larger multiplier, see section 5.2.2
on page 52, the module grows with -0.02 % (indicating a very slight decrease of
area), 0.5 % and 0.14 % for 2.00 ns, 2.50 ns and 2.78 ns respectively. The increases
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(and decrease) are very small and can be neglected, drawing the conclusion that
for this module the enlargement has (almost) no impact on the module’s area.

6.3.3 Increased Multiplier in the Fixed Multiplexer Version

The small growth of the DSP module found in section 6.3.1 makes it valid to exam-
ine the effects of the same larger multiplier in the final hardware from section 5.2.4
in table 5.9 on page 61.

Timing
constraint

Area Time no
floating
point

Slack no
floating
point

Time
floating
point

Slack
floating
point

2.00 21018 1.78 0.16 1.94 0.00

2.50 15122 2.15 0.28 2.46 0.00

2.78 14257 2.45 0.26 2.73 0.00

3.05 13604 2.68 0.30 2.98 0.00

Table 6.5. Size and timing for the DSP with a larger multiplier and floating point
capacity.

The increase of the hardware caused by the larger multiplier is 12.2 % for time
2.00 ns, 3.9 % for time 2.50 ns, 8.6 % for time 2.78 ns and 7.0 % for time 3.05
when compared to the same hardware but with the original multiplier of 18× 25
bits. However, compared with the original smaller DSP model described in 4.1 on
page 36 the hardware grew 171.7 % for time 2.00 ns, 89.7 % for time 2.50 ns and
86.3 % for time 2.78 ns, which is far from negligible. The most probable reason
for the, comparatively, large area increase for time 2.00 ns is that the synthesis
tool is hard pressed to meet the timing constraint and therefore puts more, and
larger, hardware to help increase the speed of the block.
As mentioned before the hardware is only required to run the original functionality
in the same time as before. This means that the comparison between time 2.78 for
the original model and the same time for the Fixed multiplexers version is unfair.
Instead the Fixed multiplexers version should be allowed 3.05 ns for the floating
point calculation to finish. This would then conclude that the hardware grows
with 80.0 % compared with the original model without the larger multiplier. If it
is compared with the original model with the larger multiplier instead, the growth
is 67.8 %, given the same statistics.
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6.4 Other Ideas That Might Be Gainful

There are some ideas that has been thought of during the project, but has not
been tested for validity yet. Of these ideas the most probable to be successful will
be presented here.

6.4.1 Multiplication in LUTs and DSP Blocks

Instead of using four DSP blocks of the Fixed multiplexer version or increasing
the multiplier size, as was done in section 6.3.3, it might be possible to do a part
of the multiplication in LUTs outside of the DSP block.
This would mean that the multiplication is done using two DSP blocks with (at
least) floating point multiplication functionality with 24 × 17 bits multiplication.
This would, as mentioned previously, become a 24 × 34 bits multiplication. For
the radix 16 multiplication a 27 × 27 bits multiplication is needed, meaning that
the resulting DSP multiplication misses three bits. Thus a 3 × 27 bits multipli-
cation done in the LUTs outside of the DSP block may solve the problem. This
multiplication should not consume overly much area or be too slow.

6.4.2 Both DSP Blocks With Floating Point Capacity and With-
out

The multiplication will need at least two DSP blocks (or the same block two
times) to finish. But the multiplication of the mantissas for floating point numbers
is not different from an unsigned integer multiplication. What makes it into a
floating point multiplication is instead what happens with the exponent and the
normalization after the multiplication. It is therefore plausible that only half of
the DSP blocks need to be a block, such as the Fixed multiplexers version, capable
of performing floating point calculations, at least when considering multiplication.
The two main cases to take into consideration during comparison:

All DSP blocks are of Fixed multiplexer version:

Positive:

• High number of concurrently done floating point additions.
Negative:

• Large area consumption per block.

Half of the DSP blocks are of Fixed multiplexer version:



80 Results and Discussion

Positive:

• Decreased area needed for the DSP blocks.
• Less unusable FPGA area for users not using floating point in their

design.
Negative:

• Decreased number of possible concurrent floating point additions
since only half of the DSP blocks can perform them.

Figure 6.1. The two different DSPs used to perform one floating point multiplication.
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7
Conclusions and Future Work

As stated in 1.3 on page 7 the aim of this project is to find out if higher radix and
using the DSP module can be a useful approach for making less expensive floating
point calculations in FPGAs. It is now possible to draw some conclusions from
the results found earlier.

7.1 Conclusions

It is clear that it is advantageous to use the Multiplication existing inputs instead of
an existing DSP block and a separate floating point multiplier. However, it would
probably be better to use the conventional radix 2 approach though, since the
lower radix needs a less wide multiplier than a higher radix. It would also slightly
reduce the normalization size. It is also shown that, while it can be gainful, a DSP
block with only capacity for floating point addition is not the best of ideas either.
The area of floating point adder did decrease with the change from radix 2 to radix
16 representation. Thus it can be said, as previously shown by [4] and [6], that
the higher radix is a good idea for floating point addition. The decrease was not
good enough to say that the higher radix floating point adder inside of the DSP
is a good idea by itself.
As seen the two ideas in the thesis, the higher radix and the use of a pre-existing
hard block inside of the FPGA, is beneficial to different operations. While the
multiplier gains from the existing hardware, the adder gains from the higher radix.
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When the two operations are considered together the disadvantages of the ideas,
the higher radix for multiplication and the existing hardware for the adder, is
compensated for with the gains.

7.2 Future Work

Below follows some future work that would be beneficial to the work. It is not
mentioned in order of priority.

Bias
Finding the optimum bias to enable easy conversion between radix 2 and
radix 16, see 3.3.1 in page 30.

Pipelining
Pipelining the hardware so that it can run at the same speed as today, even
though the floating point arithmetic will take more pipelining steps.

Overflow/Underflow
So far the exponents are not guarded against overflow and underflow during
shifting operations. It would be desirable to set the output to either positive
or negative infinity for overflow and to zero for underflow. For floating point
numbers the exponent value 0 is usually reserved for denormalized numbers
and value 0, while the maximum exponent value, 6’b111111, is reserved for
infinity. All values between 0 and maximum is for the normal floating point
numbers. This is not the case for the current hardware yet.

Rounding
Making it possible to use other rounding modes than the current truncation.
This will probably be done outside of the DSP block and will be optional
to implement for the user. However, some consideration should be taken for
this. It is, for example, possible that some data (guard, round and sticky bit)
that might currently not be available for the user, is needed for rounding.
This could be solved by making such data reachable via one of the existing
outputs.

Multiplication in LUTs and DSP Blocks
In section 6.4.1 the idea of using LUTs for the three last bits of the floating
point multiplication is discussed. This seems like a good idea, but it would
benefit from a thorough examination.

Different DSP blocks
The idea of using two different DSP modules, one as it is today and one
of the Fixed Multiplexers version, see section 6.4.2, should be investigated
further. While the idea is in no way unique, it should still be examined to
see whether it is better to have the two different DSP versions, and if that is
the case the best allocation of them, or if it is better to use only the Fixed
multiplexers version.
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