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To Emma

Multi-tasking - screwing everything up
simultaneously.

”
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Abstract
As the speed increase of single-core processors keeps declining, it is important to adapt simulation software to take advantage of multi-core
technology. There is a great need for simulating large-scale systems with
good performance. This makes it possible to investigate how different
parts of a system work together, without the need for expensive physical
prototypes. For this to be useful, however, the simulations cannot take
too long, because this would delay the design process. Some uses of
simulation also put very high demands on simulation performance, such
as real-time simulations, design optimization or Monte Carlo-based sensitivity analysis. Being able to quickly simulate large-scale models can
save much time and money.
The power required to cool a processor is proportional to the processor speed squared. It is therefore no longer profitable to keep increasing
the speed. This is commonly referred to as the "power wall". Manufacturers of processors have instead begun to focus on building multi-core
processors consisting of several cores working in parallel. Adapting program code to multi-core architectures constitutes a major challenge for
software developers.
Traditional simulation software uses centralized equation-system solvers,
which by nature are hard to make parallel. By instead using distributed
solvers, equations from different parts of the model can be solved simultaneously. For this to be effective, it is important to minimize overhead
costs and to make sure that the workload is evenly distributed over the
processor cores.
Dividing an equation system into several parts and solving them separately means that time delays will be introduced between the parts. If
these occur in the right locations, this can be physically correct, since it
also takes some time for information to propagate in physical systems.
i

The transmission line element method (TLM) constitutes an effective
method for separating system models by introducing impedances between components, causing physically motivated time delays.
Contributions in this thesis include parts of the development of the
new generation of the Hopsan simulation tool, with support for TLM and
distributed solvers. An automatic algorithm for partitioning models has
been developed. A multi-threaded simulation algorithm using barrier
synchronization has also been implemented.
Measurements of simulation time confirm that the simulation time is
decreased almost proportionally to the number of processor cores for
large models. The decrease, however, is reduced if the cores are divided
on different processors. This was expected, due to the communication
delay for processors communicating over shared memory. Experiments
on real-time systems with four cores show that a four times as large
model can be simulated without losing real-time performance.
The division into distributed solvers constitutes a sort of natural cosimulation. A future project could be to use this as a platform for
linking different simulation tools together and simulating them with high
performance. This would make it possible to model each part of the
system in the most suitable tool, and then connect all parts into one
large model.

ii

Sammanfattning
Att anpassa simuleringsmjukvara för att kunna utnyttja flerkärniga processorer är viktigt, eftersom processorkärnornas hastighet inte ökar i
samma takt som tidigare. Efterfrågan på storskaliga systemsimuleringar
med god prestanda är stor. Sådana simuleringar gör det möjligt att undersöka hur olika delkomponenter i ett större system fungerar tillsammans, utan att behöva bygga dyra fysiska prototyper. Det är dock viktigt att simuleringen inte tar för lång tid, eftersom detta skulle fördröja
utvecklingsprocessen. Vissa användningsområden, som till exempel
realtidssimulering, konstruktionsoptimering och Monte Carlo-baserade
känslighetsanalyser, ställer också särskilt höga krav på simuleringens
prestanda. Man kan spara mycket tid och pengar genom att snabbt
kunna simulera storskaliga modeller.
Effekten som krävs för att kyla en processor är proportionell mot processorns hastighet i kvadrat. Att fortsätta öka hastigheten är därför
inte längre lönsamt. Detta kallas allmänt för "the power wall". För
att kringgå detta har processortillverkare istället börjat fokusera på
flerkärniga processorer. Dessa består av flera kärnor som arbetar parallellt. Mjukvaruutvecklare står nu inför den stora utmaningen att anpassa
programkod till flerkärniga arkitekturer.
I traditionella simuleringsprogram används centrala ekvationslösare.
Att skriva om dessa på parallell form är svårt. Ett alternativ är att
istället använda distribuerade lösare, så att olika delar av modellen kan
lösas samtidigt. För att detta ska bli effektivt så är det viktigt att
minimera overhead-kostnader och att se till att beräkningarna är jämnt
fördelade över processorkärnorna.
För att dela upp ett ekvationssystem i flera delar och lösa dem separat så krävs att man inför tidsfördröjningar mellan de olika delarna.
Eftersom det tar en viss tid för information att propagera genom ett
iii

verkligt system, kan dessa tidsfördröjningar placeras på fysikaliskt motiverade platser. En effektiv metod för att dela upp en systemmodell på
detta sätt är transmission line element-metoden (TLM), som använder
impedanser för att orsaka tidsfördröjningar mellan komponenter.
En viktig del av resultaten i den här avhandlingen är stora delar av
utvecklingen av den nya generationen av simuleringsverktyget Hopsan,
som stödjer TLM och distribuerade lösare. Bland annat har en algoritm
för att automatiskt dela upp modeller tagits fram. En algoritm för
multitrådade simuleringar, baserad på barriärsynkronisering, har också
implementerats.
Mätresultat av simuleringstiden för stora modeller bekräftar att simuleringstiden minskar nästan proportionellt till antalet processorkärnor.
Tidsvinsten blir dock mindre när processorkärnor från olika processorer
används. Eftersom kommunikationstiden mellan processorer måste gå
via datorns delade minne var detta väntat. Experiment på realtidssystem med fyra kärnor visar att en fyra gånger så stor modell kan köras i
realtid jämfört med simulering på en kärna.
Att dela upp en modell med hjälp av distribuerade lösare resulterar
i en sorts naturlig co-simulering. Ett framtida projekt skulle kunna
vara att använda detta som en plattform för att koppla samman olika
simuleringsverktyg och simulera dem parallellt med god prestanda. Det
skulle då bli möjligt att modellera varje del av systemet med det bäst
lämpade simuleringsverktyget och sedan koppla samman alla delar till
en stor modell.
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Abbreviations

CPU

central processing unit

DAE

differential algebraic equation

FMI

Functional Mock-up Interface

GPU

graphics processing unit

MIMD

multiple instruction multiple data

ODE

ordinary differential equation

SIMD

single instruction multiple data

TBB

Threading Building Blocks

TLM

transmission line element method
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Nomenclature
AL

Four-pole element see eq. (2.5)

[-]

BL

Four-pole element see eq. (2.5)

[-]

C

Hydraulic capacitance see eq. (2.3)

CL

Four-pole element see eq. (2.5)

[-]

DL

Four-pole element see eq. (2.5)

[-]

EF

Parallelization efficiency see eq. (3.5)

[-]

G

Hydraulic conductance see eq. (2.2)

[m3 sPa]

L

Hydraulic inductance see eq. (2.4)

[Ns2 m5 ]

N

Frequency-dependent friction factor see eq. (2.7)

R

Hydraulic resistance see eq. (2.1)

SL

Parallelization slow-down see eq. (3.6)

[-]

SUabs

Absolute speed-up see eq. (3.3)

[-]

SUrel

Relative speed-up see eq. (3.4)

[-]

T

Time delay see eq. (2.7)

[s]

V

Oil volume see eq. (2.21)

Zc

Characteristic impedance see eq. (2.16)

c

Wave variable see eq. (2.13)

f

Non-parallelizable fraction of program see eq. (3.2)

n

Problem size see eq. (3.3)

[m5 N]

[-]
[sPam3 ]

[m3 ]
[Nsm5 ]
[Pa]
[%]
[-]
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p

Number of processors see eq. (3.2)

p

Hydraulic pressure

q

Hydraulic flow

tp

Execution time with parallel implementation see eq. (3.3)[s]

ts

Execution time with sequential implementation see eq. (3.3)[s]

α

Non-parallelizable fraction of process see eq. (3.2)

β

Bulk modulus see eq. (2.21)

x

[-]
[Pa]
[m3 s]

[-]
[Pa]
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1
Introduction
System simulation is a powerful development tool, and is commonly
used in product design. By testing ideas in a computer environment it
is possible to save time and money, and to perform experiments that
would otherwise be too dangerous. Long simulation times do, however,
remain a limiting factor, because of the desire to shorten the time-tomarket for the product.
In previous years it has been possible to rely on constantly increasing
processor speeds, shortening simulation times. Expensive cooling problems have however limited this increase, and processor manufacturers
focus on multi-core processors instead. Adapting the simulation algorithms and software for these new computer architectures will become
inevitable for improving usability and accuracy of simulation models.

1.1

Motivation and Needs

There are many reasons why faster simulations can increase efficiency
in the design process. Waiting for a simulation to finish can lock up
valuable resources in the organization. The obvious benefit from fast
simulations is that it enables rapid prototyping, making it possible to
investigate a larger number of concepts and solutions. Numerical optimization is another use of simulation, that is also very sensitive to
simulation times. This normally involves very many simulations and can
therefore be time-consuming. This is also true for sensitivity analysis
experiments. Last but not least, faster simulations will make it possible
to run larger models with real-time performance, increasing the usability
of real-time experiments.
1

Being able to run larger models in the same amount of time also
increases the reusability of simulation models, so that the same model
can be used during a larger part of the product life cycle.

1.2

Aims

The purpose of this thesis is to identify the possibilities to subdivide
simulation models by using transmission line elements, in order to take
advantage of multi-core technology and thereby reduce simulation time.
It is desirable to automate this procedure as far as possible, to reduce
the workload and the required level of knowledge of the user. The feasibility and the impact of simulation speed must be verified by means
of practical experiments. Verifying the usability on real-time systems is
also necessary.

1.3

Delimitations

This thesis is about one-dimensional system simulation techniques using
distributed solvers. FEM or CFD simulations are not dealt with. Parts
of the result can also be applied on centralized solvers, but this is not
investigated in this thesis. Only regular multi-core processors have been
considered. Graphics processing units (GPUs) have not been used, because they are limited to stream processing, which is not suitable in
system simulation. All experiments have been conducted on regular
desktop computers. The results have thus not been confirmed on supercomputers or embedded systems.

1.4

Contribution

This thesis presents solutions for how multi-core processors in desktop
computers can be exploited to increase performance in system simulations. Methods to automatically sort and distribute components have
been developed. An algorithm for synchronizing simulation threads has
been created. This is explained in paper [II]. Further work and more
thorough experiments are presented in paper [IV]. Experiments to port
the results to real-time systems are presented in paper [III].
The results in this thesis can provide significantly faster system simulations. They also makes it possible to run significantly larger models with
2

real-time performance.
This thesis was also one of the main reasons for the development of the
new generation of the Hopsan simulation software [I], which was used
for all implementations and experiments.

3

4

2
System Simulation
A simulation model is basically a simplified representation of some object, system or phenomenon that we want to investigate or understand
[1]. Models can be either physical or virtual. In this thesis, only
computer-based mathematical models are considered. Such simulation
models basically consist of a system of equations which is used to describe the behavior of some phenomenon. The purpose of simulation
software is to solve this equation system in a fast, accurate and robust
way. The relationship between a model and a solver is shown in figure
2.1.

Model
(equation system)

Input data

Solver

Output data

Figure 2.1 A numerical solver is used to solve an equation system for
given input data.
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2.1

Real-Time Simulation

Sometimes it is desirable to include a human operator in the simulation
feedback loop. This is known as a human-in-the-loop simulation. It
may also be necessary to test a component, for example a controller
or a mechanical prototype, in a well-controlled environment, known as
hardware-in-the-loop [2]. Other uses of a simulation model could be in
advanced control algorithms.
All of these approaches rely on the ability to run the simulation in
real-time. This can drastically reduce time and cost in development
processes, but also puts higher demands on the simulation software,
which must never be slower than reality. A common solution to this is
to use simplified models, but this also reduces the accuracy of the results
and thereby the usefulness of the simulation.

2.2

Centralized Solvers

The most common method to solve the equations in a simulation model
is to use a centralized solver. Equations from all subcomponents are
collected into one large set of equation, which may consist of either ordinary differential equations (ODEs) or a differential algebraic equations
(DAEs) [3]. ODE systems can be solved by direct integration methods,
such as Euler or Runge-Kutta, while DAE systems may also require
differentiation of certain variables [4].

2.3

Distributed Solvers

An alternative to the centralized solver approach is to let each subcomponent in the model solve its own local equations, while it is only communicating with its directly connected neighbors, see figure 2.2. This
method makes the modeling process very flexible. Because each component is an independent object, it is very easy to connect external
components and to communicate between different simulation environments.
Distributed solvers also provide very robust numerical properties [5].
When merging equations to a centralized equation system, even small
changes in the model can have great impact on the numerical stability.
With distributed modeling, however, the solvers are isolated and do not
affect each other. If each component is solvable on its own, then the
6

Solver
Component 1

Solver
Node

P1

P2

P2

Component 2
P1

Node
P1

Node
P2

Solver

Component 3

Node
P2

P1

Solver

Component 4

Figure 2.2

With distributed solvers, each component solves its own
equations and communicates only with its directly connected neighbors.

whole model will also be solvable. Another advantage is that the model
becomes nearly linearly scalable with the number of components. If the
size of the model is increased, the simulation time is increased by the
same magnitude. Distributed simulations are also suitable for multithreaded execution, because the equation solving process is naturally
parallel.
Despite the advantages of distributed solvers, the method has never
been widely adopted in the system simulation community [6]. Reasons
for this could be that the advantages are not obvious for small systems,
and that it induces time delays which must be taken into account when
designing the model. Another drawback is that it is difficult to get an
overview of the numerical properties of the system without merging all
equations into one system.

2.4

Variable Time Step Size

The use of numerical methods for integration and differentiation in the
solvers means that the size of the time step will affect the modeling error
and the numerical stability. The stiffer an equation is, the smaller the
time step required to solve it accurately. Stiffness is however normally
not constant over time. Therefore, variable time step size can be used
7

to increase simulation performance. The step size can be quite large
while the stiffness is within specified tolerances. When tolerances are
exceeded, the simulation steps back a few steps, reduces time step and
starts over. [7][8][9]
A drawback with this method is that when stiffness occurs in one part
of the model, the step size must be reduced for all other parts as well. It
is also not suitable for real-time simulations, where all time steps must
be equal to or shorter than a fixed specified time interval anyway [10].

2.5

Fixed Time Step Size

A fixed time step solver has a time step that does not vary over time. The
drawback with this approach is that the maximum step size will always
be limited by the most stiff situations during the simulation. When
combined with distributed solvers, however, it is possible to instead use
different time steps in different sub-components of the model.
The advantages of fixed time step solvers are that they are more intuitive, and are naturally suitable for co-simulations and real-time simulations. They also make it easier to predict simulation time in advance,
because all simulations of the same model will take the same amount of
time, regardless of parameterization.

2.6

Transmission Line Element Method

The transmission line element method (TLM) is a one-dimensional
simulation technique for power transmitting systems. This means systems where the physical behavior can be modeled with intensity and flow
variables, for example hydraulics, electrics, mechanics, and acoustics.
TLM is related to the method of characteristics, which was first used in
the Hytran simulation software to simulate the NASA space shuttle [11].
This can be naturally derived from calculating pressures in pipelines
modeled with distributed parameters [12]. The method, also known
as bi-lateral delay line modeling [13], was later used in transmission line
modeling as described by [14]. It was also proposed by [15] for simulation
of electric systems modeled with distributed parameters, although with
wave propagation phenomena omitted. Because the dynamic behavior
of a component is described by distributed parameters, the method has
also been widely used to design digital filters, so-called wave filters.
8

TLM was adopted in the Hopsan simulation package in the early 1980s
for simulation of hydraulic pipelines and mechanics. It has also been
used in TLM-based software by SKF to simulate contact forces in bearings [16][17].
The difference between TLM and other simulation methods based on
centralized integration is that it uses time delays in the model to simulate how the information propagates through the system. Information
propagation is thus simulated more accurately than with other methods, because physically motivated time delays are taken into account.
This is especially useful when accurate wave propagation results are of
importance.
The use of time delays also means that all components are separated
by some distance. There is no immediate communication taking place
between components separated in time. This makes TLM ideal for parallel processing.

2.6.1

Electronic-Hydraulic Analogy

With the transmission line element method, the characteristics of hydraulic systems are described in terms more commonly associated with
electrical circuits. These include impedance, capacitance, inductance,
resistance, and conductance. The analogy between fluid and electrical
systems was described by [18].
The fundamental variables in electric theory are charge, voltage, and
current. Electric charge is the counterpart to volume of a fluid. The
hydraulic counterparts for voltage and current are pressure difference
and flow, respectively. With a steady-state flow or an incompressible
fluid, Kirchoff’s law is applicable for hydraulics in the same way as for
electrics.
Resistance
With an incompressible fluid and laminar flow, the pressure drop in a
fluid system is directly proportional to the magnitude of the flow. It is
then possible to define the resistance R according to equation 2.1. All
hydraulic pipes have some resistance, just like electric wires.
R=

q
∆p

(2.1)

9

Conductance
Conductance is the inverse of resistance, see equation 2.2. In an electric
transmission line, the conductance is the ability to lead electric current
from the line to ground. The hydraulic equivalence would be leakage
out of the system or to tank. Omitting this property in hydraulic transmission lines is almost always justified.
G = 1/R

(2.2)

Capacitance
Capacitance is the ability of a component to temporarily store energy.
It can also be described as the resistance to rapidly changing pressure
levels, see equation 2.3. The most accurate hydraulic equivalent to a
capacitor would be an accumulator. All cavities and volumes, however,
have some capacitance.
q=C

dp
dt

(2.3)

Inductance
Inductance in general represents the resistance to rapid changes in the
rate of flow. This can be compared to an inertia, for example the mass of
the fluid or a frictionless motor moving a mechanical inertia. If friction
is zero, the steady-state flow is not affected, but the acceleration forces
limit the time derivative of flow, see equation 2.4
∆p = L

2.6.2

dq
dt

(2.4)

Derivation Of Transmission Line Equations

Consider a transmission line modeled as a pipe with pressure and input
flow on each side as boundary values, see figure 2.3. A wave propagates
through the pipe at time T, which equals the length of the pipe divided
by the speed of sound. Unsteady flow in a transmission line is described
in the frequency domain by the four-pole equation 2.5. Pressure and
10

flow on one side are thus a function of pressure and flow on the opposite
side. [13]
T, N

p1 , q 1

p2 , q2

Figure 2.3 A transmission line can be modeled as a pipe with fluid
pressure and input flow on each side as boundary values.

"

#

"

#

"

AL BL
Q1
−Q2
×
=
P2
CL D L
P1

#

(2.5)

By rearranging the four-pole equation we obtain the following equations:
P1 BL = −Q2 − AL Q1

(2.6a)

P1 DL = P2 − CL Q1

(2.6b)

The matrix elements, called the four-pole parameters, describe the relationship between pressure and flow on either side of the pipe. If the flow
is assumed to be laminar, if the pipe is assumed to be non-elastic, and if
all tangential flow is ignored, the parameters can be expressed according
to equation 2.7. It is possible to derive transmission line equations with
fewer assumptions, but the simplifications are justified in most cases.
These equations can be derived by combining Navier-Stokes’ Equation
with the continuity equation and solving the resulting second order differential equation. [19]
√
AL = DL = cosh T s N
√
1
BL = − √ sinh T s N
Zc N
√
√
CL = −Zc N sinh T s N

(2.7a)
(2.7b)
(2.7c)

N (s) is a frequency-dependent friction factor. Using the definition of
hyperbolic functions, see equation 2.8, and omitting friction (N = 1),
equation 2.9 can be obtained.
sinh T s =

eT s − e−T s
2

(2.8a)
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cosh T s =

eT s + e−T s
2

(2.8b)

P1 [−(eT s − e−T s )/Zc ] = −2Q2 − (eT s + e−T s )Q1

(2.9a)

P1 (eT s + e−T s ) = 2P2 + Zc (eT s − e−T s )Q1

(2.9b)

Subtracting equation 2.9a from 2.9b and dividing by two yields equation
2.10.
(2.10)
P1 eT s = P2 + Zc (Q2 + Q1 eT s )
Transforming equation 2.10 back to the time domain gives the transmission line equation:
p1 (t + T ) − Zc q1 (t + T ) = p2 (t) + Zc q2 (t)

(2.11)

And due to symmetry:
p2 (t + T ) − Zc q2 (t + T ) = p1 (t) + Zc q1 (t)

(2.12)

It is thus clear that the pressure on one side at a given moment in time is
a function of the flow on the same side at the same time, and the pressure
and flow on the other end T seconds ago. The latter represents the wave
propagating through the pipe. To simplify the equations further, the
wave information can be expressed as wave variables:
c2 = p1 + Zc q1

(2.13a)

c1 = p2 + Zc q2

(2.13b)

By combining equations 2.13a and 2.13b with equations 2.11 and 2.12
the transmission line equations can be obtained in their standard form:
p1 (t + T ) = c1 (t) + Zc q1 (t + T )

(2.14a)

p2 (t + T ) = c2 (t) + Zc q2 (t + T )

(2.14b)

This means that pressure and flow only need to be calculated at the ends
of a line. The calculation time for a line model will thus be independent
of the length of the line. This makes it possible to create much more
economical models than those using distributed pressures and flows [20].
12

R

L

A

B
1
2G

C
2

1
2G

C
2

Figure 2.4 The four properties of a transmission line, resistance (R),
conductivity (G), capacitance (C) and inductance (L), shown in an electric
circuit.
L
A

B
C
2

Figure 2.5

C
2

In a lossless transmission line, both resistance and conduc-

tance are zero.

2.6.3

Characteristic Impedance

Input impedance is defined as the ratio between input pressure and
flow. Characteristic impedance is defined as the input impedance for an
infinitely long transmission line. In general, impedance can be seen as
the complex equivalent of resistance. It considers not only stationary
processes, but also phase shifts. In complex form, this can be written
as:
P1 = Q1 Zc

(2.15)

The expression for the characteristic impedance can be derived from the
Telegrapher’s equations. Consider a transmission line consisting of a
resistance, an inductance, a capacitance and a conductance, see figure
2.4. These represent the four quantities of the impedance. The general
expression of the characteristic impedance then becomes equation 2.16.
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s

Zc =

R + jωLd
G + jωCd

(2.16)

Here, R equals resistance, G conductance, Ld inductance per length and
Cd capacitance per length. For a lossless transmission line, as shown in
figure 2.5, R and G are both zero, which leads to equation 2.17.
s

Zc =

Ld
Cd

(2.17)

The time delay in a transmission line can be expressed as the square
root of the inductance and the capacitance per length, divided by the
length, see equation 2.18
T =

p

Ld Cd ∆l

(2.18)

Capacitance per unit length can be lumped to a total capacitance for
the whole line by simply dividing by the length, see equation 2.19.
C = Cd ∆l

(2.19)

Combining equations 2.17, 2.18, and 2.19 then yields equation 2.20:
Zc = T /C

(2.20)

The final step is to rewrite the capacitance as a function of the fluid’s
volume and its bulk modulus, see equation 2.21. This yields the final
expression for the characteristic impedance, as can be seen in equation
2.22
V
(2.21)
C=
βe
Zc =

2.6.4

βe T
V

(2.22)

Parasitic Inductance

One problem with TLM is that it uses transmission lines to represent
pure capacitances. However, a transmission line must always have both
a capacitance and an inductance. The time delay induces a resistance
towards rapid changes in pressure (capacitance), but at the same time
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it also limits rapid changes in flow (inductance). Because the characteristic impedance is a function of both inductance and capacitance, it
is possible to control only one of them at a time. With TLM modeling, the capacitance is controlled by impedance, which means that the
inductance will be proportional to the time delay and thus the time step.
If the simulation model has an inertia at the end of the transmission
line, it is possible to compensate for the parasitic inductance by reducing
the inertia. This, however, assumes that the inductance is not larger
than the inertia. If so, the only remaining solution is to reduce the time
step of the simulation.

2.7

Hopsan simulation package

Hopsan is a simulation software for fluid, mechanical and electrical systems [21]. The first version of Hopsan was written in Fortran with a
graphical user interface written in Visual Basic [22]. Development first
began in 1977 at the Division of Hydraulics and Pneumatics at Linköping
University [23]. Since then it has been widely used in both industrial
applications and research.
Like most other simulation tools, the first version of Hopsan used a
centralized solver algorithm. In 1985, a predictor-corrector solver was
implemented, making it possible to solve stiff differential equations [24].
In the early 1990s, distributed solvers using the transmission line element method were adopted, which offered linear scalability and better
numerical robustness [23].
Over the years, increased complexity in combination with outdated
programming solutions made further maintenance and development ineffective. A new generation based on modern development tools was
therefore created in 2009. This version is object-oriented, cross-platform,
and written in C++ [I]. Most features in the first version of Hopsan have
been reimplemented in the new version, such as scripting, numerical optimization, sensitivity analysis, and frequency analysis. There is also
support for exporting models to Simulink and LabVIEW, and an experimental support for the Functional Mock-up Interface (FMI). FMI is an
open interface for co-simulation and model exchange between different
simulation environments [25].
Hopsan consists of two parts; the simulation core library and the
graphical user interface. These are compiled separately, and the simulation core can be used independently of the user interface.
15

2.7.1

Simulation Core

The Hopsan simulation core is an object-oriented dynamic library written in C++. It has an API that allows models to be created and modified, simulations run, and plot data obtained. A model consists of a
system object, that contains several component objects. It may also
contain other system objects, which are denoted sub-systems. The component objects contain solvers and parameters. Each component contains one or more port objects. Connections between components are
implemented as node objects, which connect two (or more) port objects.
The node objects contain the simulation variables and logging functions.
See figure 2.6 for an overview of the classes in the simulation core.
All simulations in Hopsan use fixed time steps and distributed solvers.
Even though variable time steps can indeed be used with distributed
solvers, experiments have shown that the benefits are insignificant [26].
Components in Hopsan are divided into three types; C-type (capacitive
components), Q-type (resistive components), and S-type (signal components). According to the transmission line element method, all C-type
components are independent of other C-type components, and all Q-type
components of other Q-type components. A simulation is performed by
means of a loop. Each step consists of first solving the C-type components, then the S-type, then the Q-type, and finally performing the data
logging. Figure 2.7 shows how the components in a simple hydraulic
circuit are simulated type by type.

2.7.2

Graphical Interface

Hopsan has a graphical user interface created with Qt, an open-source
cross-platform application framework [27]. Communication with the
simulation core is handled by a core access wrapper object. The interface basically consists of a workspace area, a library widget, and a
message widget, see figure 2.8. Simulation results are displayed in plot
windows, which contain all data analysis tools such as frequency analysis and data import or export. Most functionality can be controlled by
Python scripting.
Other tools in the program include numerical optimization, sensitivity
analysis, and losses calculation. Simulations can also be animated, either
in real-time or as a replay of a finished simulation. There is also a
component generator, which can create Hopsan components from C++
or Modelica code.
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Figure 2.6 An overview of the object hierarchy in the Hopsan simulation core.

Figure 2.7 Each time step in Hopsanconsists of first solving the C-type
components then the S-type and finally the Q-type.

17

Figure 2.8
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The graphical interface in Hopsan.

3
Multi-Threaded
Simulations
Faster simulation software makes it possible to simulate larger models
with higher accuracy. This is especially useful in demanding and timeconsuming simulations such as real-time simulation, design optimization
and Monte Carlo-based methods for sensitivity analysis. One way to
achieve this is to fully utilize the processor power in modern computers.
Computer programs, or processes, are executed sequentially. In traditional computing, all processes share the same processing unit. Several
processes can then be run simultaneously by letting the processes take
turns in using the processor, known as multi-tasking. This, however,
only creates an illusion of parallelism and does not increase the overall
performance. By using several processing units, however, it is possible
to actually run several processes simultaneously, which can provide great
speed increases. Several processing units working together are called a
multi-core processor.

3.1

Multi-Core Architecture

According to Moore’s law, the number of transistors that can be placed
inexpensively in integrated circuits doubles approximately every two
years [28]. This has been used extensively for future predictions of processor speeds. While this law still appears to hold, the relationship
between the number of transistors and processor speed has declined in
recent years. The reason for this is the "power wall", which means that
the cost of cooling faster processors will exceed the benefits of the higher
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speed [29]. This is due to the fact that the frequency in a processor is
proportional to the voltage, and thereby to the heat dissipation squared.
This has led to a trend among processor manufacturers to produce processors with several processing cores, so called multi-core processors.
Each of these processing cores is slower than the one on a single-core
processor, but when used together their computational speed is still
larger.
Although multi-core technology can potentially provide large speedup, it also makes the programming work far more difficult. To take
full advantage of several processor cores, the program must be able to
perform several tasks simultaneously. Many algorithms and functions
are sequential by nature and can never be parallelized. Others can be
rewritten to parallel form or replaced by parallel equivalents, but at the
cost of increased complexity.
Several difficulties exist when writing parallel code. First of all, running a program in parallel adds some overhead time costs in itself. If the
part that can be parallelized is not large enough, the parallel execution
may actually take longer than the sequential one. Another problem is
that all programs have a critical path, which is the shortest part of the
program that must always be executed in sequence [30]. No matter how
many processors there are, the critical path will still limit the minimum
execution time of the program. This limitation is described by Amdahl’s
law, see equation 3.1 [31]. It describes the speed-up (SU ) as a function
of the number of processor cores (p) and the fraction of the program that
can be parallelized (f ). If the whole program can be run in parallel, the
maximum speed-up becomes unlimited as the number of cores increases.
If nothing in the program can be parallelized, maximum speed-up is one,
which equals no speed-up.
SU (p) =

1
(1 − f ) +

f
p

<=

1
1−f

(3.1)

Amdahl’s law assumes that the size of a problem is fixed, and that the
goal is to minimize its execution time. In many cases, however, it is more
important to find out the maximum size of problems that can be solved
in a fixed amount of time. The solution to this problem is described by
Gustafson’s law, see equation 3.2. It gives the maximum speed-up with
p processor cores for a problem where the non-parallelizable fraction of
any parallel process is α. [32]
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SU (p) = p − α · (p − 1)

3.1.1

(3.2)

Hardware architecture

A single-core processor consists of a cache memory where data can be
stored temporarily, and a central processing unit (CPU), which executes
logical instructions on the data. A multi-core processor is actually a
single component containing several independent processors, so called
processor cores. An example of a multi-core architecture is shown in
figure 3.1. The cache memory is divided into different levels, level 1
(L1) cache that is individual for each core, and a shared level 2 (L2)
cache for all cores. These cache memories exchange data through bus
interfaces with the shared memory of the computer. As a rule of thumb,
the L2 cache is ~10 times faster to access than the shared memory, and
the L1 cache is in turn ~10 times faster to access than the L2 cache.
Core 0

Core 1

CPU
L1 Cache

CPU
L1 Cache

L2 Cache

Shared Memory

Figure 3.1

Dual-Core Processor

The different access times for memories on different levels have a great
impact on execution speed. Faster cache memories are normally smaller
than slower ones. If a function is working on more data than can fit
in the L1 cache, it has to store parts of it in the L2 cache, generating
overhead costs. Other sources of overhead could be if two cores must
work on the same data, and then communicate over the slower L2 cache.
This problem becomes even worse on systems where several processors
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are working in parallel, so called multi-processor systems, see figure 3.2.
If two cores on different processors share data, they must communicate
over the shared memory, which can greatly reduce the benefits of parallelization.
Core 0

Core 1

Core 2

Core 3

CPU
L1 Cache

CPU
L1 Cache

CPU
L1 Cache

CPU
L1 Cache

L2 Cache

L2 Cache

Shared Memory

Figure 3.2

Dual Dual-Core Processor

Most multi-core processors use multiple instruction multiple data (MIMD)
architectures. This means that they are capable of performing multiple
instructions on multiple data objects simultaneously. A different approach is to use single instruction multiple data (SIMD) architecture,
which is for example found in GPU processors. These can have very
many cores, but suffer from the fact that all cores must always perform
the same instructions. It is especially useful for rendering graphics, but
can also be very efficient in for example solving physical simulations.
[33]

3.1.2

Scheduling

Computer programs consist of threads of instructions which are executed
in a processor core. When writing parallel programs, it is thus necessary
to separate the code so that it is executed in different threads. The
actual mapping between threads and processors is handled by a task
scheduler in the operating system, and can not normally be controlled
by the programmer. Instead, the programmer can assign tasks in the
code to different threads. This can either be done before the parallel
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Work Load

Work Load

code is executed, known as off-line scheduling, or during the execution
by continuously assigning work to suitable threads, so called on-line
scheduling. When assigning tasks, it is important to aim for good load
balancing, see figure 3.3, meaning that all threads shall have an equal
amount of work. Total execution time will always be limited by the
slowest thread.

Core 1

Core 2

Core 3

Core 4

Core 1

Core 2

Core 3

Core 4

Figure 3.3 Balancing the amount of workload in each thread is important to maximize the benefits of parallelism.

3.1.3

Thread Safety

It is important that two threads do not write or read the same memory
address at the same time. If two threads write to the same variable
simultaneously, the result may be a mix of the two new values, which
would be invalid. A similar problem can occur if one thread reads while
another one writes to the same variable. The reading thread may read
partly the old variable and partly the new one. [34]
Some variables are naturally immune to these problems, because they
are so small that they only take one clock cycle to write. These are
called atomic variables. Most variables, however, are not atomic and
must be protected by mutex (mutual exclusion) locks. The part of the
code where the memory access takes place is called the critical section.
When a thread enters this section, it must lock the mutex lock, so that
all other threads must wait for the first one to be finished before they
can enter the same section. This will protect the validity of the variables
in the memory, but on the other hand induce additional overhead costs
due to the waiting time. [35]
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3.1.4

Speed-up of Parallelism

The most natural way to quantify the benefits of parallel implementations is to compare the execution time of a parallel implementation with
that of a sequential implementation. The ratio between sequential and
parallel execution time is defined as the parallelization speed-up. This
comparison can be made either by comparing a parallel implementation
with a strictly sequential one, or by comparing a parallel implementation with the the same implementation running sequentially, in only one
thread. The first method gives the absolute speed-up, see equation 3.3,
and the second the relative speed-up, see equation 3.4. Here, n denotes
the problem size, p the number of processor cores, ts the time with sequential implementation, and tp the time with parallel implementation.
SUabs (p, n) =

ts (n)
tp (p, n)

(3.3)

SUrel (p, n) =

tp (1, n)
tp (p, n)

(3.4)

Another measurement is to see how much speed-up an implementation
gives per processor core. This is called the parallelization efficiency, see
equation 3.5.
EF (p, n) =

SUrel (p, n)
p

(3.5)

Due to overhead costs, a parallel implementation is usually slower than a
sequential one when running it on only one processor. A measurement of
this is the parallelization slowdown, which is defined as the ratio between
single-threaded execution time with a parallel implementation and the
execution time with a sequential implementation, see equation 3.6.
SL(n) =

tp (1, n)
ts (n)

(3.6)

Performance overhead in parallel programs can be modeled in many different ways with varying degree of complexity. In this thesis, a simple
model consisting of two parts is used; the static overhead, which is independent of the number of processor cores, and the dynamic overhead,
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Overhead

which is proportional to the number of cores, see figure 3.4. The dynamic
overhead thus implies that the parallelization efficiency of a specific problem will decrease as the number of cores increases. Overhead can also be
separated into a workload-dependent and a workload-independent part.
The workload-independent part can be measured as the overhead cost
when using only one processor core, which is equivalent to the source of
parallelization slowdown.

Dynamic Overhead

Static Overhead
Number of Processor Cores

Figure 3.4 Performance overhead is modeled as a static and a dynamic
part, where the dynamic part is proportional to the number of processor
cores.

3.2

Parallelism in System Simulations

In the 1980s and early 1990s, much effort was put into making simulation
software run in parallel. Interest, however, ceased over the years, much
because of the constantly increasing processor speeds. With the trend
towards multi-core processors in recent years, however, the field has
once again become a topic for many research and development projects.
Simulation software can be divided into centralized equation solvers and
distributed solvers. These require fundamentally different parallelization
approaches.

3.2.1

Centralized Solvers

Centralized solver algorithms generally consist of many dependencies,
making them difficult to parallelize. Many attempts have however been
made, with varying degrees of success. Several experiments with pa25

rallelizing the ODE solvers have been made [36][37][38][39]. Other attempts involve using parallel matrix computations [40] and identifying
weak connections between different parts of the equation system [41].
Much work has also been done on parallelizing the Modelica language
[42]. The possibility to automatically generate parallel code from the
equation parser was investigated in [43]. Using inline expansion of a
Runge-Kutta solver is explained in [44]. Further attempts involve software pipelining [45][46], GPU processors [47][48], and specific parallel
arithmetic operators [49]. Experiments with implementing TLM connections have also been conducted [50].

3.2.2

Distributed Solvers

Distributed solvers require different parts of the model to be independent of each other, and therefore also offers a natural support for parallel
calculation. By using TLM, components can be divided into capacitive
and resistive components. All components of the same type can then be
simulated independently of the other type. A technique for partitioning
models by using transmission lines was described in [51]. Early experiments to parallelize distributed models by using parallel computers were
conducted by [2]. Later on, attempts were made to use transputers, a
sort of predecessor of multi-core processors. Such experiments were performed for fluid systems by [52] and for electric systems as described in
[53] and [54].

3.3

Multi-Core Simulations using Transmission Line
Elements

The implementation of multi-threaded simulations explained in this thesis was done in the Hopsan simulation software. Thanks to the use of
distributed solvers, the simulation routine is very simple; it consists of
a for-loop which calls each component’s simulateOneTimeStep() function. Component objects are accessed through vectors with pointers, one
vector for each component type. It is important that components are
solved in the correct order; first all signal components, then all C-type
components, and finally all Q-type components, see figure 3.5.
Converting this loop to parallel form is trivial, because all components
of the same type can be solved independently. It is therefore possible
to split the for-loop into several loops and run each of them in a new
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thread. To achieve this, however, it is necessary to divide the original component vectors evenly and to make sure the threads execute
synchronously. The programming is facilitated by using the Threading
Building Blocks (TBB) from Intel, a cross-platform C++ library for
generating and running parallel code [55].
Simulation Thread
S
Components

C
Components

Log Data

Q
Components

Figure 3.5 Components in Hopsan are simulated in a loop, one component type at a time.

3.3.1

Partitioning Components with Load Balancing

Perfect load balancing is not possible in most simulations, because the
required simulation time varies between different sub-components. If the
model consists of many sub-components or if the difference in simulation
time between them is small, it is however possible to achieve a decently
balanced partitioning. The sub-division of a model into smaller parts
consists of the following steps:
1. Measure simulation time for each component
2. Sort components by measured time
3. Distribute components evenly
The simulation time for each component is measured by simulating it
single-threaded for a few time steps. This is done before the actual
simulation begins. To keep track of the components, the simulation
handler uses vectors with pointers to the component objects, one for
each component type. The measured times are then used to sort the
components in each vector from slowest to fastest.
Dividing a set of numbers into subsets with the smallest divergence
possible is known as the partition problem:
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Find a partition S = {S1 , S2 , ..., Sn } such that
max(sum(S1 ),sum(S2 ),...,sum(Sn )) is minimized.
Even though this problem is NP-complete, it is possible to find approximative solutions using heuristic methods. The easiest way is to use
the greedy algorithm, where the slowest remaining component is always
assigned to the thread with the least total simulation time. This algorithm results in a 4/3 approximation of the optimal solution, and has a
running time of O(n2 ).
A slightly better method is the quite clever Karmarker-Karp algorithm
[56]. This method consists of two steps, see figure 3.6. In the first step,
the two largest elements in the set are replaced by their absolute difference, shown in gray. This is repeated until only one element remains. It
is important to remember which two elements each difference element
represent. In the second step, the subsets are generated by repeating
this process backwards. First, the final difference element is added to
one of the sets. Then it is replaced by the two elements it represents.
This is repeated until all original elements have appeared in both subsets. Although this method can only be used for two subsets, it can in
turn be used to split each subset into two new subsets. This method
also results in a 4/3-approximation of the optimal solution and has the
same running time as the greedy algorithm. It does, however, have a
higher chance of finding the optimal solution in many cases.
Original set
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Figure 3.6 The Karmarker-Karp algorithm can be used to solve the
partition problem for two subsets.
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3.3.2

Synchronization

When simulating with distributed solvers in different threads it is an
absolute necessity that the threads remain synchronized. One thread
must never begin calculating a new time step before all neighboring
components are finished with the previous one. If this should happen,
components would work on outdated values, calculating erroneous results. Even worse, an asynchronous simulation would not be thread
safe.
The first attempt to solve this was made by re-spawning new threads
for each component type every time step and waiting for all of them to
complete before spawning for the next component type. While this offers
perfectly fail-safe synchronization, it introduced a significant amount of
overhead time costs. It is thus desirable to keep the spawning of threads
to a minimum.
An alternative solution is to use barrier synchronization. With this
method it is possible to force asynchronous threads to wait for each
other, and thereby act as if they were synchronous [30]. The basic
idea is that when a thread is finished with a certain task, for example a
component type, it arrives at a barrier. No thread is allowed to continue
past the barrier until all threads have arrived. Because the threads wait
for each other in a loop, it is a so-called busy-waiting lock. There are
several ways to implement barriers. In this case, the easiest method
was to let the first thread be the master thread and the others slave
threads. When a slave thread arrives at a barrier, it increases an atomic
counter variable and then waits for the master thread to unlock the
barrier’s boolean variable. The slave thread on the other hand waits
for all other threads to increase the counter, and then it unlocks the
barrier by setting the boolean to false. This procedure is described in
figure 3.7. Each component type has its own similar barrier. Overhead
time costs was found to be small with this method for average-sized and
larger models.
One possible problem with barriers using busy-waiting locks is the risk
of dead-locks. These can occur if the number of threads is larger than
the number of processor cores. If one thread per core is already waiting
at the barrier, the rest of the threads may not be executed because
there are no free cores. The simulation would then wait forever for all
threads to arrive at the barrier. This could for example be solved by
implementing on-line thread scheduling or a work-stealing algorithm.
Normally, however, there will never be more threads than cores. This
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while(ctr<n){
...
...}
lock=false;

ctr++;
while(lock){}

ctr++;
while(lock){
...}

ctr++;
while(lock){
...
...
...
...}

Q-Components

Q-Components

Q-Components

Q-Components

Figure 3.7 A busy-waiting barrier lock is used to synchronize simulation threads.

problem has therefore not been investigated further.
The code for the master threads and the simulation threads is shown
in figures 3.2 and 3.3, respectively. The code for the barrier class is
shown in figure 3.1. As can be seen, the master thread must always
lock the next barrier before unlocking the current one. This is to make
sure that another thread does not accidentally arrive at the next barrier
before the master thread has locked it.
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class BarrierLock
{
public :
B a r r i e r L o c k ( s i z e _ t nThreads ) {
mnThreads=nThreads ;
mCounter = 0 ;
mLock = true ;
}
inline
inline
inline
inline
inline

void
void
bool
void
bool

l o c k ( ) { mCounter =0; mLock=true ; }
u n l o c k ( ) { mLock=f a l s e ; }
i s L o c k e d ( ) { return mLock ; }
i n c r e m e n t ( ) { ++mCounter ; }
a l l A r r i v e d ( ) { return ( mCounter == ( mnThreads − 1 ) ) ; }

private :
i n t mnThreads ;
tbb : : atomic<int> mCounter ;
tbb : : atomic<bool> mLock ;
};

Listing 3.1 The barrier lock is implemented as a class with an atomic
counter, an atomic lock variable, and some access functions.
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void operator ( ) ( )
{
while (mTime < mStopTime )
{
while ( ! mpBarrier_S−>a l l A r r i v e d ( ) ) {}
//S−components
mpBarrier_C−>l o c k ( ) ;
mpBarrier_S−>u n l o c k ( ) ;
f o r ( s i z e _ t i =0; i <mVectorS . s i z e ( ) ; ++i ) {
mVectorS [ i ]−> s i m u l a t e (mTime , mTime+mTimeStep ) ;
}
while ( ! mpBarrier_C−>a l l A r r i v e d ( ) ) {}
//C−components
mpBarrier_N−>l o c k ( ) ;
mpBarrier_C−>u n l o c k ( ) ;
f o r ( s i z e _ t i =0; i <mVectorC . s i z e ( ) ; ++i ) {
mVectorC [ i ]−> s i m u l a t e (mTime , mTime+mTimeStep ) ;
}
while ( ! mpBarrier_N−>a l l A r r i v e d ( ) ) {}
// Log d a t a
mpBarrier_Q−>l o c k ( ) ;
mpBarrier_N−>u n l o c k ( ) ;
f o r ( s i z e _ t i =0; i <mVectorN . s i z e ( ) ; ++i ) {
mVectorN [ i ]−>l o g D a t a (mTime ) ;
}
while ( ! mpBarrier_Q−>a l l A r r i v e d ( ) ) {}
//Q−components
mpBarrier_S−>l o c k ( ) ;
mpBarrier_Q−>u n l o c k ( ) ;
f o r ( s i z e _ t i =0; i <mVectorQ . s i z e ( ) ; ++i ) {
mVectorQ [ i ]−> s i m u l a t e (mTime , mTime+mTimeStep ) ;
}
mTime += mTimeStep ;
}
}

Listing 3.2
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Simulation code for the master simulation thread.

void operator ( ) ( )
{
while (mTime < mStopTime )
{
mpBarrier_S−>i n c r e m e n t ( ) ;
while ( mpBarrier_S−>i s L o c k e d ( ) ) { }
//S−components
f o r ( s i z e _ t i =0; i <mVectorS . s i z e ( ) ; ++i ) {
mVectorS [ i ]−> s i m u l a t e (mTime , mTime+mTimeStep ) ;
}
mpBarrier_C−>i n c r e m e n t ( ) ;
while ( mpBarrier_C−>i s L o c k e d ( ) ) { }
//C−components
f o r ( s i z e _ t i =0; i <mVectorC . s i z e ( ) ; ++i ) {
mVectorC [ i ]−> s i m u l a t e (mTime , mTime+mTimeStep ) ;
}
mpBarrier_N−>i n c r e m e n t ( ) ;
while ( mpBarrier_N−>i s L o c k e d ( ) ) { }
// Log nodes
f o r ( s i z e _ t i =0; i <mVectorN . s i z e ( ) ; ++i ) {
mVectorN [ i ]−>l o g D a t a (mTime ) ;
}
mpBarrier_Q−>i n c r e m e n t ( ) ;
while ( mpBarrier_Q−>i s L o c k e d ( ) ) { }
//Q−components
f o r ( s i z e _ t i =0; i <mVectorQ . s i z e ( ) ; ++i ) {
mVectorQ [ i ]−> s i m u l a t e (mTime , mTime+mTimeStep ) ;
}
mTime += mTimeStep ;
}
}

Listing 3.3

Simulation code for the slave simulation threads.
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3.3.3

Speed-up Measurements

Impact on simulation speed by the multi-threaded algorithm is measured by customized benchmark components. These contain simulation
code that calculates the faculty of the provided input signal. In this
way, the workload required to simulate the component can be directly
controlled by the input signal. The workload in floating point operations
per iteration will approximately equal the input signal. The simulation
code of a benchmark component is shown in listing 3.4.
The model used for benchmarking contains 24 components of each
type (C, Q, and S). This number was chosen because 24 is divisible by
2, 4, 6, and 8, covering the different numbers of cores normally used
in desktop computers. All benchmark tests are performed with perfect
load balancing. Performing tests with poorly balanced models is indeed
possible, but the difficulties in finding a general definition of poor load
balancing makes such experiments less interesting.
The experiments are performed on three different computers, one with
two cores, one with four cores, and one with two processors with four
cores each. Approximately 2,000 simulations with random workload
are run for each number of threads. Because the tests are performed on
desktop computers, results can be affected by random events such as user
interaction or processes running in the background. To compensate for
this, the points that diverge the most from a linear regression curve are
removed iteratively until 1,500 samples remain from each measurement.
Results are plotted as simulation time as a function of workload.
void s i m u l a t e O n e T i m e s t e p ( )
{
( ∗mpND_out) = 1 ;
f o r ( i n t i =0; i <(∗mpND_in ) ; ++i )
{
( ∗mpND_out) = ( ∗mpND_out) ∗ i ;
}
}

Listing 3.4 Benchmarking is performed by components that calculate
the faculty of the input signal.

The first experiment was performed on a dual-core computer. The results are shown in figure 3.8, where gray circles represent the singlethreaded measurements and black triangles the multi-threaded ones.
Simulation time is reduced by approximately 46% when using two
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simulation threads. Overhead costs from multi-threading are significant only for very small models.
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Figure 3.8

Simulation speed per workload on a dual-core processor
with one thread (gray circles) and two threads (black triangles).

In the second experiment a quad-core computer was used. The simulation results are shown in figure 3.9. Gray circles are the single-threaded
measurements and black triangles the multi-threaded ones. Execution
time is reduced by approximately 70% when using four threads. In the
zoomed figure to the left, it can be noted that multi-threaded simulation
becomes beneficial for models larger than 10, 000 − 20, 000 FLOP/iteration. For smaller models, overhead costs exceed the speed-up of multithreading.
System Specifications:
Operating system: Ubuntu 12.04 64-bit
Memory:
4 GB
Processor
Intel R CoreTM 2 Quad CPU Q9400 2.66GHz
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Figure 3.9

Simulation speed per workload on a quad-core processor
with one thread (gray circles) and two threads (black triangles).

The last experiment was performed on a computer with two quad-core
processors. Figure 3.10 shows the results of single-threaded (dark gray
circles), four threads (light gray squares) and eight threads (black triangles). The graph shows that four threads reduce simulation time by
approximately 60%, while eight threads only reduce it by approximately
68%. Multi-threaded simulation appears to overcome the overhead costs
at model sizes of somewhere between 10, 000 and 25, 000 FLOP/iteration.
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Figure 3.10 Simulation speed per workload on double quad-core processors with one thread (gray circles), four threads (light gray squares),
and eight threads (black triangles).
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2
4
8
8

cores,
cores,
cores,
cores,

2
4
4
8

threads
threads
threads
threads

SUabs (p, n)

SUrel (p, n)

EF (p, n)

SL(p, n)

1.83
3.51
2.68
3.23

1.84
3.57
2.69
3.24

92.18%
89.33%
67.22%
40.50%

1.008
1.019
1.002
1.002

Table 3.1 Parallelization speed-up, efficiency and slow-down for various
numbers of processors and processor cores.
A summary of the different performance measures for each experiment is
shown in table 3.1. All values are average values calculated using linear
curve fitting. See section 3.1.4 for definitions of these. It is clear that
the efficiency of parallelization decreases with the number of processor
cores. Efficiency values for the experiments on a dual quad-core machine
should, however, be treated with caution. When using all cores, the
overhead costs increase due to communication between the processors.
When using four cores, there is also no guarantee that the scheduler uses
all cores from the same processor. It is in fact unlikely, since schedulers
tend to constantly change the thread-to-core mapping to facilitate multitasking. If these experiments were to be performed on a single processor
with eight cores, results are likely to improve.
One interesting result from the experiments is that the variance in
simulation time seems to increase with the number of threads. One
possible reason for this might be that the load balancing algorithm does
not provide perfect balancing every time. Another reason might be that
the scheduler in the operating system is sometimes less successful in
optimizing performance. The impact from background processes is also
larger when simulating with more threads, because there are less cores
left for them.

3.3.4

Overhead Costs

Overhead time costs can be divided into two categories; one part that
increases proportionally with the workload, and one part that remains
the same regardless of the workload, see section 3.1.4. The proportional
part is difficult to measure, because the slope of the curve can be affected
by other factors such as poor load balancing, logging simulation results
or other processes running in the system. Another workload-dependent
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task is the time measurement of the components, performed before the
simulation begins.
A small but distinct workload-independent overhead can be seen in
the two latter experiments. This is caused by tasks that do not depend
on the amount of workload, such as sorting of the components, which
is conducted prior to the simulation. This should depend only on the
number of components, which in these experiments remained the same.
Another pre-simulation task is the creation of the simulation threads.
This should not depend on model size or workload, but on the number of
processors. This is also true for the overhead from thread synchronization, due to busy-waiting loops and writing or reading global variables.
Experiments confirm that the workload-independent overhead cost indeed increases with the number of processors, as expected.
Static overhead, which is independent of the number of processor
cores, is very difficult to measure. The dynamic overhead, however,
is apparent due to the fact that parallelization efficiency decreases as
the number of cores increases. The conclusion of this is that when the
number of cores increases, the model size also needs to be increased in
order to take full advantage of the parallel architecture. A larger number of cores might not even always be better; if too many cores are used
compared to the model size, there is a chance that the dynamic overhead
costs will exceed the speed-up from parallelism.
One important source of overhead costs is probably that the component simulation code needs to access the shared memory. Even though
each component is an object that only uses its own local variables, these
may likely be stored in the shared memory. One problem is that each
processor has a limited cache memory. This may not be large enough to
store all the data the thread requires. If a variable is not present in the
cache, it needs to be loaded from the shared memory, which takes much
longer. This is known as a cache miss [57]. Another issue can be false
sharing. This problem arises when two processors attempt to access two
different variables that are located on the same cache line. Because only
one processor at a time is allowed to use each cache line, the other one
has to wait, even though the variables are different [30].
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4
Real-Time
Simulation &
Connectivity
Real-time applications put high demands on simulation performance.
The simulation must always run at at least the same speed as reality.
This means that a time step must never take longer to simulate than
the time it represents. Time is normally synchronized by a real-time
clock in the operating system. It is possible to discard a time step in
the simulation if it should exceed its time limit, but this will reduce the
numerical robustness and is not a proper solution.
Multi-core technology can be used to increase performance, allowing larger models to be simulated in real-time. On the other hand, it
normally also requires the use of an external simulation environment,
making parallelism harder to achieve. This can be seen as a sort of
co-simulation between the simulation tool, in this case Hopsan and the
target environment. Because co-simulation induces a time delay for
communication, the TLM method is especially suitable [12].

4.1

Multi-Threaded Real-Time Experiments

The applicability of multi-threading on real-time systems was tested
on a hardware-in-the-loop rig, consisting of a host computer, a target
computer, and a communication rack connecting the target computer to
sensors and actuators on a hydraulic transmission test rig, see figure 4.1.
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Only the computers were used in the experiments, because simulation
performance was the only measurement of interest.
The target system has a quad-core processor and runs Windows with
a LabVIEW [58] interface for performing the simulation work. Models
must be pre-compiled to dynamic libraries (.dll) by using Microsoft Visual C++ of the same version as the LabVIEW software installed on
the target computer. A graphical interface called Viking [59] is used
to download the libraries from the host system to connect them, to set
parameters, and to control the actual simulation.
Host Computer

Target Computer

Real World

LabView

Hardware

.dll
Hopsan
data
Figure 4.1

Models are downloaded to the target computer as dynamiclink libraries (.dll), where they are simulated in real-time.

4.1.1

Programming Interface

LabVIEW uses the VeriStand [60] interface to import dynamic libraries.
The source code used to compile the .dll files must thus be written according to these specifications. One requirement is that internal and
external data variables must be separated from each other, so that the
simulation code never works on the external variables directly. Internal
input ports, internal output ports, signals, and parameters must be defined in structs, see listing 4.1. A name for the model and a base rate
for simulation step size must also be provided.
There are three functions that can be modified; USER_Initialize(),
USER_TakeOneStep() and USER_Finalize(). These are executed before the simulation begins, once every time step, and after the simulation has finished, respectively. USER_TakeOneStep() takes the external
input/output data arrays and the current time value as parameters, see
listings 4.2
An export routine in Hopsan was created that generates this code
directly from a Hopsan model. Connectivity components are used to
40

typedef struct
{
double i n 1 ;
} Inports ;
typedef struct
{
double out1 ;
} Outports ;
Listing 4.1 With the Veristand interface, input and output variables
are stored in structs.

define input and output ports, see figure 6. These can be either of signal
input, signal output or power port type. Power ports will generate
multiple input and output ports corresponding to the TLM equations.

(a)

(b)

Figure 4.2 Interface components, shown as rectangles with black arrows, must be used at the boundary ports of the sub-models.

4.1.2

Mapping Libraries to Cores

The target system has no support for using external C++ libraries, such
as TBB. All mapping and scheduling must therefore be done manually
by assigning different libraries to different cores from the graphical interface. The idea is to separate the model into its components, and
compile one component to one library file. The number of libraries, and
especially connections, can drastically be reduced by combining several
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components into larger subsystems, also of C-, Q- or S-type,
To ensure correct execution of the TLM equations, it is important that
C-, Q- and S-components are simulated separately. Without TBB it is
not possible to use barrier synchronization, as was done in the off-line
approach. One way to solve this in the real-time system is to assign
a time delay to each core. This, however, is not a numerically robust
solution and would practically eliminate the benefits of parallelism. A
better solution is to make sure that each library only simulates itself
on certain time steps, depending on its type. This was implemented by
adding an if-statement in each simulate function which compares the
current step number by using a modulus function:
i f ( nStep %3 = 2 )
{
// S i m u l a t i o n code
}
With this method it is possible to map several components of different
type to the same core, allowing good possibilities for tuning the load
balancing.

4.1.3

Results and Analysis

In off-line simulations, the speed-up from multi-threading can be measured by controlling the model size and measuring the time it takes to
simulate. In real-time simulations, however, the simulation time is always constant, regardless of model size. Speed-up must then be measured as the maximum model size that can be simulated without losing
real-time performance. Each core on the real-time system reports if it
misses an iteration, that is, if the work took longer than the actual time
step. The experiments were performed by using components with variable workload, similar to the ones in the off-line experiments, and then
increasing the workload until at least one of the cores starts to report
missed iterations.
Results show that the system was quite unpredictable. In some measurements, the performance was drastically lower for no apparent reason.
Some iterations were also always missed once in a while, regardless of
model size. The experiments show that in most cases the maximum
model size was almost exactly four times larger with four cores than
with one core. Overhead costs from the wrapper functions used to communicate with Hopsan were completely negligible. The reason for this
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might be that quite few components were used. The overhead costs
are likely to have a larger impact in a simulation with very many small
components than in one with a few large ones. It is, however, normally desirable to keep the number of components in the same order of
magnitude as the number of cores to facilitate the setup work for the
simulation.
Numerical correctness was verified against a sequential simulation in
paper [III].
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long U S E R _ I n i t i a l i z e ( )
{
c r e a t e S y s t e m ( 1 e −3);
addComponent ( " out1 " , " S i g n a l O u t p u t I n t e r f a c e " ) ;
addComponent ( " Gain " , " S i g n a l G a i n " ) ;
addComponent ( " i n 1 " , " S i g n a l I n p u t I n t e r f a c e " ) ;
c o n n e c t ( " i n 1 " , " out " , " Gain " , " i n " ) ;
c o n n e c t ( " Gain " , " out " , " out1 " , " i n " ) ;
s e t P a r a m e t e r ( " Gain " , " k " , 1 ) ;
initSystem ( ) ;
r t S i g n a l . Time = 0 ;
return NI_OK;
}
void USER_TakeOneStep ( double ∗ inData , double ∗ outData ,
double timestamp )
{
r t S i g n a l . Time += 0 . 0 0 1 ;
i f ( inData )
{
r t I n p o r t . i n 1 = inData [ 1 ] ;
}
writeNodeData ( " i n 1 " , " out " , 0 , r t I n p o r t . i n 1 ) ;
s i m u l a t eO n e T i m e s t e p ( r t S i g n a l . Time ) ;
r t O u t p o r t . out1 = readNodeData ( " out1 " , " i n " , 0 ) ;
i f ( outData )
{
outData [ 0 ] = r t O u t p o r t . out1 ;
}
}
long USER_Finalize ( )
{
return NI_OK;
}

Listing 4.2

The Veristand interface supports functions for initializing
a simulation, taking one step and finalizing.
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5
Conclusions
System simulation is an important engineering tool and is commonly
used in product development and design. Long simulation times, however, limit the benefits in many cases.
This thesis investigates the possibilities to use multi-core processors to
speed up system simulations on desktop computers by using bi-lateral
delay lines. This introduces physically motivated time delays, so that
parts of a model can be simulated separately without losing accuracy.
Faster simulations can shorten the product design process and allow
the same model to be used during a larger part of the product life cycle. Using larger or more detailed models in numerical optimization can
provide more accurate results. If larger models can be executed with
real-time performance, the need for simplifications is reduced.
In this thesis, a method for automatically partitioning systems for
multi-core execution is demonstrated. Multi-threading is implemented
using Intel’s Threading Building Blocks library. A barrier synchronization algorithm for keeping threads in phase is also presented. For realtime systems, a manual method for subdividing models is demonstrated.
Simulation time is measured and the results are compared to singlethreaded simulations.
Results show that multi-threading increases performance almost linearly to the number of processor cores, unless the model is very small.
Overhead costs are small, but seem to increase with the number of cores
in the processor. Running multi-core on real-time systems is possible,
but a little cumbersome. In real-time systems, the maximum model size
for achieving real-time performance increased linearly to the number of
cores as well. All experiments were performed with perfect load bal45

ancing. Models which cannot be decently balanced will have a lower
speed-up.
Overhead costs make multi-core less efficient for small models. The
main reason for this is likely that different components use the same area
of the shared memory. More efficient memory handling can probably
decrease overhead costs.
When multi-threading in real-time system work, both the programming interface and the user interface must be simplified and improved
in order for it to become truly useful. The possibility to run external
libraries such as TBB on the target computer would greatly facilitate
the work.
Achieving the same benefits from parallelism without using bilateral
delay lines and distributed solvers would be difficult. TLM provides a
natural parallelism that is hard to achieve in a centralized differential
equation solver. An alternative approach might be to identify weak
connections in the equation system and parallelize it by introducing
TLM elements. The drawback with the distributed solver method is
that the modeling work becomes harder and less intuitive, especially for
a user who is more familiar with centralized solvers.
If the development towards more cores in each processor continues,
multi-core support will become inevitable for increasing the usefulness
of simulation. The importance of minimizing overhead costs will also
increase with the number of cores.
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6
Outlook
The problems with expensive cooling of processors drives development
towards more cores rather than faster processors. Software developers
face a great challenge in adapting their software to multi-core technology. It is necessary to as far as possible make use of the methods and
algorithms which have the greatest potential to exploit parallelism. One
such method is to use distributed solvers and bilateral delay lines in
system simulations.
In the experiments in this thesis, advanced memory handling has not
been used. This could probably reduce overhead costs, especially when
many cores are used. The barrier synchronization algorithm used will
lock all threads during the simulation, which introduces a risk of deadlocking. This can be solved by using on-line scheduling, such as a task
pool or a work-stealing algorithm, which can also potentially provide
better load balancing.
The possibilities of multi-threaded co-simulations need to be further
investigated. Thanks to the physically motivated time delays, the TLM
method is suitable for both multi-threading and co-simulation. It could
be possible to import models from several different sources, connect
them by TLM elements and then execute them on different cores. This
can result in a combined framework for both multi-threading and cosimulations.
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7
Review of Papers
Paper I
This paper describes the development of the new generation of the Hopsan simulation environment. The background and motivation of the
project are explained, and the underlying equations are briefly derived.
An overview of the application is given and new features are described.
The correctness of the simulation engine is verified by comparing simulation results for a model of a valve controlled motor against the previous version of Hopsan. Finally, possible future features such as multicore support, model export, co-simulation, model generation, frequency
analysis, and multi-domain simulation are discussed.

Paper II
In this paper the implementation of multi-core support in Hopsan is
explained. The transmission line element method is qualitatively explained. A background to parallel computing and multi-core technology
is included. Different approaches for synchronization and load balancing of simulation threads are discussed. An algorithm for multi-threaded
simulation using the TBB package from Intel is presented. The speedup is finally measured by using a benchmarking model and a reference
model on different numbers of processor cores.
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Paper III
This paper presents an approach for running multi-core simulations in
real-time applications. Systems are manually divided into subsystems,
which are in turn compiled to shared libraries (.dll). A graphical interface based on LabVIEW is used to load and connect these libraries
on the real time system. Different approaches for how to synchronize
C-type and Q-type components are discussed. Numerical correctness is
verified by comparing the parallel model with an equivalent sequential
model.

Paper IV
This article gives an in-depth analysis of the implementation of multithreaded simulation in Hopsan. The process of decoupling equations
using the transmission line element method is mathematically derived.
Methods for partitioning models with decent load balancing are discussed. Simulation threads are synchronized by using a busy-waiting
barrier lock. Speed-up is measured by running a large number of benchmarking simulations for different number of processors, with different
model sizes and on different operating systems. Results show that speedup is close to linear, but is reduced as the number of processor cores
increases.
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