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Abstract

Medical imaging plays an increasingly important role in modern healthcare. In
medical imaging, it is often relevant to relate different images to each other, some-
thing which can prove challenging, since there rarely exists a pre-defined mapping
between the pixels in different images. Hence, there is a need to find such a map-
ping/transformation, a procedure known as image registration. Over the years,
image registration has been proved useful in a number of clinical situations. De-
spite this, current use of image registration in clinical practice is rather limited,
typically only used for image fusion. The limited use is, to a large extent, caused by
excessive computation times, lack of established validation methods/metrics and
a general skepticism toward the trustworthiness of the estimated transformations
in deformable image registration.

This thesis aims to overcome some of the issues limiting the use of image regis-
tration, by proposing a set of technical contributions and two clinical applications
targeted at improved clinical efficiency. The contributions are made in the context
of a generic framework for non-parametric image registration and using an image
registration method known as the Morphon.

In image registration, regularization of the estimated transformation forms an
integral part in controlling the registration process, and in this thesis, two regular-
izers are proposed and their applicability demonstrated. Although the regularizers
are similar in that they rely on local structure analysis, they differ in regard to
implementation, where one is implemented as applying a set of filter kernels, and
where the other is implemented as solving a global optimization problem. Fur-
thermore, it is proposed to use a set of quadrature filters with parallel scales when
estimating the phase-difference, driving the registration. A proposal that brings
both accuracy and robustness to the registration process, as shown on a set of
challenging image sequences. Computational complexity, in general, is addressed
by porting the employed Morphon algorithm to the GPU, by which a performance
improvement of 38 − 44× is achieved, when compared to a single-threaded CPU
implementation.

The suggested clinical applications are based upon the concept paint on priors,
which was formulated in conjunction with the initial presentation of the Morphon,
and which denotes the notion of assigning a model a set of properties (local opera-
tors), guiding the registration process. In this thesis, this is taken one step further,
in which properties of a model are assigned to the patient data after completed
registration. Based upon this, an application using the concept of anatomical
transfer functions is presented, in which different organs can be visualized with
separate transfer functions. This has been implemented for both 2D slice visu-
alization and 3D volume rendering. A second application is proposed, in which
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landmarks, relevant for determining various measures describing the anatomy, are
transferred to the patient data. In particular, this is applied to idiopathic scol-
iosis and used to obtain various measures relevant for assessing spinal deformity.
In addition, a data analysis scheme is proposed, useful for quantifying the linear
dependence between the different measures used to describe spinal deformities.



Populärvetenskaplig
Sammanfattning

Effektiva arbetsflöden är av yttersta vikt inom den moderna sjukvården, speciellt
med tanke på sjukvårdens utmaningar i form av en åldrande befolkning, bespa-
ringskrav och en snabbt växande datamängd. I detta intar användandet av medi-
cinska bilder en alltmer central och avgörande roll. En utmaning vid hanteringen
av medicinska bilder är hur man på ett effektivt sätt kan relatera olika bilder
till varandra, dvs hur man skapar en spatiell mappning mellan bilderpunkterna i
olika bilder. I detta avseende har bildregistrering visat sig vara behjälpligt och då
inte bara vid diagnostiska arbetsflöden när flera olika bilder ska jämföras, utan
även för pre-operativ planering, som stöd under operationer eller för kvantifiering
av anatomiska förändringar i samband med olika sjukdomsförlopp. Trots detta är
användandet av bildregistrering inom det dagliga kliniska arbetsflödet tämligen
begränsat, till stor del beroende på långa beräkningstider, avsaknad av etablerade
metoder för validering samt skepsis från kliniker vad det gäller tillförlitligheten i
registreringsresultaten vid deformerbar registrering.

I den här avhandlingen presenteras ett antal tekniska bidrag till området bildre-
gistrering samt två förslag till nya kliniska användningsområden av bildregistre-
ring. Allt med syftet att utveckla metoder som kan förbättra effektiviteten i kli-
niska arbetsflöden där nyttjandet av medicinska bilder intar en viktig roll.

De tekniska bidragen är dels inriktade på att förbättra själva registreringspro-
cessen, genom att i högre grad ta stöd av de lokala strukturer som finns i bilderna
för att skapa tillförlitliga förflyttningsfält, och dels inriktade på att förkorta beräk-
ningstiderna för bildregistrering, genom att utnyttja den enorma beräkningskraft
som finns tillgänglig på moderna grafikkort.

Baserat på deformerbara modeller och konceptet att överföra lokala egenskaper
från modell till patientdata med hjälp av bildregistrering presenteras två applika-
tioner av bildregistrering. I den första applikationen föreslås användandet av sk
anatomiska transferfunktioner. Där är syftet att användaren ska kunna definiera
olika typer av visualiseringar för olika delar av anatomin, istället för att hela data-
volymen ska visualiseras på samma sätt. Detta har implementerats både för 2D
snittvisualisering och 3D volymsrendering. I den andra applikationen, där syftet är
att kvantifiera ryggradens deformitet vid skolios, registreras en modell av ryggra-
den till patientens datavolym. Till modellen finns ett antal landmärken kopplade,
som efter registreringen överförs till patientdatat och som där nyttjas för att mäta
olika mått som beskriver ryggradens deformitet. I samband med denna applikation
föreslås även ett nytt tillvägagångssätt för att analysera relationen mellan de olika
mått som beskriver ryggradens deformitet.
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1
Introduction

This chapter provides an introduction to this thesis and the work presented herein.

1.1 Medical Imaging
Medical imaging plays an increasingly important role in modern healthcare and
forms the basis for much of the diagnostic work. Today, there exists a plethora
of medical images, both in terms of different imaging modalities used to produce
the images and in terms of what is imaged. As more and more images are pro-
duced, the diagnostic workflow related to viewing these images becomes more and
more complex. Not only should e.g. the radiologist view all the images from the
current examination, but he/she should also relate current images to images from
prior examinations, which can prove challenging if there does not exist a spatial
mapping between the images. Since there seldom exists a pre-defined one-to-one
mapping between the pixels in two images, the images need to be matched some-
how, i.e. there is a need for image registration.

1.2 Image Registration
Image registration is a well-known concept, frequently applied in a number of
different areas, not only in medical imaging but also in geophysics, robotics and
remote sensing (Goshtasby, 2005). The essence of image registration can be de-
scribed as follows, given two images (a template image and a reference image),
estimate a spatial transformation, such that the transformed template image and
the reference image are as similar as possible. This is illustrated in Figure 1.1.

Image similarity is typically interpreted such that corresponding spatial posi-
tions in two images should have similar intensity values. However, this interpre-
tation is typically only acceptable in some cases of uni-modal image registration,
i.e. registration of images produced by the same imaging modality, which can be
contrasted with multi-modal image registration. A more general interpretation is
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(a) Reference (b) Template (c) Transformed template

Figure 1.1: Image (a) have been artificially deformed to yield image (b). The deforma-
tion is recovered by image registration, resulting in image (c).

to consider image similarity as corresponding spatial positions in two images should
refer to the same anatomical locations, i.e. the aim of image registration is to esti-
mate a spatial transformation that minimizes the distance between anatomically
corresponding points. Hence, an important aspect of medical image registration
is to define a suitable metric that describes this similarity/distance. Other im-
portant aspects in image registration include selecting a suitable transformation
model (e.g. a rigid or a deformable transformation), the type of regularization
to apply to the transformation (important for deformable registration in order to
ensure the smoothness of the estimated transformation) and which optimization
approach to employ (i.e. the method used for finding the optimal transformation).

1.3 Applications of Medical Image Registration
In the medical imaging domain, image registration plays an important role in a
number of different situations.

Image Fusion
One of the most common applications for using image registration is to align
images from the same patient but taken at different time-points and/or with dif-
ferent modalities in order to fuse the image information. Fusion is here meant
to denote the visualization of a combination of several images. Examples of this
include overlaying positron emission tomography (PET) or single-photon emission
computed tomography (SPECT) on computed tomography (CT) or magnetic res-
onance (MR) data, or functional magnetic resonance imaging (fMRI) activity on
MR images (Tai et al., 1997; Behrenbruch et al., 2003; Mattes et al., 2003).

Motion Compensation
Another useful application is to compensate for motion artifacts that occur during
the imaging process or between scans. An example of this is related to MR imaging.
MR is an attractive imaging modality, since it lacks the ionizing radiation related
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to CT, PET and SPECT. However, MR examinations typically have rather long
acquisition times, which allows motion artifacts to occur within a single scan or
between different subsequent scans and where these motion artifacts have to be
compensated for. Another example is related to neuro-imaging, where pre- and
intra-operative images need to be matched in order to compensate for motions
related to brain-shift (Maurer Jr et al., 1998; Ferrant et al., 2001). This includes
for example surgical navigation based upon pre-operative MR images registered
to intra-operative ultrasound (US) images.

Motion Estimation
Motion estimation is similar to motion compensation but instead of considering
the motion as an artifact that need to be compensated for, the aim is now to
assess/quantify the motion. This applies to the quantification of physiological
motions of different organs, e.g. the heart, the lungs or various joints (Makela
et al., 2002; Papademetris et al., 2005; Sundaram et al., 2005).

Change Detection
Image registration is a suitable tool for tracking and monitoring structural changes
in the anatomy over time, where the time intervals can be short, as in days/weeks
related to pre- and post-operative changes or to treatment responses (Holden et al.,
2002; Hartkens et al., 2003), or several years, as for brain atrophy related to neuro-
degenerative diseases (Rey et al., 2002). Different approaches can be employed for
assessing structural changes over longer time spans and for large patient groups.
One approach is to register a large number of images to a common space and then
to apply voxel-based morphometry, where tissue density over the whole population
is assessed. Another approach is found in deformation-based morphometry (also
referred to as tensor-based morphometry), where the deformations themselves are
analyzed on a group level.

Atlas Construction
By registering all images from a group of patients to a common space, an average
representation of the group can be created. These average representations can be
probabilistic, intensity-based, label-based or deformation-based (Mazziotta et al.,
1995; Thompson and Toga, 1997; Thompson et al., 2000; Collins et al., 2004).

Atlas-Based Segmentation
Segmentation along with registration are two challenging problems within the
medical imaging domain. A combination of the two can be found in atlas-based
segmentation, where an expert labeled template image is registered to a refer-
ence image and the labels of the template are transformed to the reference im-
age (Dawant et al., 1999; Crum et al., 2001). The transformed labels can either be
used directly as a segmentation of the reference image, or be utilized as an initial
segmentation, which is refined by further processing. A popular approach for im-
proving the segmentation accuracy is to register multiple atlases to the reference
image and to apply label fusion to the transformed labels of the different atlases.
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1.4 Challenges in Medical Image Registration
Medical image registration in general, and deformable image registration in par-
ticular, is a vital research area where much is happening, both in terms of method
development and in terms of developing and improving (potential) clinical appli-
cations based on image registration (Sotiras et al., 2012). Despite these ongoing
efforts, the usage of image registration in clinical practice is often limited to image
fusion based upon rigid registration of uni- or multi-modal data (Rueckert and
Aljabar, 2010). It should be noted that more elaborate deformable image reg-
istration algorithms are frequently employed in clinical research and are gaining
acceptance in clinical practice, although at a very limited pace.

One can only speculate regarding the underlying reasons for the limited usage
of image registration in clinical practice, but it is likely caused by:

• The excessive computation times related to image registration (hours rather
than minutes or seconds).

• The lack of golden standards and adequate validation methods for evaluation
of registration results.

• The uncertainty related to deformable registration in terms of how physically
plausible deformations of various tissues will be ensured.

In response to these concerns, it has been suggested to use graphics processing units
(GPUs) for improved computation times (Shams et al., 2010; Fluck et al., 2011)
and various joint research projects have been initialized to support common frame-
works/initiatives for evaluating image registration methods (Christensen et al.,
2006; Klein et al., 2009; Murphy et al., 2011b), although recently the validity of
some common evaluation metrics has been challenged (Rohlfing, 2012). Examples
of work related to ensuring plausible deformations include mass/volume preser-
vation (Haber and Modersitzki, 2004; Staring et al., 2007; Yin et al., 2009), and
handling sliding motions (Pace et al., 2011; Risser et al., 2013). However, despite
the work done, more research devoted to these areas is needed before the full
potential of using image registration in clinical practice is reached.

1.5 Contributions of this Thesis
This thesis contributes to the area of medical image registration by presenting a set
of technical contributions and by proposing two applications for improved clinical
efficiency, applications where image registration forms a fundamental element.

In the work related to this thesis, the registration method known as the Mor-
phon (Knutsson and Andersson, 2005a,b) and the generic framework for non-
parametric image registration (Janssens et al., 2011), where the similarity opti-
mization is decoupled from the regularization, have been used extensively. The
employed generic registration framework benefits from computational efficiency
and the ability to easily exchange different modules in the framework, e.g. differ-
ent registration methods and/or regularization modules are easily exchanged and
evaluated with respect to each other. The contributions of this thesis and how
they relate to the employed registration framework are depicted in Figure 1.2.
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Pre-Processing 

Post-Processing 

𝒖 
Generic Framework for Non-Parametric 

Image Registration 
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Ψ(𝒖) 

Template Image (𝐼𝑇) Reference Image (𝐼𝑅) 
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Paper IV 
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Figure 1.2: The contributions of this thesis and how they relate to the employed generic
framework for non-parametric image registration. Papers I and II pro-
pose two new regularizers that can be implemented in the field regular-
ization module. In Paper III, an extension to the Morphon method is
suggested, affecting the field computation module. Paper IV describes an
implementation of the whole framework for the Morphon method on the
GPU. Papers V and VII propose two new applications utilizing the esti-
mated transformation and local operators assigned to the template image
for post-processing of the reference image, anatomical transfer functions
and model-based spinal deformity assessment. The method for vertebral
pose estimation, proposed in Paper VI, can be utilized as either an inde-
pendent application or as a pre-processing step to the registration process
in model-based spinal deformity assessment.

In non-parametric image registration, regularization plays a key role in con-
trolling the characteristics of the deformation, i.e. in ensuring that the obtained
transformation corresponds to a plausible deformation. This thesis contributes
to this area by proposing two new regularizers utilizing structural content in the
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image data, Papers I and II. Both proposed regularizers are easily implemented
in the generic framework for non-parametric image registration. The employed
Morphon method has been extended for improved accuracy and robustness by the
use of parallel scales when estimating the update field, Paper III. For improved
computational efficiency, the Morphon method has been implemented on the GPU,
in order to take advantage of the parallel computation power available on modern
graphics cards, Paper IV.

A central aspect of the Morphon is the concept paint on priors, which denotes
the notion of assigning various local operators to a model, where the local operators
control the deformation of the model during the registration process. In this work,
this idea is taken one step further by assigning a set of properties to the model,
which are transferred to the patient data after the performed registration. Based
upon this, two applications for improved clinical efficiency have been proposed.

The first application is related to model-based visualization, in which a model
of the body is registered to the patient data, Paper V. The model consists of a
set of compartments (corresponding to various organs in the body), which have
separate transfer functions associated to them. Hence, the deformed model can be
used to provide anatomical transfer functions, which control the local visualization
of the image volume. This has been applied both for efficient 2D slice visualization
and 3D volume rendering.

A second application is based on a model of the spine that is registered to pa-
tient data with a spinal curvature (e.g. a lateral curvature as in scoliosis). Linked
to the model is a set of landmarks, suitable for estimating various measures related
to the vertebral bodies of the spine. Hence, the transformed landmarks can be
used for computing the corresponding measures related to the vertebral bodies of
the spine in the patient data and, thereby, providing a method for computerized
assessment of spinal curvature. The method for model-based spinal deformity as-
sessment, Paper VII, was primarily developed and evaluated on patients suffering
from idiopathic scoliosis. However, the method holds great potential to be used
in other scenarios related to motion quantification. As part of the work related to
this application, a method for automatic vertebral pose (position and rotation) es-
timation was developed, Paper VI. This method can either be used as a standalone
application or used as a pre-processing step for the method utilizing model-based
registration, as indicated in Figure 1.2.

In addition, this thesis proposes a data analysis scheme for quantifying the
linear dependence between measures describing a scoliotic curvature.

1.6 Thesis Outline
This thesis has the following outline. Local phase and structure tensors form the
underlying basis for most of the image registration in this thesis, hence, chapter 2
introduces the concepts of local phase and structure tensors to readers unfamiliar
with these concepts. Chapter 3 provides a general introduction to image regis-
tration, based upon a traditional optimization approach. Chapter 4 presents the
generic framework for non-parametric image registration, which has been employed
throughout this thesis, and the two proposed regularizers. Chapter 5 provides a
review of the Morphon method and a presentation of the extension based upon
parallel scales. Chapter 6 describes some general aspects of GPU computing along
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with the results achieved when implementing the Morphon method on the GPU.
Chapter 7 presents the application for model-based visualization for both 2D slice
visualization and 3D volume rendering. Chapter 8 provides an overview of id-
iopathic scoliosis and introduces the two proposed methods for spinal deformity
assessment. In chapter 9, the data analysis scheme is presented together with
preliminary results employing the proposed scheme. The thesis concludes with a
brief summary and a future outlook in chapter 10.

1.7 Notation
The following mathematical notation have been employed in this thesis.

R Real numbers
N0 Natural numbers including 0
i Imaginary unit
x A scalar-valued variable or function
d Number of dimensions
x A column-vector, typically referring to a spatial position
xj Element j of x
x̂ A normalized vector, i.e. x/‖x‖
‖.‖ Euclidean norm, i.e. ‖x‖ =

√
xTx

.T Transpose of a vector or matrix
{.} A set, i.e. {xj} = {x1, . . . , xN}
A A matrix
Id Identity matrix of size d× d
T A tensor, typically the local structure tensor
I An image, I : Ω→ R
Ω Domain on which I is defined, Ω ⊂ Rd
Ĩ A discretized image
Ω̃ Discretized domain on which Ĩ is defined, where Ω̃ = Ω ∩ Γζ ,
Γζ Sampling grid with sampling space ζ
T Spatial transformation, T : Ω→ Rd, where T = Id + u
Id Identity transformation
u Displacement field, u : Ω→ Rd
◦ Application of a transformation or a displacement field, e.g. I ◦ T
∗ Convolution
⊗ Kronecker product
∇I Gradient, i.e. ∇I = [∂I/∂x1, . . . , ∂I/∂xd]T
Ix Partial derivative with respect to variable x, i.e. Ix = ∂I/∂x
∇· Divergence, i.e. ∇ · u = ∂u1/∂x1 + · · · + ∂ud/∂xd
∆ Laplacian, i.e. ∆u = ∇ · ∇u
Jac Jacobian matrix, i.e. Jac(u) = [∇u1, . . . ,∇ud]

In this thesis, the terms images and pixels are consistently used to describe
data sets and data points in said data sets. Even though these terms are typically
only used in the 2D case, this does not limit the described methods and concepts
to the 2D case but they are all readily extended to nD. Everything, apart from
the work related to Papers I and II, have been implemented in 3D.





2
Local Phase and

Structure Tensors

In this chapter, the concepts and the underlying theory of local phase and struc-
ture tensors are presented. This presentation is included for readers unfamiliar
with local phase, quadrature filters and structure tensors. Furthermore, the pre-
sentation is to a large extent based upon (Granlund and Knutsson, 1995). In this
chapter, u denotes frequency coordinates in the Fourier domain (FD), and not a
displacement as in the other chapters.

2.1 Introduction
Local signal analysis is a central component in many algorithms in both image
analysis and computer vision. A typical example of local signal analysis is the
wavelet transform, which can be contrasted with the global signal analysis of the
Fourier transform. The underlying assumption in local signal analysis is that
information of all pixels in an image is not required in order to obtain relevant
results from an analysis. However, to form a complete description of an image or
a scene, it is often necessary to combine various local descriptors across different
hierarchies (e.g. scale). Examples of local descriptors are local phase and structure
tensors, which are presented in the subsequent sections.

2.2 Local Phase
Signal decomposition into amplitude and phase is important in several applica-
tions, e.g. information coding (phase and frequency modulation), radar-based ob-
ject detection and speech recognition. The local phase is useful in the sense that
it provides a description of the local shape of a signal. One approach for defining
the concept of local phase is based on the analytical signal, hence, requiring a def-
inition of the analytical signal, which is available for 1D signals using the Hilbert

9
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transform. Extending the analytical signal to nD signals can be achieved utilizing
the partial Hilbert transform (Knutsson, 1982; Granlund and Knutsson, 1995).
Another approach for defining the analytical signal in 2D is given by Felsberg and
Sommer (2001), introducing the monogenic signal based upon the Riez transform.

At this point it might be relevant to point out some differences between local
phase and the global Fourier phase, since the Fourier phase is a more well-known
concept. Local phase and Fourier phase differ in that the Fourier phase denotes
the phase of the Fourier transform of a signal, i.e. the Fourier phase will be the
phase for a given frequency component of the whole signal. The local phase, on
the other hand, is related to the local neighborhood of a signal for a given position
and provides information of the local signal structure. Note that the phase of
the Fourier transform also carries tremendous amounts of structural information
related to the original signal (Oppenheim and Lim, 1981). The gap between global
Fourier phase and local phase can to some extent be bridged by using a local
Fourier transform.

Local phase estimation has a number of properties making it relevant for image
processing, properties that, in addition, are highly relevant for image registration.

• Invariance to signal energy - Local phase estimates will behave similarly
regardless of the signal strength and the amplitude of the signal variation.
This is of interest in medical image registration, since there are a number
of factors related to imaging that can cause local variations in the signal
intensity and/or the signal contrast of the images, e.g. inhomogeneities in
the magnetic field in MR, fading signal intensities as in tagged MR or the
use of contrast agents for both CT and MR.

• Equivariance to spatial position - Local phase estimates will in gen-
eral vary smoothly and monotonically with the spatial position. This holds
except for the 2π wrap-around and for some singular points in the phase
scale-space. In image registration, the equivariance with the spatial position
has the benefit of providing sub-pixel accuracy without needing to change
the sampling density of the images.

The Hilbert Transform
The concept of local phase in 1D stems from the notion of the analytical signal,
which is defined using the 1D Hilbert transform. The Hilbert transform Hi of a
1D signal s(x) is defined as a mapping between two sets of functions, i.e. Hi :
L2(R,R)→ L2(R,R), according to

sHi(x) = 1
π

∫ ∞
−∞

s(τ)
τ − x

dτ, (2.1)

which is denoted as sHi = Hi{s}. Note that the Hilbert transform is a mapping
from one spatial function to another. The Hilbert transform of a function can also
be viewed in the FD. Given the definition of convolution between two signals,

h(x) = (s ∗ g) (x) =
∫
R
s(y) g(x− y)dy, (2.2)
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then eq. 2.1 can be written as

sHi = s ∗ −1
πx

. (2.3)

With the definition of the Fourier transform of a signal, S = F{s},

S(u) =
∫
R
s(x) e−iuxdx (2.4)

it can be shown that
F{s ∗ g} = S ·G. (2.5)

Hence, eq. 2.1 in the FD corresponds to

SHi(u) = S(u) · i sign(u), (2.6)

where

sign(x) =

 −1 x < 0,
0 x = 0,
1 x > 0.

(2.7)

Both eq. 2.2 and eq. 2.4 are readily extended to nD.

The Analytical Signal
Given the definition of the Hilbert transform, the analytical signal is defined as

sA = s− i sHi, (2.8)

which can also be expressed as

sA = s ∗
(
δ(x) + i

πx

)
, (2.9)

where δ(x) is the Dirac function. Hence, in the FD, the analytical function is
defined as

SA = S · (1 + sign(ω)) = 2S · step(ω), (2.10)

where

step(x) =

 0 x < 0,
1/2 x = 0,
1 x > 0.

(2.11)

The relevance of eq. 2.10 will become evident later when the concept of phase is
extended to nD signals.

Local Phase in 1D
Based on the definition of the analytical signal, the concept of local (instantaneous)
phase can be derived. Assume a real signal s with the frequency ω0, for example

s(x) = A cos(ω0x), A > 0. (2.12)
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Then the corresponding Hilbert transform is

sHi = −A sin(ω0x), (2.13)

which gives the analytical signal

sA = A (cos(ω0x) + i sin(ω0x)) = Aeiω0x. (2.14)

The use of the analytical signal enables the estimation of instantaneous ampli-
tude of sA at x0 as

|sA(x0)| =
√

[s(x0)]2 + [sHi(x0)]2, (2.15)
which will be A for all x0. Compare this with the instantaneous amplitude of s,
which will vary between −A and A. Furthermore, an analysis of s will provide no
information of the local shape of s at x0, e.g. whether s is at a maximum/minimum
or increasing/decreasing. However, the analytical signal can provide this informa-
tion by estimating the instantaneous phase of sA around x0, i.e.

ϕ(x0) = arg[sA(x0)], (2.16)

which for A cos(ω0x) corresponds to ω0x. The interpretation of the instantaneous
phase, in regards to the local shape of the signal, is depicted in Figure 2.1. In
addition, the analytical signal allows the estimation of the instantaneous frequency
of the signal s at x0, as

ω(x0) = d

dx
arg[sA(x0)], (2.17)

which provides an estimate of the local rate of change in the signal, e.g. ω0 for the
signal A cos(ω0x).

An important practical consequence of eq. 2.10 is related to how filtering of
the analytical signal can be implemented. Since the analytical signal sA is given
by suppressing the negative frequencies of s and that a convolution in the spatial
domain (SD) corresponds to a multiplication in the FD, thus, convolving the signal
s with a quadrature filter f , which has a corresponding Fourier transform that is
zero for negative frequencies, can be considered as filtering the analytical signal
sA ∗ q, despite actually filtering the original signal s ∗ f . This is important, since
the computation of the analytical signal sA includes the convolution of the signal
s with

1
πx
, (2.18)

which is difficult to construct as a filter. However, by constructing a quadrature
filter f that affects the signal s as little as possible when convolved with, the
filtered signal can be used as an approximation of the analytical signal sA of s.

A quadrature filter f will be complex-valued in the SD, where the imaginary
part will be the quadrature component that is π/2 radians out of phase with the
in-phase real component, i.e. the imaginary component corresponds to the Hilbert
transform of the real component. This is typically implemented with a real filter
part that is even and an imaginary part that is odd. Hence, estimating the local
phase based upon a signal filtered with a quadrature filter,

ϕ(x) = arg [(s ∗ f) (x)], (2.19)

corresponds to a local decomposition of even and odd signal energy. Figure 2.2
provides an example where a signal s has been filtered with a quadrature filter
and where the filter response is used to estimate the local phase.
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𝜑 = arg[𝑠𝐴] 

0 

𝜋/2 

3𝜋/2 

𝜋 

Figure 2.1: The instantaneous phase ϕ = arg[sA] is a useful concept for interpreting
the local behavior of the signal s, e.g. ϕ = k ∗ 2π a local maximum, ϕ =
π/2 + k ∗ 2π an increasing signal, ϕ = π + k ∗ 2π a local minimum and
ϕ = 3π/2 + k ∗ 2π a decreasing signal.

The Analytical Signal in nD
The analytical signal has no direct extension to nD, since no generalization of
the Hilbert transform exists for nD. Although, an arbitrary extension is given by
introducing a direction vector n̂ in the FD. Given the direction vector n̂, it is
possible to define an nD dimensional sign-function.

signn̂(u) =

 −1 uTn̂ < 0
0 uTn̂ = 0
1 uTn̂ > 0

(2.20)

This provides a definition of the Hilbert transform for nD signals in the FD as

SHi,n̂(u) = S(u) · i signn̂(u), (2.21)

which is known as the partial Hilbert transform. The definition of the analytical
signal in eq. 2.8 is, thus, still applicable for defining the analytical signal in nD,
given that sHi,n̂, in the SD, is defined as

sHi,n̂ = s ∗
(
−1
πxTn̂ δline

n̂ (x)
)
, (2.22)

where δline
n̂ corresponds to a d− 1 dimensional Dirac function, i.e. an impulse line.

This definition of an nD analytical signal based upon the partial Hilbert transform
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Figure 2.2: The original signal s, depicted in (a), is filtered with a quadrature filter f
with the center frequency ρ = π/12 and the bandwidth B = 2.0, i.e. q =
s∗f . The magnitude and the phase of the filter response is given in (b) and
(c) respectively, and with the center points of the events of s marked in (c).
The phase has only been plotted for |q| > 0.01 · max(|q|). Corresponding
polar plots of the phase are given in Figure 2.3.

serves its purposes well in the case of dealing with simple functions, i.e. signals
where the signal variation is predominantly oriented along a single direction.

Local Phase in nD
Given the discussion of using the signal s filtered with a quadrature filter f as
an approximation of the analytical signal, sA ≈ s ∗ f , and the notion of using a
direction vector n̂ for defining the analytical in nD, it is intuitive to construct an
nD quadrature filter fk with the given direction n̂k, where its Fourier transform
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Figure 2.3: Polar plots corresponding to the local phase of the filtered signal s in Fig-
ure 2.2. Compare these plots with Figure 2.1, in particular the arrows
indicating the phase of the center points of the depicted events in the sig-
nal s.

Fk is zero for all uTn̂k < 0. The local phase in nD is, hence, estimated as

ϕk(x) = arg[(s ∗ fk)(x)] = arctan
(
Im{(s ∗ fk)(x)}
Re{(s ∗ fk)(x)}

)
, (2.23)

where the local phase ϕk is valid for the orientation given by the direction vector
n̂k (Knutsson, 1982). Note that changing the sign on the direction vector n̂ does
not change the orientation but will change the polarity of the estimated phase,
e.g. what was detected as a dark to bright edge for n̂ will be detected as a bright
to dark edge for −n̂.

Quadrature Filters in nD
In this thesis, log-normal quadrature filters F have been extensively employed,
which in the FD are expressed as a combination of a radial function R and a
directional function D.

F = R (‖u‖)D(u) (2.24)

R (‖u‖) = e
−C ln2

(
||u||
ρ

)
(2.25)

C = 4
B2 ln(2) (2.26)

Here ρ denotes the center frequency of the quadrature filter and B the relative
bandwidth in octaves. Since the phase concept is only valid in a defined direction,
a set of different directional functions are needed. Hence, set D = Dk, where

Dk(u) =
{

(uTn̂k)2 uTn̂k > 0
0 otherwise

(2.27)

and where n̂k is the directional vector for filter Fk. An example of an oriented 2D
quadrature filter is given in Figure 2.4.

An important aspect of quadrature filters is how to construct these filters.
There are a number of choices to be made, e.g. center frequency, bandwidth and
spatial support to name a few parameters, in order to ensure that the resulting
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Figure 2.4: Example of a quadrature filter in 2D, where (a) depicts the ideal quadrature
filter in the FD and (b) the corresponding optimized quadrature filter. The
corresponding optimized spatial filters are provided in (c) and (d), real
respectively imaginary components. Note how the real filter component
corresponds to a line detection filter (even structures) and the imaginary
component to an edge detection filter (odd structures).

filters produce reliable filter responses. A thorough treatment of filter optimization
is outside the scope of this text and the interested reader is, therefore, referred
to (Granlund and Knutsson, 1995) or (Knutsson et al., 1999). Note that other
filters could also be used, e.g. loglets (Knutsson and Andersson, 2003).

Phase-Based Disparity Estimation
An important aspect of local phase is that it can be used for disparity estimates,
which in stereo imaging corresponds to the depth in the images and in an im-
age sequence to the velocity (Sanger, 1988; Wilson and Knutsson, 1989; Fleet
and Jepson, 1990; Fleet et al., 1991). The disparity, commonly referred to as a
displacement, is estimated as the phase-difference divided by the local frequency
∆ϕ(x) = (ϕ1(x)− ϕ2(x)) /ω(x), where ϕ1(x) and ϕ2(x) correspond to the local
phase of the signals s1 and s2, and ω(x) to the estimated local frequency.
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2.3 Structure Tensors
The local structure tensor T is a second-order tensor used to describe the predom-
inant orientations of the variations of a signal s in a local neighborhood, initially
presented in (Knutsson, 1987, 1989). The predominant orientations are given by
the eigenvectors ê1, ê2, . . . , êd of T and where the ratios of the corresponding
eigenvalues λ1, λ2, . . . , λd describe the rank of the local structure. Note the usage
of the term orientation instead of direction, this is relevant since the structure
tensor (for a simple signal) will provide the orientation of the predominant signal
variation, but not its direction. Aspects that can be derived from the structure
tensor play a significant role in various applications related to image analysis and
computer vision, e.g. Lucas-Kanade tracking (Lucas and Kanade, 1981), feature
tracking (Förstner, 1986), corner detection (Harris and Stephens, 1988), adaptive
image enhancement (Granlund and Knutsson, 1995), diffusion-based image pro-
cessing (Weickert, 1998). Note that in some of these works the term structure
tensor is not explicitly used.

The estimation of the structure tensor can be done in several ways. Popular
choices include local energy-based methods or gradient-based methods, where the
former relies on the local energy of the analytical function for a set number of
orientations (Knutsson, 1987, 1989; Freeman and Adelson, 1991) and the latter
relies on employing gradient filers for analyzing the spatial variance of the signal
intensity (Bigün and Granlund, 1987; Kass and Witkin, 1987). In this thesis,
the choice of method is obvious, since the usage of local phase is already defined
by the use of quadrature filters, i.e. a local energy-based method is the method of
choice. In addition, local energy-based methods are typically ascribed the following
advantages over gradient-based methods (Estepar, 2004); ability to determine type
of structure (i.e. line or edge in 2D), better locality properties due to employed
relaxation over a neighborhood in gradient based-methods, and better robustness
towards aliasing due to the differential operations employed in gradient based-
methods.

In determining a suitable representation and method for estimating the struc-
ture tensor, the requirements of invariance and equivariance are often defined.
Assuming a simple signal, i.e. a signal s with an energy variation in a single pre-
dominant orientation parallel with n̂, i.e. s(x) = h(n̂Tx), then the invariance and
equivariance requirements can be explained accordingly:

1. Invariance - The orientation of a local neighborhood should not depend on
the specific variation of h.

δT
δh

= 0 (2.28)

2. Equivariance - The angle metric related to the tensor should locally pre-
serve the angle metric of the original signal space.

‖δT̂‖ ∝ ‖δx̂‖, (2.29)

where
T̂ = T

‖T‖ . (2.30)
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A representation fulfilling these requirements for simple signals is given by

T = An̂n̂T, (2.31)

as first presented in (Knutsson, 1987, 1989).
Employing the previously described quadrature filters Fk, based upon a set of

direction vectors {n̂k} evenly distributed in the SD, the structure tensor can be
constructed based upon the magnitude of the filter responses {qk}.

T =
∑
k

|qk|Mk (2.32)

Here {Mk} denotes the set of dual tensors related to the set of tensors defined by
the outer products of the direction vectors, i.e. {n̂kn̂T

k}. It can be shown that the
minimum number of quadrature filters required for this are three filters in 2D, six
in 3D and ten in 4D (Knutsson, 1989).

In case of non-simple signals, T will no longer correspond to eq. 2.31 but will
instead be represented as

T =
∑
k

λkêkêT
k, (2.33)

where λ1 ≥ λ2 ≥ . . . ≥ λd and {êk} form the eigenvalues respectively the eigen-
vectors of T. In 3D, the following interpretation of the local structure tensor can
be given based upon the eigenvalues.

1. Planar-like structures in the SD (i.e. T is rank 1 in the FD: λ1 � λ2 ' λ3)
In this case, the signal can be considered as constant on planes with the
normal vector parallel to the eigenvector ê1. The tensor can be approximated
by

T ≈ λ1ê1êT
1. (2.34)

2. Line-like structures in the SD (i.e. T is rank 2 in the FD: λ1 ' λ2 � λ3)
In this case, the signal is approximately constant along lines, whose orienta-
tion is given by the eigenvector ê3. The tensor can be approximated by

T ≈ λ1(ê1êT
1 + ê2êT

2). (2.35)

3. Isotropic structures in the SD (i.e. T is rank 3 in the FD: λ1 ' λ2 ' λ3)
No specific orientation is predominant in this neighborhood, i.e. an isotropic
neighborhood. The tensor can be approximated by

T ≈ λ1(ê1êT
1 + ê2êT

2 + ê3êT
3). (2.36)

Hence, in general T can be expressed as a combination of these three different
cases.

T = (λ1 − λ2)ê1êT
1 + (λ2 − λ3)(ê1êT

1 + ê2êT
2) + λ3I3 (2.37)

The three different cases can also be illustrated by visualizing the autocorrelation
functions in the SD and the corresponding energy distributions in the FD, depicted
in Figure 2.5.
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Spatial domain (SD) Fourier domain (FD)

(a) (b)

(c) (d)

(e) (f)

Figure 2.5: A planar autocorrelation function in the SD (a) corresponds to an energy
distribution concentrated along a line in the FD (b), where the orientation
in the FD correspond to the normal orientation in the SD. The opposite is
given for an autocorrelation function concentrated along a line in the SD,
(c) and (d). A spherical autocorrelation function in the SD corresponds to
a spherical energy distribution in the FD, as given by (e) and (f).





3
Image Registration

This chapter provides a general introduction to image registration, which in this
chapter is defined as a general optimization problem (considering distance min-
imization and regularization simultaneously). This is the approach commonly
employed when working with image registration, but it can be contrasted with
the generic non-parametric registration framework (chapter 4), where the distance
minimization and the regularization are decoupled. The outline of the presentation
in this chapter is to a large extent adopted from (Modersitzki, 2009).

3.1 Introduction
The essence of image registration can be described as estimating a spatial trans-
formation T , mapping a template image IT to a reference image IR, such that
the transformed template image IT ◦ T is as similar/close as possible to the ref-
erence image and with a transformation considered reasonable. This can be more
formally defined as an optimization problem, defined as

min
T

J(T ) = D(IR, IT ◦ T ) + αR(T ), (3.1)

where J is the cost function to minimize, D measures the distance between the
two images and where R, in some sense, measures how unreasonable T is, i.e. R
measures the irregularity of T . Both IR, IT : Ω→ R, where Ω ⊂ Rd, d = 2, 3 and
T : Ω → Rd. T = Id + u, where Id is the identity-transform and u : Ω → Rd, or
taken point-wise T (x) = x + u(x), hence

IT ◦ T (x) = IT (x + u(x)) . (3.2)

Typically in image registration, it is the displacement u that is of interest, thus,
eq. 3.1 can be reformulated as

min
u

J(u) = D(IR, IT ; u) + αR(u). (3.3)

21
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The term image registration is just one of many terms used for describing the
concept of image registration. Other commonly used terms include co-registration,
image alignment, image/correspondence matching and spatial normalization. The
usage of the different terms is sometimes related to the context of application. For
example, spatial normalization typically refers to the registration of MR scans of
the brain to a common space, e.g. the Talairach space (Talairach and Tournoux,
1988) or the MNI space (Collins et al., 2004).

Throughout this thesis, the Eulerian approach has been employed, i.e. the dis-
placement field u(x) describes the transformation of the template image relative
a fixed coordinate system, here given by the coordinate system of the reference
image. This can be contrasted with the Lagrangian approach, where the dis-
placement field is defined relative the inherent coordinate system of the template
image. The Eulerian approach is commonly employed in image registration, since
it gives rise to what is often denoted backward interpolation or backward warp-
ing. Backward warping is often preferred over forward warping (inherent from the
Lagrangian approach), since forward warping can cause holes in the transformed
template image, illustrated in Figure 3.1. However, sometimes forward warping is
preferred, since some constraints are more easily defined in a Lagrangian setting.

Γ𝑅 

Γ𝑇 

𝒖 (𝒙) 

(a)

Γ𝑅 

Γ𝑇 

𝒖(𝒙) 

(b)

Figure 3.1: In the case of forward warping (a), the displacement ũ(x) is attached to
the grid of IT and indicates how the pixels of IT should move, which might
cause undefined pixel values. This is not an issue in backward warping (b),
where the displacement u(x) is attached to the grid of IR, indicating where
each pixel should be sampled on the grid of IT .

The use of the Eulerian approach will create a displacement field u(x) that
might appear counter-intuitive, since u(x) is attached to the grid of IR and indi-
cates where each pixel of the transformed IT , as defined on the grid of IR, should
be sampled in IT . For example, if the template image moves to the left in order to
match the reference image, then the estimated displacement field will point to the
right and not to the left as expected. An example of this is depicted in Figure 3.2.

There exist different approaches for classifying registration algorithms, and in
this thesis the classification related to a parameterization of the transformation
space has been employed (Modersitzki, 2004, 2009). Accordingly, image registra-
tion algorithms are either classified as parametric or non-parametric. Parametric
refers to methods, where a parameterization has been performed to reduce the
number of degrees of freedom in the transformation space. This is achieved by
setting the transformation to be a linear combination of a set of basis functions.
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(a) I (b) u (c) I ◦ T

Figure 3.2: The use of the Eulerian approach will cause the displacement field u of a
transform T to be somewhat counter-intuitive. In this case, the transfor-
mation will cause counter-clockwise rotation I ◦T (c) of the original image
I (a), even though the displacement u (b) is pointing clockwise.

Typical examples are rigid, affine or spline-based transformations. Non-parametric
methods on the other hand, which include flow- or diffusion-based methods, esti-
mate a displacement vector for each data point. The two categories parametric and
non-parametric overlap with the classification scheme employed in (Holden, 2008;
Sotiras et al., 2012), where they differentiate between image registration methods
based upon basis functions expansion or physical models. Methods based upon
basis functions expansions form a subset of the parametric methods. Note that a
short introduction related to parametric methods has been included in this chapter
for completeness, although the focus of this thesis is on non-parametric methods,
which forms a subset of the methods for deformable image registration.

A registration algorithm is typically based on a number of different mod-
els/modules; image model, transformation model, distance measure, regularizer
and optimization method. Figure 3.3 provides a graphical overview of how the
different models/modules are related to each other. Each of these modules will
be covered in this chapter, but as already noted, this chapter is only intended to
serve as a brief introduction to image registration. More detailed introductions
and also reviews of past research can be found in (Brown, 1992; Van den Elsen
et al., 1993; Maintz and Viergever, 1998; Lester and Arridge, 1999; Hajnal et al.,
2001; Hill et al., 2001; Zitova and Flusser, 2003; Crum et al., 2004; Modersitzki,
2004; Goshtasby, 2005; Fischer and Modersitzki, 2008; Holden, 2008; Modersitzki,
2009; Rueckert and Aljabar, 2010; Goshtasby, 2012; Sotiras et al., 2012).

This chapter is organized as follows. Section 3.2 discusses different image mod-
els and in section 3.3 parametric transformation models are presented. A first at-
tempt to image registration is introduced by landmark-based image registration in
section 3.4, followed by parametric image registration in section 3.5. In sections 3.6
and 3.7 different distance measures and various regularizers are presented, which
forms the basis for section 3.8 on non-parametric image registration. The chap-
ter ends with different hierarchical strategies for improved registration results and
computational efficiency in section 3.9 and some issues regarding validation in
image registration in section 3.10.
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Figure 3.3: Graphical overview of a typical optimization framework used for image
registration.

3.2 Image Model
The use of a suitable image model in image registration is not always discussed, but
is important when treating image registration as an optimization problem solved
by standard numerical optimization methods. It can be noted that even though
eq. 3.3 is defined in a continuous setting, both IR and IT are only well-defined on
a discrete domain Ω̃, defined by the sampling space ζ and the sampling grid Γζ ,
Ω̃ = Ω ∩ Γζ , i.e. actually only the discrete images ĨR and ĨT are given as input to
the registration process. Hence, there is a need for an interpolating function that
interpolates the values defined on the discrete domain Ω̃, and if {x̃j} ∈ Ω̃ then

I(x) = Ĩ(x), ∀ x ∈ {x̃j}. (3.4)

In addition, interpolation is called for since Ω̃R 6= Ω̃T , which is due to different
spatial resolutions and fields of view, and since few registration problems can be
solved based upon integer translations. Possible interpolation methods include;
nearest neighbor, linear interpolation and spline interpolation.

The choice of interpolation method will have effects on the smoothness of the
cost function J , see Figure 3.4, where the spline interpolation yields the smoothest
cost function. A well-known disadvantage of spline interpolation is that intervals
with constant data on the grid, will be replaced by an interpolant with an oscilla-
tory behavior (ringing), see Figure 3.5. The effects of ringing can be diminished by
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Figure 3.4: The effect the chosen interpolation strategy has on the cost function (com-
paring nearest neighbor, linear and spline interpolation) is easily observed
in this example, where the sum of squared differences for an image and its
translated counterpart is shown. Spline-based interpolation results in the
smoothest cost function. The image depicted in Figure. 3.2 (a) has been
used in this example when evaluating the cost function.

adding a smoothness term to the data fit constraint in eq. 3.4. Another drawback
of spline interpolation is its additional computational cost, when compared with
nearest neighbor and linear interpolation.

In the subsequent sub-sections on interpolation, let Imethod denote the inter-
polation function, x̃ a point defined on the discretized domain Ω̃ and x a point on
the continuous domain Ω. For ease of presentation, it is assumed that the signal
is sampled with a unit sampling space, i.e. ζ = [ζ1, . . . , ζd]T where ζj = 1 for all j.

Nearest Neighbor
Although nearest neighbor is used in many applications, it is rarely used in image
registration. A major reason for this is that the interpolant is not continuous
and that its derivative is either zero or undefined and is, therefore, not useful in
an optimization framework. In addition, nearest neighbor interpolation creates
results that are far from visually pleasing. Note, though, that nearest neighbor
interpolation is used when transforming binary masks. If [x] corresponds to the
closest grid point x̃, then nearest neighbor interpolation can be defined as

Inearest
(
Ĩ ,x
)

= Ĩ ([x]) . (3.5)

Linear Interpolation
The use of linear interpolation within image registration is wide-spread. It has
a low computational cost and includes useful features such as; the values of the
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(a) (b)

(c) (d)

(e) (f)

Figure 3.5: Examples of various interpolation strategies, where (a) and (b) display
nearest neighbor interpolation, (c) and (d) display linear interpolation and
(e) and (f) display spline-based interpolation. The spline-based interpola-
tion has a clear disadvantage in its spurious oscillations along the ridge,
however, its interpolant is smooth and differentiable.

interpolant will not exceed the value range of the data and the interpolant has
no spurious oscillations. However, it is not differentiable on the grid points of the
discrete domain and is, therefore, recommended only to be used when derivatives
are not needed. If bxc corresponds to the closest grid point smaller than x̃ and
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ξ = x− bxc, then linear interpolation can be defined as

Ilinear(Ĩ ,x) =
∑

k∈{0,1}d

Ĩ(bxc+ k)
∏

l=1,...,d
(ξl)kl(1− ξl)(1−kl)

, (3.6)

which in the 1D case corresponds to

Ilinear(Ĩ ,x) = Ĩ(bxc)(1− ξ) + Ĩ(bxc+ 1)ξ, (3.7)

and in the 2D case to

Ilinear(Ĩ ,x) =Ĩ (bxc) (1− ξ1)(1− ξ2) + Ĩ
(
bxc+ [1, 0]T

)
ξ1(1− ξ2) +

Ĩ
(
bxc+ [0, 1]T

)
(1− ξ1) ξ2 + Ĩ(bxc+ [1, 1]T) ξ1 ξ2.

(3.8)

Spline Interpolation
Smooth and differentiable interpolants are important factors, in order to take
advantage of fast and efficient optimization schemes. This can be achieved using
spline interpolation. In spline interpolation, the objective is to find a function that
interpolates the data while minimizing the bending energy of the function. Cubic
spline interpolation is an attractive choice because of its compromise between
differentiability and computational efficiency. In spline interpolation, the idea
is to reconstruct the signal given a set of basis functions {bj}, e.g. in 1D, the
interpolant Ispline is given as

Ispline(x) =
m∑
j=1

cjbj(x), (3.9)

where m corresponds to the number of available data points and bj(x) = b(x− j).
For cubic B-spline interpolation, the basis function b(x) is given as

b(x) =



(x+ 2)2, −2 ≤ x ≤ −1,
−x3 − 2(x− 1)3 + 6(x+ 1), −1 ≤ x ≤ 0,
x3 + 2(x− 1)3 − 6(x− 1), 0 ≤ x ≤ 1,

(2− x)3, 1 ≤ x ≤ 2,
0, otherwise.

(3.10)

To evaluate the spline interpolant, the coefficients cj need to be estimated. Using
the data fit constraint Ispline(x̃) = Ĩ(x̃), a closed form expression for estimating
the coefficients cj can be derived. For the data point x̃j this corresponds to:

I(x̃j) =
m∑
k=1

ckbk(x̃j) = [b1(x̃j), . . . , bm(x̃j)] c, j = 1, . . . ,m. (3.11)

Assembling all data points in a single vector ĩ =
[
Ĩ(x̃1), . . . , Ĩ(x̃m)

]T yields

ĩ = Bmc, (3.12)

where the j-th row of Bm corresponds to [b1(x̃j), . . . , bm(x̃j)]. This provides an
efficient method of estimating the coefficients c, readily extended to d dimensions.
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3.3 Parametric Transformation Model
In this thesis, different registration algorithms are classified according to their
transformation model, i.e. parametric or non-parametric. For parametric methods,
a parameterization of the transformation space has been applied, hence,

Tp(x) = x + up(x) = x +
∑
k

pkBk(x), (3.13)

where pk ∈ Rd and Bk : Ω → R. This class of methods includes rigid, affine and
basis function expansion image registration. For a rigid 2D transformation

up(x) = Rx + t =
[
p1 −p2
p2 p1

] [
x
y

]
+
[
p3
p4

]
=

= B(x)p =
[
x −y 1 0
y x 0 1

]
p1
p2
p3
p4

 , (3.14)

where det(R) = p2
1 + p2

2 = 1. For an affine 2D transformation

up(x) = Ax + t =
[
p1 p2
p3 p4

] [
x
y

]
+
[
p5
p6

]
=

= B(x)p =
[
x y 0 0 1 0
0 0 x y 0 1

]

p1
p2
p3
p4
p5
p6

 , (3.15)

where det(A) > 0.
A typical example of basis function expansion methods is cubic B-splines,

which form the basic component in what is known as free-form deformations
(FFD) (Rueckert et al., 1999). The basis function expansions methods can be
classified depending on if all Bk have the same shape or different shapes, whether
the basis functions have global or compact support, if they are localized on a
regular or irregular grid and whether the grid is dense or sparse, see Figure 3.6.
Examples of suitable basis functions include trigonometric functions, (Wu et al.,
2000; Christensen and Johnson, 2001), and radial basis functions, (Bookstein, 1989;
Arad et al., 1994; Zagorchev and Goshtasby, 2006).

3.4 Landmark-Based registration
In landmark-based registration (often a suitable starting point for discussing para-
metric image registration), the objective is to transform the template image in
order to minimize the distance between corresponding landmarks, manually or
automatically marked, in the template and the reference images. Let xT,j and
xR,j denote the j-th position of the corresponding landmarks in the template and
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localized 
global 

(no localization) 

regular grid 
irregular sampling 

points 

dense sparse 

Trigonometric bases (Fourier/Sine/Cosine) 

Adaptive bases, thin-plate splines 

B-splines (e.g. FFD) Non-parametric approaches: Control grid = Image grid 

Figure 3.6: Different basis functions can be classified according to support (lo-
cal/global) and grid (regular/irregular and dense/sparse).

the reference images for j = 1, . . . , n. Thus, the objective is to find a transforma-
tion T , such that

xR,j = xT,j ◦ T for all j = 1, . . . , n. (3.16)

This can be defined as

min
T

D(T ) = DLM (T ) =
n∑
j=1
‖xT,j ◦ T − xR,j‖2, (3.17)

which in the case of an affine parametric transformation is easily solved using a
least squares solution. This assumes n > d and that not all landmarks are on
a straight line. Note that implementations for a rigid or thin-plate spline-based
transformation are also straightforward.

The problem with landmark-based registration is that the transformation only
relies on the selected landmarks, i.e. if the estimated transformation is not satis-
factory, the only way to improve it is to add or remove landmarks. Unfortunately,
there is no strategy for how to select these landmarks in a consistent manner.
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3.5 Parametric Image Registration
Given the parameterization of the transformation, eq. 3.3 can defined as

min
p

J(p) = D(IR, IT ; up) + αR(up), (3.18)

where the cost function J is minimized when the optimal coefficients pk, of the
basis functions Bk, have been found. For parametric image registration, R(up) is
typically neglected, i.e. α = 0. Most distance measures can be written on the form

D(IR, IT ; up) =
∫

Ω
θ (IR, IT ; up) dx. (3.19)

The integral of the distance measure cannot be computed analytically, however,
this is not an issue, since a discretization J̃(p) of eq. 3.18 and the use of the
midpoint quadrature rule will provide an approximation as accurate as needed of
eq. 3.19 (with quadratic convergence guaranteed). Thus, by employing a discretize-
then-optimize approach, an optimal solution can be found with sufficient accuracy.
Hence, the objective function J is discretized on a grid ΓζR , and given some start
parameters p0, providing a transformed grid ΓζT = ΓζR◦T (p0), and the discretized
distance measure D̃(IR, IT ◦ T ), it can be written as

J̃(p) = D̃(IR, IT ; up). (3.20)

Standard numerical iterative optimization can be employed when optimizing
for the correct parameters p, e.g.

pk+1 = pk + akdk, (3.21)

where dk is the search direction, ak is the step size and pk refers to the parameter
values of the k-th iteration. Popular choices for determining dk include gradient
descent, Newton, quasi-Newton, conjugate gradient and stochastic gradient. The
options for setting the step size ak include constant, slowly decaying, exact/inexact
line search and adaptive methods. Most of these methods require the computa-
tion of first-order and sometimes second-order derivatives, hence, differentiable
distance measures and image models are of uttermost importance. Work evalu-
ating different optimization methods for parametric image registration is found
in (Maes et al., 1999; Klein et al., 2007).

Regularization is, as already noted, typically not used for parametric image
registration but can be relevant when trying to bias a certain solution. However,
regularization is often needed if a high dimensional transformation space is used.

3.6 Distance Measures

Sum of Squared Differences
Sum of squared differences (SSD) is a well-known distance measure (Hajnal et al.,
1995a,b), typically used as a starting point when introducing image registration.
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However, it relies on the assumption that corresponding data points have cor-
responding gray values, i.e. IT (x + u(x)) = IR(x), which makes its use rather
limited. SSD can be defined as

DSSD (IR, IT ; u) =
∫

Ω
(IT (x + u(x))− IR(x))2

dx. (3.22)

Although SSD is of limited use, it is still an attractive measure because of its
simplicity and computational speed. Apart from being limited to uni-modal image
registration, SSD also suffers from being sensitive to a small number of pixels with
large intensity differences. This is for example relevant when working with CT
data and the injection of contrast agents. A possible remedy is to instead use the
sum of absolute differences (SAD) (Eberl et al., 1996), defined as

DSAD (IR, IT ; u) =
∫

Ω
|IT (x + u(x))− IR(x)| dx. (3.23)

Normalized Cross-Correlation
The drawback of SSD comes from the ideal assumption IT ◦ T = IR. If instead a
linear dependence between IT ◦ T and IR is assumed, then the use of normalized
cross-correlation (NCC) forms a suitable choice (Lemieux and Barker, 1998). The
distance measure related to NCC is defined as

DNCC (IR, IT ; u) = 1−NCC (IR, IT ; u)2
, (3.24)

and with normalized cross-correlation defined as

NCC (IR, IT ; u) = 〈IR, IT ; u〉
‖IR‖‖IT ; u‖ , (3.25)

‖IR‖ = 〈IR, IR〉 , (3.26)

〈IR, IT ; u〉 =
∫

Ω
IR(x) IT (x + u(x))dx. (3.27)

Mutual Information
Mutual information (MI) was introduced by Collignon et al. (1995) and Viola
and Wells III (1995) and has since the introduction gained a wide-spread usage,
see for instance the review found in (Pluim et al., 2003). The concept of mutual
information is derived from information theory and relies on maximizing the joint
entropy of IR and IT . Mutual information can be defined as

MI (IR, IT ; u) =
∫
R
pR log(pR)dr +

∫
R
pT log(pT )dt−

∫
R2
pR,T log(pR,T )drdt,

(3.28)
where pR,T is the joint density of the two images, and where pR and pT are the
marginal densities, estimated as

pR(r) =
∫
R
pR,T (t, r)dt, and pT (t) =

∫
R
pR,T (t, r)dr. (3.29)
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The use of MI relies on an appropriate estimation of the joint probability density
function (PDF), since the joint PDF is rarely known. In literature, there are two
well-known density estimators; histogram-based and Parzen-window-based den-
sity estimators (Rosenblatt, 1956; Parzen, 1962). The former relies on suitable
parameter choices, such as number of bins and bin width. In addition, it is non-
differential and, hence, of limited use in an optimization framework. In the latter,
a smooth kernel is used to spread the sampled data and has, therefore, better ap-
proximation properties and allows for differentiation. Thus, Parzen-window-based
density estimation is suitable in an optimization framework. However, note that
the estimation is still parameterized, depending on the number of samples and the
width of the applied kernels.

Apart from the issue of how to estimate the joint density, MI also suffers
from its decoupling of intensity matching and spatial locations, which causes it to
detect all potential correspondences between IR and IT ◦T . This in turn causes the
objective function to have several local minima and sometimes even several global
minima. Another issue with MI is that it is not overlap invariant. To overcome
this a normalized version of MI has been proposed by Studholme et al. (1999),
i.e. normalized mutual information (NMI).

NMI (IR, IT ; u) =
∫
R pR log(pR)dr +

∫
R pT log(pT )dt∫

R2 pR,T log(pR,T )drdt
(3.30)

Normalized Gradient Fields
The distance measure normalized gradient fields (NGF) was introduced in (Haber
and Modersitzki, 2006a) as a compromise between the restricted SSD and the more
general MI. The basic concept is to try to match the orientation of the gradients
of IR and IT ◦ T . The normalized gradient field is defined as

n (I) = n (I, η) = ∇I√
‖∇I‖2 + η2

, (3.31)

where η is a parameter describing the noise level. The full distance measure is
given by

DNGF (IR, IT ; u) =
∫

Ω
1−

(
n (IR(x))T

n (IT (x + u(x)))
)2
dx. (3.32)

3.7 Regularization
An important issue in image registration is the general ill-posedness of the prob-
lem. This means that given the data, there are several solutions available, to be
contrasted with a well-posed problem, where there exists only one unique solu-
tion. Therefore, regularization is incorporated into image registration, see eq. 3.3,
to make the problem well-posed, i.e. to have a unique minimizer and preferably
with a convex objective function. However, this rarely happens and one still has to
deal with the issues of multiple local and sometimes even multiple global minima.
In addition, the regularizer is used to model various physical properties of the data
in IR and IT , and is often the only way to do that.
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Most regularizers used can be defined as L2-norms of derivatives of the dis-
placement u. Thus, the regularization of the displacement, R(u), can be defined
as

R(u) = 1
2

∫
Ω
‖B[u]‖2dx, (3.33)

where B is a differential operator.

Diffusion
A commonly applied regularizing term is achieved by limiting the variations of
the displacement field. This regularizer was first presented in an optical flow
setting (Horn and Schunck, 1981) and was implicitly introduced into medical image
registration by Thirion’s demons algorithm (Thirion, 1998). However, the full
connection between the demons algorithm and diffusion-based regularization was
not given until (Fischer and Modersitzki, 2002). For diffusion-based regularization

B = Id ⊗∇ ⇒ R(u) = 1
2

∫
Ω

d∑
i=1
‖∇ui‖2dx. (3.34)

Elastic
Whereas the diffusion-based regularizer have no physical meaningful interpretation
in terms of describing a deformation of a material, the elastic regularizer limits
the deformation according to the energy potential induced by deforming an elas-
tic material. The elastic regularizer was introduced by Broit (1981) and further
explored in (Christensen, 1994; Gee et al., 1997). For elastic regularization

B =
[√

µId ⊗∇√
λ+ µ∇·

]
⇒ R(u) = 1

2

∫
Ω
µ 〈∇u,∇u〉+ (λ+ µ)(∇ · u)2dx. (3.35)

The elastic regularizer is of limited practical use, since it can only handle small
deformations.

Fluid
Another physically meaningful regularizer is given by the fluid regularizer (Bro-
Nielsen, 1996; Christensen et al., 1996, 1997), where the image undergoing the
deformation is considered as a viscous fluid. For fluid regularization

B =
[√

µId ⊗∇√
λ+ µ∇·

]
⇒ R(v) = 1

2

∫
Ω
µ 〈∇v,∇v〉+ (λ+ µ)(∇ · v)2dx, (3.36)

where the velocity field v is defined according to v = ∂tu + vT∇u. The fluid
regularizer is popular because of its ability to handle large deformations.

Curvature
This far, all described regularizers penalize affine transformations, which causes
a need for an additional affine pre-registration step in order to compensate for
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affine transformations. The curvature regularizer does not suffer from this limita-
tion (Fischer and Modersitzki, 2003). For curvature regularization

B = Id ⊗4 ⇒ R(u) = 1
2

∫
Ω

d∑
i=1

(4u)2dx. (3.37)

3.8 Non-Parametric Image Registration
The stage is now set for returning to the initial object function, given as

min
u

J(u) = D(IR, IT ; u) + αR(u). (3.38)

All components are now available for non-parametric image registration. The
difference being that u is no longer limited as in parametric image registration,
eq. 3.20, and that there is a definite need of the regularization term R. The
registration is needed due to the general ill-posedness of image registration. In ad-
dition, the regularizing term provides an efficient way of modeling and controlling
the behavior of the transformation.

In section 3.5, different numerical optimization strategies for parametric image
registration were mentioned. Similar methods are applicable for non-parametric
image registration as well (Haber and Modersitzki, 2004, 2006b; Modersitzki,
2009). Note that if the parameter space was considered high dimensional in
parametric image registration, then the dimensionality is even higher for non-
parametric image registration. The benefit of using the discretize-then-optimize
approach is that standard optimization methods can be applied with well-defined
stopping criteria and line-search methods for setting optimal step lengths. How-
ever, a necessary condition is of course that all terms included in eq. 3.38 are
defined in a continuous setting.

A more common approach, though, is to use an optimize-then-discretize ap-
proach, where one forms an objective function and then differentiates it to ob-
tain the continuous Euler-Langrange equation, which in turn is discretized and
solved (Droske and Rumpf, 2004; Modersitzki, 2004; Clarenz et al., 2006). Given
that the Gâteauz derivative dJ(u; v) of eq. 3.38 exists, then a necessary condition
for a minimizer u of eq. 3.38 is that its Gâteauz derivative vanishes for all pertur-
bations v. Given the previous definitions of the distance term and the regularizing
term, the corresponding Gâteauz derivatives will have the form

dD(u; v) = lim
h→0

1
h

(D (IR, IT ; u + hv)−D(IR, IT ; u)) =
∫

Ω
〈f ,v〉 dx, (3.39)

where f is the so-called force field, and

dR(u; v) = lim
h→0

1
h

(R (u + hv)−R(u)) =

=
∫

Ω
〈B[u],B[v]〉 dx =

∫
Ω
〈A[u],v〉 dx, (3.40)

where A = B∗B. Given the Gâteauz derivatives of D and R, the continuous
Euler-Lagrange equation will now be of the form

f (x,u(x))−A[u](x) = 0, for all x ∈ Ω. (3.41)
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If employing the distance measure SSD and the elastic regularizer, then

fSSD (x,u(x)) = (IT (x + u(x)− IR(x))∇IT (x + u(x)) , (3.42)
Aelastic[u](x) = µ∆u(x) + (λ+ µ)∇(∇ · u(x)). (3.43)

The Euler-Lagrange equation of eq. 3.41 can be solved using a number of
different methods. For example, either by using a fixed-point iteration scheme

A[uk+1](x) = f (x,uk(x)) , x ∈ Ω, k ∈ N0, (3.44)

with u0 = 0, or by solving a time-dependent partial differential equation

∂tu(x, t) +A[u](x, t) = f (x,uk(x, t)) , x ∈ Ω. (3.45)

3.9 Hierarchical Strategies
It has already been noted that image registration is in general an ill-posed prob-
lem, where the ill-posedness can be reduced by choosing a suitable image model,
transformation model, distance measure and/or regularizer. This can, to some
extent, reduce the number of local minima and improve the probability of finding
a global minimum.

An additional approach for avoiding being trapped in a local minimum is to
employ various hierarchical strategies. This includes starting the registration pro-
cess with a low-dimensional parametric transformation and gradually increasing
the number of parameters until finally employing a fully non-parametric trans-
formation or the use of various multi-level representations. The latter can either
be multi-scale or multi-resolution representations of the image data. For exam-
ple, using a coarse image representation will yield a smoother objective function,
which helps in avoiding local minima, and it enables fast optimization techniques
and results in fewer unknowns. The solution at the coarse level is then propa-
gated to the next finer scale/resolution and this is then repeated until the finest
scale/resolution is reached or the approximate error is small enough.

3.10 Validation
Validation and/or evaluation of image registration results are an integral com-
ponent of any image registration method. Despite the importance of validation
before clinical use of image registration, regardless in which clinical context it will
be utilized, there are today no established criteria or methods for this. This lack
of golden standards and adequate validation methods is impeding a wide-spread
usage of image registration in different clinical workflows. However, some efforts
have been made in this area and there is work ongoing (West et al., 1997; Hel-
lier et al., 2003; Christensen et al., 2006; Urschler et al., 2007; Klein et al., 2009;
Murphy et al., 2011a).

In general, the following characteristics are considered relevant when evaluating
and validating a registration algorithm (adapted from Maintz and Viergever (1998)
and Janssens (2010)):
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• Image matching - This typically concerns the precision and the accuracy
of the registration result, where precision refers to the variation in the error
for ideal input data and where accuracy refers to the actual error for ideal in-
put data. Although precision and accuracy are straightforward to define, the
difficulty lies in deciding the type of error metric to use. Typical examples
include previously defined distance measures, such as SSD, NCC, MI och
NGF. Other approaches include the use of landmarks for assessing the reg-
istration accuracy or the use of overlap measures for quantifying the degree
of overlap between pre-segmented regions in both of the images. However,
it should be noted that many of these metrics have been questioned in a re-
cent work by Rohlfing (2012), which is due to the fact that image matching,
in general, does not consider the estimated transformation and where there
typically exist multiple transformations than can achieve similar results in
terms of image matching.

• Quality of the transformations - This includes for instance the assess-
ment of the Jacobian determinant of the displacement to ensure that the
deformation does not result in tearing or folding, or other metrics for assess-
ing the smoothness of the displacement. Other important aspects here refer
to symmetry and transitivity of the estimated transformations (Christensen
and Johnson, 2003). Assume two images, A and B, that are registered
to each other, then symmetry, or inverse consistency, refers to the aspect
that the estimated transformation should not depend on which image that
is set as reference image and which image that is set as template image,
i.e. TA→B = T−1

B→A. Assume a third image C, then transitivity refers to
that the estimated transformation for A→ C should correspond to the joint
transform of A→ B → C, i.e. TA→C = TA→B ◦ TB→C .

• Robustness/stability and reliability - A registration method should be
robust/stable towards smaller perturbations in the input data, e.g. image
noise/inhomogeneities or different starting values should not significantly
affect the end result of the registration. Reliability concerns the expected
outcome for a potential range of input data.

• Pre-processing and computing resources - This relates foremost to the
computational time, which is an important aspect, although time constraints
vary depending on clinical setting. Related to this is also the aspect of pre-
processing (automatic and/or manual), which can be time-consuming as well,
and the aspect of hardware requirements.

• Clinical use - In addition, the clinical use of a method should be verified
and compared with other approaches for achieving similar results, before
validation is completed.



4
A Generic Framework for

Non-Parametric Image
Registration

This chapter describes the generic framework for non-parametric image registra-
tion, which has been used throughout the work related to this thesis. The concepts
of this framework stem from optical flow-based image matching, the well-known
demons registration algorithm and the Morphon method. However, it was not un-
til Janssens et al. (2011) that a more general definition of the generic framework
for non-parametric image registration was presented. The strength of the frame-
work primarily lies in its modularity and its computational performance. In this
chapter, the two proposed regularizers from Papers I and II are also presented.

4.1 Introduction
This section introduces a number of concepts, which to a large extent form the
basis for the generic framework for non-parametric image registration.

Optical Flow
Image matching/registration of 2D image sequences based upon optical flow has
a long tradition (Beauchemin and Barron, 1995). The underlying assumption in
optical flow is that the intensity of local time-varying regions are constant for a
short duration of time ∆t apart from a small displacement ∆x. Thus, if I(x, t) is
the image intensity function, then

I(x, t) = I(x + ∆x, t+ ∆t). (4.1)

Expanding the right hand side of eq. 4.1 using a Taylor expansion yields

I(x, t) = I(x, t) +∇IT∆x + It∆t+O2 . (4.2)

37
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Regarding second and higher order terms as negligible, eq. 4.2 reduces to

∇ITv + It = 0, (4.3)

which is known as the optical flow equation and where v defines the velocity/motion
or the optical flow of I(x, t). Since there are two unknowns in eq. 4.3, the motion
v cannot be determined uniquely. However, the component of v in the direction
of the image gradient ∇I can be determined, i.e. the normal motion v⊥,

v⊥ = It
‖∇I‖2

∇I, (4.4)

which relates to the local aperture problem. There are a number of different
approaches for solving eq. 4.3 (Beauchemin and Barron, 1995). One can either
employ a global model where a smoothness term is added (Horn and Schunck,
1981)

min
v

J(v) =
∫

Ω
∇ITv + It dx + α

1
2

∫
Ω

d∑
i=1
‖∇vi‖2dx, (4.5)

i.e. similar to the non-parametric cost function in eq. 3.38 using diffusion as regu-
larization, or use a local model

min
v

J(v) =
∫
W

w(x)
(
∇ITv + It

)2
dx, (4.6)

i.e. using a weighted least squares solution of eq. 4.3 (Lucas and Kanade, 1981),
where w(x) is a weighting function determining the extent of the domain W . The
former is commonly solved using a variational iterative approach, whereas the
latter is solved with a discretized closed-form solution, however, the solution of
the latter still has to be iterated and solved pixel-wise. It is interesting to note
that in two larger evaluation studies, the approach suggested by Lucas and Kanade
has achieved the overall best results (Barron et al., 1994; Galvin et al., 1998).

Given the solution for estimating the normal motion, eq. 4.4, another approach
to recover the optical flow v(x) is to estimate the pixel-wise normal motion and
then use an averaging filter for regularizing the obtained solution.

Demons
The demons algorithm was originally presented in a technical report by Thirion
(1995) and later introduced to a wider audience in (Thirion, 1996, 1998). The
algorithm was presented as based on an analogy with Maxwell’s demons in ther-
modynamics, i.e. where the object boundaries in the reference image IR were
considered to act as semi-permeable membranes through which the template im-
age IT would diffuse in accordance with the effectors (demons) located within in
these membranes. Optical flow-based methods were also accredited for providing
inspiration. As starting point for computing the forces linked to the demons, the
normal solution of the optical flow equation was used, compare with eq. 4.4, i.e.

u = (IR − IT )
‖∇IR‖2

∇IR. (4.7)
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However, this approach is unstable for small values of ∇IR and, hence, needs to
be stabilized. This was proposed to be achieved by adding the term (IR − IT )2 to
the denominator of eq. 4.7, according to

u = (IR − IT )
‖∇IR‖2 + (IR − IT )2∇IR, (4.8)

where the estimated displacement u would need to be regularized using a Gaussian
kernel. An iterative approach is given by:

1. Estimate an update field δu(x) between IR(x) and IT (x + u(x)) according
to eq. 4.8 for all x.

2. Add the update field δu(x) to the total displacement field.

u← u + δu (4.9)

3. Regularize the displacement field u with a Gaussian kernel g.

u← u ∗ gσ (4.10)

4. Repeat until convergence.

It can be noted that in the technical report (Thirion, 1995), Thirion proposed
several different ways of estimating the forces exerted by the demons to push the
objects of the template image inside the objects of the reference image.

Since the introduction of the demons algorithm, much work has been done
both for understanding and extending the algorithm. Examples of the former
include (Pennec et al., 1999) showing that the demons algorithm, as presented in
eq. 4.8, corresponds to a second-order gradient descent optimization of the SSD
distance measure, if replacing ∇IR with ∇IT ◦ u. In addition, they suggested
that regularization using a Gaussian kernel can be viewed as fluid regularization
when applied to the update field and as elastic regularization when applied to the
total displacement field. The already mentioned work by Fischer and Modersitzki
(2002) showed the relationship between the demons algorithm and diffusion-like
regularization. In (Vercauteren et al., 2007a) it was shown how a symmetric version
of eq. 4.8 corresponds to an efficient second-order minimization.

A number of extensions to the demons algorithm have been proposed, such
as multi-modal image registration (Lu et al., 2010; Modat et al., 2010b), diffeo-
morphic demons (Vercauteren et al., 2009), symmetric log-domain demons (Ver-
cauteren et al., 2008) and incrompressible demons (Mansi et al., 2011). Later in
this chapter, some of these extensions will be explained in detail.

Decoupled Image Registration
In chapter 3, non-parametric image registration was defined according to

min
u

J(u) = D(IR, IT ; u) + αR(u), (4.11)
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where the distance term and the regularization term are optimized simultaneously.
This simultaneous optimization can be mitigated by introducing a second variable
in eq. 4.11, i.e.

min
u1,u2

J(u1,u2) = D(IR, IT ; u1) +DT (u1,u2) + αR(u2), (4.12)

where DT is a function measuring the distance between two displacements, e.g.

DT (u1,u2) =
∫

Ω
‖u1(x)− u2(x)‖dx. (4.13)

The usage of two variables was suggested by Cachier et al. (2003). Eq. 4.12 could
of course be minimized w.r.t. u1 and u2 simultaneously, however, given certain
characteristics of the regularization term R, an efficient minimization scheme can
be found by alternating the minimization w.r.t. u1 and u2. This holds especially
if R has a differential quadratic form, then the minimization of the regularization
term has a closed form solution given by a set of convolutions (Cachier and Ayache,
2004).

The use of two variables have been employed to derive a more formal un-
derstanding of the demons algorithm and how it relates to various minimization
schemes (Vercauteren et al., 2007a, 2009).

4.2 Overview of the Generic Framework for
Non-parametric Image Registration

Based upon the idea of decoupling the distance minimization and the regulariza-
tion, the ad hoc usage of alternating distance minimization and regularization in
the demons algorithm and the Morphon method (later described in chapter 5), and
to some extent given by approaches for solving the optical flow equation, Janssens
et al. (2011) proposed a generic framework for non-parametric image registration.
In addition, the framework is extensively described in the thesis of Janssens (2010).
The main components of the framework are field computation, field accumulation
and field regularization, denoted Θ, Φ and Ψ respectively, where a displacement
field u is iteratively formed by minimizing the distance between the deformed tem-
plate image IT ◦ u and the reference image IR. An overview of this framework
is depicted in Figure 4.1. Naturally, multi-scale approaches can be employed, as
described in section 3.9.

4.3 Field Computation
Estimating the update field δu can be done utilizing a number of different ap-
proaches, which can either be defined more formally by a distance measure that
is minimized or by using some more ad hoc definitions.

δu = Θ(IR, IT ; u) (4.14)

Examples of formal derivations of the update field include the already mentioned
multi-modal approaches developed in (Lu et al., 2010; Modat et al., 2010b) and
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Field Computation 

Θ(𝐼𝑅 , 𝐼𝑇; 𝒖) 

Field Accumulation 

Φ(𝛿𝒖, 𝒖) 
Field Regularization 

Ψ(𝒖) 

Template Image (𝐼𝑇) Reference Image (𝐼𝑅) 

Transformation 

Figure 4.1: A graphical overview of the generic framework for non-parametric image
registration. Note that although the regularization Ψ is positioned after
the field accumulation Φ, the regularization Ψ can also be applied to the
update field δu.

some more formal definitions related to the demons approach. For example

δu = arg min
d

∫
Ω
‖IR − IT ◦ (u ◦ d)‖2 + σ2

i

σ2
x

‖d‖2dx, (4.15)

which can be shown to have the solution

δu = IR − IT ◦ u
‖J‖+ σ2

i

σ2
x

J, (4.16)

where J depends on the chosen optimization approach. Pennec et al. (1999)
proposed a second-order gradient descent approach (Gauss-Newton-like), where
J = ∇IT ◦ u, whereas Vercauteren et al. (2007a) proposed an efficient second or-
der minimization with J = 1

2 (∇IR +∇IT ◦ u). In addition, σi = IR − IT ◦ u, and
σx is used to limit the maximum step length, e.g. ‖δu‖ ≤ σx

2 . Examples of more
ad hoc suggestions include the original demons

δu = (IR − IT ◦ u)∇IR
‖∇IR‖2 + (IR − IT ◦ u)2 (4.17)

and its symmetric counterpart

δu = 2 (IR − IT ◦ u) (∇IR +∇IT ◦ u)
‖∇IR +∇IT ◦ u‖2 + (IR − IT ◦ u)2 . (4.18)

In addition, the following approaches can be integrated into this step; image regis-
tration based upon polynomial expansion (Farnebäck andWestin, 2006), as showed
for both uni- and multi-modal image registration (Forsberg et al., 2012a,b) and
phase-based image registration (Knutsson and Andersson, 2005a,b), as will be
discussed in chapter 5.
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4.4 Field Accumulation

In the field accumulation step, the estimated update field δu is accumulated to
the displacement field u.

u← Φ(δu,u) (4.19)

Additive Field Accumulation
The most intuitive approach for adding the update field δu to the displacement
field is to use additive field accumulation.

u← u + δu (4.20)

Compositive Field Accumulation
Although intuitive, the additive approach is not valid for spatial transformations.
To illustrate this, consider two spatial transformations, a clockwise rotation of 30◦,
T1, and a counter-clockwise of 30◦, T2, with the corresponding displacement fields
u1 and u2. A successive application of these two transformations to an image
will return the original image, (I ◦ T1) ◦ T2 = I, i.e. the successive application of
these two transformations corresponds to the identity transformation, T1◦T2 = Id.
However, simply adding the two displacements u1 and u2 does not yield the zero
field but instead a field pointing towards the center of the image, resulting in an
expansion of the image. This can be overcome by using compositive accumulation
instead of additive accumulation,

u← u ◦ δu, (4.21)

where u ◦ δu corresponds to u(x + δu(x)) + δu(x), i.e. transform u according
to δu and then add δu. The difference between additive and compositive field
accumulation is depicted in Figure. 4.2. Note, though, that the difference between
the two is negligible for small update fields.

(a) u1 (b) u2 (c) u1 + u2 (d) u1 ◦ u2

Figure 4.2: The additive field accumulation of the transforms T1 and T2, in (a) and
(b), will yield a transformation corresponding to an expansion (c), whereas
compositive field accumulation will yield the identity transform (d).



4.4 Field Accumulation 43

Diffeomorphic Field Accumulation
The smoothness of the displacement field is, thus far in the description, controlled
by the regularization obtained through direct smoothing of the displacement field
using standard Gaussian smoothing. This approach, however, does not enforce the
estimated transformation to correspond to a diffeomorphic deformation, i.e. be-
ing invertible and that both the transformation and its inverse are smooth. A
diffeomorphic deformation is typically defined as a displacement field whose Ja-
cobian determinant is positive. A diffeomorphism is often considered a necessary
condition for physically plausible displacement fields, since a diffeomorphism will
allow organs to be compressed and deformed, but not undergo tearing or folding,
where folding denotes the scenario of objects (or object boundaries) being pushed
through each other. It must be noted, though, that there exist a number of dif-
ferent scenarios where a diffeomorphism is not applicable, for instance in the case
of registering images before and after tumor resection, registering images from
different patients or in case of sliding motions where a discontinuous displacement
can be expected. Nevertheless, a diffeomorphic constraint is often considered to
be a good starting point for most registration tasks.

One approach for achieving a diffeomorphic deformation is of course to use
a Gaussian kernel with a significantly large sigma to regularize the displacement
field, in order to ensure that the regularized displacement field is without any
folding or tearing. However, this will most likely cause an over-smoothing of the
displacement field, with a loss in registration accuracy as a consequence.

An interesting aspect of field composition, which will prove useful in this sub-
section, is that if two displacement fields are compositively accumulated and both
correspond to diffeomorphic deformations, than their composition also forms a
diffeomorphic deformation (Ashburner, 2007).

In the context of the demons algorithm, an approach for achieving diffeomor-
phic deformation was presented in (Vercauteren et al., 2007b, 2009). Although
derived for the demons algorithms, it can readily be applied in the context of the
generic framework for non-parametric image registration. The derivation is based
on performing the optimization on a Lie group, using an alternative strategy based
on geometric optimization, and where a practical approximation of this approach
is given by usage of stationary velocity fields.

Assuming a smooth vector field u and a point x, the diffeomorphic flow φu (x, t)
is the solution v (t) of {

d
dtv (t) = u (v (t)) ,
v (0) = x.

(4.22)

The exponential of u is the deformation obtained by the flow of u at time t =
1. Hence, the exponential mapping of the vector field, exp (u) can be used as
an operation for obtaining a displacement field corresponding to a diffeomorphic
deformation, illustrated in Figure 4.3.

In (Arsigny et al., 2006), and later adopted in (Vercauteren et al., 2007b, 2009),
it is suggested to use a scaling and squaring approach, as an efficient approximation
of the exponential mapping, i.e.

exp (u) ≈ exp
(
2−ku

)2k
, (4.23)

which is implemented with the following three steps:
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𝒙 𝒖(𝒙) 

𝜙𝒖 𝒙, 𝑡  

exp 𝒖  
𝒙 + 𝒖(𝒙) 

Figure 4.3: The diffeomorphic flow φu (x, t) = exp (u) associated with the vector field
u is the solution at time t = 1 on the trajectory tangent to u.

• Scale u with a factor 2−k to ensure that 2−ku is small enough, for example,
||2−ku(x)|| < 0.5 for all x.

• Compute a fist-order integration of the flow: φu
(
x, 2−k

)
≈ Id (x)+2−ku (x)

• Perform k squarings of the flow in order to obtain the flow a time 1. This
is implemented as k recursive compositive field accumulations of the flow
φu
(
x, 2−k

)
.

Using the compositive field accumulation and the exponentiation of the update
field, a diffeomorphic field accumulation can be achieved using

u← u ◦ exp (δu) . (4.24)

A relevant question at this point is the validity of the proposed approach on
a discrete grid on which it is implemented, since the approach is derived in the
continuous domain. In (Vercauteren et al., 2009), the authors merely conclude
that, in practice, exponential mapping seems to yield results that have positive
Jacobian determinants, although the Jacobian determinants are estimated using
finite differences on the discrete grid. In addition, it is stated that the solution
is valid for smooth vector fields u (Arsigny et al., 2006), but without providing a
definition of the smoothness constraint.

It is interesting to compare the different solutions for accumulating the update
field to the displacement field. An example of the outcome using the three differ-
ent approaches is depicted in Figure 4.4. As can be observed, there is a significant
difference in the resulting transformation between additive field accumulation and
diffeomorphic field accumulation, whereas the difference between compositive field
accumulation and diffeomorphic field accumulation is not obvious. The differ-
ence between compositive and diffeomorphic field accumulation is to some extent
discussed in (Vercauteren et al., 2009), where it is argued that compositive field
accumulation can be considered as a first-order approximation of diffeomorphic
field accumulation, and which is expected to provide similar results as when using
diffeomorphic field accumulation if the update steps are sufficiently small.
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(a) IT (b) IR

(c) Additive (d) Compositive (e) Diffeomorphic

Figure 4.4: In a filled O to C registration using the demons algorithm, depicted in (a)
and (b), the benefit of diffeomorphic field accumulation (e) over additive
field accumulation (c) is obvious. In addition, the results show that compos-
itive field accumulation (d) appears to have the same effect as diffeomorphic
field accumulation and, thus, raises the question regarding the actual bene-
fits of diffeomorphic field accumulation. In this example, the displacement
fields are visualized using the resulting sampling grids corresponding to the
displacement fields.

Log-Domain Field Accumulation
In (Vercauteren et al., 2008), the concept of non-parametric diffeomorphic image
registration (Vercauteren et al., 2007b) using a stationary velocity field and the
exponential mapping for encoding the update field is extended to perform the
whole registration process in the log-domain. Thus, not only representing the
update field δu as a stationary velocity field, but also representing the current
displacement field u as an exponential of a smooth velocity field v, u = exp(v).
In order to accomplish this, one has to define a velocity field Z(v, δu), such that

exp (Z(v, δu)) ≈ exp(v) ◦ exp(δu). (4.25)



46 A Generic Framework for Non-Parametric Image Registration

Vercauteren et al. (2008) suggest that this can be achieved using the Baker-
Campbell-Hausdorff (BCH) formula, as shown in (Bossa et al., 2007), where a
first-order approximation is given as

Z(v, δu) = v + δu + 1
2 [v, δu] + 1

12 [v, [v, δu]] +O
(
‖δu‖2

)
, (4.26)

where [v, δu] is the Lie bracket

[v, δu] = Jac(v)δu− Jac(δu)v. (4.27)

Hence, a log-domain field accumulation is available as

v← Z(v, δu). (4.28)

where u = exp(v). For consistency, the regularization now has to be performed
on the stationary velocity fields in the log-domain instead of on the displacement
fields in the Euclidean space.

The log-domain approach has the benefit of allowing easy computations of
statistics on diffeomorphisms. Furthermore, the inverse u−1 of the transformation
u is readily obtained as u−1 = exp(−v), i.e. the transformation which maps the
grid of IT to the grid of IR. This can be utilized to create a symmetric registration,
by computing the update field as

δu = 1
2 (δubackward − δuforward) , (4.29)

where δubackward is estimated as before, but whereas δuforward is obtained when
interchanging IR and IT with each other. Further details on this are found in (Ver-
cauteren et al., 2008).

4.5 Field Regularization
Regularization of the displacement u is an important aspect of image registra-
tion. It is needed to smooth the displacement field in order to ensure a plausible
transformation/deformation, which is important for non-parametric registration
and also for parametric registration performed in a high-dimensional space. The
regularizer is not only to simply smooth the displacement field, but can also be
used to apply a model to the displacement field. A common approach is to model
the displacement field according to various physical processes, as was described in
section 3.7, e.g. for elastic and fluid regularization.

The alternating minimization scheme, as described in section 4.1, leads to
a decoupling of the distance minimization and the regularization, which means
that the displacement u(x) is independently estimated for each spatial position.
Hence, a careful design of the regularization is important. The regularization can
be applied to the update field δu and/or to the displacement u, i.e.

δu← Ψ(δu) (4.30)

and/or
u← Ψ(u). (4.31)
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An intuitive approach is to apply a low-pass filter, typically a Gaussian kernel,
since it is separable. A more fluid-like regularization is obtained if predominantly
regularizing the update field,

δu← δu ∗ gfluid, (4.32)

and a more diffusion-like regularization if predominantly regularizing the displace-
ment field,

u← u ∗ gdiff . (4.33)

Note that eq. 4.33, i.e. smoothing of the displacement field, is often interpreted as
corresponding to an elastic regularization. However, since the components of the
displacement field are regularized independently, there are no cross-effects between
the components, which would be the case for elastic regularization. Hence, char-
acterizing eq. 4.33 as elastic regularization is refrained from by some researchers.

More elaborate regularization includes normalized convolution with the local
structure as certainty (Suàrez et al., 2002), adaptive isotropic Gaussian convo-
lution (Stefanescu et al., 2004) and weighted averaging of the displacement field
using a stiffness map to obtain tissue dependent regularization (Staring et al., 2007;
Baluwala et al., 2011). Cahill et al. (2009b) provided an approach for achieving
fluid and diffusion-based regularization utilizing successive Gaussian convolutions,
later extended to locally adaptive regularization (Cahill et al., 2009a). Locally
adaptive regularization has also been suggested by Freiman et al. (2011), but for
preserving local affine discontinuities. Piecewise-diffeomorphic image registration
for registration of images with sliding conditions have been proposed in (Risser
et al., 2013), where a tissue map is used to divide the displacement field into
two parts, the normal component, normal to the tissue boundaries, and the tan-
gent component, and then to separately smooth the different components in the
different tissues.

Some of the described data-driven regularizers rely on the fact that structural
content in the image should control the regularization, i.e. high certainty of local
structural content ensures high certainty in the local displacement field. This has
formed the underlying principle for the two regularizers that have been proposed
in Papers I and II, presented in sections 4.6 and 4.7.

4.6 Adaptive Anisotropic Regularization
The use of a Gaussian kernel for regularizing the displacement field is typically
applied with a fixed sigma σ. However, this can cause conflicts in situations where
a large Gaussian kernel would be required in certain regions of the images, whereas
a small kernel would be better suited for some other regions. This has, to some
extent, been explored in (Stefanescu et al., 2004), using adaptive isotropic kernels.
In Paper I (”Adaptive anisotropic regularization of deformation fields for non-rigid
registration using the Morphon framework”), the use of an adaptive anisotropic
regularizing kernel is suggested, i.e. a kernel that not only changes σ but that also
can change between an isotropic and an anisotropic kernel. The concept can be
traced back to the idea for adaptive filtering presented in (Wilson et al., 1983).
The subsequent presentation is limited to the 2D case for ease of presentation.
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𝑔𝑙𝑎𝑟𝑔𝑒 
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Figure 4.5: The underlying idea of adaptive anisotropic reguluarziaton is to apply a
large isotropic smoothing kernel in areas with no significant structrues,
whereas an anisotropic kernel is applied in rank 1 neighborhoods and a
small isotropic kernel in rank 2 neighborhoods.

The idea is to apply an adaptive anisotropic Gaussian kernel instead of a spa-
tially invariant isotropic Gaussian kernel, where the smoothing kernel will be con-
trolled by the local structure, i.e. the local structure tensor T. A large isotropic
kernel glarge will be applied if there is no significant signal/structure present (case
1). If there is a single anisotropic structure present then an elliptic kernel ganiso
will be applied, which is oriented along the structure (case 2). In the case of a
structure with multiple orientations, a small isotropic kernel gsmall will be applied
(case 3). This is illustrated in Figure 4.5.

A control tensor C is employed to guide the adaptive regularization, where the
control tensor C is defined as

C =
d∑
k=1

γkêkêT
k , (4.34)

where the eigenvectors {êk} of C are the same as for T, but where the eigenvalues
{γk} of C correspond the mapped eigenvalues {λk} of T. The mapping of the
eigenvalues is used to control the transition between the different cases and the
eigenvector e1 is used to control the orientation of ganiso.

To gain further understanding, it can be useful to understand how the eigenvec-
tors and eigenvalues of the control tensor C guide the adaptive anisotropic kernel.
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The eigenvectors, as already explained in section 2.3, are orthogonal with respect
to each other and describe the dominant orientations of the structures in the lo-
cal neighborhood and where the eigenvalues describe the relationship between the
dominant orientations. In 2D, γ1 ≈ γ2 ≈ 0 corresponds to case 1, γ1 ≈ 1 and
γ2 ≈ 0 to case 2 and γ1 ≈ γ2 ≈ 1 to case 3. Note that ‖C‖ = 0 equals case
1 with no significant structure and γ1 ≈ γ2 ≈ 0. This interpretation assumes a
normalization of the control tensor C. In the 2D case, the different kernels can
then be combined accordingly,

gadap = ‖C‖
((

1− γ2

γ1

)
· ganiso + γ2

γ1
· gsmall

)
+ (1 − ‖C‖) · glarge. (4.35)

Since convolution is a linear operation, it is possible to filter the displacement field
with ganiso, gsmall and glarge separately and then to combine the filter responses
in accordance with eq. 4.35.

With the aid of the interpretation of the eigenvectors and the eigenvalues from
above, it is easy to understand the reasoning behind equation 4.35. For the case
of no predominant orientation gadap = glarge, for the case of a single predominant
orientation gadap = ganiso and for the case of several predominant orientations
gadap = gsmall.

The proposed adaptive anisotropic regularizer can readily be applied to either
the update field δu or the displacement u.

4.7 Global Optimization for Tensor-Based
Regularization

In the previous section, an approach was chosen based upon convolution with
an adaptive anisotropic kernel for regularizing the displacement field, where the
structural content would control the size and the shape of the regularizing kernel.
In this section, the structural content, as given by the structure tensor, is still used
to guide the regularization but instead a global optimization approach is chosen,
as suggested in Paper II (”Globally optimal displacement fields using local tensor
metric”).

The cost function to minimize is given as

v0 = arg min
v

f(v) = (1− α) ‖∇(v + u)‖2 + α ‖T v‖2 , (4.36)

where u is the displacement field to regularize, α is a relative weight factor to
control the behavior of the regularization and v is the correction field used to
smooth the displacement field u according to u ← u + v. The first term in f is
used to enforce an overall smoothness of the displacement field by making sure
that the norm of the gradient of the resulting field is minimized. The second
term is used to control the behavior of the correction field, by only allowing a
correction to occur in regions with little or insignificant structural content and
only in a certain orientation. The parameter α is used to determine the relative
weight of smoothing the displacement field versus conservation of structures in the
displacement field, illustrated in Figure 4.6.
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Solving this cost function turns out to be rather straightforward, considering
the following. The first term holds a gradient, which is a linear operation that can
be described by a matrix multiplication corresponding to spatial derivatives. In
addition, the second term with the structure tensor acting on the correction field
can be considered as a linear operator represented by a matrix. Thus, eq. 4.36 can
be rewritten using a matrix representation. However, to do this a vectorization of
the displacement fields is necessary, i.e. u(:) to use MATLAB notation, hence

f = (1− α) [u(:) + v(:)]T MT
1M1 [u(:) + v(:)] + αv(:)TMT

2M2v(:), (4.37)

where the matrices M1 and M2 denote the gradient and the tensor operations
respectively. The cost function f now contains nothing more complicated than a
sum of quadratic forms, linear and constant terms. Differentiating f w.r.t. v and
setting equal to 0 results in a linear equation system. Solving this equation system
yields the solution

v0(:) = −
[
MT

1M1 + α

1− αM
T
2M2

]−1
MT

1M1u(:) = Mu(:). (4.38)

This can be viewed as computing a matrix, M, to operate on the displacement field,
u, where the rows of M can be considered as a vectorization of linear spatially vari-
ant filters, optimized with respect to the displacement field u and the cost function
f . Further details regarding the understanding of the spatial differentiation and
the matrix representations are given in Paper II.

Similar to the adaptive anisotropic regularizer, this global regularization op-
timization based upon a local structure tensor metric can readily be applied to
either the update field δu or the displacement u.

4.8 Discussion
In this chapter, the main focus has been on the description of the generic framework
for non-parametric image registration and the presentation of two regularizers that
neatly fits into this framework.

The framework described in this chapter avoids, to some extent, the formalism
and the computational complexity associated with the optimization framework
typically employed in image registration, as outlined in chapter 3. The described
framework is highly modular and, thus, evaluation and comparison of different
modules are easily performed. However, in utilizing this generic framework, cau-
tion must be taken when defining the modules of field computation, field accumu-
lation and field regularization, since the displacement is independently estimated
for each pixel. Especially regularization becomes crucial and is typically the only
way to enforce certain characteristics in the resulting displacement.

In both proposed regularizers, local structure analysis forms an integral com-
ponent. The underlying idea is to allow the structural content to control the
regularization. For example in the 2D case, rank 2 neighborhoods need little reg-
ularization, rank 1 neighborhoods need anisotropic regularization and neighbor-
hoods with no significant structure need regularization with a large spatial extent.
Although both regularizers rely on the same underlying idea, the two regularizers
are somewhat differently implemented, which causes a difference in the end result.
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(a) IT (b) IR (c) ‖T‖

(d) (e) (f)

Figure 4.6: The structure tensor plays a significant role in the proposed global regu-
larization scheme. In this example, (a) has been registered to (b) and (c)
depicts the norm of the structure tensor, estimated from (b). The sampling
grid associated with the original displacement field is given in (d) and the
sampling grids associated with the regularized displacement fields are given
in (e) and (f) for α = {0.999, 0.95}. The decrease in α clearly corresponds
to an overall increase in the smoothness of the regularized displacement
fields.

In the adaptive anisotropic regularization, a fixed set of filters are applied to
each component of the displacement field and the filter responses are combined,
according to a control tensor derived from the structure tensor, to form the regu-
larized displacement field. This is straightforward to implement and has a linear
computational complexity. A limitation in the current implementation is related
to the usage of Gaussian kernels with predefined sigma, which applies both to the
isotropic kernels and to the anisotropic kernels. In addition, the brute-force im-
plementation using a large set of filters and then combining the filter response has
a negative impact on the performance. A preferred approach would be to create a
lookup table with various filters, letting the control tensor decide which filters to
apply for each pixel. One can even before hand determine which filters to apply,
if deriving the control tensor from the structure tensor in the reference image.

In the regularization based upon global optimization, the regularization is im-
plemented as the solution to an optimization problem using local tensor metrics.
The benefit of this approach is that there are no parameters controlling the spa-
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tial extent of the filters, remember that the solution to the optimization problem
could be interpreted as applying local filters (eq. 4.38), which means that even for
large neighborhoods with no significant structure, it will be the closest rank 2 or
rank 1 neighborhoods that control the regularization. In addition, the suggested
approach is readily extended to include other constraints, with an efficient solution
as long as included terms can be described as linear operators. A limitation of
this approach is the quadratic computational complexity associated with it, which
makes it rather cumbersome to execute in 3D, even when using sparse matrix
representations. A possible remedy would be to divide the data volume into a set
of smaller but overlapping sub-blocks and then to solve the cost function for each
sub-block.

In addition, both methods rely on the structure tensor and, thus, the end re-
sult will depend on the parameters used for estimating the tensor. The adaptive
anisotropic regularization has even further parameters, mainly related to the map-
ping of the structure tensor to the control tensor, see Paper I and Granlund and
Knutsson (1995) for details on the parameters. Both methods need further evalu-
ation, since the results presented in the Papers I and II are limited to providing a
proof of concept.

In relation to Figure 4.4, it was briefly mentioned that the difference between
compositive field accumulation and diffeomorphic field accumulation is far from
settled. Hence, it would be relevant to further explore this and to properly define
the requirement of a smooth vector field for the exponential mapping, used to
generate a diffeomorphic deformation from an arbitrarily smooth displacement
field.



5
The Morphon

In this chapter, the Morphon algorithm is described in detail, including a short
review of research based upon the Morphon algorithm. The proposed usage of
parallel scales for improved accuracy and robustness, Paper III, is also presented
in this chapter.

5.1 Introduction
The Morphon was first presented by Knutsson and Andersson (2005a,b) and was
described as a registration and/or a segmentation algorithm, where a model, com-
prising one or several anatomical structures, was fitted to a data set using local
displacement estimations. Initially, it was the idea of specifying various priors,
hence the expression paint on priors, that characterized the Morphon. These pri-
ors were set to control the behavior of the Morphon, i.e. the registration process.
Nowadays, the Morphon has, perhaps due to the clear advantage, become more
associated with the use of local phase-difference to drive the registration process
and the usage of certainty maps for controlling the regularization. The use of
phase-difference has been especially beneficial for the registration of images with
varying contrast (Janssens et al., 2011).

In the subsequent description of the Morphon, the various components are
described in accordance with the generic framework for non-parametric image
registration, as presented in the previous chapter. Where appropriate, different
definitions or suggestions of various steps, which can be found in the literature,
will be mentioned and discussed.

5.2 Field Computation
It has already been described in section 2.2 that the local phase and the phase-
difference between two signals can be used for disparity estimations. However,
since the local phase concept, based upon quadrature filter estimation, relies on
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the notion of simple signals and a given direction n̂, there is a need to employ
several quadrature filters fk with different orientations n̂k when estimating the
displacement. Let qk denote the filter responses from filter fk,

qR,k = IR ∗ qk, (5.1)
qT,k = IT ∗ qk, (5.2)

and set the phase-difference ∆ϕk as the argument of the complex conjugate prod-
uct of the filter responses,

∆ϕk = arg
[
qR,k q

∗
T,k

]
= arg [Qk] . (5.3)

Note that ∆ϕk ∝ dk and for improved accuracy in the displacement estimate dk,
one should, preferably, estimate the local frequency ωk to compute dk = ∆ϕk/ωk,
or use the center frequency ρ of the employed quadrature filter, i.e. dk = ∆ϕk/ρ.

The local phase as feature descriptor is rather sensitive to noise contained
in the signal. Hence, it is of great importance to couple the estimated phase-
difference ∆ϕk with a certainty measure ck. The obvious choice here is to use the
magnitude of the complex conjugate products Qk. In (Knutsson and Andersson,
2005a,b) a second factor has also been added to the certainty measure, the cosine
of the estimated phase-difference ∆ϕk, suggested in (Wilson and Knutsson, 1989).
This is to ensure that the estimated phase-difference is only considered to be
relevant in regions with a small phase-difference. This is especially important
when considering the potential adverse effects due to phase wrapping. Thus, the
certainty measure can be defined as

ck =
√
|Qk| cos2

(
∆ϕk

2

)
. (5.4)

This definition has also been used in Papers I, II, III, IV and VII and in (Tautz
et al., 2010, 2012). Another suggestion for estimating ck is to skip the second
term, i.e.

ck =
√
|Qk|, (5.5)

which has been employed in (Wrangsjö et al., 2005; Pettersson et al., 2005, 2006a,b;
Rodríguez-Vila et al., 2007; Parraga et al., 2007a,b,c; Pettersson et al., 2008;
Plumat et al., 2009; Sjöstrand et al., 2009; Janssens et al., 2011; Parraga et al.,
2012).

The most intuitive approach for combining the disparity estimates and their
corresponding certainties is given by a weighted average of the the disparity esti-
mates, i.e.

δu =
∑
k ckdkn̂k∑

k ck
, (5.6)

which has been explored in (Tautz et al., 2010, 2012). This approach corresponds
to the solution of a pixel-wise weighted least squares problem, defined as

δu = arg min
d

∑
k

1
2‖ck (dkn̂k − d) ‖2, (5.7)
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apart from a squaring of the term ck in the solution. Based upon the weighted least
squares approach, more elaborate solutions can be suggested. A second approach
is given by

δu = arg min
d

∑
k

1
2
[
ck
(
n̂T
kd− dk

)]2
, (5.8)

which has been employed in (Wrangsjö et al., 2005; Pettersson et al., 2005, 2006a,b;
Rodríguez-Vila et al., 2007; Parraga et al., 2007a,b,c; Pettersson et al., 2008;
Plumat et al., 2009; Sjöstrand et al., 2009; Janssens et al., 2011; Parraga et al.,
2012). A third approach, similar to the first in eq. 5.7 but utilizing the structure
tensor T, is

δu = arg min
d

∑
k

1
2‖ckT (dkn̂k − d) ‖2, (5.9)

which has been used in Papers I, II, III, IV and VII. The most elaborate ap-
proach stems from the original work on the Morphon in (Knutsson and Andersson,
2005a,b), and is defined as

δu = arg min
d

∑
k

1
2
[
ckn̂T

kT (dkn̂k − d)
]2
. (5.10)

Solving eq. 5.7, 5.8, 5.9 and 5.10 can be reduced to solving a linear equation system.

Aδu = b⇔ δu = A−1b (5.11)

The approaches in eq. 5.7 and 5.8 are the two most intuitive, given the dis-
placement estimates dk and corresponding certainties ck. To obtain some insight
in the differences between the different approaches, the solution of respective least
squares problem will be analyzed. Eq. 5.7 has, as already noted, the solution

δu =
(∑

k

c2k

)−1∑
k

c2kdkn̂k (5.12)

and eq. 5.8 has the solution

δu =
(∑

k

c2kn̂kn̂T
k

)−1∑
k

c2kdkn̂k. (5.13)

The two solutions can be assumed to behave similarly if ck is approximately the
same for all orientations and if {n̂k} are evenly distributed in the spatial domain,
whereas they will begin to differ if there is one or several predominant orientations
of the disparity estimates. This difference can be better grasped if the first solution
is interpreted as a standard weighted average, which also applies to the second
solution, but where a metric based upon the filter orientations has been included in
the normalization term. This additional term will affect the solution by reinforcing
the estimates that are along the predominant orientations.

Given the use of quadrature filters for estimating the displacement estimates,
it is of little additional computational effort to compute the structure tensor, as
described in chapter 2, and to include the structure tensor in the least squares
problem, as defined in eq. 5.9 and 5.10. The first that can be noted about the
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two equations is that they correspond to eq. 5.7 and 5.8 respectively, if T has full
rank, i.e. an isotropic neighborhood. Eq. 5.9 has the solution

δu =
(∑

k

c2kTTT
)−1∑

k

c2kdkTTTn̂k. (5.14)

and eq. 5.10 has the solution

δu =
(∑

k

c2kTTn̂kn̂T
kT
)−1∑

k

c2kdkTTn̂kn̂T
kTn̂k (5.15)

Again these additional terms, i.e. TTT and TTn̂kn̂T
kT, now both in the normaliza-

tion term and the vector summation term, can be expected to reinforce estimates
along the local predominant orientations.

Regarding the use of T, it is relevant to ask which structure tensor to use in
eq. 5.10 and 5.9, the structure tensor of the reference image IR or the template
image IT ? Knutsson and Andersson (2005a,b) do not provide an answer to this
question. In Papers I, III and IV it is implicitly suggested to use the structure
tensor of the deformed image, i.e. the transformed template image IT ◦u. However,
considering that the estimated update field and the final displacement field will
be used for backward warping, it makes more sense to use the structure tensor of
the reference image IR, since the displacement field will be attached to the grid of
the reference image and not to the grid of the template image, something which
is suggested in Paper II. Further, it could also be argued that since the structure
tensor is assumed to be smoothly varying and that the two images are expected
to be close together, therefore, the most appropriate choice would be to use the
average tensor of the two images. This would further have the benefit of yielding
a symmetric update field in both eq. 5.9 and 5.10.

Coupled with the estimated update field δu is also a certainty map δc, which
is of great importance for subsequent field accumulation and field regularization.
Despite this, the definition of how to estimate δc is only described in (Parraga
et al., 2007c; Tautz et al., 2010; Janssens et al., 2011; Parraga et al., 2012; Tautz
et al., 2012) and is there defined as

δc =
∑
k

ck. (5.16)

Another way of defining δc is found in Paper IV. Solving the weighted least squares
problem corresponds to solving a linear equation system Aδu = b for every pixel.
Hence,

δc = trace(A) (5.17)

is another definition of δc, also proportional to the magnitude of Qk.

5.3 Field Accumulation
Given the update field δu and the update certainty map δc, the next step is to
accumulate the update field to the displacement u. Knutsson and Andersson
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(2005a,b) defined this operation as

u = c u + δc (u + δu)
c+ δc

= u + δc δu
c+ δc

, (5.18)

where c is a certainty map related to the displacement u. Note that for eq. 5.18 the
impact of δu is very small, unless the magnitude of c and δc are similar. Knutsson
and Andersson (2005a,b) argue that c should be adapted by δc in the same way
as u by δu, but using c and δc as their own certainties, i.e. c should be updated as

c = c2 + δc2

c+ δc
. (5.19)

This, however, does not correspond to eq. 5.18. Instead one should use

c = c2 + δc (c+ δc)
c+ δc

, (5.20)

but the practical difference between eq. 5.19 and 5.20 is likely to be minor.
Knutsson and Andersson (2005a,b) also suggest the use of a scale parameter ρ

in eq. 5.19, according to

c = c2 + (2−ρδc)2

c+ δc
, (5.21)

where ρ = 0 for the finest scale and ρ > 0 for coarser scales. This is to ensure
that δu will still influence u on finer scales. None of the subsequent work related
to the Morphon appear to make any use of this suggestion.

5.4 Field Regularization
The estimated certainty map c can, furthermore, be used in the regularization of
the displacement field u. Since Gaussian smoothing is commonly employed for
regularizing the displacement field, it is straightforward to exchange u ← u ∗ g
with

u← (c u) ∗ g
c ∗ g

, (5.22)

i.e. normalized averaging, as described in (Knutsson and Westin, 1993). The effect
of introducing normalized averaging is predominantly observed by the effect of
allowing the estimated displacement related to significant structures to control
the overall displacement field.

5.5 Extensions of the Morphon
This section briefly presents some extensions of the original Morphon algorithm.

Multiple Templates
In (Pettersson et al., 2006a, 2008), it was suggested to use the Morphon as registra-
tion method when segmenting fractured bones, in this case cervical hip fractures
from CT data. Due to the fracture, which typically occurs in the femoral neck, the
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registration called for multiple templates to be used. For cervical hip fractures only
two templates are needed, one for locating the femoral head and the socket, and
one for locating the rest of the femoral bone. This meant that a template for the
femoral head and the socket was first registered to the patient data and thereafter
a second template. To ensure that the second template would not overlap with the
first, normalized convolution was used for filtering with the quadrature filters in
eq. 5.1 and 5.2. The concept of normalized averaging has already been described
and normalized convolution is the more general operation introduced in (Knutsson
and Westin, 1993) and includes the use of a certainty to control which samples in
a signal to trust.

Normalized convolution is a computationally expensive operation in compar-
ison to conventional convolution. Since the usage of some sort of certainty is
employed in the entire registration process, field computation, field accumulation
and field regularization, a more intuitive approach would be to multiply the up-
date certainty map δc or the certainty map c with the certainty that would have
been used for normalized convolution. Thereby, including the certainty related to
which samples to trust/include when running the registration process, instead of
having to employ normalized convolution.

Multiple Channels
A problem seemingly related to the use of multiple templates is the question on
how to utilize information contained in images with multiple channels. Examples
of this includes; RGB color images, multi-spectral images or multi-modal images.
In (Sjöstrand et al., 2009), it was suggested to extend eq. 5.8 accordingly

δu = min
d

∑
l

∑
k

[
ck,l

(
n̂T
k,ld− dk,l

)]2
, (5.23)

where the index l denotes the different channels. Since the certainty maps ck,l
will depend on the magnitude of the filter responses, it is important to either
normalize the certainty maps or to normalize the intensities between the different
channels, in order to ensure that the magnitudes of the different certainty maps
are comparable.

Diffeomorphic Morphon
As is given by the outline of the presentation of the Morphon method in this
chapter, the Morphon can readily be integrated into the generic framework for non-
parametric image registration, as described in chapter 4. This was done in Janssens
et al. (2011) in order to create a diffeomorphic Morphon algorithm.

Phase-Based Multi-Modal Image Registration
The phase-difference is, as previously noted, useful for images where the signal con-
trast might vary within or between the images. Despite this, the Morphon cannot
be considered to be a multi-modal image registration method. Therefore, Eklund
et al. (2011) proposed the use of the magnitude of the local structure tensor as
an alternative image representation, which can be used for achieving multi-modal
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image registration based on phase-difference, e.g. using the Morphon. Note that
for this suggestion to work, there must be structures available in the corresponding
anatomical positions in both of the images to register. In (Eklund et al., 2011),
the proposed solution was used to register MR images obtained with different
pulse-sequences.

Note that the use of local phase, using the monogenic signal and Gabor filters,
has been applied for multi-modal image registration in (Mellor et al., 2005) but
there using local phase to create an alternative image representation, which was
subsequently registered using mutual information.

ITK Morphon
Plumat et al. (2009) presented an open-source implementation of the Morphon,
based upon the ITK framework.

5.6 Applications of the Morphon

In the original work by Knutsson and Andersson (2005a,b), the Morphon was used
to segment the heart wall in ultrasound images by registering a simplified model
of the heart wall. The Morphon has also been applied for bone segmentation
in (Pettersson et al., 2005, 2006a,b, 2008) on CT data and for fat quantifica-
tion in (Leinhard et al., 2008; Dahlqvist Leinhard et al., 2009; Erlingsson et al.,
2009) by means of atlas-based registration and segmentation of MR data. Ohlsson
et al. (2009); Sjöstrand et al. (2009); Kikuchi et al. (2012) have also employed the
Morphon for atlas-based registration and segmentation but for bone scintigraphy
images. Further examples of atlas-based registration and segmentation are found
in (Parraga et al., 2007a,b).

It has already been mentioned that one of the reasons for the popularity of the
Morphon stems from its invariance to intensity changes, which makes the Morphon
especially well-suited for images with variable contrast. For instance, Tautz et al.
(2010, 2012) have applied the Morphon to register myocardial perfusion images
and tagged MR images for myocardial motion analysis, and Janssens et al. (2011)
to register CT images with variable contrast enhancement.

Other examples of using the Morphon include validation of deformable im-
age registration for the thorax using CT data Latifi et al. (2013), registration of
CT data for organ-tracking and dose accumulation (Rodríguez-Vila et al., 2007;
Janssens et al., 2009; van den Bogaard et al., 2011; Sterpin et al., 2012), and for
atlas construction (Parraga et al., 2007c; Doan et al., 2010; Parraga et al., 2012)
of both MR and CT data.

5.7 Evaluation of the Morphon
Evaluation and validation of registration algorithms is, as noted in section 3.10,
a complex task. Aware of this issue, this section will merely describe the work
related to evaluating and comparing the Morphon algorithm and other registration
methods.
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The demons algorithm (Thirion, 1998) is likely to be the most popular regis-
tration algorithm, partly due to its computational efficiency, but also due to its
relatively good performance (Klein et al., 2009) and is, therefore, a common choice
when evaluating different registration algorithms.

In general, the Morphon has been shown to yield a registration accuracy on
par with the registration accuracy of the demons algorithm and for some cases
even better results (Rodríguez-Vila et al., 2007; Janssens et al., 2009, 2011; Latifi
et al., 2013). Differences in the results are primarily related to variable contrast
between the images to be registered, which is, as already mentioned, a strong
advantage of the Morphon. The Morphon has also been compared with a B-
splines method (Parraga et al., 2007a,c) and shown to outperform it. In all cases,
the Morphon has been applied to CT data, both simulated and real patient data.

5.8 Parallel Scales
As noted previously, for improved accuracy one should estimate the local fre-
quency ωk in order to estimate an accurate displacement estimate dk, according
to dk = ∆ϕk/ωk. This issue was approached in Paper III (”Parallel scales for
more accurate displacement estimation in phase-based image registration”), where
it was suggested to employ a set of filters with parallel scales in the filtering step.
This allows the computation of local frequency estimates based upon the ratio of
the filter responses. The subsequent evaluation of this proposal showed that the
use of parallel scales was clearly favorable over the use of single scale filters and
no frequency estimation.

The proposed extension relies on the usage of parallel scales when filtering the
template and reference images, i.e. a set of quadrature filters {fk,l}, with different
but adjacent center frequencies ρl for each filter orientation n̂k, are employed. The
different center frequencies ρl correspond to different scales and since the filters
are employed simultaneously, this is referred to as parallel scales.

Knutsson et al. (1994) showed that when using a set of lognormal filters as
quadrature filters, then the ratio between two filter responses with different center
frequencies can be employed to estimate the local frequency. It is important to
note, though, that this frequency estimate is only valid if it falls within the spec-
trum of the employed filters. In response to this, Knutsson et al. (1994) suggested
a wide frequency estimation coupled with an estimation of the variance of the
frequency estimation. It was suggested, in Paper III, that using this wide range
frequency estimation, it would be possible to achieve a better displacement esti-
mation. Furthermore, by allowing the variance of the spectrum to influence the
certainty of the displacement estimate, a more reliable estimate could be achieved,
e.g. if the variance of the estimated frequency spectrum is large, then the different
filters are likely to suggest different displacement estimates for the different scales
and, thus, the certainty of the displacement should decrease. The details of this
proposal are given in Paper III.

The usage of parallel scales was evaluated on a set of challenging image se-
quences, consisting of images that were cut into circles and then patched together,
depicted in Figure 5.1. The patched circles move around between the different
frames and can occlude each other. In the evaluation, the use of parallel scales
was favorable in more than 95% of the 120 tested cases.
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(a) (b)

Figure 5.1: The image sequences consist of a number of images cut into circles and then
patched together. The patched circles move with different velocities and in
different orientations. In (a) the ploop pattern (Knutsson, 1982; Granlund
and Knutsson, 1995) has been patched together and in (b) an image from
the Yosemite sequence and an F-16 have been patched together. c© 2010
IEEE, reprinted with permission.

5.9 Discussion
This chapter has provided an extensive introduction to the Morphon method along
with a review of literature in which the Morphon has been employed. As has been
noted, there exist a number of different approaches for how to define the pixel-wise
least squares problem, which is solved to estimate the update field, and that there
are four different approaches reported in the literature. It would be interesting to
more closely analyze the differences between the approaches and to determine if
there are any practical differences between them.

In addition, this chapter has provided a brief presentation of the contribution
of Paper III, in which the use of parallel scales for robust and accurate field compu-
tation was presented. The evaluation performed on non-medical image sequences
clearly showed the advantage of using parallel scales, when computing the update
field. This was shown considering two distance measures (NCC and MI), but also
considering measures evaluating the smoothness and the accuracy of the final dis-
placement field. The evaluation here benefited from having the true displacement
fields available. However, no evaluation on medical images has been performed.
Furthermore, the usage of parallel scales affects the computational performance
significantly, since the convolution of the quadrature filters sets is, in general, the
most time consuming part of the Morphon and in Paper III the number of quadra-
ture filters were increased with a factor of three. This situation could be improved
using filter networks.





6
GPU Computing

This chapter provides an introduction to GPU computing, especially a framework
known as CUDA, and its use in medical image registration. In addition, some
aspects and results of Paper IV are presented.

6.1 Introduction
It has already been mentioned, but it is worth repeating, that computational com-
plexity, i.e. long processing times, is one of the reasons why there is a limited usage
of deformable image registration in clinical practice (Rueckert and Aljabar, 2010).
Processing times are typically measured in hours and minutes and not in seconds
for deformable registration algorithms. For example, in the large-scale evaluation
of 14 deformable image registration algorithms for MR data of the brain (Klein
et al., 2009), the run times ranged from 7 min to 120 min for the different algo-
rithms. Note that the size of the data was 224×224×192, which can be considered
a standard size when working with MR data and the brain, but which have to be
considered as a rather modest data size when working with CT scans, where an
image typically have the size 512× 512 and where each stack can consist of thou-
sands of images. In the evaluation, the diffeomorphic demons (Vercauteren et al.,
2009) was included and obtained an average run time of 8.7 min. The demons
algorithm was the only fully non-parametric method with a computational perfor-
mance in the range of minutes, which is due to the usage of the computationally
efficient framework described in chapter 4.

It is obvious that a processing time of seven minutes is not feasible in a clinical
setting, where the radiologist reviewing an examination might only have ten to
fifteen minutes to spend per case to review. This also applies to many other
scenarios, where efficient time-usage is of uttermost importance. It must be noted,
though, that the time limitations differ between different contexts. For example,
in clinical research, where it can be planned ahead which scans to register to
which scans and where the image registration process can be executed over night,
then a processing time of a couple of hours is not an issue, whereas in clinical
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practice, where a recently performed scan should be registered to a prior and
then immediately reviewed, a processing time of more than a minute is seldom
acceptable.

Unfortunately, computational complexity and processing times are seldom the
main concern of researchers involved in method development. Instead, researchers
simply state that the current implementation is not optimized and that with opti-
mization of the code and/or the usage of high performance computing, a feasible
processing time is likely to be achieved, and where it is often implicitly expected
that someone else will do this work. This someone is typically expected to be closer
connected to the clinical practice than the researcher is. However, this someone
will rarely consider a method with a long processing time, since they will be well
aware of the importance of computational efficiency in a clinical setting. Thus, it
is unlikely that new and more elaborate algorithms of substantial computational
complexity will be transferred from a scientific paper to usage in clinical practice.
Hence, computational performance is of uttermost importance for a researcher
interested in translational research.

Many image processing methods share the characteristic of being suitable for
parallelization, since they are often based on pixel-wise operations, thus, allow-
ing several pixels in the data to be processed simultaneously. This parallelism is
typically referred to as single instruction multiple data (SIMD). This is also an
inherent characteristic of several image registration methods. Thus, parallelization
of an algorithm is often a straightforward approach for improving the computa-
tional performance. This can be achieved either by using a single computer with
multiple central processing units (CPUs), using a grid of standard computers or
using a supercomputer. The use of a single computer is often practically and
financially feasible, but for optimal performance multi-threaded programming us-
ing OpenMP or POSIX is rarely sufficient, instead one has to utilize assembler
programming, e.g. using Intel’s streaming SIMD extensions (SSE), which often
require special programming skills. In addition, grid computing and other high
performance computing solutions are seldom a practical or/and a financially fea-
sible alternative in clinical practice. Here, the recent and very cost-effective trend
of general-purpose computation on graphics processing units (GPGPU) provides
accessible tools for utilizing the computational power available on modern graph-
ics cards. Note that the usage of the graphics processing unit (GPU) for general
computations has been reported earlier, but its use has been rather limited due to
an unusual programming model, concepts tightly tied to computer graphics and a
tightly constrained programming environment.

6.2 General-Purpose Computation on Graphics
Processing Units

GPGPU is about exploiting the processing power available on modern graphics
cards for general computations that are typically handled by the CPU. GPUs have
been around for a long time and were initially developed to accommodate the need
for better and more advanced computer graphics, e.g. the generation of 2D images
from complex 3D scenes, and it has been the gaming industry that, to a large
extent, has been driving the development of the GPU. However, over the years,
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Figure 6.1: Observing the architectural difference between a CPU and a GPU clearly
shows why the GPU has a higher arithmetic throughput than the CPU,
since more transistors are dedicated to direct computations.

the GPU has evolved, and what from the onset was a fixed graphics pipeline is
today a highly programmable and affordable supercomputer. An overview of this
development and the increased usage of the GPU for non-graphics computations
can be found in (Owens et al., 2007).

The benefits of the GPU over the CPU are related to some architectural differ-
ences between the two. The CPUs are constructed and optimized for delivering a
high performance for sequential code, where many of the transistors are dedicated
for branch prediction and out-of order execution. The GPUs, on the other hand,
have more transistors dedicated to direct computations, which allows a higher
arithmetic throughput to be achieved and makes the GPUs suitable for SIMD
implementations. Figure 6.1 provides a schematic example of this difference. An-
other aspect is, for instance, the availability of texture memory on the GPU, which
supports localized memory access and has additional hardware for built-in support
of linear interpolation.

Although much celebrated, the use of the GPU is questioned by some (Lee
et al., 2010), or rather, the excessive performance improvements reported in some
papers have been questioned. A common criticism towards papers reporting per-
formance improvements in the magnitude of 10× or even 100×, is that the compar-
ison is not made with an optimized CPU version and that it is only the GPU code
that has been optimized. However, despite this criticism, the general understand-
ing is that GPGPU provides an efficient and affordable approach for improved
computational performance.

6.3 CUDA
In the end of 2006, NVIDIA presented the compute unified device architecture
(CUDA), which is a programming model essentially based on C with some exten-
sions for parallel computing. With the introduction of CUDA, the GPGPU era re-
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ally took off. Alternatives to CUDA exist and include DirectCompute by Microsoft
and OpenCL by the Khronos Group. However, despite CUDA being limited to
NVIDIA hardware, CUDA is still the most popular choice for GPGPU, partly due
to the extensive eco-system supporting CUDA development. In this section, some
more detailed concepts of GPGPU, based upon CUDA, will be presented. More
extensive introductions to GPGPU and CUDA are provided in (Kirk and Wen-
mei, 2010; Sanders and Kandrot, 2010; Farber, 2011). Note that both OpenCL
and DirectCompute share the concepts described in this section, but typically
use a different terminology. In addition, there have been some reports suggest-
ing that CUDA achieves better performance improvements than OpenCL (Kong
et al., 2010), although others suggest that CUDA and OpenCL provide similar
performance improvements (Fang et al., 2011).

In CUDA, kernels (functions) and threads form the basic building blocks. A
kernel is launched by the host (CPU), but is executed on the device (GPU), where
a large number of threads execute the same kernel in parallel. The threads are
grouped into different thread blocks, where the threads belonging to the same
thread block are executed on the same stream multiprocessor. The stream multi-
processor consists of a number of cores, which form the actual processing units.
All launched threads are not executed in parallel, but on each multiprocessor a
smaller number of threads, belonging to the same thread block, are executed in
parallel, known as a warp. The threads, the warp, the thread blocks and the grid
form the thread hierarchy, where the grid is a structure defining the organization
and the number of thread blocks. Both the grid and the thread blocks can be
defined as 1D, 2D or 3D structures. Figure 6.2 shows a schematic overview of the
thread hierarchy.

In CUDA, there also exists a second hierarchy known as the memory hierarchy
and which is related to the different memory types that are available and how
they are shared between the different levels in the thread hierarchy. Each executed
thread has access to a limited amount of registers, where the allocated registers are
private for each thread. The number of available registers per thread is dependent
on the number of threads in the thread block, since there is a limited number
of registers available to all threads. Apart from the registers, there is also the
shared memory, which is also limited per thread block, but which can be accessed
by all threads belonging to the same thread block. Both the registers and the
shared memory have short read and write latencies. Then there exists the global
memory that is accessible by all threads but that has rather long read and write
latencies. Two other types of global memory are the constant and the texture
memory, where both are read-only. The constant memory is very limited in size,
but is cached, whereas the texture memory has no global cache, but it is locally
cached, i.e. supporting multiple arbitrary, but localized, reads.

It is important not to confuse the registers with what is denoted local memory.
The local memory acts like a cache for each thread, but where the cache resides
together with the global memory and, therefore, has long read and write latencies.
The local memory is typically used when the memory requirements of a thread
exceeds the amount of memory available via the registers. Figure 6.3 provides a
schematic overview of the memory hierarchy.

It is by utilization of the parallel execution of the threads that the computa-
tional performance can be improved. However, care must be taken to correctly use



6.3 CUDA 67

Host Device 

Kernel 1 

Kernel 2 

Kernel 1 

Block 

(0,0) 

Block 

(1,0) 

Block 

(2,0) 

Block 

(3,0) 

Block 

(4,0) 

Block 

(0,1) 

Block 

(1,1) 

Block 

(2,1) 

Block 

(3,1) 

Block 

(4,1) 

Kernel 2 

Block (1,1) 

Thread 

(0,0) 

Thread 

(1,0) 

Thread 

(2,0) 

Thread 

(3,0) 

Thread 

(4,0) 

Thread 

(5,0) 

Thread 

(6,0) 

Thread 

(0,1) 

Thread 

(1,1) 

Thread 

(2,1) 

Thread 

(3,1) 

Thread 

(4,1) 

Thread 

(6,1) 

Thread 

(5,1) 

Thread 

(0,2) 

Thread 

(1,2) 

Thread 

(2,2) 

Thread 

(3,2) 

Thread 

(4,2) 

Thread 

(5,2) 

Thread 

(6,2) 

Figure 6.2: A schematic overview of the thread hierarchy. The grid defines the number
of thread blocks to launch, which are distributed to the different stream
multiprocessors. Each thread block consists of a number of threads, which
are divided into smaller groups (warps) that are executed in parallel.
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and understand the properties of the different hierarchies; if not, the performance
improvements will not be as significant as expected, or even absent. This includes
writing and launching kernels with an optimal thread configuration to populate
all multiprocessors and to keep their cores busy while, for instance, avoiding un-
coalesced global memory accesses and unnecessary branching of threads executed
in the same warp.

6.4 GPU Computing and Image Registration
Utilizing the GPU in image processing for improved computational performance is
an attractive approach, since many algorithms are based on pixel-wise operations
that often can be executed in parallel. However, caution must be taken in order
to achieve optimal performance. For example, implementing the whole algorithm
on the GPU might not always be the best option, but instead using a combination
of both the GPU and the CPU might provide optimal performance. How to
combine the CPU and the GPU in order to achieve optimal performance depends
on several factors, such as; memory requirements, level of parallelism, need for
branching, and memory access patterns. For example, shuffling data between the
CPU and the GPU is rather time-consuming and for an algorithm requiring more
memory than available on the GPU, this transfer of data might reduce the whole
computational gain obtained by executing some of the computations on the GPU.
Hence, it is of uttermost importance to decide which part of an algorithm to port
to the GPU and which part no to port. In image registration, this might mean that
certain time-consuming parts, such as the evaluation of a distance measure or the
transformation of an image might be ported to the GPU, while other components
remain on the CPU. Examples of this and general reviews of image registration
on the GPU can be found in (Shams et al., 2010; Fluck et al., 2011).

In order to obtain a better overview of the performance that is achievable us-
ing the GPU, a minor literature review was carried out to find reported run times
regarding deformable registration algorithms completely ported to the GPU. Ta-
ble 6.4 provides a list of different GPU implementations of various algorithms.
Included in the table are reported run times and the data size of the processed
data sets. It can be noted that the reported run times range from 7 s to 15 min,
which, in general, is far better than the run times reported in (Klein et al., 2009),
showing that GPGPU is a feasible approach for improved computational perfor-
mance. Apart from the large variance in run times, there is also a considerable
variance in the size of the employed data sets and a difference in used GPU ar-
chitecture, which makes it difficult to actually compare the different run times.
Furthermore, there are a number of unknown factors, which further complicates a
more elaborate comparison, e.g. number of scales, number of iterations per scale,
and accuracy of registration result.

As already pointed out, the GPU suffers from its limited amount of on-board
memory, which caused the processed volumes in Table 6.4 to be of rather modest
sizes. For comparison, a high-end consumer graphics card might have 1 − 4 GB
and a professional 4 − 8 GB, whereas a workstation can easily host 4 − 128 GB.
Thus, when processing larger volumes, either multiple GPUs have to be utilized
or an increased data transfer between the GPU and the CPU must be accepted,
but where the latter will have a significant negative impact on the performance.
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6.5 The Morphon on the GPU
The Morphon as method is rather computationally demanding, if compared, for
instance, with the demons algorithm. This is especially related to the filtering us-
ing a set of non-separable complex-valued quadrature filters (e.g. six filters in 3D).
Porting the Morphon to the GPU could potentially improve the computational
performance. Hence, in Paper IV (”Phase-based non-rigid 3D image registration:
From minutes to seconds using CUDA”), the Morphon was implemented on the
GPU using CUDA and compared with a single threaded CPU implementation
running in MATLAB. In the analysis the method was divided into four parts; field
computation, field accumulation, transformation and resampling. The measured
run times for both the GPU and the CPU implementations are provided in Ta-
ble 6.1 and 6.2 respectively. Table 6.3 provides a comparison of the run times
from the GPU and the CPU. In the comparison, three datasets with different sizes
(128 × 128 × 128, 196 × 196 × 196, 256 × 256 × 128 referred to as dataset 1, 2
and 3) were used, two synthetic datasets and one MRI dataset. A more detailed
description of the comparison is found in Paper IV.

The obtained run times, e.g. 40 s for a data set of the size 256 × 256 × 128,
are roughly on par with the run times reported by others for similar data sizes,
see Table 6.4. The overall speedup, in the range of 38− 44× is also similar to the
speedup reported by others, e.g. Samant et al. (2008) report a speedup of 55×, Gu
et al. (2010) a speedup of 40× and Han et al. (2009) a speedup of 25×. As noted
earlier, the Morphon consists to a large extent of different convolution operations,
thus, optimizing these would drastically further improve the overall performance.

6.6 Discussion
In this chapter, the use of GPUs for improved computational performance in image
registration has been discussed. The performance improvement of 38− 44×, com-
pared to a CPU based single-threaded implementation for the Morphon method,
clearly shows the potential benefits of using the GPU for improved computational
performance. Note that the performance improvement is not likely to be as dra-
matic if compared with a multi-threaded CPU implementation making use of SSE
or similar. However, optimal CPU performance then requires more elaborate pro-
gramming skills and, in general, the GPU implementation is still likely to outper-
form the CPU implementation (Lee et al., 2010). Thus, GPU computing provides
an effective and affordable approach for providing improved computational per-
formance for algorithms well-suited for parallel implementations. However, there
are a few things that need to be considered before deciding to use GPGPU.

The first issue is related to which framework to choose. As noted earlier in
this chapter, currently there exist three widely recognized frameworks for GPU
computing, CUDA, OpenCL and DirectCompute. Although similar in terms of
underlying concepts and architecture, it is CUDA that has gained the widest ac-
ceptance and is most often used, despite being limited to the hardware of NVIDIA.
For instance, all but one of the reported works in Table 6.4 utilized CUDA. This is
interesting, since many have believed that OpenCL would gain a wider acceptance,
ever since its introduction, see for instance (Shams et al., 2010) and (Fluck et al.,
2011), but still CUDA remains the most popular choice. This is likely due to very
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Table 6.1: Reported run times in s for the GPU implementation of the Morphon.

Data set 1 Data set 2 Data set 3
Field Computation 6.79 21.74 26.58
Field Accumulation 1.09 3.61 4.61
Transformation 0.01 0.03 0.07
Resampling 2.28 7.53 8.89
Total 10.16 32.91 40.16

Table 6.2: Reported run times in s for the CPU implementation of the Morphon.

Data set 1 Data set 2 Data set 3
Field Computation 318.71 1091.27 1404.11
Field Accumulation 20.45 76.65 140.39
Transformation 2.81 12.17 15.14
Resampling 45.36 155.39 187.84
Total 387.42 1335.55 1747.53

Table 6.3: A comparison of the relative speedup factor between the GPU and the CPU
implementations of the Morphon. Overall speedup is in the range 38− 44×,
but where the speedups of the different sub-steps differ. For example, the
transformation shows a dramatic speedup, which could be expected due to
the use of the texture memory (supporting localized read operations) and
the built-in support for linear interpolation.

Data set 1 Data set 2 Data set 3
Field Computation 46.9 50.2 52.8
Field Accumulation 18.8 21.3 30.5
Transformation 317.1 398.1 216.7
Resampling 19.9 20.6 21.2
Total 38.1 40.6 43.5

active developer forums and a well-supported eco-system for CUDA programming.
Hence, if the limitation to NVIDIA hardware is not an issue, then CUDA is the
obvious choice.

The second issue is related to the size of the data sets to register. The brief
literature review, provided in Table 6.4, showed that currently reported imple-
mentations, in general, have not used data sets larger than 256× 256× 256. This
limitation in data size is likely due to the limited amount of on-board memory
on the GPU. Possible remedies are either to continuously transfer data between
the GPU and the CPU or to split the registration problem into smaller problems,
which can either be solved sequentially on a single GPU or in parallel on multi-
ple GPUs. A problem with the first approach is that the potential performance
improvement will significantly decrease due to time consuming memory transfers
between the GPU and the CPU. The second solution also has its limitations, since
the whole registration cannot be run fully independently for each pixel but there
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has to be some interaction between adjacent pixels, e.g. regularization. This can to
some extent be solved by splitting the data set into sub-blocks, which are indepen-
dently processed, but where there is a significant overlap between the sub-blocks
to ensure that pixels on the boundaries are processed correctly. Note that a lim-
itation in data size is not only related to the use of the GPU but can also be
related to which registration framework that is utilized. For instance, using an
optimization framework for non-parametric image registration with a discretize-
then-optimize approach will result in rather large memory requirements, something
which caused Rühaak et al. (2013) to limit their data sets to a size of 64× 64× 64
in order to run on a standard computer.

A third issue is related to the constant development that the GPU architec-
ture is undergoing, which for NVIDIA has meant that a new GPU generation has
been introduced every second year and where this trend is expected to continue
for the coming years. This introduces a potential workload in maintaining and re-
optimization the code for different GPU architectures. Although the continuous
development of the GPU architecture could also bring a substantial performance
improvement, since each new generation comes with a significantly increased num-
ber of cores. For instance, consider the NVIDIA hardware where the Tesla archi-
tecture came with 240 cores, the Fermi architecture with 512 cores and the current
Kepler architecture has 1536 cores. Although, it is unlikely that the performance
will scale linearly with the number of cores.
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7
Model-Based Visualization

The work presented in this chapter is based on Paper V and some preliminary
results from an ongoing project, which is performed in collaboration with Stefan
Lindholm and others at the Scientific Visualization Group, Linköping University.

7.1 Introduction
Medical imaging plays an increasingly important role in modern healthcare, where
more and more images are produced, and where these images form the basis for the
diagnostic work performed by e.g. a radiologist. Due to the increase in number
of images per exam, the improved spatial resolution, the increased number of
examinations and the increased number of imaging modalities, the radiologists
are under constant pressure to improve the efficiency of their workflow, in order
to keep up with the ever-increasing amounts of data. Hence, the aim of the work
related to this chapter has been to present an approach for improving the efficiency
of the diagnostic workflow when working with medical images.

In chapter 5, it was briefly mentioned that one of the underlying ideas for the
Morphon method was the notion of paint on priors, where local operators would
be assigned to the model and which would control the deformation of the model
during the registration process. This idea has formed the underlying concept for
the work presented in this chapter, but instead of setting the local operators to
control registration process, the model is assigned a set of local operators that are
transferred to patient data after the registration. The transferred local operators
are subsequently used to control the visualization of the patient data. Thus,
providing model-based visualization guided by local anatomical transfer functions.

7.2 2D Slice Visualization
Viewing 2D images forms the basis of most diagnostic work in medical imaging.
Due to the increasing amounts of data, there are more and more images to view.
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(a) (b) (c)

Figure 7.1: 2D visualization of grey-level images typically requires multiple TFs to be
applied sequentially in order to visualize all available the information, since
a single TF will not do. Compare the visualizations in (a), (b) and (c), in
which different TFs are applied, a lung window, a bone window and a soft
tissue window respectively. c© 2011 Springer, reprinted with permission.
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Figure 7.2: The linear mapping of the value range to the display range is typically
defined by either the center and width values or by the min and max
values of the contrast window.

CT examinations, for instance, can readily produce image stacks consisting of a
thousand or more images, where typically all images have to be viewed in order
to make a reliable diagnosis.

In medical imaging, most of the time the radiologist will work with gray-level
images. Gray-level images come with the challenge that they typically have a value
range that significantly exceeds the available display range on medical devices.
Thus, not only will the radiologist have to scroll through a large number of images,
but this must be done several times, since for each scroll the radiologist will apply
a different transfer function (TF), as can be observed in Figure 7.1. Typically, the
TF is a linear function, mapping the value range to the available display range,
commonly referred to as contrast window or window/level, depicted in Figure 7.2.

The issue of needing to work with multiple TFs in 2D is well-known (Pizer,
1981) and has been addressed by others. This includes working with adaptive
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(a) (b) (c)

(d) (e) (f)

Figure 7.3: Images (a) and (d) depict the simultaneous application of two TFs, whereas
(b), (c), (e) and (f) depict the traditional visualization with separate TFs.
In (a) and (d), the respective TFs are controlled by a model registered to
the patient data. c© 2011 Springer, reprinted with permission.

histogram equalization (Pizer et al., 1987) and derivatives thereof, e.g. constrast
limited adaptive histogram equalization (Zuiderveld, 1994). However, adaptive
histogram equalization has not been widely adopted by the medical community,
partly due to rendering images that appear unfamiliar to the radiologist and partly
due to introducing additional parameters for the radiologist to work with when
viewing the images. Other examples include bi-linear TFs (John et al., 2004) or
weighted averaging of multiple TFs (Hidajat et al., 2007). Another recent example
is provided by Cohen-Duwek et al. (2011), where a combination of compression
and expansion is used to create images with a small value range, i.e. where the full
value range can be efficiently visualized.

Examining the images in Figure 7.1, it can be observed that the different TFs
appear only relevant for disjoint anatomical regions, i.e. the lung window is only
relevant for the lung region, whereas the soft tissue window is only relevant for the
mediastinum and other soft tissues. Different TFs for anatomically disjoint regions
form the underlying assumption in Paper V (”Model-based transfer functions for
efficient visualization of medical image volumes”). Hence, there it is proposed to
register a model, comprising various compartments (organs), to the patient data
that will be visualized. To each compartment a TF is connected, which can be
independently controlled by the radiologist. The TFs connected to the transformed
compartments can, after the registration, be used to control the visualization of
the patient data, i.e. employing anatomical TFs as defined by the compartments.
Results from this approach are provided in Figure 7.3. More details are provided
in Paper V. An important aspect of the proposed method is, apart from being able
to view an image with multiple TFs applied simultaneously, that the radiologists
are provided with a tool, which is still based upon familiar parameters such as
window/level and which renders images in a familiar manner.
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7.3 3D Volume Rendering

In this section, the concept of the previous section is extended to 3D visualiza-
tion (volume rendering). The results presented here are part of an ongoing work
together with Stefan Lindholm and others at the Scientific Visualization Group,
Linköping University.

Volume rendering, or direct volume rendering (DVR), is an important tool for
the diagnostic work in many different situations. Despite this, DVR has not gained
a wide-spread acceptance within the radiology community. As discussed earlier,
efficiency is an important aspect in the diagnostic workflow, and although DVR
provides an excellent tool for diagnostic work, it often lacks in time efficiency.
In DVR, the setting of a suitable TF forms the basis for the user-interaction.
Note that a TF in DVR is far more complex then a TF in 2D visualization,
which only includes setting a window width and center value, whereas as the TF
in DVR includes opacity, color and can be defined by combining mutiple linear
segments (each with different opacities and colors). Thus, setting a suitable TF
is often time-consuming, and having found a suitable TF is seldom the end of the
process. Since many organs in the human body have similar Hounsfield unit (HU)
values, thus, a TF suitable to render a specific organ will often render multiple
organs simultaneously, with the risk of occluding the organ of interest. Hence, the
radiologist is forced to further manual work, typically using clip-planes and other
tools in order to uncover the organ of interest.

The short-comings of the traditional TF for classification have previously been
addressed by the visualization community. Proposed solutions include using multi-
dimensional TFs (Kniss et al., 2002), statistical approaches for local neighborhood
analysis (Lundström et al., 2006; Patel et al., 2009; Haidacher et al., 2010) or
spatial conditioning (Lindholm et al., 2010). A limitation of these classification
methods is that although they extend the TF to also include spatial information,
they do not provide an extension that is based on anatomical terms. For example,
in multi-dimensional TFs the user can set a TF, color and opacity, based upon a
certain range of pixel values in combination with spatial first- and second-order
derivatives. A far more intuitive approach would be to set a traditional TF and
link it with anatomical terms. Including anatomy has been addressed by both
topology-based and segmentation-based methods. The former includes (Fujishiro
et al., 1999; Weber et al., 2007) and the latter (Reitinger et al., 2006; Hu and
Malthaner, 2007). Limitations of these methods include extensive pre-processing,
unclear connections to anatomy (topology-based methods) and lack of robustness
in case pre-processing produces a somewhat imperfect result.

In the ongoing project, an important aspect has been to provide the radiologist
with an anatomically intuitive approach for working with TFs. Using atlas-based
segmentation, as described in section 1.3, the user is provided with an anatomical
atlas to which the user can assign various TFs to different organs in the atlas,
thereby providing anatomical transfer functions. GPU-based image registration is
employed to improve the run time for the pre-processing, i.e. the image registra-
tion. In addition, a lot of effort has been put into dealing with possible imperfect
segmentation results. Details regarding this is omitted, since this is still an ongo-
ing project. Figure 7.4 provides a conceptual overview of the proposed method for
anatomical transfer functions in DVR.
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Figure 7.4: A conceptual overview of the proposed method for anatomical TFs in DVR.
Multiple TFs are defined, where each TF is suitable for a different organ,
but where the use of each TF, separately or simultaneously, will yield an
unsatisfactory result, as depicted to the left. However, by assigning each
TF to separate anatomical regions, a visualization can be provided where
each organ is visualized with a separate TF and, thus, clearly visible. The
illustration has been provided by Stefan Lindholm.

7.4 Discussion

This chapter has briefly introduced the concept of model-based visualization, as
presented in Paper V for 2D slice visualization and as applied in the ongoing
project for 3D volume rendering, and where the underlying concept is to visualize
image data using multiple TFs simultaneously, but applied to different anatomical
regions, i.e. anatomical TFs. The reason for this suggestion is to improve the
efficiency of diagnostic workflows, where radiologists often work with large medical
data sets. In both scenarios, the approach relies on the registration of a model to
a data set of interest, where the registered model contains pre-defined anatomical
regions, e.g. an atlas with a number of segmented organs. The radiologist can then
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control the visualization of the different anatomical regions by setting separate TFs
for each region in the data, as delineated by the registered model.

An issue for both scenarios, i.e. for both 2D slice visualization and 3D volume
rendering, is related to registration accuracy, since an imperfect registration result
will impact the usefulness of the proposed application. Note, though, that the
definition of registration accuracy is somewhat different here then when compared
with conventional image registration, where the aim is to find a mapping between
corresponding anatomical positions, whereas the aim here is to be able to delineate
the boundaries of different anatomical regions. Although registration accuracy
could be a limiting factor, consulted radiologists have not raised any significant
concerns regarding this issue.

Another approach to obtain the needed delineation of relevant anatomical re-
gions is to use some sort of segmentation. The challenge here is to find a segmenta-
tion algorithm general enough to provide accurate segmentations of several organs,
while at the same providing a decent computational performance. In regards of
the proposed method using image registration, the computational performance has
been handled by utilizing registration algorithms implemented on the GPU.

In 2D slice visualization, the challenge is, apart from registration accuracy,
mainly related to how to handle the transitions regions between the different
anatomical regions. During the evaluation in Paper V, the evaluating radiolo-
gists offered a number of opinions on how to handle this. One suggested that
there should be a clear boundary between two regions with separate TFs, in or-
der to make the radiologist aware that the visualization in close proximity of the
transition region cannot be fully trusted. Another preferred a smoother transition
between the TFs, in order not to introduce any features in the images that will
catch the attention of the viewing radiologist. Both suggestions are easily imple-
mented and, thus, the visualization of the transition regions can be controlled with
a toggle or by user settings.

In 3D volume rendering, the transition regions between the TFs become even
more cumbersome, since the interpolation between multiple TFs now includes both
color and opacity. In the ongoing work, a lot of focus has been put into creating an
intuitive interface for connecting separate TFs to different anatomical regions, but
also for providing the radiologist with a tool for handling imperfect registration
results. Details regarding this are omitted, since this is still an ongoing project.



8
Idiopathic Scoliosis and
Assessment of Spinal

Deformity

This chapter provides an introduction to the spinal disease idiopathic scoliosis
and commonly used methods for assessing spinal deformities related to a scoliotic
curvature. A summary of the methods and the results presented in Papers VI
and VII is included.

8.1 Introduction
Scoliosis is a disease that affects the spine by introducing an excessive lateral cur-
vature of the spine, as is obvious on an anterior-posterior radiograph or as can be
observed by examining a patient’s back. A scoliotic curvature is typically defined
as a lateral curvature of the spine, where the Cobb angle exceeds 10◦, as defined
by the Scoliosis Research Society (2000). There are different types of scoliosis
with various underlying causes, e.g. congenital scoliosis, neuromuscular scoliosis
(caused by e.g. cerebral palsy or muscular dystrophy), degenerative scoliosis (in-
duced by instabilities caused by trauma, bone collapse, osteoporosis or previous
back surgery) and idiopathic scoliosis (unknown cause), and where the latter is the
most common type. Scoliosis is further categorized according to curvature type (C-
or S-like), location of the primary curvature (thoracic, lumbar or thoracolumbar)
and age of onset (infantile, juvenile, adolescent or adult).

Of the different types of scoliosis, adolescent idiopathic scoliosis (AIS) is the
most frequently occurring type, and will, therefore, be the main focus of the sub-
sequent text. The over-representation of AIS patients is likely to be related to the
correlation between disease progression and the growth spurts that adolescents
undergo. It is estimated that the prevalence rate of AIS is around 2− 3% for the
age group 10− 16 years old (Reamy and Slakey, 2001; Weinstein et al., 2008).
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8.2 Symptoms and Diagnosis

AIS is typically detected during a standard physical examination, performed by a
general practitioner or a school nurse. An Adams’ forward bend test is commonly
used for screening, in which asymmetry or imbalance of the rib cage is considered
as a sign of scoliosis. The detected asymmetry can be further quantified using
a scoliometer. Other signs and symptoms of AIS include uneven height of the
shoulders or the shoulder blades, the head not centered above the pelvis, one
hip that is more prominent than the other, an overall leaning posture, and what
appears as uneven leg lengths.

The diagnosis scoliosis is not given, though, until an anterior-posterior radio-
graph has been used to measure the Cobb angle (Cobb, 1948), and where the Cobb
angle exceeds 10◦. The Cobb angle is defined as the angle between the two lines
drawn parallel to the superior endplate of the superior end vertebra and parallel
to the inferior endplate of the inferior end vertebra, illustrated in Figure 8.1. The
end vertebrae of a curve are defined as the vertebrae that are the most tilted in
the curve, as observed in the frontal plane. In addition, the diagnosis idiopathic
scoliosis includes ruling out any other causes of scoliosis, since idiopathic scoliosis
is a diagnosis of exclusion (Reamy and Slakey, 2001; Weinstein et al., 2008).

α 

Superior end 

vertebra 

Inferior 

end vertebra 

Apical 

vertebra 

Figure 8.1: Schematic example of the Cobb angle, measured as the angle between the
two lines drawn parallel to the upper and the lower endplates of the two
end vertebrae in the scoliotic curvature.

8.3 Treatment

The choice of treatment is dependent on a number of factors, which include age
of onset, gender, skeletal maturity, the Cobb angle and the estimated progression
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rate of the scoliosis. It is estimated that one out of ten AIS patients will require
some sort of treatment (Asher and Burton, 2006).

Physical Therapy and Braces
Patients with a Cobb angle of less than 25◦ (mild scoliosis) are in general not
treated, but are recommended physical therapy and observation at regular inter-
vals in order to monitor a possible progression. If the Cobb angle exceeds 25◦ but
is less than 40◦ (moderate scoliosis) and the patient has remaining growth, then
bracing is usually offered as treatment. The aim of bracing is to prevent further
progression until full skeletal maturity has been reached, at which the risk for fur-
ther progression and the need for surgery greatly diminishes. In addition, bracing
will hopefully correct some of the already induced deformation. An example of
how bracing affects the spinal curvature is provided in Figure 8.2.

(a) (b)

Figure 8.2: An example of using braces, where (a) depicts the patient without bracing
and (b) with bracing. Note the induced straightening of the spine caused
by the braces. Images are courtesy of Hans Tropp.
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Surgery

For more severe cases of scoliosis, i.e. a Cobb angle larger than 45◦ or a high
progression rate, then surgery is necessary in order both to stop the progression
and to correct some of the deformation. It is estimated that surgery is needed in
one out of 25 patient with AIS (Asher and Burton, 2006). In surgery, a fusion is
performed, always including the primary curve and sometimes also the secondary
compensatory curve. Surgery can either be performed by posterior or anterior
instrumentation, where posterior instrumentation is most frequently employed.
A combination of rods, hooks and screws are employed to correct and halt the
progression. An example of how surgery affects the spinal curvature is provided
in Figure 8.3. Patients with AIS are typically encouraged not to wait with their
surgery until adulthood, since adults often have a less flexible spine and are at a
higher risk for complications.

(a) (b)

Figure 8.3: An example of the results from anterior surgery, where (a) depicts the
patient before surgery and (b) depicts the patient after surgery. Images are
courtesy of Hans Tropp.
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8.4 Etiology and Natural History
The etiology of idiopathic scoliosis remains to a large extent unknown (Lowe et al.,
2000; Burwell, 2003; Asher and Burton, 2006; Kouwenhoven and Castelein, 2008).
There seems to be some support for a genetic component in idiopathic scoliosis,
since AIS is often observed in multiple members of a family, although no conclusive
findings in terms of genes or other factors have been established. Recent research
have focused on abnormalities in the neuroanatomy using MR data and where
progressive AIS is considered to be caused by a relative anterior spinal overgrowth
that occurs during the adolescent growth spurts (Weinstein et al., 2008).

The sequelae associated with AIS are debatable due to inconsistencies in older
long-term studies of idiopathic scoliosis, studies which failed to differentiate be-
tween different types of scoliosis (age of onset and location of the primary cur-
vature) and also included patients with other causes of scoliosis than idiopathic
scoliosis (Weinstein et al., 2008). Albeit these inconsistencies, the most frequently
attributed sequelae of untreated AIS are curve progression, back pain, cardiopul-
monary problems, and psychosocial concerns, where curve progression is to be
considered as the primary sequela and the others as secondary sequelae related
to curve progression. Girls are considered a high risk group for progressive AIS,
since the ratio boys and girls is equal for small curves, i.e. less than 10◦, but for
curves larger than 30◦ the ratio girls to boys increases to ten to one (Reamy and
Slakey, 2001). In addition, primary thoracic curves are considered as a high risk
for progressive idiopathic scoliosis. Although pulmonary problems are consistently
associated with AIS, they are not as severe as for infantile or juvenile idiopathic
scoliosis and rarely cause severe cardiopulmonary problems. The relationship be-
tween back pain and AIS is somewhat ambiguous, since the general population,
to a large extent, also suffer from back pain in some form during their lifetime.

8.5 Deformity Assessment
An important aspect in general for scoliosis and in particular for idiopathic sco-
liosis is how to assess the degree of scoliosis, i.e. the severity, since this is an
integral component for deciding upon treatment, for observing the progression of
the disease and for measuring the outcome of a treatment.

Curvature Assessment
In general, scoliosis is considered as an excessive lateral curvature, hence, most
measures related to deformity assessment attempt to quantify the degree of scolio-
sis by various measures in the frontal and/or the sagittal plane using an anterior-
posterior and/or a lateral radiograph. A review of commonly employed measures
are found in (Vrtovec et al., 2009a), where the Cobb angle is the most frequently
employed measure.

Axial Vertebral Rotation Assessment
The Cobb angle plays, as already described, an important role in idiopathic scol-
iosis. However, although an established measure, the Cobb angle measures a 2D
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projection of what is actually a 3D deformity, and, therefore, the relevance of using
the Cobb angle alone for assessment of spinal deformity of a scoliotic curvature
can be questioned. Thus far in this chapter, scoliosis has only been characterized
by its lateral curvature, while the deformity is actually much more complex and
includes a rotation of the vertebrae in the axial and/or the sagittal planes along
with a possible deformation (e.g. wedging) of the vertebral bodies. Based upon
the actual 3D deformity and the unknown etiology of idiopathic scoliosis, recent
research has shown an interest in axial vertebral rotation (AVR), with the am-
bition to, thereby, better understand the underlying causes of AIS, and to also
provide better assessments for deciding upon treatment and for monitoring the
progression of the disease.

Measuring the AVR can be done in a number of ways using manual meth-
ods, using either conventional radiography or CT data. Examples of the former
are (Cobb, 1948; Nash and Moe, 1969; Perdriolle and Vidal, 1985; Stokes et al.,
1986) and examples of the latter are (Aaro and Dahlborn, 1981; Ho et al., 1993).
These and others are discussed in (Lam et al., 2008; Vrtovec et al., 2009b). Manual
methods, however, often suffer from being time-consuming, complex and related
with a relatively high intra- and inter-observer variability, something which calls
for computerized methods.

Computerized Methods for Axial Vertebral Rotation Assessment
In response to the need for computerized methods, a number of semi-automic
methods for measuring the AVR have been proposed. These include the sugges-
tions by Rogers et al. (2002), Adam and Askin (2006), Kouwenhoven et al. (2006)
and Vrtovec (2008). The three first referred methods are limited in measure-
ment accuracy, since they only use 2D axial images when estimating the rotation,
whereas the method in (Vrtovec, 2008) performs the measurements in 3D. Note
that Vrtovec (2008) not only measures the AVR, but the full pose of each vertebra,
i.e. both position and rotation. However, all four methods require more or less
manual interaction, and are, therefore, still likely to cause a significant intra- and
inter-observer variability.

Stereoradiography and 3D Reconstruction
Another approach for assessing the scoliotic curvature, and which is not limited to
measuring the AVR, is to use stereoradiography and reconstruction techniques for
3D modeling of the vertebrae. Brown et al. (1976) introduced this approach and
recent work is mostly related to the commercially available EOS system (Mitulescu
et al., 2002; Le Bras et al., 2003; Pomero et al., 2004; Dubousset et al., 2005).

8.6 Automated Vertebral Pose Estimation
A limitation of the already described computerized methods for measurements of
AVR is their need for observer-interaction. In response to this limitation, Paper VI
(”Fully automatic measurements of axial vertebral rotation for assessment of spinal
deformities in idiopathic scoliosis”) presented the first fully automatic method for
measuring the AVR using CT data. The benefits of the proposed method are,
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Figure 8.4: An overview of the proposed method for automatic measurements of the
pose of each vertebra in the spine.

apart from automatic measurements of the AVR, that it measures the full pose
(position and rotation) of each vertebra and that it is computationally efficient,
only requiring ten to twelve seconds when running in MATLAB.

The proposed method is based on the following steps; extraction of the spinal
canal centerline, disc detection, vertebra centerpoint estimation and vertebra rota-
tion estimation. It is assumed that the provided image volume primarily depicts
the spine of a patient, however, not necessarily covering the entire spine, but at
least including the lumbar vertebrae and most of the thoracic vertebrae. To some
extent, the method relies on previous work by others, and in those cases the contri-
bution described in Paper VI includes integrating earlier described algorithms and
adapting them in order to provide a solution that is clinically feasible, i.e. fast and
robust. A schematic overview of the proposed method is provided in Figure 8.4
and a detailed account of the method is given in Paper VI.

The method was evaluated by comparing measurements obtained with the
proposed method with manual AVR measurements from three observers using the
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method of Aaro and Dahlborn (1981). The evaluation showed that the difference
between manual AVR measurements and computerized AVR measurements was on
the same level as the inter-observer difference of the manual method. The poten-
tial of the proposed method was further supported by a high intraclass correlation
coefficient (0.971−0.979), obtained when comparing the automatic measurements
with the manual measurements of each observer. Thus, the results clearly demon-
strate the potential clinical value of the proposed method.

8.7 Model-Based Deformity Assessment

A common limitation of all referenced methods for AVR measurements, (Rogers
et al., 2002; Adam and Askin, 2006; Kouwenhoven et al., 2006; Vrtovec, 2008) and
also the method presented in Paper VI, is their dependency on vertebral symmetry
for measuring the vertebral rotation, and, as is well-known, the deformation of the
vertebral body itself is an important aspect of the process related to idiopathic
scoliosis (Villemure et al., 2001; Hawes and O’Brien, 2006). In Paper VII (”Model-
based registration for assessment of spinal deformities in idiopathic scoliosis”),
this is addressed by proposing a method based on model-based registration and
the transfer of landmarks for assessing the spinal deformity. These landmarks can
be utilized to estimate various measures of each vertebra, e.g. position, rotation
and deformation. Since the measurements are based upon the set of employed
landmarks, the proposed method is not limited to the measures used in Paper VII,
but can readily be changed to another set of measures by simple changing the set
of landmarks.

The proposed method employs a highly detailed spine model, created from the
voxel phantom XCAT (Segars et al., 2010), onto which a number of landmarks
are attached to each vertebra. The model is registered to patient data using
a combination of affine and deformable registration (Hemmendorff et al., 2002;
Knutsson and Andersson, 2005a), where each vertebra is processed separately.
The estimated transform is used to transfer the landmarks of the model to the
patient data, which can subsequently be used to measure the spinal deformity of
the patient. For improved robustness of the registration, the method in Paper VI
is utilized to pre-process both the spine model and the patient data, where the
estimated poses provide an initial alignment of each vertebra. An overview of the
method is provided in Figure 8.5.

Evaluation of the proposed method provided an average point-to-surface error
of 0.9 ± 0.9mm, comparing manual segmentations of the vertebrae with segmen-
tations provided by the deformed model. An average target registration error of
2.3± 1.7mm was obtained comparing manually placed landmarks and transferred
landmarks from the deformed model. Comparing automatic AVR measurements
and manual measurements provided an average difference of 0.1 ± 3.1◦. The two
first measures evaluate the registration accuracy, and, especially, the first measure
suggests that a high registration accuracy has been achieved. The third measure
evaluates the reliability of the obtained AVR measurements, and the obtained
value is on par with results reported by other computerized methods and is on the
same level as the inter-observer variability.
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8.8 Discussion
In this chapter, idiopathic scoliosis and various methods for assessing spinal de-
formities have been described. In response to some of the short-comings of earlier
presented methods for assessing spinal deformities, including both manual and
computerized methods, two computerized methods have been presented in Pa-
pers VI and VII. Both methods are fully automatic and capable of measuring the
pose (position and rotation) of the vertebrae in the spine. The second method,
based on model-based registration, has the additional benefit of being able to assess
deformity of the vertebrae. Furthermore, the second method is readily extended to
either other measures or other definitions of currently employed measures, simply
by changing the set of landmarks used for estimating the measures.

The first method, presented in Paper VI, benefits especially from its computa-
tional performance, only requiring about ten to twelve seconds for processing an
entire volume. The second method, presented in Paper VII, is relatively acceptable
from a computational perspective, requiring approximately three to fours minutes
to process a typical image volume, especially when considering other compara-
ble methods for segmentation of the vertebrae in the spine. The computational
performance is achieved using GPU implementations of both the affine and the
deformable registration, as described in (Eklund et al., 2010) and in Paper IV.

Both methods are in their current implementations limited to CT data, some-
thing which limits their use for routinely monitoring the progression of idiopathic
scoliosis, due to radiation exposure related to repeated CT examinations. The
second method is likely to be the one best fitted to be adapted to work on MR
data as well. Furthermore, both methods have primarily been applied to mea-
surements of the lumbar and the thoracic vertebrae and, hence, the usefulness of
the proposed methods for assessing the cervical vertebrae is unknown. Although,
in the case of scoliosis, this is not a major concern, since the cervical vertebrae
are rarely assessed. In addition, both methods have only been used to assess un-
corrected spinal deformities, and it is well-known that metal implants introduce
severe artifacts in both CT and MR data, which are likely to affect the results
of the proposed methods. However, there are methods available for reducing the
severity of these artifacts for both CT and MR imaging (Lee et al., 2007; Stradiotti
et al., 2009; Hargreaves et al., 2011).

Another limitation of the first method is, as already noted, its dependence on
symmetric vertebral bodies. This affects, in particular, the steps of centerpoint
estimation and rotation estimation. It must be noted, though, that the method is
not likely to completely fail in case of asymmetrical vertebral bodies, rather it is
a question of how to interpret the estimated AVR, since the currently employed
definition assumes a symmetrical vertebral body in the axial plane. This, on the
other hand, shows the significant advantage of the second method, which does not
rely on symmetrical vertebral bodies, due the use of model-based registration and
the use of various landmarks to define the measures to estimate. Another benefit
of the method using model-based registration is that it can readily be adapted
to other scenarios. Current work is exploring the use of the proposed method for
describing the motion of the patella relative femur in relation to the angle between
tibia and femur.
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9
Eigenspine: Eigenvector

Analysis of Spinal Deformities

This chapter presents the concept of eigenspine, a data analysis scheme aimed
at analyzing the linear dependence between individual measures describing spinal
deformities. The material presented in this chapter is under preparation for a
journal submission.

9.1 Introduction

It has already been noted in chapter 8 that other measures than the Cobb angle
(and other similar 2D measures) are called for in order to better assess spinal
deformities in idiopathic scoliosis. Apart from this, there is also a need to analyze
how different measures describing spinal deformities relate to each other and to the
clinical outcome (Schwab et al., 2002; Easwar et al., 2011; Hong et al., 2011). This
is important in order to classify various sub-types of idiopathic scoliosis and to
determine if different treatments are suitable for different sub-types. Examples of
this kind of work are found in (Duong et al., 2006; Sangole et al., 2008; Kadoury and
Labelle, 2012), where they employ clustering algorithms on the measures derived
from the earlier mentioned EOS system (or similar systems), in order to classify
and identify various sub-types of idiopathic scoliosis. However, not much work
has been carried out, aimed at analyzing the relation between different measures
relevant for assessing spinal deformities. To this end, the concept of eigenspine
is presented, a data analysis scheme for analyzing the linear correlation between
different measures relevant for describing spinal deformities, and with the long-
term goal of finding a maximally descriptive low-dimensional combination of these
measures.
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9.2 Eigenspine
The data analysis scheme is based on principal component analysis (PCA) and
canonical correlation analysis (CCA), where PCA is used to reduce the number
of dimensions in the measurement space and CCA is used to determine the linear
dependence between every pair-wise combination of the different measures. The
long-term goal of the analysis is to be able to determine which measures that are
significant for describing and assessing a scoliotic curvature and, thus, providing
an approach for creating a classification scheme similar to the ones of King et al.
(1983) and Lenke et al. (2001), but relying on a full 3D description of the deformity.

PCA and CCA
PCA and CCA are two standard techniques for unsupervised learning. A brief
introduction of the two methods is provided for readers unfamiliar with PCA and
CCA. Let X denote the data matrix

X =
[
x1 x2 · · · xn

]
, (9.1)

where
xi =

[
x1 x2 · · · xp

]T
, (9.2)

i.e. X contains n measurements of p variables. Define similarly a data matrix Y.
For PCA, a linear transform W is estimated such that the variance of the

components of Z = WTX is maximized under the constraint that the components
wi of W are orthogonal, i.e. the components of Z will be uncorrelated. In CCA,
two linear transforms, Wx and Wy, are estimated such that the correlation ρi
between the reduced variables (canonical variates) of WT

x,iX and WT
y,iY, have

been maximized. Note that for CCA, the data matrices X and Y are not required
to have the same number of variables, but that the number of canonical variates
will correspond to the smallest number of variables provided by either X or Y.

An interesting aspect of CCA is its relation with mutual information (MI). As
shown by Kay (1992), the mutual information between X and Y can be estimated
as the sum of the mutual information of the reduced variables, given that their
statistical dependence is limited to correlation. For normally distributed variables,
this relation is given as

MI(X,Y) = 1
2
∑
i

log2

(
1

(1− ρ2
i )

)
. (9.3)

This measure will be employed in the subsequent analysis for quantifying the
dependence between different measures.

9.3 Experiments
To show the potential that this method has for aiding clinicians in their assessment
and understanding of spinal deformities, such as idiopathic scoliosis, measurements
obtained with the method proposed in Paper VII have been analyzed to determine
which measures that has the strongest linear dependence.
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Table 9.1: Patient information regarding analyzed patient data.

Patient no Age Cobb angle1[◦] Lenke type

1 26 51.7/32.4 5c
2 20 54.2/46.9 1a
3 20 44.5/39.2 6c
4 19 54.2/40.9 3b
5 16 62.8/47.6 1a
6 15 61.7/48.0 3c
7 15 67.5/56.0 2c
8 16 47.4/36.8 6c
9 15 50.4/34.7 6c
10 14 65.5/63.6 3c
11 14 54.5/41.6 3c
12 15 60.7/56.1 6c
13 14 66.3/62.3 3b
14 12 80.5/74.1 4c
15 12 55.3/48.1 4c

1 Measured for standing/supine position.

Image Data

Image data from 15 female patients were retrospectively gathered and extracted
from the local picture archiving and communications system, where the only cri-
teria for inclusion was idiopathic scoliosis and having CT data with a resolution
higher than 1× 1× 1mm3. The requirement on the resolution was needed in order
to be able to distinguish adjacent vertebrae. The patients had an average age of
16.2 ± 3.5 years at the time of their examinations and an average Cobb angle of
58.5◦± 9.0 (standing position). Further information regarding the patients can be
found in Table 9.1. Before processing all data sets were resampled to an isotropic
resolution of 1× 1× 1mm3 using tri-linear interpolation.

Ethical Considerations

The images were captured as a part of the standard routine for pre-operational
planning and they were anonymized before being exported by clinical staff. Note
that for patients of similar age as included in this retrospective study, it is often
questionable whether a CT scan is appropriate or not, due to the exposure to
radiation. However, at the local hospital there is a protocol in place for acquir-
ing low-dose CT examinations with maintained image quality, targeted towards
examinations of the spine. With the use of this protocol, the radiation dose is
approximately 0.4 mSv. More on this can be found in the recent work by Kalra
et al. (2013).
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Curvature Measures

Each data set was processed with the method based upon model-based registra-
tion, described in the previous chapter, resulting in 16 transferred landmarks per
vertebrae, as defined in Paper VII. For each vertebra, the following measures were
estimated based upon the transferred landmarks:

• [x, y, z] - position

• [θX , θY , θZ ] - rotation

• ξ - local deformity (lateral vertebral wedging)

The position was estimated as the average coordinate of the transferred landmarks
and the rotation angles were computed as the Euler angles (using a fixed world
frame) of the rotation matrix R. How to estimate the rotation matrix from the
transferred landmarks is defined in Paper VII. Note that the order of the rota-
tional angles, R = RZ(θZ)RY (θY )RX(θX), is important. θZ corresponds to axial
vertebral rotation, θY to frontal rotation and θX to sagittal rotation. The local
deformity ξ was defined as the lateral vertebral height difference, i.e. describing
lateral vertebral wedging. The standard DICOM patient coordinate system was
used to define the orientation of [x, y, z], i.e. x increases from right to left, y from
anterior to posterior and z from inferior to superior. To compensate for some irreg-
ularities in the obtained measurements, the rotation and the deformation measures
were smoothed by fitting a cubic B-spline with four knots. Figure 9.1 shows the
estimated measurements along with the fitted values of one of the analyzed data
sets.

Curvature Analysis

In the data analysis, the curves of each measure, apart from the z-coordinates, for
the entire spine were analyzed. The actual estimated z-coordinates were neglected
and the vertebrae indexes were set to define the order of the measurements per
curve, i.e. each measure was embedded into a 17 dimensional space. Each curve
ensemble was then processed with PCA to find its principal components. After the
PCA, CCA was applied on the measures projected onto the subspace spanned by
the largest PCA eigenvectors of each measure, corresponding to 99% of the variance
of the respective measures. The CCA was applied to analyze the dependence
between the different measures.

A reasonable question at this point is why CCA was not applied directly on
the estimated measures. The reason for this is two-fold. First, due to the large
number of variables (17 vertebrae) compared to the low number of observations
(15 patients), which will cause singularities in the computations of the CCA, a
dimension reduction was called for. Second, using CCA directly is likely to gen-
erate an overfitting, i.e. it can find correlations related more to noise in the signal
than to the relevant variations in the signal, hence, smoothing or regularization
was called for. Both of these requirements can be met by performing a PCA and
projecting the signal onto the subspace spanned by the eigenvectors.
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9.4 Results
In the conducted experiments, PCA was applied to each estimated measure, apart
from the z-coordinates, over all patients, followed by a CCA on each pair-wise
combination of the measures. From the estimated eigenvalues, the eigenvectors,
corresponding to at least 99% of the variance in the data, were extracted. This
meant for instance that the variance in x-coordinates could be reduced to three
eigenvectors, whereas the curves of θX required six eigenvectors. Figure 9.2 de-
picts the measurements over all measures and patients, along with the extracted
eigenvectors.

The CCA was applied onto every pair-wise combination of the measures, where
the measures were projected onto the subspace spanned by the eigenvectors cor-
responding to 99% of the variance. This was done to find dependencies between
the different measures. Table 9.2 provides the obtained canonical correlations
of all pair-wise CCAs along with corresponding MI estimates. Note the differ-
ence in number of canonical correlation coefficients between the different pair-wise
comparisons. The number of canonical correlation coefficients corresponds to the
smallest number of eigenvectors, required to account for 99% of the variance in
the different measures.

The results show that the strongest linear dependence exists between the x-
coordinates and θY . A somewhat weaker but still obvious dependence is found
between the y-coordinates and θX , between θY and θZ , between θY and ξ, and
between x and θZ . Or, as expressed in anatomical terms, the lateral displacement
of the vertebral body is highly correlated with the frontal rotation of the same. In
addition, sagittal rotation and anterior-posterior displacement of the vertebrae is
highly correlated. Somewhat weaker but still strong correlations are also found be-
tween frontal rotation and both axial vertebral rotation and vertebral deformation,
and between lateral displacement and axial vertebral rotation.

9.5 Discussion
This chapter has presented the concept of eigenspine, a data analysis scheme for
determining the relationship between different measures related to spinal defor-
mity. The potential usage of the method has been exemplified by analyzing the
dependence between different measures describing spinal deformities. The results
of the combined PCA and CCA analysis show, for example, that the strongest lin-
ear dependence is between the lateral displacement and the frontal rotation of the
vertebra. That there is a strong linear dependence between these two measures is
well in-line with what is previously known. However, more interesting conclusions
can be drawn, once the different pair-wise linear dependencies are compared, since
this analysis can indicate which measures that are the most relevant for describing
a scoliotic curvature.

For instance, the fact that the strongest linear relationships exist between the
pair-wise measures x−θY , y−θX , θY−θZ , θY−ξ and x−θZ , indicates that it suffices
to measure the frontal rotation θY and the sagittal rotation θX for describing a
scoliotic curvature. Or rather, that these two measures can be considered to carry
sufficient information to describe the other measures as well. Note, though, that
this hypothesis is in contrast with the previously mentioned understanding of axial
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Table 9.2: Canonical correlations and MI as obtained from the pair-wise CCA, sorted
according to estimated MI.

ρ1 ρ2 ρ3 ρ4 ρ5 ρ6 MI

x− θY 1.00 0.98 0.96 7.83
y − θX 0.99 0.98 0.94 0.87 7.64
θY − θZ 1.00 0.98 0.93 0.20 7.15
θY − ξ 0.99 0.96 0.89 0.80 7.01
x− θZ 0.99 0.99 0.89 6.87
θZ − ξ 1.00 0.94 0.85 0.68 0.20 6.33
θX − ξ 0.98 0.90 0.81 0.72 0.39 0.10 4.87
x− ξ 0.99 0.92 0.84 4.86
θX − θY 0.97 0.88 0.72 0.54 3.97
θX − θZ 0.94 0.90 0.73 0.55 0.47 3.70
y − ξ 0.93 0.80 0.66 0.53 2.80
x− θX 0.94 0.80 0.54 2.51
y − θZ 0.84 0.83 0.57 0.21 2.07
y − θY 0.85 0.73 0.68 0.03 1.91
x− y 0.74 0.68 0.15 1.03

vertebral rotation as an important discriminating feature of idiopathic scoliosis.
However, given the limited number of included patients, further analysis including
more patients is called for, before any conclusions can be made.

It is important to point out that the obtained quantification of the linear
dependencies between all pair-wise combinations of measures via the computed
MI, relies on the assumption of normal distributions for all included variables.
An assumption, which is questionable whether it holds, and, thus, needs further
analysis.
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Figure 9.1: Estimated measurements from one of the analyzed data sets. In this case,
the primary curvature with its end vertebrae and apical vertebra have also
been marked, where the end vertebrae are given by the vertebrae with
maximal/minimal frontal rotation, θY , as obtained from the fitted values.
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Figure 9.2: In (a), all estimated measurements for all measures and patients are de-
picted. Eigenvectors belonging to the largest eigenvalues as estimated from
the PCA, accounting for at least 99% of the variance in the data, are given
in (b).
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Summary and Outlook

This chapter provides a brief summary of the work presented in this thesis, along
with a discussion and an outlook regarding some issues encountered during the
work leading up to this thesis.

10.1 Summary and Review of Presented Contributions
The aim of this thesis has been to improve clinical efficiency by utilizing robust
image registration. To this end, this thesis has proposed two regularizers us-
ing local structure tensors for controlling the regularization (Papers I and II),
and the use of parallel scales for improved robustness and accuracy when esti-
mating update fields based on phase-difference (Paper III). Furthermore, the use
of GPUs for improved computational performance has been explored (Paper IV).
Two new applications have been proposed based upon model-based image registra-
tion, anatomical transfer functions (Paper V) and assessment of spinal deformities
(Paper VII). In addition, a method for vertebral pose estimation (Paper VI) and
a data analysis scheme for quantifying the linear dependence between measures
relevant for describing spinal deformities have been presented.

At this point of the thesis, it is relevant to ask whether the presented contri-
butions have the potential to improve clinical efficiency or not? In regards to the
proposed regularizers, it has to be concluded that the presented results demon-
strate the potential value of the proposed regularizers, and where the benefit of the
proposed regularizers lies within their ability to produce a significantly smoother
displacement field but without affecting the achieved registration accuracy. How-
ever, there remains more work before a decisive conclusion regarding the potential
clinical value can be made, especially issues related to computational complexity
need to be addressed. Note, though, that the proposed regularizers share a com-
mon characteristic with much of the recent work related to regularization, i.e. the
need for spatially adaptive regularizers. Here the proposed methods differ, com-
pared to other recently presented methods by relying on local structure analysis
instead of pre-processed segmentation maps.

97
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The use of parallel scales for estimating the update field has been shown to be
favorable, although it comes with the cost of an increased computational complex-
ity. This raises the question whether the clinical value of the improved robustness
and accuracy exceeds the cost associated with the increased computational com-
plexity. In addition, no evaluation has been performed on medical images. Hence,
further work related to parallel scales and medical images are called for, although
initial results are clearly promising.

The use of GPUs have been shown to be an efficient and affordable approach for
obtaining improved computational performance in image registration. Although
there are some limitations that have to be considered, it is likely that the use of
GPUs for image registration will rapidly increase in the future. Hopefully, this
will allow researchers to consider computational performance during method de-
velopment as well, and not only rely on someone else to deal with the potential
computational complexity. This is crucial, since, as noted earlier, computational
performance is of uttermost importance if aiming to transfer more elaborate reg-
istration algorithms into clinical practice.

Results from the evaluation of anatomical transfer functions for 2D slice vi-
sualization and the preliminary results from the ongoing project on 3D volume
rendering both suggest that anatomical TFs can be used for improved clinical
efficiency, i.e. improved efficiency when making a diagnosis. The evaluating ra-
diologists have considered the use of anatomical TFs as beneficial, especially in
cases where the question to be answered by the examination is vague or unknown.
The main challenges here are to ensure that the registration accuracy is sufficient
and to provide solutions for handling any imperfect registration results. For the
case of 2D slice visualization, it also a challenge to define a suitable approach for
defining the TFs in the transition regions, i.e. in the border regions between two
compartments with different TFs.

The two methods for assessment of spinal deformities have been shown to pro-
vide reliable measurements in comparison with manual measurements and could,
thus, potentially replace manual measurements and, thereby, improve efficiency.
However, the use of the obtained measurements is currently limited to clinical
research, since clinical practice still relies on the Cobb angle for deciding upon
treatment and for monitoring the progression of idiopathic scoliosis. However, this
is likely to change, as both the described EOS system will gain further acceptance
and the use of CT for disease monitoring will increase, as the radiation expo-
sure will continue to decrease. Furthermore, the proposed data analysis scheme
(eigenspine) can prove useful in order to determine the most relevant measures to
consider, when assessing spinal deformities.

10.2 Validation in Image Registration Revisited
An important aspect, or rather, a returning issue, throughout the work related to
this thesis, is the question of how to validate the results from a registration process.
Unfortunately, this thesis does not provide an answer to this question. Validation
is important both for assessing how different parameters or implementations of
a certain algorithm affect the end result and for assessing the results of different
algorithms. Thus, investigations concerning validation and evaluation of image
registration will be an important aspect of future research.
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The following aspects are considered central in order to make a significant
progress in the area related to validation and evaluation of image registration.

• Terminology - Today, there exists no common terminology within the sci-
entific image registration community, something which makes it difficult to
communicate and understand algorithms and results within the community
but which also creates an unnecessary gap to bridge for people unfamiliar
with the research field. For example, in this thesis the two images to reg-
ister to each other are denoted template and reference image respectively,
and where the template image is registered to the reference image. Other
naming conventions include target, source, fixed, moving and model image,
and where it is not always obvious which image that is registered to which.
Although the mentioned example is not a major concern, it illustrates the
issue of lacking a well-defined terminology.

• Evaluation metrics - Similar to the aspect of a mixed terminology, it is also
a limiting factor when researchers employ various metrics when evaluating
their respective algorithms, something which makes it difficult to compare
the results and to determine the validity of various claims regarding the
superiority of one algorithm over another. Thus, there is a need for a set
of established metrics to use when evaluating image registration algorithms
and their results. However, as discussed in the previous section regarding
validation (section 3.10), it is far from obvious which metrics that are relevant
to use (Rohlfing, 2012).

• Open access (algorithms and test data) - Another important aspect to
enable a fair comparison between different algorithms is that there are open
access implementations available of the different algorithms and that image
data employed for evaluation is also provided as open access. This is central
in what is commonly referred to as reproducible science and crucial in order
to conduct studies employing multiple algorithms from different institutions,
e.g. as conducted in (Klein et al., 2009; Brock, 2010).

• Application-specific validation/evaluation - Since it is unlikely that
there exists a single registration algorithm that solves every problem, it is
important to perform application-specific validations, e.g. along the lines of
the EMPIRE10 challenge (Murphy et al., 2011b), where the accuracy of a
number of registration algorithms were evaluated for thoracic CT examina-
tions. In addition, the EMPIRE10 challenge is commendable since it is still
possible to submit registration results for comparison with other algorithms,
although the primary evaluation phase ended in 2010.

10.3 Outlook for Future Clinical Practice
of Image Registration

Consider the following future scenario:

A teenage girl suffering from idiopathic scoliosis is admitted to the
surgical ward and a final CT examination is made before tomorrow’s
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scheduled surgery, a fusion of vertebrae T4-T9. Within seconds of the
performed examination, the surgeon in charge is notified and logs on
to the data system and reviews tomorrow’s surgery. The orthopedic
surgeon can easily track and visualize the progression of the patient’s
spinal curvature, utilizing a patient-specific model of the spine, which
is based upon a number CT examinations performed over the last four
years and registered to a common space. The surgeon visually confirms
the findings of the automatically generated spine report, describing an
increase in the axial vertebral rotation with 12.5◦ of the apical verte-
bral along with an increased lateral vertebral wedging in the surround-
ing vertebrae of the apical vertebra. The reported findings are well in
line with the previously estimated progression, derived from the patient-
specific model. While reviewing the case, the surgeon notices that the
patient also has a prior MR examination and decides to incorporate
that exam into the patient model. With a drag and drop operation, the
MR examination is instantly registered and included into the model.
The surgeon can now more adequately assess the condition of the discs
and decides that the discs of the end vertebrae need to be replaced as
well. The surgeon then launches the spine correction wizard and en-
ters into the system a description of the planned surgery using voice
commands. Within a few seconds, a surgically corrected model of the
patient’s spine, based upon the last CT examination, is visualized in
3D. The discs surrounding vertebra T10 are glowing in red, indicating
that the currently planned fusion will induce a pressure on the discs
that is likely to cause a disc herniation within a couple of years. The
surgeon updates the surgical plan to include vertebra T10 in the fusion
and the glowing in red stops. All is prepared for tomorrow’s surgery.

Medical imaging already plays a significant role in modern healthcare and will
continue to do as patient-specific/individualized care is emerging, as indicated in
the described future scenario. This new era will even further increase the num-
ber of possible clinical applications utilizing image registration. However, as has
been previously noted, there already exist a large number of different suggested
clinical applications of image registration, see section 1.3. Despite this, the use
of image registration in clinical practice is often limited to rigid image registra-
tion and image fusion. Hence, the full potential of using image registration is far
from reached, and the question is not what image registration can be useful for
in today’s or tomorrow’s healthcare, but rather how to introduce the use of im-
age registration to a wider group of users, and how to ensure that clinicians feel
comfortable using image registration, particularly in relation to deformable image
registration (Rueckert and Aljabar, 2010; Sotiras et al., 2012).

Some aspects relevant to address this question has already been discussed ex-
tensively, e.g. computational time constraints and validation. As this thesis has
shown, the use of GPUs is a possible approach for improved computational perfor-
mance, and steps to improve validation have been listed in sections 3.10 and 10.2.
However, the use of GPUs, or any other approach for improving run times in gen-
eral, cannot only be used as a last step before submitting a publication in order to
improve presented results. Instead, computational aspects should be considered
from the onset when designing an algorithm. For instance, the image registration



10.3 Outlook for Future Clinical Practice of Image Registration 101

framework based upon standard numerical optimization, as described in chap-
ter 3, is suitable for sequential execution requiring large amounts of memory to be
available, which is in stark contrast with the architecture of a GPU, designed for
thousands of light-weight threads with limited memory requirements to be exe-
cuted in parallel. Thus, hardware aware algorithms are called for in order to fully
harness the computational power of parallel computing architectures as the GPU.
This applies to validation as well, where validation cannot only be considered as
one of the final steps in proposing a new algorithm but should be considered from
the onset. Before a surgeon, or any clinician for that matter, is ready to trust
an application utilizing image registration, it is important to provide means, by
which the clinicians can build their trust on the algorithm. Depending on appli-
cation, this can consist of extensive validation studies or simple tools for visually
evaluating the registration accuracy.

Another aspect to consider is at which problem an algorithm is aimed to pro-
vide a solution to, since some problems will have stricter requirements in terms
of validation and computational time constraints. For instance, the previously
described future scenario will probably require a rather significant amount of val-
idation before the application will be trusted by a surgeon. Efficiently comparing
different images to each other is a common challenge in medical imaging, e.g. a
radiologist might have multiple exams consisting of several scans each to consider.
This is probably one of the better scenarios to start with when attempting to
achieve a wide usage of image registration. In this scenario, the estimated trans-
formations will provide the radiologists with an important navigational tool, by
which he/she can easily move from one scan to another and end up in approxi-
mately the same anatomical position and, thereby, save valuable time, instead of
forcing the radiologist to navigate through each scan separately. In this case, a
specific validation is likely not needed but instead the trust for the system will
gradually develop, as the radiologist uses the system and experiences the benefit
from it. In addition, by the use of smart hanging protocols, some computational
aspects might be possible to mitigate in this case, since the registration process
can be executed before the actual viewing of the images and not necessarily be
executed on the fly during the viewing process.

This also highlights the collaborative aspect, i.e. instead of the researchers
presenting a solution to what they perceive as a problem for the clinicians, it is
vital that researchers and clinicians together can design a solution that handles a
real-world problem. Along these lines, it is also important to consider how the use
of image registration is presented and made available to a clinician. A clinician
that will have to work with a command prompt to run a registration algorithm and
various text-files for setting parameters, and then to manually import the obtained
results to their viewing system is highly unlikely to consider image registration as
a tool for improving the efficiency of their workflow.

However, considering the aspects mentioned here, e.g. computational perfor-
mance, validation, clinical problem to solve and user interaction, then image regis-
tration can prove to be a useful tool for improving the clinical efficiency in medical
imaging and, hence, the described future scenario might not be that distant.
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