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Abstract

This work presents a framework for shading of virtual objects using high dynamic
range (HDR) light probe sequences in real-time. The method is based on using
HDR environment map of the scene which is captured in an on-line process by HDR
video camera as light probes [32]. In each frame of the HDR video, an optimized
CUDA kernel is used to project incident lighting into spherical harmonics in real
time. Transfer coefficients are calculated in an offline process. Using precomputed
radiance transfer the radiance calculation reduces to a low order dot product
between lighting and transfer coefficients. We exploit temporal coherence between
frames to further smooth lighting variation over time. Our results show that
the framework can achieve the effects of consistent illumination in real-time with
flexibility to respond to dynamic changes in the real environment. We are using
low-order spherical harmonics for representing both lighting and transfer functions
to avoid aliasing.
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Chapter 1

Introduction

Compositing and merging synthetic objects in the real world scene containing
real objects is one of the challenging tasks for many areas of computer graphics
like visual effects and augmented reality. As an example in visual effects area, the
producers are interested in combining their videos with computer generated objects
such as digital actors and props. This process requires consistent local and distant
lighting between synthetic and real components. Similarly, augmented reality(AR)
is based on adding synthetic objects to the real world environment and enriching
it in a way that virtual objects are perceived as coexisting with physical world.
Visual quality is one of the important aspects and even with the objects correctly
placed in the environment, if their visual appearance do not match the scene it
instantly gives away their artificiality.

Rendering realistic objects with correct lighting of the real environment is a
demanding task and requires the knowledge of the surroundings. Image Based
Lighting (IBL), [5], is a widely used technique for photo-realistic rendering of
virtual objects so that they can be seamlessly composited into still or video footage
captured in real scenes. The key idea of IBL is to capture the lighting present in
the real scene and use this information to illuminate the virtual objects. The
scene lighting in traditional IBL is measured by capturing an omni-directional
High Dynamic Range (HDR) image, or HDRi, at a single point in space. Such a
panoramic HDRi is generally called a light probe. Since the HDRi captures the full
dynamic range in the scene (from the direct light sources to the parts of the scene
that are in shadow), the light probe can be thought of as a measurement of the
scene radiance incident at the point in space where the panorama was captured,
and can be used as an approximation of the lighting in the scene during rendering.
The ease of use and level of realism attainable have now made IBL a standard
tool in most production pipelines, and even in real-time applications (based on
approximations).

Traditional IBL has been limited to only static lighting environments. This is
due to the fact that there are no cameras available on the market, that can capture
true HDR images in a single shot. HDR images are commonly captured using
exposure bracketing, a series of differently exposed images covering the dynamic
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2 Introduction

Figure 1.1. Definition of radiance L : flux per unit projected area dA⊥ and per unit
solid angle dω

range of the scene that are combined into a final HDR image. This limits the
capture to static scenes and still images. However, recent developments in sensor
and imaging hardware, [31, 30, 15], have now made it possible to capture HDR-
video (HDRv). This in turn also enables the capture of light probe video sequences,
and thus IBL with dynamic real world lighting environments and moving light
probes.

In this report we are presenting a technique and system overview for real-time
IBL using HDRv light probe sequences. Our method is based on the precomputed
radiance transfer method which was introduced by Sloan et al.[28]. Real world
scene lighting is recorded using a high quality and high resolution 4Mpixel HDRv
camera running at 25 or 30 frames per second (fps). Using a real-time CUDA
kernel, the input HDR images are processed and the spherical radiance distribu-
tion described by each frame in the video sequence is projected onto a low order
spherical harmonics basis and used for image based rendering of synthetic objects.
This report is structured as : in section 1.1 we are providing the reader the ba-
sic information that is required for understanding the concept of this work. This
sections contains a brief summery of radiance, global illumination, image based
lighting, precomputed radiance transfer. In section 2 we will discuss in deep the
method we are using in our framework. Section 3 and 4 show the results of our
implementation and we can see the performance and problems of this method. In
section 5 we will have a conclusion and future works.

1.1 Background

In this section we will have a brief review over the related works in real-time image
based lighting and a short summary of the necessary theoretical background in
computer graphics and global illumination. Firstly, we will begin with an overview
on radiometry and photometry.

1.1.1 Radiometry

The energy that is received from the environment by the eye is called light which
enables human brain to get information about the surroundings. Light interacts
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Figure 1.2. Irradiance E coming from direction Li.

with near-by objects due to their material properties. Some objects absorb or
reflect the light while the others refract it and among all these interactions some
part of light finally reaches our eyes. All global illumination methods are trying to
simulate the properties of the real light in the modelled scene. Therefore under-
standing the nature of the light and its propagation in the environment is a very
important to have an acceptable illumination.

The word radiometry is referred to the science of measuring light energy. As
light travels through the air, we are interested in the measurements of the energy
that passes through a surface. This quantity is called flux φ which is defined as a
ratio of total radiant energy flow Q per unit of time (watts). The radiant flux that
is coming away from any direction per unit of area over a surface is called irradi-

ance and is defined as: E = dΦ

dA . The unit of irradiance is watts/m2. The radiant

intensity, I is the change of radiant power with respect to a solid angle. Based on
these definitions, radiosity is defined as the density of the radiant flux leaving a
surface: M = dφ

dA and is also expressed with units in watts/m2. Radiance is also
a radiometric measure which describes the amount of flux that passes through or
is emitted from a unit projected area per unit solid angle(watts/(steradians.m2)):

L =
d2Φ

dωdA⊥
=

d2Φ

dωdAcosθ
, (1.1)

where, L is the radiance(watts/(steradians.m2)), φ is the radiant flux(watts),
θ is the angle between the surface normal and the specified direction, A is the
area of the surface(m2) and ω is the solid angle(steradians). Figure 1.1 displays
the concept of radiance. Generally, Radiance L is the power that a ray which is
leaving or arriving a point on a surface contains.

The radiance leaving a point x along the direction Θ is denoted as L(x→ Θ).
Similarly, L(x← Θ) represents radiance from direction Θ towards point x.

1.1.2 BRDF

To understand how light propagates through the scene, we need to know its inter-
action with the objects in the environment. Different materials interact with light
in different ways such as reflectance, refraction and absorption. When light hits a
surface on point P with incident direction Ψ, it can leave the surface at the same
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Light source

Camera

Figure 1.3. BRDF(photo taken from wikipedia)

point or other point such as q with the exitant direction θ. Since in this report we
are not considering subsurface scattering we assume that the light leaves the sur-
face at the same point. Figure 1.3 shows the visual definition of this phenomena.
Thus we can describe the reflectance properties of a surface by a function that is
called bidirectional reflectance distribution function or BRDF. BRDF at point x
is defined as follow:

fr(x, ψ → θ) =
dL(x→ θ)

L(x← ψ)cos(Nx, ψ)dωψ
(1.2)

where fr(x, ψ → θ) is the BRDF and cos(Nx, ψ) is the cosine of the angle
between the incident direction vector ψ and the normal vector at the point x, Nx.
The BRDF is denoted over the entire sphere of directions around a surface point
x (4π steradians).

1.1.3 Global Illumination

Global illumination is a term that refers to a group of algorithms in computer
graphics which are meant to add realism to the 3D scenes. These algorithms con-
sider not only the direct illumination where the light is coming directly from the
light source but also the indirect illumination where the light rays come bouncing
from other surfaces in the scene.Theoretically light refraction, reflection and shad-
ows are global illumination effects. However in practice these are considered as
local effects and global illumination is referred to the simulation of diffuse inter-
reflections and caustics. Algorithms such as Radiosity [26], ray tracing [8], path
tracing [16], photon mapping [14] and image based lighting are some examples
of global illumination. All these algorithm are an attempt to solve the rendering
equation which was firstly introduced by Kajia [12]:

L(x→ Θ) = Le(x→ Θ) +

∫

Ωx

fr(x,Ψ→ Θ)L(x← Ψ)cos(Nx,Ψ)dωΨ (1.3)
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where Le(x → Θ) is the radiance emitted by the surface at point x and in
the direction θ. Rendering equation is highly dependent on the Bidirectional
Reflectance Distribution Function (BRDF) and it represents the equilibrium dis-
tribution of light energy in a scene. We can also consider rendering equation in
the form of area formulation:

L(x→ Θ) = Le(x→ Θ) +

∫

A

fr(x,Ψ→ Θ)L(y → −Ψ)V (x, y)G(x, y)dAy (1.4)

where V (x, y) specifies the visibility term between point x and point y; in
case of mutual visibility this term is one otherwise it is zero. The term G(x, y) is
geometry term and is dependant on the relative geometry of the surfaces at point
x and y with distance rxy from each other:

G(x, y) =
cos(Nx, ψ)cos(Ny,−ψ)

(rxy)2
. (1.5)

1.1.4 Image-based lighting

As we have mentioned earlier, global illumination algorithms are attempting to
solve the rendering equation. One of these techniques is image based lighting(IBL)
which is the process of using images as light sources. Generally IBL involves the
use of high dynamic range images since the HDR pixel values are covering the full
range of light arriving at a point in the scene. These values contain information
about the color, shape and intensity of the both direct and indirect illumination of
the scene and can be stored as calibrated linear-response measurement of incident
lighting. Figure 1.4 shows a comparison between a scene illuminated traditionally
and a scene lighted by IBL method. Since the light that contributes to the ap-
pearance of the real-world objects typically comes from every direction, we need
omnidirectional HDR images for IBL. One of the important applications of this
technique is in augmented reality where computer-generated objects are added to
the real world scene as if they are really existing there.

For capturing the incident illumination we need to consider two properties;
Firstly the image must contain all directions from a point in the space. Secondly
the full dynamic range should be captured. By using HDR photography techniques
that is described in [24] we can assure the first condition is already true. Omni-
directional images can be acquired by several methods such as mirrored spheres,
tilted photography and fish-eye lenses. The technique that we are using in this
project for capturing the light probe images is mirrored spheres where a reflective
sphere is placed in front of the camera and the image of it is captured. this tech-
nique is convenient and fast and does not require multiple shots. Figure 1.5 shows
three frames captured by placing mirror sphere in front of camera.

1.1.5 Pre-computed radiance transfer

The real time rendering part of IBL requires a robust algorithm. General methods
like Monte Carlo ray tracing [3] and Radiosity [26] are not suitable for real-time
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Figure 1.4. Comparison of traditional lighting and image based lighting method. The
right picture is illuminated by traditional methods and the left one is illuminated with
image based lighting. [6]

a b c

Figure 1.5. HDR Light probe sequences, with floating point values using ideal mirrored
sphere projection. From left to right: images from frame 10, 20 and 30.

rendering due to the high cost of calculation associated with them. Precomputed
radiance transfer (PRT) is a rendering technique that uses a pre-computed solution
for the light transport among diffuse surfaces in static scenes and exploits it for
real-time rendering. In this report we are reviewing the overall idea of precomputed
radiance transfer and how spherical harmonics basis can be used for this method.

In this project, we consider rendering of virtual objects as illuminated by a
video sequence of HDR light probes. The underlying assumptions are that each
pixel Ij in a light probe image can be thought of as a radiance contribution over
the solid angle from a corresponding incident direction ~ωi, and that the captured
real environment is far enough so that the radiance contribution Ij is parallel over
the entire scene.

Rendering objects that are illuminated by such distant environmental lighting
requires solving the rendering integral, Eq. 1.6:

L(x, ~ωo) =

∫

Ω

L(x, ~ωi)ρ(x, ~ωi, ~ωo)d~ωi (1.6)
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where ρ describes how the surface material at x transforms radiance incident
from a direction ~ωi towards the outgoing direction ~ωo from which the point x

is observed. The integrand describes the product between the incident radiance
distribution and the surface material that includes the cosine falloff factor. To
take into account self shadowing, we also include a visibility factor V (x, ~ωi) that
describes the local self occlusion at a surface point x such that: V (x, ~ωi) = 1 if the
distant environment is visible in direction ~ωi, and V (x, ~ωi) = 0 if local geometry
occludes the environment in the direction ~ωi. Assuming that the scene is static
and only contains Lambertian material, the material ρ will be independent of the
viewing angle ~ωo and only depend on the diffuse albedo ρA(x)/π and the cosine
between ~ωi and the surface normal Nx at x. Consequently, Eq.1.6 is simplified to
the following for Lambertian surfaces:

L(x, ~ωo) =
ρA(x)

π

∫

Ω

L(~ωi)V (x, ~ωi)(Nx · ~ωi)d~ωi (1.7)

where Ω is the hemisphere centered at the normal Nx. We now define what is
referred to as the transfer function T , that includes the visibility and cosine falloff:

T (x, ~ωi) = V (x, ~ωi)(Nx · ~ωi) (1.8)

and the rendering integral becomes:

L(x, ~ωo) =
ρA(x)

π

∫

Ω

L(~ωi)T (x, ~ωi)d~ωi (1.9)

However, this equation is still not suitable for real-time implementation. PRT
splits the rendering equation in to two parts: pre-computation and real time re-
construction. In pre-computed step, for a given vertex of an object, its shading
responses to the environment, T , are calculated and projected onto an orthonor-
mal basis. Spherical harmonics and wavelets are two widely used basis functions
from which we are using the former in this project. This projection will provide
some coefficients stored in a vector(in case of a diffuse surface) or matrix(for glossy
surfaces) for each vertex of the object in the scene. Similarly incident lighting of
the scene is also projected into the same basis (spherical harmonic basis). Because
of spherical harmonics linearity, the shading integral reduces into a dot product of
coefficient vectors of transfer function and incident radiance for diffuse surfaces.
For glossy objects, the reconstruction is performed by a matrix-vector multiplica-
tion (a multiplication of transfer matrix and incident lighting coefficients). This
method is capable of handling complex area lighting and producing soft shadows
and inter-reflections.

Projection and Reconstruction of Functions

We define β to be an infinite set of functions that can be used to project and
reconstruct functions. To project a function f to βi, we integrate the product of
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Figure 1.6. Precomputed radiance transfer. The environment map is HDR panora-
mas captured outside the Norrköping visualization center C. The transfer function is
calculated without visibility testing.

two functions over the entire domain of f as following:

ci =

∫

f(x)βi(x) dx, (1.10)

where ci is the coefficient that determines the similarity between f and βi. In
order to recover the original function f the following equation can be used:

f(x) = lim
n→∞

Σn
i=1ciβi (1.11)

This process is called reconstruction. We find an approximation of f by using
finite number of terms:

f(x) ≈ f̄(x) = Σn
i=1ciβi(x) (1.12)

In PRT orthonormal basis function will be used which guarantees that the integral
of the product of two basis functions will be either zero, if the functions are differ-
ent, or one, if they are the same. If we assume that ck and dk are the coefficients
corresponding to the projections of two functions f(x) and g(x) into the basis
functions βk for all k, the integral of the product of f(x) and g(x) can be calcu-
lated as the sum of the products ckdk. Consequently by projecting lighting and
transfer function of E.q.1.9 to the same basis functions, the following equations
are derived:

L( ~ωi) ≈ Σn
k=1lkβk( ~ωi) (1.13)

T (x, ωi) ≈) ≈ Σn
k=1tkβk( ~ωi), (1.14)
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where

lk =

∫

L( ~ωi)βk( ~ωi)d~ωi

tk =

∫

T (x, ~ωi)βk( ~ωi)d~ωi

By substituting the value of the approximate light function (E.q.1.13 ) and transfer
function (E.q.1.14 ) into E.q. 1.9 we can calculate the outgoing radiance as follow:

L(x, ωo) = Σn
k=1lktk (1.15)

The above equation can only be used for direct lighting so we can perform extra
bounces by doing a similar derivation with higher order terms of the Neumann
Expansion, which gives us the final PRT equation:

L(x, ωo) = Σn
k=1lk(t0k + t1k + t2k + ...) (1.16)

Spherical Harmonics

As we discussed in previous sections PRT uses orthonormal basis functions for
projection. Spherical harmonics(SH) are orthonormal functions which are defined
over the unit sphere. Real spherical harmonics can be used for pre-computing
radiance transfer. Legendre polynomials are the heart of SH functions. These
polynomials return real values and we can define them recursively as follows:

l ∈ N,−l ≤ m ≤ l, {x ∈ R| − 1 ≤ x ≤ 1}

pml =



















x(2m+ 1)Pmm if l = m+ 1

(−1)m(2m− 1)!!(1− x2)m/2 if l = m
x(2l − 1)Pml−1

− (l +m− 1)Pml−2

(1−m)
if otherwise

In above definition l is called band and m varies according to l. Legendre polyno-
mials are defined over real numbers in the interval between [−l, l]. The operator
!! is called double factorial, and is calculated as follows:

n!! =

{

1 if n ≤ 1

(n− 2)!! if n > 1

Spherical harmonic functions are parametrized using θ and φ, as shown below,
with scaling factors kml for normalizing the functions:

yml (θ, φ) =











√
2Km

l cos(mφ)Pml (cos(θ)) if m > 0√
2Km

l sin(−mφ)P−m
l (cos(θ)) if m < 0

K0

l P
0

l cos(θ) if m = 0

where,

kml =

√

(2l + 1)(l − |m|)!
4π(1 + |m|)!
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A spherical harmonics approximation of a function using l bands requires l2 co-
efficients. The interesting properties of spherical harmonics functions make them
very useful in this area for real-time rendering. From the many features of these
functions, the orthogonality of SH functions can be used as a guarantee that the
integral of the rendering equation 1.9 can be collapsed to a single dot product
of the spherical harmonics coefficients. This can be done by projecting the func-
tions into spherical harmonics space to perform a faster operation in the real-time.
Moreover being rotational invariant is a very useful property specially in natural
interaction with the object in real-time. This means that if we rotate or move the
light in the scene, the intensity of the light will not vary. Thus instead of rotating
the light and calculating the intensity from the beginning, we can just rotate the
projected coefficients. In this project we have used a rotation method by J.Ivanic
et.al.[10] which is a recursive procedure for calculating the rotation matrices be-
tween spherical harmonics from a given rotation matrix. For more information
please refer to [10].

For projecting functions into spherical harmonic basis, we need to solve an
integral. This integral can be estimated by using Monte Carlo integration. We
used Stratified Sampling method which guaranties that our samples are evenly
distributed over the unit sphere. First, we subdivide the unit square into

√
n×√n

cells and randomly select a sample inside each cell. Then we map the coordinates
of the samples in the unit square to coordinates on the unit sphere according to
following equation:

(x, y)→ (2acos(
√

1− x), 2πy)→ (θ, φ) (1.17)

Figure 1.7. Generating 10000 random number on a square and presenting them in (θ, φ)
angle space.

The number of samples has a great impact on the realism of the rendered scene.
As the number of sample increases, the approximation of the rendering equation
will be more near the actual value. This can be seen in the scene we have rendered
using precomputed radiance transfer with a single environment map in figure 1.8.
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As you can see the accuracy of the rendered model increases by the increment of
the number of samples.

a b c d

Figure 1.8. Happy Buddha rendered with different number of samples in an HDR envi-
ronment map taken outside visualization center in Norrköping. a- Number samples=25,
b-100, c-400, d-2500.

One other important feature in precomputed radiance transfer is the number of
bands of spherical harmonic basis functions. You can see the influence of number
of bands in Fig.1.9.

1.1.6 CUDA

Graphics processing unit architecture is different from CPU since GPU is special-
ized for highly parallel computation. Therefore there are more transistors devoted
to data processing than flow control and data caching as it is shown in Fig.1.10.
This feature is very well suited for addressing the problems where the same pro-
gram is run on various data elements in parallel. At runtime, data elements are
mapped to parallel processing thread. Applications such as 3D rendering and im-
age and media processing with large data set can get benefits from this feature to
speed up the computations. Compute Unified Device Architecture or CUDA is a
general purpose parallel computing architecture which was introduced by NVIDIA
in 2006 for graphics processing. CUDA is available in Nvidia graphics processing
units(GPU) and is accessible in variant industry standard languages. One of the
advantages of CUDA is by giving the access to memory of the parallel compu-
tational elements as well as virtual instruction set in CUDA GPUs. GPUs have
special architecture for executing parallel threads which focuses on running many
concurrent threads slowly instead of executing one thread very fast. Therefore the
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a b c d

Figure 1.9. Happy Buddha rendered with different number of bands in an HDR envi-
ronment map taken outside visualization center in Norrköping. a- Number samples=2,
b-3, c-4, d-5.

latency gap between parallel threads is filled by running many threads at the same
time.

Figure 1.10. Comparison between CPU and GPU architecture.

CUDA kernels are C-based functions which are run N times in parallel for N
separate CUDA light-weight threads. Beside the ability of running code on GPUs,
CUDA also manages the resources by partitioning data in smaller blocks to fit on
cores and scheduling the blocks of data to be processed by one core. Each block
of data is also partitioned into threads, where there can be up to 512 threads in
one block. A collection of blocks will define a grid and all blocks are executing
the same kernel independently. Figure 1.11 shows the structure of threads, blocks
and grids in CUDA. Grids can be one-dimensional, two-dimensional and three-
dimensional for organizing blocks. The number of grids is mostly dependent on
the size of the data that is going to be processed or it can be defined by the number
of processors in the system. Warps are batches consisting of 32 treads that are
grouped together. These warps are triggered independently in a Single Instruction
Multiple Data (SIMD) fashion. Threads in the same warp are executing the same
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instruction at the same time.

Figure 1.11. Grids, blocks and threads in CUDA.

The number of threads in each block and the number of blocks per grid is
determined by programmer. The dimensionality of blocks and grids can also be
defined in the same way. CUDA C provides built-in variables for accessing threads,
blocks id, as well as blocks and grid dimensionality.

During execution time, CUDA threads have access to various types of memory
space as demonstrated in the figure 1.12. For each thread there is a local memory
which is not accessible for other threads. Shared memory is visible to all threads
within a thread block and has a lifetime of the block. This type of memory
is very fast, and each block has a copy of shared memory. However only the
threads of the same block can have access to the shared memory of that block.
This memory is on-chip which makes it much faster than other types of memory
spaces. Nevertheless, for achieving high bandwidth in shared memory, we need
to avoid bank conflict between threads. Therefore not only threads within the
same block are executed in parallel but also with the usage of shared memory and
barrier synchronization they can get inter-thread communication. As result various
blocks in the same grid associate coarse-grained parallel computing with no need
of communication whereas the threads of each block involve fine-grained parallel
computing with communication. The particular feature of CUDA programming is
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that there are two levels of organizations for threads and through shared memory
and synchronizations these threads can communicate with each other in lower level.
Another type of memory which is reachable for all threads is global memory. This
memory has a separate address space for transferring data from the host CPU’s
main memory through the PCIE bus. There are two types of read-only memory,
available for all threads: Texture memory space and constant memory. These
memories are optimized for reading constant data during the program execution.
Texture and constant memory are cached and in recent GPUs global memory is
also cached. In Fig.1.12 memory hierarchy and memory types have been shown.
For more information about memory optimizations please refer to the literature
of NVIDIA Corporation[21] and [4].

Figure 1.12. Memory hierarchy and memory types in CUDA: Registers, shared memory
and Device memory(Texture, constant and global memory). Fastest memory is the first
memory that is accessible for the threads.

One important consideration when using GPU computing is how we optimize
the CUDA program. There are two key features in the characteristics of GPU.
Firstly, the program should highly be executed in parallel while the number of each
block threads satisfying the optimal allocation of resources and therefore it should
perform sustained high-density GPU computing. The second feature is considering
the storage and access of different types of memory. The bandwidth of memory
has an important role in the bottleneck of computer performance. Coalescing in
global memory is very important as if the data is well-organized in this memory in
a way that a load statement in all threads of a warp can have access to the data in
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the same aligned 128-byte block. Moreover, accessing data in advance for reducing
GPU waiting time and rational use of register memory can affect the efficiency of
GPU computing significantly.

1.2 Previous Work

The way in which illumination varies in a scene as a function of location in space
(x, y, z), time t, direction (φ, θ) and wavelength λ is described by the plenoptic
function P (x, y, z, φ, θ, λ, t), Adelson and Bergen [1]. In computer graphics im-
age synthesis, this corresponds to the radiance distribution L(x, ~ωi) incident at
a surface point x from an angular region subtended by a set of directions ~ωi, as
described by the rendering equation (Eq.1.6). In computer graphics, the time t
is usually fixated, and the spectral characteristics, λ, of the plenoptic function,
P , are usually described using three spectral bands for red, green and blue colors
respectively.

Based on the observation that the lighting plays a key role in the visual realism
of computer generated images, Debevec [5] introduced image based lighting; a
technique that enables virtual objects to be rendered into real scenes and appear
as if they were actually there. In traditional IBL the incident radiance distribution
L(x, ~ωi) is described by a panoramic HDR image Ij captured in a real scene, where
j denotes the linear index for each pixel in the image. Each pixel j in Ij can
be thought of as the radiance contribution from the solid angle of direction ~ωi
subtended by the pixel area, i.e. L(x, ~ωi) ≈ Ij . Since the panoramic image I
is captured at a single point in space, the spatial coordinate x vanishes, and the
image Ij describes only the angular variations in the incident radiance distribution.
This corresponds to the approximation that the lighting environment captured in
Ij is infinitely far away from the virtual objects being rendered. An effect of this
is also that spatial variations in the illumination cannot be captured or recreated
during image synthesis.

IBL has traditionally been limited to scene lighting captured at a single point
in space and at a single instant in time. The main reason for this is that the HDR
image capture, as introduced in the computer graphics community by Debevec
and Malik [7], has been carried out by combining a series of differently exposed
low dynamic range images into an HDR image covering the full dynamic range of
the scene. This technique, often referred to as exposure bracketing, requires that
several images are captured and can thus not handle dynamic scenes or moving
cameras. For an overview of the background of HDR imaging see Reinhard et
al. [24].

Moving beyond conventional cameras, a number of approaches and hardware
setups for HDR imaging and even video have been proposed in the literature. In
order to minimize the temporal artifacts in the exposure bracketing algorithm,
Unger et al. [31] presented an HDR video camera, where they programmed a so
called SMART CMOS sensor from SICK-IVP AB to capture the exposures back to
back on a per pixel basis in rolling shutter fashion, and directly on the sensor chip
itself do the HDR assembly. Another option to the time-multiplexing is to trade
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spatial resolution for dynamic range. Nayar and Mitsunaga [20] placed spatially
varying exposure filter array in front of the sensor. This approach was extended to
rgb-color image capture [19] and even capture of multi-spectral HDR-images [34].
Currently the best performing approach for single shot and HDR-video capture
is based on the idea of internally, inside the camera system, splitting the optical
path onto multiple image synchronized sensors [2, 33, 17, 30, 15]. By placing
Natural Density (ND) filters with varying density in front of the sensors, e.g. [2],
or more sophisticated beam splitter optics, e.g. [30], the different low dynamic
range exposures can be captured with full resolution at the same instant in time
and with the same integration time. This prevents ghosting artifacts from scene
motion and ensures correct motion blur for all sensors. These systems, now, also
enable high quality HDR-video capture.

The benefit and impressive rendering results from using IBL has motivated
research and development of techniques for realtime rendering. These techniques
use a single light probe image captured at a single instant in time, and generally
focus on describing L(x, ~ωi) and ρ in the rendering equation, Eq. 1.6, as well as
local visibility information using approximations that make it possible to solve
the rendering equation in realt-time for complex scenes. Ramamoorthi and Han-
rahan [23] projected the captured illumination onto Spherical Harmonics (SH)
basis functions, and showed that diffuse materials could be accurately simulated
by representing the environment illumination with 9 SH coefficients. Sloan et
al. [13, 28, 29] later extended this technique and introduced Precomputed Radi-
ance Transfer (PRT) of glossy materials, performing expensive computations as
a pre-computation step. An in-depth overview of PRT-methods is presented in
Ramammoorthi [22].

Building on this body of work, our method extends IBL and PRT to include also
the temporal domain, i.e. in our framework L(x, ~ωi) in Eq.1.6 becomes L(x, ~ωi, t).
We approximate the spherical lighting measurements, Ij and local transfer func-
tion T using spherical harmonics and utilize the orthogonality of this basis to
efficiently solve the rendering integral as a dot product between SH coefficients.
We also demonstrate how the projection of the captured light probes onto a spher-
ical harmonics basis can be parallelized and computed in real-time for each frame
in the input HDR video sequences. This means that, under the assumption of low
angular frequency in the illumination, our processing and rendering framework
supports dynamic HDR environment maps. For the sake of presentation, here we
use static scenes and Lambertian materials. It should however, be noted that our
technique applies similarly to previously presented methods in PRT that supports
both dynamic scenes as well as glossy materials, e.g. [29].
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Method

In this chapter we will present our method for illuminating virtual object with a
HDR video stream. Assuming that scenes are static, we are using pre-computed
radiance transfer technique [28] for pre-calculating the transfer function at each
shading point in the scene and projecting them into spherical harmonics basis
function in order to use them in on-line rendering step. The same technique is
applied on environmental lighting in a real-time approach. In the following we
will discuss about the algorithm we have used for real-time rendering of realistic
objects.

2.0.1 Algorithm overview

We use an experimental setup consisting of an HDR video camera with a resolution
of 2400×1700 pixels capturing the full dynamic range of the environment through
the reflection in a mirror sphere (see Section 4). The camera is running at 25 or
30 fps and the processing and rendering is performed in real-time. Our algorithm
can be outlined in an off-line pre-processing step and an on-line processing and
rendering step:

Off-line pre-processing:

At each vertex on each object in the virtual scene, the transfer function, T , de-
scribed in Eq. 1.8,is calculated and projected onto an SH basis. This information
is stored on disk and uploaded onto the GPU at runtime.

On-line processing:

For each HDR light probe image streamed to the GPU, the real-time algorithm
can be outlined as:

1. Light probe image processing - Down-sampling, filtering and processing of
the HDR light probe image on GPU for increasing the performance.

2. Lighting SH projection - The down-sampled image, Ij , is projected onto a
SH basis of order 3, 4 or 5 according to Eq. 1.10 in section 1. A CUDA kernel
is used to accelerate the process and enabling real-time performance.
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3. Temporal filtering - Since we only use a single light probe image at each
time step t, the entire virtual scene will at once be affected by lighting
variations that in reality only would affect a small part of it. This may
introduce flickering artifacts. To avoid this, we (optionally) perform filtering
of the projected lighting SH coefficients in the time domain in order to avoid
temporal artifacts introduced from strong spatial variations in light probe
images.

4. Lighting reconstruction and rendering - The SH representation of the pre-
processed transfer function, T , of each object in the scene and the SH pro-
jection of the incident illumination L(~ωi, t) are used to efficiently solve the
rendering integral, Eq. 1.9, at each fragment being rendered. Finally, the
full resolution image is projected onto a quad oriented perpendicular to the
virtual camera and used as backdrop onto which the rendered objects are
composited.

Below, we describe each step in our algorithm in detail, and present and
overview of the real-time processing, SH-projections, filtering and reconstruction.

2.1 Off-line pre-processing

As we have seen in the previous section, by limiting the scene to static objects
with Lambertian material we can derive a simplified model of rendering equation.
Since the input data to our method is a video stream temporal domain has to be
considered as well. Therefore Eq.1.9 will change to the following:

L(x, ~ωo, t) =
ρA(x)

π

∫

Ω

L(~ωi, t)T (x, ~ωi)d~ωi (2.1)

for a reminder T is the transfer function which is calculated by the following
equation:

T (x, ~ωi) = V (x, ~ωi)(Nx · ~ωi)
The local visibility, V , in equation above is computationally expensive to cal-

culate, and cannot be determined on-line. In a static scene with known materials,
the transfer function T , can be calculated in a pre-processing step. As we ex-
plained in the introduction section(1), for each vertex on each surface, random
samples on a unit sphere around it are considered. For visibility sampling, we use
ray casting where, for each sample direction, a ray is shoot into the scene to check
the occlusion. The geometry of the scene is considered to be triangular, therefore
for checking the ray-triangle intersection we are using the method introduced by
Möller et al.[18]. This algorithm uses minimal storage and does not require any
preprocessing. A triangle is defined by three vertices V0 , V1 and V2. A point
,T (u, v) on a given triangle is calculated as:

T (u, v) = (1− u− v)V0 + uV1 + vV2, (2.2)
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where (u, v) are barycentric coordinates that u ≥ 0 , v ≥ 0 and u+ v ≤ 1. For
finding the intersection of ray R(t) and triangle T (u, v) we can simply solve the
following equation:

o+ td = (1− u− v)V0 + uV1 + uV2. (2.3)

By rearranging the terms we have:

[−dV1 − V0V2 − V0]





t
u
v



 = o− V0, (2.4)

which means that u, v and t can be found by solving the linear system of Eq
2.4. By defining E1 = V1 − V0, E2 = V2 − V0 and T = o− V0 and using Cramer’s
rule the solution to Eq.2.4 is gained as:
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By using linear algebra we can rewrite the above equation as:





t
u
v



 =
1

(d× E2).E1





(T × E1).E2

(d× E2).T
(T × E1).d



 (2.6)

After we have calculated t, u and v we can easily find the intersection point of
the ray and the triangle. Therefore if we find an intersection point, the vertex is
considered to be occluded and the visibility term will be zero, otherwise it is one.
This method is fast and requires small space for storage.

Subsequently the dot product between the sample direction ~ωi and the surface
normal Nx is calculated, and the transfer function T is computed and projected
onto SH basis functions as describe in Eq.1.10. The transfer function coefficients ,
which we denote as cTlm, are stored to be used during on-line image synthesis. Using
Monte-Carlo integration, the integral of Eq.1.10 can be numerically evaluated as:

cTlm =

∫

Ω

T (x, ~ωi)Yl
m(ωi)dωi ≈

N
∑

i=1

w( ~ωi)T (x, ~ωi)yl
m( ~ωi) (2.7)

where w( ~ωi) is a weighting function and N is the number of sample directions.
Using stratified sampling over a unit sphere leads to a constant weight function
w( ~ωi) = 4π/N . Note that at each shading point we are using a sphere instead of
a hemisphere to avoid transformation of global coordinate to local coordinate.

2.2 Light probe image processing

The currently available HDR light probe image, for time step t, is streamed to
the GPU. We first iteratively down-sample the image to a lower resolution version
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for the SH projection. This is possible since we know that the order of the SH
projection is very low compared to the full resolution. It is also possible to crop
the input image to the extent of the mirror sphere or perform spatial filtering
operations. Different approaches of down-sampling such as box filter or Gaussian
blur filter can be used for this reason. The result of down-sampling is passed to
the projection kernel.

2.3 Lighting SH projection

The environment lighting is considered to be dynamic and based on HDR video
streams. This means that the incident lighting is changing in each frame, and
that the SH approximation of the radiance distribution needs to be re-computed
for each frame. Traditional methods of projecting the environment lighting onto
SH basis functions require a considerable processing time which is not suitable for
real-time frame rates and temporal coherency. In order to accelerate this process,
we use GPGPU programming to perform these operations in real time.

Each pixel in each light probe image represents an incident light direction.
During the SH projection, we loop over each pixel in the input image. This means
that we perform uniform sampling in image space, and that each pixel corresponds
to a solid angle in a certain direction. The light probe images are captured in real-
time with ideal mirrored sphere mapping. In this type of mapping a circle within
a unit square image (domain of u ∈ [0, 1], v ∈ [0, 1]) is considered. For mapping
from world to image we have [24]:

r =
sin( 1

2
arccos(−Dz))

s
√

Dx
2 +Dy

2

(u, v) = (
1

2
+ rDx,

1

2
− rDy)

And the equation for mapping from image to world is as below:

r =
√

(2u− 1)2 + (2v − 1)2 (2.8)

(θ, φ) = (atan2(2u− 1,−2v + 1), 2arcsin(r)) (2.9)

(Dx, Dy, Dz) = (sinφcosθ, sinφsinθ,−cosφ) (2.10)

This type of mapping is exactly how the world is reflected in a mirrored sphere
when the world is distant relative to the diameter of the reflective sphere. Therefore
it reflects all directions of the environment. The incident lighting is then projected
onto SH basis functions. As described in Section 1.1.5, projecting a function,
f onto an SH basis requires the integral of the products of f , and the SH basis
functions over the domain of f to be computed. The incident lighting in directions
ωi, denoted L(ωi), are projected onto SH basis functions according to:
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cLlm =

∫

S2

L(ωi)Yl
m(ωi)dωi (2.11)

Using numerical integration over the light probe image, Eq.2.11 can be esti-
mated numerically as follows:

cLlm ≈
N

∑

i=1

w(ωi)L(ωi)Yl
m(ωi) (2.12)

where w(ωi) is the area measure of Eq.2.9. To enable real-time processing we
perform these computations using a CUDA kernel.

In order to make use of all available cores on the GPU and to minimize memory
latency, CUDA programming requires launching a large number of threads and
using fine grained parallelism. According to Eq.2.12, each coefficient of light probe
projection is calculated as a summation of the sample light directions multiplied
with the SH basis functions. This summation can be broken down into many small
parts, where each part can be computed separately. The results from each part
can then be added together to form the final coefficients.

We have designed a CUDA kernel in which we are assigning one pixel of the
light probe image to one thread. During execution of a CUDA program, [21], the
threads are grouped together into blocks. These threads are distributed over a set
of 2-dimensional blocks on GPU. Each block has access to a limited fast shared
memory. 16 × 16 pixels of light probe image are passed to each block in order
to compute n2 (for n-band SH basis) coefficients. Each block calculates a partial
sum of Eq.2.12 that is stored in the shared memory. Shared memory is chosen for
achieving better performance, since it is the fastest way for the threads within a
block to communicate with each other. The result of one block is shown in Fig.2.1.

The actual coefficients are then calculated by adding up the projection results
from each thread and block. In order to calculate the first coefficient, we need to
add up the projection results of N light directions onto the first SH basis function.
Therefore the first element of each thread is added together. This process is applied
for the other elements on each block. We are using a parallel reduction technique
for computing the partial sum in each block. This is shown in Fig.2.2. At each
step the addition is reduced in half and this process is repeated until all threads
are processed. The result is written into global memory and further reduction is
performed between blocks until all partial sums of Eq.2.12 are calculated. Using
reduction is the best way to massively parallelize the computation. In the kernel
samples are converted from uv-coordinate to spherical coordinate using Eq.2.8 to
compute the n2 SH coefficients.

Spherical harmonics basis functions are well-suited for reconstructing low fre-
quency lighting and shadows. However, when the signal is clamped, this recon-
struction is accompanied with a ringing effect known as Gibbs phenomena [9]. To
minimize this problem, we choose Hanning window, see [27] for more details.
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Figure 2.1. The arrangements of threads in each block and the shared memory used
for storing the result.
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1 2 n^2...

1 2 n^2...
Final coefficients array

Figure 2.2. The result of partial summations in each block is added to the other results
using reduction. m is dependent on the width and height of the input light probe image.

2.4 Temporal filtering

The PRT approximation of distant environments means that we use only a single
light probe image per time step. Since a light probe image measures only angular
variations in the radiance distribution, it is not possible to capture the spatial
variation that would occur in the real world if an object was gradually moving
from e.g. strong illumination into shadow. Instead the entire rendered scene will
be affected at once. In lighting environments with high spatial variations this
may lead to flickering. To avoid such temporal artifacts, we (optionally) perform
a simple bilinear filtering of the projected lighting SH coefficients in the time
domain.

2.5 Lighting reconstruction and rendering

So far two sets of SH coefficients have been calculated; transfer functions and
incident lighting. To relight the scene, according to Eq.1.7, the projected func-
tions should be reconstructed. Using orthonormality of SH basis functions, the
projections of two functions, T and L over the unit sphere, satisfy:

L( ~ωi, t) ≈
n

∑

k=1

cLkYk( ~ωi)

T (x, ~ωi) ≈
n

∑

k=1

cTk Yk( ~ωi)



2.5 Lighting reconstruction and rendering 23

L(x, ~ωo, t) =

∫

T (x, ~ωi)L( ~ωi, t)d~ωi ≈
n2

∑

i=1

cLi c
T
i . (2.13)

Thus, the rendering integral, Eq. 1.7, is reduced to a scalar product of the
projected coefficients. This approach is very efficient and can produce high quality
soft shadows and accurate lighting

block 1 block 2 block n

1 2 n

...

Figure 2.3. Reduction algorithm used for calculating coefficients. The picture shows
the schema for calculating one coefficient.
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Implementation

In this section we are providing the information about the implementation and we
give an overview of the experimental setup used to test our approach in practice.

HDR Video Setup- The dynamic HDR light probe input data used for the
experiments presented in this project were captured using an HDR video camera
prototype developed in a collaboration between Linköping University, Sweden and
the German camera manufacturer SpheronVR AG. The camera system captures
images with a resolution of 2400×1700 pixels with a dynamic range in the order of
10.000.000 : 1 at up to 30 frames per second. For the experiments presented here,
the camera is mounted in a real-time light probe setup depicted in Figure 3.1.
In this setup the HDRv camera uses a Zeiss Makro-Planar T* 100mm f/2 ZF.2
lens and images the scene through the reflection in a mirror sphere placed at a
distance of 1250 mm from the center of projection along the optical axis. For
each captured frame, this yields a close to 360◦ panoramic HDR image that covers
the full dynamic range of the scene. HDR video sequences are stored on disk as
individual OpenEXR frames, see http://www.openexr.org, without compression
for maximum quality.

The test results were acquired on a 3.2 GHz Xeon computer running Linux
Ubuntu 11.04 with 23.6 GiB memory and an NVIDIA GeForce GTX580 graphics
card. All stages of our method were implemented using C++, CUDA, OpenGL
and GLSL respectively. We are using diffuse reflecting surfaces and our models
are standard models from Stanford university database.

The CUDA kernel which calculates light’s coefficients, utilizes overall W ×H
threads, where W is the width and H is the height of the image that is captured in
real-time. For each HDR-video frame, the image is uploaded as OpenGL texture
to graphics memory, and used as input to the CUDA PRT kernel, as well as for
rendering the environment background. For achieving better performance, the
environment map input image is down-sampled before SH projection. The down-
sampling ratio can be changed in real-time to see the effect of resampling the light
probe. Using OpenGL vertex buffer objects, the transfer function coefficients are
transferred as vertex attributes to the graphics memory. The final reconstruction
and rendering is then performed in a GLSL shader. We are using RGB system and
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Figure 3.1. The HDRv camera captures HDR images of 2400 × 1700 pixels exhibiting
a dynamic range in the order of 10.000.000 : 1 at up to 30 frames per second. Here the
camera is displayed in a real-time light probe setup and images the scene through the
reflection in a mirror sphere.

for each channel there will be 16 coefficients based on order-4 SH functions. The
method was tested for 5 orders of SH functions and we found that for lighting a
Lambertian surface order-4 SH functions suffices. However for reducing the ringing
effect and getting better result, more orders of SH can be used. Nonetheless as
explained we have decided to use filtering instead.

For achieving more temporal coherence we ae using bilinear interpolation be-
tween coefficients of every two sequences. To simulate specular reflection of the
environment in the synthetic object we are using reflection mapping of the en-
vironment and the following equation is used for finding the final color of each
pixel:

Colorfinal = Cdiffuse + ck ∗ Creflection (3.1)

where ck ∈ [0, 1] denotes specular reflectivity in the material of the object.
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Results

In this section, we present a set of example renderings, as well as an evaluation
of the algorithm in terms of performance. For testing our method we have used
four different pre-captured light probe sequences; three of them is recorded in the
natural light and one is captured in a laboratory with static and moving light
sources.

(a) (b)

(c) (d)

Figure 4.1. Testing the shading of the scene with different scaling of the light probe
image resolution of a single frame of the environment map. (a) 1628 × 814, (b) 814 × 407
(c) 203 × 101 (d) 50 × 25
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Table 4.1. Pre-process time required for our test scenes with 2500 sample directions,
(the plane is included in the calculations)

Shape V ertices Faces Time(Visibility off) Time(Visibility on)

Sphere 6384 12760 0.1 sec 5.19 min
Bunny 7455 14868 0.1 sec 7.17 min
Buddha 54938 109900 0.9 sec 330 min
Dragon 54952 109900 0.9 sec 376 min

Figure 4.1 displays the dragon model rendered with different resolution of the
environment map. As shown in Fig.4.1-b, the first iteration of the down-sampling
does not have a visible impact on the output shading. However as the procedure
continues with higher ratio, the shadows become softer and starting to fade away.
Table 4.2 shows how the performance measured in fps scales according to light
probe image resolution. The test results shows that with an down-sampling ratio
of 8 the result is visually acceptable and the application runs smoother.

Table 4.1 shows timings of the pre-processing phase with visibility on and off.
The visibility calculations are multi-threaded in CPU. For a test scene containing
the Stanford bunny and a ground plane with 7455 vertices, and 14868 triangles, the
processing time for computing the transfer function coefficients is 7.17min with
visibility testing and 0.1sec without it. In Fig.4.3 the dragon model is rendered
with visibility testing on and off. Despite the time consuming pre-process step that
is required, as Fig.4.3-b indicates, shadows add to the realism of the results. The
number of sample directions per shading point, are also important in calculating
the transfer function for shadow testing. Using more samples will result in more
accurate shadows and less ringing. This is shown in Fig. 4.2, where the model is
rendered with 100, 900 and 2500 sample directions per vertex. The result shows
that 2500 samples are enough for our application.

Using OpenGL vertex buffer objects, the transfer function coefficients are trans-
ferred as vertex attributes to the graphics memory. The final reconstruction and
rendering is then performed in a GLSL shader. To perform the final reconstruc-
tion on GPU, for an object with 6384 vertices and with spherical harmonics with
4 bands, we need a texture of size 6348 × 16 pixels stored in GPU memory. In
order to perform the final multiplications according to Eq.2.13, the coefficients
are transferred to the GLSL shader memory. We are using an RGB color model,
and for each channel there will be 16 coefficients based on order-4 SH functions.
The method was tested for 5th order SH functions, and we found that for lighting
a Lambertian surface order-4 SH functions suffices. However, in order to reduce
ringing artifacts, higher order SH bases can be used. The ringing effects can also
be minimized using spatial filtering as described.

Finally, figure 4.4 shows renderings using input HDR-video sequences from
three different scenes, captured both indoors and outdoors. The figure shows the
result from the processing, reconstruction and rendering steps in the real-time
algorithm described in Section 2.0.1.
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(a) (b) (c)

Figure 4.2. The effect of under-sampling in calculating transfer function: a) Number
of sample directions = 100, b) 900 and c)2500.

Table 4.2. Change of FPS according to light probe image resolution

Resolution FPS

1628× 814 9
814× 407 24
407× 203 40
203× 101 44
101× 50 55
50× 25 64



30 Results

Figure 4.3. The Dragon model rendered in the scene with (a)without and (b) visibility
testing.
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Figure 4.4. Synthetic scenes rendered in three different environments.
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Figure 4.5. Dragon model rendered using order-4 spherical harmonics lighting and
reflection mapping according to Eq.3.1



Chapter 5

Conclusions and Future

Work

We have presented a method for real-time rendering of synthetic objects using
incident illumination captured with a HDR video stream by pre-computing the
radiance transfer. Via spherical harmonics basis functions, our framework can
produce high quality soft shadows with less computation time which leads to a
higher frame rate and temporal coherency. We discussed how using GPGPU can
add performance to our application. This work can be very useful in Augmented
Reality (AR) applications. The result of our implementation indicated the tem-
poral coherence and smooth changes of lighting between frames.

Our future work is mostly concentrated on lighting specular surfaces under the
same conditions. However different basis function such as Haar wavelet must be
considered since spherical harmonics can only be used for low frequency environ-
ment lighting. Moreover we are aiming to propagate the calculated vectors and
matrices to various clients from a server so that they can see the result on their
mobile phone or tablets. One other consideration in our future work is to reduce
the number of projections of the HDRv. Since there is a minor change in the con-
secutive frames, one idea is to compare the new absolute values of the sequential
environment maps and if there was a minor change, the coefficients of the previous
frames can be used to predict the coefficients of the current frame. Importance
sampling of the environment map is also another approach which can be tested on
our application [11].
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