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Abbreviations

API Application programming interface
CMOS Complementary Metal-Oxide-Semiconductor
CCD Charge-Coupled Device
CG Computer Graphics
CPU Central Processing Unit
DCM Diffuse Convolution Map
ES Embedded Systemes
GPU Graphics Processing Unit
HDR High Dynamic Range
HDRI High Dynamic Range Imaging
IBL Image Based Lighting
IBR Image Based Rendering
LDR Low Dynamic Range
PX Pixel - Picture Element
SCM Specular Convolution Map
SDK Software Development Kit
UI User Interface
USB Universal Serial Bus





Chapter 1

Introduction

Mobile phones are here to stay, and the interaction with them is an evolving
process. Designing software for mobile devices poses new challenges not seen in
desktop computer environments. Screen size, performance and inputs, are just a
few areas where they significantly differ. Although, intriguingly the gap between
them is narrowing. Devices are now able to do things previously only restricted to
PCs. The graphics chip integrated with high-end devices of today and tomorrow
has capabilities worth exploring. With more power and advanced shader support,
techniques such as image based lighting becomes worth exploring.

To solve the problem described in this thesis I built a framework for image
processing. This framework is further described indirectly throughout the report
and is available upon request. The framework is never the focus of the report since
any framework should suffice and the developed framework should not hinder the
reader’s own experimentations.

1.1 Purpose

The purpose of this thesis is to see whether image based lighting (IBL) and image
based rendering (IBR) is feasible with a mobile phone, as well as explore which
applications it would suit for. Also, examining if it can be combined with high
dynamic range imaging (HDRI) to enhance the user experience. Both IBL/IBR
and HDRI might be new terms for the reader; if so I encourage you to read 2.2
for a deeper understanding.

1.2 Hypothesis

The hypothesis assumed: The techniques presented will provide users benefits in
terms of aesthetics and usability. Which would have to be evaluated through user
studies.
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1.3 Conditions
1. The technique should work with Mobile devices and the special limitations

they present.

2. Aimed towards high-end mobile devices.

3. Use TATs program suite in the development; Cascades, Motion Lab.

4. Make use of multi-modal input.

1.4 Assumptions
1. All resolutions i.e.. A×B have the unit pixels.



Chapter 2

Background

The following sections contains what is believed to be good background knowl-
edge before reading about the proposed methods. For this reason they are not
mandatory for the understanding of the developed techniques although still rec-
ommended reading. They also contain references which can broaden the reader’s
knowledge in these areas.

2.1 Utah Teapot

Throughout this report the model known as the Utah teapot is used, see Figure
2.1. This is an object which probably would not be used in any UI, although
it has some features which makes it usable in a report such as this. The main
reason being that the shape of the teapot makes it show the effects on a fairly
complex object, thus depicting the effects on different surface types. This will
show strengths and weaknesses of the techniques presented which might not have
shown on a simpler object i.e. cube or sphere.

Figure 2.1. Illustration of Utah teapot with a checkerboard texture
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2.2 Image Based Lighting and High Dynamic Range
Imaging

Image based lighting involves techniques to light artificial objects/environments
with mapped light data. This should be put in contrast with traditional rendering
where the lighting is calculated from a scene description. IBL is a technique widely
used within the film and gaming industry, since it can be used with physically
correct lighting data, and it is decoupled from scene complexity(polygons and
light-sources). There is also the possibility to precalculate the lighting information.

IBL is often combined with HDRI because captured real lighting data is of
HDR-type in most cases. This means that conventional file-formats do not have
enough resolution to fully store the intensity spectrum accurately. To capture the
wide range of lighting data HDR-formats are required. There are several formats
to choose from, for more details, see [8, Page 89].

2.2.1 In a Mobile Context
This is a new area of application for IBL. Being a standard technique for games and
movies the graphical performance of mobile devices has to recently not really been
sufficient. But with more devices having OpenGL ES 2.X support, and graphics
chip performance advancements it is now possible to find applications for IBL on
a mobile device. Some graphics chips for mobile devices also support HDR-data.

2.3 Environment Mapping

2.3.1 Common Types of Environment Mappings
Since mapped lighting data needs to be mapped to objects, techniques which do so
are important to look at. In this section some of the most common are presented.

• Longitude-Latitude mapping

Figure 2.2. Example of a longitude-latitude map



Developed for mapping the empyrean to a 2D-surface. Each star’s location is
described with two angles instead of three spatial coordinates. These angles
are denoted as elevation and azimuth.

• Box/Cube Mapping

Figure 2.3. Example of a box map

This method divides the environment up in the six squared faces of an imag-
ined cube enclosing the observer. Lookup with this mapping is fast and
efficient. But it requires a lot of memory and creating the texture in this
context is computationally heavy.

• Spherical Mapping



Figure 2.4. Example of a sphere-map

This technique is often mentioned in combination with IBL, since capturing
light data often is done using a mirror sphere. If that is the case no remapping
needs to be done, only cropping. The mirror sphere is centered in the texture
and the diameter is normalized to one.

2.3.2 Reflection Mapping

By many considered the most common type of mapping and one of the oldest
within computer graphics. The technique works by using the reflection-vector to
lookup texture(or light)-data. This technique in combination with an environment
map creates the illusion of a mirror-like surface as shown below in Figure 2.5.

Also, notice when looking at Figures 2.5, 2.6 and 2.8 distortions created due to
under-sampling, more on this in the discussion.



Figure 2.5. Left to right images rendered with a DCM of 256×128, 64×32, 32×16 and
16×8.

2.3.3 DCM - Diffuse Convolution Map

DCM is an extension of environment mapping, with which diffuse lighting within a
scene can is simulated. The DCM is calculated as a convolution of the environment
map and taking Phong’s BRDF into account. This algorithm is computationally
complex, and results in a blurry image. A nice feature is that the image has no ap-
parent seams. Due to the complexity of the algorithm it is normally precalculated
before use, although I will show how to approximate it in real-time.

An example of a DCM can be seen in Figure 2.7. The interpretation of this
is that DCM is a low-pass filter, and that knowledge we can use to our advan-
tage. The DCM can be under-sampled substantially and a believable result is still
obtained. We might not even see any differences as shown in Figure 2.7. The
reason for this is that the human eyes are insensitive to slow changes in color and
intensity. See [8] for more information on the eyes sensitivity functions.
Lookup in the DCM is done in the same fashion as with reflection mapping, but
using the normal-vector instead of the reflection vector.

Figure 2.6. Left to right images rendered with a DCM of 256×128, 64×32, 32×16 and
16×8.



Figure 2.7. Corresponding DCMs for Figure 2.6

2.3.4 SCM - Specular Convolution Map
SCM is to DCM as specular light is to diffuse light. Whereas a DCM aims to
simulate the diffuse flow of light, SCM simulates the flow of specular lighting i.e.
shiny/glossy object. See [2] for more on DCM and SCM and how to create them.
Notice, in the real world there is no distinction between specular or diffuse light.
It is the surface that decides if an object is viewed as diffuse or specular.
Lookup is done with the same approach as reflection mapping, using the reflection-
vector.

Figure 2.8. Left to right images rendered with a SCM of 256×128, 64×32, 32×16 and
16×8.

2.4 HDRI - High Dynamic Range Imaging
HDRI is a range of techniques which are used in combination with HDR-images.
These are images that have a wider dynamic range than those normally taken with
a digital camera. This has several advantages; it makes it possible to capture de-
tails in a room and through its windows outside in sunshine at the same time. One
major disadvantage is that images stored take up more memory space, moreover
more data often entails longer computation time.

2.4.1 Tone Mapping
Tone mapping involves algorithms which transforms HDR-data to LDR-data,
which is a non-linear transform. This has to be done since all commercial dis-



plays to this date can only display LDR-data. The transform usually resembles
an S-shaped function with the most resolution in the ares of interest in the image.
The area of interest depends on whether the algorithm is automatic or not. There
are several tone mapping techniques for more information, see [8, p. 187].

2.5 Digital Cameras
Digital cameras capture images on either a CMOS or CCD-sensor. These are
light-sensitive sensors which generate an electrical current when exposed to visible
light. When a picture is taken the light information is accumulated over a certain
time (exposure time).

The gathered data is then transformed by what is known as the camera-curve.
Most commercial displays can only display colors 24 bits of color depth i.e. 8 bit
per color channel. Since displays cannot display colors outside of this gamut digital
cameras are bound to this range as well. This poses a problem when one want to
create image-based effects such as blooming. Blooming[6] is an effect which occurs
in light areas of an image thus being an important visual cue.

2.5.1 Camera Curve
As mentioned digital cameras apply a curve on every image shot. The curve is
unique for each camera model and is designed by the camera manufacturer to
generate an image which looks good printed and on a monitor. Unfortunately,
this is a non-linear transformation which makes the inverse harder to calculate.
Also, the manufacturers seldom give you access to this camera curve so it has to
be calculated with software such as HDR Shop[3]. The inverse camera curve is
used to transform the pixel data stored by the camera to light data.

2.5.2 Mobile Digital Camera
Mobile digital cameras work using the same principles as conventional digital cam-
eras, but their optics and sensors are inferior. The importance is that they work
in the same manner, and techniques that work with conventional cameras ought
to work with mobile cameras as well.

2.6 Human Visual System
The visual system of a human has properties that when considered carefully can
be used to advantage.

What we know as visual light is actually light with wavelengths 390nm →
750nm. When light from this spectrum hits the the light-sensitive cells on the
retina, electrical signals are dispatched and sent through the optical nerve to the
brain. On the retina there are two types of light sensitive cells, rods and cones.
Rods only activate in dimmer light conditions and only react to the intensity of
light but disregard the wavelength. Cones, which are the other type are active



under normal to bright lighting conditions and have three sub-types. There is
some overlap when both rods and cones are active as well. The three sub-types
of cones react to different wavelength spans. The interpretation of these three
spectrums are the colors red, green and blue. Since the different spectrums of
the cones overlap it just happens that green is covered by all of them. For this
reason we are better at differentiating between green hues than blue or red, which
means that under-sampling green has to be done carefully. One interesting aspect
is that these colors are transformed and compressed before reaching the brain for
interpretation. The three colors are divided into one intensity, red-green, blue-
yellow -channel. The optical nerve reduces information gathered by the retina
before sending it through. The optical nerve converts the three RGB-channels to
a different format where one is for intensity only. This makes us more sensitive to
intensity-shifts than color-shifts. For more information, see [8, p. 187].

With previous information we can conclude that we are:
-insensitive to slow variations in intensity.
-sensitive to fast variations in intensity.
-more sensitive to green colors than red and blue.
-more sensitive to changes in intensity than in color.

2.7 Real-Time Rendering

One can argue for creating graphics in a physically correct manner, especially
within academic circles. However, this is neither possible nor necessary in all
situations. Mobile phones with their hardware limitations pose such a situation.
Having something running in real-time is in many cases more important than it
looking at its best.

To create advanced 3D-effects in mobile phones it requires one to take short-
cuts. Shortcuts in this sense could be an approximated function which requires less
memory accesses or less calculations. When trying to make methods less complex
it is important to keep the overall appearance but still be prepared to do trade-offs
such as degradations or distortions.

2.8 Graphical Performance of Mobile Devices

Since graphics hardware are one of the fastest developing hardware in terms of
performance, mobile devices of today can do things before only possible with PCs.
Since the performance are equal to older generation PCs, techniques from that era
will be worth looking at again. Most mobile devices have a shared memory bus
for both CPU and GPU. For this reason memory accesses have to be considered
carefully. There are always features which are device specific which is worth looking
up to gain optimal performance. Information this is usually found at the chipset
manufacturers webpage.



ES graphics chip designer Imagination Technologies can be a valuable resource.
They have an SDK which works with their chipsets and provide general tips and
information when developing for mobile devices. Reading [7] will give anyone
deciding to work with mobile graphics a head start.

2.8.1 Image Blur
Blur, as the name implies are techniques which unsharpen the image which they
are applied on. There are several techniques with which you can blur an im-
age. Below I’ve described two common blurring techniques. Within signal theory
these operators belong to the class of low-pass filters, which all share the common
behavior of averaging data.

Mean Blur

Mean blur or box filtering uses a squared window around the sample to be com-
puted. The new value is computed as the mean of the values within the window.
One disadvantage is that this filter generates artifacts which get more apparent
with a larger window size.

1 1 1
1 1 1
1 1 1

1
9 3×3 Box filter kernel

Gaussian Blur

This technique looks at the euclidean distance from the pixel to be evaluated and
uses that when computing the averaged pixel. The filter kernel is generated with
a Gaussian bell function. One of the characteristics of the Gaussian filter kernel
is that there will be no visible artifacts in the resulting image.

1 2 1
2 4 2
1 2 1

1
16 3×3 Gaussian filter kernel





Chapter 3

Tools

3.1 TAT MotionLab

The proposed methods of this thesis need a scenario for a better evaluation.
TAT have developed a product called Motion Lab, which essentially is a software
where you can build your own UIs using their XML-based language, TML. Since
TATs UI and rendering -engine, Cascades and Kastor are platform independent
one can develop on one platform for another quite comfortably.

For more information about TATs products see [9].

3.2 HDR Shop v1

HDR Shop[3] is a free tool for modifying HDR-images and converting them in
between different mappings. This program can also calculate DCM and SCM
from an environment map.

3.3 Autodesk 3D Studio Max

This program is a well recognized modeling tool, great for polygon modeling.

3.4 CL-Eye

A framework developed by Code Laboratories for the Playstation eye webcam.
Code laboratories offers a Windows driver for the webcam and an API to access
functions of it. More information on the Playstation eye webcam and CL-Eye, see
[10][5].
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3.5 Development Devices

In the first phase of the thesis a development device from Texas Instruments
called Blaze was the target device. Unfortunately the drivers were in an early
development phase and important functions were unavailable. For this reason I
had to switch development device. Working with the TI-device was an invaluable
experience though.

The second development device was a home brew variant assembled at TAT.
It was powered by a desktop computer, which meant it had more power than the
TI device, but I still tried developing for it as if it were an ES device.

3.5.1 Texas Instruments Blaze

At the time of writing a high-end development device.

Figure 3.1. Texas Instruments Blaze

Specification
CPU: ARM A9 Dual-Core @ 1GHz
GPU: PowerVR SGX-540
2×Capacitive Touchscreen
2×Front-facing camera
1×Back-facing camera
2×Accelerometer



3.5.2 Assembled Development Device
One of a kind device.

Figure 3.2. Development Device

Specification
CPU: Intel Core2Duo
GPU: 256MB Nvidia GeForce 9300GE
1×Front-facing webcam
1×Back-facing webcam
1×11” Resistive touchscreen
1×3-way Accelerometer





Chapter 4

Image Based Lighted UIs
Using Mobile Camera Feeds

4.1 Dual-Cam Environment Mapping

Digital cameras capture light within a certain field of view which is determined by
its optics. The cameras attached to the development device 3.5.2 were two Sony
Playstation Eye [10] with the following specification:

Field of View : Manual setting of 56° or 75°
Resolution : 320×240@120Hz or 640×480@60Hz
Interface : USB 2.0

This of course is only a small part of the entire sphere that we would want to
capture light from. But if we carefully choose which part we capture we can still
end up with a believable result. Those parts that we see directly with our direct
vision are those of most importance. Since we know quite well how the mobile is
held, and where the user are in perspective to the cameras, it becomes quite trivial
to capture the parts of most importance. Being unable to find techniques which
render an environment map from two camera feeds, one had to been developed.
The technique developed is essentially an extension of sphere mapping 2.3.1. The
approach stitches both camera feeds onto a single texture. The left and right
halves are then responsible for light reflected from either the front or back of the
environment. A method in [4, ch. 3] is presented which offers similarities in the
mapping technique, although only using one hemisphere and one camera.

The images are concatenated as shown in Figure 4.1.
While rendering, lookup in the environment map is done accordingly to hemisphere-

mapping. The difference with pure hemisphere-mapping is an extra check whether
the lookup should done in the left or right half of the texture. Lookup is done
according to Equation 4.1.
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Left: Front Camera Right: Back Camera

φ

θ

2π0

π

π

Figure 4.1. Mapping of images → environment map, with variables θ (elevation) and
φ (azimuth) angle.
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4 ||r||ry
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(4.1)

Blending

There is a discontinuity between the two camera feeds, one way to address this
problem is to blend the bordering region. Figure 4.2 shows this discontinuity on
the right teapot, and on the left we see the difference linear blending make. Linear
blending is considered one of the simplest forms of blending. It is also simple to
compute which is the reason it was chosen. Blending is done in proximity to the
bordering region. Samples from both left and right image are linearly blended.
The border region regards those samples close to where the switch from front to
back hemisphere is done. The z-position of the look-up vector as in Equation 4.2 is
tracked to know which part to do the look-up in. This will only work for a camera
looking either way down or up the z-axis. In UIs the camera seldom diverges from
this point of view if that is not the case it can be solved by a rotation. A common
solution within CG is to let the camera be static and rotate the world around it.
That eliminates the previously mentioned problem with rotation.

z > 0.1 Left image
−0.1 < z < 0.1 Linear blending of left and right image
z < −0.1 Right image

(4.2)



Figure 4.2. Left: Rendered using linear blending. Right: No blending.

4.2 Approximated Diffuse Convolution Map
Since calculating a diffuse convolution map is a complex method, a faster tech-
nique was implemented, still possible to generate a believable result.

Outlining the technique it consists of the following steps:

1. Resize
The image is resized to 8×8 pixels in size.

2. Blur
The image is blurred using a 2×2 box filter.

4.3 Hemisphere Mapping from Camera Input
Creating the environment map from camera inputs was done in the following steps:

1. Take three shots, two with the front-facing camera using different exposures,
and one with the back-facing.

2. Assemble into a HDR-photo.

4.3.1 Animating Coordinates
Even if it might be possible to light with camera-data in real-time, it would not be
efficient. Instead, taking images more seldom and rotating the environment map
by reading the accelerometers or gyroscope may still give a good impression but less
strain on the hardware in particular the battery. Most mobile phones today have
an accelerometer and some have even a gyroscope, so they can track movements
quite well. In more technical terms the data from the accelerometer can be used
to perturb the look-up vectors by angles calculated from the accelerometers data,
thus making the impression that the user is rotating in the environment even
though it is static.



Look-up in the environment maps is done using a 3D-vector. The vector used
is usually either the reflection or the normal-vector depending on the rendering
technique. If we know the angles the device has been rotated with we can perturb
the locate vector in the following way:

1. Retrieve data from the accelerometer transform the data into an angle of
rotation, θ.

2. Create the rotational matrix for the axis to rotate around, see Equation 4.3,
θ denotes the angle of rotation.

3. Apply that transform to the normal-vector n and get calculate the new
normal-vector n̂.

n̂ = n · (RxRy)

Rx =

 1 0 0
0 cos θ − sin θ
0 sin θ cos θ

 ,Ry =

 cos θ 0 − sin θ
0 1 0

− sin θ 0 cos θ

 (4.3)

4.4 Approximating HDRI Effects
To create HDRI effects one needs HDR-images. These are both computationally
and memory demanding to create. If we use a smaller set of exposures we get
away with a lower memory and computational cost but still get something with a
high dynamic range.

The foremost reason for using HDR-images is to distinguish high intensity
areas in images i.e. light sources. If HDRI is not used a light-source and a bright
surface can have the same color intensity in the image. In the presented method
two exposures are taken. One with a short and one with a long exposure time,
which captures light of high and normal intensity.

Assembling the final pseudo HDR-image was done in this fashion: The two
images are converted picture data to lighting data by applying the inverse cam-
era curve. The image taken with a short exposure-time will have an accurate
measurement of high-intensity areas and the opposite of low intensity areas. The
image with long will have the opposite situation. When merging the images we
have to evaluate each pixel and decide which image has the best representation
for that image. Therefore before merging the two samples at pixel x, they have
to go through a rejection testing. Overexposed pixels in the image with a long
exposure time are not credible and the values from the other image will be used.
Then there are areas which both might be equally credible. With only two images
it is hard to make a perfect reconstruction but it suffices for our purposes. For
more information about HDR-composition from LDR images see [8, p.85].

4.5 Processing Pipeline
The technique is divided into three distinguishable steps/pipes:



1. Camera capturing

2. Image processing

3. Rendering

4.5.1 Camera Pipeline

CAM A CAM B

Exposure L

Snapshot

Exposure S

Snapshot

Snapshot

Inverse Camera Curve

HDR image

HDR env.

set

set

take

apply

take

merge

stitch

Figure 4.3. Camera Pipeline

The first step in the camera pipeline is to issue commands to the cameras to fetch
camera data, see Figure 4.3. The front-facing camera (Cam A), take two shots,
each with a different exposure-time. Exposure values are chosen as described in
4.4.

Unfortunately it could not be tested outside, since the device was attached to
a desktop computer, but it was tested against the sun shining in from the window
which worked well. Since the camera at this stage has applied its camera curve and
distorted the measured data the inverse was applied on the photos. Images from
Cam A and B are merged and stitched together into a single texture. Lighting
values are finally rescaled between 0 and 1.5, since OpenGL renders colors in the
range 0→ 1, I use the upper 1.5 to simulate an overexposure effect. The resulting
image then is sent through the pipeline to the image processing step.



4.5.2 Image Processing Pipeline

Down Sample

HDR Image

Blur

Diffuse MapReflection Map

perform

perform

Figure 4.4. Image Pipeline

This pipeline step take two HDR-images as input, see Figure 4.4. The processing
is with intention simple and optimized for speed. The environment-map is copied
and down-sampled to 16×8 pixels. At this stage we have two maps, one diffuse
and one reflection, the diffuse map is blurred to further remove high frequencies.
These two maps are then sent to the rendering pipeline.

4.5.3 Rendering Pipeline

The rendering pipeline is the most computationally expensive one, but since it
is done on the graphics chip with parallel computing capabilities, it can be done
quite fast.
The final color for each pixel is calculated as

Cpixel = Cd,map · Cd,texture + Cs,map · Cs,texture (4.4)

Cd,map and Cs,map are fetched from the environment map using mapping described
in 4.3.
Cd,texture and Cs,texture are standard texture maps.
The bump map is used to perturb the normals of the object’s surface, for more
information about bump mapping see Appendix A and B.

4.6 Environment Map Optimizations
Texture coordinate lookup in sphere mapping is done accordingly to Equation 4.5.
Several changes were made to optimize this equation. For starter I only use hemi-



sphere mapping thus can rewrite the calculation of m asm = 1
2

√
R2

x +R2
y +R2

z, m ∈

[−1 1] with vector operations this can be rewritten as m = 1
2R •R

m = 2
√
R2

x +R2
y + (Rz + 1)2

u = Rx

m
+ 1

2

v = Ry

m
+ 1

2

(4.5)





Chapter 5

Results

5.1 Diffuse Shading

Teapot rendered with DCM in three scenarios.

Figure 5.1. Rendered with DCM only.
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Figure 5.2. Rendered with DCM + surface texture.

Figure 5.3. Rendered with DCM + Surface Texture + Bump Map.

5.2 Specular Shading

Teapot rendered with the environment map in two scenarios.



Figure 5.4. Rendered with environment map only.

Figure 5.5. Rendered with Environment Map + Bump Map.

5.3 DCM + Reflection + Diffuse Texture + Bump Map

Maps combined to create a more realistic result.



Figure 5.6. Utah teapot with DCM + Reflection + Diffuse Texture + Bump Map.

5.4 Example of the Effect at Different Locations

5.5 IBL vs Conventional Lighting

Following this text are Figures 5.7, 5.8, 5.9 and 5.10 which show comparisons of
the presented techniques against conventional lighting with one area light. The
comparison might not seem fair in some sense, since only one light is used for
conventional lighting. The reason for this is that I want to present the techniques
with the least amount of effort for the setup and show the results.

Figure 5.7. DCM vs Diffuse Lighting



Figure 5.8. Reflection vs Specular Lighting

Figure 5.9. SCM vs Specular Lighting

Figure 5.10. DCM + SCM vs Diffuse + Specular -Lighting





Chapter 6

Discussion

In this section I raise topics which I believe was important enough to discuss. It
will also answer to why some techniques were used.

6.1 Surface Texturing
Surface texturing is crucial to give an object details that could be hard or impos-
sible to simulate with a surface shader. If bump mapping simulates the physical
depth on a macro scale, texture mapping adds color changes and depth on a micro
scale. Looking at Figures 5.1 and 5.2, we see the difference a simple diffuse texture
map can make. I would say that the use of surface textures are unquestionable
and bring a lot of realism to the final result.

6.2 Usage of Bump Mapping
Looking at Figures 5.3 and 5.5 it can be clearly seen that using bump mapping
makes a huge difference for specular lighting. Comparing Figures 5.4 and 5.5 fur-
thermore, we see that the bump map successfully masks the distortion created by
the mapping. Also, besides masking artifacts the technique makes for a more re-
alistic appearance. Bump mapping also has another advantage on mobile devices.
Many of these devices use a color format named RGB565, which translates to six
green bits and five red and blue per channel. This format creates banding1 effects
when color gradients are present. Bump mapping will help disguise these effects
by introducing high frequencies on the surface.

6.3 Under-sampling
An important characteristic of mobile devices is their slow circuit bus speeds. This
means that all accesses from GPU/CPU to memory are slow compared to a PC,

1Banding is an effect appearing with color gradients.
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for this reason we want to minimize the amount of accesses. It is better if we can
use the caches intelligently. One of the simplest ways to minimize memory accesses
is by using smaller textures. This way less information needs to be fetched and
more of the entire texture can be cached.

I used a very sparse resolution for my diffuse environment map. This texture is
small enough to be cached, depending on the hardware setup. But when we want
to simulate mirror-like objects the texture can’t be too small since undersampling
will be noticeable. Small screens make it less obvious that the resolution is lower,
but there is still a limit. Also, screens are getting bigger which is worth considering
if we want to make the technique future-proof.

Luckily very few objects have a mirror-like reflection, most are just shiny. And
if we under-sample the environment map for these objects, we will have to under-
sample it quite heavily before it is noticeable. In my solution I do not use an SCM,
exploring its limits therefore lie as future work.

6.4 Is It More Appealing?
Connecting to the hypothesis, does this technique makes a UI more appealing?
The simple answer would be yes and no. This is a subjective question with all
its implications. To truly know whether more will say yes than no a large scale
evaluation of the technique has to be done. This was set as out of scope for
this thesis. Personally I am gratified with the result, especially the way one could
simulate the shininess of metals and transparency of glass, since we can show what
is behind the device.

There are numerous materials that I did not try to simulate which could be
worth looking at as well, this I leave to the reader to further explore.

6.5 IBL vs. Conventional Lighting
Looking at 5.5 we see the complex lighting of objects that can be created with
this technique. They look less sterile and more natural, especially changing the
tone depending on the environment. It would be even more apparent if the objects
where placed in an AR situation.



Chapter 7

Future Work

7.1 Augmented Reality
Another application of this lighting technique would be to use it with augmented
reality. This way artificial objects could be lighted with real environment lighting
data, thus rendering objects that seem less artificial and more a part of the scene
which is being viewed.

7.2 Other User Cases
Another way to use this technique is as a visual cue in a user interface. If an
object in a UI is lighted with this technique that could symbolize a meaning e.g.
a button is active.

7.3 SCM
As mentioned previously, specular convolution of the environment map is one way
to filter the environment texture and use it to light shiny/specular object. Since
a convolution is quite heavy to compute an approximation can be done using a
simple image mean filter. The result generated is not entirely physically correct,
but it looks believable which is the intention here.

7.4 Evaluation
To properly see whether this technique has any real applications it needs to be
evaluated thoroughly. The suggested way of conducting this would be using user
studies of different applications of this technique.
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Appendix A

Bump Mapping

Bump mapping is a technique where information about normals are stored in a
texture. This information is used to perturb the normals of a particular object.
This is mainly done to add depth and details to a surface which otherwise looks
smooth. In its basic form the technique uses a black and white texture map and
gradients at each pixel are calculated from it. There are several extensions of
the basic technique where normal mapping and parallax mapping are the most
common. For more information see [1, p. 183].

A.1 Normal Mapping
With Normal mapping you store the entire normal in the map and no additional
calculations are done. This technique has several advantages over traditional bump
mapping, since you can perturb the normal in a more defined manner.

A.2 Parallax Mapping
This is an extension to normal mapping which tries to solve the problem with
self-shadowing within the texture map itself. This is more apparent in step angles.
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Appendix B

GLSL Shader

#define BUMP_DS 1.0/bumpTex_width //only true for textures with uniform size
#define BUMP_DEPTH 1.5

uniform sampler2D texBase;
uniform sampler2D texBump;
uniform sampler2D texDiffuse;
uniform sampler2D texReflection;
uniform sampler2D texGlossMap;

uniform vec3 colorDiffuse;
uniform vec3 colorReflection;

uniform float attDiffuse;
uniform float attReflection;

varying vec2 tc;
varying vec3 normal;
varying vec3 reflectVec;

vec3
diffuseConvolution()
{

//gradients from bump map
vec3 dx = texture2D(texBump, vec2(tc.x - BUMP_DS, tc.y )).rgb

- texture2D(texBump, vec2(tc.x + BUMP_DS, tc.y)).rgb;
vec3 dy = texture2D(texBump, vec2(tc.x, tc.y - BUMP_DS )).rgb

- texture2D(texBump, vec2(tc.x, tc.y + BUMP_DS)).rgb;

//perturbate normal
vec3 N = normal + BUMP_DEPTH * (dx + dy);
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float m = 0.25 *sqrt(dot(N,N));

vec2 newTC = vec2(m*N.x + 0.25, 1.5 - m*N.y);
vec3 color1 = texture2D(texDiffuse, newTC).rgb;

newTC = vec2(m*N.x+0.75, m*N.y+0.5);
vec3 color2 = texture2D(texDiffuse, newTC).rgb;

if(N.z < 0.1 && N.z > -0.1)
{

return mix(color2, color1, (N.z+0.1)*5.0);
}

if(N.z >= 0.0) return color1;
else return color2;

}

vec3
reflectionMapping()
{

vec3 R = reflectVec;
float m = 0.25 * sqrt(dot(R,R));

vec2 newTC = vec2(m*R.x+0.25, 1.5 - m*R.y);
vec3 color_left = texture2D(texReflection, newTC).rgb ;

newTC = vec2(m*R.x+0.75, m*R.y+0.5);
vec3 color_right = texture2D(texReflection, newTC).rgb ;

//blending
if(reflectVec.z < 0.1 && reflectVec.z > -0.1)
{

return mix(color2, color1, (reflectVec.z+0.1)*5.0);
}

if(reflectVec.z >= 0.0) return color1;
else return color2;

}

void main()
{

vec3 texColor = texture2D(texBase, vec2(tc.x, 1.0-tc.y)).rgb;
vec3 texGloss = texture2D(texGloss, vec2(tc.x, 1.0-tc.y)).rgb;



gl_FragColor.rgb =
attDiffuse * (colorDiffuse * diffuseConvolution() * texColor) +
attReflection * (colorReflection * reflectionMapping() * texGlossMap) ;

gl_FragColor.a = 1.0;
}


