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Abstract

High resolution retinal cameras with adaptive optics makes it possible to image
small structures in the eye, such as photoreceptors and nerve �bres, as well
as blood vessels. Adaptive optics was �rst developed to reduce blur in stellar
images, but has later been used to correct for ocular aberrations in order to
achieved higher resolution in retinal images.

The development of these high resolution retinal cameras gives new pos-
sibilities, and this master thesis has as purpose to investigate two of those:
In-vivo estimation of cone photoreceptor distribution, and automatic detection
of pathological areas in retinal images, as well as registration of retinal images.
It is desirable to explore this in order to put helpful research tools into the hands
of retinal researchers.

For in-vivo detection of photoreceptors and calculations of cone density, the
rtx1 adaptive optics retinal camera by Imagine Eyes together with the in house
software AOdetect, were used. Comparison with previously published cone den-
sity data showed that the in-vivo detection of photoreceptors gives an estimation
of the cone densities at retinal eccentricities between 2.5 and 10 degrees.

Detection of the pathological areas was performed in geographic atrophy
images using an active snake contour method. It was stated that active snakes
perform well, considering the di�culties provided by the speci�c image features.
However, the method has some shortcomings and it is suggested that alternative
segmentation methods of atrophic areas in retinal images is further explored.

In order to follow progression over time of the atrophy, an image registration
algorithm has been implemented. Due to the characteristics of the geographic
atrophy images, this algorithm is semi-automatic, that is, the user indicates the
pairs of feature points as input. The registration performs well when the user
chooses control point pairs carefully.
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Chapter 1

Introduction

This master project is part of the master program in Applied Physics and Elec-
trical Engineering - International with a specialization in Biomedical Engineer-
ing at the Department of Biomedical Engineering at Linköping University, Swe-
den, and is performed at the company Imagine Eyes in Orsay, France. The
project has been designed with the objectives of verifying photoreceptor density
in retinal images and detecting pathological areas in retinal images provided by
the Quinze-Vingts hospital, Paris.

1.1 Problem description

Imagine Eyes has developed a retinal camera, the rtx1 Adaptive Optics Retinal
Camera, which can produce good quality images down to cone photoreceptor
level (see Chapter 2.4 for more details). The small size of the cones, normally
around 4 µm (see Chapter 2.1), and the optical aberrations (see Chapter 2.3),
makes in-vivo imaging of photoreceptors di�cult.

The rtx1 camera has made it possible commercially, and for the company,
it is now of interest to verify that the cone photoreceptor density, which is
obtained with the rtx1 and in-house software AOdetect for cone counting (brie�y
explained in Chapter 3.2.1), corresponds to the density found in earlier ex-vivo
studies. There are many retinal disorders which e�ect the photoreceptor layer
of the retina (see Chapter 2.1 for an explanation of the retina) and therefore,
it is desirable to be able to perform in-vivo studies of the cone distribution. A
small study with four participants will be performed in order to verify that the
cone density results from in-vivo imaging, corresponds to established data.

One potential use that is not yet exploited is the possibility to automatically
detect and follow the development over time of a pathological area of the retina.
In order to see very small changes of the border of the pathology, the imaged
areas must, with great precision, correspond to each other from one time to
another. Because of the small scale even very small spatial di�erences between
images can make it hard to determine the progression. The image quality's
dependency of a stable and repeatable patient gaze �xation (see Chapter 2.4)
can be overcome by using image registration tools. An algorithm for detection of
pathological areas and registration of images from the same patient, but taken
at time apart, would therefore be a helpful research tool.
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1.2 Purpose

The purpose of the master project is double: Validation of photoreceptor obser-
vation, as well as image segmentation and registration. For the �rst part the aim
is to validate that, when focusing on the photoreceptors, what actually is being
imaged with the rtx1 camera are cones and that the cone density corresponds to
known data. This is expected to be validated by calculating the packing density
of cone photoreceptors using equipment provided by Image Eyes and comparing
the results to previous known data from ex-vivo studies.

The second objective is to develop an algorithm for edge detection and image
registration. The �rst part is to detect the edge of a pathological area, Geo-
graphic Atrophy (GA) area (see Chapter 2.2 for details), using an automatic
or semi-automatic segmentation method. Thereafter, registration of patholog-
ical images from the same patient taken at di�erent times will be performed.
Since the purpose of these retinal images is to see the progression of the GA
area, there are not many features which correspond between images and an
automatic registration will be di�cult to achieve. Therefore, a semi-automatic
registration will be implemented.

To achieve this objective two di�erent active snake contour models will be
evaluated and adapted to �t the given segmentation task. Di�erent registra-
tion methods will be implemented using Matlab functions and evaluated for
registration of images. Finally, this thesis project has as purpose to give under-
standing of physiological properties of the cone photoreceptors as well as edge
detection and image registration, and also give experience in implementation
and adaptation of known image processing methods.

1.3 Limitations

To validate observation of cone photoreceptors in the retinal images, the cone
density will be considered and the obtained results will be compared to the cone
density found by Curcio et al. in 1990 [3] in their ex-vivo study. Due to time
issues, the in-vivo study will be limited to the participation of four test subjects
of di�erent age and gender. They are all considered to have healthy eyes.

The experiments will be completed on site when there is access to a retinal
camera. The access to a camera is an issue since Image Eyes do not keep any
functional camera in-house. Even so, since the production of the cameras is
within the company premises, the cameras will be accessible after assembly,
installation and veri�cation is performed, but before delivery to costumer.

The segmentation algorithm does not have to be completely automatic, it
is accepted that the user interact with the algorithm and in some way help
emphasizing the edge of the pathological area by selecting points on the edge in
the retinal image. The pathology to be investigated is GA and the algorithm
will be developed especially for this purpose.

Because of the special way the pathological images look, and the continuous
change within and at the border of the atrophic area a semi-automatic registra-
tion algorithm will be implemented (see Chapter 4 for further discussion). This
means that an automatic registration will be very di�cult due to the dynamic
retinal structures, therefore, the user will be asked to select corresponding points
between the images.
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1.4 Parties Involved

Professor Hans Knutsson, Ph.D., at the Department of Biomedical Engineering,
Linköping university, will perform the part of examiner of the master project
and Mats Andersson, Ph.D., research engineer at the same department, will
function as supervisor.

Imagine Eyes is the company delegating the master project; all practical
work will take place at Imagine Eyes. The company was founded in 2003 and
is based in Orsay, just south of Paris, France. Working with adaptive optics
for ophthalmic applications, the company has developed instruments for in-
vivo imaging of the retina at a cellular level, analysis of refractive errors in
the human eye and vision simulation. At Imagine Eyes Xavier Levecq, CTO,
and Erika Ödlund, Ph.D., serves as supervisors and will give help and guidance
throughout the project.

The GA images used for segmentation and registration are all provided by
Professor Michel Paques at Clinical Investigation Center of the Quinze-Vingts
hospital, Paris.
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Chapter 2

Background

In order for the reader to understand the master thesis, some background infor-
mation may be of interest. This chapter will explain terminology that will be
used frequently throughout the report and concepts that are important for the
development of the project.

2.1 The Human Eye

The human eye is one of the most complex organs in the body. Similar in
construction to a camera, it allows light to enter and pass through the lens.
The incident light is focused on the retina where it is converted into an electrical
signal, which in turn is sent through the optic nerve to the brain. The most outer
part of the eye is a clear layer called cornea, see Figure 2.1 (a), which covers
structures as the iris and pupil, the opening of the eye. The iris controls the
amount of light which enters through the pupil, by contraction and relaxation.
The light then passes through the lens, located behind the iris, which focuses
the light on the retina. [17]

The retina is the sensory membrane which detects the incoming light and
converts it into electrical signals. Nerve �bres, photoreceptors (the rods and
cones) and retinal pigment epithelium (RPE) are main components of the cellu-
lar structures in the retina. The retinal blood vessels come through the centre
of the optic nerve head, also called the blind spot, which is about 2 × 1.5 mm
in size. The optic nerve transmits nerve signals from the eye to the brain.

A few millimetres from the optic nerve head is the fovea, where no blood
vessels are present. The fovea is found in the centre of an area called the macula
and in the centre of the fovea is the foveal pit. The closer to the fovea, the
higher the cone density. The density is especially high in the foveal pit where
the hexagonal shaped cones are packed as tightly as possible. [9] In the fovea
the size of the cones is also the smallest, only 2 µm, whereas closest to the optic
nerve head the largest cones are found with a size of up to 10 µm in diameter,
even though the average size is about 4 µm [3].

The retina is composed of di�erent layers. In Figure 2.1 (b) a schematic view
of the main layers is given. The RPE layer is farthest away from the vitreous
body of the eye, or closest to the back of the head, and is situated in between the
light sensitive photoreceptor layer and the choroid, which transports blood and
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nutrients. The RPE has many functions, among others, light absorption, taking
care of waste products, and transportation of nutrients between the choroid
and the retinal cells. [18] Even though the cell bodies of the cone and rod
photoreceptors are found in the outer nuclear layer (ONL), they extend into,
and form, the photoreceptor layer, where they are divided into an inner segment
(IS) and an outer segment (OS). The photoreceptors transmits signals to the
ganglion cells via vertically running bi-polar cells in the outer plexiform layer
(OPL). The inner plexiform layer (IPL) function as a relay station for the bi-
polar cells which have their cell bodies in the inner nuclear layer (INL). [9]

The photoreceptors of the eye are, as mentioned earlier, divided into two
di�erent types, cones and rods. They are distinguished not only by their shape
(which for rods resembles a rod and for cones a cone, see Figure 2.1 (b)), but
also by their di�erent properties and tasks in human vision. The rods are very
sensitive to light and one single photon can produce a measurable electrical
response, however, the spatial resolution is very poor. Good spatial resolution
is needed for detailed vision and this is achieved by the cone system. The cones
are on the other hand not very light sensitive; at least 100 photons are needed
to produce a similar response in a single cone as that of one photon in a rod.
The cones are also responsible for color vision.

(a) Schematic view of the human eye. (b) Structures in the retina.

Figure 2.1: In (a) a schematic view of the eye, courtesy Wikipedia [21]. Image
(b) shows the structures in the retina: retinal pigment epithelium (RPE), outer
segment (OS), inner segment (IS), outer nuclear layer (ONL), outer plexiform
layer (OPL), inner nuclear layer (INL), inner plexiform layer (IPL), ganglion
cell layer (GC), pigment epithelium cell (P), rods (R), cones (C) and bi-polar
cells (B). Courtesy Peter Hartmann [6].
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During night the sensitive rods are mostly used for vision, whereas during
the day the cones are the most important photoreceptors, and during twilight
both systems are active. In other words, extreme loss of cones can lead to
legal blindness, but extreme loss of rods will result in di�culties to see in poor
lightning, what is known as night blindness. Another di�erence between the
two types of photoreceptors is that the response from rods saturate at high
illumination while the cones can adapt to the surrounding light level. This
adaptive property of the cone system is e�cient since it means that the electrical
current produced by the photoreceptors, corresponding to the received light,
adapts to the intensity of that light. [15]

2.2 Geographic Atrophy

The high density of cones in the macula makes it an important retinal struc-
ture. Damages to the macula can cause loss of �ne, detailed and central vision.
Geographic atrophy (GA) is the �nal stage of the eye disease dry age-related
macular degeneration (AMD). AMD normally starts as drusen, small fat and
protein �lled blobs, seen among the RPE in the retina.

If the drusen start accumulating metabolic waste products from the pho-
toreceptors, they get larger and can �nally stop the �ow of nutrients to the area
above. This causes RPE cells to die, which in turn can cause degeneration of
the overlaying retinal layers. At an early stage this condition is called dry or
atrophic macular degeneration, but over time as it deteriorates, it leads to the
�nal stage called GA. GA is in Figure 2.2 seen as a quite circular degenerated
area in the centre of the macula. [14]

Figure 2.2: The image (acquired using �uorescein angiography) shows GA (the
brighter area in the centre of the image) in an elderly woman's retina. Around
the GA occupying the fovea are blood vessels and to the right the optic nerve
head. Courtesy Retina Gallery [16].
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(a) Retinal image of size 4×4 degrees using
AO.

(b) The same image as in (a) but without
AO.

Figure 2.3: This images shows the advantage of using AO for imaging the retina.
Courtesy Imagine Eyes.

2.3 Adaptive Optics

It is a tricky thing to look into the eye trying to see the inner structures of the
organ. Williams [22] explains how the ophthalmoscope developed in 1851 by
Helmholtz for the �rst time gave the scientists that opportunity. However, the
image quality was bad and single cellular structures such as photoreceptors were
not visible. Despite this, not much happened until the 1980s' when �rst Land
and Snyder managed to see photoreceptors in snake eyes using direct imaging
and then Jagger did the same in cane toad eyes. These animals have much
larger cones than humans and it was �rst in 1996 that Miller, Williams, Morris
and Liang succeeded with direct imaging of living human eyes, although with
poor resolution.

Today there are cameras of high resolution, in theory capable of imaging the
retina, but the human eye itself sets limitations to lateral resolution. Williams
describes that these limitations consists in di�raction caused by the small pupil,
and the eyes aberrations. The so called point spread function describes how the
incident light falls on the retina when a point light source at a large distance
from the eye is used. The diameter of the point spread function decreases when
the size of the pupil increases and vice versa. This means that a large pupil
should give the best image quality, but because of ocular aberrations, which
increases with the pupil size, the positive e�ect is reduced. Adaptive optics
(AO) is used to correct for these aberrations so that the positive e�ect of a
large pupil size can be obtained. Figure 2.3 shows the di�erence AO makes in
retinal imaging.

Ocular aberrations can be divided into two groups, lower-order aberrations
and higher-order aberrations. The lower-order aberrations are the normal vision
defects such as myopia, hyperopia, and astigmatism, which can be corrected by
spectacle lenses. If there are irregularities in the refractive components of the
eye, such as the tear �lm, the cornea, the lens or vitreous humour (the gel in
the eyeball), these can cause higher-order aberrations. Coma, spherical aber-
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ration and trefoil are examples of such aberrations and they are more di�cult
to correct. Persons with higher-order aberrations can, for example, experience
halos, blurring, double vision or star-like patterns. [19] Some ocular aberrations
are constant (or almost constant) while most are time varying with �uctuations
around 1-2 Hz [24].

Williams explains how the uniqueness and time variability of the ocular aber-
rations implies that the corrective optical instruments must be able to transform
into an in�nite number of shapes, constantly correcting for these aberrations.
The �rst AO systems originates from astronomy where AO has been used to
reduce blur in stellar images taken by ground-based telescopes. When it comes
to retinal images, it was Dreher who in 1989 started to use a deformable mir-
ror for correction of wavefront aberrations in order to enhance image quality
of subjects with astigmatism. The �rst closed-loop AO system, developed by
Liang, Williams and Miller in 1997, could correct not only astigmatism, but
other aberrations as well. It consisted of a Shack-Hartmann wave front sensor,
a 37 actuators deformable mirror and a camera. It took the system 15 minutes
to perform one loop and four to �ve loops were needed for complete correction of
aberrations. A lot has happened since 1997 and there are now fully automated
real-time AO systems.

The three basic components of the AO system are the wavefront corrector,
generally a deformable mirror, the wavefront sensor and the correcting algo-
rithm. The deformable mirror is a re�ective membrane which can mechanically
be reshaped and adapt its form based on electrical signal input. There are sev-
eral di�erent types of deformable mirrors, but all are composed of two parts,
the mirror it self and the electronics which convert the electrical input into an
analogue signal for the mirror actuators. The mirror actuators come in di�erent
variants and are responsible for executing the deformation of the mirror. [24]

As there are di�erent kinds of deformable mirrors, there are also di�erent
kinds of wavefront sensors. The Shack-Hartmann wavefront sensor uses a lenslet
array in front of a CCD. The lenslet array is composed of a number of small lenses
which focuses the incoming light. For a perfect �at wavefront, the light spots
produced by the lenslets should fall straight on the optical axis of each lenslet.
By measuring the placement of the light spots on the CCD and comparing
that with the known lenslet properties, the wavefronts deviation from a perfect
�at wavefront can be obtained. The computations are performed by a computer
which also calculates the correcting algorithm used as feedback to the deformable
mirror. [24]

Doble and Miller [4] describe the principles of an AO system. For retinal
AO imaging, a laser light is focused on the retina and some of that light will
re�ect back through the pupil. A schematic view of a closed-loop AO system
is seen in Figure 2.4. One iteration in the AO loop is explained as following:
The re�ected light hits the deformable mirror where it is re�ected towards the
beam splitter which directs the light to the wavefront sensor. The wavefront
sensor obtains information about the wavefront, and therefore, also the ocular
aberrations. This information is passed on to a computer for calculations of
a correcting algorithm. The algorithm is in turn used to change the form of
the deformable mirror in order to correct the ocular aberrations. This cycle is
repeated to correct for the dynamic changes of the eye; when the system works
fast enough to track these changes it is considered a real-time AO system.
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Figure 2.4: A schematic view of the closed-loop AO system. The aberrated
wavefront is corrected by a mirror which constantly changes shape according to
the, by the sensors, measured wavefront. Courtesy Erika Ödlund.

2.4 rtx1 Adaptive Optics Retinal Camera

The camera developed by Imagine Eyes, rtx1 Adaptive Optics Retinal Camera,
will be used to acquire the images needed for this project. According to camera
speci�cations, 40 images are acquired during a 4 second period using a com-
pletely automated AO system, allowing visualization of cone photoreceptors,
capillaries and nerve �bres. The resolution is 250 line pairs per millimetre and
the �eld of view is 4× 4 degrees (1.2× 1.2 mm). For focusing and acquisition,
near infra red light is used. For more speci�cs on the camera see Appendix A.

Conversion between the size of a structure seen in the retinal image, to true
size can be made using the Littmann formula t = 1.37 · q · s where t is the true
size of a structure and s is the size of that structure in the retinal image. Bennet
et al. [1] found that q depends on the eyes axial length (the length from cornea
to retina) and can be expressed as q = 0.01306(x − 1.82) where x is the axial
length.

Image processing of the 40 acquired frames is performed in order to reduce
noise and enhance image quality. Originally, the images are of size 1092× 1340
pixels, but after processing, two images, one of size 900× 900 pixels and one of
750×750 pixels, are obtained for further analysis and display. The 40 frames are
registered using cross-correlation. That is, feature points are derived from the
image intensity without any structural analysis, such as, for example, spatial
distribution of the feature points [23].

During registration, frames which are found to be too bad are rejected. A bad
frame might, for example, be one where the subject closes the eye or one with
large eye movement (small eye movement is compensated for by the registration
algorithm). By consequence, a minimum of one frame and a maximum of 40
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frames are registered to each other and averaged into one image for improvement
of signal-to-noise ratio. The averaged image is cropped to 900 × 900 pixels in
order to remove dark edges. For display purposes, �ltering for background
removal, and contrast adjustment is performed. The �ltered image is cropped
into a 750 × 750 pixel image for removal of edge issues from the registration.
Figure 2.5 shows what the �nal �ltered image may look like.

In the project both averaged images and further processed �ltered images
have been used for di�erent purposes. If nothing is mentioned, the displayed
images are �ltered images since they have better contrast and retinal structures
are more easily seen. However, these images do not include all image information
so the averaged image is better used for image analysis and processing.

For imaging, the camera operator will tell the patient to �x his or hers gaze
on a �xation target. By moving this target the operator can control the eye
movement of the patient and, as a result, image di�erent areas of the retina.
When the �xation target has been placed the operator can decide the focus
depth to either image the photoreceptor cells or the blood vessels.

Figure 2.5: The AO image shows 4×4 degrees of the retina of a healthy subject.
The cone mosaic is visible as small dots and the overlying blood vessels as dark
areas. Courtesy Imagine Eyes.
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Chapter 3

Cone Counting

In this chapter an in-vivo study of cone density will be presented and compared
to earlier results from an ex-vivo study performed in 1990 by Curcio et al.
[3]. The small in-vivo study presented below will further establish that it is
cone photoreceptors that are being imaged by the rtx1 retinal camera. In-vivo
observation of cone distribution is of importance since it can provide information
about how retinal diseases a�ect the cone photoreceptors.

3.1 Theory

It has been found that people perceive light entering the eye as more intense
if it enters in the center of the pupil than close to the edge. This directional
sensitivity of the eye was discovered by Stiles and Crawford and is since then
called the psychophysical Stiles-Crawford e�ect. The e�ect is due to the wave
guiding property of the photoreceptors. Incident light is re�ected in the di�erent
layers of the retina and directional guiding of the light passing back through the
photoreceptors and exiting the pupil results in a similar e�ect, called the optical
Stiles-Crawford e�ect. [5]

It has been shown by Gao et al. in 2008 that the other layers of the retina
which re�ect light also have wave guiding properties. In the re�ectance study
of the retina it was found that the IS/OS junction, the posterior tip of the
photoreceptor's OS and the RPE contribute most to the re�ected light, see
Chapter 2.1 for an explanation of the retina.

The light re�ected from the tip of the photoreceptors and IS/OS junction
is highly dependent of pupil aperture (lower intensities with smaller aperture
and vice versa) while the RPE is insensitive to the aperture size. Even so,
among the mentioned parts, the average re�ectance was highest for the tip of
the photoreceptors [5]. This causes the tip to shine like a bright dot in the AO
image, in that way, a single photoreceptor can be seen. A larger pupil aperture
gives better resolution and more visible photoreceptors than a small aperture as
explained in Chapter 2.3. Counting photoreceptors and calculating their density
in AO images comes down to detecting those small bright spots.
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3.2 Method

This chapter explains how the small in vivo study of the cone photoreceptor
density was performed.

3.2.1 Subjects and equipment

Four persons, see Table 3.1, participated in the measurements. They were all
considered healthy since they have no known eye disease or disorder other than
normal visual defects such as myopia or astigmatism. Only OD, which stands
for oculus dexter and is Latin for right eye, for each subject was imaged for cone
counting.

Table 3.1: Overview of the four test subjects.

Subject Gender Age Eye
1 male 26 OD
2 female 26 OD
3 male 48 OD
4 female 31 OD

The rtx1 retinal camera was used for imaging the retina and the software
AOdetect was used for cone counting. AOdetect is developed by Imagine Eyes
and allows the user to obtain both a local density and a mean density within
a user de�ned region of interest (ROI). The positions of photoreceptors are
computed by automatically detecting the central coordinates of small circular
spots where the brightness is higher than the surrounding background level.
First, the averaged image, without contrast adjustment, is �ltered so that the
local maxima of the resulting image are detected. The spatial distribution of
these points are analysed using Voronoi diagrams1 where the detected points
serve as generators.

The local density is obtained by computing the inverse of the Voronoi cell
area surrounding each cone. This gives the minimum and maximum density
within the ROI. The mean density is easily obtained by dividing the number
of detected cones by the area of the ROI. Figure 3.1 shows an ROI with the
detected cone photoreceptors encircled in red.

3.2.2 Procedure

Retinal images of the four subjects were acquired, each centred at retinal ec-
centricities -8 to 8 degrees vertical (0 to 8 superior, 0 to 8 inferior)2 and -8 to 8
degrees horizontal (0 to 8 temporal, 0 to 8 nasal)3 relative to the fovea, with a

1A Voronoi diagram is the division of a plane into a number of polygons based on generating
points. Each polygonal, or Voronoi cell, contains only one generating point and all the other
points within the cell are closer to that cell's generating point than to any other generating
point in the image. [20]

2Superior means up or near the forehead, and inferior means down or near the cheek.
3Temporal means near the temple, that is, the side of the head, and nasal means near the

nose.
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Figure 3.1: This image shows the detected cone photoreceptors. Courtesy Imag-
ine Eyes.

2 degrees interval. That is, forming a cross centred at the fovea. See Figure 3.2
for an explanation of the directions.

The cone density at the eccentricities shown in the diagrams in Chapter 3.3
are obtained by calculating the mean density in a 0.5 × 0.5 degrees window
with its center at the indicated eccentricity. Figure 3.3 shows how the ROI is
placed in the AO image. Since overlying blood vessels occlude the underlying
photoreceptors it is desirable to avoid vessels in the ROI when calculating the
mean. Therefore, the position of the ROI used for calculation is not exactly
centred for all images, but adapted to the retinal structures and the size of the
window is at times reduced to 0.4× 0.4 degrees in order to �t between vessels,
see Figure 3.3 (b). Visual observation was used to determine when a dark streak
is an overlying blood vessel or a structure of the photoreceptor layer.

Most of the retinal images of subject number 4 were of poor quality and
were therefore discarded. In this case, bad quality refers to blurry images where
the retinal structures are di�cult to see. In this study the only retinal images
considered of subject number 4 are the images in the temporal direction. Images
0 to 8 temporal were considered good enough to be used for cone counting. In
Figure 3.4 one of the rejected retinal images is shown as an example with the
corresponding cone detection in the selected ROI. All images of subject number
1, 2 and 3 were used.
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Figure 3.2: Here, the AO images are registered onto a wide-�eld SLO image
of the retina. The very center of the retina, the fovea, is situated at 0 degrees
horizontal, 0 degrees vertical. To go right from the fovea is called nasal direction,
left is called temporal direction, up is called superior direction and going down
inferior direction. To the very right the optic nerve head is visible. Courtesy
Imagine Eyes.
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(a) AO image with ROI of size 0.5 × 0.5
degrees at 2.25 degrees nasal.

(b) AO image with ROI of size 0.4× 0.4 de-
grees at 2.25 degrees superior.

Figure 3.3: The AO images shows how the placement of the ROI has to be
adapted to the blood vessels in the image. In (a) there is no problem with the
placement, but in (b) the ROI size has been reduced and the center is as close to
2.25 degrees superior as possible without having any blood vessels in the ROI.
Courtesy Imagine Eyes.

(a) Bad quality AO image. (b) Badly detected cone photoreceptors in
AO image.

Figure 3.4: The AO image in (a) is unsharp which results in bad cone detection
seen in (b). Courtesy Imagine Eyes.
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3.3 Results

Figure 3.5 presents the results in the temporal and nasal directions. In the
temporal direction all four test subjects are considered and the mean has been
calculated. For the nasal direction, only test subjects 1, 2 and 3 are considered,
and the mean of the results is also given. Figure 3.6 shows the results in the su-
perior and inferior directions for test subjects 1, 2, and 3, and the corresponding
mean.

The relative standard deviation for each eccentricity in all of the four direc-
tions is given in Table 3.2. The relative standard deviation is given as

σ =

√
1

N−1

∑N
i=1(xi − µ)2

µ

where xi is sample number i, N is the total number of samples and µ is
the mean. The relative standard deviation varies from 3.21 up to 33.31 with an
average 12.61.

The mean values from the results in the temporal and nasal directions are
compared to data from Curcio et al. in Figure 3.7. The data from Curcio et al.
is in [3] given at eccentricities in millimetres, Barbara Lamory at Imagine Eyes
has made the conversion into degrees which is used here.

In Figure 3.8 two images from subject 2 are shown. They show the ROIs
used for cone counting at eccentricity 0.75 degrees nasal and eccentricity 3.75
degrees nasal. At the higher eccentricity the cones are easier to distinguish than
at the lower eccentricity. Figure 3.9 shows a cone density in and around the
fovea. AOdetect was used to obtained the density map from a 4 × 4 degrees
retinal image of subject 2.
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(a) Result temporal.

(b) Result nasal.

Figure 3.5: In (a) the found cone photoreceptor densities at 0.75 to 9.75 degrees
temporal from all four test subjects are presented as well as the corresponding
mean. In (b) the densities from 0.75 to 9.75 degrees nasal for test subjects 1, 2
and 3 are presented together with the corresponding mean.
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(a) Result superior.

(b) Result inferior.

Figure 3.6: In (a) densities from 0.75 up to 9.75 degrees superior is presented
and in (b) the same data for inferior eccentricities is shown. The mean for both
directions is shown in black in the respective �gures.
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Table 3.2: The relative standard deviation σ is speci�ed for the results at each
eccentricity in each direction. Number of subjects is three for all σ except for
σtemporal where it is four.

Eccentricity σtemporal σnasal σsuperior σinferior
0.75 4.32 3.56 7.89 15.09
1.25 3.62 9.55 7.31 6.39
1.75 3.21 15.77 7.26 13.49
2.25 3.78 15.11 22.93 20.97
2.75 9.31 14.33 20.27 20.51
3.25 5.92 8.32 17.55 20.52
3.75 12.01 7.61 13.36 9.88
4.25 10.77 11.65 13.18 5.71
4.75 14.27 5.60 11.91 7.90
5.25 10.49 7.34 15.65 5.88
5.75 12.34 3.66 18.50 8.00
6.25 11.92 9.01 20.41 4.37
6.75 9.52 5.51 18.55 5.35
7.25 7.60 4.72 27.43 22.85
7.75 9.00 4.12 33.31 8.00
8.25 12.11 14.82 25.71 11.98
8.75 11.86 10.59 32.55 18.30
9.25 13.15 11.39 27.48 16.08
9.75 14.54 9.25 23.00 22.08
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(a) Result compared to data from Curcio et al., temporal.

(b) Result compared to data from Curcio et al., nasal.

Figure 3.7: In (a) the mean from results shown in Figure 3.5 (a), and in (b) the
mean shown in Figure 3.5 (b). They are compared to the corresponding data
from [3].
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(a) ROI used for cone counting at eccen-
tricity 0.75 degrees nasal.

(b) ROI used for cone counting at eccen-
tricity 3.75 degrees nasal.

Figure 3.8: Both images are from subject 2 and show a magni�cation of the
ROI used for cone counting at eccentricities 0.75 degrees and 3.75 degrees in (a)
and (b) respectively.

Figure 3.9: This density map is obtained using AOdetect on a 4 × 4 degrees
retinal image of subject 2 centred at (0,0) degrees, that is, on the fovea. The
scale goes from low to high in the following order: Dark blue, blue, green, yellow,
red, dark red.
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3.4 Discussion

The results show a rough correspondence between the data from [3] and the
test data from eccentricities of 2.5 degrees up to 10 degrees. However, there
seem to poor correspondence for the �rst couple of degrees where densities
obtained in the test data decreases while the data from Curcio et al. shows
increasing densities closer to the fovea. This can be explained by the fact that
the resolution of the rtx1 retinal camera is 250 line pairs per millimetre. The
average density in the foveal pit is 199 000 cones/mm2 where the cones are
extremely tightly packed and have a diameter of about 2 µm [3]. As explained
earlier, the average cone diameter is around 4 µm, but around the optic nerve
head the cone diameter can be up to 10 µm or more.

To be able to distinguish the cones from each other in the fovea a better
resolution than 250 line pairs per millimetre is needed. Theoretically, the retinal
camera resolution could distinguish densities up to 62 500 cones/mm2 of cones
with diameter 2 µm if they have a 2 µm spacing. Since the nature of the
cones is to be packed tighter than that, they can not be imaged at such high
densities with the rtx1. Figure 3.8 shows how the limited camera resolution
e�ects the ability to distinguish cones at low eccentricities. Since each cone is
not clearly separated from one another it is found that the software AOdetect
underestimates the cone density. This result can also be seen in the graphs
presented in Figure 3.5 and Figure 3.6. From Figure 3.9 the same e�ect is seen;
around the fovea there is a clear circle of higher detected cone densities while
the fovea shows low densities.

A lot of factors in�uence the possible maximum density which can be de-
tected. One, is as mentioned, the camera resolution and the nature of the cone
photoreceptors, and a second is the sharpness of the image (being e�ected by
eye movement, tear �lm, and focus adjustments). Also the pupil aperture size
limits the resolution and therefore, by consequence, the maximum detectable
cone density. This study shows that because of those issues the data obtained
at retinal eccentricities under 2.5 degrees is not fully reliable.

There is a quite large spread in the results from the test subjects, with the
average relative standard deviation being 12.62%. For a very small study with
few participants this seems to be relatively normal since Curcio et al. found
that the relative standard deviation for the average cone density was 9.78% for
their test subjects. The big variations found between subjects in this study may,
however, indicate that the method is not stable enough. A larger study with
more test subjects could tell whether the large relative standard variation over
33% is due to �aws in the measuring method or normal individual di�erences.
The outliers causing the very large standard deviations can be a consequence of
poor image quality, badly placed ROIs for cone density calculation, or normal
variation.

The poor image quality can be caused by for example dry eyes, small pupils,
badly adjusted focus or large eye movements. The eye movement is compensated
for by image processing, see Chapter 2.4, but if it is too large the �nal image will
be composed of just a few images which in turn will result in decreased image
quality. For one, or more, of these reasons the images from subject number 4
were not good enough to be used for cone counting and density calculations.
This suggests that this in-vivo method for cone density calculations does not
work for all individuals.
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3.5 Conclusion

Comparing the result from this small study to the data from the study performed
in 1990, without considering the �rst 2.5 degrees in every direction, there is a
similarity in both density and in the tendency of the density variation. In this
study it was obvious that not all eyes are suitable for in-vivo cone counting since
the cone counting results from test subject 4 were not reliable and therefore not
used. The variation between subjects seems to be normal, even though there
are outliers causing large di�erences between subjects at some eccentricities.

Everything indicates that it is the cone photoreceptors that are being im-
aged, according to both theory, previous studies and the result from this study,
and that this is a possible way to perform cone density measurements in-vivo.
However, a larger study should be performed in order to determine and get
better control of errors. Finally, it was found that the rtx1 camera together
with the cone counting software AOdetect gives a good estimation of the cone
density at eccentricities between about 2.5 to 10 degrees.
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Chapter 4

Detection of Atrophic Area

In this chapter the task of detecting the edge of an atrophic area and to follow
the development of the disease is described. Both image segmentation and
registration will be explained and the theory behind the chosen models will
be treated. Why certain choices were made will be explained as well as the
problems and di�culties encountered during development.

The segmentation task is performed using an active contour model. This
path was chosen because the �rst visual observations of the GA retinal images
showed a, for the eye, noticeable edge between the pathological area and the
healthier parts of the retina. It was also considered that within each of the two
areas the retinal features were relatively homogeneous. This is a prerequisite for
active contour models and the conclusion was made that such a segmentation
model might work well.

The models considered for solving the segmentation tasks were the Kass
model and the Chan-Vese model. First ready-made version of both models were
implemented without much elaboration to make a decision of which one to use
for further development. The Chan-Vese model was chosen for the task, for
reasons that will be described, and has been adopted throughout the project.
Registration of GA images was performed using Matlab.

To begin with, the theory behind the active contour models and the regis-
tration of GA images will be presented in Chapter 4.1. Thereafter follows the
implementation of the presented models and the obtained results in Chapters
4.2 and 4.3. Finally, a discussion over the performance and choice of methods,
as well as conclusions made, will be presented in Chapters 4.4 and 4.5. All
retinal images presented in this chapter are provided by Pr. Paques, Clinical
Investigation Center of the Quinze-Vingts hospital, Paris.
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4.1 Theory

In this chapter the theory behind the chosen image segmentation methods and
image registration will be brie�y explained.

4.1.1 Segmentation by Active Contour Models

The idea of an active contour model, or snake as it is also called, was �rst
introduced by Kass et al. in 1988 [8]. The snake is driven by forces applied by
the user for snake control (constrain forces), forces which pull it towards image
features (image forces) and forces controlling snake properties (internal forces).
These forces are summed up to constitute the total energy and by minimizing
the total energy, the snake will eventually �nd an optimal solution by snapping
onto lines and edges in the image and thereby, detecting objects or important
image features. [8] This means that if a snake is initialised around an object,
the snake will during the iterations move towards the object and �nally stop
at the edge. Many improvements and alterations have been proposed since the
�rst idea. In this project, two variants were considered.

The Kass Model

The basic idea behind the Kass model is to initialize a spline in the proximity
of the interesting feature in an image and then allow the spline to be in�uenced
by so called image forces and constrain forces, described by Kass et al. in [8].
The image forces push the snake closer to lines and edges in the images while
the constrain forces, for example, push the snake towards local minima applied
by the user.

Kass et al. explain that the constrain forces can come from, for example, user
input or some high-level interpretation. The idea behind the use of constrain
forces is to allow the user to push the snake away from local optima toward
the desired solution. The spline also possesses internal forces aiming to keep it
piecewise smooth. The energy functional1 of the snake can be written as

E∗snake =

∫ 1

0

Esnake(v(s))ds =

∫ 1

0

(Eint(v(s)) + Eimage(v(s)) + Econ(v(s)))ds

(4.1)
where v(s) = (x(s), y(s)) represent the current position of the snake. Eint
represents the internal energy which depends on the snakes curvature, Eimage
gives rise to the image forces, depending only on image intensities along the
snake, and Econ is the constraint energy created by the user. Eimage and Econ
are considered as external energies, Eext = Eimage + Econ.

The internal energy of the spline is composed of a �rst-order term and a
second-order term:

Eint =
α(s)|vs(s)|2 + β(s)|vss(s)|2

2
. (4.2)

The weights α(s) and β(s) control the importance of the two terms, they should
be interpreted as if α(s) controls the snake's tension and β(s) its rigidity. If the
active contour model would only depend on the internal energy, the snake would

1A functional is a function of functions.
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be forced into one single point and if the end points of the snake were attached,
the snake would form a straight line between the end points. This is because
the �rst term of the internal energy describes elastic properties of the snake,
essentially making it act as a very thin rubber band with in�nite elasticity.

The image energy is described by the so called line functional, the edge
functional and the termination functional:

Eimage = wlineEline + wedgeEedge + wtermEterm. (4.3)

A weighted combination of these three can make the snake attract to lines, edges
and terminations in the image. By changing the weights the snake will behave
di�erently. Here terminations are considered as the endings of lines or corners.

The image energy can be compared to a potential energy, generated by the
image, which exerts a force on the snake, making it move towards image features.
In order to �nd image features of interest, the image energy is minimized. In
other words, the objective is to let the snake �nd positions where the potential
energy is the lowest, that is, the distance to image features is the smallest. This
is done by using gradient descent described as

v(s)n+1 = v(s)n + ∆v(s) (4.4)

where ∆v(s) is the current step change which depends on the energy [7].
The line functional is set to Eline = I(x, y) where I(x, y) is the image value

of the pixel with coordinates (x, y). If the weight wline is negative, the snake
will attract to bright regions and if it is positive, the snake will move towards
dark regions in the image. The image energy, if expressed only in Eline, would
give the change

∆v(s) ∝ − ∂I

∂v(s)
= −∇I(v(s)). (4.5)

Adding a step length dt to (4.4) and exchanging ∆v(s) for (4.5) gives

v(s)n+1 = v(s)n − dt∇I(v(s)) [7]. (4.6)

Together with the internal energy of the snake, this will make the snake align
itself with the dark (or light, depending on the sign) contours in the image.

(a) The snake, in
red, is initialized
over some lines
which, with their
endings, form an
implied circle.

(b) Because of the
elasticity properties
from the internal
energy of the snake,
it shrinks.

(c) The snake is at-
tracted to line end-
ings.

(d) The snake de-
tects the, by the
line endings, im-
plied circle.

Figure 4.1: The termination functional Eterm allows the snake to �nd implied
image structures, as it makes the snake atract to line terminations.
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The edge functional, to make the snake attracted to contours with large
image gradients, is set to Eedge = −|∇I(x, y)|2.

The level contour lines in a smoothed image are used in order to get the
snake to attract to line terminations or endings. C(x, y) = Gσ(x, y) ∗ I(x, y)
is a smoothed version of the image, where Gσ(x, y) represent a Gaussian �lter
function with standard deviation σ. For images with sharp intensity de�ned
structures σ is given a low value, and for images with more gradual intensity
changes σ is preferably larger.

The gradient orientation is given by θ = atan2(Cy, Cx),2 and n = (cosθ, sinθ)
and n⊥ = (−sinθ, cosθ) are the unit vectors along and perpendicular to the di-
rection of the image gradient. The curvature of level contours is given by

Eterm =
∂θ

∂n⊥
=
∂2C/∂n2

⊥
∂C/∂n

=
CyyC

2
x − 2CxyCxCy + CxxC

2
y

(C2
x + C2

y)3/2
. (4.7)

Figure 4.1 shows the e�ect of Eterm on the snake's behaviour.
The combination of the termination functional and the line functional makes

the snake attract to both endings and edges. Kass et al. states that this creates
a special behaviour of the snake; it is possible to detect both direct and indirect
shapes, that is, both shapes with a solid continuous contour and shapes made
up from non-continuous segments.

The Chan-Vese Model

The most obvious di�erence between the Chan-Vese model and the Kass model
is that the latter is based on image gradients for boundary detection whereas the
Chan-Vese model does not take the image gradient into account. This means,
for example, that the Chan-Vese Model can �nd edges in images where the edges
are very smooth. [2]

Chan and Vese starts explaining the model by the following equation or, as
they call it, �tting term:

Ei(C(x, y)) + Eo(C(x, y)) =

∫
inside(C)

|I(x, y)− c1|2dxdy (4.8)

+

∫
outside(C)

|I(x, y)− c2|2dxdy

where E1 and E2 are image energies. Here, it is assumed that the image I
is composed by two piecewise constant intensities of the di�erent values. The
energy functionals Ei and Eo represent the image energy from inside the curve
and outside the curve, respectively. C is any curve that is not optimal, and c1
and c2 are the mean values inside and outside of C, respectively. Let C0 de�ne
the optimal boundary curve. Then this curve will minimize the equation (4.5):

inf
C
{Ei(C) + Eo(C)} ≈ 0 ≈ Ei(C0) + Eo(C0). (4.9)

See Figure 4.2 for an explanation of the meaning of C and C0.

2atan2(x, y) = arctan(x
y
), y > 0
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(a) E1(C) > 0, E2(C) ≈ 0,
C 6= C0.

(b) E1(C) ≈ 0, E2(C) > 0,
C 6= C0.

(c) E1(C) > 0, E2(C) > 0,
C 6= C0.

(d) E1(C) ≈ 0, E2(C) ≈ 0,
C = C0.

Figure 4.2: In this �gure, the di�erent possibilities of positioning of the curve
are shown. The energy is minimized only when the curve C is on the boundary
of the object, that is, when C = C0. Inspired by [2].

Figure 4.3: The level set function φ is positive inside the curve (seen as a circle)
and negative outside. Just on the curve φ = 0. The curve propagates in the
direction of its normal. Inspired by [2].
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For control of rigidity and smoothness of the curve, two new variables are
added to the �tting term, compare with the internal energy Eint in the Kass
model. The energy functional to be minimized is then

E(c1, c2, C) = µ · Length(C) + ν ·Area(inside(C))

+ λ1

∫
inside(C)

|I(x, y)− c1|2dxdy︸ ︷︷ ︸
Ei

+ λ2

∫
outside(C)

|I(x, y)− c2|2dxdy︸ ︷︷ ︸
Eo

(4.10)

where µ ≥ 0, ν ≥ 0, λ1, λ2 > 0 are design parameters.
Chan and Vese replaced the curve function C by the level set function φ(x, y),

where φ represents C by C = {(x, y)|φ(x, y) = 0} so that φ > 0 inside C0 and
φ < 0 outside of C0, see Figure 4.3. This new notation together with the unit
step function,

H(φ(x, y)) =

{
1, if φ(x, y) ≥ 0

0, if φ(x, y) < 0,
δ0 =

d

dφ
H(φ),

allows the energy functional to be rewritten as

E(c1, c2, φ) = µ ·
∫

Ω

δ(φ(x, y))|∇φ(x, y)|dxdy + ν ·
∫

Ω

H(φ(x, y))dxdy

+ λ1

∫
Ω

|I(x, y)− c1|2H(φ(x, y))dxdy

+ λ2

∫
Ω

|I(x, y)− c2|2(1−H(φ(x, y)))dxdy (4.11)

where Ω represent the image and

c1(φ) = average(I) in{φ ≥ 0} (4.12)

c2(φ) = average(I) in{φ < 0}. (4.13)

That is, the variables c1 and c2 are the average image intensities inside and
outside of the snake and obviously depends on φ, as stated earlier.

As in the case of the Kass model, the problem of minimizing E(c1, c2, φ)
in (4.11) with respect to φ is solved by using gradient descent as described in
(4.4). Parametrizing the descent direction with the arti�cial time t ≥ 0 gives
φ(t, x, y). Then the associated Euler-Lagrange equation is

∂φ

∂t
= δ(φ)[µdiv(

∇φ
|∇φ|

)− ν − λ1(I − c1)2 + λ2(I − c2)2] = 0

in(0, inf)× Ω. (4.14)

The updating rule is

φn+1 = φn + dt
∂φ

∂t
(4.15)

where dt is the step length. Figure 4.4 shows how the Chan-Vese model works
on a demonstration image.

The interested reader is referred to [2] for a deeper discussion.
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(a) The curve C at φ = 0 sur-
rounds the circular object.

(b) The level set function φ is
initialized as positive inside and
negative outside of the curve C.

(c) The image energies makes
the curve attract to the edge.

(d) For each iteration, φ is
reinitialized in order to main-
tain φ > 0 inside the curve and
φ < 0 outside.

(e) The curve C follows the
edge of the detected object.

(f) The solution has now con-
verged and φ is positive only
where the object is located.

Figure 4.4: In this �gure, the initialization and development of the level set
function φ is shown in the right column, and of the curve C in the left column.
The internal energy makes C contract, while the image energies makes C attract
to image features.
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4.1.2 Registration of Geographic Atrophy Images

Image registration is used in various applications and in medicine it is a com-
monly used tool for clinical diagnosis. The basic idea behind image registration
is to estimate an optimal transformation between images acquired at di�erent
times, with di�erent equipment or simply acquired at di�erent angles. In this
project, image registration is used together with image segmentation in order
to estimate the progression of GA.

There are four main steps in image registration which have to be performed,
feature detection, feature matching, estimation of transformation model, and
image resampling and transformation [23].

Feature extraction and feature detection can be performed in a variety of
ways, but what they all have in common is that they �nd curves and surfaces,
landmarks, or edges and corners in a reference image and in a so called sensed
image (the image which later will be registered to the reference image). The
registered sensed image will be called target image. The obtained feature data
sets will be matched to each other in order to �nd feature pairs for the reference
and the sensed image. How this is done will not be explained since the algorithm
used in this project relies on manual feature extraction and feature matching, by
letting the user select corresponding points in the two images, so called control
points (CP).

In a review paper from 2003, Zitova and Flusser [23] explains how the trans-
formation model must correspond to the type of distortion in the sensed image;
normally, the assumed geometrical distortion, the imaging modality and the re-
quired accuracy has to be taken into account. The three main transformations
which can be performed are called similarity transformation, a�ne transforma-
tion and perspective projection transformation. The similarity transformation
is written as

u = s(x cos(θ)− y sin(θ)) + tx (4.16)

v = s(x sin(θ) + y cos(θ)) + ty (4.17)

where the parameters s, θ, and tx and ty have to be determined, (x, y) corre-
spond to the sensed image coordinates and (u, v) are the corresponding target
image coordinates. This is a linear mapping which is shape-preserving, that is,
only rotation, translation and uniform scaling is performed.

The a�ne transformation is also a linear mapping which preserves straight
lines and parallel lines. The di�erence form similarity mapping is that the
scaling is non-uniform, the scaling factor can be di�erent along di�erent axes,
and skewing can occur, that is, rectangles can become parallelograms. This
transformation is written as

u = a0 + a1x+ a2y (4.18)

v = b0 + b1x+ b2y (4.19)

where a0, a1, a2, b0, b1, and b2 are to be determined [23]. At least three CP
pairs are required for this transformation, where for the similarity mapping two
CP pairs are needed.

If a �at scene is imaged by a camera where the optical axis is not perpendic-
ular to the scene, the perspective projection translation is best suited. In this
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mapping straight lines remain straight, but parallel lines will seem to converge
towards a point far away. The projective mapping is de�ned as

u =
a0 + a1x+ a2y

1 + c1x+ c2y
(4.20)

v =
b0 + b1x+ b2y

1 + c1x+ c2y
. (4.21)

As before, the parameters have to be determined using the CP pairs which in
this case have to be at least four [23].

If the transformation parameters are determined using more than the min-
imum requirement of CP pairs, it is common to give each CP pair a weight
based on the certainty of correctly found pair. The certainty measurement is
derived from the image features. When weighting the points, the more certain
CP pairs are allowed to have a higher impact in the �nal transformation than the
more uncertain CP pairs. If more points than needed are obtained, the worst
matches can be identi�ed by cross-validation and then rejected. This can be
done by calculating the transformation parameters several times omitting one
pair at a time. After a transformation model is obtained, the omitted points
are mapped using that model. If they are mapped well they are included, and
if they are mapped badly they are rejected. [23]

When the transformation model has been determined the transformation can
be performed in two ways, either forwards or backwards [23]. In the forward
mapping, each pixel in the sensed image is transformed into the target image
using the estimated transformation. This can result in holes or overlapping parts
in the target image and therefore, the backwards mapping is most common. In
backwards mapping a pixel in the target image is mapped onto the sensed image
by inverse transformation.

In this project, there are mainly two errors which can e�ect to result. Local-
ization error refers to the correct placement of CP pairs and is user dependent.
Alignment error comes from the transformation and occurs when the transfor-
mation model is not perfect for the distortion or when the parameters in the
model are not precisely calculated [23]. It is common that both these problems
occur, and therefore, an alignment error is almost always present.

4.2 Implementation

The implementation is divided into the following three parts: Implementation
of the Kass model, of the Chan-Vese model, and registration of Geographic
Atrophy images. Each part will be treated separately.

The Kass Model

The implementation of the Kass model is based on the Matlab code Snakes:
Active Contour Models provided by Kumar [10]. The numerical approach to
solving the problem of minimizing the snake energy is explained by Kass et al.
in [8].
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First, the external energy Eext is minimized while α(s) = α and β(s) = β
are kept constant. This results in two independent Euler-Lagrange equations:

αxss + βxssss +
∂Eext
∂x

= 0 (4.22)

αyss + βyssss +
∂Eext
∂y

= 0 (4.23)

where xss = ∂2x/∂s2 and xssss = ∂4x/∂s4. The same applies to yss and yssss.
Eext is, as describribed in Chapter 4.1.1, the sum of Econ and Eimage.

For non-constant α(s) and β(s), Kass et al. propose, that the Euler-Lagrange
equations are derived directly from the discrete formulation of the snakes energy
functional written as

E∗snake =

n∑
i=1

Eint(i) + Eext(i) (4.24)

where n is the number of points representing the snake, that is, i is each dis-
crete snake point. This will, after approximation of the derivatives with �-
nite di�erences, by de�ning v(0) = v(n), setting fx(i) = ∂Eext/∂xi, and also
fy(i) = ∂Eext/∂yi, result in the following Euler-Lagrange equation

αi(vi − vi−1)−αi+1(vi+1 − vi) + βi−1(vi−2 − 2vi−1 + vi) (4.25)

− 2βi(vi−1 − 2vi + vi+1) + βi+1(vi − 2vi+1 + vi+2)

+ (fx(i), fy(i)) = 0.

The equation above can be written in matrix form as

Ax+ fx(x,y) = 0 (4.26)

Ay+ fy(x,y) = 0. (4.27)

For a deeper explanation see [8].
Solving the equations gives the following updating rule

xt = (A+ γI)−1(xt−1 − fx(xt−1, yt−1)) (4.28)

yt = (A+ γI)−1(yt−1 − fy(xt−1, yt−1)). (4.29)

In the end, the principle is that the user chooses points around the interesting
area in the image. A continuous spline is created based upon those points and
the Kass model is then used with this spline as input. The algorithm basically
follows four steps:

1. Calculate the image energy functionals: Eline, Eedge and Eterm.

2. Calculate Eext as a weighted sum of the image energy functionals.

3. Compute fx and fy.

4. Compute (A+ γI)−1.

5. Update the snake position; compute xt and yt in (4.23) and (4.24).

The �rst three steps are only calculated once, but the updating based on the
three �rst steps is repeated until a stable solution has been found.

The images used for evaluation �ltered rtx1 images showing GA in a rela-
tively well de�ned area, as seen in Figure 4.5 (a).
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The Chan-Vese Model

The implementation of the Chan-Vese model is based on the Matlab code Active
Contour Segmentation from 2008 by Lankton [11], which in turn implements [2].

To begin with, some simpli�cations to (4.14) in Chapter 4.1.1 have been
made; the parameter ν is set to zero as suggested by Chan et al. and the curve
is de�ned as φ(x, y) = 0. The resulting problem is then

∂φ

∂t
= µ · div(

∇φ
|∇φ|

)− λ1(I − c1)2 + λ2(I − c2)2 (4.30)

where c1 is the average image intensity inside the curve and c2 is the average
image intensity outside the curve.

The updating is performed by φn+1 = φn + ∆φ where ∆φ is de�ned as
dt(∂φ/∂t), and dt is the spacial di�erence or step length. After updating, the
level set function is reinitialized in order to ensure negative values inside the
curve and positive values outside.

The steps for performing the Chan-Vese method are as follows:

1. Initialize the level set function φ and �nd φ0 = 0.

2. Compute c1(φ) and c2(φ).

3. Calculate ∂φ0/∂t.

4. Update φ0.

5. Stop if φ0 has converged, that is, settled at a stable solution. If not,
reinitialize φ and start again from step 2.

Prior to the initialization of the level set function, the user is asked to divide
the image into two areas: One area containing the feature of interest, that is, an
area slightly bigger than that feature, and the rest containing only background.
The original algorithm, as explained until this point, was used for comparison
with the Kass model. The same images, �ltered rtx1 images of GA areas,
were used for evaluation of the two algorithms, see Figure 4.5 (a) for an image
example.

The �rst improvement made to the algorithm was performed with the inten-
tion of making the algorithm less dependent on user input. Instead of requiring
the user to mark the two areas of the image, the initialization of φ would be
made from a binary image based on the image variance. The preprocessed im-
ages of GA shows that the healthy part of the image is relatively uniform, and
so to say smooth, whereas the atrophic region is heterogeneous, basically bright
with a lot of dark spots or pits. With this in mind, an initial map based on the
variance could give a rough indication to where the atrophic region is situated
in the image. The image variance is de�ned as

Var(I) = ((I− I ∗M1)2) ∗M2 (4.31)

where M1 and M2 are mean �lter functions of size 20 × 20 pixels and 40 × 40
pixels respectively. The variance image and the resulting binary image can be
seen in Figure 4.6.

Until this point, the purpose of the algorithm was to globally detect all
atrophic areas in the image with minimal input from the user. Basically the
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(a) Image shows �ltered rtx1 AO image of
GA area.

(b) Images shows averaged, un�ltered, rtx1
image of GA area.

Figure 4.5: The AO images shows the same area with the edge of the atrophic
region. Image (a) has been �ltered for background removal and the contrast
has been adjusted, wheareas image (b) is the same image without �ltering and
contrast adjustment.

(a) The image variance. (b) Black and white image after threshold-
ing.

Figure 4.6: The variance is calculated over the image (a) and thresholded in
order to get a black and white image. The white area roughly corresponds to
the atrophic area (b).
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user simply loads the image, and the calculation is made automatically with only
the image as input. After further re�ection, it was found that this was not a
very user-friendly implementation, since the user would obtain more information
than requested; all atrophic areas in the image would be detected even if the
user is only interested in one main area. A new user interaction would have to
be considered, provoking some changes to the algorithm.

The resulting principle is that the user selects points in the image with
the mouse, preferably outside the structure to be detected, which mark the
beginning and end of the edge the user considers interesting. The image is then
cropped based on the position of these points. The level set function is rede�ned
only within the cropped image, and the variance for initialization of the level
set function is also calculated on the cropped image. This procedure allows
the algorithm to discard all image information outside of what is important for
the user, for example, parts of the image with high variance but no distinct
boundaries will not e�ect the results as they did in the initial implementation.

It was also found that the averaged, but un�ltered, rtx1 image can preferably
be used for boundary detection. The two di�erent types of images are explained
in Chapter 2.4. In Figure 4.5 (b) the GA a�ected area is seen as an almost white
region against the gray background. Given the fact that the Chan-Vese model
is based on the assumption that the image contains two regions of piecewise
continuous intensities of di�erent values [2], the averaged image is more suitable
than the �ltered. This is so, because the two regions, atrophic area and the
surrounding retina, in the averaged, but un�ltered, image agree better with the
assumption. In order to get a �rst rough estimate of the atrophic area from the
variance calculations, a processing similar to that of the �ltered rtx1 images is
performed, but only for obtaining the variance map and not for calculations of
the snake development.

At this point, the most important change to the original algorithm was
implemented. Initially, the level set function was de�ned for the whole image
and thereafter, for a selected smaller part of the image, but from now on it is
based on even smaller regions. These regions are centred around the points the
user selects along the edge he or she wants to be automatically detected. Since
the regions are based on what the user �nds interesting in the images, they are
called regions of interest (ROIs). This change was made since there are smaller
variations within the two di�erent regions in a smaller area than there are in a
larger.

When performing the computation in several small ROIs instead of over the
whole image a problem with continuous boundary detection at the ROIs edges
may occur. To overcome this problem, di�erent ROI sizes were considered, as
well as di�erent ways of positioning of the ROIs. Both an adaptive ROI size,
where the centre of each ROI corresponds to one of the user selected points,
as well as a version with a �x ROI size and �x positioning based upon a pre-
determined grid covering the whole image were implemented. In the latter
version, the user points de�nes in which square of the grid to start and the
subsequent points in which squares to continue, see Figure 4.7 (a).

None of the above described methods to move the ROIs over the image, fol-
lowing the user de�ned edge, gave in itself continuous boundaries. The solution
was to copy a part of the detected boundary in one ROI to the next ROI and
keep the points closest to the border locked. The ROIs then overlap half an ROI
size, and, except for the very �rst ROI, the snake is not allowed to move within
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a tenth of the overlapping part of the ROI, see Figure 4.7 (b). The centre of
the �rst ROI corresponds to the �rst selected point. The position of the next
ROI is based on the user's selected points. A linear line is interpolated between
each user point, and the centre of the second ROI corresponds to the �rst in-
terpolated point lying outside of the �rst ROI and so on until an ROI contains
the last user selected point.

(a) Image shows ROI po-
sitioning with �x grid sys-
tem.

(b) Image shows ROI with
locked border pixels.

(c) Image shows ROI posi-
tion for edge connection im-
provement.

Figure 4.7: In (a) the light gray squares show the underlying grid system used
for ROI positioning. The blue stars represent the user selected points, and
the blue line is the interpolated line between the points. In black, the ROIs,
slightly larger than the grid squares, used for calculation, are seen. In (b) the
black squares represent the ROIs and the blue stars and line the user input and
interpolated line. The light gray area show the area along the ROI edge where
the pixels are not updated, that is, the locked border. In (c), the darker gray
squares represent ROIs used for edge detection, the green line represents the
approved detected edge and the red line represents a detected edge which does
not ful�l the edge criterion. Along the locked border (light gray in image) the
detected edge makes a horizontal line which is an indication of bad detection.
This is solved by moving the ROI back (black square in image) and do the
detection from there instead.

Figure 4.8 shows in (a) how the user chooses points and how the choice of
the following point is restricted by a square. In order not to select points too far
apart the user can only select the next point within the red square. The squares
containing previously selected points are shown in gray. This is a precaution
needed to control the size of the ROIs, since the next ROI size is calculated
as two times the length between current ROI centre and the �rst point lying
outside the current ROI.

The image variance has been calculated for the whole image, but the thresh-
old for the variance, used to obtained the initial mask, is computed from the
image de�ned by the user selected points (see Figure 4.8 (b)). The mask de�nes
the initialized level set function, and the initial mask for each ROI is cropped out
from the black and white image obtained from thresholding the image variance.

The �rst ROI of an edge segment is processed from scratch with no copied
data in memory (see Figure 4.8 (c)), whereas the other ROIs, with half an ROI
overlap with the previous one, copy the result from the previous ROI for this
overlap and lock the pixels of the snake as discribed earlier. The result from
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the Chan-Vese model for the �rst ROI in an edge segment is shown in Figure
4.8 (d).

The pixel value averages c1 and c2 were in the beginning obtained from the
whole image and then, after starting to use ROIs, they are obtained from the
whole ROI.

The images of GA (see Figure 4.5) show that the edge of the atrophic area
is not always distinct. The algorithm should therefore preferably not detect
a boundary where it is too di�use. The decision to detect or reject an edge
is based on three boundary criteria; two gradient based and one de�ning the
quality of the connection of the line between ROIs. The latter is supposed to
guarantee that a continuous line with no sharp edges is formed and when this
is not possible, the line is terminated and another one is started.

(a) The user selects points. (b) The initial mask is obtained from the
image variance.

(c) The initial mask for the �rst ROI. (d) The result obtained for the �rst ROI.

Figure 4.8: Image (a) show how the user selects points along the edge of the
atrophy. Image (b) show the initial mask for the whole image and (c) the initial
mask for the �rst ROI. Image (d) show the result for that same ROI.
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This connection criterion is implemented by looking at the snakes behaviour
just outside the locked pixels copied from the last ROI. If the snake forms a
completely straight horizontal or vertical line for more than a certain number
of pixels, the snake is rejected and the next ROI will be placed halfway between
the rejected and the last ROI in order to �x the connection, see Figure 4.7
(c). If this is not possible and the problem still persists, there is a small jump
forward and the edge detection starts over again, causing a gap in the detected
boundary.

The gradient based criteria take the image gradients into account. The �rst
one compares the image gradients within a narrowband of ten pixels along the
detected boundary, to the image gradients outside that band. If the mean gradi-
ent value is higher outside than within the narrowband, the detected boundary
is rejected and a new edge line is started in the same way as when a detected
line segment is rejected by the connection criterion and the �x does not solve
the problem, as just explained.

The second criterion compares the gradients along the edge to the gradients
perpendicular to the edge. If the average of the perpendicular gradients is lower
than the average of the the gradients along the detected edge, the detected
boundary is rejected. Both these criteria will allow for rejection of detected
boundaries which in turn cause gaps in the overall edge line. The idea of this is
to not make any false detections.

The current version of the algorithm uses averaged, un�ltered, rtx1 images
and follows these steps:

1. The user selects points along the edge that should be detected in the
averaged, un�ltered, rtx1 image.

2. The image variance is calculated from a �ltered image with removed back-
ground.

3. Based on the user input, the image is cropped and a threshold for the
image variance is obtained within the cropped image. Thresholding the
variance results in a black and white image, which serves as an initial mask
for the level set function.

4. The ROI is selected based upon the user input, the �rst ROI is centred on
the �rst point, the following are selected according to the above mentioned
procedure.

5. The level set function φ is initialized within the ROI and φ0 = 0 is deter-
mined.

6. c1(φ) and c2(φ) are computed within the ROI.

7. ∂φ0/∂t is calculated within the ROI.

8. φ0 is updated.

9. Move to step 9 if φ0 has converged (see below for explanation), if not, φ
is reinitialized and the loop starts again from step 5.

10. When φ0 has converged the gradient criteria are checked, the algorithm
starts again from step 3 where a new ROI is selected.

46



11. The connection criterion is checked. The algorithm starts again from step
3 to select a new ROI.

12. Save the detected edge and start again from step 3 where a new ROI is
selected.

In Appendix B a �owchart explaining how the algorithm works is presented.
The maximum number of iterations is set to 500, but if the snakes converges,

the loop is terminated. The convergence criterion is based on the movement of
the snake during the last thirty iterations. If the current mean displacement
is no bigger nor smaller than 0.000001% of the average displacement over the
last thirty iterations, it is considered that the snake has converged to a �nal
solution.

Finally di�erent processing of the averaged rtx1 images were evaluated. Two
di�erent �lters, Gaussian and average, were applied and also three di�erent ap-
proaches to remove dark spots for more homogeneous areas. The dark spot
removal is of interest since the assumption behind the Chan-Vese model is that
there are two piecewise constant intensities. Eliminating dark spots may help
make the images correspond better to this assumption. The �rst dark spot re-
moval function was based on using two di�erent kernels, one 5× 5 pixel square
kernel and one slightly bigger 9 × 9 pixel square kernel, with the same cen-
tre pixel. The mean value inside the �rst kernel, Īsmall, was calculated and
compared to the mean value of the larger kernel, Īlarge:

Īsmall =

∑5
i=1(

∑5
j=1 I(xi, yj))

5 · 5

Īlarge =

∑9
i=1(

∑9
j=1 I(xi, yj))

9 · 9
. (4.32)

If Īlarge > Īsmall the pixel values inside the small kernel are set to Īlarge in
order to remove the dark spots.

Since many of the dark spots that should be removed are of circular shape,
the other two approaches are based on �nding speci�cally circular shapes in the
image. One is based on the circular Hough transform using the gradient �eld of
an image. The circular Hough transform is based on a mapping from the image
plane to a parameter space represented by an accumulator matrix of the same
size as the image, where the axes represent the circle centre parameters, and the
radius is kept constant. A circle with centre (x0, y0) and radius r0 is speci�ed
by the parameters (x0, y0, r0) in (x − x0)2 + (y − y0)2 = r2

0. For each point
in the image plane, all curves passing through that point are calculated and if
they correspond to the centre of a circle according to the equation above, the
corresponding accumulator cell is incremented by one. By calculating the local
maxima in the accumulator matrix, the centres of circles of radius r0 are found.
Circles of di�erent size can be found in the image by iterating using di�erent
radius. [13]

The third and last implemented method is based on the Laplacian of Gaus-
sian (LoG) to �nd blobs in the image. The convolution between ∇2G(x, y, σ),
second derivative of Gaussian in 2D, and an edge f(x, y) results in a curve where
the location of the edge is de�ned by the zero-crossing of that curve, see for the
one dimensional case Figure 4.9 (a). If two edges (one going from low to high
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and the other one from high to low values) are close together, as in the case of
blobs, the ripples will be superimposed and the resulting curve has the shape of
an inverted Mexican hat in the 2D case, see Figure 4.9 (b) for the one dimen-
sional case. The tip of the hat will correspond to the centre of the blob, given
that the LoG have been matched to the searched size of blobs. The radius is
related to the standard deviation of the Gaussian, σ = r

√
2, which means that

also the radius of the blob can be obtained. By varying the value of σ, di�erent
sized blobs are detected. [12]

(a) The ripples in the response corre-
spond to the edges in function f(x).

(b) The peak in the response correspond
to the centre of the blob.

Figure 4.9: In (a) the edges in f(x) are far apart, therefore, the response from
convolution with the �lter kernel ∇2G(x, σ) (the middle image) is seen as two
ripples. The zero crossing of the ripples correspond to the edges in f(x). In (b)
the edges in f(x) are close together. Therefore, the response from convolution
with ∇2G(x, σ) has the shape of a Mexican hat. The peak in the response
correspond to the centre of the blob in f(x)

Image processing was performed in order to obtain more homogeneous re-
gions in the averaged rtx1 image; either just a �lter function was used, or a
spot removal function followed by a smoothing. For Gaussian �lters, kernels of
size 2σ to 10σ and values of σ between 2 and 5 were tried. For smoothing with
average �lters, square kernels of size 2× 2 up to 20× 20 were tried.

Registration of Geographic Atrophy Images

The registration algorithm is implemented in Matlab using built in functions for
image registration. Two di�erent approaches were tested and evaluated, where
one uses functions from the Image Processing toolbox (IP) and the other one
uses the Computer Vision System toolbox (CVS). Both need CP pairs as input
which are obtained by letting the user choose points in the reference image and
corresponding points in the sensed image.

When the user has chosen points, the transformation is calculated according
to the two methods. Then the data is transformed and the result is presented
alongside the reference image. Similarity transformation, a�ne transformation
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and projective transformation were tested and evaluated, see Chapter 4.1.2. The
number of point pairs selected by the user is set to the minimum required for
calculations of the transformation.

In order to get images which can be used for the segmentation algorithm,
the registered images have to be cropped. The user crops the reference image
and stack of registered image in the same way in order to get rid of black edges
which appears after transformation (see the outlook of the transformed images
in Figure 4.24).

Objective assessment of which Matlab toolbox and which transformation
method to use is done by calculating the mean square error (MSE) and com-
paring that for both intra-image registration (registering one image to itself)
and inter-image registration (registering one image to another which contains
the same retinal structures). The MSE was calculated as

MSE =
1

n

n∑
i=1

[(xi − x∗i )2 + (yi − y∗i )2] (4.33)

where (xi, yi) are pixel coordinates in the reference image and (x∗i , y
∗
i ) are pixel

coordinates in the target image. Three test points were used for error estimation,
that is, n = 3. These points are selected separately from the ones used for
estimation of transformation.

The retinal images to be registered are acquired with the same rtx1 camera.
All registrations are made intra-subject, that is, an image from a subject will
always be registered on an image from the same subject. The images which
are used are the averaged, un�ltered, rtx1 images since the aim is to use the
registered images for segmentation of GA area.

4.3 Results

In this chapter, the results from image segmentation and registration will be
presented in images and text.

The Kass Model

The result using the Kass model seen in Figure 4.10 shows that the spline gets
stuck in local minima and fails to �nd the true edge of the atrophic area. In
Figure 4.11 the result show that the user initialization has a big impact on the
result. The results also yield that the method only �nds one edge in the image
since the initialized curved is kept intact throughout the iterations.

For the calculations, 1000 iterations were performed. This is not because of
the need of that big amount if iterations, but for certainty of snake convergence.
Since no convergence criteria was implemented it was found, by visual observa-
tion, that the snake converges after more or less 500 iterations. The remaining
steps are kept for precaution.
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(a) Image shows initialized curve. (b) The result after 1000 iterations.

Figure 4.10: Image (a) shows an example of an initialized curve where the user
has selected points. Between those a cubic line has been interpolated. Image
(b) shows the result after 1000 iterations from the same initialization.
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(a) Initialization 1, 1000 iterations. (b) Initialization 2, 1000 iterations.

(c) Initialization 3, 1000 iterations. (d) Registration of results from initializa-
tions 1 to 3, where 1 is shown in red, 2 is
shown in orange and 3 in green.

Figure 4.11: Image (a), (b) and (c) show the results after 1000 iterations from
three di�erent initialized curves. In image (d) the three results are superposed
in the same image.
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The Chan Vese Model

In Figure 4.12 an example of the user initialized curve is shown as well as
the result after 500 iterations using the �rst implementation of the Chan-Vese
model for comparison with the Kass model. The results from three di�erent user
initializations for the same implementation are shown and compared in Figure
4.13, where (d) shows a superposition of the three curves. It can be seen that
the results are similar for the large area in all three results. There are some
di�erences for the detected smaller areas around.

Figure 4.14 shows a comparison between using an initialization based on the
image variance or letting the user select an area. In this case, the user selected
an area covering roughly the larger atrophic region. The result show that in
(b) more areas are detected as atrophic than in (a). That is due to that the
initialization based on the image variance will initialize several snakes whereas
the manual initialization gives only one snake as input.

It was decided that the user would control the algorithm more by indicating
which edges are interesting. The �rst thing tested was to crop the image into
a smaller region de�ned by the user. In Figure 4.15 (a) the square selected
by the user is shown, and in (b) and (c) the results using this cropped area of
a �ltered rtx1 image and an averaged, un�ltered, rtx1 image respectively, can
be seen. The result in (b) still shows that the algorithm �nds more edges than
wanted (the marked area does not correspond to by a visually observed atrophic
area), but the result in (c) shows that this implementation completely misses
the lower edge of the atrophic region when the input image is limited by the
square in (a).

The attempt to resolve the problem detected in Figure 4.15 (c) was to use
ROIs based on the user input. In Figure 4.15 (d) the �rst implementation of
ROIs can be seen. The image has been cropped according to the user informa-
tion (the square in (a)) and that area has in turn been divided into six equally
sized smaller regions. In the region in the upper middle nothing was detected.
The �rst level set function is given by the contour line obtained from threshold-
ing the image variance. The result shows that only the edge of interest is being
detected. Even though the detection is not very well performed, it is better
than in (c).

Di�erent ROI sizes were tested and the best result was obtained using an
ROI size of 80 × 80 pixels. The positioning of the ROI was also investigated,
both by using a �xed grid system and an adaptive positioning. The results
showed that an adaptive positioning gave better result when comparing results
between di�erent retinal images. However, using a �x grid gave more repetitive
results.

Results from testing di�erent values of the parameters µ, λ1 and λ2 showed
that µ = 0.4, λ1 = 1 and λ2 = 1 gave the best result. These values gave the
best trade o� between smoothness of the snake and precision in detection, and
letting the image energy constants be equal gives equal weight to the area inside
the snake as to the area outside of the snake.

Using ROIs of size 80 × 80 pixels, centred around the user selected points,
gives the results presented in Figure 4.16. The segmentation is performed in
each ROI and the �nal result is obtained by using the criteria for determining
edge and connection quality as mentioned earlier. The result is good except for
the part in the image where there is a corner shape in the edge of the atrophic
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(a) Image shows initialized curve. (b) The result after 500 iterations.

Figure 4.12: Image (a) shows an example of an initialized curve where the user
has selected an area using the Matlab function roipoly(). Image (b) shows
the result after 500 iterations from the same initialization.

area. A gap in the detection can be seen, this gap is present since the detected
edge in the ROIs placed at the corner did not ful�l the gradient criteria. As can
be seen in the following images, this is a recurring result independent on user
input.

To overcome the issue with the gap in the detected edge some �ltering was
used on the averaged image. It was assumed that the �ltering would smooth
the images so that the two regions to detect would become more homoge-
neous.Figure 4.17 shows the result using three di�erent Gaussian �lters and
three di�erent average �lters. Images (a), (b) and (c) show that a small Gaus-
sian �lter with small standard deviation does not do a big di�erence. Increasing
the �lter kernel and the standard deviation gives smoother results even though
the detected edge is further away from the true edge. The results also show that
using a Gaussian �lter does not give a continuous edge detection. Using the av-
erage �lter shows similar results; a small �lter kernel makes no real di�erence,
increasing the kernel size moves the detected edge away from the true edge.

In Figure 4.18 it is shown how the circular Hough transform and the LoG
a�ects the averaged rtx1 image. Both methods were tested for removal of dark
spots in the image and they were also combined with �ltering. In Figure 4.19
the result using only dark spot removal and dark spot removal combined with
an averaging �lter of size 10×10 pixels is shown. The dark spot removal a�ects
the edge of the atrophic area which in turn e�ects the curve. Using both dark
spot removal and �ltering provides better results, than just using one or the
other. The detected edge is still not continuous, but the gap where detection
could not be performed is smaller than without �ltering.

Figure 4.20 shows the result using the ROI based segmentation algorithm
for two di�erent subjects at two di�erent retinal eccentricities each. According
to the results, the segmentation is performed with varying success depending
on the edge to be detected. Gaps appear in the detected edge in all cases
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(a) Initialization 1, 500 iterations. (b) Initialization 2, 500 iterations.

(c) Initialization 3, 500 iterations. (d) Registration of results from initializa-
tions 1 to 3, where 1 is shown in red, 2 is
shown in green and 3 in orange.

Figure 4.13: Image (a), (b) and (c) shows the result after 500 iterations from
three di�erent initialized curves. In image (d) the three results are superposed
in the same image.
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as a consequence of edges that do not ful�l the edge quality criteria and the
connection criterion.

In Figure 4.21 manual registration of three di�erent resulting edges from
three di�erent inputs, but the same image, can be seen. This gives an indication
to the repeatability of the detection algorithm. There are a few di�erences, but
except for the di�use edges the results coincide. Figure 4.22 show the same type
of comparison, but the retinal image is from another subject. In this image the
correspondence between the three results is good.

(a) Image shows result after 500 iterations
with user input for initialization.

(b) In this image the image variance has
been used for initialization, after 500 itera-
tions.

Figure 4.14: In image (a) the user has carefully drawn lines over the image
surrounding roughly the larger atrophic area. Image (b) is initialized using
only the image variance, making it independent on user input and also more
repetitive. The second image has been downsampled in order to speed up the
computation time and later upsampled for display.
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(a) The image is cut and only the area mark
with a red square is used for the segmenta-
tion of GA.

(b) The result of using a smaller area on a
�ltered rtx1 image.

(c) The result of using a smaller area on an
averaged, un�ltered, rtx1 image.

(d) The �rst results using ROIs with aver-
aged, un�ltered, rtx1 image.

Figure 4.15: The red square in (a) shows how the image is cut, only the smaller
area is used for the segmentation task. Image (b) shows how the algorithm
performed using the smaller area with a �ltered rtx1 image and (c) the result
for the same area, but with the un�ltered rtx1 image. The �rst attempt to use
ROIs is presented in image (d).
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(a) Final detection showing the ROIs used
for segmentation.

(b) Final detection for the same user input
as in (a), showing only the detected edge.

(c) Final detection using another user in-
put, showing the ROIs used for segmenta-
tion.

(d) Final detection for the same user input
as in (c), but without ROIs.

Figure 4.16: The images show the result after two di�erent initializations. In (a)
and (c) the detected edge is shown together with the ROIs used for segmentation
of that edge. Image (b) and (d) show the same results, but without the ROIs.
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(a) Gaussian �lter with σ=2 and kernel
size 4σ × 4σ.

(b) Gaussian �lter with σ=3 and kernel
size 6σ × 6σ.

(c) Gaussian �lter with σ=5 and kernel
size 10σ × 10σ.

(d) Averaging �lter with kernel size 4×
4.

(e) Averaging �lter with kernel size 10×
10.

(f) Averaging �lter with kernel size 20×
20.

Figure 4.17: This �gure shows the results of applying two di�erent kind of �lters
to the averaged rtx1 image before segmentation.
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(a) The averaged, un�ltered, rtx1 im-
age without processing.

(b) Dark spot removal based on the
circular Hough transform.

(c) Dark spot removal with circular
Hough transform and averaging �lter
of size 10× 10.

(d) Dark spot removal based on LoG. (e) Dark spot removal using LoG and
averaging �lter of size 10× 10.

Figure 4.18: Image (a) is the averaged, un�ltered, rtx1 image. In (b) the same
image is seen, but after dark spot removal using the circular Hough transform
has been applied and in (d) the result is seen for dark spot removal using LoG.
Image (c) and (e) show the result after �ltering of (b) and (d) respectively.
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(a) Result of applying the circular Hough
transform for dark spot removal.

(b) Detected edge after using circular
Hough transform for dark spot removal and
an averaging �lter.

(c) Result of applying LoG for dark spot
removal.

(d) Detected edge after using LoG for dark
spot removal and an averaging �lter.

Figure 4.19: This �gure shows the e�ect of dark spot removal and �ltering on
the edge detection.
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(a) Subject 1, area 1 (b) Subject 1, area 2

(c) Subject 2, area 1 (d) Subject 2, area 2

Figure 4.20: Here, the results obtained from di�erent images are shown. Im-
age (a) and (b) show the segmentation results using adaptive ROI placement
without �ltering and dark spot removal for subject 1, at two di�erent retinal
eccentricities. Image (c) and (d) show the same results for two di�erent retinal
eccentricities for subject 2.
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(a) Result from user input 1. (b) Result from user input 2.

(c) Result from user input 3. (d) Image (a), (b) and (c) have been man-
ually registered in order to compare the re-
sults.

Figure 4.21: In this �gure, three di�erent segmentation results from subject
1 are displayed and compared in (d) where a manual registration of the three
images is presented.
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(a) Result from user input 1. (b) Result from user input 2.

(c) Result from user input 3. (d) Image (a), (b) and (c) have been man-
ually registered in order to compare the re-
sults.

Figure 4.22: In this �gure, three di�erent segmentation results from subject
2 are shown and compared in (d) where a manually registration of the three
images is presented.
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Registration of Geographic Atrophy Images

The original image used for the transformation is seen in Figure 4.23 together
with the reference image. In Figure 4.24 the transformed images corresponding
to similarity transformation, a�ne transformation and projective transforma-
tion are shown using both CVS and IP toolboxes.

The results from the error measurement for registration of �ltered rtx1 im-
ages, as described in Chapter 4.3, are presented in Table 4.1. Intra-image regis-
tration, registration of one image to itself, is smaller error with the IP toolbox
while inter-image registration, registering one image to another with the same
retinal structure present, shows similar results for the two toolboxes used.

Table 4.1: MSE measurements for three di�erent transformation methods (a�ne
transformation, similarity transformation, and projective transformation) for
intra-image and inter-image registration using both Computer Vision System
toolbox (CVS) and Image Processing toolbox (IP).

Tran. method Intra CVS Intra IP Inter CVS Inter IP
A�ne tran. 6.33 2.33 31.33 31.33

Similarity tran. 2 2 33 32.67
Projective tran. 5 4 60 59

Figure 4.25 shows registration by a�ne transformation using IP, as well
as the edge detection obtained by the segmentation algorithm for GA areas,
explained earlier. Registration of three di�erent segmented images from subject
1 acquired on the same day can be seen in (a). In (b) registration of two di�erent
segmented images from subject 2 acquired one month apart is shown. The �rst
image in terms of time is used as a background and the, after segmentation,
detected edge from the registered images, have been added to the background.
For segmentation and presentation purposes the registered images have been
cropped by the user.

4.4 Discussion

When starting this project, the purpose was to �nd a global edge detector with
minimal user interaction. Based on the �rst results from the Kass model and the
Chan-Vese model it was decided that the Chan-Vese would be used since it did
not require any user interaction and it was therefore more stable than the Kass
model. It would also detect all signi�cant objects in the image, whereas Kass
only detected the object around which the user had placed the initial spline.

During the project the requirements changed; instead of developing a global
detector, a local one which detects only the edge of interest for the user was
preferred. This requirement changed due to the fact that the global detector
would give too much information, some of which did not interest the user.

Since too much information can become confusing, especially if the user is
only interested in the development over time of a speci�c edge or part of an
edge, the user is asked to be more active. Therefore, the user interacts with the
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(a) Reference image. (b) Sensed image.

Figure 4.23: Image (a) is the reference image used for registration of the sensed
image in (b). The registration can be seen in Figure 4.24.

algorithm by selecting points which tells the algorithm where to start detection,
where to stop detection, and where the line is roughly situated.

The largest drawback of letting the user decide where the snake will be
initiated and how it will move forward is that the results vary from time to
time, since the result is dependent on the user input. In other words, the area
used for the contour detection is never exactly the same, but depends on the user
input which can be slightly di�erent from one turn to another. The algorithm is
sensitive to image intensities from the whole subimage chosen by the user. If the
subimage chosen by the user is di�erent from time to time, the values c1 (mean
pixel value inside of the detected area) and c2 (mean pixel value outside of the
detected area) dictating the snake behaviour change as well. By consequence,
this means that the boundary detection in one image will vary between runs.

Obviously, it is an issue that the results are not repetitive. The approach to
�x this issue is to use even smaller subimages, ROIs, positioned along the (by the
user marked) edge. This gives the user more in�uence over the segmentation,
but at the same time the area over which c1 and c2 are calculated is now smaller.
The decision on choosing this approach relied on the fact that the area far away
from the edge is of no interest for the algorithm when detecting only the edge.

A big advantage with the use of ROIs is that the regions inside and outside
of the snake are more homogeneous close to the border. As a consequence the
detected edge is more likely to be correctly detected, given that the user has
carefully marked the edge.

The use of ROIs handle the issue that the regions inside and outside of
the snake are not piecewise homogeneous everywhere, but made the algorithm
more dependent on the user and his or hers careful choice of input. One method
considered to make the algorithm less user dependent was to divide the image
into a prede�ned grid. When the user then chooses the edge, the ROIs will be
chosen from the underlying grid and not only based on the selected points. This
would mean that as long as the points lie inside the same grid square, the ROI
for that point would be the same. The repeatability was therefore higher with
this approach.
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(a) Similarity transformation using CVS. (b) Similarity transformation using IP.

(c) A�ne transformation using CVS. (d) A�ne transformation using IP.

(e) Projective transformation using CVS. (f) Projective transformation using IP.

Figure 4.24: Here, the results after transformation of the sensed image in Figure
4.23 (b) are shown. Three di�erent transformation methods and two di�erent
Matlab toolboxes were used. The reference image can be see in Figure 4.23 (a).
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(a) Registration of three images from subject 1
with GA segmentation.

(b) Registration of two im-
ages from subject 2 with GA
segmentation.

Figure 4.25: In this �gure, registration with a�ne transformation from the
Image Processing toolbox can be seen. In (a) three image taken during the
same day of subject 1, have been registered. Image (b) shows registration of two
images from subject 2 with one month in between. The GA segmentation has
been performed using the �nal implementation of the segmentation algorithm
explained earlier.

This approach was quite rapidly rejected since it was di�cult to make a grid
that worked for all kinds of images. If by chance the intersection between two
grid squares would fall very close to the edge, the consequence would be that
one time the user might select a point lying in one of those squares, and the
next, a point lying in the other. Even though the di�erence between the two
points might be only a few pixels it would give rise to very di�erently placed
ROIs. For such a case it was clear that for detection of the edge, it was better
not to use the �x grid system, since adaptive placement of ROIs gives more
similarity between di�erent user input.

In order to obtain a smooth edge, even when composed by edges from various
ROI, the three di�erent edge criteria had to be used together. One by one they
were not e�cient enough, but when used together a reasonable result is obtained.
Stepping back along the edge in order to �x a bad connection between ROIs is
something that happens quite often and is e�ective. The detected edge is rarely
rejected by one of the gradient criteria, but they are still important. If the user
is not careful with the initial selection of edge points, the ROIs can be placed
so that the algorithm cannot �nd a well de�ned edge. This can also happen if
the user is interested in �nding an edge in an area where one single edge is not
easily de�ned. In these cases the result should be rejected in order to not give
unreliable information, and this is where the gradient criteria play an important
role.
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The image processing performed by using �lters did not result in better
detection. All the operations a�ect the edge of the atrophic area, making the
detection unreliable. When only using �lters, the atrophic area becomes more
homogeneous, but at the same time the edge is smoothed, moving the resulting
detection farther away from the actual edge. This was the case for both the
average �lter and the Gaussian �lter. Therefore, the use of one of those �lters is
not preferred. However, a good idea for further development is to try a median
�lter since it might work well on this kind of images.

The spot removal initially seemed to be a very good idea, but the same
problem as with the �lter occurred; the edge of the atrophic area is a�ected.
The resulting detection is somewhat improved in some images by using the dark
spot removal function based on the circular Hough transform, but since it did
a�ect the edge in an unpredicted way, this method was likewise rejected.

To the implementation of the Chan-Vese model in this project further im-
provement can be done. Two ideas which have not yet been tested are averaging
of results and interpolation between endpoints of detected edge segments. The
�rst idea is based on introduction of noise to the user input, in order to perform
several calculations of edge detection. By averaging the results, a reasonable
detected edge can be found. The second idea is based on using simple interpo-
lation between the end points at the gaps which occurs at certain places along
the detected GA boundary. If these gaps can be �lled and the detection result
is based on several input, this could result in more repetitive results.

For GA image registration, the most signi�cant features in the averaged rtx1
images are the GA edge and the black spots within the GA area. Since both
the edge and the spots can change appearance between one imaging session and
another these can not be used as control points. The control points have to be
selected form features which do not change, such as blood vessels for example.
Because of these issues an automatic algorithm is very hard to develop, therefore,
the user is in the registration algorithm asked to select CP pairs.

The CP pairs are a bit di�cult to select even for the user when there are no
sharp blood vessels in the image. Because of that, only the minimum amount
of CP pairs needed for each transformation is used. The di�culty of selecting
CP pairs requires that the user is very careful. However, since the user does
not select exactly perfect pairs there is an error introduced to the estimation of
the transformation parameters. This error together with a numerical error from
calculations can be seen in the intra-image MSE presented in Table 4.1.

From Table 4.1 it is also clear that the error is, as expected, greater for
inter-image registration than for intra-image registration. Even so, the errors
presented in the results are not bigger than expected. For inter-image registra-
tion, which is the case when following the progression of GA, the a�ne trans-
formation presents smallest error. Because of the fact that Computer Vision
System toolbox gave higher or the same MSE as the Image Processing toolbox,
the latter is preferred.

From Table 4.1 and Figure 4.24 it is obvious that projective transformation is
not good for these images. The projective transformation is suitable for images
where the camera optical axis is not perpendicular to the �at imaged surface. In
this application it can be assumed that the optical axis is perpendicular to the
imaged area, even though there is not exactly 90 degrees between the imaged
part of the retina and the optical axis of the retinal camera. The angle depends
on the subject position and the shape of the eye globe and retina.
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An alternative to global semi-automatic registration is manual registration
using a program such as Adobe Photoshop and gimp3. Such a registration
method also depends on how careful the user is. It is proposed to use the semi-
automatic registration since it demands less user e�ort and is supposed to be
faster.

4.5 Conclusion

At the time being, it was an obvious decision to choose to continue developing
the Chan-Vese model and not the Kass model. But given the later change in
objective, allowing more user interaction, it might have been a good idea to do
a new comparison of the two methods with this new constraint in mind. It is
possible that the Kass model might give better results than �rst thought.

Even though the Chan-Vese model works well on some types of images it is
not optimal for GA images. It does not perform well on all, and considering
that a good image processing, compensating for the issues seen in some images,
failed to be developed, it seems to be a fair conclusion that the method is not
optimal for detection of atrophic regions in GA images. This is simply due to
the fact that the algorithm intends to �nd two areas with piecewise continuous
intensities, which is generally not the case with the GA images.

Given the use of the Chan-Vese model, a few design choices were made,
among others the use of ROIs. This was upon the circumstances a good deci-
sion, it resulted in better detection and especially, it made it possible to reject
segments of the boundary, and in that way, make the user aware that there is a
problematic part of the edge of the atrophic area. The use of ROIs is a way to
get round the problem of using an algorithm which is not globally optimal, but
it decreases the repeatability which, obviously, is still an issue. The user would
want to get the same result over and over again even though the starting point
and end point is placed at di�erent locations along the same line.

The obtained results are encouraging, but further development is desired to
improve the detection. This development could be either to �nd another method
more suitable for detection of geographic atrophy or implementing image pro-
cessing which makes the atrophic area more homogeneous, as well as enhancing
the contrast to the background. There are several segmentation methods avail-
able, and suitable image processing and a more suitable segmentation method,
may give better results than found in this project can be obtained.

It was stated that image registration is di�cult with GA images since they
do not contain many static features. User selection is not perfect for determin-
ing CP pairs, but there is no real alternative to this semi-automatic registration.
Even though the user cannot select perfect CP pairs, the registration is consid-
ered su�ciently good. A�ne transformation using the Image Processing toolbox
in Matlab was found to be the best transformation method.

3Gimp is a free image manipulation program which can be found at <www.gimp.org>.
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Appendix A

Speci�cations for the rtx1

Adaptive Optics Retinal

Camera
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Figure A.1: Courtesy Imagine Eyes.

73



Appendix B

Flowchart: Chan-Vese Model
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Figure B.1: Flowchart showing the algorithm containing the function which
implements the Chan-Vese model.
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Figure B.2: Flowchart showing the function which implements the Chan-Vese
model.
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