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AbstrAct
As current pre-visualization applications for the stage lighting industry only is 
developed for the PC-market, this master thesis can be considered as the first 
graphics engine prototype implementation of  a completely new visualizer, not 
only for Mac, but for all platforms. 
 The result is a cross-platform application in real-time, fully concentrated 
in simulating a  real stage spotlight which not only illuminates surfaces, but also 
the air itself, referred to as volumetric light. in order to achieve such a phenomenon, 
a texture-based approach is used, mainly implemented in a fragment shader 
and therefore takes full advantage of  the powerful Graphics Processing Unit 
(GPU). 
 Similar to traditional ray tracing based algorithms, the method calculates 
light intensity on a per-pixel basis by integrating scattered light along the ray. 
The algorithm can also render surface shadows, shadow holes and create gobo 
effects in the volumetric lighting using a shadow mapping method. As the quality 
of  light, shadows and surface characteristics are one of  the most competitive 
features in a modern visualizer, these attributes are of  greatest concern. 
 in order to alter light source parameters such as light intensity, color, 
zoom, etc. during run-time, a simple graphical user interface (GUi) is also 
attached to the application. 
 in brief, this master thesis stands as the “proof  of  concept”, i.e. a study 
if  the latest real-time graphics technology, including OpenGL- and shader 
programming, often used in Windows environments also can be used for 
volumetric stage light simulations in a Macintosh environment.
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1. INtroDuctIoN
1.1 bAckgrouND
Today, the lighting design for gigantic rock- and pop concerts, as well as for 
smaller events such as exhibition stands or fashion shows is pre-programmed 
in a visualization application. By this powerful feature, the lighting must not be 
set up at the place of  event days or weeks prior the event date, instead, all light 
simulations can be prepared at the office, thus the time and cost for technical 
testing and rehearsals can be dramatically decreased. 
 However, before mid 1990’s, all lighting was designed, tested and rehearsed 
at the very place of  the event, which resulted in long technical rehearsal sessions 
at the place of  concert. Consequently, to produce a show of  bigger proportions, 
and have in mind that the lighting programming process is outstandingly the 
most time demanding process in a pre-production, the technical preparations 
involved a tremendous cost of  rent. As an example, in 1994, Pink Floyd held 
a concert at the well known Earls Court in London. The concert, named “The 
Pulse”, was in some manner unique due to the complex integration between stage 
technique and the performance of  the band. It was in fact the first time stage 
lighting, such as fixtures, lasers, scanners etc. were completely interplayed with 
the music. However, to achieve such a gigantic show, the technical preparations 
at the concert hall included 23 days of  testing and rehearsals.  
 To overcome the problems of  long technical rehearsals contra expensive 
hall and staff  costs, a Canadian company, Cast Lighting created a 3D-visualizer, 
WYSiWYG (What You See is What You Get) which gave the lighting designer 
the possibility to model the behavior of  every unique stage lamp in the computer. 
As a result, the pre-visualizations could be prepared at office, thus the time for 
technical rehearsals decreased dramatically and a lot of  money could be saved.  
 Today, it is an absolute necessity for light operators who work within a 
higher-level of  stage light industry to offer a pre-visualization service, not only 
for the expense issue, but also as a tool for demonstrating ideas and proposals 
for a potential customer.  
 Contrary to 20 years back when most of  the people in the light business 
were technicians, light designers of  today are mostly people interested in color 
and shape and according to research, a majority of  these people prefer to use a 
Macintosh computer prior a PC [1]. ironically, all light visualization companies 
only offer software for the PC-market and have officially stated that they have 
no plans to port their applications to Mac. it would simply make them start 
from scratch again. Consequently, lighting designers must not only purchase an 
expensive license for a pre-visualization-program, but also by an additionally 
PC-computer only to run that visualizer. 
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Moreover, most of  current software manufactures do not offer a sense of  
realism in their real-time pre-visualization programs. Volumetric cones of  
light are often simple cylinders, possibly blended with the rest of  the scene, 
the feeling of  volumetric light is often very limited, not to mention incorrect 
shadow implementations and ugly spotlight surfaces hit by fixture projections.
 Consequently, current light visualization applications in real-time actually 
are either expensive in relation to what they offer, or cheap and reproduce stage 
lighting with poor quality [1].

1.2 PurPose 
This master thesis covers the process of  building a real-time graphics engine 
prototype - the first step in building a completely new visualizer for the light 
stage industry, not only for Mac, but for all platforms. The application can be 
considered as a “proof  of  concept”, i.e. if  the application turns out successful 
in relation to the problem statement (see section 3.1 and 3.2), it will stand as 
the foundation of  further development for a potential future pre-visualization 
software. 

1.3 tArget grouP 
The report is intended for people with basic knowledge in linear algebra and 
computer graphics. Experience in shader programming, especially with the 
OpenGL Shading Language,  facilitates the reading, but is not a requirement. 

1.4 coNstrAINts
The work covers graphics issues concerning volumetric light in real-time computer 
graphics. Other important features in a modern light visualization program 
such as stage geometry construction in 3D, file access of  fixture characteristics, 
control system protocol, among dozens of  others features have been neglected, 
although they obviously are of  great concern in a full-scale program. 
  

1.5 ArctIstIc 
The initiator and visionary of  this project is Nicklas Gustafsson at the lighting 
design company Arctistic in Stockholm. He works currently as a lighting 
designer but has also experience in the software development industry. Due to 
the fact that 60 000 light operators during nearly a decade have been forced to 
run their expensive and poor-quality-pre-visualization software applications on 
PC-computers and his great passion for Macintosh, Mr. Gustafsson founded 
Arctistic, with the objective to develop a totally new pre-visualization application 
for the light industry, both for Mac and Windows [1]. 
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1.6 thesIs outlINe 
Chapter 1 gives the background and purpose of  the project. 

Chapter 2 explains the phenomena of  light, its characteristics and how light 
can be used to create effectual stage experiences. A brief  historical perspective 
is also given. 

Chapter 3 describes more into detail what visual features of  volumetric light that 
needs to be implemented in the application. Functional software requirements 
is also presented. 

Chapter 4 gives an introduction to the fundamentals of  3D-graphics, including 
object representations and mathematical descriptions of  the most important 
operations in 3D-graphics.

Chapter 5 and 6 discusses real-time graphics with OpenGL and the OpenGL 
Shading Language, mainly regarding the Graphics Processing Pipeline and how 
it can be user-defined by the use of  vertex and fragment shaders. 

Chapter 7 describes previous research within the area of  volumetric light in 
computer graphics and also gives some examples of  previous implementations.  

Chapter 8 covers the important role of  shadows in graphics. A shadow mapping 
implementation, which stands as the very foundation of  the presented approach, 
is explained in detail. 

Chapter 9 presents my method step-by-step, with explanatory images.  

Chapter 10 presents the result, including text and images. 

Chapter 11 gives a final discussion of  the project. 

Chapter 12 presents all references that has been extensively used.  

The fragment shader code is presented in enclosed appendix.  
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2. WhAt Is lIght?
Light is a form of  electromagnetic radiation, which our eyes are capable of  
detecting, i.e. wavelengths approximately between 380 nm (violet)-780 nm (red). 
The electromagnetic radiation, which supply an energy exchange does however 
lack of  an unambiguous explanation. it is both represented as a propagation of  
waves and in other cases as a transport of  particles without any masses, so called 
photons, each traveling its own path [3]. The distinguish feature of  the radiation 
is its constant velocity: 

Every photon has the energy: 

           
 is Planck’s constant ( ) and is the frequency value of  the 

corresponding wave propagation. Hence, the frequency of  the radiation is 
directly related to its energy. To describe a certain type of  radiation, one does 
designate its frequency, or alternatively its wavelength as: 

 is the corresponding wavelength. 

2.1 stAge lIght
Stage lighting is today an astonishing part of  modern events. Although theatrical 
productions have existed in thousand of  years, the new ability to control the 
stage lighting in such accurate and sensitive way has led to the stage lighting’s 
emergence as an ever more significant element in the creation of  a production.
 in Greece, during the antiques, one used torches to lighten spectacles. 
During the 17th century, wax candles and candle-grease candles were placed 
in long rows at the front of  the stage so that the light would fall on the actors. 
During the beginning of  19th century, gas was used and at the end of  the same 

century, electrical fixtures 
entered theatres and 
stages, which come to 
revolutionize the entire 
theatre production. Rows 
of  fixtures, sometimes 
of  different colors could 
now be dimmed or made 
brighter as required. 

Figure 2.1. Modern stage lighting. 
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But it was not until After the First World War, at the introduction of  the 
spotlights and the development of  the dimmer control that really made people 
in the theatre business aware of  stage lighting’s potential [3].
 Although we are today using mobile fixtures, video projections, smoke, 
lasers and the fact that the entire light setting system is computerized, the 
principles for lighting are still the same. However, stage lighting is no longer a 
matter of  simple illumination as it was 100 years ago [6].  

2.2 VolumetrIc lIght
Volumetric lighting is a powerful effect and is widely used in films as well as 
in intros and logos of  all sorts - from games to movies. Popular effects are 
searchlights projected up in the air, (for example the 20th Century Fox logo) 
light beams in a dusty room or shafts of  light through clouds (figure 2.2). The 
expression “volumetric light” may sound a bit abstract, but most of  us have 
surely experienced the phenomena, for instance in a theatre- or concert visit. 
 The volumetric light effect is created when light beams are absorbed 
by small particles in the air [9]. The possible most concrete example is the 
atmosphere: the sky is blue because blue wavelengths from the sun light is reflected 
everywhere, to all directions in the atmosphere, hence the sky is experienced as 
blue [17]. The same phenomena occur in a stage fixture projection (figure 2.3), 
but instead of  light being spread by air particles, the light is scattered by small 
smoke particles on the stage, as discussed in section 3.1.5. in fact, without the 
smoke, the volumetric light effect would disappear and only surfaces would be 
illuminated. 

2.3 lIght chArActerIstIcs 
2.3.1 humAN color PercePtIoN
The eye sees a mixture of  photons of  different frequencies. As photons struck the 
human eye and certain cells in the retina, called cones become excited, it perceives 
color. There are three different kinds of  cones, responding to three different 
wavelengths of  light; one for red, green and blue, respectively. By combining 
the levels from each of  the excited cone cells, colors which are not current in 
the light spectrum can be produced, e.g. red and blue photons excite the red and  

Figure 2.3 Light is scattered by smoke particles on stage.  Figure 2.2 Light is scattered by atmospheric particles.  
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blue cone cells which create the color magenta, but which is not in present in 
the spectrum [4].
 As with most of  machines developed by mankind, the computer monitor 
mimics human behavior. The monitor colors pixels with a combination of  red, 
green and blue light, precisely with the same proportions as the excited cone cell 
levels in the human eye [4]. 

2.3.2 INteNsIty
intensity is the brightness of  light, which can range from merely visible to the 
upper limits for what the eye can stand. At the theatre stage, brightness depends 
on the number of  light sources and their type, size, and what switches, dimmers, 
and color filters that are to be used. The brightness can be divided into different 
types [3]: 

Subjective Impression of brightness: Depending on the surrounding scenery, 
the same illumination will give different effects, i.e. a light cone on dark stage 
gives a different effect as the same light cone on a bright stage. 

Adaptation: The eye adapts easily as the brightness changes. if  a bright scene is 
followed by a dimmed one, the bright scene will appear even brighter. 

Visual fatigue: Too much, or too little light, or to many rapid changes in light 
intensity, makes the observer tired. 

Visual perception: The color, reflective quality, the size of  the object, and its 
distance from the observer determine the amount of  illumination needed for 
the object to be clearly visible on stage. The more distance from stage, the more 
light is needed. 

Mood: The intensity of  lights and the “mood” on stage are strongly related. 
Bright light brings a “good, comic feeling” on to the stage and vice versa [3]. 

2.3.3 sceNe color
Stage color is a product of  the color of  the light, the color of  every object and 
the resultant impression upon the eye [3]. Theoretically, the light emitted from a 
real light source is characterized by the distribution of  photon frequencies. 
ideal white light share the same amount of  light frequencies 
 
Visual perception: The eyes see more clearly in the middle light spectrum, in the 
yellow-green zones, rather than at the red and blue ends. 

Color and mood: Color is a powerful and effective tool for triggering the 
imagination. Warm colors are often related to comedy, while cool or strong 
colors are associated with tragedy. 
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White light: Light in nature is mainly white, including all wavelengths. But the 
white light changes due to the time of  day and the weather conditions. Simulating 
daylight on stage should therefore be done with discretion. 

2.3.4 DIstrIbutIoN
Every light has form and direction. The angle of  the light cone and its enclosed 
shadow can be varied, but the eye can only provide a distinct vision within two 
to three degrees. The eye is invariably attracted to the brightest object in the field 
of  vision [3].

Distribution and accuracy: it is essential to place and direct lights correct on 
stage. One fixture in the right place is worth several dozens everywhere else [3]. 
One should be careful when tilting and panning lights. The ability to refocus and 
make a “cool looking” appearance is fantastic, but could on the other hand give 
a chaotic impression when it is not desirable.   

2.3.5 moVemeNt
Moving lights makes it possible to achieve a three-dimensional character to stage 
lighting, i.e. simulating the dawn or stormy sunsets. 
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3. Problem stAtemeNt
Achieving photo-realistic simulations of  volumetric light in real-time stands 
in head focus in this master thesis project. The work is fully concentrated in 
simulating the volumetric light effect from a real stage spotlight, usually called 
fixture. From now on, i will refer the volume inside the boundaries of  the 
volumetric light as the cone of  light.
 In order to correctly simulate the cone of  light from a modern fixture, 
knowledge regarding its physical performance is required. The following section 
will therefore describe the most important characteristics of  a cone of  light 
produced by a real stage fixture. These characteristics are of  most concern in 
order to create a photo-realistic image in the application prototype. 
Figure 3.1 shows  a real cone of  light produced from a modern stage fixture. 
Figure 3.2 shows a cone of  light with a so called gobo projection applied.  

3.1 VIsuAl feAtures of VolumetrIc lIght
A modern and sophisticated fixture is not only a simple device, emitting white or 
colored light in a certain direction. it is rather a high-technological machine with 
engines for panning and tilting, other engines for automatic focus, zoom, iris, 
and built-in dimmers. They have a color-changing system, which have the ability 
to reproduce millions of  colors, and a projection-system for creating volumetric 
light patterns, called gobo projections [1]. 

Figure 3.1 Cone of  light from a real stage fixture. Figure 3.2 Cone of  light with a gobo projection applied. 
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3.1.1 color 
A modern stage fixture can reproduce millions of  colors. However, not only is 
the color of  the cone of  light itself  important; one must also have in mind that 
the color experienced from an object or a surface is the result of  the color of  the 
object and the color of  the light which illuminates the object. i refer the amount 
of  light particles being emitted from the light source to as color intensity.
   
3.1.2 the shAPe of the coNe of lIght 
A standard stage fixture has a lens that gathers or spreads light, depending on its 
construction. Some fixtures even got two lenses.  By moving the lens, or moving 
the lenses in relation to each other (in cases of  two lenses), the angle of  the cone 
of  light can be altered. This is referred to as zooming [6]. 
 
3.1.3 shADoWs
With light follows shadows. Shadows provide information of  how an object is 
related to the rest of  the scene and to other surrounding objects. it also gives 
information of  the position of  the light source. Objects that fall inside the cone 
of  light must prevent light beams from traveling further meaning that a “hole” 
in which light beams cannot reach must be modelled. i refer this phenomenon 
as a shadow hole. 
 Moreover, if  an object is placed right above another object, it must both 
create a shadow hole as well as casting “regular” shadows on the second object. 
These shadows i simply call surface shadows. In figure 3.1, shadow holes and surface 
shadows can be seen under both teapots. Since shadows are extremely important 
in the creation of  photo-realistic renderings, it alone comprises chapter 8.

3.1.4 AtteNuAtIoN
The further away from the light source, the more decreasing brightness of  the 
cone of  light, i.e. the attenuation is a reduction in intensity with respect to the 
distance traveled. 

3.1.5 smoke
As mentioned, to achieve the volumetric light effect on stage, light operators let 
out a specially manufactured smoke om stage called “Cracker Haze” [1]. Light 
particle are being scattered by those smoke particles which thereby make the 
light visible, and thereby is the volumetric effect created. One can control the 
intensity of  the cone of  light by adjusting the amount of  smoke. Consequently, 
total absence of  smoke cancels the volumetric light effect, even though it still 
illuminates surfaces. i refer to the amount of  smoke as smoke intensity. 
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3.1.6 gobos
A gobo is a thin circular plate with holes cut in it to create patterns of  projected 
light. A gobo blocks, colors or diffuses some portion of  the raw light beams 
before it reaches the lens; hence it creates a light pattern in the volumetric cone 
of  light as well as on surfaces (see figure 3.2).  

3.1.7 moVemeNt
In both show events and theatre, fixtures are re-directed from the light board, 
so called tilting. This feature is extremely common, if  not obligatory, to create 
spectacular effects at concerts. 

3.1.8 object chArActerIstIcs
Not only is the light itself  very important, but also how light interacts with 
surrounding objects concerning color, shadows, and surface characteristics. 
 Surface characteristics comprise the diffuse, specular and shininess component 
of  the object. 
 Diffuse reflections comes from a particular point source, like the sun, 
and hits surfaces with an intensity that depends on whether they face towards 
the light or away from it. However, once the light radiates from the surface, it 
does so equally in all directions. it is the diffuse component that best defines the 
shape of  3D objects. 
 Specular reflections, as with diffuse reflections, the light comes from a 
point source, but is reflected more in the manner of  a mirror where most of  
the light bounces off  in a particular direction defined by the surface shape. The 
specular component produces the shiny highlights and helps us to distinguish 
between flat and dull surfaces such as plaster and shiny surfaces like polished 
plastics and metals. 
 The shininess component controls the size and brightness of  the specular 
component. 

3.2 softWAre requIremeNts & coNstrAINts
3.2.1 cross PlAtform
The application can be considered to consist of  two parts, the 3D-graphics part 
and the graphical user interface (GUI) part. The 3D part, which is of  highest 
concern, must be coded in cross-platform languages, i.e. the Mac-version should 
consist of  the same code as the Windows-version. However, there is not at 
this stage any requirement that the GUi should be coded in a cross-platform 
language.

3.2.2 Number of lIght sources
The application is concentrated in the creation of  only one cone of  light.
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3.2.3 refresh rAte
The application must be in real-time. The refresh rate is obviously proportional 
to the screen resolution, but with a screen resolution of  256*256 pixels, the 
refresh rate should stay around 25 frames/second at the minimum. 

3.2.4 grAPhIcAl user INterfAce (guI)
The GUi lets the user modify the parameters described in section 4.1.1 during 
run-time. These parameters include:

3.3 methoDs
3.3.1 lIterAture
The first introductory part of  the project consisted of  doing research in the 
area of  volumetric light in computer graphics, principally finding practicable 
information in research papers, books, forums, and websites. A great deal of  
time was further spent on finding the most suitable 3D-graphics interface for 
cross-platform applications. Furthermore, i investigated in what the Macintosh 
environment had to offer in terms off  software development. 

3.3.2 choIce of 3D-grAPhIcs API 
An API is a definition how software communicates. It is often used as a layer or 
user interface between high and low-level programming languages. 
In terms of  graphics programming there are two main 3D-graphics API’s:

Direct3D – A standardized 3D-API only for the Windows platform.
OpenGL – An open standard 3D-API for all platforms. 

Since Direct3D only is suitable for Windows, and OpenGL runs on all platforms, 
the choice of  OpenGL as 3D-API is obvious. Detailed reading on OpenGL 
follows in chapter 5 and 6.

• Volumetric light intensity
• Volumetric light colors 
• Volumetric light zoom
• Attenuation adjustment
• Smoke intensity 
• Scene color
• Scene intensity

• Specular lighting intensity of  object
• Shininess intensity of  object
• Tilting of  light source
• Shadows – on or off
• Show further objects 
• Change gobo image
• Gobo – on or off
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3.3.3 choIce of ProgrAmmINg lANguAges
Even though  OpenGL commands start with the prefix “GL”, it is not a 
programming language itself. OpenGL is bound to other programming languages 
such as C++, C, JAVA, Delphi, Objective-C etc. For instance, function or class 
declarations are not coded with OpenGL. Certain languages, as C++, C and 
JAVA are cross-platform, whilst other as Mac’s own Objective-C is obliged 
only for Mac. As always, each programming language suffers from advantages 
and drawbacks depending for the situation. However, my thoughts concerning 
choice of  programming language include:

• Not too complex syntax
• Well documented OpenGL-examples 
• High-speed execution 

C++ - a high-level, object-oriented programming language [24]. it is a cross-
platform and extremely popular choice of  language in OpenGL applications, thus 
a lot of  books, websites, and internet forums demonstrate OpenGL examples 
with C++. Also, its syntax is based on C, thus easy to understand. 

Objective-C – also a high-level, object-oriented programming language primarily 
used for writing so called Cocoa applications for Macintosh computers. Cocoa 
contains all elements of  the Mac OS X user interface and is also well-suited for 
OpenGL applications [8]. The greatest benefit with Cocoa is however the strong 
connection between special extension programs in Mac OS development tool 
suite, Xcode. However, there aren’t many books or other resources concerning 
OpenGL programming with Objective-C, nor is it a cross-platform language. 
Also, its syntax is more complicated than C++’s equivalence. 

OpenGL Shading Language - To achieve stated objectives concerning realism 
of  light, and after some further research in the area of  volumetric light, it stood 
soon clear that only OpenGL itself  wouldn’t be sufficient a tool to accomplish 
aimed light quality. in order to make full use of  the graphics card, and thereby 
increase realism, shader programming with OpenGL Shading Language became 
an essential part of  the work. This will be particularly discussed in chapter 6.  

3.3.4 coNclusIoN
To sum up, the prototype is an OpenGL implementation, written in C++ (and 
C). in order to make fully use of  the graphics hardware, shaders written in the 
OpenGL Shading Language are attached to the program.



13

3.4 equIPmeNt
3.4.1 hArDWAre 
i have used a stationary Apple PowerMac G5 equipped with double 2.0 GHz 
processors and a Nvidia 6800 graphics card. This graphics card was one of  the 
first with ShaderModel 3.0, i.e. support for loops and if- and while sentences, 
which became required code elements in the vertex- and fragment shader code. 

3.4.2 softWAre DeVeloPmeNt tools
Xcode is Apple’s tool suite for creating applications in Macintosh environment. 
it includes the tools for creating, debugging and optimizing applications, both 
for intel and PowerPC platforms. A number of  different languages, such as C, 
C++, JAVA, Objective-c etc. can be programmed in Xcode. It is among other 
extension programs bundled with Interface Builder which is a very powerful 
application for creating Graphical user interfaces and Shader Builder, which 
debugs GSLS-code [25]. 



14

4. fuNDAmeNtAls of 3D-grAPhIcs 
In this section, a brief  description of  the basics of  3D-graphics will follow, 
not necessary real-time graphics, but 3D-computer graphics in general. Further 
readings on OpenGL-specific real-time graphics follow in chapter 5 and 6.

4.1 object rePreseNtAtIoN
There is no ultimate solution how to represent a 3D-graphics object. Different 
approaches have their advantages and disadvantages, but the choice of  
representation depends strongly on the object characteristics. Consequently, 
various techniques have during the years been evolved for particular contexts 
[2].
 In most cases, one has to find an approximate representation of  the 
object geometry, but sometimes, mathematical functions can represent exact 
geometries such as spheres or cylinders. in real-time graphics, so called polygonal 
modeling is usually the method of  choice, since it is well suited for real-time 
renderings. Alternate methods of  representing 3D-objects include bi-cubic 
parametric patches, constructive solid geometry (CSG), spatial subdivision 
techniques and implicit representations [2]. 

4.1.1 PolygoNAl moDelINg
With polygonal modeling, an object is approximated by a net of  polygonal 
facets, referred to as a polygon mesh [2]. Every polygon is constructed by three or 
four (or more) three-dimensional points, called vertices. Triangular polygons are 
most commonly used because of  the simplicity to determine surface normals in 
planes constituted by three points. As figure 4.2 in section 4.4 demonstrates, the 
cross product between two vectors, defines the surface normal. 
 A polygon mesh is in reality a hierarchical data structure containing 
polygons, which in turn is represented by a list of  linked three-dimensional 
(x,y,z) vertices [2]. The vertices are bound to each other with vectors called 
edges. Except vertex coordinates, the list also contains information about vertex 
normal, vertex color and polygon normal. Furthermore, polygons are grouped 
into surfaces and those surfaces are grouped into objects.

 Figure 4.1  Polygonal object representation
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Polygonal modeling is the foremost used object representation in 3D-graphics. 
This is because of  many existing methods of  generating polygon meshes, even for 
complex objects, but also due to the numerous effective algorithms of  producing 
shaded versions of  3D-polygon mesh objects. Additionally, polygon meshes 
are strictly, discrete machine representations, i.e. surfaces are approximated by 
polygonal facets and are therefore directly renderable. Other exact mathematical 
representations such as bi-cubic parametric patches and CSG are not directly 
renderable and must be converted into polygon meshes prior rendering [2]. 
 Difficult objects with many complex surfaces require a lot of  polygons, 
implying many vertices and thereby a lot of  calculations. The number of  polygons 
used in the approximation does not only determine how accurate the object is 
represented, but has also an affect of  the cost of  calculation, memory storage 
and quality of  rendering [2].

4.2 AffINe trANsformAtIoNs
Transformations are fundamental in 3D-graphics. They are used for moving, 
rotating, and scaling objects in a 3D-scene. Furthermore, they are essential for 
converting three-dimensional descriptions of  objects into a two-dimensional 
image that can be displayed on a computer screen [4]. The latter is referred to as 
coordinate system transforms (see sections 4.7 and 5.3). 
 in this section, a closer look at translation, scaling and rotation will be 
given. These transformations are commonly referred to as affine transformations 
[2]. An affine transformation can be represented as a matrix. Multiple affine 
transformations, i.e. rotation and scaling followed by translation, can be merged 
into a single matrix.

4.2.1 NotAtIoN
Matrix notations are used in computer  graphics to describe object transformations. 
The convention is to have the vertex point as a column matrix, followed by 
the transformation matrix. Using this notation, a three-dimensional vertex , is 
transformed as [2]:

is the transformed vertex, is a translation vector, is a scaling matrix and 
is a rotation matrix. Since one also wish to describe translation as a matrix 

multiplication (translation is currently an addition), another system is introduced,  
so called homogenous coordinates. 
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in homogenous coordinates, the vertex: 

 
is represented as: 

where . Coming back to Cartesian coordinates is easily derived by:

4.2.2 trANslAtIoN
As a result of  the matrix notations described in section 4.2.1, translation can 
now be treated as a matrix multiplication, hence becomes:

when is considered to have the value , ,  and   are factors which 
results in a displacement to each vertex that defines the object. 

4.2.3 scAlINg

where , and  are scaling factors. if  , uniform scaling 
occurs. When for example only changing the x-value, scaling occurs only along 
the object’s x-axis. 
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4.2.4 rotAtIoN
To rotate an object in a three-dimensional space, one must first specify an axis of  
rotation. it is easiest to consider a rotation parallel to one of  the coordinate-axis. 
To rotate the object around the x, y and z-axis, we use the rotation matrices    ,   
and respectively. 
                 

4.3 Vectors
A vector is a mathematical description of  a line connecting two points. it has 
both a magnitude and a direction which distinguishes it from a scalar that only 
has a magnitude. Vectors are central in computer graphics for a number of  
reasons [2]:

Lighting effects: Vectors are used for calculating polygon light intensities 
depending on normal directions, light reflections depending on direction of  
viewer and light reflections on other objects.

Visibility: Vectors are used for finding points that belong to an object along a 
ray from the viewpoint.

Analyzing shapes: Vectors are used for finding the point where two lines 
intersects, calculating the distance from a point to a line or whether a shape is 
convex or concave.

4.4 cAlculAtIoN of NormAls
As stated in section 4.1.1, the most commonly used polygon is the triangular 
polygon. This is because it only needs three vertices to define two vectors. 
In figure 4.2, two vectors and define a plane. The normal vector  
of  that plane (polygon) is found by taking the cross product of  these [2]: 

Figure 4.2 Normal vector N is found by taking the cross-product between 
v1 and v2

N
V
1

V
2
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4.5 cAlculAtIoN of ANgles
The dot product is mostly used in computer 
graphics to calculate angles between vectors. In flat 
shading for instance, the light intensity for every 
individually polygon is calculated [23]. The normal 
vector in figure 4.3, representing the direction 
of  the polygon is compared to the direction of  the 
light, vector . 
The smaller the angle between the light vector 
and the normal vector, the higher color intensity 
is reflected from the polygon surface [2]. The dot 
product of  vectors is a scalar and defined as: 

which after simplifications gives:

The dot product is also useful for visibility tests, that is, testing the angle between 
the view vector and a surface normal.

4.6 rAys
A ray is a vector that has a position, magnitude and direction. in computer 
graphics, rays are mostly used when implementing intersection tests described in 
section 4.3 (analyzing shapes). As i will discuss in section 9.2.3, the very core in 
the proposed method of  this master thesis is built on shooting rays from the eye 
(camera view) to all pixels in the scene. This is generally referred to as raycasting.

4.7 coorDINAte system trANsforms
We all know that a camera captures two-dimensional images from a three-
dimensional world. Just as the camera, computer graphics must do the same, 
i.e. three-dimensional descriptions of  objects must be converted into two-
dimensional images for further display on the screen [4]. This rather complex 
operation is carried out by transforming vertex data, such as position, normal, 
color etc. between different coordinate spaces – all of  them having their own 
specific property. A more detailed reading concerning the coordinate spaces in 
OpenGL is covered in section 5.3.
 

Figure 4.3. Calculation of  angle 
using the dot product [19] 

N

θ

L
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5. oPeNgl 
5.1 the hIstory of oPeNgl
Nowadays, computer graphics surrounds us in our everyday life. Movies, music 
videos, internet applications, scientific visualizations, and computer games utilize 
the power of  computer graphics for showing us things that cannot be seen in real 
life – computer graphics opens new worlds and gives us tools for experiencing 
effects above our imagination. 
 However, bringing digital graphics technology to such widespread use 
was not without its challenges. Many hardware vendors developed interfaces 
separately and the situation made it expensive for software developers to support 
versions of  their applications on multiple hardware platforms. Porting of  
applications from one hardware platform to another was very time-consuming 
and difficult. As a result, Silicon Graphics Inc. took the initiative to create a 
single, vendor-independent API for the development of  2D and 3D graphics 
applications, resulting in Open Graphics Library or more commonly known as 
OpenGL [18].
 Today, OpenGL is an industry standard, cross-platform APi for writing 
applications that produce 3D- (and 2D) computer graphics applications. It is 
designed to utilize the power of  the graphics hardware at the lowest possible 
level but still be independent of  graphics hardware vendor. The interface consists 
of  over 250 different function calls which can be used to draw complex three-
dimensional scenes from simple primitives [5].

5.2 oPeNgl reNDerINg PIPelINe oVerVIeW
To specify the behavior of  OpenGL, one can describe the process as information 
flowing in a pipeline, e.g. various operations are applied in a specific order. One 
can therefore imagine the process as a pipeline of  operations taking place on 
after the other. in fact, this concept has been named the Graphics Processing 
Pipeline [5]. 

Figure 5.1. Simplified diagram of  the Graphics Processing Pipeline [19]. 
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Figure 5.1 represents a diagram of  the pipeline stage and the data that travels 
amongst them. Although the diagram is an extremely simplified abstraction, it 
does present the most important concepts. They will be further described in 
following sections: 

5.2.1 Per-VerteX oPerAtIoNs
Geometry data, e.g. individual vertex attributes such as vertex position, color, 
normal, texture coordinates, secondary color etc. are being transferred to the 
vertex processor. Here, vertex positions are transformed by the Modelview- and 
Projection matrices (see section 5.3). Normals are transformed by the inverse 
transpose of  the upper leftmost 3*3 matrix taken from the modelview matrix, 
and texture coordinates are being transformed by the texture matrices [5]. At 
this stage of  processing, each vertex is treated independently. 

5.2.2 PrImItIVe Assembly
inputs of  this stage are the transformed vertices, as well as information 
concerning the connectivity between them, i.e. it tells the pipeline how the 
vertices connect to form a primitive. Logically, points require one vertex, lines 
require two, triangles require three etc. The motivation why this step is needed is 
because the following step operates on a set of  vertices and depends on which 
type of  primitive being processed [5]. 

5.2.3 PrImItIVe ProcessINg
The first operation at this stage compares each primitive to the near- and far 
clipping planes (see “clip space “ section 5.3 ) defined by the user. If  the primitive 
lies completely inside those planes, as well as within the view boundary volume, 
it is passed on for further operations. if  not, no further processing is required. 
Secondly, in a perspective view, each vertex has its x,y and z components divided 
by its homogenous coordinate w. By that fact, each vertex is transformed by the 
current viewport transformation into window coordinates. 
 Also, at this stage certain states can be set by the user to tell the pipeline 
to discard polygons facing against- or away from the user. This operation is 
called culling.

5.2.4 rAsterIzAtIoN
The primitives, composed in previous step are at this stage decomposed into 
smaller units, fragments or pieces of  data that will be used to update a pixel in 
the frame buffer at a specific location [5]. The rasterization process can for 
example convert a simple line, made up of  two vertices, into five fragments.  A 
fragment contains not only color as an attribute, but also depth information, 
texture coordinates, normals, amongst other possible attributes that are used to 
compute the new pixel’s color. The values of  the fragment attribute are decided 
by interpolation between the vertex values. An example is the usage of  color; if  
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a triangle has its vertices with different colors, then the color of  the fragments 
inside the triangle are obtained by interpolation of  the triangle’s vertices color 
weighted by the relative distances of  the vertices to the fragment. A number of  
different rasterization options are available, e.g. method of  interpolation, point 
width, line width, polygon filling, anti-aliasing options etc.

5.2.5 frAgmeNt ProcessINg
Fragment processing includes several important actions, where texture mapping 
probably is the most important one. Through interpolation in previous step, 
texture coordinates has been computed and associated for every single fragment 
in the primitive. Those coordinates are now used to access the texture memory, 
i.e. a fragment color can now be combined or replaced by the texture element 
value, a so called texel [15]. 
 The fog operation, i.e. modifying the color value depending on the 
distance from the viewport is another important operation during the fragment 
processing. 

5.2.6 Per-frAgmeNt oPerAtIoNs
Finally, some rather simple operations are submitted. These include tests like 
whether the current fragment (pixel) is behind an overlapping window or 
not (pixel ownership test) or whether the fragment should be visible or not 
depending on its alpha value (alpha test) etc. These tests are nowadays very 
hardware efficient and can be performed at millions of  pixels per seconds. Since 
graphics hardware basically ensures these tests automatically, they will not be 
further discussed.

5.2.7 VIsuAl summAry of the fIXeD fuNctIoNAlIty
Figure 5.2 presents a visual description of  the stages presented previous:

Figure 5.2 The diagram shows how incoming vertices eventually 
transforms into colored fragments. 
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5.3 coorDINAte sPAces IN the grAPhIcs   
      PIPelINe
Section 5.2 covered the principle of  the graphics processing pipeline. it did 
however not enlighten the fact that the graphics pipeline also is a progression 
through three-dimensional spaces [2]. Figure 5.3 illustrates the coordinate spaces 
in the consecutive pipeline, as well as key operations at every step.

Local coordinate space - in the local coordinate space, the objects coordinates 
(vertex positions), polygon normals and vertex normals are related to a local 
origo (0,0,0 ) in, or near the object. This point is called the pivot point and its 
position is chosen depending on the object’s geometrical characteristics [2]. 

World coordinate system (space) - in order to know how objects, light sources 
and the viewer - all constituted in their own separate local coordinate systems 
are related to each other, there is a need for a common reference system [5]. 
This global coordinate system of  the scene is called the world coordinate system 
and provides a common reference for all objects in the scene [2][5]. Not until 
now can the spatial relationship between objects, light sources and the viewer be 
defined. Scene lighting is also carried out in world space. 

View space (eye space) - As the scene has been set up, the viewing parameters 
are specified. The viewing parameters include the position of  the virtual camera, 
view point, the focus point, viewing direction and the up-direction, determining 
whether the camera is upside down or not, and defines its rotation around the 
viewing axis. Collectively, the viewing parameters define view space and coordinates 
in this coordinate system are called eye coordinates. 

Figure 5.3 Coordinate spaces in the graphics processing pipeline.    
Diagram inspired by Rost [5]
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After the viewing transformation has been set, the camera position is by default 
set to origo in view space (view space is called eye-space in OpenGL), hence 
it is very easy to determine the distance from the viewpoint to various objects 
in the scene [5]. OpenGL combines the matrix used for the transformation 
from object space to world space, the modeling matrix, and the matrix for the 
transformation from world space to view space, the viewing matrix, into one 
single matrix; the Modelview matrix. Consequently, this matrix is used to transform 
coordinates directly from Object space into View space.  

Clip space - The transformation matrix taking View space to Clip space is called 
a Projection matrix and is defined by field of  view– how much of  the scene is 
visible, the aspect ratio– mostly equals one, and the near and far clipping planes 
which delete things too far away or too close the clip planes[5]. Clip space is used 
because it simplifies both clipping and hidden surface removal, i.e. the z-values 
(depth value) associated with different objects, and which projects on the same 
pixel are compared, and resulting in that the z-value closest to the camera is 
rendered [2]. 

Normalized device coordinate space - Next transformation of  vertex positions 
to be performed is the perspective division, resulting in the normalized device 
coordinate space. This transformation divides each component (x,y,z,w) of  the 
clip space coordinates by the homogenous coordinate w, which makes each 
component to range between -1 to 1. Since the last component w, always turns 
out 1, it is no longer necessary, hence all visible graphics range from (-1,-1,-1) to 
(1,1,1) [5]. 

Window coordinate system (space) - Finally, a last operation is required 
for transforming values ranging from -1 to 1 to the width and height of  the 
window-1, for both x- and y values. This transformation is referred to as the 
viewport transformation, resulting in the window coordinate system [5]. This is also 
where the rasterization (see section 5.2.4) and shading takes place.
 

5.4 glut
One of  the greatest advantages with OpenGL is the isolation of  window system 
dependencies from OpenGL’s rendering model [21]. Nevertheless, that may as 
well be the main disadvantage. Window system commands, as the creation of  
a rendering window and/or reading events from the keyboard or mouse are 
excluded from the OpenGL specification and needs to be taken care of  by 
other interfaces. As known, one needs to have a rendering window for writing 
a graphics application, and more interesting applications include user input at 
some level and also other services from the operating system [2]. 
 GLUT is a window system independent programming interface for 
OpenGL programs [21], designed to fill the need for these features. It provides 
very simple commands for creating graphics windows, receiving user input 
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from the keyboard or the mouse and includes several routines for creating more 
complicated three-dimensional objects such as spheres, cones and teapots [2]. 
Because its simplicity and straight-forward setup, GLUT was used in this 
application – fully satisfying. However, for a future full-scale application GLUT 
would not be adequate. For instance, GLUT does not provide any graphical 
user interface (GUi), i.e. in order to know what key that does what, it could be 
necessary for the user to read a manual, as the number of  “hot keys” increases. 
Moreover, some of  the GLUT-objects, e.g. the glutCone(), are badly written and 
causes a dramatic frame-rate drop. 

5.5 guI-ProgrAmmINg WIth gluI
Since GLUT does not provide any GUi, buttons cannot be created in order alter 
application parameters. For that reason, i the interface library GLUi was used to 
create GUi. GLUi is a GLUT-based window-system independent user interface 
library to OpenGL applications [22]. it self  provides controls such as buttons, 
checkboxes, radio buttons, and spinners and lets GLUT take care of  all system-
dependent issues, such as window and mouse management [22].
 Because its window independency, it can also be executed on a Macintosh 
computer. However, the visual (poor) appearance of  GLUI (see fig. 5.4) are the 
same, regardless of  operating system, hence, “that certain Mac OS X-look” can 
not be achieved using GLUi. Most important though, GLUi causes a remarkable 
frame-rate drop. There is a clear coherence between the number of  buttons, 
especially number of  roll-out menus and rotation controllers, and the refresh-
rate. However, just as GLUT, GLUi is very user-friendly and easily implemented, 
which is why it became the choice as graphical user interface in this project.

Figure 5.4. Example of  simple GUI using GLUI [22]. 
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6. oPeNgl shADINg lANguAge
OpenGL can be regarded as a powerful and complex interface for putting graphics 
on the display device. Information “flows” from one process to another in a 
particular order, to eventually be displayed on the screen. Neither the elementary 
process of  the OpenGL rendering pipeline nor the order of  operations can 
be altered through the OpenGL APi, hence this process is referred to as the 
OpenGL Fixed Functionality [4].
 However, as so called shading languages were launched, developers were 
allowed to define their own processing at key points in the rendering pipeline. At 
the origin, these were written in assembly language which were non-intuitive and 
rather complex for developers to use. Nevertheless, as the OpenGL Architecture 
Review Board (ARB) created the OpenGL Shading Language (GLSL), written in 
syntax very much the same as C, developers were provided a much more intuitive 
method for programming the graphics processing [20]. With the freedom of  
self  defining the processing, one can at last, truly utilize the power of  graphics 
hardware and thereby achieve spectacular effects. Since the release of  OpenGL 
2.0, GLSL, is part of  standard OpenGL. 

6.1 WrItINg shADers WIth glsl
The implementation files resulting from GLSL-programming are called shaders. 
Shortly speaking, the shader determines the final surface properties of  an 
object or image. This often includes arbitrarily complex synthetic, procedural, 
descriptions of  creating realistic materials such as metals, stone, wood paints, 
but also involves lighting effects such as cool looking shadows or area lights and 
natural phenomena’s such as fire, smoke, water etc. Other important features are 
image processing, procedural dynamic textures and advanced rendering effects 
i.e. global illumination and ray-tracing [5].  Several of  these shaders have previous 
only been available in software implementations, if  possible at all. But with 
the dramatically boost of  capacity of  graphics hardware during the last years, 
they can be implemented with hardware acceleration, resulting in considerably 
increased rendering performance and has simultaneously provided a significant 
CPU off-load.  

6.1.1 VerteX shADer
A vertex shader is the program written in GLSL (or some other shading language) 
which runs on the programmable vertex processor unit. The input for a vertex 
shader is the vertex data, described in section 5.2.1. The vertex processor 
operates on one unique vertex at a time and has no knowledge of  remaining 
vertices, hence it does not replace graphics operations that require knowledge of  
several vertices at a time [7]. For instance, it is not possible for a vertex shader to 
perform back face culling, as it operates on vertices and not on faces. 
The vertex processor can perform tasks such as the following [19]: 



26

• Vertex position transformation using the Modelview- and Projection matrices
• Normal transformation, and if  required, its normalization
• Texture coordinate generation and transformation
• Lighting per vertex or computing values for lighting per pixel
• Color computation

The shader does not have to perform all operations above, but still, as previous 
stated, once you write a vertex shader you are replacing the full functionality of  
the vertex processor. The shader cannot leave the fixed functionality to perform 
the vertex and normal transformation and carry out the lighting itself. Once 
enabled, it has to be written to perform all tasks of  the vertex processor [5]. 
Since vertex shader computations are meant to provide subsequent stages of  the 
graphics pipeline with interpolatable fragment attributes, it must at least output 
transformed homogeneous vertex positions [19].

6.1.2 frAgmeNt shADer
Shaders that are intended to run on programmable fragment processor units 
are called fragment- or pixel shaders. The fragment processor operates on 
fragments (pixels) and their associated data described in section 5.2.4 [7].  
The fragment processor is responsible for submitting operations such as [15]:

• Computing colors and texture coordinates per pixel
• Texture application
• Fog computation
• Computing normals, when lighting per pixel is required 

A fragment shader cannot change a fragment’s x/y coordinate. This is first of  all 
because the Modelview- and Projection matrices are used for the transformation 
of  the vertex position in the vertex processor, secondly because the viewport 
transformation is executed prior to the fragment processor. As a result, it can 
only read the fragment position on the screen [19].
 Like in the case with the vertex processor, the fragment shader replaces 
all fixed functionality once it is written and enabled, hence all operations must  
be carried out by the fragment shader. 
 it is highly noticeable that the method of  creating volumetric light 
presented later on in this report would not have been possible without the use of  
fragment shader programming. This is because the approach relies on accessing 
single fragments (pixels), comparing unique fragment data with texel values from 
multiple textures, and deciding new pixel values and eventually display it on the 
screen. That would obviously not have been possible when only using the fixed 
functionality of  OpenGL.
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6.1.3 DIffereNce betWeeN Per-VerteX AND Per-PIXel shADINg
To give an idea about the difference between per-vertex- and per-fragment 
shading, an example will follow: The example shows how the lighting of  a teapot 
with per-vertex shading is different from lighting with per-pixel shading. 
 With per-vertex shading, lighting is computed in the vertex processor 
using a vertex shader. This process mimics more or less the behavior of  the fixed 
functionality. With per-pixel lighting, which is enabled with a fragment shader, 
lighting computations take place for every fragment. 
 Figure 6.1 represents a teapot illuminated with per-vertex lighting and 
figure 6.2 with per-pixel lighting. With vertex lighting, the light shading looks 
rough because the light contribution is based upon interpolation between vertex 
normals. In figure 6.2 the shading is based upon every unique fragment normal 
which renders a much better looking teapot. 

Figure 6.1. Per-vertex lighting [19] Figure 6.2. Per-pixel lighting [19]
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7. VolumetrIc lIght IN      
    comPuter grAPhIcs
Many algorithms have been proposed to simulate the volumetric lighting effect 
for indoor and outdoor scenes. Many of  them can produce realistic images but 
are too computationally for real-time applications. The earliest approaches were 
based on ray-tracing, radiosity or photon 
mapping, i.e. approaches that requires 
heavy computations – not appropriate for 
real-time applications [9]. Newer ones are 
approached differently. They implement the 
same technology used in medical graphic 
applications such as 3D-scannings of  human 
brains. This kind of  technology is referred 
to as volume rendering and is basically based 
on multiple texture images being blended 
together to create the volumetric effect 
(figure 7.1)[11]. 
 The simplest way to project the image is to cast rays through the volume 
using ray casting. in this technique, a ray is generated for each desired image 
pixel. Using a simple camera model, the ray starts at the centre of  the projection 
of  the camera, usually the eye point, and passes through the image pixel on 
the imaginary image plane floating in between the camera and the volume to 
be rendered. Volume rendering approaches have been rather popular because 
they can take advantage of  hardware accelerated texture mapping graphic cards 
and thereby achieve interactive frame rates. However, due to the heavy use of  
textures, they consume a large amount of  texture memory [9]. Furthermore, 
volume rending approaches have difficulties with creating sharp edges, which 
often is seen in a real volumetric spotlights. 
 To address these problems, Dobashi 
& Nishita [10] proposed methods for 
rendering shafts of  light. The technique 
is based on using virtual planes (figure 
7.2), placed perpendicular in front of  the 
viewpoint in order to integrate scattered light. 
By rendering all virtual planes, each with a 
texture applied, and creating a composite of  
their intensities with an additive blending 
function, the volumetric effect arises (see 
figure 7.3). However, these still have problems 
with sampling errors which causes image artifacts [9]. Although this problem can 
be relieved by interleaving sampling [27] or adding sub-planes [28], the sampling 
rate remains the same for every ray that reaches the eye, which is not necessary 
in many cases.

Figure 7.1. Volume rendering approach

Figure 7.2 Dobashi & Nishita: Shade sampling 
planes in light space. Composite into frame buffer 
to approximate integral along view rays.
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Figure 7.4 demonstrates a more complex implementation by Mitchell [26], based 
on the work by Dobashi & Nishita’s [10] approach with shafts of  light. The 
vertex shader automatically stores the parametric position of  the light source 
and the shader trilerps to fill view space bounds of  the light frustrum, and can 
thereby dramatically reduce the fill-rate. The result is outstanding (figure 7.5), 
but still not applicable in real-time applications.  

Figure 7.5 Result from Mitchell’s approach

Figure 7.4. Mitchell[26]: Clipping light frustrum dramatically reduces the fill-rate. 

Figure 7.3. Results from Dobashi & Nishita



30

Volumetric lighting is often a  
“cool” visual effect used in 
computer games. Figure 7.6 shows 
a screen-shot from the classical 
game Zelda where Link opens a 
coffin and volumetric light “flows” 
out. The light does however not 
give any particular feeling of  
volume. This is due to the rather 
poor implementation; the main 
scene is initially rendered, whereupon extruded polygons from the light source 
are drawn and blended together with the first scene. Also, an attenuation factor 
fades the light brightness relative to the distance from the light source (figure 
7.7). However, this approach is appropriate when aim is efficiency, rather than 
photo-realism. 
 

Figure 7.6. Volumetric light in the game Zelda. 

Figure 7.8 Planes of  light leave obvious lines where they 
intersect with scene geometry. The areas where the arrows points 
at should be in shadow. 

Fig. 7.7 Attenuating brightness with attenuation
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8. shADoWs
The shadow algorithm plays a vital role in the presented implementation 
discussed in chapter 9. it does not only create surface shadows and shadow holes, 
briefly explained in section 3.1.3, but also stands as the very core foundation for 
obtaining right color and intensity values for the volumetric cone of  light – also 
for gobo projections. For that reason, the shadow process is honored its own 
chapter. 

8.1 oVerVIeW 
Shadows play a remarkable role when trying to achieve photo-realism in computer 
graphics. They provide information of  how an object is related to the rest of  the 
scene e.g. to the ground, walls and particular to other surrounding objects and 
also gives information of  the position of  the light source [14]. Consequently, 
without shadows, the scene looks artificial. 
 For interactive and real-time applications, e.g. in virtual reality systems or 
games, the shadow computation needs to be extremely fast, usually synchronized 
with the display’s refresh rate. Using dynamic scenes with many movable light 
sources, shadow computation is therefore often the main bottleneck in a 
rendering system [16]. 
 Shadowing in real-time applications has been quite poor due to the 
great calculation expense. Previous, they used to be a patch of  darkened texture, 
often round in shape, projected on the floor below an object, without giving an 
impression of  reality. Nowadays, as the power of  new graphics card increases, 
one can achieve good looking shadows, even soft ones, in real-time. 

8.2 DesIreD shADoW feAtures
When simulating volumetric light, it is essential that an object placed inside the 
volumetric lighting is preventing light beams from traveling further, so called 
shadow holes (see section 3.1.3). 
 Except the occurrence of  shadow holes, regular shadows or surface 
shadows casted on the floor, walls etc. must be implemented. Furthermore, it is 
central that arbitrary objects placed inside the light cone cast shadows on each 
other as well as creating shadow holes. 
 At first glance, one can think that these shadow features must be 
implemented separately, but it in chapter 9 it will be shown that all of  them 
share the same shadow algorithm. in fact, the gobo effect is also created using 
proposed shadow algorithm.   
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8.3 shADoW AlgorIthm AlterNAtIVes
It is important to find an appropriate and optimal shadow algorithm that 
best fits the purpose. A number of  real-time shadow techniques exist – all 
suffering from advantages and disadvantages depending on required qualities. 
Consequently, numerous trade-offs in performance, quality and simplicity have 
been developed. Below follows a short description of  some well-known shadow 
algorithms [15]: 

Projected planar shadows –fast, easy method but works well only on flat 
surfaces. Looks unrealistic. 

Stenciled shadow volume - determine accurate shadows, popular approach but 
requires lots of  calculation costs.

Light map – a texture map containing pre-calculated intensity values, totally 
unsuited for dynamic shadows.

8.4 shADoW mAPPINg
However, none of  the approaches mentioned above is used in this project. 
instead, so called shadow mapping is implemented for the reason that it creates 
not only surface shadows, but also shadow holes and gobo effects. 
 Shadow mapping was first introduced by Lance Williams in 1978, in the 
paper entitled ”Casting curved shadows on curved surfaces” [13]. it has been 
extensively used since, both in offline rendering and real-time graphics. Shadow 
mapping is used by Pixar’s Renderman and was used on major films such as 
”Toy Story”. As with any other shadow algorithm, shadow mapping has great 
advantages but also suffers from drawbacks. 

Advantages [14]:

• Only a single texture is required to hold shadowing information for each light. 
Therefore is an additional stencil buffer not required. However, one shadow 
map per light source is required, which at the same time is major drawback.

• Avoids the high fill requirement of  shadow volumes, i.e. costly calculations. 

Disadvantages [14]:

• Must find solutions to avoid aliasing artifacts.

• The scene geometry must be rendered once per light in order to generate the 
shadow map for a spotlight, and more times for an omni directional point light.
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8.4.1 shADoW mAP creAtIoN - oVerVIeW
The shadow map implementation process involves a lot of  steps in order to 
work properly. Below follows a brief, step-by-step-explanation in the making of  
a shadow map.

Step 1. Render the scene from light’s point of  view. 
Store depth values in a depth map.

Step 2. Transform scene coordinates into the equivalent as seen by the light.

Step 3. Compare scene’s depth values with the depth map values. if  the scene 
depth value (z-value) is greater than the value in the value stored in the depth 
map that point is considered to be in shadow, otherwise it should be lit. 

8.4.2 shADoW mAP ImPlemeNtAtIoN IN DetAIl
Step 1- create depth map
Place a camera with the same position and direction 
as the light source, i.e. light’s point of  view. Render 
the scene from that point and store the depth 
information in a texture, called shadow map or depth 
map. For those objects that are visible from the 
light’s point of  view, the depth map contains depth 
values representing the distances to the light [5]. 
The depth map must be updated any time there 
are changes to either the light or the objects in the 
scene, but can be reused in other situations, such as 
those where only the viewing camera moves.

Step 2- Transform modelview coordinates to light-space coordinates
Once the depth map is set up, the scene coordinates must be transformed into 
the equivalent position as seen by the light [16]. This is because the light- and 
camera depth values must operate in the same coordinate system during the 
comparison between their depth values. 
 Scene objects are represented in Modelview coordinates, but in order 
to transform those vertex positions into Light space coordinates, the position, 
direction and the Modelview matrix for the light source, as well as the inverted 
scene camera are needed. Those matrices are then multiplied according: 

 
The camera matrix needs to be inverted because the incoming vertices in the 
vertex-shader are being multiplied with the Modelview matrix and further 
multiplied with the light space-coordinates. Notably, the camera’s inverse matrix 
is really the Modelview matrix inverted, with the camera already applied to it.
The pseudo code in figure 8.2 represents a function generating the depth map, 
as well as saving the Projection- and Modelview matrix of  the light source into 
the memory. These matrices are later used for the calculation of  the light-space-

Figure 8.1 Depth information from 
light’s point of  view stored in a shadow map. 

(formula 1) 
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coordinate-transform. The result of  the matrix multiplications are later on sent 
to the vertex- and fragment shader for further actions. 

Set matrix mode to GL_PROJECTION

Set projection matrix attributes (angle of field, aspect ratio, 
nearplane, farplane) 

Save projection matrix as lightProjMatrix

Set matrix mode to GL_MODELVIEW

Put a camera in the same position and direction as the light 
source

Save modelview matrix as lightModelview-
Matrix

Draw the scene

Formula 1 will produce a set of  homogenous coordinates that need a perspective 
division to become normalized device coordinates, in which each component (x, 
y, or z) falls between -1 and 1. Therefore, an additional scale and bias matrix 
multiplication is necessary to map those  values to the coordinate range for the 
depth map, i.e. values from 0 to 1. The code snippet in figure 8.3 demonstrates 
the perspective division, as well as scale and bias calculations in the fragment 
shader.

// shadowmap texture coordinates
vec3 shadowProjCoord= 0.5*(shadowCoord.xyz/shadowCoord.w + 1.0); 

 

Step 3- Shadow function returns zero or one 
For every point in the scene, the algorithm calculates if  that particular point is 
to be in shadow or not, i.e. value 0.0 (black) or 1.0 (white = lighten). Once the 
light-space coordinates are calculated, a fragment  xy-coordinate  corresponds 
to a xy-coordinate in the depth map texture. As seen in figures 8.4 and 8.5,  
A = z-value from depth map at fragment’s light XY position, and  B = z- value 
of  fragment’s XYZ light position. If  B is greater than A, the object is considered 
to be behind an occluding object and should return the value 0.0, meaning that 
the point is in shadow. Otherwise, it should return 1.0, thus the point is lighted 
[14]. 
 Figure 8.6 demonstrates the built-in function shadow2D that returns 
final shadow value. “shadowProjCoord” are light space coordinates calculated in 
formula 1 which have also been  normalized, scaled and bias according to figure 
8.3. 

Figure 8.2 Pseudo code for the shadow map set up

Figure 8.3. Perspective division and scale and bias calculation of  shadow map coordinates.
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Figure 8.4. The depth map z-value is less than correspondent  
fragment z-value, thus the fragment is shadowed [14].  

Figure 8.5 The depth map z-value equals (or is bigger) than 
correspondent  fragment z-value, thus the fragment is unshadowed 
(lighten) [14].  

Figure 8.6. shadow2d returns final shadow value for a fragment, 1.0 or 0.0

// final shadow value: 0.0 or 1.0 
float shadowColor = shadow2D(shadowMap, shadowProjCoord).r;
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9. ImPlemeNtAtIoN
9.1 ImPlemeNtAtIoN oVerVIeW 
The method proposed in following sections is mainly built on the paper “GPU-
based Volumetric Lighting Simulation”, published 2004 by Ying Zhung et al. [9]. 
instead of  a volume rendering approach that does not take full advantage of  the 
programmable graphics unit, which stands as a necessity in real-time graphics 
technology of  today, the paper introduces an algorithm that takes full advantage 
of  that resource. The proposed algorithm integrates the light scattering and 
absorption on a per-pixel basis [9], as explained in sections 6.1.2-6.1.3. The most 
computational part is implemented in the fragment shader which supplies much 
more processing power than the vertex shader, thus interactive frame rates can 
be achieved. The method is strongly dependent on using textures for accessing 
color intensity and depth values.

The algorithm is carried out in following steps:

Step 1. Create a primitive (geometry) with the same shape as the cone of  light. 

Step 2. Render front- and back face depth maps of  the primitive. 

Step 3. Raycasting: Using a loop in the fragment shader, check if  every point 
along a ray, from the camera to all pixels in the 3D-scene, lies inside the front and 
depth map values respectively. The term pixel refers to a point in a 3D-scene, 
not a pixel on a 2D-image. If  inside, multiply gobo image intensity, attenuation 
factor, shadow hole value, and average all values by multiplying with the inverse 
of  number of  steps in the loop, i.e. inverse of  the number of  points along the 
ray.

Step 4. Outside the loop, add smoke to the volumetric light vector using noise 
textures and a regular 2D-texture-look up function. Also, add color to the cone 
of  light by multiplying with a RGB-vector controlled from the GUI.  

Step 5. Calculate the color of  all surfaces projected by the illumination of  the 
cone of  light. Add surface shadows. 

Step 6. Ad all components up: volumetric light + color and shadows on all 
surfaces + scene color.
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9.2 ImPlemeNtAtIoN IN DetAIl 
9.2.1 steP 1 - creAte the geometry of the coNe of lIght  
Normally, the volumetric light effect from a stage fixture is shaped as a cone. 
GLUT (section 5.4) supplies an easy implemented solid (or wireframe) cone 
geometry called glutSolidCone(), very suitable for the shape of  the cone of  light. 
in order to adjust the width of  the cone of  light, the 
radius of  the base can be changed dynamically. The 
pivot point of  glutSolidCone() is however placed at 
the base. in order to make the cone rotate around 
its top, the pivot point has to be moved to the top 
of  the cone. That is easily done by first translating 
the cone upwards with the cone height, perform the 
preferable rotations (tilting) and finally translate the 
cone back with the same height as previous. 

9.2.2 steP 2 - creAte froNt- AND bAck DePth mAPs
Two depth maps (figure 9.2-9.3) with resolution 256*256 pixels (same size as 
application window) are now created – one for the front – and one for the back 
face of  the cone. These depth maps represent the depth values of  the primitive 
created in step 1 and will in the next step be used by the ray casting loop in the 
fragment shader. 

9.2.3 steP 3 - the rAy cAstINg looP
Following sections describe the very important process that takes place in the 
fragment shader - the creation of  volumetric light using a raycasting loop. Due 
to the large amount of  calculations that take place, it is also the most expensive 
part of  the entire application. Figure 9.12 represents the fragment shader 
psedudo code for the raycasting loop. For the entire fragment shader code, see 
appendix. 

Figure 9.1. The geometry of  the cone of  
light is created by using glutSolidCone.  

Figure 9.2 Front face depth map  Figure 9.3. Back face depth map  
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Test if point is inside cone of light or 
not - Raycasting: A loop in the fragment 
shader checks if  a 3D-pixel lies inside 
both depth maps, i.e. checks if  the 
depth value of  a point along a ray from 
the camera to all points in the scene is 
less than the correspondent depth value 
of  the back depth map and larger than 
the value of  the front depth map. if  a 
point along the ray is inside the volume 
of  the two depth maps, that point is one 
many points that comprise the cone of  
light and the fragment shader will execute 
as follows:

Re-calculate light space coordinates – For every point along the ray, new light 
space coordinates calculated from the shadow map must be generated. For 
instance, when creating shadow holes, one must test if  every point along the 
ray is in shadow or not. in fact, the only difference between surface shadows 
and shadow holes is the need to calculate new light space coordinates for all 
points along the ray in creation of  shadow holes and only once for surface 
shadows. This re-calculation includes one matrix and one vector calculation. A 
direct consequence of  the re-calculations of  the light space coordinates is the 
dramatically negative influence on the frame rate. 

Get gobo color value (color intensity) – Updated light space coordinates are 
also used as gobo coordinates that are sent to a texture look-up-function which 
returns a vector of  three RGB-color values. Hence, a point in the light’s image 
plane refers to a 2D-coordinate in the gobo texture in which the RGB-value 
of  that coordinate is returned (figure 9.7). If  no colored and patterned gobo is 
active, as in the case of  figure 9.6, a pure white gobo texture is used for returning 
white color, i.e. a vector with RGB-values (1.0, 1.0, 1.0).

Figure 9.4 A ray tests if  every pixel in the scene lies 
inside the volume of  the cone of  light [9].  

Figure 9.5 An entirely white gobo returns white color (1.0, 1.0, 1,0) Figure 9.6 “White” gobo texture 
projection. 

light source

cone of light

front depthmap

back depthmap

camera
ray

wall

white RGB-texture 3d-coordinates

vec(1.0, 1.0, 1.0)
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Calculate attenuation - For every point along the ray, calculate the distance 
between the pixel and the light source. Use that value to calculate the attenuation 
factor:

As figure 9.9 demonstrates, this step creates the “brightness” effect, e.g. the 
closer the fixture top, the brighter shading.

Calculate shadow holes - For every point along the ray, updated light space 
coordinates are sent to the shadow map lookup function returning 0.0 or 1.0 
representing “point in shadow” or “point not in shadow” (see section 8.4.2). 

Figure 9.7 Colored and patterned gobo returns RGB-color Figure 9.8 The result using the colored 
and patterned gobo in figure 9.7  

Figure 9.9. For every pixel inside the cone of  
light, calculate the distance to the light source. 
From that, calculate the attenuation factor.  

Figure 9.10. Shadow map comparison returns 0.0 or 1.0. Figure 9.11 The per-pixel shadow 
map comparison creates shadow holes. 
The attenuation calulation creates the 
brightness effect. 

Colored RGB-texture

3d-coordinates

RGB-vector

Calculate attenuation

shadow map

3d-coordinates

1.0 or 0.0
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Average values - For each turn in the loop, all values from the shadow 
holes, gobos values and attenuation are multiplied together forming the 
result vector volumeColor.rgb (see pseudo code in figure 9.12), where each 
component represents the red, green and blue color. VolumeColor.rgb vector 
buffers its component values from previous iteration and divides them with 

. Consequently, if  the returned shadow value, gobo 
value or attenuation value is zero, the entire expression volumeColor.rgb turns 
zero only for that particular turn in the loop, but does not imply an entire reset 
of  the component values of  volumeColor.rgb. Final pixel value is therefore an 
average value of  all pixel values along the ray.

-- RAYCASTING LOOP- creation of the volumetric light--

Construct rayvector from camera view to all points in scene

Start loop with a fixed number of steps, around 80-100  

For current 3D-point, calculate new light space coordinates 
for shadow holes and gobo values by multiplying the rayvec-
tor and light space coordinates generated in the shadow map-
ping process.

Scale down coordinate values to values between 0.0-1.0.  
 
Check if current pixel is inside both depthmaps. Return 0.0 
(outside) or 1.0 (inside) 

Calculate distance from light source to current pixel
Calculate attenuation for current pixel 

volumeColor.rgb += “insideDepthmaps”*goboValue.rgb*
attenuation*shadowHoleValue*1.0/numberOfStepsInLoop)
   
Decrease z-value of rayvector   

End loop

9.2.4 steP 4 - After the looP sessIoN, ADD smoke AND color 
in order to further improve realism, these smoke particles also need to be 
visualized. That is easily done by letting a 2d-texture function return values 
(between zero and one) from two randomly generated noise textures. These 
textures are created in Photoshop and their z-values are multiplied with 
volumeColor.rgb, outside the loop. Using this solution to the “noise problem” 
is a much more effective way than using the built-in-function noise() in the 
fragment shader [26]. 

Figure 9.12. Pseudo code for ray casting loop which creates the cone of  light (volumetric light).
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Moreover, to add color to the volumetric cone of  light, a 3D-vector (RGB-
vector which components are connected to the GUi) is further multiplied with 
volumeColor.rgb. 

9.2.5 steP 5 - shADINg the rest of the sceNe
Until now, only the cone of  light with shadow holes and gobo projections 
has been created. The fact that all surfaces hit by the illumination of  the light 
cone also are very much associated to the color, intensity and direction of  the 
volumetric light has not been taken into consideration. Following sections are 
therefore dedicated for explaining that issue. 

Calculate surface color and surface shadows - In order to find which points in 
the scene that actually forms the illuminated surfaces from the cone of  light, one 
small check must be executed. it is a simple test carried out simply by checking 
if  current fragment is inside the front- and back depth map values. it is the same 
test as in section 9.3.2 but executed only once per frame, i.e. this test does only 
check which pixels in the scene which intersect with the cone of  light. The test 
returns 1.0 for pixels inside the surface of  the cone of  light, and 0.0 for those 
outside. As the color of  the surface is dependent on the illuminated color of  the 
cone of  light, the result from this “surface test” is multiplied with volumeColor.
rgb (the color of  the cone of  light). 
 Furthermore, if  an object is placed inside 
the cone of  light, not only should shadow holes 
arise, but also regular surface shadows. These are 
also implemented by the use of  shadow mapping 
discussed in chapter 8. The returned value from the 
2D-shadow function is multiplied with surface color, 
previous created. In comparison to figure 9.15, one 
can now in figure 9.16 clearly see the the color and 
shadow of  the surface being illuminated of  the cone 
of  light. 

 

Figure 9,13 First noise texture Figure 9.14 Second noise texture Figure 9.15 Result of  added noise 
and color. 

Figure 9.16 Surface color and surface 
shadows added. 
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Object surface parameters - Finally, it is required 
to change object surface parameters such as color, 
specularity and shininess. These parameters can 
be set in the in the main program using the built-
in openGL function glMaterialfv() and can be 
automatically obtained by the fragment shader. 
A test in the fragment shader makes sure that 
these parameters are only applied for those areas 
within the volume of  the cone of  light. See 
appendix. 
 
Scene color - The scene also needs some overall 
lighting - ambient lighting which emits light 
equally in all directions in the scene. One can 
compare this factor with a roof  fixture that 
illuminates the entire room. For this particular 
light source, openGL:s built in light source is 
used. 

Illuminate only surfaces - As the volumetric 
effect is dependent on the amount of  smoke 
particles, it is desirable that the volumetric light  
effect vanishes when the amount of  smoke is 
set to zero. Nevertheless, on condition that color 
intensity is larger than zero, the surface on the 
floor (or wall) illuminated from the volumetric 
light must still remain visible. Figure 9.18 
demonstrates this phenomenon. 
 

To sum up, each fragment in the scene is dependent on the color of  the cone of  
light, the color of  the surface illuminated of  the cone of  light and the ambient 
scene color. Fragments within the area of  the cone of  light such as a teapot 
will receive contributions from all of  them, whilst fragments outside only are 
illuminated by the ambient scene color. in the fragment shader, the code for the 
final fragment color is:

 

gl_FragColor = 
(coneOfLightColor * coneOfLightIntensity * smokeIntensity) + 
(surfaceColor * shadowLookUp(shadowCoord) * surfaceIntensity) + 
(sceneColor * sceneIntensity);

Figure 9.17 Specular and shininess added. 

Figure 9.18 Colored ambient scene lighting 
added.  

Figure 9.18 Due to that smoke intensity is 
set to zero, only surfaces are illuminated. 

Figure 9.19 The final pixel (fragment) value is calculated by adding the color of  the cone of  light, surface color, and scene 
color. 
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10. results
i have described a GPU-based volumetric lighting algorithm, written in C++, 
openGL and GLSL, i.e. cross-platform languages/APi. A large part of  the 
algorithm, specifically the intersection test and light intensity integration, is 
implemented in a fragment shader, thus taking full advantage of  the powerful 
GPU. Similar to traditional ray tracing based algorithms, the method calculates 
light intensity on a per-pixel basis by integrating scattered light along the ray. The 
algorithm can also render surface shadows, shadow holes and create gobo effects 
in the volumetric lighting. The method can create sharp edges of  volumetric 
lights, which is often difficult to achieve in volume rendering based methods. 
This can be verified by comparing my result with the volumetric light produced 
from a real stage fixture, represented in figure 10.2.

Figure 10.1 shows a screen-shot from the implemented prototype. As seen, 
required features discussed in section 3.1 comprising color, shape of  cone of  
light, shadow holes, surface shadows, attenuation, gobo, smoke, and specularity 
of  objects are all implemented. There is also the possibility to change color and 
intensity of  the rest of  the scene. Many of  the features, such as the rotation 
(tilting) of  the cone of  light, color, specularity etc. can be altered during run-time 
using the GUI showed in figure 10.7.  
 At a sampling rate of  about 110 points per ray, the program runs at 
a frame rate between 35-40 with a window resolution of  256*256 pixels. The 
performance can be fine tuned by adjusting the number of  sampling points per 
ray, see section 10.2.
 

Figure 10.1 Screen-shot from developed protoype. Figure 10.2 Cone of  light from a real stage fixture
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10.1 further VIsuAl results
Figure 10.3 shows a cone of  light with a gobo projection applied. Figure 10.4 
uses the same gobo texture, but the smoke intensity is set to zero, i.e. the cone 
of  light disappears and only surfaces are illuminated. Figure 10.5 demonstrates a 
zoomed cone of  light. Figure 10.6 also shows surfaces only, but with two objects 
present. Figure 10.7 shows the GUi.  

Figure 10.3 Cone of  light with gobo applied Figure 10.4 Only surfaces are illuminated.

Figure 10.5 Zoomed cone of  light. Figure 10.6 Only surfaces are illuminated. Figure 10.7. GUI. 
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10.2 lIght quAlIty, Number of sAmPles,   
 AND frAme rAte
Figures 10.8-10.13 demonstrate how the quality of  the graphics and the frame 
rate (fps) is strongly coherent to the number of  samples per pixel, i.e. number 
of  points along the ray. 

10.3 kNoWN Issues & bugs
10.3.1 DIrectINg the coNe of lIght toWArDs the user
Directing the cone of  light right towards the audience 
is a popular and frequently used effect in concerts 
for blending the eyes of  the spectators. However, 
directing the cone of  light towards the “audience” 
(user) in this application makes the openGL near 
plane cut the light beams right through. This causes 
an extreme artifact which is not acceptable for a 
lighting design visualization program. Figure 10.14 
demonstrates a screen-shot from the artifact in the 
application. 

Figure 10.8 20 sampels, 80 fps. Figure 10.9 40 sampels, 61 fps. Figure 10.10. 60 sampels, 50 fps.

Figure 10.11 80 sampels, 46 fps. Figure 10.12 100 sampels, 35 fps. Figure 10.13 120 sampels, 32 fps.

Figure 10.14 When the cone of  light 
is directed towards the user, the near 
plane cuts it right through. 
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10.3.2 rotAtIoN of gobo
When rotating the cone of  light, with gobo turned on, the rotation of  the gobo 
does not follow the rotation of  the cone of  light 100% correctly. This is because 
the rotation of  the cone of  light and the rotation of  the shadow map do not 
match. As remembered from section 9.2.3, the gobo texture and the shadow 
map share the same coordinates. 

10.4 future Work
10.4.1 eXecute rAycAstINg WheN NeeDeD
Currently, raycasting is executed on every pixel on the screen. For optimization 
reasons, one should only render the back buffer and apply raycasting only in 
those pixel which are executed where the front buffer is rendered. 

10.4.2 DyNAmIcAlly ADjust Number of sAmPles
The performance can probably increase dramatically by adjusting the number of  
sampling points per ray. For instance, there is no need to equally sample pixels 
representing large volumes and pixels representing small volumes.

10.4.3 lIght INteNsIty INtegrAtIoN sAVeD IN teXture ImAge
By pre-calculating the light intensity integration between a pair of  front depth 
map and back depth map intersection points, the result can be encoded in a 
texture image during run-time and used by the fragment shader to look up the 
texture and obtain the result of  light intensity integration for the line segment 
between the two intersection points. This would further improve the performance 
of  the algorithm [9].

10.4.4 Per-VerteX lIghtINg
The next generation shading languages would allow vertex shaders to access 
texture images, which allows the algorithm to be implemented in a vertex 
shader. Therefore, the light intensity can be calculated on a per-vertex basis. This 
implementation is expected to run faster than the fragment shader based approach 
but with poorer lighting quality, which could be useful when performance rather 
than graphics quality is the essential concern [9]. 
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10.4.5 Number of lIght sources
Adding further light sources involves the requirement of  a 3D-depth map, in 
reality multiple layers of  2D depth textures. One such method could be the 
“depth peeling” technique [12][9], i.e. create a stack of  interleaving depth 
maps for the front and back faces of  illumination volumes.  However, in cases 
shown in figure 10.15, a normal 3D-depth map is not sufficient. For example, 
it may not handle some cases of  
intersecting illumination volumes. Here 
the 3D-depth map cannot be used to 
calculate intersection points because 
it is impossible to identify in and out 
intersection points. in this particular 
case, depth maps have to be generated 
separately for each intersecting volume. 
And separate rendering passes are 
needed for each of  the intersecting 
volumes.

Figure 10.15 In this case, it is impossible to identify in 
and out intersection points, thus each light source must be 
rendered separately. 
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11. fINAl DIscussIoN
The prototype proves that real-time graphics programming with OpenGL and 
particularly advanced shader programming with the OpenGL Shading Language 
can be implemented on a Macintosh computer without any concerns. As a result, 
a future visualization program for Macintosh is very much achievable. 
 However, even though the visual result of  my approach is very satisfying, 
the screen resolution is currently too small for an interactive full-scale program. 
The window resolution for the application is currently 256*256 pixels for one 
light source. 
 The main bottleneck in the system is the shadow map implementation 
that currently requires a new calculation for every 3d-pixel in the scene, thus 
for a future development of  the software, a number of  optimizations on the 
raycasting model needs to be implemented, described in section 10.4.  
 However, regarding the possibilities to use this method in a new stage 
light visualizer, and having in mind that it is not uncommon with 400 fixtures 
on real big-scale events, the algorithm is probably inappropriate. Due to the fact 
that the algorithm require one shadow map per light source, 400 shadow maps 
in one scene would simply require too many calculations.
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APPeNDIX 
Fragment shader code:

varying vec4 shadowCoord, vertPos; 

varying vec3 lightDir, normal;

uniform sampler2DShadow shadowMap; 

uniform sampler2D depthMapTextureFront, depthMapTextureBack, goboTexture, 
noiseMap1, noiseMap2; 

uniform int depthMapSize, showShadowHoles;

uniform float howMuchIntensity, redValueCone, greenValueCone, blueValueCone,angle,  
linearAttenuation, quadraticAttenuation, specularValue, shininessValue, sceneIn-
tensity, fogIntensity;

uniform mat4 shadowMapMatrix;

//shadow lookup function
float lookUp(vec3 c) {
  
 float mapScale = 1.0 / float(depthMapSize);
 float shadowColor = shadow2D(shadowMap, c).r; 

// return shadowColor or 1.0 (shadows off)
return step(float(showShadowHoles),shadowColor); 
}

void main()

{
 /* VARIABLES */ 
 float NdotL, NdotHV, currentZ, attenuation,compareValues, spotEffect;   
 
 vec3 n, halfV, goboProjCoord, volumeShadowCoord, lightVec;  
 
 vec4 volumeCoord, lightColor, volumeColor, surfaceColor;
 
 currentZ= gl_FragCoord.z; // z-value of the object-pixel
 
 float distance=0.0; // start distance from pixel to light source
 
 float zstep = currentZ / float(numSteps);
 
 /* ray vector in eye coordinates, divided in intervall, 
    depending on number of steps in loop*/
 vec3 stepVector = vertPos.xyz/float(numSteps); 
 
 //number of steps in loop
 int numSteps = 110;  



 /* create copy of vertPos since vertPos is varying and therefore not 
    writable */
 vec4 rayVector = vertPos;  
 
 vec4 sceneColor = vec4(0.0, 0.0, 0.0, 1.0); // start scene color
 
 const vec3 lightP = vec3(1.0, 2.0, -5.0); // constant light position 
 
 // shadowmap light space coordinates
 vec3 projCoord = 0.5 * (shadowCoord.xyz / shadowCoord.w + 1.0); 

 // depth map texture coordinates
 vec2 tex=gl_FragCoord.xy; 
 tex.x/=256.0; // divide with size of viewport 
 tex.y/=256.0; // divide with size of viewport 
 
 // front and back depth map value
 float texture_front = texture2D(depthMapTextureFront, tex).x;  
 float texture_back =  texture2D(depthMapTextureBack, tex).x; 
 
 // rotating noise map coordinates
 vec2 noiseTex = gl_FragCoord.xy/256.0;
 noiseTex.x+=  angle*0.01; // rotate smoke x-wise
 noiseTex.y+=  -angle*0.004; // rotate smoke y-wise
 
 // value 1.0 or 0.0 depending if pixel is inside or outside lightcone
 float insideConeOrNot= step(gl_FragCoord.z, texture_back)*
 step(texture_ front,gl_FragCoord.z);
 
 
/* RAYCASTING LOOP */ 
for(int i=0; i<=numSteps; i++) {
 
 // for each point create light space coordinates 
 volumeCoord = shadowMapMatrix*rayVector; 
 volumeShadowCoord = 0.5 * (volumeCoord.xyz / volumeCoord.w + 1.0);
 
 /* compare the object-pixel value with the depthmap values. If object-pixel  
    is inside depthmap values ”compareValues” = 1.0, else 0.0 */
 compareValues= step(currentZ, texture_back)*step(texture_front,currentZ);

 // vector distance from lightsource to vertex
 distance = distance(lightP,rayVector.xyz);  
 attenuation=1.0/
 (linearAttenuation*distance+quadraticAttenuation*distance*distance);
 
 /* check if pixel is in within lightcone, shadow or not (0 or 1), multiply  
    with GOBO color,attenuation and scale */
 volumeColor.rgb+=compareValues*lookUp(volumeShadowCoord)*
 texture2D(goboTexture,volumeShadowCoord.st).rgb*attenuation*
 1.0/float(numSteps);
   
 // step further away along ray in eye-coords
 rayVector.xyz-=stepVector; 

 // step further away along ray in win-coords
 currentZ -=zstep;  
   
}// end loop
 



 // set final color of lightcone, with multiplied noise 
 volumeColor = volumeColor*vec4(redValueCone, greenValueCone, blueValueCone,  
 1.0)*texture2D(noiseMap1,noiseTex)*texture2D(noiseMap2,noiseTex);

 // fragment shader can«t write a varying variable, hence need to create a  
 new normal variable
 n=normalize(normal);
 
 /*compute angle between vertex normals and the openGL ambient 
   lightdirection (lightSource[0]), NOT the lightcone */
 NdotL = max(dot(n,lightDir),0.0);
 
 // ambient scenecolor
 sceneColor +=gl_Color*NdotL;  

 // color of all surfaces which lightcone hits
 surfaceColor = insideConeOrNot*volumeColor*NdotL;   
 
 // for pixels inside lightcone, calculate specular too
 if (insideConeOrNot==1.0) {
 
  // calc halfvector =  lightDir (projCoord) + Eye
  halfV= normalize( projCoord+vec3(0.0,2.0,5.0) );   
  NdotHV = max(dot(n, halfV),0.0);
  
  //color of cone * specularity
  surfaceColor+=volumeColor*specularValue*pow(NdotHV, shininessValue);  
 }
  

// final fragment color
gl_FragColor = surfaceColor*lookUp(projCoord)*0.5*howMuchIntensity+ sceneColor*sc
eneIntensity + volumeColor*howMuchIntensity*fogIntensity;

}


