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Abstract 
A large amount of image datasets are publicly available online through the web map service 
standard. The contents of the datasets span from satellite imagery of the earth and other 
planets of our solar system to various scientific data.  
 
This thesis presents an implementation of a planet renderer streaming high resolution image 
and height data from online datasets. The planet renderer uses a level of detail technique 
based on nodes connected by a quad tree data structure. The level of detail is determined by 
the size of the nodes in screen coordinates which ensures a sufficient texel to pixel ratio of the 
image data and a reasonably consistent polygon size in screen space. 
 
The project will be implemented in Uniview which is an application developed by SCISS AB 
and is primarily used in planetarium domes to visualize the Universe. Being able to visualize 
the high resolution image data and scientific measurements in a dome environment will 
provide the viewers a greater perspective of the data. 
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1 Introduction 
This report will describe a Master of Science thesis project carried out for the company SCISS 
AB[1]. The project is a final part of the education to get a Master of Science degree in Media 
Technology at Linköping University, Sweden. A part of the project was made at the Hayden 
planetarium at the American Museum of Natural History in New York City.  

1.1 About SCISS 
SCISS is a visualization company providing the Uniview application. The application is used 
in planetarium domes and visualization centres at various locations around the world. 
Uniview visualizes the universe making it possible to fly seamlessly from the surface of the 
earth to the far edge of the known universe. The application can be used in interactive shows 
taking the audience on a trip through space as well as for creating content for non-interactive 
shows. 

1.2 Related work 
The project involves planet rendering and online streaming of image and height data through 
the Web Map Service (WMS) standard. 
 
There are a few existing globe browsers available today where the one being the most popular 
and familiar to people is Google Earth[2]. Nasa has developed World Wind[3] which is an 
application very similar to Google Earth although it has a greater focus on visualizing 
scientific data. 
 
Terrain rendering has been an active research area within computer graphics for the last 
decade. Numerous papers have been published of the subject such as ROAM[4] and 
Geometry Clip Maps[5]. However, the majority of the published papers are dealing with flat 
terrain and are also not burdened by using data from online datasets. 

1.3 Purpose and motivation 
A large number of datasets have become available to the public in the last few years using the 
WMS standard. Nasa provides high resolution datasets of the earth and other planets as well 
as a wealth of scientific data. Much of this data is available through the WMS standard but 
some of the datasets are also available online through the World Wind standard used by the 
Nasa World Wind application. 
 
Prior to this project Uniview had a planet rendering system based on the ROAM 2.0 terrain 
rendering technique[6] and used processed datasets stored on a local drive. As high resolution 
image datasets and datasets which are updated regularly have become available online, there 
is a need for a planet rendering system capable of using the online datasets. High resolution 
image datasets of the surface of the earth consume in the order of hundreds of gigabytes 
which makes it impractical to store on a local drive. 
 
The purpose of this thesis project is to create and implement a planet rendering system in the 
Uniview application with the capability to use high resolution image and height data streamed 
from online datasets. The system should be able to blend and render multiple layers of 
scientific image data on top of the surface of the planet which will put the scientific image 
data in its correct context. Implementing the project in the Uniview application will make it 
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possible to visualize the planets in an immersive dome environment which will provide the 
viewer a greater perspective of the data. 
 

1.4 Report overview 
This section will describe the structure of the report and give the reader an overview of the 
chapters. 
 
Background 
This chapter will provide the reader background information about planetariums and Uniview. 
Background information will also be given of the WMS standard as well as a description of a 
few datasets which have been used through the development of this project. 
 
Problem description 
This chapter will describe some of the main problems that needed to be solved in order to 
achieve the goal of creating and implementing a streaming planet renderer in Uniview. 
 
Solution description and implementation 
This chapter will describe the general solutions chosen to solve the problems encountered 
during the development of this project. It will also describe the C++ and OpenGL 
implementation of this project into the Uniview application. 
 
Result 
The result will be described together with a description of the functionality of the project and 
a few screenshots of the finished project. 
 
Discussion 
Finally, the result obtained in this project will be discussed along with ideas for future work 
and improvements. 
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2 Background 

2.1 Uniview technical description 
Uniview is programmed in C++ and uses OpenGL for rendering. The vast difference in scale 
between objects on the surface of the earth and the stars in galaxies millions of light years 
away creates precision errors when using floats to position objects. To solve this problem, 
Uniview has a propriety scene graph system called the scale graph. The scale graph handles 
the positioning of objects while the rendering of the objects is handled by the objects 
themselves. Uniview has a modular design where each object is considered to be a module. 
The modular design makes it fairly easy to create and add new objects to the Uniview 
application. 
 
Since Uniview is primarily used in planetariums it must be able to render and display the 
output on a dome. This can be done either by rendering in fish-eye mode or by connecting 
multiple pc's running Uniview in a synchronized networked cluster. When running in network 
mode, Uniview uses a client / server model where Uniview can be controlled from a single pc 
connected to the server. 
 
Uniview supports rendering of atmospheric scattering of sunlight[7] through a shader 
developed as a thesis project by Jonna Ekelin and Lena Fernqvist. The shader has added a 
great deal of realism to the previous planet rendering system and will be integrated into this 
project as well. 

2.2 Planetariums 
A planetarium can be regarded as a huge visualization centre which usually has the shape of a 
half sphere, a dome. The dome creates an immersive environment which covers our full field 
of view leaving nothing to distract from the experience. 
 
Modern planetariums are equipped with clusters of pc's connected to projectors to fill the 
huge screen. Using pc's to visualize the stars presents the possibility to take the audience on 
an interactive trip through the stars teaching the audience about our galaxy and beyond. 
Planetariums are also used for other purposes such as teaching the audience about the earth or 
just for the simple purpose of entertaining with an impressive immersive experience. 

2.3 Web Map Service 
WMS is a standard used for producing images of spatially referenced data founded by The 
Open Geospatial Consortium. This section will give an introduction to the WMS standard 
describing some of the main capabilities of the standard which are used in this project. A 
more detailed description of the capabilities of the WMS standard can be found in the Web 
Map Service specification 1.3.0 [8].  
 
A WMS server may contain many different datasets where each dataset on the server is 
specified as a layer. Each layer may come in different variations which are referred to as 
styles.  
 
Information about the specifications of a WMS server is retrieved in an xml file by sending a 
"get capabilities" request to the server. The xml file contains information about the size of the 
dataset, available layers and styles as well as in what image formats images may be requested. 
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The information about the size in latitude - longitude of a dataset is specified as a "bounding 
box" which gives the north, south, east and west limits of the dataset. The image data in 
datasets can be stored in a number of different image formats such as JPG and PNG. The 
format of the image returned from the server is specified by the user.  
 
The datasets in WMS servers are accessed by specifying the latitude - longitude boundaries of 
the wanted image. The WMS standard has the ability to provide an image of arbitrary 
resolution covering the coordinates specified by the user. Unfortunately, no information is 
available from the server about the resolution of the datasets. If the requested image is larger 
than the data available in the dataset, the server will process and return an interpolated image. 
 
There are datasets available which are updated on a daily basis such as the Modis / Terra 
dataset[9]. Archived data can be accessed from these datasets by adding a "&Time" command 
to the request. 
 
Creating a WMS request call 
Image data is retrieved from WMS servers through the http protocol by sending an http 
request call. An example of a request call to a WMS server is shown below where the image 
retrieved can be seen in figure 1. The different elements of the request call are described in 
table 1. 
 
http://wms.jpl.nasa.gov/wms.cgi?&VERSION=1.1.1&REQUEST=GetMap 
&LAYERS=global_mosaic&CRS=AUTO:42003&SRS=EPSG:4326&FORMAT=image/jpeg 
&STYLES=pseudo&BBOX=-30,12,0,36&WIDTH=512&HEIGHT=512 
 
 

 
Figure 1. Example image retrieved from WMS call. 

 
Element Description 
VERSION Version of WMS protocol 
REQUEST Type of request 
LAYERS Specify the layer 
CRS Coordinate reference system 
SRS Projection system 
STYLES Specify the style 
FORMAT Type of image format 
BBOX Bounding box of requested image 
WIDTH, HEIGHT Size in pixels of requested image 
Table 1. Elements of a WMS request call. 
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2.4 World Wind datasets 
Online World Wind datasets are accessed similarly as WMS datasets through the http 
protocol. The main difference is that the data is only available in predefined tile sizes and 
image formats. The data is stored as levels of pre-processed tiles as illustrated in figure 2. 
 

 
Figure 2. The tiles on the first level are illustrated. 

 
Not allowing user specified data may limit the use of the dataset. However, it greatly 
improves the streaming bandwidth as no image processing is necessary on the server side. 
 
All tiles on a level have the same size in degrees in latitude longitude space. This results in an 
uneven distribution of tiles on the sphere where tiles are more densely concentrated near the 
poles as can be seen in figure 3. 

 
Figure 3. An uneven distribution of tiles. 
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2.5 Datasets used 
There are a number of datasets available online covering the surface of the earth, the moon 
and mars. This chapter will give a brief description of a few datasets used in this project. 
 
Blue Marble Next Generation 
Blue Marble Next Generation covers the full surface of the earth with a resolution of 500 
meters per pixel. It is available as a separate dataset for each month of the year 2004. The 
time aspect of the dataset shows seasonal changes to the earth surface. Snow covered areas 
and the color of the vegetation varies as the seasons change. The image data has been 
processed to provide realistic colors with no visible seams and clouds have been removed. 
This has made the dataset very popular to use for realistic renderings of the earth. 
 

 
Figure 4. Blue Marble Next Generation July dataset. 

 
Landsat 
The Landsat is a high resolution global mosaic with a spatial resolution of 15 meters per pixel. 
The high resolution dataset provides great detail making it possible to see roads and buildings. 
A downside of the dataset is that it doesn’t cover the poles of the earth and that visible seems 
can be seen where different satellite images are combined. 
 

 
Figure 5. Landsat dataset. 

 
Modis Terra / Aqua 
The Modis Terra / Aqua datasets are combined subsets from the Modis Rapid Response 
system[9].The imagery is updated daily providing a near real time view over select areas of 
the earth. The spatial resolution is 250 meters per pixel. Since the satellite imagery does not 
cover the full area of the earth a large portion of the dataset is empty. 
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Figure 6. Modis Terra dataset. 

 

 
Figure 7. Modis Aqua dataset. 

 
Nasa Scientific Visualization Studio 
When most people think of Nasa they think of space exploration and moon landings. 
However, Nasa also perform a lot of research on the earth. A lot of the measurements and 
visualizations created through the research are available through the Nasa Visualization 
Studio WMS server[10]. 
 
Height data 
The height data used in this project comes from height map images. A height map is an image 
where each pixel of the image contains a height value. The height values tell the height 
relative to the ocean and are used to displace the geometry. Height mapped terrain is often 
referred to as 2.5D since the terrain created does not allow for features such as cliff-overhangs 
or caves. 
 
The height map image data from WMS servers used during the development of this project is 
available as either 8 bits per pixel or 16 bits per pixel precision. The height values of the 
terrain on earth ranges between approximately -100 meters to 16800 meters. 8 bit height data 
gives 256 discrete quantization values which is clearly not enough to accurately model such a 
range. However, the height values stored in the 16 bit height data uses a quantization step size 
of 1 meter which is accurate enough for this project. 
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3 Problem description 
This chapter will introduce and explain some of the main problems and challenges which 
needed to be solved in order to reach the goal of the project. 

3.1 Level of detail and tessellation scheme 
The processing power and memory available on even the fastest systems today is not enough 
to render the full resolution of huge datasets all at once. A level of detail (LOD) algorithm is 
needed which chooses an adequate LOD of textures and geometry. There are numerous ways 
to tessellate a sphere. A requirement of the tessellation and level of detail scheme is that it 
should be able to use the data from online datasets without any pre-processing. Two possible 
techniques which were considered for the project are presented here. 

3.1.1 Cube to sphere tessellation 
A possible tessellation scheme for spherical objects is to start with a unit cube. As the cube is 
tessellated, the distance from the new vertices to the centre of the cube is modified to be equal 
to the radius of the sphere. After a number of subdivision steps the cube will have taken the 
form of a sphere. A problem of using this tessellation scheme is making the patches of the 
cube to use the latitude - longitude tiled image data from the online datasets. 

3.1.2 Spherical coordinate patches on the sphere 
Another possible subdivision scheme for tessellating a sphere is to create patches of geometry 
on the sphere using spherical coordinates. Each patch on a subdivision level has the same size 
in degrees. New tessellation levels of the sphere are created by splitting a tile into four new 
tiles connected using a quad-tree structure. This scheme is compatible with the mapping used 
by the online datasets. However, a problem using this tessellation scheme is the uneven 
distribution of geometry on the sphere as can be seen in figure 8. 

 
Figure 8. Illustration of uneven distribution of geometry. 

3.1.3 Regular and irregular geometry 
Using a regular triangulated grid means there are a lot of triangles on flat surfaces which are 
not adding any detail to the terrain. These triangles can be removed using a mesh 
simplification scheme without losing any visible detail. However, using a mesh simplification 
scheme requires a substantial amount of CPU power which is why this is usually not done 
during run time but in a pre-processing step. 
 
Minimizing triangle count used to be important when the rendering throughput of graphics 
processing units (GPU) were limited. Nowadays, modern GPU's are capable of rendering a 
large number of polygons which is why using a mesh simplification scheme is often not 
necessary.   
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Also, in this project, pre-processing the datasets is not an option since the application must be 
able to use the online data as is.  

3.2 Determining level of detail 
When using a LOD system, there must be a function which decides what LOD to render. The 
goal of such a function is to choose a LOD that has sufficient texture and geometry detail 
while keeping a stable, interactive frame rate. 
 
Such a function can be based on the distance between the camera position and the position of 
the object. Another possibility is to use a function to calculate the texel to pixel ratio of a 
texture belonging to a node and use that value to determine if the LOD of the node is enough. 

3.3 Culling 
In order to improve rendering performance in the LOD system, culling algorithms are needed 
to remove nodes not visible to the camera. In this project, the culling algorithm also serves 
another purpose. Deciding the parts of the sphere visible to the camera is needed to create an 
efficient streaming system of texture and height data which only streams the parts of the 
sphere visible to the viewer. 
 

3.4 Avoiding holes in the terrain 
A common problem to solve for terrain rendering systems is the appearance of holes and gaps 
in the terrain.  
 
When using a LOD system, holes and gaps appear at the edges shared by neighbours using 
different LOD levels as can be seen in figure 9.  Holes and gaps may also appear at the edges 
between neighbours on the same LOD level using height data from different height maps. 
Both of these problems need to be solved in order to avoid holes in the terrain. 
 

 
Figure 9. Example of holes appearing at edges shared by nodes of different LOD. 
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3.5 Streaming data 
The image data is transferred in a number of steps until it reaches the GPU memory and is 
ready to be rendered as can be seen in figure 10. 

 
Figure 10. Data transfer steps. 

Streaming data from one memory source to another can cause a stuttering frame rate if the 
time it takes to move the data between sources causes calculation and rendering time to 
exceed the time budget of the current frame rate. 

3.5.1 Data stream order 
It is important to prioritize the data stream order so that the most important data is streamed 
first. The goal is to present the viewer with a sharp image on the surface of the planet as fast 
as possible. To achieve this goal we need an algorithm that decides the order to stream the 
data. 

3.5.2 Multiple Data Sets 
The system should support using multiple datasets over the globe of both image and height 
data. The system should also be capable to blend multiple layers of image data. When 
streaming data, the system must know which dataset to use depending on the part of the 
sphere that needs the data.  

3.6 Caching data 
The image and height data streamed from online datasets needs to be cached on a local disk 
for fast future access. This requires a caching scheme which stores the data in a cache 
structure which allows easy access of the data. The caching algorithm should allow storing 
multiple different datasets. When storing files in folders one must take into account the 
limitations of the file systems and not store too many files in one folder. 

3.7 Memory management 
Building a dynamic tree structure of nodes and textures from a huge dataset quickly fills the 
main memory as well as the memory of the GPU. In order to maintain performance it is 
necessary to keep the memory requirement of the planet rendering system below the limit of 
available memory in the system. To achieve this, a memory management system is needed 
which keeps track of the size of the node tree and the number of textures in GPU memory. 

Server Local disk System ram GPU
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4 Solution description and implementation 
This chapter will describe the techniques used to solve the problems explained in chapter 3 
and it will also cover the implementation of the project into the Uniview application. 

4.1 Tessellation scheme 
The tessellation scheme chosen is the "Spherical coordinate patches" scheme described in 
chapter 3.1.2. Using this scheme creates an efficient mapping of the texture and height data 
stored in the online datasets making it possible to use the data without any pre-processing. 
 
The scheme uses nodes of textures and geometry connected by a quad tree structure where 
each node corresponds to a texture tile of the dataset. A node has pointers to its child nodes as 
well as to its parent which are used when traversing the tree. Pointers are also stored to the 
siblings / cousins as well as to the current neighbours of the node. These are used when fixing 
gaps in the terrain which is described in more detail in chapter 4.5. 
 
A problem of this scheme is the uneven distribution of geometry near the poles. To avoid 
rendering an unnecessary amount of geometry and textures at the poles, a maximum tree 
depth has been set at the poles. 
 
When the LOD of the planet increases, the size of the node tree is increased dynamically 
expanding the tree by creating new nodes and inserting them at the leaves. Building the tree 
dynamically means a minimum of processing time is required when the sphere is created. 

4.1.1 The geometry of the node 
Every node on a level has the same size in latitude - longitude space and contains the same 
number of vertices.  The number of vertices per node can be user specified giving the user the 
ability to increase geometry detail depending on the performance of the machine.  
 
The vertices are distributed on a regular grid positioned through spherical coordinates. The 
idea of using an irregular grid was quickly dismissed due to creating extra processing 
overhead as well as not really being needed from a performance stand point. Also using an 
irregular grid would complicate the prevention of holes in the terrain. 
 
A normal and two sets of texture coordinates are stored for every vertice. The first set of 
texture coordinates is used for accessing the texture belonging to the node. The second set of 
texture coordinates is used to access global texture maps such as a cloud texture and a 
reflection map etc. 
 
When creating the geometry of a node, information about its position and size in spherical 
coordinate space is used. From this information and the number of vertices per node, the 
position in spherical coordinate space is calculated for the vertices. The normal vector is first 
calculated by transforming the position from spherical coordinates to cartesian coordinates. 
The position of the vertice in cartesian coordinate space is calculated by multiplying the 
normal by the radius of the sphere. 
 
Normali,j = spherical2Cartesian(thetai,j, phii,j); 
Verticei,j = Normali,j * radius; 
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4.2 Determining level of detail 
The goal of the LOD algorithm is to choose a LOD that has sufficient texture and geometry 
detail while keeping a stable, interactive frame rate. To reach this goal, the function that 
decides the LOD is based on the texel to pixel ratio of the texture belonging to the node. 
Using the texel to pixel ratio of nodes to determine the LOD also provides a consistent 
polygon size in screen space. A drawback of this approach is that the texture LOD is tied to 
the geometry LOD which makes it impossible to change one without the other. However, the 
tessellation of the geometry can be adjusted by increasing the number of vertices per node. 
 
The LOD calculations are performed on a per node basis when traversing the node tree. The 
node tree is traversed until the texel to pixel status is ok or the maximum tree depth has been 
reached. If the node does not have any child nodes and the maximum tree depth has not been 
reached, child nodes are created and the size of the tree is increased. When the tree traversal 
has reached a node with a sufficient texel to pixel ratio, the node is added to the visible nodes 
list. 
 

 
Figure 11. Determining level of detail algorithm. 

Expanding the node tree, creating new nodes can be quite performance heavy in cases when 
the camera is moving very fast and lots of new nodes needs to be created per update. To 
alleviate this problem a user specified limit of how many tree expansions (splits) allowed per 
update is set. If the limit has been reached, no new nodes are created and the texel to pixel 
ratio for the nodes that have no child nodes are set to true for the rest of the update pass. This 
leads to rendering a lower LOD level when the "number of splits" limit has been reached. 
 
To avoid noticeable LOD switches on textures, an early implementation of this project 
performed a linear interpolation between textures of different LOD levels. This however, 
proved to be unnecessary as long as the texel to pixel ratio is always kept below 1, i.e. the size 
of a texel is always less than the size of a pixel on screen. 
 
Switching between LOD levels, however, will change the geometry detail which may 
introduce a "popping" effect. The "popping" effect can be eliminated by using a technique 
called geomorphing[11]. The main idea of geomorphing is to perform an interpolation of the 
geometry when switching between different LOD levels. The visual effect of the technique is 
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that the geometry morphs between LOD levels eliminating the popping effect. Due to time 
constraints however, this technique has not been implemented in the project. 
 
Calculating the texel to pixel ratio 
The true texel to pixel ratio of a texture on a node would be very computationally expensive 
to calculate due to the complex shape of height mapped geometry. To simplify calculations, 
the shape of the geometry is approximated by a plane consisting of the four corners of the 
node.  
 
The corners of the plane are projected from object space to the view plane. The distances in 
pixels between the corners projected on the view plane are compared to the size of the texture 
multiplied by a threshold value. A node does not pass the texel to pixel ratio test if the 
distance is greater than the size of the texture multiplied by the threshold value. To speed up 
calculations, the square length of the sides is compared to the square size of the texture which 
saves a square root calculation. 

4.3 Culling 
Culling calculations are done on a per node basis when traversing the node-tree during the 
update algorithm. Each node is given the status “visible” or “not visible”. Three culling 
algorithms are used to determine the visibility of a node. A node has to pass all three of them 
in order to get the status “visible”. The culling algorithms used are back face culling, frustum 
sphere culling and horizon culling. 

4.3.1 Back face culling 
Back face culling is one of the most fundamental culling algorithms used in computer 
graphics. The algorithm removes planes which are facing away from the camera. The 
algorithm examines the angle between the plane normal N and the direction vector V from the 
camera position to the centre of the sphere. Due to the fact that the geometry on a node is a 
curved surface and not a plane, the corner normals are used for the back face culling 
calculations. The angle between the direction vector V and the normal N is being calculated 
as shown below.  
 
Angle = N dot V 
 
If the angle is less than zero the vectors are pointing towards each other and the node is 
considered to be visible. The back face culling test is passed if the dot product between one of 
the corner normals and the direction vector V is less than zero. The four corners are looped 
through until one corner passes the test. 

4.3.2 Frustum sphere culling 
The volume which covers everything visible to the camera is referred to as the view frustum 
volume. The view frustum volume is made up of six planes: the near-plane, the far-plane and 
the side planes as illustrated in figure 12. 
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Figure 12. An illustration of the view frustum. 

 
By calculating a sphere which fully envelopes the node, it is possible to determine the 
visibility of the node by calculating if the sphere is inside the view frustum volume. In order 
to minimize the number of nodes that passes the test it is important to make the sphere as 
small as possible while still fully covering the node. 
 
The frustum sphere intersection test gives the node one of the following status values: 
1. Inside 
2. Intersecting 
3. Outside 
 
 

 
Figure 13. Nodes are classified according to their visibility status. 

 
If a node is classified to be inside of the frustum we can assume that all of the child nodes of 
the node are also inside of the frustum and hence no view frustum checks needs to be done on 
nodes further down the tree. 
 
The centre of the sphere is calculated as the sum of the corners of the node divided by the 
number of corners in the node (nodes at the poles of the sphere have only three corners). 
 
The radius of the sphere is calculated by finding the longest distance from the centre of the 
node to a corner point of the node. If the geometry of the node uses a height map, the corner 
positions of the node are extruded by the largest height value of the height map. This is to 
make sure the sphere covers the height mapped geometry. 
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Figure 14. Illustration of the bounding sphere. 

 
When calculating the frustum - sphere intersections, the distances from the centre of the 
bounding sphere to the closest position on each of the frustum planes are compared to the 
radius of the bounding sphere.  In order to calculate the distance, the plane equation in normal 
form is needed for each plane of the frustum. 
 
The frustum sphere intersection calculations can be broken down into the following steps: 
1. Calculate the normal equation of the frustum planes. 
2. Calculate centre position and radius of the bounding sphere (only needs to be performed 
once). 
3. Perform intersection tests. 
 
The basic outline of the frustum sphere intersection algorithm is as follows. A signed distance 
is calculated for every plane of the view frustum. If the signed distance is less than the 
negative bounding sphere radius, the sphere is completely behind one of the planes and hence 
outside of the view frustum volume. If the signed distance is less than the bounding sphere 
radius the sphere is intersecting the view frustum volume. If the sphere is not behind the plane 
or intersecting the plane it is inside the view frustum volume. 
 
Pseudo code of the frustum culling algorithm: 
 
for every plane of the view frustum volume: 
{ 
   signedDistance = calcDistanceToPlane(viewFrustumPlaneNormal,    
                                        positionOnPlane,    
                                        boundingSpherePosition)  
   if ( signedDistance < -boundingSphereRadius ) 
      return OUTSIDE; // The sphere is fully behind one of the view frustum  
                      // planes 
   if ( signedDistance < boundingSphereRadius ) 
      interSectPlane = true; // The sphere is intersecting a frustum plane 
} 
if( interSectPlane ) 
  return INTERSECTING; 
else  
   return INSIDE; 
 

4.3.3 Horizon culling 
The horizon culling test removes nodes which are not visible due to being behind the horizon. 
The distance from the camera to the horizon is calculated. If the distance is less than the 
distance from the camera to the bounding sphere volume of the node, the node is behind the 
horizon. The distance to the horizon can be expressed as: 
 
a = camera altitude above the surface of the planet. 
r = radius of planet. 
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d = distance to horizon. 
d = √(2*a*r + a2) 
 
If a node has passed all three culling algorithms and the texel to pixel ratio test, the node is 
added to the list of visible nodes.  
 
The result of the culling and LOD algorithms is demonstrated in figure 15 where each square 
represents a node. 
 

 
Figure 15. Illustration of the result of the LOD algorithm. Nodes are culled to the view frustum and nodes closer 
to the camera have a higher LOD. 

 

4.4 Textures 
Every node in the tree contains a texture, given that the maximum texture depth of the dataset 
has not been exceeded. When streaming texture data from online and local data sources 
however, there is a great chance that the texture belonging to a node is not uploaded to the 
GPU and ready to be used. A method is needed to handle such cases. 
 
When a visible node does not have its texture ready, texture data which is in memory and 
covers the same latitude - longitude area as the node will be searched for and used instead. 
There are a few alternatives available of which texture data to use. The textures of the child 
nodes or the texture from an ancestor node can be used. If no texture from either child nodes 
or an ancestor node is available, a subpart of a global texture is used. 
 
Texture use order when texture belonging to node is not ready: 
1. Textures of child nodes. 
2. Texture of an ancestor node. 
3. Global texture. 
 
Since the textures belonging to child nodes have the best resolution, they are the first 
alternative. The second alternative is to traverse the tree upwards and use texture data from 
the first ancestor with a texture ready. The last alternative is to use a subpart of the global 
texture. In the case not all of the child nodes have their texture ready, a combination of 
textures from both the child nodes and an ancestor texture / global texture are used. 
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4.4.1 Using texture from an ancestor node 
In the case when the texture of an ancestor is used, the texture coordinates need to be updated 
to use the correct subpart of the ancestor texture. Figure 16 illustrates using a texture from an 
ancestor node. The texture coordinates at the four corners of the node in the figure below are 
equal to: Corner 1 =  (0.5, 0.5), Corner 2 = (0.75, 0.5), Corner 3 = (0.75, 0.25) and Corner 4 = 
(0.5, 0.25). 
 
 

 
Figure 16.  Illustration of a node using a texture from an ancestor node.  

Each node has stored its top west corner in spherical coordinates as well as its size in degrees. 
These values are used to calculate the new texture coordinates of the node from the ancestor 
node as described below. 
 
The new texture coordinates are calculated in a few steps: 
1. Calculate new texture coordinate in the top left corner. 
2. Calculate the delta value of the texture coordinates. 
3. Iterate through the coordinates and update the value. 
 
1. The new texture coordinate in the top left corner is calculated as follows: 
sa = size of ancestor in degrees. 
tlCoord = Top left coordinate in spherical coordinate space. 
tlCoordAncestor = Top left coordinate of the ancestor in spherical coordinate space. 
texCoordTL = Top left texture coordinate. 
 
texCoordTL = (tlCoord - tlCoordAncestor) / sa; 
 
2. The delta value is calculated as follows: 
Interval = The size of a side of the node compared to the side of the ancestor node. 
Diff = The number of levels between the node and the ancestor node. 
Delta = The difference between two neighbouring texture coordinates. 
Tessellation = The number of texture coordinates per side of the node. 
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Interval =  2 ^- Diff 

Delta = Interval / (Tessellation - 1 ) 
 
3. The coordinates are iterated as follows: 
Two arrays are created aTheta and aPhi with the length = Tessellation. These arrays contain 
the texture coordinates in theta and phi direction. 
 
For every texture coordinate: 
texCoordi,j = ( aTheta[i], 1 - aPhi[j] ) 
 

4.4.2 Using textures from child nodes 
When using textures from child nodes, the geometry of the node is divided into four parts 
where each part covers the area of the child node. A new set of texture coordinates are used 
which has the same size as the number of vertices used by the subpart and ranges from (0,1) 
in the top left corner to  (1,0) in the bottom right corner. When the node is rendered, the 
texture of the child node is activated and the vertices covering the area of the child node is 
rendered using the new set of texture coordinates. Figure 17 illustrates using textures from 
child nodes using a node with 9 vertices. 

 
Figure 17. Textures from child nodes are used. 

 

4.4.3 Using a global texture 
The position in spherical coordinates is used when calculating the global texture coordinates. 
The texture coordinate set ranges from (0,1)  (1,0) as the spherical coordinate position 
ranges from (0,0)  (2∏,∏). 

4.5 Terrain 

4.5.1 Handling height maps 
Size of height maps 
Due to overhead, the time it takes to stream a small height map image from a WMS server 
does not vary much from a larger height map image. To achieve efficient streaming of height 
data and reduce the number of height map images needed, a height map image is used for 
multiple levels in the node tree as can be seen in figure 20. 
 

 
Figure 18. Node tree illustrating use of height map images. A height map image is used for multiple levels. The 
blue nodes illustrates the first height map level and the green nodes illustrates the second height map level. 
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The size of the height map depends on the tessellation level as well as the number of levels of 
nodes it will contain. The size in pixels of the height map image can be expressed as: 
 
t = tessellation 
n = nr of levels per height map 
size = (t - 1) * 2 ^ ( n - 1 ) + 1 
 
Transforming height values 
The height values are extracted from the height map image where each value gives the height 
in meters above the ocean. The accuracy of the height data used is 16 bits per pixel stored as 
unsigned bytes. However, there are actually negative height values in the dataset, which 
means that the height values must be transformed from the range [0, 32768] to [-
16384,16384]. The transformed height values are then transformed in a second step to match 
the units used in the earth coordinate system in Uniview where 1 unit corresponds to 10km. 
 
Displacing geometry 
A vertice is displaced using its corresponding normal multiplied by the height value from the 
height map added to the radius of the planet. 
 
n = normal 
r = radius 
h = height value from height map 
 
Vi,j = ni,j * ( r + h) 
 
Using height data from an ancestor node 
When a node does not have height data downloaded and ready, the tree will be traversed 
upwards in order to find height data from ancestors. If height data is found, height values will 
be interpolated from the height map belonging to the ancestor using bi-linear interpolation. 

4.5.2 Avoiding holes in the terrain 
As described in chapter 3.4, holes in the terrain are caused by cousins using height data from 
different height maps and neighbours of different LOD sharing edges. 
 
Fixing holes caused by neighbours using different height maps 
In order to fix holes caused by cousins using height data from different height maps, height 
values are shared among nodes as illustrated in figure 19. This scheme will assure that shared 
edges on neighbouring nodes will have the same height values, even if they don't use the same 
height map. 
 

 
Figure 19. Illustration of height data shared between siblings / cousins. Each dot represents a vertice of the 
geometry. 
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To make it possible to share height values between nodes, each node needs pointers to its four 
surrounding nodes. Depending on the position of a node in the node tree, the surrounding 
nodes are either sibling nodes or cousin nodes. When a node is created, it is given pointers to 
its siblings. Cousin nodes are searched for and if found, pointers to / from the cousins nodes 
are set. 
 
Fixing holes caused by neighbours of different LOD 
Holes caused by neighbours of a different LOD are fixed by adjusting the edge of the higher 
LOD node to match the edge of the lower LOD node. In order to adjust the edge of a higher 
LOD node, it must have a pointer to its lower LOD neighbour. These pointers needs to be 
updated every time the neighbour changes. In addition to the pointers to its neighbours, the 
node also stores a status value of the of the heightmap of the neighbouring node. The status 
value is used make sure that edges are only fixed if a neighbour changes or if the status of the 
neighbour's heightmap changes.  
 
The edges of nodes need to be adjusted in a level ascending order starting with the nodes on 
the first level. This is to avoid adjusting an edge to a neighbour which in turn is adjusting its 
edge to its neighbour. 
 
The list of visible nodes is traversed updating the neighbours for each visible node. The edges 
of the higher LOD node is adjusted to the lower LOD node using linear interpolation of the 
height values. Figure 20 illustrates an example of this when the positions of the orange 
vertices from the higher LOD edge are calculated to lie on the edge of the lower LOD node.  
 

 
Figure 20.  Illustration of matching the higher LOD edge to the lower LOD edge.  

 
Fixed edges are stored in separate arrays, one for each side of the node. When an edge is 
fixed, a boolean value is set which makes sure that the fixed edge is used when rendering the 
node. 
 
A problem of this scheme is that it causes T-junctions which may give rise to rasterization 
errors. The rasterization errors can be identified as flickering pixels along the edges. These are 
removed by rendering zero area triangles to fill in the pixels [5]. A zero area triangle is made 
up of the vertices on the lower LOD node edge and the interpolated vertices of the higher 
LOD node as illustrated in figure 21. 
 

 
Figure 21. Illustration of zero area triangles. The zero area triangles fill in the holes caused by imprecision errors 
eliminating the flickering pixels. 
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4.5.3 Collision detection 
Collision detection is performed against the terrain to avoid collisions between the camera and 
the terrain. To perform collision detection, the height of the terrain must be known given 
specific latitude - longitude values. If the distance from the camera to the centre of the planet 
is less than the distance from the height of the terrain to the centre of the planet, a collision 
has occurred and the camera is translated to a position above the terrain. 
 
Finding the height value below the camera 
The position of the camera is translated from Cartesian coordinates into spherical coordinates 
and then into latitude - longitude coordinate space. The node on the first level covering the 
given latitude - longitude value is found. To get the most accurate height value, the node tree 
is traversed down finding the node furthest down the tree containing a height map object. The 
height value is calculated from the height map using bilinear interpolation. 

4.6 Streaming data 

4.6.1 Selecting stream candidates 
During the update pass, stream candidates are found and the node which needs data the most 
is determined using a scoring function. Status information about the texture and the height 
map is stored in each node which tells the presence of texture and height data and is used to 
determine if a node needs to stream data. 
 
Texture status Heightmap status File status Stream status 
NO_TEXTURE NO_HEIGHTMAP FILE_NOT_CHECKED NOT_STREAMING 
TEXTURE_FINISHED INTERPOLATED FILE_NOT_IN_CACHE STREAMING_FROM_WMS 
 HEIGHTMAP_FINISHED FILE_IN_CACHE STREAMING_FROM_DISK 
Table 2. Status values. 
 
The texture status of the visible nodes and ancestor nodes to nodes which have no texture data 
are checked during the update pass. If the texture status of a node is equal to 
"NO_TEXTURE" and the file status of the local cache is equal to "FILE_NOT_CHECKED", 
the node is added as a local stream candidate. If the file status is equal to 
"FILE_NOT_IN_CACHE" and if no texture data is currently being streamed from an online 
server, the node is added as a server stream candidate. A similar procedure is used to 
determine candidate nodes for streaming height data. 

4.6.2 Data stream order 
The order in which textures are streamed is very important to create a good user experience 
where the goal is to achieve good image quality as fast as possible. To meet this goal, a 
scoring function is used to classify stream candidate nodes. The scoring function takes into 
account the area of the node on the screen i.e. the number of pixels the node covers on the 
screen. 
 
To simplify the calculations of the area, the geometry of the node is approximated by a flat 
plane using the four corner points of the node. Corner points which are behind the camera are 
projected to the near clip plane in world space to avoid being incorrectly projected on the 
view plane. The corner points of the plane are then projected to the infinite view plane where 
the projected plane will be clipped to the view plane. The clipped projected plane will take the 
form of a polygon as illustrated in figure 22. 
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To calculate the area of the polygon, the points making up the polygon are determined and the 
polygon is split up into triangles. The points making up the polygon can either be: 
 

• Intersection points between the edges of the view plane and the edges of the projected 
node. 

• Points of the projected node inside the view plane. 
• Points of the view plane inside the projected node. 

 

 
Figure 22. Illustration of the area of the node projected on the view plane.  

To split up the polygon into triangles the points are ordered in a clockwise manner and the 
vertices belonging to the triangles are identified. The area of the polygon is equal to the sum 
of the area of the triangles. The download score is equal to the area the node covers on the 
screen. 

4.6.3 Handling multiple Datasets 
Two alternatives of handling multiple datasets have been developed in this project. The first 
method is to render layers on top of each other in multiple render passes. The blending of 
layers is performed by modifying the opacity of each layer. This method is suitable for the 
cases when the user wants to blend one image dataset on top of another. A drawback of this 
approach is that rendering layers during several draw passes results in a performance hit since 
the same geometry is rendered multiple times using different image data. 
 
The other alternative developed is to use multiple datasets of height and image data on a layer. 
In the case where multiple datasets covers a node, the datasets are prioritized depending on 
the area of the datasets. Smaller area datasets are considered more important which is why 
they are chosen first. A drawback of this method is that smaller datasets won't become visible 
until a LOD is shown where the nodes are fully covered by the smaller dataset. This method is 
most suitable for using multiple height datasets but can be used for image data as well. 
 
Since the resolution varies between different datasets, the number of levels of height and 
image data depends on the dataset used. Two lists are stored containing image and height 
datasets. The lists of datasets are ordered based on the area of the dataset where the smallest 
area datasets are placed first. 
 
When a node needs to stream image or height data, the bounding box of the node is used to 
determine which dataset is used. The list of datasets is traversed and the first dataset which 
fully covers the node is used. 
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An example of using multiple datasets is to use the blue marble next generation dataset 
globally and Landsat locally over the U.S.A. The height data used is a global height map and 
a more accurate high resolution height map over the U.S.A. The number of levels in the node 
tree is determined regionally based on the data source covered by the node. Using this 
example, blue marble next generation has 5 levels of texture data while Landsat has 10 levels 
of texture data. The number of texture levels over the USA will be 10 levels while the rest of 
the world will have 5 levels. The same logic applies for the height data. 

4.6.4 Streaming performance 
Uniview has a locked frame rate of 30 fps, this means that the time budget for streaming, 
calculations and rendering is 33 ms per frame. The image data is first streamed from an 
internet server and stored in local cache on disk. The data is streamed from the local cache 
into main memory.  
 
The image data is usually stored in a compressed format such as JPEG. While this allows 
smaller image files resulting in faster streaming of images to the local disk, it increases the 
CPU load as the images need to be decompressed before use. In order to utilize the power of 
multi-core processors, this process is done in a separate thread. 
 
When the image has been loaded and decompressed into main memory, mipmaps need to be 
created before it can be uploaded into the GPU. Creating mipmaps and uploading data to the 
GPU might exceed the frame time budget on slower systems. To alleviate this problem the 
task of creating mipmaps and uploading image data to the GPU is spread over several frames. 

4.6.5 Caching data 
Downloaded image data is cached on a local disk which allows for fast future access and 
offline viewing of previously watched datasets. The caching scheme used in this project is 
similar to the caching scheme used by the Nasa World Wind[3] application in the sense that 
image tiles are stored in a folder structure. The folder structure is described below. 
 
Cache/server name/dataset title + bounding box + tile size/level/row/column 
 
The first folder created after the cache folder is the name of the server. The name of the 
second folder contains the title of the dataset as well as the bounding box and tile size. The 
bounding box and tile size are variables which can be specified by the user, which is why they 
are added to the second folder name to make sure the right data is accessed from the cache. A 
folder is created for each level in the dataset. Each level folder contains folders for every row 
of tiles and the filename is the column number.  
 
The row and columns of tiles are numbered as illustrated in figure 2 where the row and 
column origin is in the bottom left corner. The row and column of a tile is determined by the 
latitude / longitude position of the tile, the tile size on the level and the number of tiles on the 
level. The row and column of a tile is calculated as described below: 
 
The tile size on the level is calculated. 
 
tileSizeOnLevelLong = eastTileLimit - westTileLimit  
tileSizeOnLevelLat = northTileLimit - southTileLimit 
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The position of the lower left corner of the tile is first calculated so that it ranges from (0,0) in 
the lower left position of the dataset to (1,1) in the top right position of the dataset. 
 
tilePosLong = ( westTileLimit - westDataSetLimit ) / ( dataSetSizeLong - 
tileSizeOnLevelLong ) 
 
tilePosLat = ( southTileLimit - southDataSetLimit ) / ( dataSetSizeLat - 
tileSizeOnLevelLat ) 
 
The number of rows and columns for the level is calculated. 
 
numRowsOnLevel =  floor(dataSetSizeLat / tileSizeOnLevelLat) 
numColumnsOnLevel =  floor(dataSetSizeLong / tileSizeOnLevelLong) 
 
Lastly, the row and column for the tile is calculated. 
 
row = round(numRowsOnLevel * tilePosLat) 
column = round(numColumnsOnLevel * tilePosLong) 
 
A downside of using this scheme is that the system needs to look for a file in cache in order to 
determine if it is cached or not. To eliminate this problem an index file could be used to keep 
track of the files that are resident in cache. This would make the streaming of data more 
efficient since the system would know what data is available in the cache. 
 

4.7 Memory management 
The memory management system consists of two parts: removing textures from GPU memory 
and removing nodes from the tree. 

4.7.1 Managing GPU memory 
A list of nodes containing a texture uploaded to the GPU is stored. Every node has a float 
variable containing the time the texture was last used. When the size of the list has exceeded a 
user specified limit the list is traversed to find the node which hasn't been used for the longest 
time. A reset function is executed on the node resetting the texture status to "NO_TEXTURE" 
and removing the texture from the GPU memory. 

4.7.2 Managing the size of the node tree 
A user specified limit of the total number of nodes in the tree is used. When the number of 
nodes in the tree has exceeded the limit, nodes from the tree must be removed until the 
number of nodes is below the limit. 
 
Every node contains a float variable telling when it was last visible in the camera frustum.  
The nodes to be removed are the leaf nodes which haven't been in use for the longest time. To 
remove these nodes we find the node with a depth value equal to 1 which hasn't been in use 
for the longest time and remove its child nodes. 
  
In order to find nodes with depth 1, every node must know its current depth. When new nodes 
are added and removed to the tree structure, the depth value of the nodes affected by the 
change is updated.  
 
The node on depth 1 which hasn't been in use for the longest is found by starting at the root 
nodes at the first level and traversing the tree until a node at depth 1 is found. When the node 
at depth 1 which hasn't been used for the longest is found, its child nodes are deleted. When a 
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node is deleted, the pointers from neighbouring nodes on the same level are set to NULL so 
that they don't point to the deleted node. 
 

4.8 Implementation in the Uniview application 
The modular design of Uniview makes it fairly easy to create new objects to the application 
and attach them to the rendering pipeline. The main object created for this project is called 
DynamicalSphere which use a base class sgRenderObject to attach it to the rendering pipeline 
of Uniview. The rendering pipeline of Uniview handles the positioning of the object and calls 
an update function and a draw function during each rendered frame. 
 
This chapter will describe the implementation of the project into the Uniview application and 
the objects created to handle the functionality of the project. Since this is a rather large project 
this chapter will focus on the implementation of the parts of the project considered to be most 
important and key parts of the implementation will be presented in pseudo code. 

4.8.1 Object overview 
The structure of the objects created to handle the functionality of this project and a description 
of the purpose of each object is presented below. 
 

 
Figure 23. An overview of the objects created to handle the functionality of the project. 

 
DynamicalSphere 
The main object in the project was named dynamical sphere due to the dynamic properties of 
the object where new geometry and textures are created as they are needed. The object 
contains data of the planet such as the radius, position etc. The dynamical sphere object 
contains a number of DSLayers objects and a dsDataHandler class which handles streaming 
of data.  
 
dsDataHandler 
The purpose of the dsDataHandler class is to handle streaming of both online and local height 
and image data. 
 

DynamicalSphere

dsLayer 

dsNode dsHM 

dsDataHandler WMSHandler 

TextureLoader 

dsDataSource
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WMSHandler 
The WMSHandler object handles streaming of image data from online servers to the local 
cache. 
 
TextureLoader 
The TextureLoader object handles streaming of image data from local cache to the GPU. 
 
dsLayer 
The dsLayer object handles the node tree structure of dsNode objects. It also contains 
dsDataSource objects which stores information about the height and image datasets used by 
the layer. The dsLayer class stores information about the layer such as the tessellation of the 
geometry and the size in degrees of the nodes. The class also stores the configuration of the 
heightmaps such as the number of levels contained per heightmap and the number of 
heightmap levels. 
  
dsDataSource 
The dsDataSource object contains information about a dataset which may contain either 
height data or image data. The information stored in the object is the latitude - longitude 
boundaries of the dataset, the number of levels it contains and information about the cache 
directory and the call string to the dataset server used by the dataset. 
 
dsNode 
The dsNode is the node object of the node-tree. A dsNode contains both geometry and texture 
data which is used to render the area covered by the node. 
 
dsHeightmap 
Nodes on specific levels contain a dsHeightmap object which stores the height data calculated 
from a height map image. 

4.8.2 The update algorithm 
The main update algorithm is executed once every frame before the object is rendered. The 
main purpose of the update algorithm is to perform LOD and culling calculations and to 
update streaming of texture and height data. 
 
The update algorithm is divided into steps and has been somewhat simplified to demonstrate 
the most important parts of the algorithm. The update algorithm runs an update function in 
three classes: the DynamicalSphere class, the dsLayer class and the dsNode class. 

4.8.2.1 DynamicalSphere update function 

 
 

Camera Collision

Gpu Memory Management 

Update Streaming Data 

Update Layers 
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Camera Collision 
The first step in the update algorithm is to perform collision detection between the camera and 
the terrain as described in chapter 4.5.3 to make sure the camera does not collide with the 
terrain. 
 
GPU Memory Management 
The second step in the update algorithm is to manage the GPU memory by limiting the 
number of textures present in GPU memory as described in chapter 4.7.1. A vector of dsNode 
pointers pointing on nodes which have textures uploaded to the GPU is being kept in the 
DynamicalSphere class. If the size of the vector has exceeded a user defined limit, the texture 
is removed from the node with the least recent used texture and the node pointer is removed 
from the vector. 
 
Update Streaming Data 
The third step is to perform streaming of image data from both online and offline data 
sources. The implementation of streaming images from online and offline sources is described 
in chapter 4.8.3. 
 
Update Layers 
The fourth step is to update all of the enabled layers by running the update function in 
dsLayer. 

4.8.2.2 DSLayer update function 

 
resetNodes 
The resetNodes step resets visibility and culling status values of the visible nodes in the node 
tree. 
 
Memory Management 
The second step limits the size of the node tree by removing the nodes which are least recent 
used when the size of the node tree has exceeded a user specified limit. This process is 
described in chapter 4.7.2. 
 
Update Node Tree 
The nodes in the node tree are updated by iterating through the nodes on the first level and 
executing the update function in the dsNode class as described in chapter 4.8.2.3.  
 
Update visible Nodes 
In this step the visible nodes vector is iterated and the updateTexture and updateHeightmap 
function is executed for each visible node in the vector. Also, the current neighbours are 
found for each visible node and the shared edges are fixed to prevent holes in the terrain as 
described in chapter 4.5.2. The vertex pointers used to render the geometry are updated to use 
the fixed edges. 

resetNodes 

Memory Management 

Update Node Tree 

Update Visible Nodes 
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4.8.2.3 DSNode update function 
The update function in dsNode traverses the node tree and updates the nodes. The main 
purpose of the update function is to find the visible nodes by traversing the node-tree and 
performing LOD and culling calculations. 
 
At first the visibility of the node is calculated by performing the culling tests described in 
chapter 4.3. If the node is visible, a texel to pixel ratio test is performed. If the texel to pixel 
ratio test is passed, the texture and the heightmap of the node is updated and the node is added 
to the vector of visible nodes in the DSLayer class. 
 
If the node does not pass the texel to pixel ratio test, the node tree is traversed further running 
the update function on the children to the node. If the node does not have any children, the 
node tree is expanded and child nodes are created. The algorithm is presented below in 
pseudo code. 
 
 calculateVisibility()  
 if( inFrustum ) 
    calculateTexelPixelRatio() 
    if( texelPixelRatio == OK ) 
       layer • addToVisibleNodes(this) 
    else if( texelPixelRatio == NOT_OK ) 
       if( !hasChildren )                        
         createChildren()                                                            
       if( hasChildren ) 
         for every child 
           update()           

4.8.2.4 Update Texture function 
The purpose of the update texture function is to add the node as a stream candidate if the 
texture belonging to the node is not downloaded and ready. Also, if the node does not have its 
texture downloaded and ready the highest resolution texture data available covering the same 
area as the node will be searched for and used as described in chapter 4.4.1. The texture 
update function is presented below in pseudo code. 
 
if( texture_status == NO TEXTURE && level <= nr_of_texture_levels ) 
  // Add to local stream candidates if there is no texture currently being 
  // streamed from a local drive.   
  if( okToStreamLocalTexture ) 
    calculateAreaOnViewPlane() 
    addLocalTextureStreamCandidate() 
 
  // Add to server stream candidates if the texture is not in local cache    
  // and if there is no texture currently being streamed from a wms server. 
  if( okToStreamOnlineTexture ) 
    calculateAreaOnViewPlane() 
    if( clippedAreaOnViewPlane > 0 )  
      addServerTextureStreamCandidate()  
 
if( texture_status != FINISHED )    
  if( has_children ) 
    checkChildrensTextureStatus() 
 
  if( parent != NULL ) 
    parent -> checkForBasePatch() 
    if( changedBasePatch && baseTexturePatch != NULL ) 
      recalculateTextureCoordinates(); 
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// Set active texture 
if( texture_status == FINISHED ) 
  activeTexture = texture 
  timeWhenTextureLastUsed = getTime() 
 
else if( textureStatus != FINISHED && baseTexturePatch ) 
  activeTexture = baseTexturePatch -> getActiveTexture() 
  baseTexturePatch -> setTimeWhenTextureLastUsed() 
 
else if( getDefaultTexture() ) 
  activeTexture = getDefaultTexture() 
 
// Update active texture coordinates 
if( baseTexturePatch ) 
  activeTexCoords = calculated tex coords 
else if( use global texture ) 
  activeTexCoords = global tex coords 
else 
  activeTexCoords = local tex coords 

4.8.2.5 Update heightmap function 
The purpose of the update heightmap function is to add the node as a stream candidate if the 
node does not have sufficient height data. If the node does not have sufficient height data 
height data from ancestors will be searched for and used to interpolate new height values. The 
heightmap update function is presented here in pseudo code. 
 
if( heightmapStatus != HEIGHTMAP_FINISHED ) 
  if( heightmapPatch -> heightmapStatus != HEIGHTMAP_FINISHED &&    
      nrHeightmapDataSources > 0 ) 
    if( okToStreamLocalHeightmap ) 
      heightmapPatch -> calculateAreaOnViewPlane() 
      addLocalHeightmapStreamCandidate() 
    
    //  If height map data is not in local cache it will be streamed from    
    //  wms 
    if( okToStreamOnlineHeightmap ) 
      calculateAreaOnViewPlane() 
      addServerHeightmapStreamCandidate() 
       
  // Check if the height map patch has a height map finished 
  if( heightmapPatch -> heightmapStatus == HEIGHTMAP_FINISHED )  
    calculateVerticeHeights() 
   
// A node higher up the node tree with a heightmap is searched for and  
// the height values are interpolated from there. 
if( heightMapStatus != HEIGHTMAP_FINISHED ) 
  checkForBaseHeightmapPatch()   
  if( changedHeightmapBasePatch ) 
    calculateVerticeHeightsInterpolated() 
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4.8.3 Streaming of data 
Local streaming of data 
The texture format used in most online datasets is 8 bit Jpeg compressed images. The image is 
loaded and decompressed using the SDL image library running in a separate thread handled 
by the TextureLoader class. The pixel values from the jpeg image are stored in an 
SDL_Surface struct which is transferred to the main thread when the image has been loaded. 
 
As described in chapter 4.6.4 uploading a texture to the GPU and creating mipmaps may 
consume more time than what is allowed given the available time budget for the current frame 
rate. To prevent a stuttering frame rate, the capabilities of the texture loading class in Uniview 
was extended in this project to support uploading a texture to the GPU and creating mipmaps 
in separate steps. 
 
The texture is uploaded in steps by sending parts of the texture each update using the OpenGL 
function glTexSubImage2D. When the full image has been uploaded, mipmaps are created in 
steps using the OpenGL Utility Toolkit function gluScaleImage to downsample the image. 
The mipmaps are uploaded to the GPU using the glTexSubImage2D function. 
 
The devil image library is used to load heightmap images since it supports loading 16 bit png 
images which is the format used by most online height datasets. The height values are 
transformed as described in chapter 4.5.1 and stored in the dsHM class. 
 
Online streaming of data 
Prior to this project Uniview had the capability to stream images from WMS servers using a 
library called WMSLib implemented in the WMSHandler class. For this project however, the 
capabilities of the WMSHandler class was extended to be able to stream images from 
arbitrary http servers and to store them on arbitrary locations on a local disk. The new features 
developed for this project required relatively small modifications to the WMSHandler class. 
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5 Result 
The result of the project is a terrain renderer capable of rendering large planets at interactive 
frame rates. The project has been successfully implemented into the Uniview application 
which makes it possible to use it in dome environments. The system developed supports 
streaming of high resolution height and image data through the WMS standard and image data 
through servers using the World Wind standard. 
 
A LOD system was developed to achieve real time rendering of the planetary terrain. The 
LOD system is compatible with the mapping of the online datasets and uses patches of 
geometry connected by a quad tree structure. The height and image data streamed from online 
datasets are cached on a local disk to provide fast access of previously visited areas of the 
terrain. 
 
Two different techniques are used in the project to combine multiple datasets. The first 
technique is based on rendering multiple layers on top of each other. Using this technique 
layers can be blended by adjusting the opacity value of layers. The other technique is based on 
using data from different datasets depending on what part of the planet that needs the data. 
The first technique is suitable for blending multiple layers of image data while the other 
technique is more suitable to use for combining multiple height datasets. 
 
The atmosphere shader[7] has been integrated into the project. The shader is based on 
physical calculations of how sunlight scatters in the atmosphere and adds a great deal of 
realism to the planet. 
 

 
Figure 24. Screenshot of Florida rendered using the Modis Daily dataset. 
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Figure 25. Screenshot of hue mapped height data blended with BMNG. 

 

 
Figure 26. Screenshot of mountains rendered using the Landsat dataset. 

 

 
Figure 27. Screenshot of Mount Everest rendered using the Landsat dataset. 
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6 Discussion 
The project has given me the opportunity to learn a lot about programming, system design and 
computer graphics and in particular terrain rendering. The time spent in New York was very 
interesting meeting new cultures and a lot of interesting people within the field of astronomy 
and computer graphics. Having the possibility to spend time testing the project in the 
planetarium dome at the Hayden planetarium at the American Museum of Natural History 
was very valuable and inspiring. 

6.1 Discussion of the result 
Creating a planet renderer is a project with a rather large scope covering areas such as terrain 
rendering, data streaming, system design etc. There are areas of the project that can be further 
improved and optimized. Given more time, I would like to explore using some alternative 
techniques which will be discussed in the next section. Having said this however, the goal of 
creating a planet renderer capable of rendering planetary terrain at interactive framerates 
using height and image data from online datasets has been reached. 
 
The main bottleneck in performance is not rendering the actual geometry since modern 
hardware can render a large numbers of polygons with ease but rather the streaming of the 
actual data from the local drive. This is an area which I believe could be further optimized 
given more time. Although on a system with a reasonable fast hard drive the streaming 
performance does not exceed the frame budget of 33ms per frame. 
 
The uneven distribution of tiles in the online latitude-longitude datasets used in this project 
results in a higher concentration of textures and geometry near the poles which is obviously 
an unwanted feature. Setting a tessellation limit puts a cap on the amount of geometry and 
textures near the poles. However, using a different mapping such as cube mapping in the 
datasets would be more desirable for a planet renderer since it provides a more even 
distribution of data over the planet. The reason for using latitude-longitude mapping in the 
online datasets is probably to efficiently provide a texture covering specific latitude-longitude 
coordinates.  

6.2 Future improvements 
A project such as this will never be "finished" in the sense that it will always be possible to 
add new features. There are a few technical features I would like to explore given more time. 

6.2.1 Real time composition of texture tiles 
I would like to explore the possibility of transforming the mapping of texture tiles in real time 
by composing new textures from the textures found in the online datasets.  
 
Transforming texture tiles into a new mapping would allow tiles to be transformed into a 
mapping compatible with the "cube to sphere" tessellation scheme. As described in chapter 
3.1.1 this leads to a more even distribution of the geometry resulting in greater rendering 
performance. 
 
Another benefit is that the performance of combining multiple datasets would be enhanced. 
Instead of blending datasets by rendering multiple layers of geometry, rendering an 
unnecessary amount of geometry, datasets can be combined in the texture composition 
process. 
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A possible way of transforming tiles in real time is to use the render to frame buffer extension 
in OpenGL to render the new tiles using a pixel shader to correctly sample the tiles from the 
latitude - longitude datasets. 

6.2.2 Efficient geomorphing on the GPU 
Another feature I would like to explore is to use geomorphing to prevent the popping effect 
when switching between different LOD levels. This technique can nowadays be implemented 
efficiently by a vertex shader on the GPU[11]. Using a vertex shader to control the geometry 
also presents the possibility of creating a smooth transition when new terrain height data is 
loaded. 

6.2.3 Texture compression 
Using textures compressed in a format such as DDS which can be decompressed on the fly by 
the GPU would greatly reduce the memory bandwith required to upload textures as well as 
increase the number of textures which can be stored simultaneously on the GPU.  
 
It is possible that compressing the texture data to the DDS format is too performance 
demanding to be done during runtime. If that is the case there could be an option to convert 
the cached texture data into the DDS format. A downside of caching textures in the DDS 
format is that the format does not compress as efficient as jpeg resulting in a larger cache. 

6.2.4 Procedural synthesis 
I would like to explore the possibility of improving terrain detail by using procedural 
synthesis. Since there are high resolution datasets of the earth terrain available, procedural 
terrain would be most useful to improve terrain detail of far away planets. The appearance of 
image data can also be enhanced by adding procedurally generated noise such as Perlin 
noise[12]. 
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