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ABSTRACT 
This thesis presents the implementation of the AI model and the behaviors of the 

interactive art installation and guidance system Source.Code developed by Ars 

Electronica Futurelab. The AI model is built on a hybrid control system with a rule 

hierarchy tree describing the intelligent characters of the installation. This thesis 

describes the entire real time AI model implementation from the decision model 

down to the navigation system and the collision detection. The thesis also positions 

the AI part of Source.Code in an interactive storytelling context. 



  ii 

KEYWORDS 
Artificial intelligence, interactive art, guidance system, steering behavior, interactive 

storytelling. 



  iii 

ACKNOWLEDGEMENTS 
This thesis was possible thanks to the fantastic people at the Ars Electronica 

Futurelab. In particular, I wish to express my gratitude to Horst Hörtner, the creative 

director of the Futurelab and of the Source.Code project, and to Christopher 

Lindinger, key researcher at the Futurelab and supervisor of this thesis. 

I want also to thank Pierangelo Dell’Acqua for taking such an interest in both the 

theoretical and the practical part of this thesis. Thanks to Henrik Wrangel, Anders 

Persson and Simon Gustafson for proof reading and feedback.  

This thesis was financially supported by Sparbanksstiftelsen Alfa. 



  iv 

TABLE OF CONTENTS 

1 INTRODUCTION ..................................................................................... 1 

1.1 Thesis Layout ................................................................................................................ 1 
1.2 Purpose and Motivation ............................................................................................... 1 
1.3 Problem Description .................................................................................................... 2 

1.4 Objectives ...................................................................................................................... 3 
1.5 Method ........................................................................................................................... 3 
1.6 Definitions ..................................................................................................................... 4 

2 BACKGROUND AND RELATED WORK ........................................... 5 

2.1 Human Interaction ....................................................................................................... 5 
2.1.1 Definition of Interactive ................................................................................................. 5 
2.1.2 Interactivity in Source.Code ........................................................................................... 5 

2.2 Media Art as Guidance System ................................................................................... 6 
2.2.1 Interactive Storytelling ................................................................................................... 6 
2.2.2 Storytelling in Source.Code ........................................................................................... 6 

2.3 Animated Underwater Animals .................................................................................. 7 
2.4 AI Engines in Computer Games ................................................................................. 8 
2.4.1 Steering Behaviors ......................................................................................................... 8 
2.4.2 Navigation ...................................................................................................................... 9 

2.4.3 Collision Detection ....................................................................................................... 10 
2.4.4 Environment Knowledge .............................................................................................. 10 

2.5 Installation Design ...................................................................................................... 11 
2.5.1 Hardware Layout .......................................................................................................... 11 

2.5.2 Software Layout ........................................................................................................... 12 

3 IMPLEMENTATION ............................................................................ 13 

3.1 System Overview ........................................................................................................ 13 
3.2 AI Model ...................................................................................................................... 14 
3.2.1 Supervisor, Controller and Plant .................................................................................. 15 
3.2.2 Updating the AI ............................................................................................................ 16 

3.3 Object Data Structure ................................................................................................ 17 
3.3.1 States ............................................................................................................................ 17 

3.3.2 Feelings ........................................................................................................................ 18 

3.3.3 Triggers ........................................................................................................................ 18 

3.3.4 Physics .......................................................................................................................... 18 
3.3.5 Knowledge about the Environment .............................................................................. 19 
3.3.6 Collision Detection Module ......................................................................................... 20 

3.3.7 Navigation Module ....................................................................................................... 20 
3.3.8 Functions ...................................................................................................................... 21 

3.4 Human Interaction ..................................................................................................... 21 
3.4.1 Contours and Circles .................................................................................................... 22 
3.4.2 Interaction Behaviors ................................................................................................... 22 

3.4.3 Spreading the Interaction ............................................................................................. 23 
3.4.4 Guiding the Visitor ....................................................................................................... 23 

4 RESULT ................................................................................................... 24 

4.1 Performance ................................................................................................................ 24 
4.1.1 AI Update ..................................................................................................................... 24 



  v 

4.1.2 Network ........................................................................................................................ 27 

4.2 Human Interaction ..................................................................................................... 28 
4.3 Guidance through Interactive Storytelling .............................................................. 29 

4.4 Reusability of the AI Model ....................................................................................... 29 
4.5 Limitations .................................................................................................................. 30 
4.5.1 Body Collision Detection ............................................................................................. 30 
4.5.2 Little Control over Body Animation ............................................................................ 30 

5 DISCUSSION .......................................................................................... 31 

5.1 Conclusion ................................................................................................................... 31 
5.2 Future Work ............................................................................................................... 32 
5.2.1 Goal Driven Intelligence .............................................................................................. 32 

5.2.2 Narrative and Scripting ................................................................................................ 32 
5.2.3 Communication between Objects ................................................................................. 32 
5.2.4 Prioritizing the AI Update Loop ................................................................................... 32 

5.2.5 Body Animation and Collision Detection .................................................................... 33 
5.2.6 Learning ....................................................................................................................... 33 

6 REFERENCES ........................................................................................ 34 



  1 

1 INTRODUCTION 
This thesis describes the artificial intelligence engine of the interactive installation 

Source.Code, developed by Ars Electronica Futurelab from August 2006 to March 

2007. Source.Code is a guidance system integrated into the architecture of the 

software company SAP headquarters in Walldorf, Germany. The purpose of the 

guidance system is to direct visitors from the parking space in through the building 

and up to the visitor’s reception at the fourth floor. Source.Code is also a 

visualization of the workflow of SAP and allows visitors to interact with 

representations of internal business processes in the form of abstract animals. 

This thesis serves as a fulfillment of the Master of Science degree in Media 

Technology and Engineering at Linköping University.  

1.1 Thesis Layout 
This thesis consists of five chapters. Chapter one describes the purpose, goal and 

structure of the work presented in this thesis. Chapter two gives the background 

necessary to understand the implementation and discussion of the work. Chapter 

three presents the implementation of the project. The results of the project are 

presented and discussed in the chapters four and five. 

1.2 Purpose and Motivation 
The interactive installation Source.Code, developed by Ars Electronica Futurelab, is 

an art installation serving as a real time interactive guidance system for visitors to the 

software company SAP’s headquarters. The installation guides the visitor from the 

parking lot, into the building and up to the fourth floor. Outside the building, the 

visitor is guided by a natural element, a stream of water. Indoors the visitor is guided 

by digital elements, representations of SAP business processes in the form of animals 

swimming in a virtual stream. Source.Code has the purpose of bringing the visitor 

closer to the building. 

The purpose of this thesis project has been to develop a general structure for 

handling artificial intelligence (AI) for interactive installations and to design the 

behaviors of the intelligent animals in Source.Code in order to guide the visitors 

inside the building and present the dynamic business solutions workflow hosted by 

SAP. An AI engine needs to feature a structure for selecting behaviors for the 

characters represented in the system, in the case of Source.Code: the abstract process 

animals. 
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Figure 1. Overview and close-up of the pool area of the Source.Code installation. The 

image to the right shows three of the animal types living in the installation. Each animal type 

represent one type of business solutions developed by the software company SAP. 

1.3 Problem Description 
An interactive environment must respond both rapidly and rationally to visitor 

presence and actions, in order to catch the visitor’s attention. When talking about 

interactive environments and installations it is crucial to have a clear definition of 

when an installation is interactive. This thesis will assume the definition presented in 

chapter 2.1 where interaction is more than a system responding to visitor input. To be 

interactive the system needs to rationally act on the visitor, not only the visitor on the 

system. 

An artificial intelligence model competent of handling interaction between multiple 

visitors and animals in real-time can make such interaction possible. The AI model 

needs to be able to select behaviors and handle interaction for all animals in the 

system simultaneously and it needs to be generalized to handle situations not 

appearing in Source.Code, but in future interactive installations. 

 

Figure 2. Five of the process animals. The design of the animals, both visually and 

behaviorally, was necessary to design the AI model. 

Designing behaviors consists of two parts. The first is to design the actual behaviors 

of the different animal types and the other is to select a suitable animation model for 

these behaviors. It is important to consider the medium in which the animals of 

Source.Code move, virtual water, as well as the type of behaviors the animals have, 

flocking and overlaid actions, to be able to make the proper decision on the 

animation model. The behaviors must reflect and communicate the dynamic and 

diversity of the SAP business processes and business solutions. 
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This thesis approaches the problem of guiding the visitor as a problem of interactive 

storytelling. The story in Source.Code is built upon the animal characters 

representing the business processes and their combination into more complex higher 

order business processes. It is a linear story where the animals try to convince the 

visitor to follow the flow from the ground floor up to the visitor reception in the 

fourth floor. The AI model needs to support this level of interactive narrative. 

1.4 Objectives 
The task, as described in the previous sections, was deconstructed into the following 

objectives. A general AI system needs to have the following properties. 

Interaction response must be immediate to catch passing by interactors’ 

attention, implying that the system needs to run in real-time at 30 frames per 

second. 

The AI model needs to be general and possible to apply in other installations. 

The AI model needs to support interactive storytelling to work as a guidance 

system. 

The behaviors of the animals need to have the following properties. 

A visitor has to be able to tell SAP business process from each other on the 

behavior of the animals. 

Animals need to reflect the dynamic and diversity of the SAP business 

processes they are representing. 

These objectives together formed the goal of this project. 

1.5 Method 
Computer game AI developers have tackled similar problems for a long time and a 

lot of experience can be found among developers like Craig Reynolds, Damian Isla 

and Steve Rabin. Through the experience of computer game design, media artists 

have a wide range of solutions for specific and general problems arising during AI 

development at their hands. This has been a cornerstone in the development of the AI 

server for Source.Code. 

The project started with a behavior design phase to find the behaviors suitable for 

business process animals. The outcome of this phase was then used to consider the 

choice of animation model including the aspect of interaction.  

The AI model was selected to be general and straight forward for future 

development. During the process of the project the model was altered according to 

the purpose of the installation and the generality needed for future development of 

interactive environments. 
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1.6 Definitions 
These terms and words are used frequently and in specific senses throughout this 

thesis. 

Animal and Object - An object is the representation of a character in the system. 

Objects do not necessarily have to have a visual representation. It can be connected 

to an intelligence structure or obey commands from other objects. All animals in 

Source.Code are objects. They are referred to as animals when discussing the 

visitor’s experience with Source.Code and as objects when discussed as a part of the 

general AI server. 

Visitor and Interactor - Visitors interacting with the system and their representations 

within the AI server are called interactors. They are referred to as visitors when the 

purpose is to discuss them as persons with intent or feelings. They are referred to as 

interactors when discussing them through the eyes of the objects or as a part of the 

software.  

AI Server - The software handling the AI model and the objects is called the AI 

server. The AI server communicates with other software in the installation. 

AI Model - The algorithm an object has to go through to make a decision is in this 

thesis referred to as the AI update model or shortly the AI model or AI engine. This 

is the heart of the AI server. 
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2 BACKGROUND AND RELATED WORK 
This chapter presents the theoretical background needed to understand the thesis 

work. 

2.1 Human Interaction 

2.1.1 Definition of Interactive 
The term interactivity applied to art installations is ambiguous and used to describe 

all sorts of reactive computer based installation. To continue the discussion on 

interactivity a clear definition of the term is needed. 

David Shaw discusses two interpretations of interactive in [18]. The first defines an 

interactive system as persons or things mutually acting on each other. The second 

and most widely used defines an interactive system as a computer with immediate 

response to input. Shaw emphasizes two problems stemming from the second 

definition, one of them being the impossibility to use interactive as a quantitative 

term. The second definition can therefore only be used to describe a system as 

interactive or not, not as a more or less interactive. The second definition describes 

what in thesis is referred to as reactive. The first definition of interactive places 

emphasis on the two way interaction and allows an analogue metric. The term 

interactive remains a diffuse concept in the discourse, but throughout this thesis 

interactive will be referring to the first definition; persons, things or computers 

mutually acting on each other. 

2.1.2 Interactivity in Source.Code 
The Ars Electronica Futurelab has worked with interactive art in various forms

1
 since 

its establishment in 1996. It has hosted well known artists like Golan Levin, John 

Gerrard and Zachary Lieberman in their artist residence program, working in the 

fields of interactive art. The experience earned over the years is the cornerstone in 

design and development of an installation of the magnitude of Source.Code. 

Interactivity is central to fulfill the two purposes of Source.Code. One purpose is to 

raise the visitor’s interest in and enlarge their understanding of the construction of 

the business solutions SAP is developing. To reach this goal the animals have to 

catch the attention of the visitors at the first glance and keep it until the message is 

communicated. This goal can be achieved through well designed interaction where 

visitors can affect the environment and vice versa. A second purpose is to guide the 

visitors from the moment they enter the headquarter area up to the visitor reception 

area in the fourth floor of the main building. This is discussed in the following 

section, but is also dependant on a good interaction design. 

Interactivity in the sense defined in the previous section is made possible not only 

through the selection of a suitable AI model, but through a careful choice of 

interaction interface. The visitor can interact with the animals of Source.Code via 26 

                                                 
1
 Cave, Gulliver’s World, Le Sacre du Printemps are environments and projects by the Ars Electronica 

Futurelab concerned with interactivity in different forms. See http://www.aec.at/en/futurelab for 

descriptions of these and other projects by Ars Electronica Futurelab. 



  6 

video cameras covering more than 70 m
2
 of interactive space, including 30 m

2
 of 

direct interaction with the animals. 

2.2 Media Art as Guidance System 
The role of the animals in Source.Code is to communicate the path from the main 

entrance to the reception desk at the fourth floor to the visitor. This is realized 

through a continuous dialogue between animals and visitors. This dialogue can be 

interpreted as a form of interactive storytelling, as mentioned in the introduction. 

2.2.1 Interactive Storytelling 
Michel Mateas discusses in his work on interactivity in art and artificial intelligence 

the relationship between interactivity and storytelling [9]. It is a complex and partly 

contradictory relationship [18, 23]. Comparing traditional media (like film or novels) 

with media of today (like computer games) where interactivity plays a crucial role 

shows that the narrative has had to step aside for interactivity. The dilemma is 

described by a quote from the computer game community: 

“I won't go so far as to say that interactivity and storytelling are mutually 

exclusive, but I do believe that they exist in an inverse relationship to one 

another. […] Interactivity is almost the opposite of narrative; narrative 

flows under the direction of the author, while interactivity depends on the 

player for motive power.” [1] 

Mateas mentions two computer game types on either end of the narrative-interactive 

scale. On the narrative end of the scale there are adventure games in which short 

stories or events are triggered depending on the player’s movements through the 

game world. Adventure games offer a fairly high level of narrative, and the level of 

interactivity is low. On the other extreme there are games like The Sims or Second 

Life, where the narrative is reduced to the minimum and all the narrative content is 

created by the players through a high interactivity level. 

As a solution to this dilemma Mateas suggests character driven storytelling where the 

rules and limits of the interactive world is expressed through virtual characters.  

“The function of interactive characters is primarily to communicate 

material and formal constraints. That is, the player should be able to 

understand why characters take the actions they do, and how these actions 

relate to the plot.” [9, p31] 

Achieving such a high level of character personality requires either an uncomplicated 

world and story or advanced artificial intelligence.  

2.2.2 Storytelling in Source.Code 
Source.Code is an interactive installation with the purpose to guide the visitors from 

the parking lot outside the building to the main entrance and then up to the fourth 

floor via the elevator. The indoor parts of the installation are inhabited by animals 

representing business processes of SAP. These animals have two functions: guiding 

the visitor and visualize the workflow of SAP. In the first part of the installation 

(stream and pool as explained below) the visitor can interact with the animals by 
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walking around on the displays mounted in the floor. The animals will guide the 

visitor towards the elevator, up to the fourth floor through the elevator and finally to 

the reception desk located at the fourth floor. 

The guidance system can be seen as a narrative system where the animals guide the 

visitor by telling a story. The story is the business workflow as a dynamic process 

which leads towards the combination of enterprise services
2
 at the end of the 

installation. The animals need to be able to communicate this story to the visitor and 

at the same time being open for interaction. 

2.3 Animated Underwater Animals 
Fish are commonly used to represent “intelligent” animals in AI applications. In 

1994 Xiaoyuan Tu and Demetri Terzopoulos presented an underwater ecosystem 

with autonomous fish [21]. They describe a physics based model of a fish where 

locomotion is a result of movement of the fish’s virtual muscles. The behavior 

modeling is dependent on three different mental state variables: hunger, libido and 

fear. The fish has a number of behaviors that can to trigger its muscles to move the 

fish and alter the mental state. 

Pierangelo Dell’Acqua et al. [4] suggest a goal driven implementation of the 

underwater ecosystem built on the AI model presented in the same paper. The fish 

selects the action that has the best chance of putting it in a certain, and possibly 

variable, goal state. The model is an extended version of behavior networks [7] 

where the actions the fish performs are directly adjusted in strength depending on its 

environment. The same group published an article [5] on supervisory control systems 

describing an AI model consisting of a supervisor, a controller and a plant. The 

supervisor is handling the logic decisions for selection of an action implemented by 

the controller and performed on the plant. A plant is a structure holding all 

information about a certain individual representing an intelligent character, or animat 

in the example given in the paper.  

An example taken from the art scene is A-Volve by Christa Sommerer and Laurent 

Mignonneau [19].  

“A-Volve is an interactive environment in which visitors can interact in real 

time with artificial creatures living in a water-filled glass pool. The virtual 

creatures are created by visitors but can evolve by themselves. Combat, 

fitness, energy level, speed of movement, reproduction, and life span decide 

the fate of the creatures in the virtual pool. They can transmit their genetic 

code from generation to generation to create an evolvable environment. A-

Volve is an artistic interactive computer installation that implements 

artificial life, genetics, evolution, and unencumbered interaction within 

virtual space.” [19, p14] 

The ecosystem implemented in A-Volve is inhabited by creatures taking on the role 

of predator or prey. Every fish is born with a fitness level and fish with higher fitness 

                                                 
2
 Enterprise service is a term for business solutions developed at SAP. An enterprise service is a 

combination of business processes and is visualized in Source.Code as a group of animals gathering 

inside the elevator. 
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levels hunt the ones with lower fitness level. By catching a prey the predator gains 

energy and therefore becomes stronger in the ecosystem. The most interesting thing 

about A-Volve in the context of this thesis, however, is that it allows visitors to 

interact with the fish and take part in the evolutionary process. This is possible via an 

interface where visitors can reach out and pet the creatures. When creatures are 

petted they swim slower and stay where the visitor is, therefore the visitor has the 

ability to help prey to flee from their hunters, or vice versa. 

One aspect of AI design connecting not only the researchers [21] and artists [19] 

mentioned in this section, but also game AI developers [17, 22] is emergent 

behavior. Emergent behavior is constructed upon very simple actions and algorithms 

that work together to make the overall system’s behavior complex. Designing 

emergent behavior is an experimental process where actions are recombined until the 

sought behavior emerges. Emergent behaviors are central in artificial intelligence 

design and often lead to new and unexpected behaviors. 

2.4 AI Engines in Computer Games 
Since AI as part of art installations is not that well developed or tested, the practical 

background knowledge for this thesis project was gathered from the scene of game 

development. Computer game AI developers are probably the most experienced 

practitioners concerning the combination of research and practical use of AI. 

Therefore the implementation is to a great extent built upon the experience gathered 

in the “AI Game Programming Wisdom” series [11, 12, 13] and related literature [2, 

3]. 

Although these books and other game development papers describe algorithms used 

for executing the decision made by the AI model, they seldom describe the AI model 

itself. One example of a good description of the AI model in a game is the paper by 

Damian Isla on the AI in Halo 2 [6]. He describes a system with a rule hierarchy 

similar to the one implemented in Source.Code. Isla’s paper in combination with 

Dell’Acqua’s research form the ground on which the implementation of the AI server 

is based upon.  

The next sections briefly describe several algorithms commonly used in computer 

games for executing character behaviors and interacting with the world. 

2.4.1 Steering Behaviors 
Characters need a model for moving around in the world. This can either be a 

physically correct simulation or some kind of simplification of reality. In computer 

games the case is normally the latter due to the performance conflicts arising when 

graphics, AI and physics programmers split the CPU of a single computer. 

Performance problems also arise when the number of characters grows. 

The most common models for animating character movements are modified versions 

of the steering behaviors presented by Craig Reynolds in his paper “Steering 

Behaviors for Autonomous Characters” [15] where he describes a model where each 

character is represented by a point mass and a local coordinate system aligned to the 

character’s moving direction. The local coordinate system can then be connected to a 

locally animated body placed at the position of the point mass. To update the position 

of the character a force is applied to the point mass at each update loop and used to 
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calculate acceleration, velocity and final position. A simplification made is the 

clamping of forces and velocities to generate a stable simulation and to fake 

frictional forces.  

In an earlier paper [14] Reynolds described a similar model used for animating 

groups of characters without animating each member separately and without having a 

leader that is followed by every member of the group. He later refers to this as an 

interacting particle system [16] and it is based on a merge of three simple rules: 

cohesion, separation and alignment
3
. Cohesion is the character’s will to move 

towards the center of its neighboring group members. Separation is the will to stay at 

a certain minimum distance from each neighboring group member. Alignment is the 

will to move in the same direction as its neighbors. As the name suggests, interactive 

particle system denotes a system whose flocking behavior is flexible and can react to 

a changing environment with moving obstacles. This model has come to dominate 

group animation in both computer games and special effects in film.  

2.4.2 Navigation 
To travel large distances and to navigate complex environments characters need a 

tool to plan their path from a starting point to a target point. A navigation model 

consists of an abstract representation of the world and a path finding algorithm. 

There are many alternatives for both and the most popular will be mentioned below. 

The representation of the world, or the map, is completely dependant on the virtual 

world in which it will be applied. A popular approach is to divide the environment 

into smaller areas, containing no obstacles, connected to each other and let characters 

navigate between these areas. Another approach is to cover all navigable areas with 

navigation points and let characters move between these points. The choice of map is 

highly dependent on the complexity of the world and if it contains dynamic obstacles 

or not. 

The path finding algorithm is to great extent a question of the smoothness of the 

generated path. Advanced algorithms, like the A* algorithm, generates optimal paths, 

meaning the shortest possible path, from start to goal. Simpler algorithms can find a 

path quicker, but maybe not the shortest. To find the shortest path is not always 

wanted by game developers, since humans usually make mistakes when searching 

the path to a goal. Although variations of the A* algorithm is widely used, the path 

found is often deconstructed and altered afterwards to generate a more believable 

path. 

Another dimension concerning path finding is whether to generate the path in steps 

or entirely at starting point. Generating the path in steps spreads the performance 

demands over time and allows the character to be more reactive to dynamic 

obstacles.  

                                                 
3
 These three terms where referred to as flock centering, collision avoidance and velocity matching, 

respectively, in Reynolds’ early paper [14]. 
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2.4.3 Collision Detection 
Characters need a tool to sense obstacles in the environment. Collision detection is a 

well studied area and there are fast open source libraries available. Source.Code is 

implemented using the Open Dynamics Engine (ODE), which offers a tool for 

finding intersection points and normals between various geometrical forms. 

A computer game character usually has a certain view range inside which it can see 

obstacles. A common way to implement this is to extend some kind of geometry 

along the character’s line of sight and check if it collides with any obstacle. Varying 

this geometry in size and shape simulates different levels of perception by the 

characters. 

2.4.4 Environment Knowledge 
An important issue for a character to make proper decisions in a dynamic world is to 

have proper knowledge about the surrounding environment, especially about 

neighboring characters and other moving objects. Scanning the world for characters 

is an algorithm of exponential complexity with respect to number of animals. For an 

application with a high number of characters it is crucial to minimize the time of 

evaluation. 

One way of optimizing this process is to split the world into a hierarchical structure 

of cells, each containing a smaller number of characters. A common structure is a 

quad-tree structure of cells where cells are dynamically divided into smaller cells 

until a cell contains less then a certain number of characters. The lookup process for 

this algorithm can be very effective, but the calculation of the quad-tree takes more 

time. 

Another option is to use a static cell structure and let characters be placed inside this 

static grid of cells. Each loop a character has to traverse the cell grid once to find its 

place and once to find all cells intersecting with the character’s field of view. The 

cost of traversing the cell grid is linear to the number of cells, implying that the 

number of cells has to be adjusted to find the best performing assemblage of cells 

and number of characters.  

 

Figure 3. Data wheel and pool seen from the left (left), stream seen from the entrance 

(middle) and the stele outside the building (right). 
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2.5 Installation Design 
Describing the hardware and software design of the complete installation is outside 

the scope of this thesis. Therefore only the parts of the installation connected to the 

AI server will be described in this section.  

2.5.1 Hardware Layout 
In the main building, several displays are mounted in the floor forming a stream 

running from the entrance to the atrium center where the displays form a pool. A 

water wheel covered with displays is mounted at the center of the pool (data wheel). 

At the poolside facing away from the entrance is an elevator taking visitors to the 

fourth floor. Displays are mounted inside the elevator shaft visible through the glass 

walls of the elevator car. 

 

Figure 4. Overview of the indoor part of Source.Code. 

Just outside the elevator doors at the fourth floor displays lead to the Diffusion Wall, 

which is made from displays mounted in the wall. The installation continues with the 

Data Fall, also a wall of displays forming the end of the guidance system. At the 

fourth floor, the Dataquarium allows visitors to have a closer look at the process 

animals and what they represent? 

A stele outside the building features an interface reading the visitor’s pulse, which it 

transmits to the AI server. The heartbeat is rendered as an increase of intensity of all 

displays which lets the installation pulse to the heartbeat of the visitor. 
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Figure 5. Dataquarium (left) and Data Fall (right). Both at the fourth floor. 

2.5.2 Software Layout 
The software architecture consists of six main parts explained shortly in this section 

with focus on the AI server. These parts can be categorized in two groups in relation 

to the AI server: input and output. The input consists mainly of representations of 

interactors from the Computer Vision Clients covering stream and pool at the ground 

floor. The elevator control delivers the state of the elevator, the content control 

triggers the birth of objects in the system and the pulse control forwards the pulse 

from the stele.  

In the output part there are 24 Render Clients receiving render instructions from the 

AI server. All Render Clients receive the same information and according to their 

rendering frustum, they will discard irrelevant information and render only the 

animals visible in the area covered by the four displays connected to that particular 

Render Client. The AI server forwards pulse information to the Data Fall and the 

Dataquarium.  

 

Figure 6. Schematic layout of the software in Source.Code. 
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3 IMPLEMENTATION 
This chapter starts by giving an overview of the system and by describing the 

different parts of the software. Then it illustrates the object data structure and the AI 

update model. Finally it describes the interface between visitors and objects. 

The chapter will not cover all parts of the AI server implementation. Instead it will 

focus on the AI update model and the parts it depends on. 

The application was developed in C++ under Windows XP. It depends on OpenGL 

and Open Dynamics Engine. 

3.1 System Overview 
The AI server animates artificially intelligent objects by updating their behaviors. 

Every object is divided into one AI part and one physics part. The two parts are 

updated separately. The object’s AI part consists of a supervisor, a controller and 

multiple rules, as described by Dell’Acqua [4, 5] (see Chapter 2). This structure is 

described in detail in Chapter 3.3. The objects are organized in an Object Manager 

that handles an array of all objects in the system. The object manager is called at 

every frame and updates the objects loaded via the supervisor. It also removes dead 

objects from all relevant data structures.  

 

Figure 7. Data flow inside the AI server and interfaces communicating with other parts of 

the installation. 

A structure for handling world knowledge (such as world boundaries, static obstacles 

and the navigation map) and global environment information, combined under the 

name World Data, can be accessed from all objects in the system. The global 

environment information is updated at each frame before the Object Manager is 

updated. Contained in the World Data are among other things the Navigation 
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Manager, Interactor Manager, Obstacle Manager and Cell Manager. These are used 

by the objects to navigate the world as well as by the supervisor to select the 

appropriate behavior. 

The AI server receives its input through communicators reading data via a UDP 

interface. Information is stored in the World Data structure at appropriate places and 

changes the local and global environment of the objects. New objects are spawned 

from the content control server sending commands to the AI server via the content 

control communicator. Objects are inserted into the Object Manager via an Object 

Factory. The information about the objects is sent to the Render Clients in a similar 

manner. 

The selection of objects moving up together with the elevator is controlled through 

the Enterprise Service Manager. Objects form groups (representing a business 

solution) depending on the number of objects available in the pool at the moment the 

elevator door opens.  

3.2 AI Model 
Objects are separated into several types and each type share the same setup of 

behavioral states. An object can remain in the same state or change to another one 

depending on the environment. For example, a transition from a flocking state to an 

interaction state can be triggered by an interactor entering the object’s view range. A 

state change can also be triggered by other objects, for example, when a group object 

asks another object to join that group. In case the object accepts, it will change its 

current state to a new state partially controlled by the group object. 

 

Figure 8. The AI model state machine. 

Figure 8 shows the state machine implemented by the AI server. Every object is 

initiated with an initial state depending on the object type and evaluated for the AI 

update condition at the top of Figure 8. Either an object updates its physics and its AI 

or it updates only its physics. The lower half of the diagram represents the AI update 

functionality (described in detail in section 3.2.1). The AI update condition evaluates 
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when the object was last updated and how soon the next frame has to be sent to the 

Render Clients. When an object is updated, first the environment of this object is 

evaluated. This might result in a state change, including state entry actions and 

execution of state controller. If the object does not change state, the old state’s 

controllers are executed once again to update the current behavior. 

A state machine as the one in Figure 8 is called a finite state machine and can be 

illustrated by a state diagram describing all possible states and transitions. Figure 9 

shows such a diagram for one of the object types. In each AI update loop an object 

has to evaluate if it is staying in its current state or not. Some of the states have 

multiple possible transitions. In such cases the evaluation of the object and its 

environment through the supervisor yields the most suitable one. 

 

Figure 9. State diagram for one of the implemented objects in Source.Code. The filled 

circle to the left marks the initiation of an object and the circle with the white border to the 

right mark the removal of an object. Pool and stream behaviors can be transitioned between in 

all directions. 

If an object can only transition into one state it still has to be determined when the 

transition takes place. Designing the state machine to force, or at least profoundly 

encourage, objects from one state to another makes storytelling possible. An object 

following a chain of states creates the impression of a planning intelligence. An 

example of using chains of states in Source.Code is when the animal enters the 

elevator and swims to the fourth floor. After a certain point in this state chain the 

object cannot return to the previous state network at all. This is shown in Figure 9 

where the object cannot return to the WanderPool state after it entered the 

ESToElevator state. 

3.2.1 Supervisor, Controller and Plant 
The AI model is based on the paper by Dell’Acqua et al. [5] describing a system 

consisting of a supervisor, a controller and a plant. The AI server uses the model of 

supervisors, controllers and plants, and a hierarchical rule structure implemented in 

the supervisor. 
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The plant is the representation of the character exhibiting intelligence, in this case the 

objects. A plant has no algorithms but is a container of information about a specific 

individual. The plant will be referred to as object in this thesis. 

The controller is a toolbox filled with actions that the object can perform. These 

actions range from basic implementations of the steering behaviors presented by 

Reynolds [15] to complex arrangements of steering behaviors and low level actions. 

The controller execute an action resulting in a force to be applied on the object. 

Source.Code implements a hybrid control system as described in [5] where dynamic 

controller actions are continuously adjusted to the world and object situations. 

Dynamic controllers allow actions to have variable importance depending on what 

the situation requires. An example is to let the will of an object to follow larger 

neighbors be overridden by the will to avoid obstacles. These two actions are not 

states but two dynamically weighted actions. 

 

Figure 10. AI model structure. Supervisor contains a rule hierarchy. The best suitable rule 

performs a sequence of actions on the object (plant) by using the controller. 

The supervisor is the part of the AI model handling the core AI algorithm. It contains 

a set of rules being evaluated at each AI update loop. The evaluation of a rule results 

in a strength value indicating the adequacy of the rule. At each cycle, the rule with 

highest strength value is selected and performed (thereby altering the state of the 

object via the controller actions).  

Rules can be organized in a multi-layered hierarchy inside the supervisor as 

illustrated in Figure 10. Only leaf rules can be performed. A node has to return an 

evaluation strength value greater than zero for the supervisor to continue down that 

branch of the hierarchy. That a node has non-zero strength means the rules below are 

allowed to be evaluated given the object and world status. 

The rules in Source.Code are designed to correspond to the physical layout of the 

installation, which means that the node rules returns zero if the object is positioned 

outside a specified area. The supervisors also have rules at the root of the rule 

hierarchy, which are evaluated in all areas of the installation. The hierarchy increases 

the performance of the system since fewer rules have to be evaluated per object. 

3.2.2 Updating the AI 
All objects are handled by the Object Manager updating them as fast as possible. The 

update is divided into physics update and AI update. The physics needs to be updated 

every loop to give a smooth animation. The AI, however, does not necessarily have 

to be updated that often. For most behaviors updating the AI every third or fourth 
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loop gives as good results as updating every loop. The drawbacks of delaying the AI 

update appear in behaviors where an object is expected to react immediately. 

The AI server implements partly an update algorithm presented by McLean [10]. 

McLean describes an update loop where all physics parts of the objects are updated 

at the beginning of the frame. The time remaining is randomly distributed between 

the objects to update 10%-20% of the object’s AIs. The AI server uses the same core 

idea, but instead of updating a percentage of the objects it updates as many as 

possible in the remaining frame time.  

3.3 Object Data Structure 
Objects are the representations of intelligent animals and any other form of 

intelligence in the system. The process animals are all represented as objects. The 

reason for calling it an object, not simply animal, is that an object can also be a 

representation of a group or other invisible characters. 

It is important to notice that an object is only a representation of information on 

which behaviors are applied. The actual AI is placed outside the object structure, in 

the supervisor. Due to simplicity reasons, objects will be referred to as capable of 

making decisions, although the decisions are actually made by the supervisor. This 

part of the chapter will describe the different parts of the object data structure. How 

changing it will affect its behavior will be described in the part about the AI update 

model. 

Objects can optionally have a visual representation in the installation. An object can 

have the role of guiding other objects and/or interfering with the visual objects to 

affect their behaviors without being rendered. 

 

Figure 11. The basic object member variables and functions. 

3.3.1 States 
The state of an object describes which actions it is performing. The states associated 

to an object depend on the object type. Examples of basic states are: flocking, 

wandering, interacting and dying. These are boolean states, meaning they can only 

be active or inactive. 
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States are generally public, which means that other objects can see what state a 

certain object is in. Having public states simplifies the interaction between objects, 

and no protocol for inquiring state information is needed. 

3.3.2 Feelings 
The states are complemented with variable values in the range [0..1] measuring 

playfulness and fear in the basic object type. When the value is 0, it means total 

absence of this feeling and 1 means a maximum of the feeling it is representing. The 

values can be altered depending on how long an object has been in a certain state, or 

depending on other factors. 

A typical use of these feeling values is to create dynamic behaviors. This is done by 

letting an object be in a state, A, as long as a feeling value is greater than a certain 

threshold. While in state A the value decreases until it is lower than the threshold, 

which forces the object to change state. In the following state the value increases 

again. 

3.3.3 Triggers 
Another method for changing state is to use state triggers. Triggers are used to give 

an object a command, either from another object or from itself. The commands can 

then be obeyed or ignored by the receiving object. A trigger is only active during one 

update loop, and if the object does not react immediately it is reset. 

3.3.4 Physics 
The physics model of the objects is implemented as described by Reynolds [15]. 

Each object is a point mass with velocity and orientation. The orientation is 

described by a local coordinate system aligned to the velocity in each simulation 

step. This is all the basic object type knows about its own representation in the 

world
4
. The object is updated by adding a force to the point mass. The force is 

clamped to keep the simulation stable. A velocity is calculated from this force, and 

the velocity is also truncated to simulate friction [16]. 

This implementation of the model offers the ability to add a flow to the object, which 

increases the feeling of an underwater animal. The flow can then be connected to a 

flow simulation in three dimensions. The flow is interpreted as a velocity and added 

to the velocity derived from the force. Flow does not affect the orientation of the 

object directly but can indirectly affect it through the AI model. 

Position, velocity, acceleration, orientation and the distance traveled from birth are 

the parameters sent to the Render Clients and used for calculating the object’s body. 

Since the body is calculated on the Render Clients it is very important to have a 

continuous time line along which to animate. The distance traveled from birth is this 

time line. This value is used for creating smooth wing movements by passing it to a 

sine function and to generate moving textures by scaling it.  

                                                 
4
 The object representations are extended on the render client side. Different object types are extended 

to varying degrees. Since this is kept only on the client it cannot affect the behavior of the object itself 

or those of its neighbors. 
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3.3.5 Knowledge about the Environment 
Supplementary to the world data, each object has information about its own specific 

environment. This includes interactors and objects inside a variable view range. The 

information is sorted in a data structure optimizing access to the specific object 

types. All neighbor objects are sorted in two arrays, one for all neighbors and one for 

the specific object type. Interactors are sorted in a third array. The local environment 

update algorithm also finds the closest object in each array and calculates their 

average positions. 

Separating these arrays gives objects interested in only one type of neighbor objects 

the possibility to access them without searching the complete list of neighbor objects. 

Objects need information on specific object types for updating the supervisor. To 

save the closest object in the local environment structure also speeds up the 

application since many rule evaluations are interested only in the nearest object or 

interactor. 

Updating the local environment for each object is one of the most time consuming 

processes in the AI server. The server contains at maximum around 500 objects at 

any frame and updating each object’s knowledge about its neighbors at 30 Hz is 

possible only through a subdivision of the world in smaller cells. Due to the flatness 

of the world and the absence of large open volumes, the optimized cell structure is 

two dimensional. 

 

Figure 12. Object and interactor cell grids projected on the installation floor. 

Since every cell covers 0.25 m
2
, the entire installation area consists of a grid of 332 

cells. Every cell knows which objects it contains and every object knows to which 

cell it belongs. Since an object is represented as a point mass, it can only belong to 

one single cell. The objects have a certain view range and a field of view of either 

180° or 360° around the forward vector depending on the object type. Finding the 

neighbors is done by checking all cells for intersection with the circle spanned by the 

object center point and the view range. All objects inside the intersecting cells are 

then evaluated directly with respect to the object position.  

A similar procedure is applied to the interactors and the interactor cell grid. The cell 

distribution for the interactors is not as wide spread and dense as the object cell 

distribution, since interactors appears only at the ground floor of the installation. The 

cells in the interactor cell grid are larger, between 1 m
2
 and 2.25 m

2
, and cover only 

the ground floor. 
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3.3.6 Collision Detection Module 
To allow movement, the objects can exploit a number of features implemented 

through modules. All objects have two modules: the collision detection module and 

the navigation module.  

 

Figure 13. A sketch of the collision detection rays. The last two sketches explaining the 

concept of collision position averaging and collision normal averaging respectively. The 

averaged collision normal is shown as an arrow pointing from the wall with its base in the 

averaged collision position. 

The collision detection module is based on the open source library Open Dynamics 

Engine. The module detects obstacles in front of the object using collision rays 

pointing from the center of the object forward in a trident form as illustrated by 

Figure 13. The module checks for collisions against each ray, resulting in a 

maximum of three collisions per object. The found collisions are then averaged to 

one collision point inside the pyramid spanned by the rays. A collision normal is also 

calculated in the same manner. 

Figure 13 shows the collision normal in green. The example with the straight wall 

illustrates collision point averaging when the distance to the collision points are 

differing. The closer the collision point is to the object, the more weight it will have 

in the averaging. The example with the corner illustrates the collision normal 

averaging. The rays intersect at the same distance from the object but with different 

walls, and the normal is averaged. Calculating the average has proven useful for 

corners, where objects tend to get stuck if only acting on the closest collision info.  

The collision information is used to calculate an avoidance force for the object. 

Objects can be designed to act differently on collision information. The algorithm 

used for most objects is scaling the collision normal linearly inverse to the distance 

between the object and the collision point and add a force orthogonal to the objects 

forward vector if it is moving too straight towards the wall. The length and the 

combination of the two vectors can be adjusted for objects to behave different. 

3.3.7 Navigation Module 
Objects navigate in their environment via a navigation system built on a number of 

strategically placed navigation points connected to form all possible paths an object 

needs to move. The system is based on [20] where the navigation points are loaded at 

application start and stay static. All connections between points are described in a 

matrix where one side of the matrix represents the point an object is moving from 

and the other the target point. Each cell in the matrix specifies the next point to move 

towards to reach the target point. 
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Figure 14. Example of a path generated by the navigation system in Source.Code using the 

navigation points marked as red circles. 

Figure 14 illustrates a path generated using this algorithm and steering behaviors. 

The object starting point is close to the navigation point 1 and the target is close to 

the navigation point 3. Through the navigation matrix the object calculates where to 

move. To get from point 1 to point 3 the object must move towards point 2. The 

object keeps moving towards the center of navigation point 2 until it is inside the 

area covered by the navigation point. The same procedure is then performed for 

finding the new intermediate target to get to point 3, which results in heading 

towards navigation point 3 directly. As soon as the object is inside the target 

navigation point area it heads towards the target point. 

The algorithm is very efficient because it only needs to reevaluate the target point 

when the object has reached the current intermediate target. The path generated is 

very smooth when combined with the steering behaviors and proper navigation point 

placement. To navigate properly the navigation module must know the last point the 

object passed, the target point, as well as the intermediate points.  

3.3.8 Functions 
An object has to implement a physics update and an AI update function which are 

called from the object manager. Basic physics, cell membership and any frame to 

frame non-AI is updated in the physics update while everything concerning AI is 

updated in the AI update. The AI update evaluates the local environment, the 

collisions, and the distance to the world bounds, and then selects a proper behavior 

via the supervisor. 

Each object has a killing function which is called to remove it from the system. 

Killing an object consists in removing it (and all the links to it) from every data 

structure. 

3.4 Human Interaction 
Objects interact with people entering the installation at the ground floor via a 

computer vision interface. Information about position and contours of interactors is 

sent to the AI server and inserted into a cell grid. Objects have a separate view range 

for interactors, which for most objects is used to see further when looking for 

interactors. Since interactivity is a key feature in Source.Code, it is important that the 

objects see the interactors early, giving them enough time to react properly. 
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3.4.1 Contours and Circles 
A tracked contour is filled with two dimensional circles, which are sent to the AI 

server. This choice of representation for interactors is partly due to reduction of 

network traffic. A circle has a very compact representation, only its position and 

radius. The second reason is related to the server side performance optimization: 

evaluating distances and intersections between circles involves a minimum of 

computation. 

 

Figure 15. The circles filling out the silhouette of a visitor are sent to the AI server. 

The circle representation suits the behavior model well. Most objects interact only 

with the closest circle in a group of circles representing the interactor. This is 

efficient due to the local environment pre-evaluation described in section 3.3, since 

the time for accessing the closest interactor circle is done in constant time after the 

local environment is evaluated. Following a contour is done by considering the 

closest circle, the average position of the interactor circles and the object’s moving 

direction along the circle tangent. From this data the next position along the contour 

can be calculated. 

3.4.2 Interaction Behaviors 
Interaction behaviors are defined to be unique for every animal type. In fact, a visitor 

can understand the personality of the object through its interaction behavior. Some 

objects in Source.Code are curious, some are scared, some are uninterested and some 

are overwhelmingly happy to play with the visitors.  

 

Figure 16. Case a show a contour-following behavior, case b show an edge grouping 

behavior and case c show an avoidance behavior. 

The first object type (case a) circles the contour of the interactor until the playfulness 

feeling goes below a certain threshold or the interactor leaves the installation. They 

can also switch interactor if another comes close enough. The second object type 

(case b) interacts by coming up to the interactor extremely quickly and then staying 

at the interactor contour leading to a sort of “sniffing” behavior. In combination with 

a flocking behavior this leads to small groups of objects playing at edges on the 

interactor contour. The third object type (case c) represents a larger animal and is not 

as interested in the interactors as the earlier two object types. If it encounters an 

interactor it will majestically dive down in the water and steer away from him/her.  
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3.4.3 Spreading the Interaction 
In situations where several visitors interact with the objects, especially in the pool 

area, it is critical that objects spread their interaction to all visitors. This is achieved 

through awareness of how many objects are interacting at every given moment with 

the same interactor. Objects can select the interactor inside their view range with the 

least number of interacting objects. 

One of the object types has the whole pool area as its view range when inside the 

pool. This makes very fast and distant reactions possible and therefore it catches the 

visitor’s attention. Objects on one side of the pool swims across the pool to reach 

visitors entering at the other side. 

3.4.4 Guiding the Visitor 
As discussed earlier, an installation is interactive if visitors and objects can act on 

each other. In fact, visitors act on objects in the installation by moving around and 

trigger varying behaviors of the objects. The objects’ reactions are designed to create 

a relationship between visitor and object. This is done through clear and fast 

individual object type interaction behaviors. 

The objects act on the visitors by guiding them towards the elevator onwards to the 

fourth floor. This is achieved by using the relationship built up between object and 

visitor. If the object acts in an understandable and rational way the visitor will be 

prone to take interest in why the object changes its behavior and investigates the 

reason. The best perceptible example being an object determinately circling an 

interactor while the elevator door opens. When the door opens, the majority of 

animals in the pool move towards the elevator. This is a curiosity trigger for the 

visitor and supposed to direct attention to the elevator. Objects will swim inside the 

elevator and wait for visitors to come along. 

As briefly described in the section 3.2, the design of the state transitions allows 

objects of Source.Code to guide the visitors by telling them a story. The plot of the 

story is to get the visitor’s attention at the ground floor, establish a relationship at the 

pool and show them the way to the fourth floor. This is achieved through a state 

diagram design allowing more interaction in the early stages of the installation, and 

allowing less interaction in just before and inside the elevator. An object moving in 

to the elevator will move in to the elevator as soon as it is selected by an enterprise 

service group object. At this point the object is leaving any interactive behaviors it 

was involved in with the intent to direct the attention of the visitor to the elevator. 

After entering the elevator, the visitor is guided by the object’s moving direction in 

combination with the flow of the virtual water. 
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4 RESULT 
The intent of this chapter is to evaluate the AI server, its interaction behaviors and 

the way visitors interact with the installation. The performance of the AI server is 

evaluated along with a few limitations of the system.  

4.1 Performance 
The AI server delivers object information to the Render Clients via small network 

packages sent at 30Hz. The Render Clients use the packages from the AI server as 

trigger to render the next frame, which makes the complete installation dependant on 

a stable frame rate at the AI server. This is achieved, mainly through the self 

regulating AI update loop, but also by limiting the number of objects allowed in the 

system by adjusting the spawn rate and killing objects if certain limits are exceeded. 

The two main performance issues are discussed below. 

4.1.1 AI Update 
The AI update loop is self regulating in the sense that it only updates as many object 

AI parts as possible within the remaining frame time. The algorithm is described in 

more detail in section 3.2. This effectively removes peaks in the update loop which 

would otherwise lead to a lowered frame rate on the Render Clients. The problems 

arising from such a situation is that the AI part update is delayed when the number of 

objects reaches high levels. The number of objects needed to bring the system to a 

point where it continuously only updates a percentage of all objects is well above the 

number of objects normally in the system. 

Although the decoupling of the AI is seldom needed and AI’s normally are updated 

at the maximum rate, it is used to average out the frame time peaks caused by, for 

example, object instantiations, intensive interaction or enterprise service selection 

(when elevator door opens in ground floor). Figure 17 shows a graph of the 

disposition of calculation time for different parts of the application depending on 

how many objects are in the system. All objects were of the same type during the 

tests. The test was executed with up to 1500 objects, which is a very high number, 

considering Source.Code normally contains up to 500 animals. The test was run at 30 

frames per second, corresponding to a frame time of 33.3 milliseconds. 
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Figure 17. Distribution of calculations per frame depending on number of objects. 

As seen in Figure 17, the physics update is linearly dependant on the number of 

animals in the system, but is a small part of the whole frame time. The physics 

update does not cause any problem within the tested amount of objects. The AI 

update, however, also linearly dependant on the number of objects, reaches its limit 

at 1000 objects already. The AI server compensates for the amount of objects and 

starts updating only as many objects as possible within the frame time.  

Figure 17 also shows the time needed for overhead calculations, including rendering 

objects on the AI server, and the time the AI server sleeps to reach the sought frame 

time. The sleep time is always at least a certain minimum to allow a perfect 

adjustment to the frame time. Notably the time for overhead is constant except for 

very few animals. This can be explained by the graphics card adjustment to certain 

fix frame time levels, since the application cannot have a frame time lower than a 

certain threshold. 

 

Figure 18. Percentage of object AI’s updated per frame depending on number of objects. 
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Figure 18 show the percentage of the objects updated each frame. As seen when 

comparing the two diagrams, the percentage of object AI’s updated each frame 

decreases when the frame time is not enough for the number of animals in the 

system. 
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Figure 19. Standard deviation of frame times depending on number of objects. 

Figure 19 shows the standard deviation of frame times for different amounts of 

objects. Tests reveal that frame times are not exactly constant, but have a standard 

deviation of up to 0.2 milliseconds. This is mainly due to the inexactness of the 

timing function used by the AI server which only allows a precision of 1 millisecond. 

This is not considered a problem since there are greater sources of delays in the 

rendering chain, most notable the high amount of network traffic. Another reason is 

that individual objects may need more time than predicted and thereby push the 

frame time over the allowed limit if they are calculated shortly before the AI 

updating time limit.  

The frame time exceeded the sought frame time with more than 0.5 milliseconds in 

only 0.036% of the frames for the whole test setup. Since the frames exceeding by 

less than 0.5 milliseconds are very likely to do so due to the inexactness of the timer, 

0.036% for reasons not handled by the AI update model must be considered very 

good. As visible in Figure 20, most frame time overshoots happens with many 

objects. In the range of Source.Code frame time it never or nearly never exceeded by 

more than 0.5 milliseconds. 
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Figure 20. Percentage of frames differing more than 0.5 milliseconds depending on number 

of objects. 

4.1.2 Network 
The division of the installation into AI server and Render Clients (necessary for 

many reasons) led to the need to send high amounts of data over the network. The 

traffic from the AI server to the Render Clients is linearly dependant on the 

combined number of objects and interactors in the system. A data package of 72 

bytes is sent for each object at 30Hz. When all object packages have been sent, the 

AI server sends a termination package telling the Render Clients that nothing more is 

coming and they are free to render the frame. 

The UDP protocol is used to send these packages for efficiency reasons. In fact, UDP 

involves a minimum amount of overhead data. It does not confirm the arrival of a 

package, which can be very time-consuming using a protocol like TCP. The 

drawback with UDP is that packages are not guaranteed to arrive at the target 

computer, or arrive in the same order as they were sent. This turned out not to be a 

problem when configuring the network switch to forward Render Client packages 

from the AI server to the Render Clients only. Only when testing the AI server by 

multicasting packages parallel to other parts of the installation doing the same 

without configuring the network switch, lost packages were registered. If a package 

would get lost after all, the Render Clients will render that particular object at the 

same position as the frame before. The order of packages is irrelevant for the Render 

Clients as long as they are received before the corresponding termination package. If 

two packages describing the same object are received, the older one is discarded. 

The issue with the network traffic is not related to the size of the packages sent and 

received, but to the number of packages. Even at times when the installation is under 

high pressure due to large amount of interaction, the AI server sends less than 500 

packages. Since each package is 72 bytes, the amount of data sent in the worst case is 

~8Mbit/s. This is not a problem since the installation runs on a 1Gbit network. 

Interactor data from the tracking clients is sent in a similar way but at a varying rate. 

The AI server is not depending on the speed of the tracking clients to keep its frame 

rate. The AI server will assume that when nothing is received from a tracking client 

nothing changed since the last received package. This allows the tracking client 
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frame rate to be completely free floating. This also eliminates the danger that UDP 

packages can get lost, since a lost package will be replaced by the previous package.  

4.2 Human Interaction 
Looking at visitors interacting with Source.Code is as fun as interacting with the 

installation. There was the small child, running around trying to catch the fleeing 

animals, and the sales man in a dark suit, dancing on the screen with a cup of coffee. 

Visitors usually find one process animal that they like and find more interesting than 

the others. Through that they develop a relationship with an animal and also the 

installation.  

Animals are born at the entrance of the building and swim towards the pool. Along 

their journey towards the pool they will interact with visitors walking on the stream 

or right beside it. The behaviors in the stream are designed to pull the visitors 

towards the pool. To do this the animals tend to end up playing with the visitor on 

the pool side of the visitor’s contour. By doing this the visitor’s attention is directed 

in the flow direction. Important for the complete guiding mechanism is that the focus 

of the visitor is directed from the floor towards the pool, data wheel and elevator. To 

achieve this, the animals do not stay more than ten to fifteen seconds with each 

visitor, but swim towards the pool as soon as they have caught the visitors’ attention. 

When the visitors enter the pool area animals react immediately and even more 

spirited than in the stream. The pool is the waiting area before the visitors enter the 

elevator and the animals guide the visitor to the elevator as soon as the elevator door 

opens. Before the animals go to the elevator they present themselves to the visitors 

through lively interaction behaviors. This is the moment when the relationship 

between the visitor and the animal is built up, when the sales man dance and the 

business woman jumps. Whenever the elevator door is open the animals stop their 

behaviors and moves to the elevator, showing the visitor the way to the fourth floor.  

 

Figure 21. Visitors entering elevator at the ground floor (left) and enterprise service 

visualized at the fourth floor (right). 

One of the interaction behaviors is fleeing to a visitor-free corner of the pool or 

stream to avoid the visitors. Visitors try to get closer to the animal but it always 

escape in the last minute. Another, snake-like, animal swims around the visitor’s 

contour. Since the animal has long body it leaves a trace of how the visitor moved. 

Visitors interacting with these process animals often try to fool them or make them 

loose track of the visitor. This is very hard to do without leaving the installation area. 

These are two of the most successful behaviors implemented in Sourc.Code and 
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through them animals and visitors build the relationship through which storytelling is 

possible.  

4.3 Guidance through Interactive Storytelling 
As discussed in Chapter 2, the intent of the AI server is to guide the visitor using 

interactive storytelling. Storytelling is a complex subject and this thesis did not have 

the ambition to describe a general storytelling system, but to implement a guidance 

system using the theory of interactive storytelling. The AI server does this in the 

form of straightforward character driven narrative where the information about the 

path a visitor must take is transmitted to the visitor by the animals. 

It is obvious that the story told by Source.Code has a predetermined ending and is 

therefore less interactive than most stories discussed in the context of interactive 

narrative. It has a fixed ending but an open beginning and path to that ending. Giving 

the visitor the power to alter the story with the fixed ending is also interactive 

storytelling, only with more author control, as discussed by Magerko in [8] where he 

concludes that interactive storytelling is always a struggle between author (i.e. the 

story director) and participant (i.e. the visitor) about who has more control over the 

story.  

4.4 Reusability of the AI Model 
The AI model is totally independent of the behavior model. This allows us to reuse 

the AI model for other installations. In fact, the AI model implements a decision 

module to select the action to be performed.  

 

Figure 22. View of the AI server interface showing the elevator shaft and diffusion seen 

from the right (left) and a system overview showing the complete virtual world (right). 

 

Steering behaviors are general in their definition as well, which means that the basic 

controller can be reused for other installations. There are implementations for which 

steering behaviors in the form implemented in Source.Code cannot be used. 

Installations and applications in need of flocking behaviors or other smooth emergent 

behaviors can with great advantage reuse the behavior model from Source.Code. 

Installations in need of more pre-animated movements might need to restructure the 

behavior model. 
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4.5 Limitations 
The development of behaviors for Source.Code has revealed two limitations detailed 

below in the system design. These have affected the behavior development process to 

a greater extent than the AI model development. The extra effort spent to work 

around these limitations could possibly have been avoided by a different system 

design. 

4.5.1 Body Collision Detection 
Due to the separation of the AI server and the Render Clients it is hard for the AI 

server to deal with object body animations. Since the AI server does not know the 

exact state of an object’s body, collision detection between objects cannot be 

implemented in a satisfying way. Tests with static server side object bodies were 

made, but with unpleasant results. Assuming spherical body shapes and colliding 

them against each other looks too unnatural. In contrast, leaving body collision out 

and using steering behaviors to separate objects looks much nicer, even though it 

may lead to situations where the objects can intersect. 

4.5.2 Little Control over Body Animation 
Another drawback due to the separation of the AI server and the Render Clients is 

that the AI server cannot animate the bodies of the objects to as great extent as might 

be needed for a general purpose structure. In Source.Code the objects are animated 

through a local coordinate system, velocity, acceleration and the distance traveled 

since birth. This is enough for the purpose of Source.Code and leads to noteworthy 

performance improvements when it comes to network traffic. On the other hand it 

limits the expression of object personality since the object bodies cannot be 

individually animated to the extent needed for complex characters. 
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5 DISCUSSION 
Developing an AI system is not a top-down process where one decides on a structure 

and then fills it with content. The development of the AI system for Source.Code has 

been an iterative process of structuring, behavior design, implementation and testing. 

Two of the cornerstones have been the AI update model with supervisor, rules and 

controller, and the steering behaviors. These have then been altered to suit the needs 

of Source.Code. 

Damian Isla [6] lists four design principles for behaviors that at the beginning of this 

project sounded vague and unprofessional, but has become more and more 

understandable during the project development. 

Everything is customizable – Keep all behaviors customizable because they 

will be changed to suit the final interaction concept. 

Value explicitness above all other things – To be able to design the set of rules 

defining the intelligence of an object the designer needs to be able to keep the 

overview. 

Hackability is key – Design the behaviors to allow hacks, because they will be 

needed. 

Take something that works and then vary from it – It is impossible to design a 

perfect interaction system on paper. There has to be iterations of development 

from a basic working structure. 

Isla concludes that these rules are an attempt to present a structure in the AI 

development which often seems to be a random pick of ideas and solutions. We 

agree with these principles, but we would also like to add that none of them would 

make sense if there was no well designed AI update model in the background. 

5.1 Conclusion 
As mentioned in the previous chapter the AI server achieves the sought performance 

and works as a real time guidance system for the visitors with immediate interaction 

response. The objectives specified in chapter 1.4 have been fulfilled on that point. 

The objective of reusability of the AI model has also been fulfilled through the 

supervisor, rule and controller structure described in chapter 3.3.1. The AI model can 

easily be reused for other interactive installations in need of artificial intelligence. 

Low level interactive storytelling is possible by means of intelligent characters that 

exploit the AI and behavior model. The guidance of the visitors is realized through 

the interaction between visitors and animals. 

Both objectives concerning animal behaviors listed in section 1.4 are fulfilled 

through the implementation of Source.Code. A visitor can clearly see difference in 

behavior, and through that the personality, of different process animal families. The 

dynamic and diversity of the underlying business processes are reflected in the 

animals through their interaction and internal cooperation in partially revealing of 

enterprise services in the elevator. 
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5.2 Future Work 
Although the AI sever is competent enough to handle behaviors and interaction in 

Source.Code and fulfills the objectives for this thesis, it can be improved and 

extended with other features, like the ones below. 

5.2.1 Goal Driven Intelligence 
The AI model described by Dell’Acqua et al. [4, 5] is a goal driven model. Since the 

AI model in Source.Code is based on this model it can be extended to contain goals 

and motivations for objects in a more sophisticated form. A goal driven AI can be 

useful for dynamic characters and ecosystems which are more unpredictable. 

The difference to the current AI model lies in the supervisor and how rules are 

selected. In a goal driven model a rule is evaluated by how far it takes the object 

towards a certain goal state. A state can be any combination of an object’s internal 

state variables, orientation and feelings. The AI model could be organized in a 

behavioral network where many combinations of actions leads towards a goal and 

the supervisor selects the most suitable one by evaluating combinations and 

sequences of rules. The reason for not implementing this approach in Source.Code 

was the computational effort in evaluating the rules of the network.  

5.2.2 Narrative and Scripting 
Generalizing interactive storytelling is a useful but complicated improvement to 

Source.Code. In the current AI model the story emerges from combinations of rules 

and behaviors and is heavily dependent on understanding of all mechanisms in the 

decision architecture. Abstracting the story, maybe even to a scripting language, is a 

task much greater than the development of the Source.Code AI model. Interactive 

narrative authoring languages like Façade [9] or IDA [8] are complex and still have 

many limitations. This project cannot be the starting point for such a language, but it 

provides a solid decision model and a complete working system from which small 

experiments for practical cases can be conducted to facilitate the creation of 

interactive installations. 

5.2.3 Communication between Objects 
Improvement of both behavior modeling and debugging can be achieved through a 

proper messaging protocol for communicating between objects and for giving objects 

commands. Through a communicating system objects are more abstract and can 

individually reveal or hide state variables and other information about itself to other 

objects. More abstraction of objects leads to easier behavior implementation and 

better overview of the whole system behavior. It can also be used as a debugging tool 

since anybody, including the developer can listen in to the correspondence passing 

through the messaging system and thereby get a hint on what is happening between 

objects. 

5.2.4 Prioritizing the AI Update Loop 
There is performance to gain in cases where the AI update loop has to compensate 

for many objects or complicated AI evaluations by updating only a limited number of 

objects at each frame. In Source.Code no difference is made between objects 
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depending on their type or state. Prioritizing objects currently interacting with an 

interactor or objects with more complex AI makes a more efficient use of the limited 

time available. Objects following a leader can probably safely update their behavior 

less often than the leader. Objects in areas with no interactors can be updated less 

often. 

5.2.5 Body Animation and Collision Detection 
The animation of object bodies can be improved through a more extensive protocol 

for passing commands from AI server to the Render Clients. It could be extended 

with parameters for bone positions and orientations, colors, bounding boxes or 

whatever might be useful in the specific situation. The drawback with this solution 

relies on increased network traffic. 

To increase realism of the objects, body collision has to be implemented. A part of an 

object needs to be able to collide with another object or an obstacle. This can be done 

by animating the object’s body, or a simplified copy of it, on the AI server and use 

those models to calculate collisions. There is nothing complex in this alone, but the 

drawback is again the increase in network traffic needed to send more complex 

object representations. The solution to both body animation and collision detection is 

therefore to find a suitable communication protocol of the object information to the 

Render Clients. 

5.2.6 Learning 
An experimental and interesting improvement to the AI server would be to 

implement learning. It was not needed for Source.Code, but can definitely have 

practical value in future interactive installations. Through learning objects can adjust 

their interaction behavior to the behavior of the visitor over time. If the objects can 

realize that visitors tend to enter the installation from the left, the objects can react 

faster or in some way adjust their behavior to that fact. Experiences learned can then 

be inherited between object generations. 

This can be particularly useful for installations in big public spaces where it is 

extremely hard for designers and developers to predict the behavior of the public. 

With learning abilities the installation can adjust itself with respect to the public 

behavioral patterns.  
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