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Abstract
Simultaneous Localisation and Mapping (SLAM) denotes the problem of
jointly localizing a moving platform and mapping the environment. This
work studies the SLAM problem using a combination of inertial sensors,
measuring the platform’s accelerations and angular velocities, and a monoc-
ular camera observing the environment. We formulate the SLAM problem
on a nonlinear least squares (NLS) batch form, whose solution provides a
smoothed estimate of the motion and map. The NLS problem is highly
nonconvex in practice, so a good initial estimate is required. We pro-
pose a multi-stage iterative procedure, that utilises the fact that the SLAM
problem is linear if the platform’s rotations are known. The map is ini-
tialised with camera feature detections only, by utilising feature tracking
and clustering of feature tracks. In this way, loop closures are automati-
cally detected. The initialization method and subsequent NLS refinement
is demonstrated on both simulated and real data.

Keywords: Simultaneous localisation and mapping, optimisation, inertial
measurement unit, monocular camera
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Initialisation and Estimation Methods for Batch
Optimisation of Inertial/Visual SLAM

Martin A. Skoglund, Zoran Sjanic, Fredrik Gustafsson Fellow, IEEE

Abstract—Simultaneous Localisation and Mapping (SLAM)
denotes the problem of jointly localising a moving platform
and mapping the environment. This work studies the SLAM
problem using a combination of inertial sensors, measuring the
platform’s accelerations and angular velocities, and a monocular
camera observing the environment. We formulate the SLAM
problem on a nonlinear least squares (NLS) batch form, whose
solution provides a smoothed estimate of the motion and map.
The NLS problem is highly nonconvex in practice, so a good
initial estimate is required. We propose a multi-stage iterative
procedure, that utilises the fact that the SLAM problem is linear
if the platform’s rotations are known. The map is initialised
with camera feature detections only, by utilising feature tracking
and clustering of feature tracks. In this way, loop closures are
automatically detected. The initialisation method and subsequent
NLS refinement is demonstrated on both simulated and real data.

I. INTRODUCTION

The goal in Simultaneous Localisation and Mapping
(SLAM) is to estimate a map of the surrounding environment
from a moving platform, while simultaneously localising the
platform, or more generally, to estimate the state of the plat-
form including both position and orientation. For more than
twenty years SLAM has been a popular field of research and
is considered an important enabler for autonomous robotics.
An excellent introduction to SLAM is given in the two part
tutorial by [1], [2].

There are many types of sensors used in SLAM applications
and the laser range scanners are probably the most popular
while cameras have increased in popularity in recent years,
see [3] for a thorough overview of visual SLAM. Bundle
Adjustment (BA), [4]–[6], belongs to these methods. The
idea is to minimise the reprojection error for all camera
poses and the structure as a (potentially) large nonlinear
least-squares (NLS) problem. The online (filtering) methods,
which handle sequential data, are known as Structure from
Motion (SfM) [7], [8]. A typical pipeline combining SfM
and BA initialises the BA optimiser with a solution obtained
from running SfM on the complete data. Without any other
sensors measuring the platform’s dynamics, the trajectory and
map can only be estimated up to a universal scale. It is
therefore necessary to enforce a scale (typically unit) when
solving a BA system, since otherwise all coordinates will
converge to a point. The underlying idea in visual/inertial
SLAM is to implicitly estimate the scale using the inertial
measurements. By adding an Inertial Measurement Unit (IMU)
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Figure 1: The setup with inertial and visual sensors. The
camera is observing the environment represented by point
landmarks, m1, . . . ,m8, and the inertial sensors are measuring
accelerations and angular rates in the body coordinate system,
(b), which moves together with the camera. Also, a global,
fixed navigation coordinate system, (n), is drawn.

measuring accelerations and angular rates (up to an unknown
bias and noise), this, otherwise unknown, scale can be re-
solved, see e.g., [9]–[12]. Inertial/visual SLAM is a branch of
research with many applications in entertainment, augmented
reality and autonomous robotics. There are both on-line and
batch solutions to the SLAM problem. EKF-SLAM [13] and
FastSLAM [14] belong to the class of on-line algorithms.
They are quite efficient for ground robotics, which was the
driving application when the SLAM problem was originally
formulated. However, these algorithms scale badly with the
dimension of the map and platform state and are difficult to
apply in their standard formulations. Batch algorithms can
potentially overcome this limitation. The SLAM problem is
easily formulated in a NLS framework, but the NLS cost func-
tion is highly non-convex. Thus, proper initialisation is needed.
Although there are many batch formulations of the SLAM
problem in literature, see for instance [15]–[18], initialisation
is not discussed in detail. This paper is entirely devoted to the
initialisation problem for a combination of monocular camera
and inertial sensors. See Figure 1 for an illustration of this
setup.

A multi-stage procedure for estimation of initial motion,
map and data association based on images-only as well
as combined visual/IMU methods is devised in this work.
The initialisation is utilising a reformulation of the standard
reprojection error given that platform’s rotations are known,
resulting in an almost linear formulation of the SLAM prob-
lem. That is, without measurement noise the problem would
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be completely linear, see [9], [10], [19], but in our case the
noise is parameter dependent and is estimated in an iterative
fashion. Moreover, another important issue related to the visual
part is the data association between camera measurements and
map landmarks. These associations should be as accurate as
possible since erroneous labeling can cause inconsistency in
the estimate. The correspondence problem is fundamental in
both SLAM and Bundle Adjustment. It is however somewhat
easier with sequential data because features can be tracked
in order to find the relative displacements of the platform
and to predict positions of the tracked features. While locally
consistent correspondences are rather easy to obtain, consistent
loop closures are more difficult and there are no standard
methods. In the proposed approach data association is based
on data clustering, see for instance [20], of feature tracks. The
feature tracks, see e.g., [21], are estimated as a linear program
formulation of the assignment problem. Outliers are efficiently
eliminated using an iterative procedure on the reprojection
errors using the IMU data. This initial estimate of the motion
and map together with the data association can be used
for warm starting for example a NLS SLAM procedure or
other nonlinear estimators where all the parameters, including
rotations, are treated as unknown. The initialisation procedure
suggested in this paper provides such a value and leads to a
better total estimate than for example naı̈ve initialisation based
on measurements only.

The block diagrams in Figure 2a serve as illustrative
overview of the proposed method. The initialisation proce-
dure computes a set of landmarks with its corresponding
measurements (this includes the loop closure candidates), an
estimate of the trajectory and velocity using IMU data and
a camera-only rotation estimate. The flow of this procedure
is illustrated in Figure 2b. The landmark initialisation in
Figure 2b represents the image processing operations such
as feature tracking and track clustering. Feature tracks are
extracted from matching correspondence pairs in the image
sequence. The feature tracks are then clustered based upon
their average feature descriptor in order to find loop closure
candidates. The clustered feature tracks are then used to
initialise 3D point landmarks.

The paper is organised as follows; Section II describes the
models of the different sensors used in the formulation of
the problem. Section III handles the initialisation procedure
based on the almost linear formulation of the visual/inertial
SLAM problem. Here, all steps for the initialisation of the
trajectory, orientation, landmarks and data association are
described. Each subsection here represents a particular block
in Figures 2b and 2c. In Section IV a nonlinear refinement
method is used where the initial point is given by the proposed
initialisation procedure. In Section V some comments and dis-
cussion that motivate the linear initialisation method are given.
Finally, results on both simulated and real data are shown in
Sections VI and VII respectively, and some conclusions and
future work are discussed in Section VIII.

II. MODELS

The sensors of interest are monocular camera and 6-DOF
inertial sensors, gyroscopes and accelerometers, contained in a
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Figure 2: An overview of the proposed method. Most blocks
corresponds to a subsection in Section III and Section IV with
the same name

single unit. A standard Cartesian 3D point landmark parametri-
sation is used and its measurement is given by the pinhole
projection model. In this work we assume that both the camera
and the relative pose of the camera optical center with respect
to the center of the IMU are calibrated. The camera calibration
implies that image pixel coordinates can be transformed to
metric coordinates and all the inertial measurements can be
assumed to measure the camera’s rotation and acceleration.

A. Position and Orientation

Given the accelerations, a = [ax, ay, az]T , and angular
velocities, ω = [ωx, ωy, ωz]T , of a moving and rotating object
expressed in the non-moving frame, the so called navigation
(or world or earth) frame. The the position, velocity and ori-
entation (parametrised as unit quaternion q = [q0, q1, q2, q3]T ,
qT q = 1) of the object in the navigation frame, [p, v, q], can
be written as a discrete time dynamic model as

pt = pt−1 + Tvt−1 +
T 2

2
at (1a)

vt = vt−1 + Tat (1b)

qt = exp

(
T

2
Sω(ωt)

)
qt−1 (1c)
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where T is the sampling time, the skew-symmetric matrix

Sω(ω) =


0 −ωx −ωy −ωz
ωx 0 ωz −ωy
ωy −ωz 0 ωx

ωz ωy −ωx 0

 , (2)

parametrises the quaternion dynamics and here exp( · ) denotes
the matrix exponential.

B. IMU Measurements

The IMU measures the specific force and rotation speed in
a frame attached to the IMU body frame, denoted b. Usually
these measurements are imperfect and contain both biases
and measurement noise. The biases are assumed constant
and this is usually only a good approximation for a short
period of time since in practice biases will vary due to e.g.,
temperature. Under these assumptions the measurements can
then be described as

yat = Rbe(qt)(a
e
t − ge) + ba + eat (3a)

yωt = ωt +bω + eωt (3b)

where ge = [0, 0,−g] is the local gravity vector expressed
in the navigation frame, and g ≈ 9.82, Rbe(q) is the rotation
matrix parametrisation of the quaternion and the measurement
noises are assumed i.i.d. Gaussian with zero mean and time
invariant covariances Ra and Rω , i.e., eat ∼ N (0, Ra) and
eωt ∼ N (0, Rω) .

C. Camera Measurements

The monocular camera is modeled as a standard pinhole
camera, see cf. [4]. The camera calibration matrix and lens
distortion need to be estimated prior to usage. Since the
calibration and distortion are known the distorted pixels can
be pre-multiplied with the inverse of the camera matrix and
distortion can be compensated for. Thus, the camera then
works as a projective map in Euclidean space, P : R3 → R2.
The projection is defined as P ([X,Y, Z]T ) = [X/Z, Y/Z]T

and normalised camera measurement ymt = [ut, vt]
T of a

landmark, m, at time t is then

ymt = P (Rce(qt)(m−pt)) + emt (4)

which relates the absolute pose of the camera w.r.t. the 3D
location of the point. The measurement noise is assumed i.i.d.
Gaussian, emt ∼ N (0, Rm). The correspondence variables
at time t, cit, encodes the measurement-landmark assignment,
yit ↔ mj , which gives a subset of all M landmarks at time t,
Mt = {mj}, j ∈ {1, . . . ,M | cit = j}. At time t the stacked
measurement equation is then

u1
t

v1
t
...

u
Ny

t

v
Ny

t


︸ ︷︷ ︸

yt

=


P (Rce(qt)(m

c1t −pt))
...

P (Rce(qt)(m
c
Ny
t −pt))


︸ ︷︷ ︸

ht(xt,θ)

+emt , (5)

where cit denotes the index of the corresponding landmark
and Ny is the number of measurements, which of course varies
over time. Methods for estimation of correspondence variables
are discussed in Section III-B.

III. SLAM INITIALISATION

In this section a method intended for initialisation of monoc-
ular visual/inertial SLAM from sequential data is described.
The output of the method is a landmark map and the motion
of the platform. It also establishes local correspondences
via assignment variables using image features descriptors.
Classical algorithms that solve assignment problems are the
Hungarian (Munkres) algorithm [22] and the popular Auction
algorithm [23]. Here a slightly different approach is adopted
which results in a sequence of linear optimisation problems. In
the landmark initialisation procedure we use appearance based
correspondence matching, see e.g., [24], [25]. It aims at finding
similar features corresponding to the same physical object in
different images. Appearance based matching relies on feature
descriptors that are distinctive and holds some invariance
properties. For instance, image intensity invariance can be im-
portant in outdoor environments where lighting conditions may
change and matching over large baselines requires invariance
against scale, rotation and possibly invariance against change
of viewpoint is desirable. In the following subsections we will
describe the total initialisation procedure in detail and provide
algorithms that implement these steps.

A. Feature Tracks

Feature tracks are established from the appearance of cor-
respondences over multiple views by a matching scheme.
Feature descriptor vectors, f , from the popular Scale-Invariant
Feature Transform (SIFT) [26] are used for establishing corre-
spondences. Given a sequence of images It, t ∈ {1, . . . ,K},
the feature matching problem consists of assigning a subset
of feature measurements from image It, f it , i ∈ {1, . . . , Nt},
to a subset of feature measurements from image It+1, f jt+1,
j ∈ {1, . . . ,Mt+1}, such that each measurement gets assigned
to exactly one, unique, other measurement. In a manner similar
to measurement-landmark assignment described before these
assignments are also encoded by correspondence variables
(which are binary in this case), cijt ∈ {0, 1}, which are
collected into ct and the assignments for all images are
collected into c. Furthermore, each assignment is associated
with a matching cost Gijt as

Gijt = −‖f it − f jt+1‖
−1
2 , (6)

which is the negative inverse Euclidean distance between the
feature descriptor vectors. The costs are used to construct a
matrix and to find pairwise matches in the image sequence.
This is done by solving the assignment problem which can be
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formulated as the following binary program (BP)

ĉt = arg min
cijt

Nt∑
i=1

Mt+1∑
j=1

Gijt c
ij
t

subject to
Nt∑
i=1

cijt ≤ 1,∀j (7)

Mt+1∑
j=1

cijt ≤ 1,∀i

cijt ∈ {0, 1}

which is typically hard to solve. A standard method is to
relax the binary constraints cijt ∈ {0, 1} to 0 ≤ cijt ≤ 1.
This relaxation gives that (7) becomes a linear program (LP)
which is much easier to solve. A compact representation of the
relaxed BP assignment problem (7) on matrix form is (omitting
time index for readability)

̂̄c = arg min
c̄

Ḡ
T
c̄

subject to Ac̄ ≤ 1(N+M)×1 (8)
0NM×1 ≤ c̄ ≤ 1NM×1

where Ḡ and c̄ are the vectorised versions of the matrices G
and c where columns are stacked on top of each other. The
matrices 1i×j and 0i×j are the i× j matrix of ones and zeros
respectively. Matrix A, which has dimension (N+M)×NM ,
has a specific structure as follows: The first M rows look like

A1 = IM ⊗ 11×N (9a)

and the last N rows look like

A2 = 11×M ⊗ IN (9b)

and A = [AT1 AT2 ]T . ⊗ represents the Kronecker’s matrix
product. This constraint matrix A is totally unimodular, that
is, all possible square sub-matrices are unimodular i.e., having
determinant equal to ±1. An important observation is that
the matrix of (relaxed) constraints is unimodular. This means
that the LP problem is integral, i.e., its optimum has an
integer value corresponding to the optimum of the original
BP problem [27]. This means the assignment problems are
simple since good and fast LP solvers are readily available. In
this work Gurobi Optimizer [28] is used. The computational
bottleneck for these problems is creating the cost matrix G
since each element must be calculated.

The solution to the assignment problem will always use all
the measurements from the smaller set no matter how bad the
fit is. The reason is because the cost will always decrease by
assigning one more variable, no matter how small the decrease
is. This is not a desired behavior since these matches can in
principle be arbitrarily bad. It is therefore necessary to model
features which are unique for each measurement such that they
do not end up being assigned. One way of doing this is to add
a regularisation term to the assignment cost as

Gijt = −‖f it − f jt+1‖
−1
2 + η, (10)
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Figure 3: Example of time-disjoint track clustering where only
Track 1 and Track 3 are allowed to be clustered. Subscript fig-
ures on the descriptors, f , are the time indices and superscript
figures are the enumeration of features at each time instant.

where η > 0 is a tuning parameter which controls the rejection
of the excess assignments that are bad. Thus, η will force
the cost of certain, unlikely, assignments to become positive,
implying that those assignments will never be chosen since
they would increase the total cost.

B. Track Clustering

Feature tracks are defined as a time sequence of
pairwise matching feature correspondences Ct:t+s =
[ft,ft+1, . . . ,ft+s]. The minimum length of a track is then
a pair because a feature without a match is not useful. The
length of the tracks has a twofold interpretation; a feature
descriptor is unique with respect to others in the sequence,
i.e., the feature has a unique surrounding, and the other
case is when the camera is stationary and thus the scene
has been observed for a long time. However, in case of
a moving camera, feature tracks may be lost due to e.g.,
occlusion or change of perspective. Therefore, new feature
tracks may represent previously initiated tracks. To cater for
this a track clustering scheme is employed joining tracks that
may represent observations of the same feature. For simplicity
of calculation, each track is represented by the mean value, C̄,
of all the descriptors that constitute that track. The distance
between tracks used for clustering is then

dij = ‖C̄i − C̄
j‖2. (11)

Since tracks have a temporal meaning and each feature can
be measured only once in each image, valid clusters of tracks
contain only time-disjoint tracks. That is, Ci:j and Ck:l are
allowed to be clustered together only if {i : j} ∩ {k : l} = ∅.
Time-disjoint clustering is illustrated in Figure 3. Solving
for these constraints can be done by simply removing time-
overlapping tracks within clusters. Since the amount of land-
marks is unknown, a clustering method where the number of
clusters is not explicitly given is used. One such method is
single-linkage clustering where the clustering stops when some
condition on the between-cluster distance is fulfilled, [20].
This distance is viewed as a tuning parameter. Another benefit
of the single-linkage clustering is its speed, since there are
good implementations available. Furthermore, data reduction
and automatic loop closure detection is obtained since loops
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Algorithm 1 Track Clustering

Input: The set of all tracks {Ci}NC
i=1, where Ci =

[fk,fk+1, . . . ,fk+l], l − k > 1.
Output: Track clusters C

1: Compute track means:
C̄
i

= 1
l−k

∑l
t=k ft, i = 1, . . . , NC

2: Cluster the tracks:
C̃ = Cluster data(C̄

i
), i = 1, . . . , NC

3: for all clusters do
4: if tracks within the cluster are time disjoint then
5: keep the cluster
6: end if
7: end for
8: Remaining clusters are C

are defined by clusters containing more than one track. This
implies that the between-cluster distance used for termination
of the clustering controls the quality of the loop closures; if
stopping too soon, there will be many small clusters and some
loop closures will be missed and if stopping too late the risk of
clustering wrong tracks together is increased. The track clus-
tering algorithm is summarised in Algorithm 1. In this way, a
set of landmarks has been obtained representing the initial map
of the environment. Errors introduced, outlier measurements,
in the clustering and in the feature tracks should be removed.
This will be done according to Algorithm 3.

C. Rotation Initialisation

From sets of correspondences, estimated as in Section III-A,
for each image pair in the image sequence the relative transfor-
mations (up to a scale of the translation) can be obtained. This
is done with the Eight-Point Algorithm, see e.g., [4], resulting
in a rotation sequence

Rc = {Rci}K−1
i=1 , (12)

where Rci is the relative rotation of the cameras, (c), from time
i to i + 1. The global rotation, from world to camera, (ce),
for any time, j, can be calculated by the matrix product

Rcej =

0∏
i=j

Rci . (13)

Note that rotation matrices do not generally commute meaning
that the product must be done in the reverse time order.
Also note that the rotations are initialised with camera only
and the gyro is not used. This is because the dominating
error from the gyro is bias giving drifting rotation estimates.
Errors from camera estimated rotations have more random like
behaviour resulting in the random walk errors. There may also
be correspondence errors in the feature tracks resulting in bad
rotations. The sensitivity to initial rotation errors are further
analysed in Section VI-B.

D. Linear SLAM

Methods of 3D structure estimation using linear methods
and image point correspondences are well known. The basic

idea is to form an overdetermined triangulation problem,
which is linear in the unknowns, and solve it by linear least
squares. This is essentially the Direct Linear Transformation
(DLT) [29] which may work well in practice. However, instead
of minimising the discrepancy between measured image coor-
dinates and the back projection of points, an algebraic error
without good geometrical interpretation is minimised [4]. It
is therefore common to proceed with a nonlinear optimisation
over the reprojection residuals with the linear method as a
starting point. Given the correct weighting of the measure-
ments, then the linear method minimises the reprojection error,
see for instance [30]. This weighting does however depend on
the unknown depth of the points but iterative re-weighting
often improves the linear solution.

The projection is a convex operation and this can be
exploited in many ways. Optimal approaches to reconstruction
consider reprojection errors under the L∞ norm [31], [32]
since it preserves (quasi)-convexity, see [33], [34] and have
a single optimum which is typically not the case for the
L2 cost. These approaches assume outlier free measurements
because otherwise the maximum error will correspond to an
outlier and by using this insight an iterative method for outlier
removal using L∞ was proposed [35], however, it does not
scale to large problems [36]. In common, it is assumed that
rotations are known beforehand and in many situations this is
a reasonable alternative since rotations may be estimated from
point correspondences. Known (or error-free) orientation was
considered for fusion of vision and inertial sensors in [10] and
for the case of visual odometry with inertial measurements
in [9], [37]. The assumption of known orientation will also be
used here which results in an almost linear method. Assuming
known rotations it is possible to rewrite (4) in the following
way (omitting time index)

δ = Rce(q)(m−p) (14)[
u

v

]
=

[
δx
δz
δy
δz

]
+

[
eu
ev

]
⇒ (15)[

uδz
vδz

]
=

[
δx
δy

]
+

[
euδz
evδz

]
(16)

where δ(p,m) = [δx, δy, δz]
T is the difference between land-

mark and camera positions expressed in the camera coordinate
system. Equation (16) is linear in the unknown parameters m
and p, but has noise that is dependent on the parameters. With
δ explicit (16) becomes

R3,:(m−p)
[
u− eu
v − ev

]
=

[
R1,:(m−p)
R2,:(m−p)

]
, (17)

where Ri,: denotes the i:th row of the rotation matrix Rce. The
accelerometer measurements with bias are as in Section II-B

yat = Rcet (at − ge) + ba + eat (18)

where ge, ba are assumed constant and eat ∼ N (0, Ra).
Usually, the sampling rate of an IMU is faster than a camera
which can be handled in a straightforward fashion e.g., by
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averaging accelerations between the camera samples

yat =
1

(St − St−1)

St∑
s=St−1

yas , (19)

where St maps the time indices between the camera and
IMU. Treating the accelerations, its bias, initial velocity
and landmarks as unknown parameters and defining θ =
[a1:N , v0, ba,m]T , the following formulation is proposed

θinit = arg min
θ

N∑
t=1

‖yat − Rcet (at − ge)− ba‖2R−1
a

+ (20)

‖ymt δz(pt,m)− δx,y(pt,m)‖2
R̃−1

m

subject to
[
pt
vt

]
= F t

[
p0

v0

]
+

t∑
i=1

F i−1Bai,

F =

[
I3 TI3
0 I3

]
, B =

[
T 2

2 I3
TI3

]
,

where R̃m = δz(p
0
t ,m

0)2Rm, and superscript 0 indicates that
the parameters used for weighting are fixed for each iteration.
The constraints represent the second order linear dynamics
introduced in (1). In turn, this can also be interpreted as a
second order interpolation of the trajectory. The formulation
in (20) would be a constrained weighted linear least squares
(WLS) problem if the measurement noise in the camera did not
depend on the landmark. Now since any pt can be expressed as
a (linear) function of v0 and a1:t the constraint can be directly
substituted into the cost function resulting in the following
unconstrained problem

θinit = arg min
θ

N∑
t=1

‖yat − Rcet (at − ge)− ba‖2R−1
a

+ (21)

‖ymt δz(v0, a1:t,m)− δx,y(v0, a1:t,m)‖2
R̃−1

m
,

where R̃m = δz(v0, a1:t,m)2Rm. The only difference be-
tween this problem and usual WLS is the parameter dependent
noise for the landmark measurements. This can be treated
in an iterative fashion where δz is used for weighting the
noise covariance which is evaluated using the parameter values
from the previous iteration. This approach is also known as
Iterative Reweighted Least Squares (IRLS) which is a well
known method, see e.g., [38]. The procedure is described in
Algorithm 2. This approach usually converges after a few
iterations and in our implementation three (K = 3) iterations
were a suitable choice.

The problem (21) can be augmented with linear terms for
initial gyro bias estimation, ‖qt − T

2 Sω(ωt + bω)qt−1‖2R−1
q

,
which is the first order approximation of (1c). Using the
bilinear relation Sω(b)q = S̃q(q)b, this can be written as
‖qt− T

2 Sω(ωt)qt−1− T
2 S̃q(qt−1)bω‖2R−1

q
, which is also a linear

function of bω , since rotations are assumed to be known. These
terms are decoupled from the rest of the parameters and the
WLS problem defined by these can be solved separately if
required.

Algorithm 2 Iterative Reweighted Least Squares
Input: IMU measurements, ya1:N , (ω1:N ), feature measure-
ments, ym1:N , rotations Rec1:N , data associations c, initial pa-
rameters θ0 = [a1:N , v0, ba, (bω),m]T , number of iterations
K
Output: Parameter estimates θinit

1: for k := 1 . . .K do
2: Create the WLS problem according to (21) with R̃m =

δz(θk−1)2Rm
3: Solve the WLS problem giving θk
4: end for
5: θinit := θk

Algorithm 3 Iterative Outlier Rejection
Input: IMU measurements, ya1:N , feature measurements, ym1:N ,
rotations Rec1:N , data associations c, initial parameters a1:N , v0,
ba, m, rejection threshold λ
Output: Data associations c

1: terminate := false
2: k := 0
3: ck := c
4: while not terminate do
5: Solve the problem according to Algorithm 2 given the

assignments ck and all the parameters and produce a
set of landmark residuals for each image i, εim

6: for each image i do
7: ε̄ := εim\max(εim)
8: if all max(εim)� ε̄ > λ then
9: remove the assignment that is associated with

max(εim) from ck

10: end if
11: end for
12: if no assignments removed from ck then
13: terminate := true
14: else
15: k := k + 1
16: end if
17: end while
18: c := ck

E. Iterative Outlier Removal

The landmark initialisation produced by Algorithm 1 will
introduce erroneous associations due to the unavoidable ambi-
guity of the feature descriptors. These associations should be
considered outliers. It is difficult to discriminate outliers based
on descriptors alone. However, given the IMU data, which
describe the motion independently of cluster appearance, a
strategy for inertial based outlier rejection can be devised
according to the pseudo-code in Algorithm 3. This procedure
will terminate when all of the residuals are of similar size,
where similar is defined here by the rejection threshold λ.
The operator � denotes element-wise division.

IV. NONLINEAR LEAST-SQUARES SLAM
Accelerations, initial velocity, landmarks and biases esti-

mated with the linear method described in Section III-D are
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used as an initial value for NLS. Here the reprojection error
is formulated in its original form, that is

ymt = P (Rce(qt)(m−pt)) + et (22)

where the operator P is defined as in (4). The second addition
is that rotations are not fixed any more, but are estimated
together with the rest of the parameters. This is done by adding
the angular velocities ω1:N to the parameter set. Now, the
measurement relation from Section II-B can be used

yωt = ωt + bω + eωt . (23)

and the rotations can be calculated by using the relation (1c)
as

qt =

[
t∏

k=1

exp

(
T

2
Sω(ωk)

)]
q0, (24)

where q0 is assumed given. These two modifications give the
new parameter vector θ = [a1:N , ω1:N , v0, ba, bω,m]T and the
new nonlinear least squares (NLS) formulation of the problem
according to

θ̂ = arg min
θ

N∑
t=1

‖yat − Rcet (at − ge)− ba‖2R−1
a

+

‖yωt − ωt − bω‖2R−1
ω

+ (25)∥∥∥∥ymt − δx,y(v0, a1:t, ω1:t,m)

δz(v0, a1:t, ω1:t,m)

∥∥∥∥2

R−1
m

and Rcet is now a function of ω1:t and δ is defined in (14).
This problem can be solved efficiently with e.g., a standard
Levenberg-Marquardt solver, [39].

V. HEURISTIC MOTIVATION OF THE LINEAR
INITIALISATION

In tracking and navigation the measurement models are of-
ten nonlinear and so are most SLAM systems stemming from
e.g., transformations between reference frames by rotations,
perspective divide, among others. In practice this means that
there exist local minima which should be avoided. In order to
reach the global minimum the initialisation point should be in
the proximity of the global minimum or at least the function
should be monotone between the initial point and the global
minimum and even better is of course if it is also convex
along this direction. In fact, it is sufficient that the function is
convex on a path that the minimisation procedure will take in
order to end up in the global minimum. Here we propose an
initialisation procedure based on the almost linear method. We
will use a simple heuristics to motivate that the initial point
created in this manner is better than an initial point created
using available measurements.

The definition of convex function f(θ) : Rn → R is

f(λθ1 + (1− λ)θ2) ≤ λf(θ1) + (1− λ)f(θ2), (26a)
0 ≤ λ ≤ 1, (26b)
∀θ1, θ2 ∈ dom f ⊂ Rn. (26c)

Geometrically, this is interpreted as the hyperplane that lies
between points (θ1, f(θ1)) and (θ2, f(θ2)) is always above

the function f . If this is fulfilled for all θ then the function is
convex. Convex functions have a property that there is only
one global minimum, so any minimisation procedure can be
used to obtain that. For example linear least squares problems
fall into this category. However, many functions, although non-
convex on the whole domain, are convex on a subset of the
domain, usually in the proximity of the local minima. This
can be motivated with the fact that Taylor expansion around
the local minimum will be quadratic function plus a rest term
of a higher degree. If this rest term is not dominating over
the quadratic term, the function is (locally) convex in this
region. As stated before, in order to apply a local minimisation
procedure, and successfully obtain the global minimum, the
path between the initial point and minimum should also fulfill
the convexity property (26).

The main idea is to check the local convexity of the NLS
cost function given the initial point produced with the linear
initialisation procedure. This can be done approximately by
using a dense sampling of the cost function along the search
direction as given by the initialisation and then evaluate if
the path is convex according to (26). In addition, we also
require that the search direction in the initial point, p0, is well
aligned with the direction from the initial point to the true
solution, θ∗ − θ0. The intuition behind this is that an initial
search direction is crucial for convergence to a good solution.
This is determined with the angle between these two directions
defined as

γ = arccos

(
pT0 (θ∗ − θ0)

‖p0‖2 ‖θ∗ − θ0‖2

)
, (27a)

p0 = −(JT0 J0)−1JT0 ε0, (27b)

where J0 is a Jacobian matrix of the cost function evaluated in
θ0 and ε0 is the residual in θ0. These criteria will be evaluated
in a Monte Carlo fashion for the linear initialisation procedure
and compared to other initialisation approaches, for example
using measurements only.

VI. MONTE CARLO SIMULATIONS

Monte Carlo (MC) simulations are used to evaluate the
whole initialisation approach. That is, to find out if the linear
method gives a good starting point for the nonlinear optimi-
sation and if the outlier rejection procedure seems reasonable.
For the initialisation of the landmarks, i.e., the clustering
approach, only real data are used since it is complicated to
make simulated SIFT features and these results are presented
in Section VII.

A. Efficiency of the Linear Initialisation

Here, the method according to Section III-D is evaluated. In
the first set of simulations a trajectory and a set of landmarks
are created and different white Gaussian noise is simulated
and added to the measurements for each MC simulation.
No outliers are present. Initial rotation used for the linear
optimisation is also randomly perturbed but fixed together with
the trajectory and the scene. The linear solution produced
in this way is compared with the naı̈ve guess where the
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Initialisation method Linear Naı̈ve

Average initial angle γ [◦] 17.7 66.6
Average error ‖θ̂ − θ∗‖/dim(θ∗) 1.6 · 10−3 221 · 10−3

# of non convex paths 0 0

Table I: MC simulation results for the initialisation method,
see Section VI-A, where the measurement noise was varying.
The angle γ is defined in (27a), θ̂ is defined in (25) and θ∗

is the true solution.

Perturbation magnitude [◦/s] 0.1 1 5

Average initial angle γ [◦] 1.64 40.2 84.0
Average error ‖θ̂ − θ∗‖/dim(θ∗) 8.34 · 10−9 69.1 1.0
Average error ‖θinit − θ∗‖/dim(θ∗) 0.08 0.63 0.78
# of non convex paths 0 3 18

Table II: MC simulation results for the initialisation method,
see Section VI-B, where the initial rotation error was varying.
The angle γ is defined in (27a), the NLS estimate θ̂ is defined
in (25), the initial estimate θinit is defined in (21) and θ∗ is
the true solution.

initial point is created from the measurements and randomised
landmark positions.

The first set of MC simulations consist of 50 simulations
performed on a data set with 20 landmarks and 30 time
points. Landmarks were placed in a general configuration, with
varying distance to the camera. The noise standard deviation
was fixed and is set to σa = 10−3 m/s2, σm = 10−4 m
and σω = .5◦/s. The results are listed in Table I. Both the
proposed initialisation method and the naı̈ve one have convex
paths between the initial and the true point, but the initial
angle between the search direction and the direction to the
true solution is much larger (approximately four times) for the
measurement initialised optimisation. This causes the average
error of the solution to be much larger (approximately 140
times) for the naı̈ve initialisation.

B. Sensitivity to Initial Rotation Errors

In the second set, consisting of 3 times 25 realisations,
the trajectory and the scene are fixed as before, no noise
is added to the measurements and no outliers are present.
Here the initial rotations are varied randomly with different
perturbation magnitude 0.1, 1 and 5 [◦/s]. The solutions to the
linear initialisations given different rotation perturbations are
then used to solve the non-linear optimisation problem and the
results are in Table II. Here it can be seen that both error in the
linear solution as well as initial angle grow with the magnitude
of the error in rotation. As a consequence the number of non-
convex paths also increases with the perturbation magnitude
and the average error of the estimate is large. The reason for
the very large average for the perturbation of 1 degree per
second is the presence of 4 really bad solutions. With these
removed the value is 0.45 which is more reasonable. This
evaluation shows the importance of the initial estimation of
the rotations.

Figure 4: Sensor unit containing both camera and inertial
sensors.

C. Iterative Outlier Removal

The third set is used to evaluate the performance of the
outlier rejection method proposed in Algorithm 3. Here the
outlier measurement rate is varied while the trajectory, scene
and the initial rotations are fixed. The performance is evaluated
according to the amount of outlier measurements that are left
and the amount of inlier measurements that are removed.

Results are presented in Table III, in this case the scene
is fixed to 30 landmarks in 21 images and the outlier rate
is varied, both as a number of landmark outliers and as a
number of images where outliers are present. The outliers
are created by randomly flipping a pair of associations in
an image. For example, if the number of landmarks to be
outliers are two, then in all images where outliers are present
the measurements from these two landmarks are flipped with
two other randomly chosen landmarks. This strategy is chosen
because it is the behaviour of the data association method
employed here. Three different rejection thresholds are used,
λ = {3, 5, 8}, in the experiments. The result shows that, as a
general trend and as expected, the rejection threshold governs
the amount of outliers that are left and number of inliers
that are rejected. It is of general interest to reject as many
outliers as possible and to keep as many inliers as possible. The
lower threshold means better outlier rejection, but the price is
that more inliers are also rejected. This also emphasises the
importance of having many landmark measurements in order
to be resilient to removing inliers. Note that this statistics
is conservative in the way that only measurements that are
created as outliers are considered as true outliers. In many
cases all measurements for a landmark that is creating outliers
are removed, implying that this landmark is no longer deemed
as usable and it can be excluded from the statistics. This means
that results in Table III would be somewhat better if these are
taken into account.

VII. REAL DATA EXPERIMENTS

In the real data experiments, a sensor unit, see Figure 4,
equipped with monocular monochrome VGA camera (Point-
grey firefly) and three axis inertial sensors (gyroscopes and
accelerometers) was used. It contains also magnetometers and
a temperature sensor which is used for internal calibration.
In one of the experiments the sensor unit was mounted at
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λ = 3 Outliers left [%] Inliers removed [%]
IO \ LO 0.07 0.13 0.2 0.07 0.13 0.2

0.05 0 0 0 13 22 22
0.10 0 0 0 18 23 31
0.14 0 0 0 17 26 41
0.19 0 6.3 0 29 36 40
0.24 0 0 0 20 20 52
0.29 0 0 0 20 46 48
0.33 0 0 2.4 23 44 52
0.38 6.3 0 2.1 42 50 54

λ = 5 Outliers left [%] Inliers removed [%]
IO \ LO 0.07 0.13 0.2 0.07 0.13 0.2

0.05 0 50 0 9.1 12 14
0.10 0 0 0 11 21 32
0.14 0 8.3 5.6 17 25 42
0.19 0 0 0 21 34 38
0.24 0 5 0 19 25 54
0.29 0 0 0 16 36 49
0.33 7 0 0 21 34 51
0.38 6.3 0 0 39 35 54

λ = 8 Outliers left [%] Inliers removed [%]
IO \ LO 0.07 0.13 0.2 0.07 0.13 0.2

0.05 0 0 8.3 8.1 9.2 15
0.10 0 0 0 17 20 27
0.14 0 0 11 16 18 26
0.19 0 0 0 15 25 35
0.24 0 5 10 22 34 58
0.29 8.3 0 0 16 25 42
0.33 0 0 2.4 27 42 38
0.38 6.3 0 8.3 34 31 66

Table III: Outlier rejection simulation results. IO is the fraction
of images in which outliers are present. LO is the fraction of
the landmark set in which outliers are present. Three different
rejection thresholds λ are used.

the tool position of an IRB-1400 industrial robot from ABB
for the purpose of an accurately known ground truth. Also,
a small scene with objects of known size was created so
that the estimated scene could be compared with respect to
its size. In the second experiment, a free-hand movement of
the camera is used in a room, and no accurate ground truth
is available. In this case the accuracy is evaluated based on
the approximate measurements in the room and approximately
“knowing” where camera was. Prior to usage, the camera was
calibrated using the toolbox [40] and the relative pose of the
camera centre with respect to the IMU centre was calibrated
as described in [41]. A open source SIFT implementation
from [42] was used.

In Figure 6 the trajectory estimate from the linear initialisa-
tion and the nonlinear refinement are plotted together with the
ground truth trajectory for the first data set. An image with
the feature measurements is illustrated in Figure 5. Velocity
in x, y-plane is shown in Figure 7. Since the true rotations are
known, errors in quaternions and Euler angles are depicted in
Figures 8 and 9 respectively. Landmark estimates for initial
and nonlinear estimation are shown in Figure 10.

For the second data set (free-hand run), an example image
together with plotted features is showed in Figure 11. The
resulting trajectory estimate is shown in Figure 12. The

Figure 5: Example image from the robot run with extracted
features shown as red stars.
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Figure 6: Trajectory from the linear estimation (green), from
nonlinear refinement (red) and ground truth (blue).

x, y-plane velocity, quaternions, Euler angles and landmark
estimates are plotted in Figures 13, 14, 15 and 16 respectively.

In both cases the nonlinear refinement improves the initial
estimate for both rotations and kinematic parameters. In the
first data set the landmark estimate is much better than the
initial estimate, and for the second data set this is harder
to assess, but the positions of the landmarks look reasonable
given the environment. For example we see that there are three
levels in the bookshelf with distinct features, which can be
seen in both Figure 11 and Figure 16.

A. Clustering Results

For the landmark initialisation approach (track clustering)
a helicopter data set made with a Yamaha Rmax helicopter is
used. In this data set only the images were available, i.e., no
IMU, implying that no outlier rejection nor complete SLAM
could be done and this data set is only used to evaluate the
clustering performance. The flight is performed in a circle,
meaning that the helicopter visits the same place. The total
length of one such loop was 325 images taken in 4 Hz giving
the total time of 81.25 s. An example of the loop-closure
is illustrated in Figure 17 where two tracks, one from the
beginning and one from the end of the loop, are clustered
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Figure 7: Estimated horizontal velocity from the linear esti-
mation (green) and from the nonlinear refinement (red). True
velocity is 0.1 m/s except in three time points when it is zero.
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Figure 8: Estimated quaternion error from camera (dash-
dotted) and after nonlinear refinement (solid).
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Figure 9: Estimated Euler angles error in degrees from camera
(dash-dotted) and after nonlinear refinement (solid). Blue is the
yaw, green is the pitch and red is the roll angle.

−0.4
−0.3

−0.2
−0.1

0

−0.5

0

0.5
−0.52

−0.5

−0.48

−0.46

−0.44

−0.42

−0.4

X [m]

Landmarks

Y [m]

Z
 [m

]

Figure 10: Landmark estimates from the linear estimation
(green) and from nonlinear refinement (red). Most of the
landmarks should lie on the −0.5 m plane and some should
be higher up.

Figure 11: Example image from the free-hand run with ex-
tracted features shown as red stars.
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Figure 12: Trajectory from the linear estimation (green), from
nonlinear refinement (red).
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Figure 13: Estimated horizontal velocity from the linear esti-
mation (green) and from the nonlinear refinement (red).
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Figure 14: Estimated rotations from camera (dashed) and after
nonlinear refinement (solid).
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Figure 15: Estimated Euler angles in degrees from camera
(dash-dotted) and after nonlinear refinement (solid). Blue is
the yaw, green is the pitch and red is the roll angle.
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Figure 16: Landmark estimates from the linear estimation
(green) and from nonlinear refinement (red). Three distinct
layers can be recognised which basically come from the
bookshelf’s levels.

together. With this cluster tuning the amount of loop-closures
is about 4%. This should be compared to the amount of images
showing the overlapping environment which were 7% of the
total amount of images. For the other two data sets this number
is higher, especially for the free-hand run data set, where
large parts of the environment were visible the whole time.
In general, most of the clusterings are local loops where for
example a feature is lost for a few images and is then tracked
again. One such example can be seen in Figure 18.

Even some outliers are introduced in the clustering process,
which is, as explained earlier, expected, and one such is
depicted in Figure 19. The total amount of outlier landmark
was about 10%, which is similar for the other two data sets.
Many of the outliers are caused by the too similar environment,
for the example in Figure 19 the road edge looks similar to
SIFT and the descriptors are too similar. This will cause the
erroneous clustering.

VIII. CONCLUSIONS AND FUTURE WORK

In this work we presented a method for initialisation of
optimisation based visual/inertial SLAM on batch form. This
sensor combination makes it possible to obtain full Euclidian
reconstruction of the environment and trajectory. The method
is based on a multistage strategy where visual methods, such as
the Eight-Point Algorithm, feature extraction and clustering of
feature tracks, are used for rotation and landmark initialisation.
Inertial data are used for data association including outlier
rejection and initialisation of trajectory and landmark location
parameters. The method exploits the conditional linearity of
visual/inertial SLAM. The experiments done on the simulated
and real data sets show that the initialisation method gives bet-
ter starting point for the subsequent full nonlinear optimisation
than naı̈ve initialisation with measurements only.

Also, the landmark initialisation method based on clustering
of the tracked features gives quite promising results where
many possible loop-closures are identified while the amount
of wrong associations is rather low. This allows for the iterative
outlier rejection method with aid from the inertial data. Even
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(a) Image 7. (b) Image 8.

(c) Image 9. (d) Image 321.

(e) Image 322. (f) Image 323.

(g) Image 324. (h) Image 325.

Figure 17: Example of successful loop-closure clustering with
the helicopter data. The tracked feature is marked with the red
star.

this method shows good results with efficient outlier removal
while keeping the inlier amount relatively high.

It must be pointed out that this approach requires a large
amount of landmark measurements in order to produce good
results, i.e., the equation system must be highly overdeter-
mined. On top of that, since a camera is a bearings-only sensor,
there is also a demand for sufficient viewpoint change, also
known as parallax, in order to accurately estimate landmark
position. The trajectory estimation can be compensated with
the inertial data, but even there a good SNR is required.

In the future it can be interesting to use proper constrained
clustering algorithm instead of discarding clusters with over-

(a) Image 3. (b) Image 4.

(c) Image 12. (d) Image 13.

Figure 18: Example of clustering creating local loops with the
helicopter data. The tracked feature is marked with the red
star.

(a) Image 299. (b) Image 300.

(c) Image 314. (d) Image 315.

Figure 19: Example of erroneous clustering causing an outlier
with the helicopter data. The tracked feature is marked with
the red star.
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lapping times, as it is done now. Also alternative feature
detectors might be used to see if descriptors from those have
different behaviour compared to SIFT.
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