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abstract

Medical imaging is an important part of the clinical work�ow. With the increas-
ing amount and complexity of image data comes the need for automatic (or
semi-automatic) analysis methods which aid the physician in the exploration
of the data. One speci�c imaging technique is angiography, in which the blood
vessels are imaged using an injected contrast agent which increases the contrast
between blood and surrounding tissue. In these images, the blood vessels can
be viewed as tubular structures with varying diameters. Deviations from this
structure are signs of disease, such as stenoses introducing reduced blood �ow,
or aneurysms with a risk of rupture.�is thesis focuses on segmentation and
visualization of blood vessels, constituting the vascular tree, in angiography
images.
Segmentation is the problem of partitioning an image into separate regions.

�ere is no general segmentation method which achieves good results for all
possible applications. Instead, algorithms use prior knowledge and data models
adapted to the problem at hand for good performance. We study blood vessel
segmentation based on a two-step approach. First, we model the vessels as a
collection of linear structures which are detected using multi-scale �ltering
techniques. Second, we develop machine-learning based level set segmentation
methods to separate the vessels from the background, based on the output of
the �ltering.
In many applications the three-dimensional structure of the vascular tree

has to be presented to a radiologist or a member of the medical sta�. For this, a
visualization technique such as direct volume rendering is o�en used. In the
case of computed tomography angiography one has to take into account that the
image depends on both the geometrical structure of the vascular tree and the
varying concentration of the injected contrast agent.�e visualization should
have an easy to understand interpretation for the user, to make diagnostical
interpretations reliable.�e mapping from the image data to the visualization
should therefore closely follow routines that are commonly used by the radi-
ologist. We developed an automatic method which adapts the visualization
locally to the contrast agent, revealing a larger portion of the vascular tree
while minimizing the manual intervention required from the radiologist.�e
e�ectiveness of this method is evaluated in a user study involving radiologists
as domain experts.

i





populärvetenskaplig sammanfattning

Medicinska bilder är en viktigt del i dagens kliniska �öde. En stor utmaning är
att hantera den ökade mängden bilder på ett e�ektivt sätt, och en del av detta är
att utveckla automatiska (eller semi-automatiska) metoder som stödjer läkaren
i olika beslutsprocesser. En viss typ av bildtagning, benämnd angiogra�, sy�ar
till att ta bilder av blodkärlen som injicerats med en kontrastvätska som ökar
kontrastenmellan blodet och omgivandemjuk vävnad. I dessa bilder kan kärlen
ses som tuber, med en långsamt varierande diameter. Om kärl-strukturen
avviker från denna modell kan det vara tecken på sjukdom, som exempelvis
förträngningar vilket leder till försämrat blod�öde, eller aneurysmer med stor
risk för blödning. Denna avhandling fokuserar på automatiserad analys av
sådana bilder för att stödja kliniska beslut. De metoder som utvecklats spänner
över två områden: Segmentering och visualisering.
Segmentering handlar om problemet att dela in en bild i olika områden,

som t.ex. objekt och bakgrund. Det �nns ingen generell metod som löser alla
typer av segmenteringsproblem på ett optimalt sätt. Istället används antaganden
och data-modeller anpassade till ett speci�kt problem för att få bra resultat. Vi
studerar segmentering av blodkärl, enligt en metod i två steg: Först modelleras
kärlen som en samling av linjer och kanter, som detekteras av �lter. Sedan
används detta resultat för att hitta gränsen mellan kärlen och deras omgivning.
Vårt bidrag handlar främst om att hantera problemet över �era skalor för att
fånga både stora och små kärl, samt en lösningsmetod vilken minskar risken
att tappa svaga delar av kärlträdet.
Inom många tillämpningar ska den tre-dimensionella strukturen av kärl-

trädet presenteras för en radiolog eller annanmedicinsk personal. O�a används
visualiseringsmetoder, såsom volyms-rendering, för detta ändamål. När det
gäller angiogra� måste hänsyn tas till att bilderna till stor del beror på vari-
ationer i den injicerade kontrastvätskan i olika delar av kärlträdet. För att
göra medinska bedömningar pålitliga, måste visualiseringen vara lätt att tolka.
Därför måste översättningen av bild-data till visualisering följa konventioner
som är välbekanta för radiologen. Vi har utvecklat en automatisk metod som
lokalt anpassar visualiseringen till kontrastvätskan, och därmed visualiserar en
större del av kärlträdet, samtidigt som radiologens manuella insats kanminskas.
Metoden har utvärderats i en användarstudie där vi involverat radiologer som
domänexperter.
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�is paper introduces a version of the “active contours without edges” level set
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of interest, based on a topological analysis of the data. My main contribution to
this paperwas identifying the problemwith the global behaviorof theChan-Vese
model and implementing a method to localize the computations. Furthermore,
I implemented the prototype application for performing the experiments, and
contributed as �rst author to the paper.

Paper II

Here, we present an approach to detect blood vessels using multi-scale �ltering
and use of the �lter response for level set segmentation. I took part in developing
the basic idea of the multi-scale �ltering, especially in the implementation of
the �ltering and of the level set methods toolbox. As the main author, I did
most of the writing of the paper.�e conference version of this paper (Läthén
et al., 2008) received a best scienti�c paper award at the ICPR conference 2008.

Paper III

�is paper presents a non-ring �lter design which avoids the creation of false
edge indications in the edge detection process. I took part in investigating the
possible designs and implementing the method to generate the �lters. As the
�rst author, I did most of the writing of the paper.

Paper IV

Here, we present alternative optimization schemes in the context of level set
segmentation.�e methods improve convergence and tend to overstep local
minima solutions in the level set propagation, as veri�edby a numberof di�erent
experiments. As the main author of the corresponding background paper
(Läthén et al., 2009), I implemented and described the momentum method
in this paper. Moreover, I contributed to background material and to the
experimental design.

Paper V

�is paper studies the problemof visualizing vascular treeswith spatially varying
distributions of the contrast agent, resulting in varying intensity levels for the
vessel lumen.�e resulting method introduced a visualization which locally
adapts to these varying intensity levels. In this work, I investigated possible
solutions and proposed and implemented the method. As the �rst author, I
wrote a large part of the paper.
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Paper VI

�is paper presents a user study evaluating the method developed in Paper V.
�e aim of the study was to evaluate the e�ectiveness of this method for visual-
izing the vessel lumen, compared to a traditional method used by radiologists.
For this work, I designed and performed the user study (with feedback from
co-authors), analyzed the results and wrote major parts of the text.

So�ware implementations

In addition to the peer-reviewed papers above, the development of the methods
in this thesis also includes so�ware implementations. Most of the papers include
links to published reference code for reproducible research. In addition, the
level set segmentation project generated a self-contained level set toolbox in
Matlab.�is is based on the narrow-band level set data structure as proposed in
Peng et al. (1999) which provides a simple, yet reasonably fast implementation.
�e toolbox is not optimized, but provides a simple structure for experimenting
with the core ideas of level set methods.
For the implementation of the visualization methods, the computationally

most demanding part is the estimation of the Hessian matrix. �is involves
a number of separable convolutions which were implemented as CUDA ker-
nels in Matlab for parallel computations on the GPU.�ese kernels, and the
full pipeline for the visualization methods in this paper, is published online.
�is also includes custom modules for the volume rendering engine, Voreen,
available at http://www.voreen.org and http://voreen.uni-muenster.de.

�e published code, and additionalmaterial related to this thesis, is available
at http://gunnar.lathen.se.
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CHA P T E R 1

I N T RODUC T I ON

The primary theme of this thesis is the segmentation and visualization
of blood vessels and large vascular trees. Modern medical imaging modali-

ties generate larger and more complicated datasets. Using traditional methods,
like inspecting 2D images, for understanding and evaluating the content of
the raw data is di�cult in many cases. �ere is therefore a growing need to
develop new e�cient and robust image processing and visualization methods,
to assist in the interpretation of medical images.�is chapter contains a short,
general introduction to the �elds of image segmentation and visualization. It
also outlines challenges speci�c to medical image processing and summarizes
the most common techniques for imaging blood vessels.

1.1 image segmentation

Image segmentation is the problem of partitioning an image into a number
of separated regions, which can then be further analyzed in a meaningful
way. It is a very general problem - segmentation can be found in any image-
driven process, e.g. �ngerprint/text/face recognition, detection of anomalies
in industrial pipelines, tracking of movements of people/cars/airplanes, etc.
For many applications, segmentation is used to �nding an object in an image.
�is involves partitioning the image into two classes of regions - either object
or background. Segmentation is taking place naturally in the human visual
system. We are experts on detecting patterns and making decisions based upon
the visual information. At the same time, we are overwhelmed by the amount
of image information that can be captured by today’s technology. It is simply
not feasible in practice to manually process all the images (or it would be very
expensive, and boring, to do so). Instead, we design algorithms which look for
certain patterns and objects of interest and bring them to our attention. For
example, a recent popular application is to search and match known faces in
your photo library which makes it possible to automatically generate photo
collections with a certain person. An important part of this application is to
segment the image into “face” and “background”.�is can be done in a number
of ways, and it is well accepted that no general purpose segmentation algorithm
exists, or that it will ever be invented.�us, when designing a segmentation
algorithm, the application is always of primary focus.



1.3 Medical image processing

1.2 visualization

Visualization can be broadly de�ned as “the act or process of interpreting
in visual terms or of putting into visible form” (Merriam-Webster.com). In
other words, visualization can be seen as the process of creating images to
represent some kind of data. In addition, visualizations are o�en used to deliver
some kind of message, i.e. to reveal some useful information in the data.�is
thesis includes the speci�c area of scienti�c visualization, which targets the
visualization of spatial (and temporal) data, e.g. generated from simulations
or measured by some sensor. Even more speci�cally, we discuss primarily
gray-scale image data, which contains scalar measurements (e.g. radiance, x-
ray attenuation) of a scene/object. Visualizing two-dimensional (2D) image
data is typically not a problem, since we can perceive the entire image at once.
However, for three-dimensional (3D) image data, we cannot view the entire set
of data at once due to the problem of occlusion in 3D space. In this case, we
typically have to select subsets of the data (e.g. slices or di�erent projections)
for our visualization to provide some kind of meaning. �is selection of a
subset involves a choice of what is important in the data and, equivalently,
what is not important.�is is a crucial choice which will determine the visual
representation of the data. For example, in the case of visualizing blood vessel
images, an erroneous choice of “what is a vessel” can result in an incomplete
display of the vessel geometry, possibly leading to a wrong diagnosis.�erefore,
it is important to assess the reliability of a visualization and possibly include
indications of the degree of reliability/uncertainty at each point.

1.3 medical image processing

An interesting source of images is the medical �eld. Here, imaging modalities
such as computed tomography (CT) or magnetic resonance imaging (MRI)
generate a huge amount of image information. Not only do the size and resolu-
tion of the images grow with improved technology, the number of dimensions
also increase. Traditional 2D images have been replaced by 3D image volumes
in many examinations. Even four-dimensional data (3D images changing over
time, i.e. movies) is o�en used.�is increase in size and dimensionality pro-
vides major technical challenges as well as problems in the interpretation of the
data. How do we store and transmit all this data, and how can we look at it and
�nd relevant information?�is is where automatic, or semi-automatic, algo-
rithms are of interest. In the best of worlds, we would like to have algorithms
which can automatically detect diseases, lesions and tumors, and highlight
their locations in the large pile of images. But another complication arises, we
also have to trust the results of the algorithms.�is is especially important in
medical applications - we do not want the algorithms to signal false alarms,
and we certainly do not want them to miss fatal diseases.�erefore, developing
algorithms for medical image processing requires thorough validation studies
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introduction

to make the results usable in practice. �is adds another dimension to the
research process which involves communication between two di�erent worlds -
the patient-centeredmedical world, and the computer-centered technical world.
�e symbiosis between these worlds is rare to �nd and it requires signi�cant
e�orts from both sides to reach a common goal.

1.4 blood vessel imaging

In this thesis we study images of blood vessels to achieve segmentations and
visualizations. In medical terms, the process of imaging blood vessels is referred
to as angiography (literally translated to “vessel picturing”, Gunderman (2006,
page 26)).�e most common medical imaging devices, or modalities, used to
acquire angiograms are ultrasound (US), �uoroscopy, CT and MRI.�e main
di�erence between these modalities is that US and �uoroscopy are typically
used to acquire 2D images, while CT and MRI typically generate 3D images,
or volumes. For the X-ray based modalities �uoroscopy and CT, it is usually
very hard to distinguish the intensities of blood from the surrounding tissues
such as the vessel wall or muscle.�erefore, a contrast agent is injected into
the blood which has stronger X-ray attenuation and therefore increases the
contrast of blood compared to surrounding tissue. CT scans with administered
contrast agent is referred to as CT angiography (CTA).

1.5 aim and motivation

�e aim of this thesis is to develop segmentation and visualization methods
for medical imaging applications. In particular, one project involves the seg-
mentation of blood vessels in the liver.�e segmentation generates a computer
model of the vascular tree which can be used for simulating blood and heat �ow
during surgical interventions.�e motivation behind the work in this thesis is
to increase patient safety by providing better andmore precise tools for medical
decision making. As stated previously, this work involves multi-disciplinary
communication, so an overall goal of the work is to establish links and identify
important and relevant medical problems.

1.6 conventions and terminology

�e examples in this thesis presenting the segmentationmethodsmainly use 2D
images since the illustration of the ideas are much simpler and provide better
understanding. 3D medical images are important, especially when studying
blood vessels, but most of the main ideas in this thesis generalize to 3D without
much e�ort. Such 3D results are presented in the papers, as proofs of concept.
�us, to keep the language simple, many terms used are natural for 2D images,
i.e. curve and pixel. In most cases however, these terms can be exchanged with
higher-dimensional counterparts such as surface and voxel.

3



1.7�esis outline

1.7 thesis outline

�is thesis contains two major parts.�e �rst part describes detection of blood
vessels by using �ltering techniques (Chapter 2). �en, Chapter 3 presents
common methods and theories on image segmentation. Next, Chapter 4 de-
scribes our contributions to the �eld of level set segmentation, and details how
the �ltering methods in Chapter 2 are used for segmenting blood vessels.�e
second major part of the thesis describes blood vessel visualization.�is starts
with an overview of medical visualization in Chapter 5 which also details our
contributions in terms of locally adapted visualizations for blood vessels. Our
method is evaluated in a user study, described in Chapter 6. Finally, Chapter 7
summarizes and relates the papers to the contents in the thesis, while Chapter 8
concludes and presents future work.
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CHA P T E R 2

L I N E A R S T RUC TU R E D E T E C T I ON

The first part of this thesis focuses on the detection and segmentation
of blood vessels in medical images.�ere are numerous ways to model a

blood vessel, but we have chosen to think of a vessel as a collection of lines and
edges. In a su�ciently small neighborhood, a vessel can even be described by
straight lines and edges which simpli�es the analysis greatly. In this chapter, we
will describe the general problem of detecting linear structures, i.e. lines and
edges, by means of �ltering. �e next section will present some well known
techniques for line and edge detection using simple digital �lters.�en, Sec-
tion 2.2 will continue by describing quadrature �lters, which form the basis
of our algorithms. �e output from the quadrature �lters will be used in a
multi-scale setting to determine the location of blood vessel edges. Finally,
Section 2.7 describes the concept of �lter “ringing” and how this relates to the
detection of edges.

2.1 background

Before discussing techniques to detect lines and edges, we will start with a
typical model of an edge. An idealized edge model would be a sharp transition
between two di�erent intensity levels in an image. However, due to limited
bandwidth, most edges in images acquired by some acquisition system aremore
or less smooth. �us, a typical edge can be modeled as a smooth transition
between two intensity levels as illustrated in Figure 2.1. �e illustration also
shows the �rst and second derivatives of the edge. From these, it can be noted

Low intensity
High intensity Intensity pro�le

First derivative

Second derivative

Figure 2.1: A model of an edge with �rst and second derivatives.



2.1 Background

that the �rst derivative is a candidate for edge detection, since it gives a non-zero
output across the entire edge transition and a maximum at the center of the
edge. In fact, the magnitude of the �rst derivative is probably the most common
feature used for edge detection.�e second derivative can be used to determine
whether the edge is a transition from dark to bright or vice versa. But it can
also be noted that the zero-crossing of the second derivative can identify the
center of the edge.

2.1.1 Gradient operators

Since we are studying images, the �rst derivative is represented by the gradient,
de�ned by partial derivatives ∇I = (∂I/∂x , ∂I/∂y)T , for a two-dimensional
image I in a Cartesian coordinate system. Now, according to our model in Fig-
ure 2.1, edges can be identi�ed by a non-zero gradient.�is implies that the gra-
dientmagnitude shouldbe larger than zero, i.e. ∣∇I∣ = √(∂I/∂x)2 + (∂I/∂y)2 >
0. However, objects in real images are seldom described by perfectly constant
intensity levels, so it is typical to use a non-zero threshold T which detects edges
of certain “strength” by ∣∇I∣ > T .�is approach of thresholding the gradient
magnitude is a core component of many common methods, e.g. the Canny
edge detector (Canny, 1986).
An important consideration is that digital images are sampled on a discrete

grid, so the partial derivatives of the image must be discretized. One possible
discretization is the central �nite di�erence, expressed as:

∂I i , j
∂x

≈ I i+1, j − I i−1, j
2

,
∂I i , j
∂y

≈ I i , j+1 − I i , j−1
2

(2.1)

where the indices i , j ∈ Z denote indices in the image grid. Such a discretization
leads to commonly applied�lters for gradient estimation such as Sobel orPrewitt
(see e.g. Gonzales and Woods, 2002, Chap. 10.1). Note, however, that the
approximations in Eq. (2.1) only use values from the two direct neighbors at any
point (i , j).�us, the result will be very sensitive to noise, which is typically
present in all real images. To reduce noise, the image can be smoothed by
convolving it with a Gaussian �lter before computing the derivatives:

Gσ = Cσe−(x
2
+y2)/2σ 2 (2.2)

where σ de�nes the standard deviation of the �lter, and Cσ is a normalization
constant. Since di�erentiation and convolution are linear operators, the Gaus-
sian smoothing followed by di�erentiation can be combined into one operator
by directly di�erentiating the Gaussian:

∂Gσ

∂x
= − x

σ 2
Gσ ,

∂Gσ

∂y
= − y

σ 2
Gσ (2.3)
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2.1.2 Laplace operators

Turning to the second derivative, a measure o�en used for images is given by
the Laplace operator:

∇2I = ∂2I
∂x2

+ ∂2I
∂y2

(2.4)

�is requires discretizations of second order derivatives of the image, which
can be approximated by:

∂2I i , j
∂x2

≈ I i+1, j − 2I i , j + I i−1, j ,
∂2I i , j
∂y2

≈ I i , j+1 − 2I i , j + I i , j−1 (2.5)

As previously noted, the second derivatives can be used for identifying the type
of edge transition, or to locate an edge by its zero-crossing. Like before, the
image is typically �ltered with a Gaussian to remove noise, prior to evaluating
the derivatives. Equivalently, the Laplace and Gaussian �lters can be combined
into the Laplacian of a Gaussian (LoG):

LoGσ = (x2 + y2 − 2σ 2
σ 4

)Gσ (2.6)

�e width of the �lter given by σ should be tuned to suppress the noise in the
image, while giving as “distinct” zero-crossings as possible.�e idea of using
the zero-crossings of the Laplacian as an edge indicator is, however, not easily
implemented in practice (see e.g. Huertas and Medioni (1986)), so gradient
based edge detection schemes are most widely used.

2.1.3 Hessian operators

A di�erent second derivative-based measure is given by the Hessian matrix:

H = ⎛⎝
∂2 I
∂x2

∂2 I
∂x∂y

∂2 I
∂x∂y

∂2 I
∂y2

⎞⎠ (2.7)

Much work on blood vessel enhancement and segmentation (see e.g. Sato
et al. (1997, 1998, 2000) and Frangi et al. (1998)) have used the eigenvalues
of the Hessian matrix to determine the “vesselness” (similarity to a line) of a
pixel neighborhood. For a 2D image, H has two sorted eigenvalues λ1 ≥ λ2.
If λ1 ≈ λ2, the neighborhood is isotropic, meaning that the structure has no
distinct orientation in that point. If, on the other hand λ1 ≫ λ2, the structure
in the neighborhood is anisotropic and has a clear orientation.
Since Chapter 5 will further use the concept of “vesselness”, we provide some

more detail in the construction and computation of the method proposed by
Sato et al. (2000). In this context, we consider volumetric 3D images, for which
the Hessian is represented as the 3 × 3 matrix of partial derivatives. Like the
previously described operators, the derivatives require a discrete approximation.
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2.1 Background

For this, Sato et al. (2000) use sampled derivatives of the Gaussian.�e �rst
order derivatives were given in Eq. (2.3), and second order derivatives can
be derived by di�erentiating Eq. (2.3).�is construction o�ers an important
feature: �e standard deviation σ of the Gaussians can be tuned to create
�lters of di�erent sizes. In the end, this will make the proposed “vesselness
�lter” sensitive to structures (vessels) of a speci�c size, de�ned by σ . Since
vessels are typically varying in width over the vascular tree, it is desired that
the vesselness �lter responds equally to a relevant range of vessel sizes. To
achieve this behavior, Sato et al. (2000) computes the Hessian over a range of σ ,
evaluates the vesselness �lter for each Hessian, and selects the maximum �lter
response in each point. We refer the reader to Sato et al. (2000) for details on
this construction and its implementation.
Returning to the de�nition of the vesselness �lter, we let the eigenvalues

of the Hessian be denoted by λ1 , λ2 , λ3, where λ1 ≥ λ2 ≥ λ3. �en, Sato et al.
(2000) note the following basic conditions on the eigenvalues for identifying
di�erent structures:

Condition Structure
(1) λ3 ≪ λ2 ≃ λ1 ≃ 0 Sheet (e.g. cortex)
(2) λ3 ≃ λ2 ≪ λ1 ≃ 0 Line (e.g. vessel, tendon)
(3) λ3 ≃ λ2 ≃ λ1 ≪ 0 Blob (e.g. nodule)

Based on condition (2), the following expression is de�ned to be an indicator
function for “vesselness”:

Vσ =
⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
∣λ3∣(λ2/λ3)γ (1 + λ1/∣λ2∣)γ λ2 < λ1 ≤ 0∣λ3∣(λ2/λ3)γ (1 − αλ1/∣λ2∣)γ ∣λ2∣/α > λ1 > 0 > λ2
0 otherwise

(2.8)

where σ is the standard deviation of the Gaussian derivative kernels used to
approximate the Hessian. �e parameters γ ≥ 0 and α ∈ (0, 1] control the
selectivity for di�erent classes of local structure (sheet/line/blob). In practice
they can be used for dealing with deviations from the optimal conditions, e.g.
when a vessel is stenotic. Typical values for these parameters are γ = 1 and
α = 0.25. Finally, the vesselness �lter response across all sizes/scales is de�ned
by:

V = max{Vσ i ∶ σi ∈ Σ} (2.9)

where the range of sizes/scales Σ is typically chosen as {1,√2, . . . , (√2)n} in
which n represents the coarsest scale at which all the vessels are detected.
It should be noted that the idea of eigenvalue analysis of the Hessian shares

some characteristics with other matrix based descriptions of local structure
(Förstner, 1986; Harris and Stephens, 1988; Granlund and Knutsson, 1995).
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(a) (b)

Figure 2.2: Illustrations of the directional function D(û). Figure (a) shows this
function in 2D with n̂k = (

√

2/2,
√

2/2)T . Figure (b) plots the direction as a
function of ϕ, i.e. the angle between u and n̂k .

2.1.4 Spatial and frequency descriptions

So far, all �lters described are motivated by spatial considerations, i.e. �rst and
second order derivatives of the image. For many applications, it can be useful
to apply models in the frequency domain instead. For example, blurring of an
image can be viewed as a simple averaging operation in the spatial domain.
In the frequency domain on the other hand, blurring is an operation which
removes high frequency components of the image. In some cases, the degree of
blurring can be speci�ed more precisely in the frequency domain by a cut-o�
frequency instead of a certain size of averaging �lter in the spatial domain. Also,
systems in nature, such as the human visual system, are o�en conveniently
described by its frequency properties.�is motivates some popular �lters in
image processing such as Gabor �lters (Gabor, 1946; Daugman, 1985).

2.2 quadrature filters

�e schemes previously presented will give a di�erent response for the same
line/edge depending on the brightness of the object. For example, an edge
detector based on gradient magnitude (Section 2.1.1) applied on a photographic
image gives di�erent responses if the illumination of the scene changes. In some
applications it is bene�cial to separate the type of event (e.g. line/edge) and the
strength of that event.�is is possible with quadrature �lters which represent
the event type using the local phase and the strength by the magnitude of the
�lter response. Before explaining the local phase concept, we will introduce the
general de�nition of quadrature �lters and their construction in the frequency
domain.
Quadrature �lters are complex �lter pairs where the real and imaginary
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2.2 Quadrature �lters

(a) Radial function in 1D (b) Radial function in 2D

Figure 2.3: Illustrations of the radial function R(ρ).

parts are oriented line- and edge-�lters respectively (Granlund and Knutsson,
1995).�ey can be de�ned in the Fourier domain as:

Fk(u) = 0, u ⋅ nk ≤ 0 (2.10)

where u is the frequency coordinate and nk is the �lter direction.�is speci�-
cation says that the Fourier transform of the �lter is zero in one half-plane, i.e.
that the �lter does not pick up frequencies on the “negative side” of the �lter
direction (i.e. the half-plane which has negative projection with nk). Tradition-
ally the �lters are designed to be spherically separable into functions of radius
(R) and direction (D):

F(u) = R(ρ)D(û) (2.11)

where ρ = ∣∣u∣∣ and û = u/∣∣u∣∣. To meet certain requirements (invariance and
equivariance, see (Granlund and Knutsson, 1995) for a complete description) it
was shown in Knutsson (1982, 1985) that the directional function can be chosen
as:

Dk(û) = ⎧⎪⎪⎨⎪⎪⎩
(û ⋅ n̂k)2 if û ⋅ n̂k > 0
0 otherwise

(2.12)

See Figure 2.2(a) for a 2D plot of this function where n̂k = (√2/2,√2/2)T . It
can be noted that this function varies as cos2(ϕ) where ϕ is the angle between
û and n̂k . See Figure 2.2(b) for a plot of this in 1D. Whereas the directional
function determines the angular restriction of the �lter to discriminate between
di�erent orientation of structures, the radial function de�nes the radial shape
of the �lter in the frequency domain.�us, the radial function is designed to
detect structures of particular frequency content, depending on a particular
application. One class of radial functions is the lognormal functions:

R(ρ) = e− 4
B2 log 2

log2 (ρ/ρ i) (2.13)
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(a) Frequency domain (b) Spatial domain (even) (c) Spatial domain (odd)

Figure 2.4: Optimized quadrature �lter in 2D.

where B is the bandwidth and ρ i is the center frequency. See Figure 2.3 for plots
of R(ρ) in 1D and 2D.
However, specifying appropriate radial and directional functions in the

frequency domain is not enough to solve the �lter design problem.�ere are
also desired properties of the �lter in the spatial domain. Especially important
is the local support, i.e. a good �lter should typically be as small as possible.
�e requirements on the frequency and spatial designs are o�en in con�ict, so
the optimal solution is a balance between the two. In Knutsson et al. (1999) a
general �lter optimization framework is presented, which uses weighted ideal
functions in the spatial and frequency domains to �nd an optimal solution in a
least-square sense. Examples of �lters generated using such a framework are
presented in Figure 2.4. Here we have chosen the center frequency ρ i = π/4
and bandwidth B = 2.�e size of the spatial mask is 21 × 21. Unless otherwise
noted, these �lters will be used for all 2D examples in this thesis.

2.2.1 Structures in di�erent orientations

When a quadrature �lter is designed, it is optimized to detect signal energy
along particular orientations. For most applications, it is important to detect
structures in all orientations, so a set of quadrature �lters with di�erent orien-
tations is commonly used. To cover the space of all orientations, it has been
shown in (Knutsson, 1982, 1985) that at least 3 uniformly distributed orienta-
tions are needed in 2D and 6 orientations in 3D. For the examples in this thesis,
we use 4 directions in 2D given by:

n̂1 = (1, 0)T n̂2 = ( a, a)T
n̂3 = (0, 1)T n̂4 = (−a, a)T (2.14)

where a = 1/√2. In 3D, we use 6 �lter directions:
n̂1 = c(a, 0, b)T n̂2 = c(−a, 0, b)T
n̂3 = c(b, a, 0)T n̂4 = c( b,−a, 0)T
n̂5 = c(0, b, a)T n̂6 = c( 0, b,−a)T

(2.15)
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2.3 Local phase

(a) Spiral image

Re

Im

θ

A

(b) Color mapping

Figure 2.5: �e synthetic spiral image (a) and the �lter output mapping (b) used to
visualize the complex valued �lter response.

(a) Filter response 1 (b) Filter response 2 (c) Filter response 3 (d) Filter response 4

Figure 2.6: Filter results for 4 �lter directions of the spiral image in Figure 2.5(a),
color coded using the mapping in Figure 2.5(b).

where a = 2, b = 1 +√
5 and c = (10 + 2√5)−1/2. To illustrate several examples,

we use a synthetic image of a spiral displayed in Figure 2.5(a).�is is a useful
image since it contains lines of varying thickness and orientation. Applying the
2D �lter set to this image yields the results in Figure 2.6, where the complex
valued �lter response is visualized using the color mapping in Figure 2.5(b).

2.3 local phase

As noted, the output from a quadrature �lter is complex valued, where the
real and imaginary parts represent the output from the line and edge �lter
respectively. If the output is purely real, the �lter is centered on a line, while
a purely imaginary output indicates an edge. More generally, the relationship
between the “line”-ness and “edge”-ness of a signal is encoded in the �lter output
as the argument of the complex value. Representing the �lter output by q = Aeθ ,
the argument θ is referred to as the local phase.�e local phase has a number
of properties making it robust for detecting lines and edges. Firstly, the local
phase is independent of signal energy, which means that it is not depending on
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(a) Cropped view of �lter output
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(d) Magnitude plot

Figure 2.7: Detailed illustration of the �lter response for the pixels along the hori-
zontal colored line in (a).�e white curve in (a) gives the true edges of the object.
All plots show three di�erent types of structures (line, edge transition dark-to-
bright/bright-to-dark) marked by blue circles. It can be seen in (c) and (d) that
these structures give maximal magnitude output at phases 0, −π/2 and π/2.�e
phase transition in the complex plane is shown in (b).

image contrast. In other words, a “weak” line gives exactly the same local phase
as a “strong”, or distinct sharp, line. Secondly, the phase varies smoothly and
monotonically with the position of edges and lines.�e magnitude A of the
output gives, on the other hand, an indication of signal strength, or the contrast
of the lines and edges.
We detail the concept of local phase in Figure 2.7.�e cropped �lter output

from a �lter oriented along n̂ = (1, 0)T is shown in Figure 2.7(a).�e plots in
Figure 2.7(b-d) show the phase θ and magnitude A along the horizontal line
of pixels in Figure 2.7(a) where the color of the lines can be used to correlate
the position of the �lter between the plots. In Figure 2.7(d) we see that the �rst
structure the �lter detects is a line at pixel 22.�e line is visualized by a green
color in Figure 2.7(a) and characterized by a phase of 0 in Figure 2.7(b,c).�e
next peak in themagnitude is due to an edge transition from dark (background)
to bright (object) around pixel 91. �is is represented by an orange color in
Figure 2.7(a) and a phase of−π/2. Finally, the last structure is an edge transition
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2.4 Resolving edge ambiguities

(a) Filter scale 1 (b) Filter scale 2 (c) Filter scale 3 (d) Filter scale 4

Figure 2.8: Filter results over di�erent scales.

(a) β = 0 (b) β = 2 (c) β = 5 (d) β = 10
Figure 2.9: Multi-scale integration using di�erent values of parameter β.

from bright to dark around pixel 124 which is indicated by a phase of π/2 and a
purple color.

2.4 resolving edge ambiguities

As was noted in the illustration of local phase in Figure 2.7, the �lter distin-
guishes between two types of edges: transitions from dark (background) to
bright (object) around pixel 91, or vice versa around pixel 124. For our appli-
cation, it is not important to make this distinction so we want to simplify the
�lter output by reducing these two cases to only one edge event.�is can also
be motivated by the fact that two �lters with opposing direction will result in
edge ambiguities. Consider the last edge around pixel 124 in Figure 2.7.�e
�lter with direction n̂1 = (1, 0)T views this edge as a transition from bright
to dark and thus gives a local phase of π/2. However, a �lter with direction
n̂4 = (−1/√2, 1/√2)T will approach this edge from the other direction and
detect a transition from dark to bright with a local phase of −π/2. Direct opera-
tions, such as comparisons or summations, on the results of these two �lters
are not possible due to this ambiguity. In Paper II, our solution to this problem
is to simply take the absolute value of the imaginary part of the �lter response.
�en we view all edges as transitions from bright to dark with a local phase
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of π/2.�is “recti�cation” of the �lter output makes it possible to produce an
orientation invariant output by the sum of all �lter directions.

2.5 multi-scale integration

�e main contribution in Paper II, is the �ltering on multiple scales to handle
vessels of varying width. Figure 2.8 shows the results on multi-scale �ltering of
the spiral image, a�er applying the recti�cation and summation of all �ltered
directions as described in Section 2.4 for each scale. We can note that the �nest
scale in Figure 2.8(a) detects the thin parts of the spiral as lines, whereas the
thicker parts are detected as edges. As we traverse the scale hierarchy, also the
thicker parts are detected as lines as can be seen in Figure 2.8(d). In practice,
we compute the scale pyramid by subsampling the image and use the same set
of �lters on each scale.

�e �nal step in the �lter processing is to combine all the scales using amulti-
scale integration. Our scheme is motivated by the fact that the magnitude of the
�lter response corresponds to a certainty measure for the indicated line/edge
structure. We use this magnitude as a weight to favor the scale with largest
certainty. For example, if a �lter gives strong output indicating an edge at a
given pixel on a certain scale, this pixel should with large certainty be an edge
pixel. We formalize the multi-scale integration by:

q = ∑N
i=1 ∣q i ∣βq i∑N
i=1 ∣q i ∣β (2.16)

where N is the number of scales, q i is the �lter result for each scale and β ≥ 0
is a weight parameter. Note that the extreme case β = 0 gives the average
of all scales, while a very large value of β acts a maximum operation which
basically picks out the scale with maximum output. Integrating the results in
Figure 2.8 using di�erent values for β is shown in Figure 2.9.�e choice of β
was investigated further in Paper II, in which we concluded that a choice of
0 < β < 5 generally performs well.
2.6 edge localization

�e next step is to use the �lter results to determine the location of lines and
edges in particular. A�er the multi-scale integration, we have combined the
output from quadrature �lters with di�erent orientations, applied on a scale
pyramid of the image. So the �nal result is complex valued, where the relation
between the real and imaginary parts (the local phase) describes the “line”-ness
and “edge”-ness of the structure in each pixel. We can �nd lines where the real
part of the result is locally maximal (or where the phase θ = 0) and edges at
imaginary maxima (at θ = π/2). Equivalently, it is possible to locate lines at
the zero-crossings of the imaginary part and edges at the zero-crossings of the
real part. For our work we use the later formulation, since the detection of
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2.7 Non-ring �lter design

zero-crossings can be more robust algorithmically compared to the localization
of maxima. Since we are particularly interested in locating the edges of blood
vessels, we will mainly study the real part of the �lter response and use it for the
segmentation. If we describe the object by bright pixels and the background
by dark, we can also note that positive values of the real part indicate that
we are inside the object, while negative values indicate outside. In the next
chapter, the thesis will continue by describing methods for segmentation in
general, and Section 4.2 will use the �lter results presented in this chapter for
the segmentation of blood vessels in particular.

2.7 non-ring filter design

Filter ringing is an artifact which appears as a periodic repetitive pattern around
structures in an image (Gonzales and Woods, 2002, Chap. 4.3). In the case
of edge detection using the approach described in the previous section, this
e�ect could manifest as duplicated false edge indications around the true edge
structure. Usually, the magnitude of these repeating structures is signi�cantly
smaller than the response from true structures. However, in the multi-scale
framework, the ringing from a coarse scale can interfere with a �ne scale so
that the edge localization in the �ner scale is disturbed. Related problems were
studied in scale-space analysis (Witkin, 1983; Yuille and Poggio, 1985; Hummel
and Moniot, 1989). To investigate the e�ect of ringing, a non-ringing �lter
design was presented in Paper III. In this paper, we compared the proposed
design with a traditional Gabor �lter which gives a signi�cant ringing.

�e non-ringing �lter design for 1D was �rst proposed in (Westelius, 1995,
Chap. 2.3). �e characteristic for a non-ring �lter is that the phase of the
impulse response should be monotonous and run between −π to π without any
wrap around.�is can be enforced directly by a design in the spatial domain
expressed as:

f (ξ) = g′(ξ)eiπ g(ξ)/g(R) (2.17)

where g(ξ) is the phase function and R is the radius of the spatial support
of the �lter, i.e. ξ ∈ [−R, R]. Note that the normalization g(ξ)/g(R) forces
the argument in the exponent, and thus the phase of the impulse response, to
go from −π to π. �e envelope g′(ξ) of the �lter is motivated by enforcing
a zero DC component, i.e. the integral of f (ξ) over its domain should be
zero (Westelius, 1995, Chap. 2.3).�e function g(ξ) can be any monotonous
antisymmetric function, but to get a smooth envelope (speci�ed by g′(ξ)), we
use the hyperbolic tangent function g(ξ) = tanh(ξ), giving:

f (ξ) = απ (1 − tanh(αξ)2) eiπ tanh(α ξ) (2.18)

where ξ ∈ [−π, π] and the parameter α > 0 controls the frequency content of
the �lter. To construct higher dimensional non-ring �lters, we use the same
spherically separable design as for the quadrature �lters in Section 2.2.�at is,
we assume that the �lter can be expressed as the product of radial and directional
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(a) Filter scale 1 (b) Filter scale 2 (c) Filter scale 3 (d) Filter scale 4

Figure 2.10: Zero-crossings of the real part of the �lter responses at di�erent scales
using quadrature �lters.�ese zero-crossings might be mistaken for edges.

(a) Filter scale 1 (b) Filter scale 2 (c) Filter scale 3 (d) Filter scale 4

Figure 2.11: Zero-crossings of the real part of �lter responses at di�erent scales
using non-ring �lters.

functions in the Fourier domain (Eq. (2.11)).�en, the basic idea is to use the
Fourier transform of the 1D non-ring �lter (Eq. (2.18) as the radial function. For
the directional function, we use the same construction as for the quadrature
�lters (Eq. (2.12)).�us, the �lter is designed in the Fourier domain, but the �nal
�lters are computed by also considering spatial requirements (local support) in
an optimization framework (Knutsson et al., 1999).
To identify a potential ringing e�ect of the quadrature �lters, we use the

idea of locating edges by the zero-crossing of the real part of the �lter response
as described in Section 2.6. In Figure 2.10, this zero-crossing is plotted for 4
di�erent �lter scales (i.e. the �lter responses in Figure 2.8). For all scales, we can
note the ringing e�ect manifested as one false repetition around the true edge.
To compare this with the non-ring design, Figure 2.11 shows the corresponding
result using the non-ring �lters. Here, it can be noted that the false repetitive
structures do not appear.�e zero-crossings �uctuating in the background is
due to a small amount of noise added to the image to illustrate a more realistic
scenario.
Now, a possible problem that could manifest during the scale integration

is that the ringing from coarser scales might interfere with the positioning
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2.7 Non-ring �lter design

(a) Quadrature �lters (b) Non-ring �lters

Figure 2.12: Zero-crossings of the real part of the �lter responses using quadrature
and non-ring �lters, integrated over 4 scales using β = 2.

(a) Multi-scale integrated result (b) Single (�nest) scale

Figure 2.13: Zoom view of zero-crossings of the real part of the �lter responses
using quadrature (cyan) and non-ring �lters (yellow).
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of the true edge at �ner scales. �us, we also plot the zero-crossings of the
respective �lter designs a�er the scale integration (using β = 2) in Figure 2.12.
To compare the results in Figure 2.10, Figure 2.11 and Figure 2.12 in more detail,
zoomed in views on the thinner part of the structure are shown in Figure 2.13.
Here, Figure 2.13(a) shows the result a�er the multi-scale integration, while
Figure 2.13(b) shows the result based only on the �nest scale (i.e. Figure 2.10(a)
and Figure 2.11(a)). From this, it can be seen that the edge located a�er scale
integration coincides with the edge located using only the single scale, which
for this example implies that the ringing from coarser scales does not interfere
with the �ner scales.

2.7.1 Filter design considerations

�e plot in Figure 2.13(a) further illustrates an important aspect of designing
�lters for a real application: First, we note that the two edges di�er slightly.
Recall that the �lters are speci�ed by the radial functions in Eq. (2.13) and (the
Fourier transform of) Eq. (2.18).�us, their frequency properties are de�ned
di�erently which makes it hard to create �lters which correspond perfectly in
their frequency behavior. Second, we note that both �lters seem to give over
segmented results (i.e. that the indicated edge is too far out from the actual
edge).�is is because both �lters are actually too large (spatially) to perfectly
detect the thinnest part of the structure (i.e. the �lters’ center frequencies are
too low). To get better performance for this particular image, we can generate
�lters with higher center frequency.�e result a�er applying the same �ltering
and edge detection pipeline, using quadrature �lters of size 7 × 7 with center
frequency ρ i = π/2 and bandwidth B = 2 are shown in Figure 2.14. Since we
use a smaller �lter, this example integrates over 5 scales to get good coverage of
the largest structure. As can be seen in Figure 2.14(b), the edge indicated by the
�lter is much closer to the true edge compared to Figure 2.13(a). However, the
�lter is also more susceptible to high frequency noise which can be seen near
the thin structure in the center of the image. In Chapter 4, we will return to the
regularization of this noise using level set methods. Regarding the non-ring
�lter, we can note a drawback in that the design in Eq. (2.18) only includes one
parameter α to control the shape of the �lter in the spatial domain, whichmakes
the process of tweaking the �lter’s frequency properties more cumbersome.
�us, future research could focus on di�erent parameterizations to increase the
�exibility of the �lter’s shape.

2.8 illustrations

To illustrate the behavior of our method, we use two medical images with blood
vessels.�e �rst is a retinal image from the DRIVE database (Staal et al., 2004),
shown in Figure 2.15(a).�e �lters used are quadrature �lters (as designed in
Section 2.2) with center frequency ρ i = π/4, bandwidth B = 2 and a spatial size
of 21 × 21. �e �lter responses for all �lter directions in scale 2 are shown in
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2.9 Summary

(a) Multi-scale integrated result (b) Zoom view of thin structure

Figure 2.14: Edges located by zero-crossings of the �lter responses using high
frequency quadrature �lters (size 7 × 7, center frequency π/2), integrated over 5
scales using β = 2.

Figure 2.16. Since there is not much variation in the width of the blood vessels,
we only �lter on 2 scales.�e individual scales and the integrated result using
β = 2 (de�ned in Eq. (2.16)) are displayed in Figure 2.17.
A second example is a maximum intensity projection (MIP) image of the

aorta shown in Figure 2.15(b) (see Section 5.1.1 for a presentation of this visual-
ization technique).�is is a challenging image since it contains vessels of very
large variation in width. �e responses for the di�erent �lter directions are
presented in Figure 2.18 for the third scale. Due to the large width variation,
we �lter the image on �ve scales which are integrated with the parameter β = 2.
�e results are shown in Figure 2.19.
Both examples show that the �ltering method succeeds in capturing most

visible blood vessel structures, even for large variations in width. Note that the
primary purpose of these examples is to illustrate the behavior of the method,
quantifying the detection performance would require large e�orts and will be
the focus of future work. Also note that �lter parameters more optimized to
these type of images could potentially improve the results even further.

2.9 summary

�is chapter has presented some background on line/edge detection and re-
viewed the concept of “vesselness �lter” which is further used in Chapter 5. It
also outlined the quadrature �lters which form the basis of the ideas presented
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(a) Retinal image. (b) Aorta image.

Figure 2.15: Medical images used as examples.

(a) Filter response 1 (b) Filter response 2 (c) Filter response 3 (d) Filter response 4

Figure 2.16: Filter responses in the di�erent directions on the retinal image on the
second scale.

in Paper II. In this paper, the main contribution lies in introducing the multi-
scale integration of �lter responses which can be used to locate edges robustly
over multiple scales.�e target application is blood vessel segmentation and
we present results on 2D and 3D medical images. Furthermore, Paper III inves-
tigates the potential e�ect of ringing in the multi-scale integration.�e paper
proposes a non-ring �lter design, which is compared to the quadrature �lters in
this thesis. An empirical test shows that the ringing does not interfere with the
localization of edges using the quadrature �lters. Since the quadrature �lters
are easier to tune by their frequency speci�cation, all remaining examples in
the thesis will be based on these �lters.
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(a) Filter scale 1 (b) Filter scale 2 (c) Scale integration

Figure 2.17: Filter results over di�erent scales.

(a) Filter response 1 (b) Filter response 2

(c) Filter response 3 (d) Filter response 4

Figure 2.18: Filter responses in the di�erent directions on the aorta image on the
third scale.
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(a) Filter scale 1 (b) Filter scale 2

(c) Filter scale 3 (d) Filter scale 4

(e) Filter scale 5 (f) Scale integration

Figure 2.19: Filter results over di�erent scales.
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CHA P T E R 3

M ED I C A L IMAG E S E GM EN TAT I ON

This chapter brie�y introduces the most common categories of image
segmentation methods used for medical image segmentation. We start

with the simplest techniques typically referred to as thresholding and region
growing.�en, we introduce more recent techniques where a segmentation is
found by means of optimizing an energy functional. In this context we describe
continuous variational and discrete combinatorialmethods.

3.1 thresholding and region growing

Early, and simple, techniques for segmentation mainly used the assumption
that relevant objects in an image can be identi�ed based on intensity values.
�e simplest approach identi�es objects using a single threshold value, such that
pixels above and below the threshold are object pixels and background pixels
respectively.�is works �ne for high contrast objects with a uniform intensity
level, but the method o�en fails as soon as the intensity of the object varies and
possibly overlaps with the intensity range of the background.�is is o�en the
case for natural images, which limits the usefulness of this approach.
A slightly more sophisticated version of thresholding is region growing

(Adams and Bischof, 1994).�e basic idea is to start from given seed points
which are known to be object pixels.�e neighborhoods of the pixels are classi-
�ed as background or object depending on a threshold value.�e (connected)
object is then segmented by a recursive search through the pixels which are clas-
si�ed as “belonging to the object”. A typical problem with this type of method
is leakage, since it is hard to set a threshold value which con�nes an object.

3.2 variational methods

Variational methods are based upon an energy functional where the optimum
de�nes a good segmentation.�e functional is typically depending on a curve,
which de�nes the partitioning of the image, and a number of image derived
terms such as image intensity, image gradients, etc.

3.2.1 Snakes

�e �rst work in this direction was the Snake in Kass et al. (1988) which used
an explicit type of curve representation.�e energy is de�ned by:

E [C(s)] = −∫ ∣∇I(C(s))∣2 ds + ν1 ∫ ∣C′(s)∣2 ds + ν2 ∫ ∣C′′(s)∣2 ds (3.1)



3.2 Variational Methods

where C(s) is a parametric curve with parameter s, I is the image, and C′ and
C′′ are the �rst and second derivatives of C with respect to its parameter s.�e
�rst term is referred to as the external energy and the two last terms are the
internal energies of the snake.�e external energy is derived from the image,
and is used to drive the curve towards points with high gradient magnitude,
i.e. sharp edges. �e �rst internal energy, weighted by ν1 ≥ 0, measures the
length of the curve, while the second, weighted by ν2 ≥ 0 measures the sti�ness.
Good segmentations are represented by curves which optimize the energy, i.e.
where the �rst variation of E vanishes. �e �rst variation can be viewed as
a generalization of the �rst derivative from “ordinary” calculus. Recall that
stationary points (maxima, minima, saddles) of a function can be found by
searching for points where the �rst derivative is zero. �e �rst variation in
the calculus of variations has exactly the same meaning, but for functionals
(“functions of functions” such as Eq. (3.1)) instead of functions. Without going
into details , this can be expressed by the Euler-Lagrange equation denoted
by δE/δC = 0.�is equation results in a di�erential equation which, in most
cases, is hard to solve directly. Instead an energy optimum is found by evolving
the curve in the steepest descent direction of the energy, such that ∂C/∂t =−δE/δC.�is is the basic idea behind the popular variational methods used in
image processing. Note however that in many cases the solution will be a local
optimum, so the result strongly depends on a proper initialization, or a proper
starting curve.

�e Snakes algorithm was the starting point for image segmentation using
variational methods. However, it su�ers from a number of drawbacks. �e
main drawback is the explicit curve representation which does not easily al-
low topological changes and requires complex reparameterization algorithms.
Second, since the nodes of the curve are a�ected by local image features only,
i.e. there are no terms derived in, for example, the interior of the curve, the
solutions tend to be very sensitive to a proper initialization. Also, from a math-
ematical point of view, the energy function is not intrinsic since it depends on
the parameterization of the curve.�is means that the energy will change if
the parameterization changes, which clearly is an undesirable property.

3.2.2 Level set methods

To address the �rst issue regarding curve parameterization, approaches using
the implicit level set method by Osher and Sethian (1988) were simultaneously
proposed by Caselles et al. (1993) and Malladi et al. (1993, 1994). Using these
ideas, a curve is implicitly represented as the zero level set of a time dependent
function ϕ(x , t), such that

C(t) = {x ∶ ϕ(x , t) = 0} (3.2)

Here, t is time and x ∈ Rn is the spatial coordinate, where n de�nes the dimen-
sions of the embedding space of C. For example, a “curve in an image” (a planar
curve) is embedded in R2, while a “surface in a volume” is embedded in R3.
For the remaining text, we assume n = 2 unless stated otherwise. Furthermore,
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we de�ne the inside and outside of the curve as the sets {x ∶ ϕ(x , t) < 0} and{x ∶ ϕ(x , t) > 0} respectively. We are interested in the evolution of C over
time, which corresponds to an evolution of the level set function ϕ. For this
derivation, we follow Solem and Overgaard (2005) and study a point α(t)
which is on C and thus follows the motion of C. By the de�nition in Eq. (3.2),
we have ϕ(α(t), t) ≡ 0. Di�erentiating this with respect to time, gives the level
set equations:

∂ϕ
∂t

= −dα
dt

⋅∇ϕ (3.3)

= −F ∣∇ϕ∣ (3.4)

where F = dα/dt ⋅n, and n = ∇ϕ/ ∣∇ϕ∣ is the outward unit normal of the curve.
In this case F corresponds to the normal component of the velocity dα/dt, i.e.
the speed in the normal direction of the curve. By these equations, we thus
have a relation between the motion of the curve C (given by dα/dt or F) and
the time evolution of the level set function ϕ. For more details on level set
methods, we refer to Osher and Fedkiw (2003). �is representation has the
main advantage of allowing arbitrary topological changes, so the initial curve
does not need to have the same topology as the segmented object. Unlike the
Snakes algorithm, which was motivated by energy minimization, the work by
Caselles et al. (1993) andMalladi et al. (1993, 1994) was geometrically motivated.
�e level set evolution was de�ned as:

∂ϕ
∂t

= g(x)(κ + v) ∣∇ϕ∣ (3.5)

where g(x) is an inverse edge indicator, typically g(x) = 1/(1+ ∣∇I∣2), and κ is
the curvature, de�ned as the divergence of the normal:

κ = ∇ ⋅ ∇ϕ∣∇ϕ∣ (3.6)

�e parameter v > 0 is referred to as a “balloon force” (Cohen, 1991) and has
the e�ect of “in�ating” the curve by pushing it outwards in its normal direction.
�e curvature term has the geometrical e�ect of “smoothing” the curve (i.e.
regularization). �us, the curve is evolving as an “in�ated smooth balloon”
until it aligns with high gradient structures in the image, where g(x) will be
small. Note however, that g(x) will never be identically zero, so it is di�cult to
control the convergence of this method.

3.2.3 Geodesic active contours

�e next major step in variational methods-based image segmentation was the
Geodesic active contour proposed simultaneously by Caselles et al. (1995, 1997)
and Kichenassamy et al. (1995). In this work, it is shown that a special case
of the Snakes model can be interpreted as �nding geodesics (locally shortest
paths) in a space with a metric derived by image content. �is formalism
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provides an analogue between segmentation using active contours andminimal
distance (geodesic) computations. Formally, the energy to be minimized has
the following form:

EGAC[C(s)] = ∫ L(C)

0
g(∣∇I(C(s))∣)ds (3.7)

where L(C) is the length of C. We can note that choosing g = 1 gives the
length of the curve C(s), so minimizing Eq. (3.7) gives a minimal curve where
the length of the curve is weighted by the function g(∣∇I∣). As previously
mentioned, a procedure for �nding an optimal solution is to evolve the curve in
the steepest direction (gradient) of the energy.�is is given by the �rst variation
of EGAC (Kimmel, 2003):

δEGAC(C)
δC

= (κg +∇g ⋅ n)n (3.8)

where κ is the curvature andn is the outward1 curve normal. To �nd aminimum
solution to Eq. (3.7), the curve C can then be evolved in the negative direction
of Eq. (3.8):

∂C
∂t

= −δEGAC(C)
δC

= −(κg +∇g ⋅ n)n (3.9)

We have previously mentioned the problems with parametric curves (e.g. dif-
�cult handling of topology changes), so it is practical to perform this curve
evolution using an implicit (level set) representation. Eq. (3.3) speci�es what
we need: Here, the motion of C corresponds to dα/dt which combined with
Eq. (3.9) gives:

∂ϕ
∂t

= (κg +∇g ⋅ n) ∣∇ϕ∣ (3.10)

using n = ∇ϕ/ ∣∇ϕ∣.�us, Eq. (3.10) corresponds to the gradient of the energy
EGAC with respect to the curve represented as the zero level set of ϕ. Comparing
Eq. (3.10) with the geometrically motivated active contour in Eq. (3.5), we see
that the “balloon term” has been replaced by a term involving the gradient of g.
�e e�ect of this is an “advection” (transportation) of the curve by the gradient
of g, which pulls the curve to stationary points of g (i.e. edges).�us, we could
generally expect a more robust convergence behavior than with Eq. (3.5). More-
over, being derived from an energy formulation, the geodesic active contour
model enjoys a more rigorous mathematical framework.
In the derivation of the curve evolution above we included the notion of

gradient of the energy. However, the standard derivations in literature have
generally lacked a proper de�nition of gradient by omitting the de�nition of
an inner product on the “manifold of curves”. �is inner product has been
investigated in work by Yezzi and Mennucci (2005); Solem and Overgaard
(2005); Charpiat et al. (2005); Sundaramoorthi et al. (2007). For example, the
authors in Sundaramoorthi et al. (2007) propose to use a Sobolev-type inner
product which tends to avoid local optima solutions of the energy.

1. Note that most derivations in literature (e.g. Caselles et al. (1997)) use the inward curve normal.
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3.2.4 Active contours without edges

So far, the active contour models have primarily de�ned the objects by image
gradients. �is is o�en problematic due to varying edge contrast and noise.
�e models will fail completely for objects with too blurred or weak edges,
and there are risks of leakage if the edge is not well de�ned on the complete
perimeter of the object. In contrast, the active contours without edges by Chan
and Vese (2001) is based on regional measures and do not depend on any edge
de�nition. �is approach incorporates region information and is a special
case of the Mumford-Shah functional for segmentation (Mumford and Shah,
1989). Basically, it solves the minimal partition problem which aims to �nd a
partitioning of the image which best separates the interior of the curve from
the exterior. Formally, it is described as:

ECV [C(s)] =µ∫ L(C)

0
ds +∬

ΩC
(I(x , y) − c1)2 dxdy (3.11)

+∬
Ω∖ΩC

(I(x , y) − c2)2 dxdy
where ΩC is the interior of the curve C, c1 and c2 are the average image in-
tensities in the interior and exterior of C respectively and µ ≥ 0 is a weight
parameter.�e �rst term is a regularization whichminimizes the length and the
two last terms provide the balancing between the interior and exterior. It can
be noted that omitting the regularization by µ = 0 leeds to a solution equivalent
to simple thresholding, similar to the classical Otsu’s method (Otsu, 1979).�e
Chan-Vese model assumes the image to be separable into two regions (phases)
which can be reasonably well approximated by constant values c1 and c2.�is
is a crude model which was later generalized to multi-phase piecewise-smooth
approximations in Vese and Chan (2002).

�e main advantage of this model is the global dependence and the ten-
dency to produce globally optimal solutions in practice. However, for many
applications in medical image segmentation, the in�uence of the background
intensity can be problematic.�is was investigated in Paper I andwill be further
detailed in Section 4.1.

3.2.5 Active shape models

Many applications can include prior knowledge in the segmentation. For exam-
ple, shape priors can be used to constrain the topology and general shape of the
result. A model for integrating shape in medical applications was presented in
Rousson et al. (2004). For a review on approaches to incorporate color, texture,
motion and shape, see Cremers et al. (2007).

3.3 combinatorial methods

Whereas the previous section described approaches where the image domain
is regarded as continuous and segmentation was posed as an optimization in
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a continuous space, there are combinatorialmethods formulated as a discrete
optimization problem on the pixels of the image.�is section introduces the
main directions in this area for completeness, but since this is not the focus of
this thesis, the presentation is brief.
In general, the variational methods previously presented use a gradient

descent search for optimization which can only be guaranteed to �nd stationary
points. For most cases, it is not known whether the solution found is a local
minima, maxima or a saddle point. Furthermore, the solution depends critically
on the initial condition (curve). In this context, it should be pointed out that
fairly recent work in e.g. Chan et al. (2006); Bresson et al. (2007) has shown
that common variational models can be globally optimized using e�cient
methods. Likewise, the main bene�t of the combinatorial methods is that
a global solution can be guaranteed. �is has several advantages: First, the
solution is not depending on the initial condition, so the initial curve can be
placed arbitrarily in the image. Second, the quality of the solution relates directly
to the energy functional and the parameters controlling the functional, rather
than the initialization or other numerical implications of the implementation.
On the other hand, some applications might bene�t from the possibility of
inducing a local optima by a controlled initialization, such as extracting a
particular branch of a blood vessel tree. But combinatorial methods can in
general be considered more robust due to the guaranteed global solution.
Like the Snakes algorithm in variational methods, the combinatorial meth-

ods for segmentation started with explicit representations of object boundaries.
�is was �rst presented by Amini et al. (1990) where dynamic programming
was used to �nd a global optimum of the Snakes energy. Other researchers have
proposed similar techniques based on dynamic programming to �nd optimal
paths, see e.g. (Geiger et al., 1995; Mortensen and Barrett, 1998; Falcão et al.,
1998). However, these approaches are limited to 2D images since the properties
of 3D geometry require fundamentally di�erent explicit representations.
An important contribution for segmentation based on graph cuts was pre-

sented by Boykov and Jolly (2001) (and extended in (Boykov and Funka-Lea,
2006)). In this work, pixels are classi�ed as being either inside or outside the
object, making this a combinatorial method using an implicit-type representa-
tion (albeit discrete).�us, compared to the previously outlined path-based
approaches, this method generalizes to higher dimensions more easily. �e
success of the method relies on an e�cient min-cut/max-�ow algorithm which
computes a globally optimal cut (Boykov and Kolmogorov, 2004).

3.4 blood vessel segmentation

So far, we have reviewed general segmentation algorithms which have been
applied to medical images in general. Now we proceed by presenting previous
work on blood vessel segmentation in particular.�is has been (and still is)
a very active research topic and good reviews can be found in Lesage et al.
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(2009); Kirbas and Quek (2004). Since research in this �eld typically focuses on
particular applications, review articles targeting speci�c anatomies or imaging
modalities have been presented for e.g. peripheral CT angiography (Felkel
et al., 2001), MR angiography (Suri et al., 2002a,b) and retinal imaging (Fraz
et al., 2012). In general one �nds that the majority of the proposed techniques
use di�erent mixtures of a number of common assumptions on the data and
common core algorithms. In the review by Lesage et al. (2009), they categorize
the methods by three “high-level axes”: Modelswhich describe the assumptions
made on the appearance of vessels in the imaged data; Features which are mea-
sures/�lters used to estimate the models; Extraction schemes which describe
algorithms for using models and features to delineate the vessels.�e approach
taken in the review by Kirbas and Quek (2004) is a more �ne-grained catego-
rization of techniques into e.g. skeletonizationmethods, region growing etc, but
since many techniques use combinations of di�erent methods the presentation
su�ers from cross-referencing between the categories. In this overview, we will
summarize the main high-level discussions by Lesage et al. (2009) and provide
some key references.

3.4.1 Vascular models

�e vascularmodels describe how the vessel structures appear in the image data.
�is includes photometric and geometric appearance, where the photometric
appearance is very much determined by the imaging modality. For example, in
the case of CTA data the intensity distribution of the vessels are determined
by the characteristics of the contrast agent and the timing of the scan, given
the calibrated Houns�eld scale (this will be further described in Chapter 5,
relating to Paper V). Such intensity distribution models are applied in many
techniques, e.g. Boskamp et al. (2004); Florin et al. (2006). For particular
applications, the model can also incorporate the intensities of surrounding
tissue.�e most basic assumption suitable for many angiography studies is that
vessels are brighter than the surroundings, but more speci�c models can also
be applied. For example, the speci�c case of segmenting the carotid arteries
passing through the skull base has been targeted in Schaap et al. (2007). Finally,
noise (which is also modality speci�c) can be modeled as part of the vessel’s
appearance (Hassouna et al., 2003).
In contrast to the photometric model, a geometric model of a vessel can

generally be described independently of modality.�e prior knowledge that a
vessel is a tubular/line-like structure is an important factor which reduces the
degrees of freedom in the segmentation and increases the robustness.�ere
are two major models used: Surface or centerlinemodels. Surface models are
typically used to con�ne a geometrical representation of the vessel wall to a
plausible set of solutions. For example, Frangi et al. (1999, 2000) use a B-spline
tensor surface model parameterized to align with the vessel’s central axis and
constrained as to avoid self intersections during a surface �tting process. In
general, many active shape/contour techniques impose some kind of surface
model to constrain the parameters/motion of the active shape/contour, e.g.
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Bruijne et al. (2003); Moreno et al. (2013). Centerline models, on the other
hand, use the intuitive description of a vessel as a 1D structure, i.e. a line/curve
in 3D space. O�en, this model is applied to enforce a limited curvature on the
resulting segmentation, as in e.g. Lorigo et al. (1999, 2001). A basic problem
with many models imposing the 1D structure of the vessels is the inability to
robustly handle bifurcations or vessel pathologies which violate this model, e.g.
aneurysms.
Hybrid models, mixing both assumptions on photometric and geometric

appearance, have also been proposed.�ese are o�en presented as intensity
pro�les of the vessels, see e.g. Krissian et al. (2000); Wörz and Rohr (2007).
Other approaches which also mix intensity and structural assumptions on the
segmentation are ridge traversal methods, as in Aylward and Bullitt (2002);
Fridman et al. (2003).

3.4.2 Image features

Whereas the models describe assumptions on the appearance and structure of
the vessels, the features can be seen as the detectors or �lters used to evaluate
the models on the data. Ideas that are based upon the model that vessels
are hyper intense structures (brighter than the surroundings) include ridge
traversal methods previously mentioned (Aylward and Bullitt, 2002; Fridman
et al., 2003). Another example of such a feature is the “�ux maximizing �ow”
in Vasilevskiy and Siddiqi (2002) which is used to drive a propagating curve in
a level set framework. In this context, we have previously presented the idea
of using quadrature �lters over multiple scales to detect the edges of vessels in
Section 2.2 relating to Paper II.
Popular features are based on second-order derivatives of the data, mainly

based on an eigenvalue analysis of the Hessian. �e basic idea is that under
the typical assumptions of a tubelike structure, a vessel has one small and one
high principal curvature. First proposed in Koller et al. (1995), there have been
variations on this theme in Frangi et al. (1998); Sato et al. (1997, 2000) where it
was named “vesselness” �lter. Details of this idea were presented in Section 2.1.3
and is later used in Chapter 5 in reference to Paper V.
Other approaches �t geometric models (such as intensity pro�les) to the

data, and use the goodness of the �t as a measure of “vesselness”. Examples
of such approaches include Wörz and Rohr (2004, 2007, 2008); Friman et al.
(2010).

3.4.3 Extraction schemes

�e extraction schemes are the algorithms which perform the actual segmenta-
tion, relying on themodels and features previously outlined. Lesage et al. (2009)
categorizes the methods as region-growing, active contours, or centerline-based
approaches. Probably the simplest methods are the region-growing methods.
�ese are basically based upon the idea of growing the vessel segmentation
from an initial seed point, where the neighboring points are included if they
meet a certain criteria. Such a criteria can be based on intensity thresholds
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(Selle et al., 2002; Boskamp et al., 2004) or adapted to the local image statistics
(Yi and Ra, 2003). Related to region-growing but strictly imposing a “least cost”
propagation is the fast marching method (Adalsteinsson and Sethian, 1995;
Tsitsiklis, 1995).
Previously reviewed in Section 3.2, the active contour methods perform

segmentation by imposing external and internal forces to a curve/surface rep-
resentation of the vessel. �e representation can either be explicit (snakes,
Section 3.2.1) or implicit (level sets, Section 3.2.2). Regarding vessel segmenta-
tion in particular, Toledo et al. (2000a,b) propose a snakes model which uses
principal component analysis to drive the evolving surface. However, since
the snakes model su�ers from algorithmic di�culties in handling topology
changes (especially in 3D), many previous work targeting vessel segmentation
uses a prior centerline to steer the snake for robust behavior, see e.g. (Frangi
et al., 1999, 2000; Mille and Cohen, 2009).
Due to the natural handling of topology changes, the implicit active contours

have been widely used for vessel segmentation. One popular technique which
uses the model assumption of a 1D structure, is the “curves” method by Lorigo
et al. (1999, 2001). �ey make the observation that a typical problem with
the mean curvature �ow, commonly used for regularization, is the tendency
to remove small vessels. �is is due to the high cross-sectional curvature
typical for such structures. Instead they propose the use of the minimum
curvature which corresponds to the “bending” along the main direction of the
vessel.�is idea has been used in subsequent work by e.g. van Bemmel et al.
(2003); Luboz et al. (2005); Moreno et al. (2013).�e purpose of the curvature
regularization is to “stabilize” the propagation in case of noisy data and generate
a smooth solution/segmentation. An alternative approach to provide such
a stabilization is to align the normal of the segmentation contour with the
gradient of the data as presented by Vasilevskiy and Siddiqi (2002). Similar
ideas were presented as “robust alignment” in Kimmel (2003). A combination
of the robust alignment idea and the region-based measure by Chan and Vese
(2001) previously presented in Section 3.2.4, tailored at the application of vessel
segmentation was proposed in Holtzman-Gazit et al. (2006). Chapter 4 outlines
our contributions in this area, which involve a localized version of the Chan-
Vese model (Paper I), the use of �lters from Section 2.2 to segment blood vessels
(Paper II) and alternative optimization schemes for level setmethods (Paper IV).
Active contours typically su�er from local minima solutions, and require good
initializations to converge to a complete segmentation. Further presented in
Section 4.3, the work in Paper IV reduces this sensitivity by “overstepping” such
local solutions.
Probably the most explored extraction schemes in terms of vessel segmenta-

tion, are the centerline based methods. However, since they are the least related
to the contents of this thesis, we will only brie�y outline the ideas here.�ere
are two major approaches to extracting the vessel centerline.�e �rst type of
methods track the vessel along the most likely directions given a seed point,
much like the region growing methods mentioned previously. But compared
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to region growing, they typically enforce a stronger data model and tend to be
more robust. A common drawback however, is the tendency to stop prema-
turely in cases of stenoses or other pathologies. Examples of these methods
include Aylward and Bullitt (2002); Friman et al. (2010). �e other type of
methods are given two points along the vessel and extracts the most probable
(in some sense) centerline between these points.�is can be posed as a mini-
mal path problem (Cohen and Kimmel, 1997; Deschamps and Cohen, 2001)
and has the main bene�t of always connecting two points, independent of any
pathology such as stenosis. However, the methods might also require more
manual work, since they usually only extract one path of the vessel tree given
two input points.

3.5 summary

�is chapter has reviewed relevant work in image segmentation in general
and blood vessel segmentation in particular. In this context, our work has
targeted the vessel walls as features which can be identi�ed from the output
of quadrature �lters over multiple scales as presented in Section 2.2 (Paper II).
From this output the level set methodwas used to provide a regularized/smooth
segmentation. In general we have also contributedwith a localized region-based
Chan-Vese level set method (Paper I) and alternative optimization schemes
for faster convergence (Paper IV). �e later ideas are further presented in
Chapter 4.
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CHA P T E R 4

L EV E L - S E T BA S E D S E GMEN TAT I ON

Level set methods are popular for solving many types of segmenta-
tion problems.�e popularity is mainly due to the robust deformations

and the embedding in a well studied mathematical framework.�e previous
chapter outlined the history of variational methods, which in many cases are
implemented using the level set representation.�is chapter will continue by
describing the contributions in this thesis to this �eld. Section 4.1 will start
by presenting a localized version of the Chan-Vese model (see Section 3.2.4)
which can target single objects in an image.�en, Section 4.2 will explain how
the �lter output from Chapter 2 can be used for segmentation in a level set
framework. Section 3.2 outlined how level set evolutions are derived as gradient
descent searches for optimizing energy functionals. We expand this idea in
Section 4.3 which presents two alternative optimization strategies.

4.1 localized region-based segmentation

In Section 3.2.4 we reviewed the popular Chan-Vese model “active contours
without edges”.�e main bene�t of this method is its ability to segment objects
with weak (low contrast) edges. In addition, the global dependence tends to
produce globally optimal solutions which do not depend as much on a good
initialization as do traditional edge-basedmethods. However, some applications
su�er from this global dependence. For example, a user might want to segment
only a single object in a medical image to performmeasurements. In this case, a
global solution will give di�erent measurements depending on objects far from
the object of interest and will vary with variations in the background. Figure 4.1
illustrates this problem using a segmentation of the gray matter in the brain
with the initializing curve in Figure 4.1(a).�e background in the bottom row
of images is slightly brighter than the top row. Figure 4.1(b) shows the result
using the traditional Chan-Vese model. We can note that the segmentations
di�er purely due to the shi� in background intensity. Also, the segmentations
are not related in a meaningful way to the initializing curve. One can use a
narrow-band level set technique as in Peng et al. (1999) to localize the curve
propagation, but this still leads to di�erent results depending on the background
as shown in Figure 4.1(c). By localizing also the computations, i.e. restricting
the domain of the Chan-Vese model, we can get meaningful results which are
not background sensitive as in Figure 4.1(d)�is solution, and a user interface
for initializing the segmentation, is presented in Paper I.



4.2 Phase-based level set segmentation

(a) (b) (c) (d)

Figure 4.1: Illustrates the global dependence of the Chan-Vese model in (Chan
and Vese, 2001).�e initializing curve is shown in (a).�e top and bottom rows
di�er only in the background intensity which is slightly brighter in the bottom
row. Although the di�erent background makes no semantical di�erence, the
results in (b) show that the original Chan-Vesemodel gives di�erent segmentations.
Only restricting the curve propagation by a narrow-band scheme in (c) does not
remove the dependence on the background. We propose also a restriction of
the computational domain of the problem which gives dependency only on the
relevant objects in the image as in (d). (Reprint from Johansson et al. (2007))

4.2 phase-based level set segmentation

Wenow turn to the problemof segmenting blood vessels in particular. Chapter 2
introduced the idea of detecting vessel edges over a multi-scale �lter hierarchy.
�e idea of locating edges by zero-crossings of the �lter output q (Eq. (2.16))
was outlined in Section 2.6, but we have not yet speci�ed how a relevant zero-
crossing can be extracted.�e simplest method is thresholding on the zero level
which, without any restrictions, captures all zero-crossings.�is is basically
what is illustrated in e.g. Figure 2.12. As can be noted, the noise induces many
false edge indications which we would like to remove (loosely speaking). We
can do this by means of regularization, which forces the solution/segmentation
to be smooth. In Paper II we propose to �nd such a regularized solution using
a well studied energy functional in the �eld of variational methods (Kimmel,
2003):

E[C(s)] =∬
ΩC

f (x , y)dxdy − α∮
C
ds (4.1)

Here we use the same notation as in Chapter 3, i.e. C(s) is a planar curve
parameterized by s. In addition ΩC is the interior of C, α is a regularization
weight parameter and, generally, f (x , y) is any scalar function.�e solution to
themaximization of this energy will be the curve C which encloses all points
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level-set based segmentation
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Figure 4.2: A sequence of segmentation iterations on the spiral image. �e seg-
mentation curve is overlaid on the real part of the �lter response (Re(q)), where
positive and negative values are indicated by bright and dark colors respectively as
shown in the color bar to the right.

where f is positive (�rst term) while being as short as possible (the second term,
which corresponds to the minimization of curve length).�us, the solution can
be interpreted as a regularized thresholding on f > 0. To specify f , we again
recall that the real part of the �lter output (Re(q)) identi�es edges at Re(q) = 0
while the inside and outside of the vessels are identi�ed by Re(q) > 0 and
Re(q) < 0 respectively.�us, to �nd a curve C which encloses the vessels, we
can directly use f = Re(q) in Eq. (4.1). To �nd the solution, we evolve the curve
in the gradient direction of the energy E[C(s)]. Following the same type of
derivations as in Section 3.2.3, this gives the level set evolution (Kimmel, 2003):

∂ϕ
∂t

= −Re(q) ∣∇ϕ∣ + ακ ∣∇ϕ∣ (4.2)

where ϕ is the level set function as described in Section 3.2.2 and κ is the
curvature (Eq. (3.6)). Relating Eq. (4.2) to Eq. (3.4), we can see a geometrical
interpretation of the evolution: �e curve will move in its normal direction
with a speed speci�ed by Re(q). Since Re(q) is positive on the inside of vessels,
the curve will expand in these regions. Likewise, the curve will contract on
the outside of vessels and stop the motion at the edges where Re(q) is zero. A
sequence of iterations on the spiral image described in Chapter 2 using α = 0.1
is shown in Figure 4.2. Here the curve is overlaid on the real part of the �lter
output, where positive and negative values are indicated by bright and dark
colors respectively.

4.3 optimization aspects of segmentation

We have noted that image segmentation can be formulated as an optimiza-
tion problem, where the goal is to �nd a particular segmentation which max-
imizes/minimizes a given energy functional, such as Eq. (4.1). Here we will
present two optimization strategies commonly used in the machine learning
community, and show how these can be adapted to level-set based segmentation.
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4.3 Optimization aspects of segmentation

4.3.1 Gradient descent with momentum

�e simplest numerical optimization method is gradient descent, where the
gradient of an energy function is used to guide the search towards an optimal
solution. However, common drawbacks of this scheme are the sensitivity to
local optima and the poor rate of convergence for many practical problems.
More sophisticated methods have been proposed which utilizes higher order
information to mainly improve the convergence rate, see e.g. (Nocedal and
Wright, 2006).
However, to avoid the added complexity of these more sophisticated meth-

ods, a simple and intuitive approach is to extend traditional gradient descent
by adding momentum. �is idea was initially proposed in Rumelhart et al.
(1986), where the training of an arti�cial neural network is formulated as an
optimization problem.�e basic idea is to add a fraction of the previous search
direction to the current step, which adds a physical “inertia” to the motion in
the search space. �e practical bene�ts of this strategy are that local optima
can be overstepped while the search accelerates in favorable directions, thereby
increasing the rate of convergence. Formally, gradient descent can be described
by:

sk = −αk∇Ek (4.3)

where sk is the step in iteration k, αk is the step length and∇Ek is the gradient of
the energy/cost function E. Gradient descent withmomentum can be described
by:

sk = −η(1 − ω)∇Ek + ωsk−1 (4.4)

where η > 0 is the so called learning rate and ω ∈ [0, 1] is themomentum. We
can note that ω = 0 gives the traditional gradient descent, while ω = 1 gives
“in�nite inertia” sk = sk−1. A simple example illustrating traditional gradient
descent and gradient descent with momentum on an elliptic cost function
is shown in Figure 4.3. Here we see that traditional gradient descent with
η = 0.04 and ω = 0 gives slow convergence. Increasing the step length to
η = 0.4 gives faster convergence but an oscillating motion in search space.
Adding the momentum by ω = 0.1 stabilizes the motion and accelerates more
quickly towards the optimum. However, oscillation is still possible for a large
momentum of ω = 0.4.
In the original work by Rumelhart et al. (1986), the convergence properties

of this method was not analyzed, and it is not trivial to see why this scheme
would eventually converge. To see this, Qian (1999) makes the analogy with a
continuous physical system of a particle described by mass and friction. It can
then be shown that the momentum ω is analogous to the mass of the particle
and that the system behaves as a set of damped and harmonic oscillators around
a local optimum. However, this analogy was stated in continuous time, and the
discrete system is not guaranteed to converge for all η andω. We refer the reader
to Qian (1999) for more details on derivations and bounds for convergence on
η and ω.
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level-set based segmentation

Cost function
η = 0.04, ω = 0
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(a) Sequence of iterations
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(b) Convergence rate

Figure 4.3: Gradient descent with/without momentum on a simple cost function.

4.3.2 Resilient back-propagation

Both traditional gradient descent and gradient descent withmomentum include
the problem of �nding an appropriate step length αk or learning rate η.�is
is very much depending on the application and the shape of the cost function
in a neighborhood around the current solution. For simplicity, the step length
is commonly set to an ad-hoc value which “seems to work”, but which could
result in either poor convergence or oscillatory motion. To address this issue,
the resilient back-propagation algorithm (Rprop) was proposed in Riedmiller
and Braun (1993).�is technique uses adaptive steps based on the behavior of
the cost function.�e basic idea is to look only at the sign of the gradient along
the coordinate axes, according to:

sk = −∆k ∗ sgn (∇Ek) (4.5)

where ∆k is a vector of step sizes (one for each coordinate axis), sgn(⋅) is the
signum function and ∗ denotes element-wise multiplication.�e step sizes are
updated such that the motion is accelerated if the sign of the gradient is the
same for consecutive iterations, while the motion is decelerated if the gradient
changes sign. Formally, this update rule is speci�ed as:

∆i
k =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
min (∆i

k−1 ⋅ η+ , ∆max) if ∇iEk ⋅∇iEk−1 > 0
max (∆i

k−1 ⋅ η− , ∆min) if ∇iEk ⋅∇iEk−1 < 0
∆i

k−1 else
(4.6)

where η+ and η− are acceleration and deceleration factors, ∆max and ∆min are
upper and lower limits on the step sizes and ∇iEk denotes the i:th component
of the gradient of the cost function. An illustration of Rprop on a simple cost
function is shown in Figure 4.4, together with conventional gradient descent.
Here we use the parameters η+ = 1.2, η− = 0.7, ∆max = 1, ∆min = 0.01 with
initial conditions ∆0 = (0.1, 0.05)T .�e gradient descent uses a constant step
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4.4 Level-set based segmentation and optimization
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Figure 4.4: Rprop on a simple cost function.

length of α = 0.04. �is plot shows the typical “zig-zag” behavior of Rprop
while approaching the optimum.

4.4 level-set based segmentation and optimization

We proceed with a discussion on how to utilize the alternative optimization
methods presented in Section 4.3.1 and Section 4.3.2 in a level set framework.
�e geodesic active contour example in Section 3.2.3 outlined the procedure for
deriving a level set evolution equation (Eq. (3.10)) which corresponds to the
gradient of an energy formulation (Eq. (3.7)). As the level set function evolves
in time, the solution moves along the gradient trajectory in a “space” of all
possible curves. Loosely speaking, we refer to this space as the “manifold” of
curves, but for proper de�nitions of such a manifold we refer to e.g. Solem
and Overgaard (2005). Our idea is to incorporate the momentum or Rprop
methods by modifying the trajectory along the manifold. To do this, we start
by evolving the level set function by an arbitrary time T , giving ϕ̃(x , t + T),
where we refer to ϕ̃ as a preliminary solution.�en, we estimate the gradient
by a �nite di�erence:

∇E(t) ≈ ϕ̃(x , t + T) − ϕ(x , t)
T

(4.7)

We use this gradient approximation in the momentum or Rprop methods
(Eq. (4.4) and Eq. (4.5)) to compute a step s(x , t).�en, we compute the update
of the level set function as:

ϕ(x , t + T) = ϕ(x , t) + Ts(x , t) (4.8)
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level-set based segmentation

�e algorithm is summarized in the following procedure.

Procedure UpdateLevelset
Given the level set function ϕ(x , t), compute the next (preliminary) update,1

giving ϕ̃(x , t + T).
Compute the approximate gradient by Eq. (4.7).2

Compute a step s(x , t) according to Eq. (4.4) or Eq. (4.5).�is step e�ectively3
modi�es the gradient direction by the momentum or Rprop schemes.
Compute the next update ϕ(x , t + T) by Eq. (4.8). Note that this replaces the4

preliminary level set function ϕ̃ computed in Step 1.

For the implementation of Step 1, we use a standard technique (forward Euler
integration) to evolve the level set function in time, according to:

ϕ(x , t + ∆t) = ϕ(x , t) + ∆t ∂ϕ
∂t

(4.9)

where ∆t is referred to as the time step and ∂ϕ/∂t is given by e.g. Eq. (4.2). Due
to stability issues when employing this scheme, there is an upper bound on
∆t (see Osher and Fedkiw (2003) for details).�erefore, to evolve the level set
function to an arbitrary time ϕ(x , t + T), we execute n iterations of Eq. (4.9),
where T = n∆t and ∆t satis�es the necessary stability conditions.
A further important consideration concerns the implicit representation of

the evolving curve C. Recall that C is de�ned as the zero level set of ϕ (Eq. (3.2))
and that we have not de�ned ϕ in greater detail. In fact, by only using the
de�nition in Eq. (3.2), ϕ is not uniquely de�ned by C since ϕ can be assigned
any value at points not on the zero-crossing.�us, the “manifold of curves” is
not the same as the “manifold of level set functions”, which means that the level
set evolution in e.g. Eq. (3.10) might not follow the same gradient trajectory as
the curve evolution in Eq. (3.9). �is aspect is more clearly de�ned in Chen
et al. (2010), where they point out that the level set representation can be made
unique by enforcing that ϕ is the signed distance function (SDF) of C, which
couples all level sets of ϕ to the shape of C.�ereby, a level set evolution which
maintains the SDF property of ϕ correctly corresponds to the “shape gradient”
of the energy.�is aspect is important in our scheme, since we want to apply
e.g. the momentum on this shape gradient, rather than on arbitrary level set
gradients.�us, we maintain the SDF property of ϕ by reinitializing ϕ using
the fast marching method (Sethian, 1996), a�er Step 1 and Step 4.
To illustrate the behavior of the alternative optimization schemes, we use

an “L”-shaped object consisting of two disconnected regions as shown in Fig-
ure 4.5(a). We apply the �ltering techniques presented in Chapter 2 which gives
the target function f (x , y) = Re(q), i.e. the real part of the �lter response q.
�is is shown in Figure 4.5(b) where bright and dark colors indicate positive and
negative values respectively. Applying traditional segmentation level set tech-
niques using the initial curve in Figure 4.6(a) gives the result in Figure 4.6(c)
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4.5 Globally optimal solutions

(a) Input image (b) Target function f (x , y)
Figure 4.5: Synthetic test image illustrating the presence of a local optima in the
solution space.

(a) time = 0 (b) time = 200 (c) time = 515
Figure 4.6: Iterations without momentum (conventional gradient descent).

which clearly is a local optimum (the global optimum would contain both
regions of the object). Applying the idea of momentum gives the sequence of
iterations in Figure 4.7 which succeeds in capturing both regions.�e values of
the energy functional (Eq. (4.1)) is shown in Figure 4.8 for traditional gradient
descent and gradient descent withmomentum. We can see that gradient descent
with momentum oversteps a number of local maxima during the search while
showing a more rapid increase in the energy.

4.5 globally optimal solutions

Amotivation for using the momentum and Rprop schemes in the context of
level set segmentation is that they speed up convergence and overstep local
optima solutions. �e tendency to get trapped in local optima is a common
problem with level set segmentations and requires a good initialization, i.e.
a good positioning of the initial curve. However, it should be noted that the
energy we have used in this chapter (Eq. (4.1)) can be globally optimized using
techniques from Chan et al. (2006); Bresson et al. (2007). �e reason for
still using the level set method is along the lines with the localization of the
Chan-Vese model in Section 4.1.�at is, for some applications the user is e.g.
only interested in a certain branch of a vascular tree. �en, the sought a�er
solution would correspond to a strong local optimum involving that branch.
�at being said, it is interesting to see whether a localization of the energymodel
(Eq. (4.1)) or local constraints such as in Unger et al. (2008) can facilitate these
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level-set based segmentation

(a) time = 0 (b) time = 40 (c) time = 70

(d) time = 180 (e) time = 240 (f) time = 485
Figure 4.7: Iterations using momentum.
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Figure 4.8: Plots of energy functionals for synthetic test image in Figure 4.5(a).

ideas. Furthermore, the momentum and Rprop methods can still be applied
for energies which can not be globally optimized.

4.6 illustrations

To illustrate the alternative optimization schemes we use the previously intro-
duced retinal image shown in Figure 4.9(a). �e target function f (x , y) =
Re(q) used for the segmentation is displayed in Figure 4.9(b). First, results
using conventional gradient descent is shown in Figure 4.10 when initializing
manually with the seeds in Figure 4.10(a). Comparing with the results for
gradient descent with momentum in Figure 4.11, we see that the momentum
approach captures more of the visible vessels.�e energy functions are shown
in Figure 4.12 which indicate that gradient descent with momentum indeed
�nds a stronger optimum.
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4.6 Illustrations

(a) Input image (b) Target f (x , y)
Figure 4.9: Retinal image.

(a) time = 0 (b) time = 20 (c) time = 40 (d) time = 100

(e) time = 200 (f) time = 400 (g) time = 600 (h) time = 1210
Figure 4.10: Iterations on the retinal image using conventional gradient descent.
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(a) time = 0 (b) time = 20 (c) time = 40 (d) time = 100

(e) time = 200 (f) time = 400 (g) time = 600 (h) time = 810
Figure 4.11: Iterations on the retinal image using gradient descent withmomentum.
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Figure 4.12: Plots of energy functionals for the retinal image.
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4.7 Summary

4.7 summary

�is chapter has reviewed our contributions in the �eld of level set methods.
Paper I identi�ed the problem with the global dependence of the region-based
Chan-Vese model and proposed a localized solution which better targeted
speci�c objects and was more robust to background variations. A�er our work,
we note also that Lankton and Tannenbaum (2008) presented a similar idea
based on a localization in the energy formulation.

�en, Paper IV presented a modi�cation to the gradient search involved by
the level set evolution to �nd an optimal segmentation.�ese modi�cations
included the momentum and Rprop methods incorporated into a standard
level set update algorithm.�e primary purpose of these schemes is to speed
up convergence and overstep local optima solutions. We noted that the energy
used in our example can be globally optimized. However, like for Paper I a
local behavior can be bene�cial for certain problems, including blood vessel
segmentation where the target is one vessel branch. Our schemes can also be
applied for other energy functionals which can not be globally optimized.
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CHA P T E R 5

M ED I C A L IMAG E V I SUA L I Z AT I ON

This part of the thesis focus on medical image visualization. �e tradi-
tional way to view medical images is by looking at slices. Even though

imaging modalities such as CT and MRI have been generating volumetric data
for some time now, volumetric image visualization has not been commonly
adopted in the clinical work�ow. �e main reason for this is the increased
complexity in the interaction needed, and the amount of insight required in
the algorithms in order to produce correct visualizations of the anatomy. A key
di�erence in volume visualization compared to viewing traditional 2D slices,
is that it is vital to remove data in order to see the important structures. If the
user is too restrictive, and keeps too much data, the objects of interest will be
occluded. On the other hand, if the user removes too much data, the objects
presented in the visualization will not give a correct image of the true structures.
Note that this is not a problem for 2D images, since you can view all the data
(more or less1) simultaneously.
Due to this, it is always important to question the images produced by 3D

visualization techniques and verify that they indeed show the correct structure
of the anatomy. With the tools available today, this veri�cation is typically
performed by a manual exploration process, where the user modi�es the visu-
alization slightly while observing what happens in the rendered image. In this
part of the thesis, we have developed methods which aim to partly automate
this manual process for the particular application of visualizing blood vessels
in CT angiography data. Since the main contribution of this chapter lies in
volumetric visualization techniques, we start with a general introduction to this
�eld in Section 5.1.�en, we focus on the particular application of blood vessel
visualization in Section 5.2. Finally, Section 5.4 describes our contributions in
this context.

5.1 direct volume rendering

Direct volume rendering (DVR) is the most commonly used technique for
volume visualization.�e basic idea works by projecting data values from rays
passing trough the data volume to the screen. An early example of this work can
be seen in Lenz et al. (1984) where the data values undergo di�erent mappings
and accumulations along each ray. In Drebin et al. (1988) a material mixture
model is presented in which the data values are assigned a color and opacity

1. Depending on the dynamic range of the data, the user may need to set an appropriate window.



5.1 Direct Volume rendering

Screen
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Figure 5.1: A schematic illustration of the direct volume rendering (DVR) algorithm:
At each pixel in the view plane a ray is cast into the volume (1).�e data values are
sampled at points along the ray (2) and mapped through a user de�ned transfer
function (3).�e mapped colors are blended with their opacities and rendered on
the pixel (4).

(a) 2D gradient-intensity histogram (b) Rendering with regions indicated

Figure 5.2: 2D histogram over gradient magnitudes and intensities displayed in
(a,top). Features in the data can be identi�ed by low-gradient-magnitude areas,
such as A (air), B (so� tissue) and C (bone) indicated in (a,bottom). Transitions
between these features are characterized by arcs, such as D which indicates the
transition between air and so� tissue (skin). A volume rendering with the corre-
sponding regions indicated is shown in (b).
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based on a user designedmaterial mapping.�e color rendered on the screen is
then a blend between the colors represented by all materials along each ray. For
example, in CT data, we know that the data values are given in the Houns�eld
scale, so we can in principle assign a descriptive color to each tissue in the
body.�is scale is calibrated so that water is 0 Houns�eld units (HU) and air is
-1000 HU (Houns�eld, 1980). Typical values are e.g. 100-500 HU for contrast
injected blood, >300 HU for bone and 30-50 HU for so� tissue. A natural
choice is to color blood red and bones white.�e mapping function from data
value to color is referred to as Transfer Function (TF) and is the main tool when
producing volume visualizations. A schematic of the process is illustrated in
Figure 5.1.�e algorithm initializes a ray at each pixel in the image which is
“cast” into the volume (1).�e data volume is sampled at points along this ray
(2) and mapped through a TF which assigns a color and opacity to each point
(3).�e �nal pixel value is produced by compositing all colors and opacities
along the ray (4).

�e simplest type of TF, as used in Drebin et al. (1988), is a one-dimensional
function depending on scalar intensity values. An example of such a TF is
shown in Figure 5.1.�is is typically constructed as a piece-wise linear curve
in the shape of trapezoids or ramp functions. Extensions to this add gradient
magnitude as an extra dimension to the TF space (Levoy, 1988; Kindlmann
and Durkin, 1998) which also gives the ability to color edges and homogeneous
regions in the data di�erently. For some applications it can also be useful to
de�ne the colormapping depending on curvature (Hladuvka et al., 2000; Kindl-
mann et al., 2003).�ese multi-dimensional TF designs are powerful, but with
the drawback that the complexity of the user interaction increases drastically.
For a typical user it is not straightforward to understand the two-dimensional
space of gradient vs. intensity plots. An example is shown in Figure 5.2, where
Figure 5.2(a) (top) shows the 2D histogram of the data with gradient magni-
tude along the vertical axis and intensity values along the horizontal axis.�e
general idea is that homogeneous/�at regions in the data have low gradient
magnitude which typically corresponds to particular features. For example,
Figure 5.2(a) (bottom) indicates A (air), B (so� tissue) and C (bone), which are
also indicated in Figure 5.2(b). Transitions between these features are separated
by high gradient magnitude. In Figure 5.2(a) (bottom) we can e.g. locate the
transition between air and so� tissue as the arc D between A and B. Likewise,
E corresponds to the transition between so� tissue and bone. To design TFs in
this space, 2D primitives is placed in the 2D histogram to isolate features/tran-
sitions of interest. Figure 5.2(a) (bottom) includes examples of such primitives
which typically are designed as boxes or “banana”-like shapes.
Due to the complexity of TF design, the clinical work�ow uses TF presets,

which are predesigned TFs built for di�erent studies, e.g. CTA, bone fractures,
etc. But, as previously explained, it is important that the user questions this TF
preset andmakes certain that the TF visualizes the correct structure of an object
of interest (i.e. that no parts of the object are removed, or that no surrounding
tissues are mistakenly included in the object).
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5.2 Blood vessel visualization

Figure 5.3: Maximum intensity projection (MIP) which projects maximum values
along rays onto the screen.�is is a popular technique due to its simplicity, but
lacks depth cues.

5.1.1 Maximum Intensity Projection

A special case of DVR is to �nd themaximum intensity along each ray (Wallis
et al., 1989). Usually referred to as MIP (maximum intensity projection), this
is a very common technique in medical applications due to its simplicity. It
is especially convenient for MR data in which there is no intensity-to-tissue
correspondence, so a TF preset is hard to de�ne. However, as the example in
Figure 5.3 shows, the technique does not provide any depth cues which makes
it hard to separate overlapping structures in the visualization. To overcome this,
an animation or an interactive exploration is needed to perceive the structures
in a 3D space. Researchers have also investigated modi�cations to MIP, e.g.
the Local MIP in Sato et al. (1998) which visualizes the �rst local maximum
peak above a certain threshold. To combine the simplicity of MIP with the
occlusion and shape cues of DVR, Bruckner and Gröller (2009) propose the
MIDAmethod (Maximum IntensityDi�erenceAccumulation). To avoid the TF
design problem, they use a standard window/level-tool to select an appropriate
intensity range of the data.�en, they use DVR compositing where the opacity
along each ray is modulated by local intensity maxima.�is modulation will
reveal these local maxima which would typically be occluded in standard DVR,
thus showing an image similar to MIP.

5.2 blood vessel visualization

�e speci�c application of visualizing blood vessels has become an established
topic within medical visualization. Overviews of this �eld can be found in
Bühler et al. (2003); Preim and Oeltze (2008); Kubisch et al. (2012). Di�erent
approaches can be categorized as either 2D- or 3D-based, where 2D-based
techniques present slices extracted from the volumetric data, while 3D-based
techniques visualize the entire volume or user selected parts. Methods in
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both categories can be depending on a prior segmentation of either the vessel
centerline or vessel wall/lumen.

5.2.1 2D-based techniques

As outlined above, the simplest approach to visualize volumetric data is to
study slices. Such slices are usually aligned along three orthogonal directions:
axial, coronal and sagittal. �e method which reconstructs these slices are
usually referred to as Multi-Planar Reconstrution (MPR). Most visualization
packages also allow for the reconstruction of arbitrarily oriented slices, so called
oblique MPR. However, since vessels are more or less curved linear structures,
they seldom align very well to planes. �us, researchers have proposed to
use Curved Planar Reconstruction (CPR) (Kanitsar et al., 2002; Kanitsar and
Wegenkittl, 2003), which reconstructs slices from curves adapted to the vessels.
�is requires a prior segmentation of the vessels and/or a center line extraction
and is highly depending on the quality of this input. To increase the robustness
of CPR, Straka et al. (2004) propose to combine this technique with DVRwhich
also increases the amount of context for the vessels.�is method, named the
VesselGlyph, consists of a set of di�erent blends between DVR and CPR where
the vessel centerlines are used as guide to put the focus on the vessel structures.
By incorporating the volumetric DVR technique, the vessels are embedded in
a volumetric context which improves the perception of the 3D structures.

5.2.2 3D-based techniques

One category of volumetric visualization techniques is direct volume rendering.
As outlined in Section 5.1, DVR uses transfer functions to de�ne the coloring
of di�erent structures in the data.�e simplest approach is to de�ne a 1D TF
which de�nes the color based on the intensity values in the data. For CTA,
the intensities for blood are de�ned by the properties and concentration of
the injected contrast agent, and usually span the range 100-500 HU. However,
this intensity range o�en overlaps with that of spongy bone, which makes
it hard to separate bone and vessels in the visualization. To overcome this,
researchers have investigated derivative features which can better separate
di�erent structures in the data. Sato et al. (1997) adds additional dimensions
to the TF based on measures of line/sheet/blob-ness derived from the Hessian
matrix of the data (see also Section 2.1.3). By these additional dimensions, the
user can e.g. suppress structures with appropriate intensity content but with
low similarity to a line structure. �e main drawback of this method is the
complexity in navigating these additional dimensions as well as interpreting
the correctness of the resulting visualization.
For many practical scenarios, missing �ne-scale vessels are more problem-

atic than the suppression of non-vessel structures.�e radiologists can quite
easily separate di�ererent anatomy by the context and for example distinguish
between vessels and tendons. �is has been identi�ed by Joshi et al. (2008),
which propose to use a vesselness measure for boosting the opacity of vessel-like
structures.�en, small vessels with low contrast agent concentration giving
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intensity values outside of the expected range, can be e�ectively revealed. How-
ever, such an approach can possibly introduce an unacceptable amount of clutter
as illustrated in Paper V. It is also not clear how the vesselness �lter response
corresponds to the geometry of the vessel, i.e. it is unclear whether the �lter
response is an appropriate representation of the vessel.
While DVR produces a fuzzy representation of the vessel geometry (i.e. no

explicit surface is extracted), the segmentation methods presented in previous
chapters explicitly reconstruct a surface representing the vessel geometry. While
the surface can be rendered as-is, it can also be simpli�ed and/or annotated
for illustrative purposes. �is is primarily interesting for anatomical guides
and surgery planning, for which no diagnosis is performed on the vessels
themselves. Examples of such work include Oeltze and Preim (2005) using
convolution surfaces based on vessel centerlines, Ritter et al. (2006) presenting
a method for “textbook” illustrative visualization and Schumann et al. (2007)
which reconstructs a vessel surface based on an implicit surface representation.

5.3 interpreting blood vessel volume visualizations

Since the focus of this thesis is on volume visualization techniques for blood
vessels, it is especially interesting to discuss what is actually being visualized
for both healthy and pathological cases. Starting with the healthy case, the
contrast injected vessel typically has a circular cross-section, where the peak
intensity represents the attenuation of the contrast agent, such as the bright
structure in the middle of Figure 5.4(b).�e smooth transition to low intensity
surrounding tissue is mainly due to bandwidth limitations in the imaging
system, and partial volume e�ects. To visualize the lumen (or actually the
contrast agent), a trapezoidal TF is usually alignedwith the peak of this intensity
pro�le. If the TF matches this peak, the visualization will display a �lled tube
representing the lumen of the vessel. Using the TF in Figure 5.4(a) centered on
300 HU gives the result in Figure 5.4(c), where the indicated plane corresponds
to the slice in Figure 5.4(b). Figure 5.4(d) shows the TF output overlaid on
the original data and Figure 5.4(e) shows a detailed view of the vessel under
consideration.
It is interesting to discuss what happens when the TF is slightly misaligned:

Figure 5.5 shows the result when centering the TF on 200HU. In this setting, the
TF spans the transitional region between surrounding tissue and the contrast
agent, so only the transitional region will be visualized as a hollow tube in
Figure 5.5(c). Now, if the visualization is performed as a surface rendering
(i.e. TF with full opacity), only the surface of this hollow tube will appear
in the 3D visualization, hiding the fact that the tube is actually hollow (see
Figure 5.5(d) and Figure 5.5(e)). To avoid such a misconception, it is advisable
to use a TF with lower opacity whichmore e�ectively reveals the inner structure
of the tube. In fact, when viewing visualizations of medical data composed of
surface renderings, one should always question the actual surface that is being
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(a) Trapezoidal TF centered on 300 HU

(b) Slice of healthy vessel (c) DVR of full volume

(d) Slice of vessel with TF output overlay (e) DVR of detailed view

Figure 5.4: Applying the trapezoidal TF in (a) gives the rendering in (c) for a
CTA dataset.�e plane in (c) indicates the slice of the original data in (b).�e
visualization of the vessel can be veri�ed by viewing the TF overlay in (d). Finally,
(e) gives a detailed view of the vessel under consideration.
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visualized - is it an actual boundary of a real tissue, or is it just a transitional
region?
Related to this issue is the width of the trapezoidal TF. To get as distinct

visualizations of the vessel lumen as possible, the width should be matched as
closely as possible to the expected span of the contrast agent’s resulting intensity.
If the width of the TF is too large, the visualization will contain much of the
transitional region and make the lumen appear larger than it actually is. An
example of this is shown in Figure 5.6 which can be compared to Figure 5.4. In
addition to revealing a larger amount of low-contrast vessels in Figure 5.6(c)
the main vessel appears slightly larger than in Figure 5.4(e), and it is interesting
to discuss which one is more truthful.

�e vessel intensity pro�le is typically well de�ned for the healthy case.
However, for pathological cases we can observe a number of e�ects. Turning to
the case of atherosclerosis, calci�ed plaques in the vessel wall will result in high
intensity structures on the CT images. An example of such a case can be seen
in Figure 5.7 where Figure 5.7(a) shows a slice of the data. Figure 5.7(b) shows
the data overlaid with the TF output and indicates the lumen and calci�ed
plaque. �e corresponding structures are marked with white circles in the
3D visualizations in Figure 5.7(c) and Figure 5.7(d). In this case we have three
di�erent intensity levels present in the vessel’s neighborhood (from low to high):
So� tissue including so� plaque, contrast agent and calci�ed plaque. Due to
partial volume e�ects there will also bemore or less smooth transitions between
these materials.�is means that the intensity level representing contrast agent
will also appear in the transition between so� tissue and calci�ed plaque, which
means that a TF appropriately aligned with the contrast agent will also visualize
this transitional region.�e e�ect of this is the red ring appearing around the
calci�ed plaque in Figure 5.7(b) also visible as red sheeted “blobs” next to the
lumen in Figure 5.7(c). To more clearly distinguish calci�ed plaques from the
lumen, it is common to increase the opacity of these structures which gives the
visualization in Figure 5.7(d). Here, the plaques are clearer but they still tend to
bemergedwith the lumen, due to the transitional region between the structures.
Moreover, the strategy of highlighting plaque can be problematic for heavy
calci�cations since the lumen can become totally occluded by surrounding
plaques.
To summarize these examples, we have noted that the visual representation

of the lumen is strongly related to the positioning and width of the typical
trapezoidal TF. For a reliable visualization we require that the TF outputs the
�lled (tubular) lumen (Figure 5.4) rather than the transitional region between
surrounding tissue and the lumen (Figure 5.5). We have also seen how tran-
sitional regions complicate the interpretation of the visualization in cases of
calci�ed plaques (Figure 5.7). It is worth noting that the transitional regions
can be suppressed by employing a 2D TF similar to Figure 5.2. However, this
approach would likely suppress small vessels as well for which the gradient
magnitude is large across the entire vessel pro�le. Alternatively, measures of
“vesselness” (see Section 2.1.3) could also be employed as in Sato et al. (2000),
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(a) Trapezoidal TF centered on 200 HU

(b) Vessel with TF output overlay (c) DVR of detailed view

(d) Vessel with TF output overlay (full opacity) (e) DVR of detailed view (full opacity)

Figure 5.5: Illustrates the result when the TF (a) is slightly misaligned with respect
to the contrast agent concentration. �e visualized structure is the transitional
region between surrounding tissue and the lumen, seen as the ring in (b) and
hollow tube in (c). If the opacity of the TF is increased, the result will be the surface
rendering in (e). Even though the structure looks like a plausible vessel, we still
only visualize the same transitional region as in (c), instead of the actual lumen.
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(a) Wide trapezoidal TF centered on 300 HU

(b) Vessel with wide TF output overlay (c) DVR of detailed view

Figure 5.6: Illustrates the e�ect of increasing the width of the TF. Compared to the
renderings in Figure 5.4, we can note that the main vessel appears slightly larger.
�is is due to the fact that more of the transitional region between surrounding
tissue and the lumen is included in the visualization.

but it is unclear how robust this approach is to deviations from the ideal model
(as in calci�ed plaques etc.). Furthermore, these higher-dimensional TFmodels
is not straightforward to use for the intended end user (radiologist).

5.4 automatically tuned blood vessel visualization

A further complication in visualizing CTA data is that the contrast agent con-
centration has natural variations over the vascular tree, depending on when
the images are acquired and whether the vessel is obstructed by a stenosis.�is
presents two challenges for the user: Firstly, the TF is likely to be suboptimally
positioned generally.�at is, the TF needs to be generally modi�ed to better
present the true structures. Secondly, since the contrast agent concentration
varies, the TF needs to be locally tuned to best �t a region (vessel) of interest.
In Paper V, we presented a method which aims at automating this manual

process to provide the user with a better initialization for the visualization. In
addition to being automatic, the method also gives locally adjusted TFs, which
aim at showing the complete extent of the vessel in each local neighborhood.
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(a) Slice of pathological vessel (b) Vessel with TF output overlay

(c) DVR of vessel (d) DVR with highlighted plaque

Figure 5.7: Visualization of vessel lumen and calci�ed plaque.�e topmost slices
show the data (a) and an overlay of the TF output (b). �e bright structures in
(a) and (b) are indicated by white circles in the visualizations (c) and (d). �e
transitional regions between the plaque and the surroundings manifest as red
sheets in (c) which complicates the interpretation. It is common to include a
surface rendering of the plaque (d) to better separate these structures from the
lumen.

�e following sections give an outline of this method and some additional
insights.

5.4.1 Locally optimized transfer functions

Whatmotivates our idea is the exploration process performed by the radiologist
(user) when trying to �nd an appropriate TF setting. In this process, the
user modi�es the TF while continuously monitoring what happens in the
visualization.�e TF is typically moved along the intensity value axis until a
clear tubular structure is observed, as in Figure 5.4. Our idea is to mimic this
process by analyzing the output of the TF and identify the TF which reveals as
much as possible of the vessel.�is is formulated as an optimization problem
which aims at maximizing a certain measure over some free TF parameters. To
keep things as simple as possible, we have restricted our method to only one
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free parameter, namely the position of the TF. We describe the TF as:

TF(x , I(x), ∆(x)) = TFprese t(I(x) − ∆(x)) (5.1)

where x is the spatial coordinate, I(x) is the intensity and ∆(x) is the free
parameter of the TF.�us, the TF is represented by the initial conditionTFprese t
with an argument shi�ed by ∆(x). Concerning the maximized measure, we
require a measure which gives a strong response for vessel structures which are
as large as possible (to reveal the full extent of the vessel). For this, the already
introduced measure of vesselness in Section 2.1.3 (Sato et al., 1998) was used
with one important consideration: In order to give stronger response to larger
vessel structures, we only compute the vesselness on one scale, which should
be larger than the largest expected vessel in the data. In contrast to a multi-
scale vesselness computation (Eq. (2.9)), this will give a relation between the
vesselness �lter response and the size of the structure.�us, the optimization
problem is formulated as:

argmax
∆(x)

Vσ{TF{∆(x)}} subject to ⎧⎪⎪⎨⎪⎪⎩
TF l ow − ∆(x) ≥ Imin
TFhi gh − ∆(x) ≤ Imax

(5.2)

whereVσ is the vesselness computed at a scale represented by a Gaussian kernel
with standard deviation σ (see Eq. (2.8)). TF l ow and TFhi gh are the lower and
upper intensity ranges for the TF.�e output of the optimization gives TF posi-
tions at each point in the data which show as large vessel structures as possible.
Since the result is computed locally (at each point), our method includes a “cor-
rection” step which extends and regularizes the output of the optimization.�e
extension serves the purpose of extending the optimized parameters to cover
a larger region than the local neighborhoods of the vessels (i.e. “overriding”
the parameters for non-vessel structures), while the regularization forces the
parameter �eld to be smooth.�e latter is important in order not to introduce
any arti�cial edges by sudden changes of TF position.

�e extension is implemented as a weighted average, where the weight
at each point is de�ned by the vesselness in the original data. �is choice is
motivated by the constraint that the TF mapping should not give any vessel
structures which are not present in the original data, thereby creating “false”
vessel structures. Ideally, the weighted average should be computed using an
averaging kernel large enough to always cover at least one point on a vessel, so
that the TF position at each point is related to its closest vessel structure. On
the other hand, the kernel should also be as small as possible not to introduce
con�icts of nearby vessels which di�erent intensities.�us, the choice of kernel
is much depending on the target area in the body and the vessel characteristics
in that region. Formally, the extension is de�ned by:

∆ext(x) = ∫y∈ΩI
∆(y)V(y)Gσs(x − y)dy

∫y∈ΩI
V(y)Gσs(x − y)dy (5.3)
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where V is the vesselness of the original data (Eq. (2.9)) and the extension
kernel Gσs is a Gaussian function of standard deviation σs . �us, within re-
gions of uniform certainty (vesselness), this is equivalent to a low-pass �ltering.
Otherwise, the “certain” points (with larger vesselness) are favored.�e result
a�er the extension operation may contain abrupt changes at the boundaries
between di�erent certain regions (as de�ned by the vesselness), which may
introduce “arti�cal” edges in the visualization. For the visualization to be un-
derstandable, we require that the TF positions vary smoothly, and thus impose
a regularization of the TF parameters as a �nal step in the pipeline. For the
proposed method, this is implemented as a low-pass �ltering using a Gaussian
kernel.
Note that the method in Paper V also include weighting of the parameters

∆(x) and a mapping of the vesselness (see Eq. (4) and Eq. (5) in the paper).
�ese operations can typically be skipped if TF l ow is chosen reasonably so that
the muscle tissue is outside the range of the optimization (e.g. TF l ow > 50).
�e reason for including this in Paper V is to suppress the result in regions
where there are no vessel structures at all (i.e. where the vesselness measure V
(certainty) is very small). In such regions, the muscle tissue will dominate if
included in [TF l ow ,TFhi gh], thereby cluttering the visualization.
5.5 illustrations

We present results on two common clinical cases:�e carotid vessels in the
neck, and the peripheral vessels in the legs. For the �rst case, an especially
important part of the carotid vessels is the bifurcation indicated in Figure 5.8(a)
(arrow (1)), which o�en is subjected to atherosclerosis.�is can lead to stenosis
with reduced blood �ow or unstable plaque which on rupture can cause stroke.
In Figure 5.8(a), the TF has been positioned optimally with respect to the upper
parts of the carotid arteries (arrow (1)). Figure 5.8(c) gives a closer view of the
crucial bifurcation which reveals a stenosis in one of the branches (arrow (2)).
Returning to the full view in Figure 5.8(a), we see that the visualization is not
complete in the lower parts of the carotid arteries (arrow (3)), due to a lower
contrast agent concentration. In Figure 5.8(b) we have shi�ed the TF to better
visualize these lower parts, but the closer view in Figure 5.8(d) reveals that we
do not have a “proper” visualization of the upper parts in this case (due to the
hollow arteries).
Figure 5.9 shows the result on the same dataset a�er applying the local TF

adjustments using ourmethod. In Figure 5.9(a) and Figure 5.9(c) we can see that
both the upper and lower parts of the carotid arteries are faithfully represented
in one view. In addition, Figure 5.9(c) shows that both the smaller and larger
vessels in the upper parts are visualized. Figure 5.9(b) and Figure 5.9(d) show
the local TF adjustments using a color mapping (yellow corresponds to a large
shi� of the TF).

�e second case with the vessels in the legs are o�en inspected due to
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suspected plaque and calci�cations causing reduced blood �ow.�e main leg
arteries can typically be very heavily calci�ed which presents a real challenge in
the visualization of the vessel lumen. Figure 5.10(a) shows an example where the
main leg arteries are visualized. To visualize the smaller vessels, the TF is shi�ed
to lower intensities in Figure 5.10(b). However, as can be seen in Figure 5.10(d),
the main arteries are poorly represented for this setting. �e same dataset
with local adjustments are shown in Figure 5.11. In Figure 5.11(c) we can see
that both small and large vessels are faithfully represented. Figure 5.11(b) and
Figure 5.11(d) visualizes the applied local adjustments.

5.6 summary

�is chapter has reviewed the area of 3D visualization and blood vessel visual-
ization in particular. We have identi�ed the challenges in producing reliable
easy-to-use visualizations of healthy and pathological vessels, and presented
a method (Paper V) which aims to solve two problems: First, it provides an
automatic adjustment of a TF preset with respect to the actual intensity levels of
the vessels. Second, it computes local adjustments which could better facilitate
the simultaneous visualization of larger parts of the vessel tree, mainly large
and small vessels.
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(a) TF tuned to upper parts of arteries (b) TF tuned to lower parts of arteries

(c) Zoom view of (a) (d) Zoom view of (b)

Figure 5.8: Visualization of the carotid arteries. Initially, the TF is tuned to visualize
the upper parts of the arteries in (a).�e zoom view in (c) reveals a stenosis (arrow
(2)) a�er the carotid bifurcation. However, the lower parts of the arteries are
missing in (a) as indicated by arrow (3). To better visualize these parts, a shi�ed TF
gives (b). However, a closer view in (d) reveals that the upper parts of the vessels
are incompletely visualized when using this TF setting.
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(a) Locally adjusted TF (b) Color coded local adjustments

(c) Zoom view of (a) (d) Zoom view of (b)

Figure 5.9: Visualization of the carotid arteries using locally adjusted TFs. In (a)
and (c), we see that both the upper and lower parts of the arteries are represented.
In addition, we see in (c) that both large and small vessels are visualized simulta-
neously.�e local adjustments are visualized in (b) and (d) using a color coding,
where yellow corresponds to a large shi� of the TF.
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(a) TF tuned to main arteries (b) TF tuned to small arteries

(c) Zoom view of (a) (d) Zoom view of (b)

Figure 5.10: Visualization of leg arteries. In (a) we visualize the main arteries. To
study the small vessels the TF is shi�ed to lower intensities in (b). However, we
can see that the main arteries are poorly visualized for this setting (d).
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(a) Locally adjusted TF (b) Color coded local adjustments

(c) Zoom view of (a) (d) Zoom view of (b)

Figure 5.11: Visualization of leg arteries using locally adjusted TFs. In (a) and (c),
we see that both small and large arteries are represented.�e local adjustments
are visualized in (b) and (d) using a color coding, where yellow corresponds to a
large shi� of the TF.
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CHA P T E R 6

VA L I DAT I NG B LO OD V E S S E L V I SUA L I Z AT I ON

One of the goals of the method presented in the previous chapter was to achieve
a clinically accepted solution.�is motivated a simple and intuitive approach
with as few parameters as possible. In order to measure how well the method
ful�lled the clinical requirements, a user study was performed with expert
radiologists. We compared our method with a conventional approach in terms
of interaction and quality of the visualization. �is chapter summarizes the
setup of the user study and its �ndings as presented in Paper VI.

6.1 requirements specification

To de�ne what should be measured in the study, a set of requirements for the
method was de�ned:

R1 �e coupling between the interaction and its e�ect on the visualization
shall be intuitive

R2 �e interaction should support the user in the task of exploring the vessel
structures in the visualization

R3 It should be easy to make a clinical interpretation of the visualization
(di�erent anatomy and their structure should be clear)

R4 �e visualization should only contain relevant anatomy

R5 �e method should result in a safe diagnosis

An important requirement for use in the clinical practice is also that the
method should support a quick diagnosis, i.e. the user should quickly reach
a clinically useful visualization. We decided not to compare the methods in
this aspect for two reasons: Firstly, since many of the intended users have prior
experience from the conventional method, this would already introduce a bias
in time measurements. Secondly, we wanted to compare the methods based on
the “best possible result” that could be achieved by each method.�is lead to
the procedure that the user could switch freely between the methods in order
to converge to an optimal visualization, which would also make eventual time
measurements hard to interpret.



6.2 Study design

6.2 study design

�e purpose of the study was to test the idea of the locally adjusted transfer
functions (as decribed in Section 5.4) and compare this with the standard
approach of using a global transfer function in the clinical setting.�e tests
performed should quantify which method best ful�lls the requirements in
Section 6.1.

�e medical case studied was the vessels in the leg, in patients with varying
degree of atherosclerosis. �e study was designed in several iterations, with
feedback from radiologists in each loop. In the �nal version, the user was
instructed to create a visualization of the vessel lumen (the contrast) over
the entire vascular tree (i.e. both large and small vessels). �is is usually a
challenging task due to large contrast variations in di�erent parts. However, it
does not serve the direct diagnostic purpose of e.g. estimating the degree of
stenosis, but it does provide clinical value by the increased context information
of seeing both large and small vessels simultaneously. For example, if the main
artery su�ers from severe occlusion, the collateral vessels can tell whether the
occlusion happened gradually over time, or instantaneously: If the collateral
vessels are more pronounced, it is more likely that the occlusion accumulated
over time.
In the test setup, the user was presented with two synchronized 3D vi-

sualization views of the same dataset as shown in Figure 6.1. �e le� view
provided interaction with a global transfer function (referred to as the “stan-
dard” method), while the right provided interaction with the “locally adjusted”
transfer function.�e transfer functions for the two methods were presented
alongside the 3D visualizations, as shown in Figure 6.1 (bottom). In the locally
adjusted TF plot, the yellow shadow indicated over which range the TF varied,
i.e. the lower part of the yellow shadow corresponded to the TF which was
shi�ed furthest to lower Houns�eld values.
Both methods supported moving the TF along the Houns�eld axis, thereby

providing a global correction of the initial TF preset. In addition, the width of
the standard method TF could also be changed to facilitate the visualization
of a larger contrast range. For the locally adjusted TF, the user could scale
the amount of local variations to produce the same e�ect of covering a larger
contrast range.�us, both methods supported two degrees of freedom.�e
di�erence lies in how the methods adapt to larger contrast variations: �e
standard method changes the TF width, while the locally adjusted TF varies
the amount of local adjustment.

�e user study was performed as follows: First, the subject read a prepared
text brie�y describing the background and the task to be performed.�en, the
application was started with a test dataset, and the test leader quickly demon-
strated the interface and allowed the subject to familiarize him/her-self with the
tool and ask questions. Following this, 2 cases were presented in random order
for which the subject interacted with both methods until satisfactory results
were achieved. �e subjects were assigned to start with one of the methods
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Figure 6.1: �e test application rendering. �e le� and right views show the
“standard” and “locally adjusted” methods respectively.�e TFs are shown in the
bottom for both methods.�ese visualizations result from initially loading the
TF preset. As can be seen in the right view, the automatic method presented in
Section 5.4 has locally shi�ed the TF preset and reveals a larger part of the vascular
tree.

Figure 6.2: Slice views for assessing the correctness of the visualizations.�e views
show (from le� to right):�e original data, the data overlaid with the output from
the “standard” method, and the data with an overlay from the “locally adjusted”
method.
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(randomly) and then they were free to switch between the methods to achieve
the best visualization.�en, slice views (Figure 6.2) of the original data and
the data overlaid with the visualization output for the respective methods were
inspected to assess which of the methods gave the most correct representation
of the true vessel geometry. To quantify the methods’ performance, a question-
naire targeting the requirements in Section 6.1 was answered and followed by a
discussion on eventual comments from the user. In total, 5 radiologists with
varying degree of experience participated in the study.

6.3 summary of outcome

Since the “locally adjusted” method introduces a more complex interaction
and interpretation, the expected result was that this method might be harder
to control. On the other hand, it was expected that the visualizations generally
would be more complete and correct since this method adapts to the local
contrast. Roughly speaking, these hypotheses were veri�ed in this study, with
the following main conclusions:
Interaction feedback and simplicity: In terms of interaction and feedback,

the “standard” method was ranked slightly better than the “locally adjusted”,
and the participants agreed more on the ranking of the “standard” method.
�is implies that there was a larger di�erence in level of understanding the
“locally adjusted” method, which was not very surprising. On the other hand,
the users found it slightly easier to achieve the goal image using the “locally
adjusted” method. Also, the users succeeded better in the goal of visualizing
both large and small vessels simultaneously using this method.
Anatomy relevance and identi�cation: A particular problem in 3D visu-

alization is that irrelevant objects can occlude the important information in
the image.�erefore, it is bene�cial to include as little irrelevant anatomy as
possible. �e study revealed that the “standard” method tended to include
more so� tissue (muscle), which some users found disturbing. In addition, the
users generally believed it was easier to identify di�erent structures when using
the “locally adjusted” method. More speci�cally most users found it easier to
separate di�erent structures nearby the vessel lumen, such as calci�ed plaques.
Visualization correctness: Probably the most important question is which

of the two methods yield the most correct representation of the true vessel
geometry. In this case, the “locally adjusted” method was the most correct in 7
out of 10 cases. In the other 3 cases, the results were inconclusive, since both
methods were more correct in di�erent parts of the vascular tree. However,
the general opinion was that the “standard” method overestimated the size of
the vessel lumen. For the problematic (inconclusive) cases the tendency was
that the “locally adjusted” method underestimated the size.�e overestimation
of the size using the “standard” method is related to the fact that the TF has
to be wide to cover the intensity ranges of both small and large vessels. �e
e�ect of this is that a larger part of the transitional region between the lumen
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and its surrounding will be included in the visualization (see Section 5.3). For
the “locally adjusted” method on the other hand, the width of each TF is �xed.
For this method, the adaptation to the intensity range of small/large vessels is
handled by scaling the local adjustments.
With the low number of participants recruited to this study, any statistical

analysis does not yield signi�cant results. However, it is still worth noting the
statistical analysis that could be performed with this type of material. Statistical
tests can be categorized as either parametric ornon-parametric (Field, 2009), for
which the non-parametric tests are appropriate for questionnaire data ranked
on an ordinal scale. For our study, the relevant test would be to compare the
means between the twomethods for each question, to see whether themeans are
signi�cantly di�erent. Since our participants were involved in both conditions
(methods), the appropriate test would be the Wilcoxon signed-rank test (Field,
2009, Chap. 15.4).

6.4 summary

�is work evaluated the method previously presented in Section 5.4 for the
application of visualizing the vessels in the legs.�e user was asked to visualize
both small and large vessels simultanesously, to get a complete view of the
vascular tree.�en, the visualizations were assessed to verify how correct they
were in representing the vessel lumen. To satisfy the goal of the task, the user
modi�ed the TFs by shi�ing and scaling, similar to a traditional window/level-
operation.�e results revealed that the visual representation of the lumen is
strongly related to theTF. For the “standard”method, theTFwas generallywider
to cover the intensity range of both small and large vessels, thus including more
of the transitional region between lumen and its surrounding. �e relation
between accurate representation and the TF is in line with the �ndings in
Liu et al. (2000) where they investigate the optimal window/level-settings for
measuring the carotid artery usingMIP. Similar relations betweenwindow/level
and TF settings were also observed in Persson et al. (2004) for both MIP and
volume rendering.
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CHA P T E R 7

SUMMARY O F PA P E R S

This chapter summarizes the contributions of each paper and relates
them to the presentation in the thesis.

paper i

Paper I studies the Chan-Vese level set segmentation model (Chan and Vese,
2001) presented in Section 3.2.4. Amajorbene�twith thismethod is its tendency
to produce globally optimal solutions, irrespective of the initialization. �is
is in contrast to other popular models such as the geodesic active contour
(Section 3.2.3). However, the global behavior of the Chan-Vese model comes
from a global dependence, since image information is integrated over the
entire image domain.�is makes the solution dependent on all objects in the
image and makes it hard to robustly target individual objects. In Section 4.1
we illustrated this problem with a segmentation result which varied depending
on di�erent background intensities. �e main contribution of Paper I is in
identifying this problem and proposing a simple solution based on narrow-
band level set propagation. Additionally, we initialize the segmentation by the
�exible isosurface interface, which guides the user to di�erent objects in the
data based on a topological analysis.

paper ii

In Paper II, we focus on blood vessels in particular.�is paper has two compo-
nents: Edge and line detection by �ltering, and level set methods for segmen-
tation based on the �lter results. To perform the edge and line detection, we
use quadrature �lters (pairs of edge/line �lters) outlined in Section 2.2. If we
consider an edge or a line structure as an event in an image, a bene�t of the
quadrature �lters is the separation of the strength of an event with the event
type.�e strength is encoded as the magnitude of the �lter response, whereas
the type is represented by the local phase (Section 2.3). Our contribution in
this context is to use the �lter responses over multiple scales, by integrating the
scales such that strong responses are favored (Section 2.5).�e motivation for
this scale integration is to get good coverage of blood vessels of varying width.
�en, we use the zero-crossing of the real part of the integrated �lter response
as an edge indicator. Note that this is similar to the classical idea of detecting
edges by zero-crossings of the Laplacian as presented in Section 2.1.2. In fact, if
we perform the scale integration without the strength weight (i.e. using β = 0



in Eq. (2.16)), our solution will be equivalent to integrating the responses from
Laplacian �lters. However, Paper II shows that this choice is suboptimal.

�e next component of this paper is the actual segmentation of the blood
vessels by identifying the edge using level set segmentation methods. As de-
scribed in Section 4.2, this is formulated as an optimization of a “weighted
region” energy functional, which provides a regularized thresholding. As such,
the multi-scale �ltering framework together with the level set segmentation
provides a complete pipeline for the segmentation of blood vessels of varying
width.

paper iii

Paper III investigates the concept of �lter ringing. In the context of ourwork, the
ringing is manifested as repeated structures around edges in the image, which
might be falsely interpreted as edge indications. Usually these false indications
can be disregarded by their low magnitude �lter responses. However, in the
multi-scale framework introduced in Paper II, it is possible that the ringing
from coarse scales might interfere with the edge indications (zero-crossings) in
a �ne scale. To safeguard against this, Paper III proposes a �lter which has no
ringing by design (Section 2.7). Our contribution in this work is the extension
of a previously proposed 1D �lter design to 2D and 3D.�e method assumes
the �lter to be spherically separable (Section 2.2) and thus uses the 1D design as
a radial function in higher dimensions.�e examples in Section 2.7 compare
results using quadrature and non-ring �lters and show that they perform equally
for a synthetic example. Although the problem with ringing across the multi-
scale integrationmay be harmful in certain cases, a disadvantage of the non-ring
�lters is the cumbersome parameterization (α in Eq. (2.18)).

paper iv

Paper IV returns to the topic of level set segmentation.�is work is inspired
by typical “premature stops” (illustrated in Figure 4.6) as the segmentation
propagates over the vascular tree. Such stops are typical in small vessels where
pathologies such as plaques reduce the blood �ow, and thus lower the amount of
contrast agent. With the goal of segmenting a complete vascular tree, Paper IV
investigated methods which could more e�ectively bridge such “gaps” in the
vessels.�e methods proposed in Paper IV build upon the idea that the level set
segmentation is posed as an optimization of an energy functional (Section 3.2).
Traditionally, the optimization is performed as a gradient search on a “manifold
of curves”. In this context, the premature stops of the segmentation are local
optima, which we would like to avoid in the optimization. To this end, we adopt
gradient descent with momentum and resilient back-propagation (Section 4.3)
to the level set framework (Section 4.4) and give examples where the method
reaches stronger optima than traditional gradient search.
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summary of papers

paper v

Whereas previous papers have targeted segmentation, Paper V focuses on the
visualization of blood vessels. A common source of blood vessel images is CTA,
which requires the injection of a contrast agent to increase the contrast between
the blood and the surrounding tissue. Naturally, the concentration of the
contrast agent will vary in the vascular tree which complicates the identi�cation
of the blood by its intensity values. A common method for visualizing CTA
data is by direct volume rendering (Section 5.1) in which the intensity values
are mapped to colors and opacities by a transfer function (TF). For blood vessel
visualization in CTA, the idea is tomap intensity values outside the typical range
of contrast injected blood to zero opacity, thereby e�ectively removing such data
from the visualization. However, the variation of the contrast agent across the
vascular tree leads to two problems: First, the initial TFmight be generally o�set
from the appropriate intensity range of the blood. Second, since the intensity
varies, the TF needs to be locally tuned to a region of interest.�is problem
was approached in a close collaboration with radiologists, where we identi�ed
a possible strategy to automate the manual tuning, otherwise performed by
the radiologists. �us, Paper V introduces the concept of “spatially varying
TFs” (Section 5.4) which aims to solve both previously stated problems.�e
basic idea is to optimize the visualization as to reveal the largest possible vessel
structure in each point, as measured by a “vesselness” �lter (Section 2.1.3). By
this, our method is able to adapt to a generally o�set TF in addition to locally
adapt to intensity variations.

paper vi

One stated goal with Paper V is that the visualization method should be easy
to use in a clinical setting by the typical radiologist. To evaluate this aspect,
among others, Paper VI presents a user study where radiologists compare the
locally tuned method with a conventional (global) visualization method.�e
user task was to provide a complete visualization of the vascular tree in the
legs (Section 6.2).�e main challenge with this task is that the intensity levels
(due to contrast agent variations) are very di�erent between the small and
large vessels, which traditionally makes it hard to visualize all vessels using the
same settings. However, the simultaneous visualization of both small and large
vessels provide useful context information. To compare the two methods, the
user was asked to produce the best possible visualization of a given CTA dataset,
and therea�er rank the methods according to di�erent criteria.�e outcome
(Section 6.3) was that the locally tuned method from Paper V provide the most
correct visualization for the majority of the cases, and the user did not �nd the
interaction with the method too complicated.
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CHA P T E R 8

C ONC LU S I ON S AND FU TU R E WORK

This thesis has presented contributions for the segmentation and visu-
alization of blood vessels. With the ultimate goal to support medical

decisions based on increasingly larger datasets, the methods aim to combine au-
tonomous processing with a high degree of user control, in terms of seed points
for segmentation and interactive transfer function widgets for visualization.

segmentation

�e presented segmentation pipeline consists of a multi-scale �ltering followed
by a level set segmentation to identify the blood vessel boundaries.�e main
contributions are the weighted multi-scale integration, the alternative optimiza-
tion schemes for level set segmentation and the identi�cation and discussion
of the global dependence of a common segmentation model.
A limitation with the current use of the �lter output is that linear structures

also include planes in three dimensions. So currently, there is no distinction
between a blood vessel or other su�ciently �at structures, such as the skull, in
volumetric medical images.�is is why our results for such data only include
proof-of-concept results. However, the output from quadrature �lters can also
be used to construct a tensor representation of the local structure in a point. By
analyzing the tensor (similarly to the analysis of the Hessian in Section 2.1.3)
the response from �at structures could be reduced, thereby increasing the
robustness of the segmentation.

�e major problem with the current level set approach for segmentation
is the long execution time, especially for volumetric images. Because of this,
adjusting the parameters, e.g. for regularization, can be cumbersome.�is is
typical for level set methods and can be somewhat improved with optimized
implementations (Roberts et al., 2010; Wang et al., 2011). Future work could
include investigating alternative methods for solving the segmentation problem.
As mentioned in Section 4.5, candidate methods include global techniques for
which e�cient algorithms have been proposed. However, in this context an
interesting question is whether a global solution is really wanted, and possibly
how the energy can be localized as in Lankton and Tannenbaum (2008).
As noted in the review on blood vessel segmentation in Section 3.4, most

methods are optimized for a particular application/anatomy.�e incorporation
of as much prior knowledge and assumptions as possible generally leads to
more robust methods. Our pipeline has, however, a relatively weak data model
as we only assume the vessels to be bright, locally linear structures, in a dark



background, over a range of scales. An interesting direction for future research is
to incorporate a stronger data model into our pipeline, possibly including active
shape models as in e.g. Rousson et al. (2004). However, a typical challenge with
such models in the context of blood vessel segmentation is the robust handling
of bifurcations and vessel pathologies.

visualization

�is thesis presents a visualization method which locally adapts to the vary-
ing contrast agent in CTA data. In addition to automating a tuning process
otherwise performed manually by the radiologists, it can also be used to simul-
taneously visualize a larger part of the vascular tree.�e automatic, and local,
adjustment of the visualization is the main contribution of this work. A further
contribution is the evaluation of this method in a clinical setting.
Although the results from the evaluation are encouraging, there is still a lot

of work to be done in this direction. Future work can be divided into technical
and usability aspects. From the technical side, the method is implemented as a
brute force search for an optimal setting of the TF as described in Section 5.4. It is
based on the vesselness measure (Section 2.1.3) which involves a rather complex
analysis of the Hessian matrix, which in turn requires several convolutions
with Gaussian �lters for its estimation. However, we analyze the output of
a trapezoidal TF mapping which is close to binary. As such, it is probably
possible to replace the vesselness computation by a simpler measure which is
easier to analyze.�is could simplify the optimization problem in Eq. (5.2) for
which e�cient solutions could be investigated. Note, however, that the entire
computation is a pre-processing to the visualization so that the computational
time is not critical.
A more general technical aspect of our work is that we analyze the output

of the visualization rather than the original data. �is idea can provide a
feedback loop between the rendering on the screen and the parameters of the
visualization, and be used to optimize certain aspects. For example, Correa
and Ma (2011) proposed “visibility-driven transfer functions” which optimizes
visibility of samples. Such ideas are interesting to include in future work for
blood vessel visualization.
From the usability point of view, much work remains in making the visual-

ization usable and reliable in clinical practice. Radiologists are used to study 2D
slices of data where they see the full pro�le of the anatomy.�is is still a useful
view, so successful applications of 3D visualizations in clinical applications
tend to require linked views between traditional slice views and 3D renderings.
However, it is still important to strive for a correct visual representation of
the vessel geometry in the 3D renderings, so that the radiologist can navigate
through the data in a quick and reliable manner. Speci�c problems to address
in terms of blood vessel visualization is how to represent calci�ed plaques and
stents which o�en tend to occlude the interior of the vessel (i.e. the lumen).
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