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Abstract 

This report covers the work on integrating HDR rendering in the existing Digital Arts graphics 
engine and in this case the HDR rendering will come to use mainly in architectural visualization. 
The basics of the HDR concept is covered and the use of HDR in real-time applications is 
motivated and the pros and cons of different image formats are considered. The necessity of a 
suitable tone mapping operator is taken into account and the tone mapping operator used is the 
one described in the paper Perceptual Effects in Real Time Tone Mapping by Krawczyk et al and 
the implementation of it is considered.
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1 Introduction 
 

Traditionally computers represent image intensities with integer values between 0 and 255 or 
floating point values with 8 bit precision between 0 and 1. This is, however, not sufficient to 
accurately represent real light. Think of the difference in intensity between the darkest point at night 
and the sun, to represent this we need a wider range of values to preserve details. To get a more 
realistic lighting in computer generated scenes the light could be represented with arbitrary floating 
point values and thereby expanding the range of possible light values when rendering the scene 
which gives a result much more like real world lighting. The concept of using a much wider range of 
light values is referred to as High Dynamic Range, or HDR. 
 
The concept of representing light with floating point values has been used with global illumination 
rendering since the mid 80’s and in computer graphics using HDR imaging since the mid 90’s, but 
in the last couple of years it has also found its way into real-time graphics due to the fact that much 
more powerful graphics hardware supporting floating point calculations is available today. 
However, although it is possible to perform calculations with floating point values, the display 
device normally represents colour with values between 0 and 1 which is low dynamic range (LDR). 
Hence, when displaying an HDR image or rendering the dynamic range has to be reduced in order 
to fit the dynamic range of the output device, this process is referred to as tone mapping. 
 
Digital Arts, a company located in Copenhagen, was interested in integrating HDR with their real-
time graphics engine for use in the context of architectural visualization. The goal of this Masters 
project was to enable real-time HDR rendering in the Digital Arts graphics engine. 
 

1.1 HDR in Real-Time Computer Graphics 

 

HDR in real-time rendering has many uses, for example the possibility to capture light in a real 
scene which could be used to light computer generated real-time scenes (image based lighting) or 
to provide reflections. When capturing real light to be used for these purposes, images are taken of 
a mirroring ball and a 360 degree image can be achieved. This 360 degree image is sometimes 
referred to as a light probe. For these images to be HDR an HDR camera could be used or several 
images taken in a sequence with different exposures using a LDR standard camera could be 
assembled into an HDR image, this is explained further in section 2.1. HDR values are necessary 
for natural looking reflections and for effects such as glare around bright areas, caused by 
scattering of light in the eye, to look convincing. In order to understand why, consider the way the 
glare is simulated; this is done by blurring a bright passed version of the HDR scene which is 
combined with the original rendering of the scene to cause a blooming effect around bright areas. 
Blurring is performed by averaging neighbouring pixels and if a LDR image is used this blurring will 
easily result in a greyish tone. If on the other hand an HDR image is used the high values in a 
bright area will prevent the blur from becoming greyish and the result is much more natural.   
 
 
In the case of reflections, as well as image based lighting, the difference between HDR images and 
LDR images as a source for the reflections is just as obvious. Consider a scene consisting of an 
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indoor room with a window, if a LDR light probe is used for these purposes the parts of the 
captured light outside the window are very likely to be over exposed (if the rest of the scene is 
properly exposed) and thereby contain no details, hence the reflections will only reflect solid white 
for the over exposed outdoor parts. If on the other hand an HDR light probe is used, the outdoor 
areas will contain details and as a result the reflections will contain these details as well. The same 
holds true also when a light probe is used for image based lighting purposes.  
 
Another use of HDR in real-time is the use of HDR lightmaps. The importance of having HDR 
values in lightmaps becomes obvious if the nature of how lightmaps are applied is considered. 
Lightmaps are textures containing light values which are multiplied with diffuse textures to simulate 
shadows etc. A LDR lightmap contains values in the range [0, 1] and since it is applied by 
multiplication with the texture, the highest value in the resulting texture will be the texture value 
itself since it is multiplied by one. This causes trouble when a diffuse surface receives much light 
and the surface therefore needs to be brighter than the diffuse texture, in order to achieve this the 
lightmap in question needs to contain values greater than 1. This could of course be simulated by a 
multiplier but that would only produce approximate results and would also require manual effort 
which should be minimized in order to make it easier for the end user of the graphics engine. A 
better way is to use HDR lightmaps which are multiplied with the texture, the HDR lightmaps may 
in turn be computed using HDR light probes and/or using virtual lights in the scene. 
 
In our case the HDR values will in the first stage of the project come from an HDR environment 
map, a light probe. This environment map is used as a cube map in a simple scene used as test 
case for working out a smooth HDR pipeline through the engine. The scene will consist of an object 
reflecting the light probe with the use of simple environment mapping. In the long run, however, the 
HDR values in the rendering pipeline will most likely come from the use of HDR lightmaps.  
 
The origin of the HDR information is nevertheless of secondary importance in this project since the 
adjustment of the Digital Arts graphics engine to HDR information is more or less independent of 
the source of the HDR values. 
 

1.2 Project Description  

 

The original plan of the project involved implementing an initial test application using Direct X and 
c++ but after some tests it was decided that an application using the Digital Arts graphics engine 
directly should be implemented. The Digital Arts graphics engine uses an analogy to movie making 
with the notion of a scene to which actors are connected and a camera connected to the scene is 
recording what goes on in the scene. The end result of this project apart from the adjustment of the 
rendering pipeline to HDR values, will be a camera class specialized for the use in HDR situations 
which could be used just as the standard camera in the engine with the difference that it includes a 
tone mapping operator that automatically reduces the dynamic range of the scene to fit a standard 
LDR display. 
 
Since real-time performance is necessary the graphics hardware should be used as much as 
possible and to perform the computations in hardware shaders are used. A shader could be looked 
upon as a small program with instructions for the hardware and there are two kinds of shaders 
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available; vertex shaders and pixel shaders. Vertex shaders perform operations on a per vertex 
basis and pixel shaders perform operations on a per pixel basis. When shaders first came to use 
they were written in low level assembler-like languages but in the last couple of years more high 
level languages have become available and for writing the shaders in this project HLSL was used 
together with the effect file framework provided in Direct X, see section 2.1.4.  
 

1.3 Structure of the Report 

 

The rest of this report will start with a brief description of the graphics rendering pipeline (section 
2.1) and an explanation to how HDR values are retrieved and used in computer graphics (section 
2.3) followed by a section about in which format HDR images may be stored (section 3). Then I 
proceed to one of the most important parts of the report, the tone mapping part (section 4). 
Included in this part is a section about some perceptual effects that can be integrated into a tone 
mapping operator (section 4.4). The next section is concerned with the implementation (section 5) 
which is followed by a section going through the changes that had to be made to the Digital Arts 
graphics engine for HDR rendering to work properly (section 6), then a few ways to enable HDR 
rendering on older graphics cards are briefly considered (section 7) followed by a section 
discussing the results (section 8). 
 

2 Background 
 

2.1 Basics of the Graphics Pipeline 

 

The standard, so called fixed function graphics rendering pipeline could according to [1] be divided 
into three main groups of processes; the Application, Geometry and the Rasterizer (figure 1). 
 

• The most important task of the Application stage is to feed the geometry to the next stage 
in the pipeline. 

• The geometry stage is responsible for most per-polygon or per-vertex operations and 
could be divided into the following stages: 

World & view transform 
Lighting 
Projection 
Screen mapping  

 World and view transform is the part where the geometry is transformed from local model  
space to world- and to view space. Lighting is the lighting of the geometry, projection 
projects the geometry to projection space having coordinates from –1 to 1 (in DirectX the 
z-coordinate is mapped from 0 to 1). Screen mapping is the mapping of the geometry to 
2D screen space. 

• The input to the rasterizer is two dimensional vertices with attributes such as z-value, 
colours, textures, in screen space. These should be converted to fragments which in turn 
are used to find pixel values. 
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Figure 1: 3D Pipeline 
 
The Application stage is executed on the CPU, while all or some of the parts of the geometry- and 
rasterizer stage could be executed on the GPU. In the fixed function pipeline states could be set by 
the user to steer the behaviour of the rendering, but these states could only affect a limited number 
of behaviours and customization was not possible. In 1998 Olano proposed one of the first 
programmable real-time graphics pipelines, he suggested a number of stages that should to be 
programmable with a language resembling C [2]. In 2001 the first programmable consumer 
graphics hardware appeared [3] and the thoughts of Olano had evolved towards two 
programmable stages of the pipeline although they combine most of the stages proposed by 
Olano. The two stages used today are the vertex programming stage and the pixel programming 
stage, called vertex shaders and pixel shaders. 
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2.1.1 Vertex shaders  

 

A vertex shader is a program that works on a per-vertex basis and provides a way to alter the 
values associated with the attributes of a vertex such as position, colour, normal, texture-
coordinates etc. A vertex shader takes one vertex as input and one vertex as output and can 
therefore not work on several vertices simultaneously, nor can they add or remove vertices. It is 
also important to note that when a vertex shader is used, some parts of the fixed function pipeline 
are inactivated and therefore has to be taken care of by the shader, most important is the fact that 
the transformation from local coordinates to world coordinates, to view coordinates and then the 
projection has to be taken care of inside the shader. Also the lighting part is inactivated and in 
order to perform lighting all vertices has to be given an output colour value as well. 
 

2.1.2 Pixel shaders 

 

Pixel shaders are programs performing operations on a per-pixel basis during a rendering pass, 
they receive the output from a vertex shader as input and the output is a single colour value. If a 
pixel shader is used the multitexturing part of the pipeline is inactivated, the multitexturing part is 
taking care of assigning a pixel a final value from several input textures. This means that when 
using pixel shaders the output colour of a pixel value has to be calculated. In the course of this 
work pixel shaders are the shader type most extensively used and the usage is often different 
kinds of image processing.   
 

2.1.3 Shading languages  

 

When shaders first came to use in real-time applications (similar programs had been used earlier in 
non-real time rendering such as with RenderMan Shading language but these languages were too 
heavy for real-time purposes). When real-time shaders came to use they had to be written in 
assembly like shading languages but later high level shading languages started to appear. The first 
one with programmable consumer hardware in mind was the Stanford Real-Time Shading 
Language which was introduced in 2001 [2: p. 22] and is loosely based on the Renderman Shading 
Language but without the many features that were not possible to perform on graphics hardware at 
the time including conditionals etc. With this language separate programs for vertex and pixel 
shaders was not necessary. 
 
In 2002 nVidia released their shading language called Cg (C for graphics) which was the first 
shading language to become widely accepted the syntax is loosely based on the C programming 
language. Unlike the Stanford Real-Time Shading Language Cg requires separate vertex and pixel 
shaders. In the same year Microsoft included a language called HLSL (High Level Shading 
Language) with DirectX 9. HLSL is syntactically and semantically the same language as Cg but the 
shaders are compiled differently with the two languages. Shaders written in high level languages 
are compiled to low level assembly like shaders [2]. 
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2.1.4 FX files 

Effect files, called FX files, provides a way to combine shaders and rendering options in an efficient 
manner. An effect file may contain many shaders and to compile a certain shader, different 
techniques are used. The effect file could be used to validate if a certain technique is able to run on 
the available hardware and if not, another technique could be chosen at run time (if available in the 
effect file). Effect files also provide a smooth way to pass values to the shaders. Effect files are 
used for all shaders in this project. 
 

2.2 The Digital Arts Graphics Engine 

 
The definition of what a graphics engine is could be both complicated and differ dramatically 
depending on who is consulted about the question. A straightforward explanation is, however, that 
a graphics engine is an API independent framework for rendering 3D graphics, an engine in this 
sense may also include parts for managing sound, physics etc. but due to the nature of this project 
only the graphics part will be considered. The meaning of API independent is that the application 
programmer should not have to be concerned with graphics APIs such as DirectX or OpenGL, the 
graphics engine itself is, however, build upon a graphics API and the Digital Arts engine is based 
on DirectX. A graphics engine should also be independent of the application it is used for, this 
meaning that the engine itself should not contain any application specific code which would 
counteract the reason for using an engine as a whole since the main benefit of an engine is the 
reusability. An engine wraps many functions in order to simplify application programming [4]. 
 
The Digital Arts engine is based on concepts from the film industry, the application programmer 
creates scenes to which actors which could be 3D geometry, other scenes etc could be inserted. 
Into the scenes also cameras could be inserted in order to render the scene as well as the actors 
connected to it. What is rendered by which camera is dependant on the scene structure built. The 
whole structure of rendering is taken care of under the hood and it is nothing that the application 
programmer has to be concerned about. 
 

2.3 HDR Sources 

 
HDR input could for instance be retrieved from HDR cameras, from compositing multiple images 
with different exposure from LDR cameras, from computer graphics renderings such as ray tracing 
renderings or from HDR video cameras.   
 
As mentioned earlier, the HDR values in this project will in the first case come from HDR 
environment maps, light probes. Basic environment mapping is used to reflect the surrounding 
HDR map in the objects in the scene at the same time as the HDR map is shown in the 
background as a skybox. A skybox is a way to render a surrounding where a cube texture is placed 
as background which remains at the same distance at all times. As stated before, this is the simple 
scene used as test scene in our case.  
 
When constructing the image used as light probe there are several possibilities as mentioned 
above. Since HDR cameras are not very common it is necessary to understand the method of 
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combining several differently exposed images of the same scene into a HDR image and to apply 
this method the nature of a standard digital camera should be known. Such a camera is only 
capable of registering parts of the dynamic range present in a scene in one image, resulting in a 
LDR image. In order to retrieve an HDR image from a LDR camera multiple images with different 
exposures of the same scene, are combined into one single HDR image [5, 6]. The differently 
exposed images will have some of their pixels correctly exposed, while some pixels will be over- or 
underexposed depending on which image is considered. First the response function of the camera 
has to be retrieved, a camera response function is a function describing the relationship between 
the exposure of a pixel and the actual value the pixel gets. The response function is used to weight 
the images together using a method of choice. The method developed in [5] is only one of many 
available and a description of several other methods as well as a new one is provided in [6, 7]. 
Once the response function is known for a certain camera, it could be reused for images taken with 
the same camera. Some tone mapping operators rely on images calibrated to SI units and if such 
images are needed, a luminance meter could be used to measure the luminance of a uniform area 
which in turn is used to calibrate the response function.   
 
The method of combining several images naturally has its limitations since it requires the scene to 
be static, but satisfactory results could be reached using a tripod and there are methods to remove 
moving objects. 
 
In this project the HDR data needed is in the form of a cube map containing information in all 
directions. In order to produce image data suitable for this use, a method proposed by Paul 
Debevec [8] in 1998 could be used. The 360 degree images, light probes, that are the results of 
this method are made by taking the series of LDR images mentioned above of a mirrored ball, 
these images then reflects the surrounding scene and they could be unwrapped into a format 
suitable for cube mapping using HDR shop or other suitable software. 
 

2.4 Perceptual Effects 

 
As mentioned in section 1 the HDR values have to be reduced to LDR values for display and due 
to this our eyes no longer react to high and low luminance values as they would do in a true HDR 
environment. However, these effects that normally take place could be simulated to mimic the 
behaviour of our eyes and to understand the concept of the perceptual effects we should 
understand how our eyes work. There are two kinds of photo sensors in our eyes, cones and rods. 
The cones are responsible for light-adapted vision responding to colour and they are active at 
luminance values greater than 3 cd/ m2, this is referred to as photopic vision. The other kind of 
photo sensors are responsible for dark-adapted vision and are called rods. They perceive no colour 
information and have poor resolution compared to the cones (figure 2). The vision taken care of by 
the rods is called scotopic vision and is active at luminance values less than 0.001 cd/m2 and the 
vision in the region between photopic and scotopic vision is called mesoptic vision [9]. 
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Figure 2: Luminance and human vision 

Source: Ferwerda et al.[10] 
 
The knowledge of the difference in colour perception at different luminance levels due to the 
photopic and scotopic vision could be used when tone mapping. This is performed by including 
functions simulating human vision such as the fact that colours will be less apparent in low 
luminance conditions since the rods do not respond to colour. Also the fact that the rods have 
worse resolution than the cones and that scenes appear blue in dark conditions [11] etc. could be 
taken into account. Other perceptual effects could be used to simulate impaired vision in order to 
understand how the world is perceived by visually handicapped people. In the course of this 
project, however, the perceptual effects considered are included to simulate normal human vision 
and are the same as the ones described by Krawczyk et al. in [12], that is: temporal adaptation, 
visual acuity, glare and blue shift. These effects are explained briefly below. Modelling visual acuity 
and glare the same way as in [12] requires the luminance values in the input image to be calibrated 

to 2/mcd . 

 
Temporal adaptation is the effect that when we are entering a dimly lit environment from a much 
brighter environment, or the opposite, we in the first scenario experience blinding and in the 
second case we cannot see much until our eyes have adapted to the new lighting conditions. Since 
we cannot experience this adaptation on a computer screen, due to the fact that the luminance 
values are so restricted, we can simulate this behaviour in order to mimic what we would 
experience in a real scene. See section 4.4.1. 
 
Visual acuity is the phenomenon that when luminance levels are decreasing it causes the 
perception of spatial details to decrease as well. This corresponds to the increasing sensitivity of 
the rods and is present in the scotopic vision, since the rods have less resolution compared to the 
cones. See section 4.4.2 for further details. 
 
Veiling luminance, also called glare or bloom, is a phenomenon caused by bright light sources or 
bright areas that result in scattering of light in the lens of the eye which causes decrease of 
contrast in and around the bright area and could be seen as a subtle glow around such areas. This 
effect could not be experienced on a normal computer screen due to the limited dynamic range, but 
it could be simulated in the tone mapping process as described in section 4.4.3. 
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3 HDR Image Formats 
 
When saving and using HDR images other formats than the 8 bits per channel RGB encoding has 
to be used in order to prevent information from being lost. For a format to suit the needs of HDR 
images it has to be able to represent a dynamic range over four orders of magnitude, that is 

luminance values within ratios larger than 410:1 . Four orders of magnitude is the dynamic range a 

human observer can see at a certain adaptation level, although we can see luminance values 

ranging from 610−  to 810 but not at the same time. Despite the fact that human viewers only can 
see 4 orders of magnitude simultaneously, it is often desirable for an image format to be able to 
represent much larger dynamic ranges. Apart from having a large enough dynamic range, suitable 
image formats should be able to represent as much of the visible colour gamut as possible 
(explained below) and the relative quantization step size for luminance should be below 1%, 
relative step size is the difference between two adjacent values divided by the dynamic range [7: p. 
90]. 
 
There are several formats available but the most common are HDR, TIFF and OpenEXR, within 
these image formats there are different encodings and in order to understand the different 
notations in the encodings a brief introduction to colour spaces is appropriate. 
 

3.1 Colour Spaces 

 
In order to understand colour spaces we should consider some of the concepts of human vision. 
Due to the fact that the human eye has three different types of cones, the photoreceptors 
responsible for colour vision, almost all colours can be derived from a combination of three 
independent1 colour stimuli called primaries such that if we consider the wavelengths describing 
red, green and blue, R G and B, a fourth colour Q can be received by combining the values [13: p. 

90]. See equation 1 where bgr ,, are colour matching functions. 

 

BbGgRrQ )()()()( λλλλ ++=   (1)  

 
The cone response functions have been found through experiments and the combination of (R,G, 
B) to get Q is referred to as the tristimulus value of Q. An issue with the use of RGB as primaries, 
the RBG colour space, is the fact that in order to represent all colours perceivable by humans, 
some negative values are needed. This is troublesome in some situations and in order to address 
this problem the CIE (the Commission on Illumination) proposed a colour space called CIEXYZ 
having all positive values in the colour matching functions zyx ,, and the tristimulus values always 

being positive and still representing all possible colours. This, however, has the result that the 
primaries are not realizable by physical devices, which is sometimes referred to as the primaries 
being imaginary [7: p. 31]. The conversion between the RGB colour space (also referred to as CIE 
RGB) and the CIEXYZ is performed with a 3 x 3 matrix. Most colour spaces are not capable of 
representing all available colours and the range of colours possible to represent by three primaries 
is called the colour gamut, see figure 3 for comparisons between the CIE XYZ and CIE RGB colour 

                                                 
1 None of the three primaries can be received by any combination by the other two 
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spaces. A colours represented in the diagrams below could are a 2D slice of a 3D space with the 
third dimension being luminance. 
 

 
Figure 3: The CIE RGB colour gamut inside the triangle, the whole horseshoe shaped area 

represents the visible colour gamut (note: the colours are only a representation since neither a 
standard monitor nor paper can reproduce the visible colour gamut). 

Source: www.wikipedia.com 
 
Many devices for capture and display of digital images have their own colour space, called device-
dependent RGB [7: p. 76], this introduces a problem with conversion between different colour 
spaces. To address this issue a colour space to be used for all these devices has been designed in 
order to simplify the handling of images between devices, this is called the sRGB colour space, see 
figure 4. The group of colour spaces that the sRGB colour space belongs to is referred to as an 
output-referred standard [7: p. 76] which means that the values possible to reproduce with the 
colour space in question is dependent on the device the colour space is designed for. In the case 
of sRGB it is designed for display on a monitor with maximum luminance of 80 cd/m2. It also 
includes a gamma correction which corrects for the non-linear transfer function inherent in standard 
monitors. In normal conditions no further correction are therefore needed. The downside of using 
an output-referred standard is the fact that it cannot store values outside the ones possible to 
represent by the device. Standards capable of this are called scene-referred standards meaning 
that they are trying to represent the values present in the original scene. These images, however, 
need to be further manipulated in order to be displayed correctly on standard display devices, they 
have to be tone mapped, on the other hand they can also be displayed on devices capable of 
representing a greater range of colour values and this flexibility is the advantage of scene-referred 
standards. The HDR image formats presented below are scene-referred formats. 
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Figure 4: The sRGB colour gamut inside the triangle 

Source: www.wikipedia.com 
 
The colour spaces mentioned so far are so called non-uniform colour spaces, this means that a 
small difference in tristimulus values might result in a drastic difference in perceived colour or in a 
hardly distinguishable difference. In order to resolve this issue CIE composed two different colour 
spaces called CIELUV and CIELAB which both are designed to make similarly large changes result 
in similarly visually different results. Both of these colour spaces are derived from the CIEXYZ 
colour space [13: pp. 109-111]. 
 

3.2 The HDR image format (Radiance) 

 
The HDR format was developed by Greg Ward as a part of Radiance, a physically based rendering 
system working with photometric quantities, and since the renderings were physically based a 
need for an image format capable of handling these values exceeding the standard [0, 1] range 
emerged [14]. Radiance began to take form in 1985 and the HDR format was introduced as a part 
of the Radiance system in 1989 [7: p. 91]. The format is defined such that the r, g and b channels 
share an exponent, E, stored in the alpha channel and this encoding is referred to as Radiance 
RGBE.  
 
Due to the limited colour gamut that can be represented by the RGB colour space there is also an 
XYZE encoding available using the CIEXYZ colour space which covers the entire visible gamut [7: 
p. 83]. Apart from the different colour spaces the encodings are performed identically.  
 
The dynamic range for both the RGBE and the XYZE encoding in the HDR format is over 76 orders 
of magnitude and the relative quantization step size is 1 % which is just at the threshold below 
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which the step size should be kept to avoid visual artefacts. See section 7 for details on 
encoding/decoding RGBE/XYZE images. 
 

3.3 OpenEXR 

 
The OpenEXR format was presented in 2002 as an open-source C++ library by Industrial Light and 
Magic after having been used internally in the company for a number of years [14]. 
 
The format is based on a 16-bit floating-point data type called half and this representation is also 
supported by Cg and HLSL and is also supported by modern graphics cards. There is also a 24 
bit/channel and a 32 bit/channel float type available. The quantization step size is below 0.1% and 
the dynamic range is 10.7 orders of magnitude. OpenEXR images may also have an arbitrary 
number of attributes as well as an arbitrary number of channels with different information such as 
alpha, depth etc. 
 

3.4 TIFF 

 
The tiff (Tagged Image File Format) includes a 32-bit/channel (96 bits/pixel) floating point RGB 
encoding covering 79 orders of magnitude. The downside of this format is that it uses very much 
space and the values are not compressed in the encoding, despite this fact there is use for such a 
format; in intermediate lossless representation and as a standard against which other HDR 
representations [7: p. 93] could be validated. For other purposes there are two more compact 
representations available, 24-bit/pixel and 32-bit/pixel LogLuv encodings. These encodings were 
proposed by Greg Ward in 1998 [7: p. 93] and the format is called SGI LogLuv. The encodings 
included in this format are taking human visual perception and human contrast and colour 
detection thresholds into account to match with the quantization steps [14: p. 5]. The luminance 
and chrominance channels are separated and a logarithmic encoding is applied to the luminance 
channel (L) which results in a quantization closely matching the capabilities of human vision. The 
24-bit/pixel encoding covers 4.8 orders of magnitude and uses 1.1 % quantization steps and 
therefore just covers the dynamic range a human can se simultaneously and the step size is in the 
higher end of what is desirable. The 32-bit/pixel encoding, however, allows for better precision 
since it uses 0.3 % steps and it can represent a greater dynamic range at 38 orders of magnitude.  
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3.5 Lossy HDR formats 

 

Apart from the lossless encodings available in the formats mentioned above, some lossy 
encodings have started to appear. With lossless encoding meaning that when after the original 
values have been converted into the selected encoding, no further loss occurs during storage, 
manipulation etc. A lossy format on the other hand provides smaller image sizes and is therefore of 
much use and interest when storage costs are to be kept low or when no further image editing or 
manipulation is needed. Among these is the new format JPEG HDR which is backwards 
compatible with the 8-bit/channel JPEG standard meaning that to applications not able to handle 
HDR information the image behaves like a standard JPEG image showing a tone mapped version 
of the HDR image, this image is stored using 24 bits/pixel and restorative information with the size 
of 64 kb is stored in a sub band which when combined with the tone mapped foreground recovers 
the original HDR image.  
 

3.6 Choice of image format 

 
Choosing the image format and encoding is much a matter of how and in which context the image 
is intended to be used. For example the 24-bit LogLuv encoding has a rather low dynamic range 
while it covers the visible gamut, Radiance RGBE on the other hand does not cover the entire 
visible colour gamut but possesses a vast dynamic range. The OpenEXR format might run out of 
dynamic range but that would occur only in extreme situations while Radiance XYZE and 32-bit 
LogLuv TIFF are restricted to the visible colour gamut [7: pp. 109-111]. This restriction is however 
not of any concern when images intended to hold colour values visible to humans are considered. 
See Table 1 for comparisons. 
 
 

Encoding Covers visible gamut Bits/pixel  Dynamic range Relative quantization 
step size 

sRGB No 24 0.025:1.0 (1.6 orders of magnitude) Variable 

RGBE No 32 10-38: 1038 (76) 1% 

XYZE Yes 32 10-38: 1038 (76) 1% 

LogLuv 24 Yes 24 0.00025:15.9 (4.8) 1.1% 

LogLuv 32 Yes 32 10-20: 1019 (38) 0.3% 

EXR Yes 48 0.0000012:65000 (10.7) 0.1% 

 
Table 1: HDR encodings, sRGB included for comparison. 

Source: Ward  [14] 
 

 
The use of HDR images in this project is limited to light probes used as the input of HDR values. 
With the context being real-time rendering the use of OpenEXR seems to be an obvious choice 
with it being directly compatible with the 16-bit halfs used internally by graphics cards. Also the 
RGBE/XYZE format is widely used and would therefore be a natural choice. It was, however, 
decided that both of these formats should be supported although the file loaders for these formats 
will not be implemented in the course of this project. The LogLuv encoding in the TIFF file format is 
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not as widely used as the two others and it was decided that it is not necessary to include support 
for this format in the first stage at least. However, since the test scene for trying out the pipeline 
which is the core of this project consists of a HDR light probe and in order not to spend time on 
implementing file loaders a much simpler solution was chosen. Since the Digital Arts graphics 
engine is based on Direct X, a Direct X specific file format called DirectDraw Surfaces (.dds) could 
be used for test purposes. The DDS format is capable of storing HDR values and it is possible to 
load these files with a one line Direct X call and this was the simple reason for using the DDS 
format during the course of this project, although it should be noted this is considered a temporary 
solution until a file loader for RGBE/XYZE and OpenEXR is implemented for the engine. 
 

4 Tone Mapping 
 

Light in the real world contains luminance values that by far exceed the dynamic range of standard 

display devices, and an image containing values outside this limited dynamic range will have all 

values above the highest value possible to represent by the display device clamped to that 

maximum value. This will result in significant loss of information since an LCD monitor is capable of 

reproducing up to a couple hundred cd/m2 and an CRT monitor have even less dynamic range. To 

make a better use of the limited dynamic range of the output device a tone mapping (also called 

tone reproduction) operator should be applied to scale the image luminance values before display. 

Although there are HDR displays available with a much wider dynamic range than ordinary 

displays, tone mapping is a very important field since these displays still are very rare and will not 

come to consumer use in the near future. 

 

The simplest operator is the linear operator mapping the highest value of the scene to the highest 

value of the display or mapping the highest value not being a light source to a value just below the 

maximum of the display and clamp the values for the light sources to the highest value for the 

display. However, the ultimate goal of a tone mapping operator is to display an image looking as 

much as the original scene as possible and to achieve this, a more sophisticated operator is 

needed (Figure 5). 
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Figure 5 

 Left: Tone mapped image  

Right: Linear operators applied at different exposures. 

Source: Ledda [15] 

 

There are many different approaches available when considering the problem of reducing the 

dynamic range but they could be divided into two main groups of tone mapping operators: global 

and local techniques. Global operators apply the same function over the entire image while local 

operators vary the operation depending on the neighbourhood of the pixel. In general, local 

operators are capable of performing a better compression of the dynamic range but on the other 

hand they are more computationally heavy than global operators. Local operators might also suffer 

from contrast reversal artefacts, referred to as halos, around bright features [7: p. 278]. 

 

As a part of the tone mapping operator, properties and limitations of the human visual system could 

be taken into account, either to mimic normal human vision or to simulate aspects of impaired 

vision.  

 

4.1 Evaluations of Tone Mapping Operators 

 

In the process of choosing a suitable tone mapping algorithm, two evaluations of tone mapping 

operators have been consulted, the main concept of these and their results are presented below. 

These are used as guidance and finally a tone mapping operator useful for our purpose is chosen.  
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4.1.1 Evaluation of Tone Mapping Techniques Using a HDR Display 
(2005) Ledda et al. [15] 

The paper presents an experimental framework using a technique called paired comparisons 
where the participants were required to state which of two images using different tone mapping 
operators they preferred, compared to a reference image shown on a HDR display. The preference 
was to be based on a specific property being tested in the current test and the tested properties 
were overall similarity, overall similarity with greyscale images, detail reproduction, bright regions 
and dark regions. This evaluation uses 23 scenes, each tone mapped with six different tone 
mapping operators, resulting in 138 images and a total of 109 participants took part in the study. It 
should be noted that the goals of different operators are often greatly varying and a comparison is 
sometimes difficult. 
 

The tone mapping operators evaluated are described briefly below: 

 

• (H) A Visablility Matching Tone Reproduction Operator for High Dynamic 
Range Scenes (1997) Ward et al. [16] 
In this paper an operator trying to preserve visibility is presented. It uses a technique to 
perform histogram adjustment and the method also includes models for human vision to 
match the viewing experience with the viewing of a real scene.  
 

• (B) Fast Bilateral Filtering for the Display of High Dynamic Range Images 
(2002) Durand & Dorsey [17] 

The operator presented by Durand & Dorsey strives to preserve detail by decompositing 

the image into a detail layer and base layer containing variations on a larger scale. The 

base layer is obtained by the use of a non-linear edge-preserving filter called a bilateral 

filter. Only the base layer has its contrast reduced in order to preserve detail. 

• (P) Photographic Tone Reproduction for Digital Images (2002) Reinhard et 
al. [18] 

This operator is based on photographic development and print practices, including 

“dodging and burning”, which is a process where some areas are given more light during 

the development (burning) and some areas are given less light (dodging). There is both a 

global and a local operator where the local operator corresponds to the notion of dodging 

and burning. This algorithm works only on luminance and in this evaluation, the local 

operator is considered. 

• (I) Rendering HDR Images (2003) Johnson & Fairchild [19] 

Image appearance model called iCAM designed to predict how images perceptually 

appear and is thereby more general then a tone mapping operator, it could however be 

used for tone mapping as well. It includes colour reproduction apart from tone 

reproduction.  

 
• (L) Adaptive Logarithmic Mapping for Displaying High Contrast Scenes 

(2003) Drago et al. [20] 
This operator imitates the human response to light by using a logarithmic compression of 
luminance values. 
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• (A) A Local Model of Eye Adaptation for HDR Images (2004) Ledda et al. 
[21] 

This is a local model of eye adaptation based on physical data. It simulates local response 

of cones and rods, time-dependent adaptation and change of colour sensitivity due to 

change in luminance levels.  

 

The results from the experiments are presented in the tables below which illustrate the outcome of 

the evaluation sorted from left to right with the best performing operator to the left. 

 

Overall similarity (colour scenes): 

I P  H A L B 

 

Overall Similarity (greyscale images):  

P I A H L B 

 

Bright Detail: 

I A P H B L 

 

Dark Detail: 

P A I L H B 

 

4.1.2 Perceptual Evaluation of Tone Mapping Operators with Regard 
to Similarity and Preference (2002) Drago et al. [22] 

 

This evaluation compares seven different tone mapping operators, four global and 3 local.  The 

comparison is made pair-wise between images tone mapped with different operators. 11 

participants are asked to rate the difference between the images on a scale ranging from 0-100. 

They were also asked to answer which of the two images seemed more natural and which of the 

two images they preferred. The results of the evaluation was that in this case with a limited number 

of scenes as well as participants the Photographic Tone Reproduction method proposed by 

Reinhard et al. [18] performed the best. 

 

Although there seems to be a wide variety of operators to choose from we have to keep in mind 
that we are interested in one suitable for real-time applications. Therefore, a few papers dealing 
with this specific issue are presented below. 
 

• Interactive Time-Dependent Tone Mapping Using Programmable Graphics 
Hardware (2003) Goodnight et al. [23] 

In this paper a real-time version of Photographic Tone Reproduction [18] is presented that 

apart from the local operator also models time-dependent adaptation to simulate the way the 

human visual system adapts to varying lighting conditions. The time adaptation function is 

simple but it is stated that “the presence of a time adaptation model is much more important 

than the details of the model itself”. 
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• Perceptual Effects in Real-Time Tone Mapping (2005) Krawczyk et al. [12] 

 

Krawczyk et al. also present a real-time version of Photographic Tone Reproduction [18] that 

not only models time-dependent adaptation like Goodnight does but also effects such as visual 

acuity, the phenomenon that we get limited perception of spatial details when luminance levels 

decrease, as well as veiling luminance, glare, which occurs around bright areas or light 

sources. The effects could be combined efficiently since the same Gaussian pyramid could be 

used both for the local tone mapping operator as well as for simulating the perceptual effects. 

• Delivering Interactivity to Complex Tone Mapping Operators (2003) Artusi 
et al. [24] 

Artusi et al. present a framework that delivers interactivity to global tone mapping operators. 

 

4.2 Choice of Tone Mapping Operator 

 

Considering the results of the evaluations in section 4.1 where the Photographic Tone 

Reproduction operator is performing well and the fact that both Goodnight et al. [23] and Krawczyk 

et al. [12] suggest that this operator is well suited for real-time implementation the choice of tone 

mapping operator for this project fell on the same operator. It would suite our needs of performing 

well in the area of architectural visualization which would be the main area where this feature 

would come to use in our case. The framework presented by Artusi et al. [24] was rejected due to 

the fact that it only considers global operators. However, in other applications, such as computer 

games etc, where the frame rate is of even greater importance, a global version of the 

Photographic Tone Reproduction operator will probably perform sufficiently well. 

 

It was decided that both a global as well as a local version of the Photographic Tone Reproduction 

operator [18] should be implemented as well as the perceptual effects included in [12]. In the global 

tone mapping operator a blur to simulate glare should be applied. 

 

4.3 Photographic Tone Reproduction 

 

In this section a detailed description of the photographic tone reproduction algorithm suggested by  

Reinhard [18] is presented together with some parts of the real-time implementations of this 

algorithm made by Goodnight et al. [23] and Krawczyk et al. [12]. The global operator is presented 

first followed by the local operator. In our real-time case the input image to be tone mapped is a 

render target1 from a rendering of the HDR scene and also the successive images in the tone 

mapping procedure are render targets. 

                                                 
1 A render target is an off screen surface to which you render when you do not want to display the rendered frame 
directly. The render target could be used as input for further rendering passes. 
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4.3.1 The Global Operator 

 

The algorithm operates on luminance values only so the first step is to convert the RGB values in 

the input image to luminance. This is taken care of by a simple dot product, there are several 

functions available when converting from RGB values to luminance but we will use the following 

which is also used by Reinhard et al in [18]: luminance BGRY 06.067.027.0 ++= . 

 

Next the luminance values are scaled to relative luminance,
rY : 
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In equation 2 Y is the logarithmic average luminance which is an approximation of the adapting 

luminance in the image and is calculated as follows:  
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N is the number of pixels, ),( yxY is the luminance at the pixel at location ),( yx  and δ is a small 

value to avoid taking the log of black pixels with value 0 . This expression could be approximated 

in the purpose of reaching real-time performance. This is done by the following procedure: when 

computing the luminance values for each pixel, also compute the log values of the luminance and 

store in another output channel, then perform a successive down sampling of the image until the 

image is 1x1 pixel and then the final step consists of raising e  to the power of the value in the log 

channel of that pixel, the result is used as the log-average luminance. 

 

The value a in equation 2 is referred to as the key value and is a unitless number used to steer the 

overall brightness in the output of the final image. A high value results in a bright image and small 

value results in a dark image. The default value used by Reinhard is 18.0  and that holds for 

medium bright images. The key value is normally in the range [0, 1] but in practice 05.0  is the low 

key (resulting in a dark image) and 8.0  is the high key (resulting in a brighter image).  In the first 

paper by Reinhard et al. [18] the key value was left as a user’s choice, in a follow up paper [25] 

Reinhard suggests a procedure to calculate the key value automatically in an attempt to minimize 

user input, see equation 4 and 5. 
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Neither of these methods requires the input to be in SI units (the luminance values to be calibrated 

to 2/mcd ) since the key value could be adjusted to get the desired output. The drawback is that it 

requires expensive operations to find the min and max values. However, in [12] a function is 

introduced which is used to interpolate the rest of the values between the low, medium and high 

key values. The function needs no other input than Y , which is already calculated, and the 

advantage of this method is that it is fast and according to [12] the results are typically more 

accurate than if the approach suggested in [25] is used. The drawback is that the luminance values 

have to be calibrated to 2/mcd . 

)1(log2
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10 ++
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Y
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Next the relative luminance calculated in equation 2 is mapped to displayable luminance in 

equation 7. 
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This results in 1),( =yxYr being mapped to display luminance 5.0 . All other values are 

guaranteed to fall in the range [0, 1] but in some situations it is for artistic reasons desirable for 

some regions to burn out, e.g. for light sources to map to pure white. In order to control the burn 

out of high luminance values the operator in equation 8 may be used instead of equation 7 and the 

result is an apparent increase in contrast. 
whiteL  represents the smallest luminance that will be 

mapped to white. 
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No matter which of equation 8 or 9 is used,  this global operator could result in loss of detail since 

the same function is applied to the entire image and in order to prevent this, the spatially varying 

local operator presented in section 4.3.2 could be used but it should be noted that it is much more 

computationally expensive. 

 

Apart from the global operator effects could be added to simulate e.g. the scattering of light that 

occurs in human eyes when looking at a bright area. This is done by blurring a bright passed 

version of the scene and adding it to the original to cause a subtle glow around such areas. This 

effect is referred to as veiling luminance or glare in section 4.4.3. A shift towards more blue 

colours, due to the increasing sensibility of the rods and decreasing sensibility of the cones, in low 

luminance scenes could be simulated using equation 10 (provided by Krawzcyk et al in [12]) which 

also converts the luminance values back to colour. If no blue-shift is wanted the colour retrieval 

method proposed in [23] (equation 9) was found more visually pleasing. α is a parameter to 
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control the saturation of the recovered colour values and according to Goodnight, typical values are 

around 0.4-0.8, in this project the value 0.8 was used. 
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},,{ LLL BGR are the output values at a pixel and },,{ BGR are the original values in the HDR 

frame at the same pixel, L is the tone mapped intensity, Y is the luminance and σ  is the scotopic 

sensitivity which is used to model the sensitivity of the rods (presented below in section 4.4.1, 

equation 16). The values to the right are responsible for the blue shift we experience in low-

luminance conditions. 

 

4.3.2 The Local Operator  

 

When using this local operator, different areas of the image receive different exposure. The idea 

comes from a technique used in traditional photographic developing where it is referred to as 

dodging and burning and the concept is that some areas are given extra exposure and some less 

and as a result a wider dynamic range of luminance values could be displayed. Dodging and 

burning is “typically applied over an entire region bounded by large contrasts” [18]. The size of a 

local region like this is estimated using a measure of local contrast in an area surrounding a pixel. 

The difficulty lies in finding the correct size of the local area since a too large area results in halo-

like artefacts surrounding the area. The local area used for a pixel is referred to as the scale. When 

the appropriate scale has been found, a local average luminance in the surround of the pixel in 

question, ),( yxV , could be used when computing the display luminance instead of the relative 

luminance used in the denominator in equation 7 resulting in equation 11. 
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The problem of finding the correct scale for each pixel is approached by convolving the relative 

luminance image ),( yxYr (computed in the same way as with the global operator) with a set of 

larger and larger Gaussian kernels, see figure 6. The result of each of these convolutions is an 

image ),,( syxVi  and each of these images is a level in a Gaussian pyramid. 
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Figure 6: The Gaussians used when convolving the relative luminance image. 

Source: Krawczyk et al. [12] 

 

The following Gaussian is used and is explained visually in figure 6: 
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The Gaussian of the first convolution at scale 1s  is 1 pixel wide, the kernel is set to ( ) 1

1 22
−

=s  

and each for each successive scale
ii ss ⋅=+ 6.11
.  

 

The next step in finding the correct scale for a given pixel is to use a centre-surround function. 

Subtracting adjacent scales results in an estimate of the local contrast, equation 13. 
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For each pixel the centre-surround function is computed from the lowest scale s1 until the first scale 

ms  is found that satisfies ε<),,( msyxV , where the threshold ε  is set to 0.05 by default. When 

ms  is found, it gives the largest area around the given pixel where no sudden contrast changes 

occur [23: p. 28] and then ),,( msyxV  is used as local area luminance in the denominator for that 

pixel in equation 11. 

 

In the centre-surround function the term φ  is used as a sharpening parameter and is found to give 

the best results when set to 8 according to [18]. Also Haussner and Stamminger [26] claim this is 

the best choice for this parameter.  

 

To retrieve colour information equation 9 or 10 is used just as with the global operator. 
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4.4 Perceptual Effects 

 
As described in section 2.4 it is desirable to be able to simulate the behaviour of the human eye 
and how this could be done is described below. 

4.4.1 Temporal Adaptation  

 

In this project the temporal adaptation is simulated using the model used by Krawczyk et al. [12] 

inspired by [27] (equation 14). 
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T is the discreet time step between two frames, τ  is the time constant describing the speed of 

adaptation which is different for rods and cones, 4.0=rodsτ 1.0=conesτ . These time constants are 

related to adaptation to light, the adaptation to dark takes up to tens of minutes and equation 14 is 

therefore used symmetrically for light and dark adaptation. 

 

However, to avoid performing separate computations for rods and cones the time constants are 

weighed together in equation 15 by using the sensitivity of the rods modelled in equation 16. 
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new

aY  from equation 14  is then used instead of Y  in equation 2 when modelling temporal 

luminance adaptation. 

 

According to [23] the presence of a time adaptation model is much more important then the 

absolute accuracy of the model. This is due to the fact that details change much more often than 

dynamic range. 

 

4.4.2 Visual Acuity 

 

Visual acuity, which is described as the highest resolvable spatial frequency, is measured in cycles 
per degree of visual angle and according to Ward et al. [16: p. 25] human visual acuity ranges from 
50 cycles/degree in daylight to 2 cycles/degree near the limits of vision and in 1937 Shaler 
investigated the highest resolvable spatial frequency and in order to model this a function provided 
by Wart et al. in [16] designed to fit the data Shaler supplied could be used, equation 17. 
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72.25)35.0)(log4.1arctan(25.17)( 10 ++≈ YYRF  (17) 

 
Where RF is the highest resolvable spatial frequency in cycles per degree of the visual angle and 
Y is the luminance.  
 
In order to simulate the decreasing ability to perceive detail we need to map the visual degree to 
pixels and due to the fact that spatial frequency is given in cycles per degree of visual angle the 
mapping depends on the viewing distance, the size of the display as well as the resolution of the 
display. 
 
[12] suggests that the irresolvable details due to loss of visual acuity could be removed from an 
image by convoluting it with the Gaussian in equation 12 using the following expression for s : 
 

)(86.1

1

YRFfov

width
sacuity ⋅

⋅=     (18) 

 
According to [16] the blurring function should be applied locally on a per pixel basis and the result 
will be higher resolution in brighter areas and lower resolution in darker areas. 
 

4.4.3 Veiling Luminace – Glare 

 
According to [12] veiling luminance could be modelled using point spread functions that are 

depending of the adapted luminance Y . Theses point spread functions could be approximated 

using Gaussian functions and [12] has found that the Gaussian pyramid constructed earlier in the 
process could be used for this purpose as well. The result is a blurred image applied in the tone 
mapping process in the manner explained in section 5.2. 
 
However, while Krawczyk et al. [12] assumes glare works solely on luminance values, Ward retains 
colour information in order for the veil to get the same colour as the responsible light sources [16: 
p. 22]. For the purpose of this project the method suggested by [12] is adopted since calculation 
speed is of major concern although retaining colour information like suggested by Wards [16] is 
probably more correct. 
 

4.4.4 Combining Tone Mapping and Perceptual Effects 

 

As mentioned above, [12] has found that the effects of visual acuity and veiling luminance could be 
simulated using appropriate levels in the existing Gaussian pyramid. In fact, this is what makes it 
possible to model these effects in real-time together with a local tone mapping operator. 
 
The final pass where the actual tone mapping occurs when mapping to displayable values includes 
the visual acuity map and the glare map (see section 5.2 for information on how to acquire these 
maps). 
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acuityY  is a map containing the correct luminance values from the correct scale to simulate visual 

acuity and since glare only occur in high luminance areas ),( yxYglare  is computed as follows: 
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Where gmapY  contains the luminance values from the correct scale to model glare. 

 
 
Equation 19 is used instead of equation 11 when these perceptual effects are wanted. To get the 
final RGB values equation 10 is used.  
 

5 Implementation 
 

5.1 Implementation of the Global Tone Mapping Operator 

 

After having rendered the scene with HDR values we have an HDR scene. This scene should be 
tone mapped and effects should/could be added. The actions in all passes in the process towards 
a tone mapped result are taken care of by pixel shaders. See figure 7. 
 

1. The HDR scene is rendered to a render target the size of the application window. 
 

2. Compute log-average luminance Y  
a. Convert to luminance ),( yxY  (storing luminance in r & g channel and log 

luminance in b) and render to render target the same size as before (we need this 
full-scale luminance texture to look up from in the actual tone mapping pass. 
 

b. Rendering to successively smaller render targets, ending up rendering to a render 
target only 1x1 pixel and take the exp of the value in the b channel which after this 
procedure will contain an approximation of the logarithmic average luminance 
which in turn is an approximation of the adapting luminance. Note, I perform fewer 
steps in the down sampling since I start off by down sampling to a much smaller 
render target, rather than doing all the steps. 
 

c. The log average luminance (Y ) value is stored in a 1x1 texture in the b channel 
(channel r & g contains pure luminance). 
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3. If the scene has not been scaled in the pass where the scene is converted to luminance, 
scale the scene before the bright-pass to retrieve a scaled HDR scene. 
 

4. Perform bright-pass on the scaled HDR scene. The bright-pass is needed before the glare 
because only the bright values should be blurred in the glare(bloom)-pass. 

 
5. Render the glare (bloom), using the bright-pass texture as input. A Gaussian filter is used 

and since Gaussian filters could be separated in a vertical and horizontal pass we apply a 
bloom shader twice (with appropriate offsets1 and Gaussian weights for each pass, 
calculated before the shader is called). This is much more effective than using a large filter 
once. Store the last pass in a bloom texture which will be used in the final tone mapping 
pass. 
 

6. If the view has changed, temporal luminance adaptation has to be calculated. However, in 
an interactive environment the view is likely to change most of the time, therefore the 
temporal luminance adaptation is calculated for all frames. Equation 14 is used and the 

new adaptation value (
new

aY ) is based on the previous adapted value ( aY ), the adapting 

luminance (Y ), the time between frames (T ) and the adaptation time for the rods/cones 
(τ ). The new value is used instead of the log-average luminance when calculating the 

relative luminance in step 7. It is calculated in a rendering step and the new and previous 
values are stored in two 1x1 textures.  
 

7. Perform a final pass where the final tone mapped scene is rendered to a window sized 
quad. In this final pass pixel shader the tone mapping procedure needs the bloom texture, 
the luminance texture, the HDR texture and the current adapted luminance texture as 
input. The tone mapping also needs the appropriate key value. Apart from some 
predetermined key values the rest are interpolated depending on luminance using the 
function in equation 6. Apart from the tone mapping, blue-shift could be added and since 
the tone mapping is performed in luminance space a conversion back to colour is 
performed using equation 9 if no blue-shift is used or equation 10 if blue shift is used. 

 
 

                                                 
1 For every step where several samples are needed a sample offset has to be calculated before the shader is 

called, this offset represents the width of a texel and tells the shader where to sample the values apart from the 
one at the texture coordinate sent to the shader.  
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Figure 7: The global operator 
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5.2 Implementation of the Local Tone Mapping Operator 

 

Step 1-2 in the local operator is the same as for the global operator, the local operator also 
includes the perceptual effects discussed in section 4.4. For a schematic view of the rendering 
process, see figure 11. 

 
3. If the view has changed, temporal luminance adaptation has to be calculated. However, in 

an interactive environment the view is likely to change most of the time, therefore the 
temporal luminance adaptation is calculated for all frames. The new adaptation value 

(
new

aY ) is based on the previous adapted value ( aY ), the adapting luminance (Y ), the time 
between frames (T ) and the adaptation time for the rods/cones (τ ), see equation 14. The 

new value is used instead of the log-average luminance when calculating the relative 
luminance in step 4. It is calculated in a rendering step and the new and previous values 
are stored in two 1x1 textures.  
 

4. Calculate the relative luminance using equation 2 with 
new

aY  in the denominator and store 
in a window sized texture. The luminance render target is input to the shader. 
The key value a  is calculated using equation 6. 

 
5. We now create a Gaussian pyramid that is composed of several “scales”. Each scale is the 

relative luminance image convolved with larger and larger Gaussian kernels. These 
successive scales are used to find the proper surround for each pixel in the local 
adaptation process using equation 13, they are also used to simulate the loss of visual 
acuity and veiling luminance. [18] as well as [12] use 8 scales. 
 
To be able to reach real-time performance, the heavy task of performing convolutions has 
to be considered, convolving with very large kernels is simply not possible. [12] provides a 
way of approximating convolutions with a large kernel and the main idea is to down-
sample before convolving, filter the down-sampled image with a smaller filter kernel and 
up-sample after the convolution, if the graphics card used supports floating-point filtering 
no manual up-sampling is needed. For performance reasons and due to the fact that the 
result of down-sampling is much better if the image is pre-filtered before the down-
sampling, Krawczyk uses another approach when constructing the scales, compared to 
Reinhard et al. [18] (and Goodnight et al. [23]). Instead of convolving the relative 
luminance texture with larger and larger kernels [12] approximates this by starting off by 
convolving the relative luminance texture just as [18] and [23], but then constructs the rest 
of the scales successively by convolving the previous scale, see figure 8. This requires 
carefully adjusted kernel weights to approximate the original results and for this purpose 
Matlab was used to scale by scale minimize the error between the approximated scale and 
the scale constructed in the original way, that is: each scale in (b) in figure 8 should be as 
similar as possible to the corresponding scale in (a). Mean square error metrics was used 
to minimize the error between the two images with the help of the Matlab function 

fdminbnd, which is inspired by the optimization method Golden Section Search. This 

gives kernel weights for each scale, which are used when constructing the scales in the 
real-time tone mapping. 
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Figure 8: (a) The construction of the scales in [18, 23]. 
(b) The construction of the scales in [12] . Note: in the implementation of (b) the render 

targets are not the same size. See below. 
 
When creating the Gaussian pyramid the previous and current scales are used in equation 
21 which is evaluated to find the appropriate scale for the local adaptation each time 

before proceeding to the next scale. ),,( isyxV is scale i in equation 21 which apart from 

the subscripts is equal to equation 12. 
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The appropriate scale is found when 05.0),,( >ma syxV  for the first time, starting at the 

lowest scale, then ),,( msyxV  is used as the local adaptation for that pixel.  

 
For each scale it is also checked if it is the correct one for the veiling luminance (the same 
for the whole frame) and the visual acuity (per pixel). The correct scale for each pixel for 
the visual acuity is stored in a texture as a pre-processing step. The correct scale for the 

veiling luminance is depending on the adapting luminance, Y  and is therefore calculated 
once per frame and is stored in a 1x1 texture. The visual acuity look-up texture is 

calculated using equation 17 and 18 where the ratio 
fov

width
 ( fov  = field of view) is about 

45 for typical situations [12], while the glare look-up texture is created using figure 9 (from 

[12]. The visual acuity map is updated when the value in the look-up texture falls between 
the current and the previous scale and is interpolated, otherwise the previous value is 
passed through. The glare map is updated in the same manner with the difference that the 
value in the look-up texture is uniform for the whole. When the appropriate scale is 
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processed the value from that scale is used for the glare map, otherwise the previous 
value is passed through. 
 

 
Figure 9: Figure showing which scales could be used to approximate loss of visual acuity 

and veiling luminance (glare) at different luminance levels.  
Source: Krawczyk et al. [12]  

 
Before scale 3, 5 and 7 the image is scaled down to 1/2x1/2 the previous size which leads 
to the fact that we can approximate a large kernel with a small kernel since a sample one 
pixel away in the 1/2x1/2 sized image that represents two pixels away in the full size 
image, and one pixel away in the 1/4x1/4 sized image represents 4 pixels away in the full 
sized image etc.  
 
The convolution is performed in two passes, a horizontal and a vertical, since the 
Gaussian is separable and could be applied this way with the same results. It is to prefer 
due to performance reasons. Due to the down sampling three arrays of render targets 
were used, currentScale[4], previous scale[4] and tempConvolution[4], where the render 
targets at index 0 are full scale and each successive render target are ½ x ½ the size of 
the previous.  
 
The local adaptation, the visual acuity and the veiling luminance is stored in the same 
texture in the r, g and b channels respectively and is referred to as the perceptual map, 
see figure 10. This is possible since these effects are assumed to depend on luminance 
values only. 
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Figure 10: The perceptual map render target 
 
 

In the last pass the final tone mapped scene is rendered to a window sized quad. In this 

final pass pixel shader the tone mapping procedure needs the perceptual map, the 

luminance texture, the HDR texture as input. Apart from the tone mapping it also performs 

blue-shift and since the tone mapping is performed in luminance space a conversion back 

to colour is performed using equation 10. 
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Figure 11: The local operator 
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6 Changes and Additions to the DA Graphics Engine 
 

When integrating HDR rendering with the Digital Arts graphics engine not only a tone mapping 

operator had to be implemented but also some additions and changes had to be made to enable 

the use of HDR values through the whole rendering pipeline.  

  

As mentioned before, the result of this project was the creation of an HDRCamera which to the 

application programmer works just like the standard camera but the difference is that it should be 

used whenever a scene contains HDR values. The HDRCamera includes the implementation of 

the tone mapping operator and also takes care of rendering the desired effects such as blue-shift, 

glare and time dependent adaptation, which features to use is managed from the application.  

 

To get the HDR rendering into the engine other changes were necessary apart from the addition of 

the HDRCamera class and when making such changes it is important that the basic ideas with the 

engine are kept and it is therefore very important to think the structure through before changes are 

made.  

 

• First of all the render targets used should be able to receive HDR values and not just 

values defined by just 8 bits per channel. The format used for the render targets should 

match the bit depth of the input or generated HDR values. E.g. if OpenEXR with 16 bits per 

channel is used a RGBA16F render target format could be used. 

• In order to receive values from a light probe a support for cube maps had to be added. 

• File loader for HDR files. As of now, only DDS files could be loaded but of course it should 

be possible to load other types of HDR images as well. The elegant thing about this, 

however, is that from a user’s point of view it does not make a difference. The call to load 

the different image files should be just the same and the difference between the formats is 

handled behind the scenes.  

• It was decided that effect files (FX files) should be used for the shaders and therefore 

support for these were added to the engine. 

 

 

A requirement to use the HDRCamera is that the graphics card used supports floating point 

filtering, this ensures particularly that the scaled down render targets are scaled up using bilinear 

filtering in order to avoid blockiness. How to adjust the HDRCamera in order to work satisfactory 

with cards not supporting floating point filtering is explained in section 7. 

7 HDR for Older Graphics Cards 
 
As mentioned above the implementation in this project assumes the graphics card supports floating 
point calculations, floating-point filtering and floating-point textures, that is when you render to 
render targets the values stored in them are allowed to be floats. If the graphics card does not 
support floating-point calculations at all, the fallback method will not involve true HDR rendering but 
a fake version to get the best results possible, one manner of doing this is presented by Kawese 
[28].  
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However, if the graphics card supports floating-point calculations and floating-point texturing but 
not floating-point filtering the only difference in the implementation will be to include down- and up-
sampling methods since an absence of this will cause a blocky result due to the fact that only point 
sampling will be available.  
 
If the graphics card supports floating-point calculations but not floating- point filtering or texturing a 
rather simple approach can be considered, it could of course also be used when floating-point 
render targets are not wanted for some reason. The strategy uses an encoding/decoding 
approach. When rendering to a render target the values are encoded and when the values are to 
be used in calculations the values from the input texture/textures are decoded. Which encoding to 
use depends on the situation and it should be considered if cost of calculations is a major concern 
or if accuracy is most important. For accurate results the RGBE encoding is a good choice, the 
RGBE format has three channels, RGB, which share a common exponent E stored in the alpha 
channel. The exponent is based on the highest intensity colour component [29, 30]. 
 
Encoding 
 

Find the larges colour component: 

 ),,max(log2 BGRE =   (22) 

 

Compute the encoded values eee BGR ,, by dividing by the shared exponent: 

Ee

R
R

2
=     (23) 

Ee

G
G

2
=     (24) 

Ee

B
B

2
=     (25) 

 
Store the shared exponent in the alpha channel: 

255

128+
=
E

A    (26) 

 
Decoding 
  
 Retrieve the shared exponent 
 128255 −⋅= AE    (27) 
  

 Multiply with the colour components 

 E

eRR 2⋅=    (28) 

 E

eGG 2⋅=    (29) 

 E

eBB 2⋅=    (30) 
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If high precision is not necessary, or if the input values are not very much above the [0, 1] range, 
other encodings might be sufficient such as a scale factor instead of an exponent or raising the 
colour values to a power, these options are further discussed in [31]. 
 

8 Results 
 

The HDRcamera class was implemented in c++ and HLSL and the solution using inheritance from 
the standard camera class is working very well. The global tone mapping algorithm is working 
satisfactory and time dependent adaptation as well as blue-shift and bloom (glare) are optional 
effects (figure 12-15). Both the global and local operator makes use of equation 6 to compute the 
key value, this requires the input light probe to be calibrated to cd/m2 and due to the fact that most 
publicly available light probes are not calibrated to SI units this causes some trouble, the key value 
retrieved by the function in equation 6 is therefore multiplied with a scalar to get more accurate 
results. This seems to work fine for now but it is of course not an ultimate solution. During the 
course of this project no light probes were created but in a practical situation in the future the 
camera should be calibrated to SI units when light probes are to be constructed, this is especially 
important if the perceptual effects in the local tone mapping operator should work properly.  
 

 
 

Figure 12: The global operator including bloom (glare) 
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Figure 13: The global operator without bloom (glare) 
 

 

 
 

Figure 14: The global operator showing the blue-shift.  
Note: In reality no blue-shift would occur in a scene as bright as this.  
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Figure 15: The image to the left shows a frame where the user has changed view from a brighter 
one to a darker one and is not yet adapted to the new conditions. The image to the right shows a 
frame showing the adapted view of the same area. 
 
 
The frame rate at which this is running is about 33 frames per second at a computer with Athlon 
2200 and GeForce 6800. However, not much effort has been put into optimization of the code 
since the focus was on getting the HDR pipeline working properly first. The frame rate could be 
speeded up a great deal if some of the rendering passes were collapsed which is fully possible. 
 
The local operator (figure 16), however, has proved to be a bit more problematic and I cannot get it 
to work satisfactory. Although the problems are subtle in some areas, they are evident in others. I 
believe that the issue is related to the approximation of the convolutions when constructing the 
Gaussian pyramid since the way it is done in [12] requires careful calibration of the convolution 
kernels. The reason for suspecting this to be the source of the problem is the fact that the artefacts 
(figure 17) look somewhat like halos described in [18] which are the results of too large scales for 
the pixels. I also managed to bring down these effects after having optimized the filter kernels 
which would strengthen the theory and although I have not been able to prove that this is the issue, 
it is the theory I find most possible. I have consulted Krawczyk on this matter but he has not been 
able to help me to find a fully working solution to the problem. 
 



 38 

 
 

Figure 16: Local operator 
 
 

 
 

Figure 17: Local operator, example of trouble area: The artefacts present in the boundary between 
the object and the pillar in the background in the centre of the image. 
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9 Conclusions 
 
I would of course have liked to see the local tone mapping operator working satisfactory since very 
much time was spent on this issue. When looking back it might have been better to stick with the 
global operator and having spent more time on adding visual effects etc since the global operator 
probably is sufficient in many cases. However, I would not have learnt as much as I have done 
while trying to figure out the problems that showed up during the implementation of the local 
operator. It has been very interesting and if I had stuck to the global operator I would not have 
gained the insights and the deep understanding that I did. I believe that the solution is close and I 
hope to locate and solve the problem in the future. The use of HDR in real-time applications in 
general adds very much to realism and the use of it in real-time architectural visualisation, which is 
the most obvious case for Digital Arts, will most certainly be indispensable in the near future. In 
order to get the most out of this it would of course be preferable to have the local tone mapping 
operator working. 
 
It has also been very interesting to learn the great difference between working on a single 
application and working with a large engine structure. While it may seem overkill to spend a large 
amount of time on doing the engine adjustments and additions in an intelligent way it will always 
pay back in the long run.  
 
 



 40 

10    Reference list 
 

[1] Akenine-Möller, Tomas & Haines Eric, Real-Time Rendering, 2nd Ed. A K Peters, Ltd. 
Natick, MA.. 2002. 

 
[2] Ecker, Martin. Programmable Graphics Pipeline Architectures. 2003. 

http://xengine.sourceforge.net/pdf/Programmable%20Graphics%20Pipeline%20Architectur
es.pdf. Accessed November 6 2005. 

 
[3] Ditchburn, Keith. http://www.toymaker.info/Games/html/shaders.html. Accessed October 

10th 2005. 
 
[4]  Zerbst, Stefan & Düvel Oliver. 3D Game Engine Programming. pp. 3-6. Thomson Course 

Technology. Boston. 2004. 
 

[5] Debevec, Paul  & Malik, Jitendra. Recovering High Dynamic Range Radiance Maps from 
Photographs. 1997. Proceedings of Siggraph 97. Computer Graphics Proceedings, Annual 
Conference Series. pp. 369-378. 
http://www.debevec.org/Research/IBL/debevec-siggraph98.pdf 

 
[6] Robertson, Mark A, Borman, Sean & Stevenson, Robert L. Estimation-theoretic approach 

to dynamic range enhancement using multiple exposures. 2003. 
http://www.seanborman.com/publications/JEI00219.pdf. Accessed Mars 11th 2006. 

 

[7] Reinhard, Erik, Ward, Greg, Pattanaik, Sumanta & Debevec, Paul. High Dynamic Range 
Imageing. Morgan Kaufmann Publishers. San Fransisco. 2006.     

 
[8] Debevec, Paul. Rendering Synthetic Objects into Real Scenes: Bridging Traditional and 

Image-based Graphics with Global Illumination and High Dynamic Range Photography.  
1998. Proceedings Siggraph 98. Computer Graphics Proceedings, Annual Conference 
Series. pp. 189-198. 
http://www.debevec.org/Research/IBL/debevec-siggraph98.pdf 
 

[9] Ohno, Yoshi. Radiometry and Photometry Review for Vision Optics, Handbook of Optics, 
Vol. III  pp 381-393. McGraw-Hill Professional, 2000. 

 
[10] Ferwerda, James A., Pattanaik, Sumanta N., Shirley, Peter & Greenberg, Donald P. A 

model of visual adaptation for realistic image synthesis. 1996. Proceedings of Siggraph 96, 
Computer Graphics Proceedings. Annual Conference Series. pp. 249-258. 

 
[11] Jargstorff, Frank. A Frame Work for Image Processing. pp. 445-467. Fernando, Randima 

(ed). GPU Gems: Programming Techniques, Tips and Tricks for Real-Time Graphics. 
Addison Wesley. 2004. 

 



 41 

 [12] Krawczyk, Grzegorz, Myszkowski, Karol & Seidel, Hans-Peter. Perceptual Effects in Real-
Time Tone Mapping. 2005. Proceedings of the 21st spring conference on Computer 
graphics. pp. 195-202.  
http://www.mpi-inf.mpg.de/resources/hdr/peffects/krawczyk05sccg.pdf 

 
[13] Lee, Hsien-Che. Introduction to Color Imaging Science Cambridge. University Press. 

Cambridge. 2005. 
 
[14] Ward, Greg. HDR Encodings. http://www.anyhere.com/gward/hdrenc/Encodings.pdf. 

Accessed February 22nd 2006. 
 
[15] Ledda, Patrick, Chalmers, Alan, Troscianko, Tom & Seetzen, Helge. Evaluation of Tone 

Mapping Techniques Using a HDR Display. 2005. ACM Transactions on Graphics, Volume 
24 ,  Issue 3. pp. 640-648. 

 
[16] Ward, G., Rushmeier, H. and Patko, C. A Visibility Matching Tone Reproduction Operator 

for High Dynamic Range Scenes. 1997. IEEE Transactions on Visualization and Computer 
Graphics 3. pp. 291-306. 
http://radsite.lbl.gov/radiance/papers/lbnl39882/tonemap.pdf 

 
[17] Durand, F & Dorsey, J. Fast Bilateral Filtering for the Display of High Dynamic Range 

Images. 2002. ACM Transactions on Graphics 21, Proceedings Siggraph. pp. 257-266. 
 
[18] Reinhard, Erik, Stark, Michael, Shirley, Peter & Ferwerda, James. Photographic Tone 

Reproduction for Digital Images. 2002. Proceedings of the 29th annual conference on 
Computer graphics and interactive techniques. pp. 267-276. 
http://www.cs.utah.edu/~reinhard/cdrom/tonemap.pdf 

 
[19] Johnson, Garret M & Fairchild, Mark D. Rendering HDR Images. 2003. 

http://www.cis.rit.edu/mcsl/icam/pub/hdr_CIC11_sm.pdf. Accessed November 16th 2005. 
 
[20] Drago, F, Myszkowski, K, Annen, T & Chiba, N 

Adaptive Logarithmic Mapping for Displaying High Contrast Scenes. 2003. Computer 
Graphics Forum, proceedings of Eurographics 2003 22. pp. 419-426. 
http://www.mpi-sb.mpg.de/resources/tmo/logmap/logmap.pdf 

 
[21] Ledda, Patrick., Santos, Luis  Paulo & Chalmers, Alan.  A Local Model of Eye Adaptation 

for HDR Images. 2004. Proceedings of the 3rd international conference on Computer 

graphics, virtual reality, visualisation and interaction in Africa. pp. 151-160. 

http://www.cs.bris.ac.uk/Publications/Papers/2000126.pdf 

 

[22] Drago, Frederick, Martens, William L, Myszkowski, Karol and Seidel, Hans-Peter. 
Perceptual Evaluation of Tone Mapping Operators with Regard to Similarity and 
Preference. 2002.  
http://www.mpi-sb.mpg.de/resources/hdr/TMO/DragoTechRep.pdf. 

 



 42 

[23] Goodnight, Nolan, Wang, Riu, Woolley, Cliff & Humphreys, Greg. Interactive Time-
Dependent Tone Mapping Using Programmable Graphics Hardware. 2003. Proceedings of 
the 14th Eurographics workshop on Rendering. pp. 26-37. 

 
[24] Artusi, Alessandro, Bittner, Jiri, Wimmer, Michael, Wilkie, Alexander. Delivering 

Interactivity to Complex Tone Mapping Operators. 2003. Proceedings of the 14th 
Eurographics workshop on Rendering.  pp. 38-44.  
http://www.cg.tuwien.ac.at/research/publications/2003/Artusi-2003-Del/Artusi-2003-Del-
Paper.pdf 

 
[25] Reinhard, Erik. Parameter Esimation for Photographic Tone Reproduction. 2003. Journal 

of Graphics Tools: JGT 7. pp. 45-52.  
http://www.cs.ucf.edu/~reinhard/papers/jgt_reinhard.pdf. Accessed December 9th 2005. 

 
[26] Hausner, A & Stamminger, M. Tone Mapping in VR Environments. 2005. 

http://eg04.inrialpes.fr/Programme/ShortPresentation/PDF/short15/short15.pdf. Accessed 

November 22nd 2005. 

 
[27] Durand, F & Dorsey, J. Interactive Tone Mapping. 2000. Rendering Techniques 2000: 11th 

Eurographics Workshop on Rendering. pp. 219-230. 
http://people.csail.mit.edu/fredo/PUBLI/EGWR2000/durandInteractiveTM.pdf 

 
[28] Kawase, Masaki.  Practical Implementation of High Dynamic Range Rendering 

http://www.daionet.gr.jp/~masa/archives/GDC2004/GDC2004_PIoHDRR_EN.ppt. 
Accessed October 24th 2005. 
 

[29] HDRFormats DX SDK. http://msdn.microsoft.com/library/default.asp?url=/library/en-
us/directx9_c/HDRFormats_Sample.asp. Accessed February 11th 2006. 

 
[30] Lake, A & Northrop, C. HDR Environment Mapping On Mainstream Graphics Hardware 

http://www.gamedev.net/reference/articles/article2208.asp. Accessed Mars 17 2006. 
 
[31] Persson, Emil. HDR Texturing. ATI. 2005. 
 
 


