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Abstract
The problem of degeneracy in marginalized particle filtering is addressed. In
particular, we note that the degeneracy is caused by loss of entropy of the
posterior distribution and design maximum entropy estimates to prevent
this. The main technique used in this report is known as forgetting. It
is shown that it can be used to suppress the problem with degeneracy,
however, it is not a proper cure for the problem of stationary parameters.
The problem of marginal-marginalized particle filter for sufficient statistics is
also studied. The resulting algorithm is found to have remarkable similarities
with the algorithm known as forward smoothing.

Keywords: Rao-Blackwellized particle filtering, maximum entropy princi-
ple, Bayesian filtering



Forgetting in Marginalized Particle Filtering and
its Relation to Forward Smoothing

Václav Šmídl

2011-05-31

Abstract

The problem of degeneracy in marginalized particle filtering is
addressed. In particular, we note that the degeneracy is caused
by loss of entropy of the posterior distribution and design maxi-
mum entropy estimates to prevent this. The main technique used
in this report is known as forgetting. It is shown that it can be
used to suppress the problem with degeneracy, however, it is not a
proper cure for the problem of stationary parameters. The prob-
lem of marginal-marginalized particle filter for sufficient statistics is
also studied. The resulting algorithm is found to have remarkable
similarities with the algorithm known as forward smoothing.

1 Introduction
Particle filters (PF) are popular method of numerical evaluation of Bayesian
filtering equations since they are generally easy to understand and implement
and can be applied to an arbitrary nonlinear system. A lot of effort was in-
vested into investigation of convergence properties of the filter. Many results
are summarized e.g. in [3]. The classical particle filter is based on sampling of
a trajectory (path) of a nonlinear system followed by resampling. Due to the
resampling operation, the variability of the path is decreasing and after several
time steps, initial part of the trajectory is identical for all particles. This is
known as the path degeneracy problem. In effect, the entropy of the posterior
density is decreasing yielding over-confident results.

In this paper, we are concerned with potential ways of restoring the en-
tropy using maximum entropy (maxent) methods. Specifically, we study the
marginalized particle filters (Rao-Blackwellized particle filters), where the pos-
terior is represented by a mixture of analytical (typically continuous) densities.
Therefore, it is less apparent that marginalized PF (MPF) suffer from the path
degeneracy problem, and many researchers failed to see it, see [1] for discus-
sion. Due the presence of continuous densities in the posterior, we investigate
if the loss of entropy could be compensated by modification of the remaining
components in the mixture.

Specifically, we will focus on estimation of on-line estimation of a stationary
parameter from the exponential family. This problem has been addressed in
[10, 14] and its degeneracy pointed out by [2].
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1.1 Recursive conjugate update
Consider likelihood function in the exponential form

p(yt|θ) = h(yt) exp(η(θ)T (yt)−A(θ)), (1)

and prior

p(θ|y1:t−1) = 1
I(Ψt−1, νt−1) exp(η(θ)Vt−1 − νt−1A(θ)). (2)

Here, I(Ψt−1, νt−1) denotes equality up to normalizing constant which is uniquely
determined by statistics Vt−1 and νt−1.

Then, posterior density p(θ|y1:t) is in the form (2) with statistics

νt = νt−1 + 1, Vt = Vt−1 + T (yt). (3)

The result is convenient for recursive evaluation of sufficient statistics starting
from V0, ν0.

For brevity of derivation, we introduce a new notation

ψ(θ) = [η(θ),−A(θ)], Ψt = [Ψt, νt]

under which (2) simplifies to

p(θ|y1:t−1) = 1
I(Ψt−1) exp(ψ(θ)Ψt−1). (4)

Predictive distribution of yt is then

p(yt|y1:t−1) =
ˆ
p(yt|θ)p(θ|y1:t−1)dyt = I(Ψt)

I(Ψt−1)h(yt) (5)

1.2 Forgetting
Forgetting is a classical extension of the conjugate updates to time-varying mod-
els [6]. It has many possible interpretations using decision theory [11] and en-
tropy maximization [8]. The latter is based on the following theorem:

Theorem 1 (Maximum entropy under KLD constraint) Let p(θ) be a given
probability density function. Then, probability distribution

p∗(θ|λ) = p(θ)λu(θ)1−λ

has maximum entropy of all densities p(θ) defined on the same support as p(θ)
which satisfy:

KL(p(θ)||p(θ)) ≤ β

for a given value of β. u(θ) is the invariant measure of the entropy [5] and λ is
a solution to equation

KL(p∗(θ|λ)||p(θ)) = β. (6)

Proof: see [8] and Appendix A.
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Theorem 1 can be applied in recursive estimation as follows. Consider time-
varying parameter θt with transition probability p(θt|θt−1) and posterior density
p(θt−1|y1:t−1). Proper marginalization over θt−1 yields

p(θt|y1:t−1) =
ˆ
p(θt|θt−1)p(θt−1|y1:t−1)dθt−1 (7)

which may be intractable or overly complicated. If we know (or assume) that
the KL divergence from (7) to

pδ(θt|y1:t−1) =
ˆ
δ(θt − θt−1)p(θt−1|y1:t−1)dθt−1 (8)

is bounded by β then by Theorem 1

p∗(θt|y1:t−1, λ) = pδ(θt|y1:t−1)λu(θt)1−λ (9)

is an approximation of (7) with maximum entropy.
We note the following:

• the advantage of (9) is that for exponential family distributions (2) it pre-
serves its functional form thus guaranteeing tractability under conjugate
updates.

• in practice constant β is not known and is chosen empirically. Then, it
is not necessary to solve (6) and we could choose the forgetting factor λ
directly. Alternatively, gradient methods [13]

• has been derived for this task.

• in specific cases, there exist a model (7) that yield result in the same type
as (9), see [15].

2 Forgetting in marginalized particle filtering
Consider a dynamic system

xt ∼ p(xt|xt−1, θ),
yt ∼ p(yt|xt, θ).

with likelihood function in the exponential form

p(yt, xt|xt−1, θ) = h(yt,xt) exp(ψ(θ)T (yt, xt)) (10)

and is conjugate with prior distribution p(θ). Then, posterior estimate p(θ|x1:t, y1:t)
is of the form (2) with statistics

Ψt = Ψt−1 + T (yt, xt)

For unobserved xt, we would estimate the marginal density

p(θ|y1:t) =
ˆ
p(θ|y1:t, x1:t)p(x1:t|y1:t)dx1:t, (11)
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which is typically intractable. In [10] Kong and Liu proposed to approximate
(11) by drawing samples x(i)

1:t from p(x1:t|y1:t) and approximate (11) by the
empirical average. What results is a posterior distribution

p(θ|y1:t) ≈
∑

wip(θ|y1:t, x
(i)
1:t), (12)

where wi is the weight of the ith particle trajectory. (12) can be computed
recursively by drawing particles x(i)

t and updating statistics

p(θ|y1:t, x
(i)
1:t) ∝ exp

(
η(θ)(Ψ(i)

t−1 + T (yt, x(i)
t ))

)
. (13)

This approach has been studied in many papers [7] which point out that path
the path degeneracy of the particle filter will ruin the sufficient statistics. More
accurately, the number of particles necessary for a reasonable approximation
grows exponentially with time [1].

Conjecture 1 The reason why (13) deviates from the true posterior is that the
statistics Ψt−1 is not updated by the true value of xt but an estimate x(i)

t . Thus,
ever increasing number of particles is required to generate particles close to the
true value.

We seek a way how to adjust the statistics to work with lower number of parti-
cles.

2.1 Maximum entropy approach – one particle
At time t = 1 we have the prior statistics p(θ|V0, ν0). Divergence of the posterior
density p(θ|y1, x

(1)
1 ) from the true value p(θ|y1, x1) is bounded by β. Using

Theorem 1 we may substitute p(θ|y1, x
(1)
1 ) by an estimate

p∗(θ|y1, x
(1)
1 ) = p(θ|y1, x

(1)
1 )λu(θ)1−λ.

= exp(η(θ)Ψ∗
t ).

Ψ∗
t = λ(Ψ(i)

t−1 + T (yt, x(i)
t )) + (1− λ)Ψu. (14)

We consider the following possibilities for the choice of u(θ)

1. uninformative with statistics Ψu ≈ 0. This choice is conservative

Ψ∗
t = λ(Ψ(i)

t−1 + T (yt, x(i)
t )) =

t∑
τ=1

λt−τ+1T () (15)

2. If we assume that the prior is wide and an update is not going to increase
its entropy. Then we can maximize entropy of the estimate with respect
to invariant measure Ψu = Ψt−1, yielding

Ψ∗
t = Ψ(i)

t−1 + λT (yt, x(i)
t ) = λ

∑
τ

T (yt, x(i)
t ), (16)
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3. A combination of previous approaches with Ψu = ζΨ(i)
t−1 yields

Ψ∗
t = (λ)Ψ(i)

t−1+λT (yt, x(i)
t )+(1−λ)ζΨ(i)

t−1 = (λ+ζ−λζ)Ψ(i)
t−1+λT (yt, x(i)

t ).
(17)

Specifically for ζ = (1−2λ)
(1−λ) , (17) yields

Ψ∗
t = (1− λ)Ψ(i)

t−1 + λT (yt, x(i)
t ). (18)

This equation is important for relation to forward smoothing [4]. Alter-
natively, we may choose to ζ = λ yielding

Ψ∗
t = λΨ(i)

t−1 + λT (yt, x(i)
t ). (19)

Substituting p∗(θ|y1, x
(1)
1 )→ p(θ|y1, x

(1)
1 ) creates a conservative estimate of the

posterior density and allows us to proceed to the next step.
Remarks:

• For only a single particle, the bound β on divergence from the true value
may be very high, in general potentially infinite. Then, the forgetting
coefficient λ = 0 under which the posterior densities become Ψt = Ψu for
choice 1. and Ψt = Ψt−1 for 2. and 3.

• For higher number of particles, we may assume that some of the particles
are closer to the true value and satisfy a chosen bound β on the KLD. We
conjecture that those that do not will be removed in the resampling step.
With growing number of particles, the bound can be decreased. However,
the choice of β = 0 and thus λ = 1 is unreasonable.

• A systematic way how to establish the value βt is not known.

2.2 General case
Consider a posterior distribution at time t where all particles have a good es-
timate of the statistics Vt, νt, for example at time t = 1. The posterior density
after one data update step is then:

p(θ|x(i)
1 , y1) =

∑
w

(i)
1 p(y1, x

(i)
1 |θ, x

(i)
1 )p(θ|V (i)

0 , ν
(i)
0 ). (20)

=
∑

w
(i)
1 p(θ|y1, x

(i)
1 ), (21)

which is a mixture distribution. We know that due to resampling, only one
particle – i.e. one component in mixture (20) – will be preserved for future.
Hence, we try to compensate the loss of entropy in the mixture for each particle
using maxent.

Having (20) as an estimate of the true posterior, we may use it to estimate
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the bound βi for each particle. The KL from (20) to each particle is

KL(p(θ|y1)||p(θ|y1, x
(i)
1 )) =

ˆ ∑
k

w
(k)
1 p(θ|y1, x

(k)
1 ) ln

∑
j w

(j)
1 p(θ|y1, x

(j)
1 )

p(θ|y1, x
(i)
1 )

≤
∑
k

w
(k)
1

ˆ
p(θ|y1, x

(k)
1 )

∑
j

w
(j)
1 ln p(θ|y1, x

(j)
1 )− ln p(θ|y1, x

(i)
1 )


= ELtotal −

∑
k

w
(k)
1 Ep(k)(ln p(θ|y1, x

(i)
1 )) = βi. (22)

ELtotal =
∑
k

w
(k)
1

∑
j

w
(j)
1

ˆ
p(θ|y1, x

(k)
1 )

[
ln p(θ|y1, x

(j)
1 )
]
.

Using (6) for each particle, we may evaluate λi.
The maxent-corrected posterior is then

p∗(θ|y1, x
(i)
1 ) = p(θ|y1, x

(j)
1 )λiu(θ|y1, x

(j)
1 )1−λi (23)

where u(·) is a chosen invariant measure.
We note the following
• for n = 1, from (22), β1 = 0, hence this approach does not improve over
the one-particle scenario from the previous Section.

• note that β is different for each particle, hence different λi will result in
analytical posterior distributions with different νi. This way, the particles
gain extra diversity.

• computation of (22) requires n2 non-trivial terms to be evaluated - it will
be computationally costly.

• Artificial modification (23) is not reflected in the particle weights since
the development of this Section was based on argument that the weights
will degenerate and only the ith particle will survive with weight 1.

3 Marginal particle filtering
An alternative way how to reduce the path impoverishment problem is so called
marginal particle filter, where propagation of density x(i)

1:t is replaced by sampling
from the marginal density [9]

p(xt|y1:t) =
∑

w
(j)
t−1p(xt|x

(j)
t−1, y1:t−1). (24)

Using the chain rule, we may extend (24) to the marginalized case. Consider
decomposition

p(xt−1, θ|y1:t−1) = p(θ|xt−1, y1:t−1)p(xt−1|y1:t−1) (25)

where p(xt−1|y1:t−1) is approximated by an empirical density. Then,

p(xt−1, θ|y1:t−1) =
n∑
j=1

wt−1p(θ|x(j)
t−1, y1:t−1)δ(xt−1 − x(j)

t−1).

p(θ|x(j)
t−1, y1:t−1) = exp(ψ(θ)Ψ(j)

t−1). (26)
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The joint likelihood is then

p(yt, xt, xt−1, θ|y1:t−1) =

p(yt|xt, θ)
n∑
j=1

wt−1p(xt|x(j
t−1, θ)p(θ|x

(j)
t−1, y1:t−1)δ(xt−1 − x(j)

t−1) (27)

with Bayes rule
p(xt, θ|y1:t) = p(yt, xt, θ|y1:t−1)

p(yt|y1:t−1) .

which we would like to decompose into (25). Formally

p(xt, θ|y1:t) = p(θ|xt, y1:t)p(xt|y1:t)

p(xt|y1:t) =
ˆ
p(xt, θ|y1:t)dθ, (28)

p(θ|xt, y1:t) = p(xt, θ|y1:t)´
p(xt, θ|y1:t)dθ

,

which are typically computationally intractable. By drawing random samples
x

(i)
t from a proposal distribution q(x(i)

t |y1:t) we may approximate

p(xt|y1:t) ≈
n∑
i=1

p(xt|y1:t)
q(xt|y1:t)

δ(xt − x(i)
t )

∝
n∑
i=1

´
p(yt|xt, θ)

∑n
j=1 wt−1p(xt|x(j

t−1, θ)p(θ|x
(j)
t−1, y1:t−1)dθ

q(xt|y1:t)
δ(xt − x(i)

t )

=
n∑
i=1

∑n
j=1 wt−1

´
p(yt|xt, θ)p(xt|x(j

t−1, θ)p(θ|x
(j)
t−1, y1:t−1)dθ

q(xt|y1:t)
δ(xt − x(i)

t )

=
n∑
i=1

∑n
j=1 wt−1

´
p(yt|x(i)

t , θ)p(x(i)
t |x

(j)
t−1, θ)p(θ|x

(j)
t−1, y1:t−1)dθ

q(x(i)
t |y1:t)

δ(xt − x(i)
t )

=
n∑
i=1

∑n
j=1 wt−1I(Ψ(ij)

t )

q(x(i)
t |y1:t)

δ(xt − x(i)
t ).

which is an empirical distribution with weights

wt ∝
∑n
j=1 wt−1I(Ψ(ij)

t )

q(x(i)
t |y1:t)

. (29)

The task is to find p(θ|x(i)
t , y1:t) such that the joint density (27) holds. We

require that

p(θ|xt, y1:t)
∑

w
(i)
t δ(xt − x(i)

t ) ∝

p(yt|xt, θ)
n∑
j=1

wt−1p(xt|x(j)
t−1, θ)p(θ|x

(j)
t−1, y1:t−1)δ(xt−1 − x(j)

t−1) (30)
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at points x(i)
t . Then,

p(θ|x(i)
t , y1:t)w(i)

t ∝ p(yt|x
(i)
t , θ)

n∑
j=1

wt−1p(x(i)
t |x

(j)
t−1, θ)p(θ|x

(j)
t−1, y1:t−1)

(31)

∝
n∑
j=1

wt−1p(θ, yt, x(i)
t |x

(j)
t−1, y1:t−1)

p(θ, yt, x(i)
t |x

(j)
t−1, y1:t−1) ∝ exp

(
η(θ)[Ψ(j)

t−1 + T (x(i)
t , x

(j)
t−1, yt)])

)
,

= p(θ|x(i)
t , x

(j)
t−1, y1:t)p(yt, x(i)

t |x
(j)
t−1, y1:t−1),

p(θ|x(i)
t , y1:t) =

n∑
j=1

ω
(i)
t p(θ|x(i)

t , x
(j)
t−1, y1:t) (32)

ω
(i)
t ∝ wt−1p(yt, x(i)

t |x
(j)
t−1, y1:t−1) (33)

p(θ|x(i)
t , x

(j)
t−1, y1:t) ∝ exp

(
η(θ)[Ψ(j)

t−1 + T (x(i)
t , x

(j)
t−1, yt)])

)
(34)

which is out of the expected family (26). Using (32) in (27) would yield a
mixture of n2 components.

In order to proceed, (32) must be projected into the form of (26). The
following options were already considered:

1. approximate (32) by a single component

p(θ|x(i)
t , y1:t) ≈ exp(η(θ)[Ψ(k)

t−1 + T (x(i)
t , x

(k)
t−1, yt)]). (35)

where k is an index of one component in (32) different for each particle
[16].

2. approximate (32) by moment matching [12], i.e.

p(θ|yt) ≈ exp(η(θ)Ψ̃t) (36)

where Ψ̃ is found such that the moments of (36) match those of (32).
We note that for the Gaussian case studied in [12], the mixture of Gaus-
sians with a single Gaussian by matching of mean and variance is also an
instance of maxent since Gaussian density has maximum entropy of all
densities with given mean and variance.

3. geometric average

p(θ|y1:t) ≈
n∏
i=1

p(θ|x(i)
1 , y1)ωi = exp

(
η(θ)Ψ̃t

)
. (37)

with a new statistics

Ψ̃t =
∑
i=1

ω
(i)
t [Ψ(j)

t−1 + T (x(i)
t , x

(j)
t−1, yt)]. (38)

This new statistics Ψ̃t can be interpreted as an expected value of the true
statistics.
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This relation has not been used before, but we will show its relevance to
work of [4].
Since variance of approximation (37) tends to be lower than that of the
mixture, we may employ Theorem 1 once again and choose forgetting
coefficient 0 < κt ≤ 1 to yield

p(θ|y1:t) ≈ exp
(
η(θ)κt

∑
i=1

ω
(i)
t [Ψ(j)

t−1 + T (x(i)
t , x

(j)
t−1, yt)]

)
. (39)

where the invariant measure was chosen as extremely flat.

Many other techniques can be employed for the task.

3.1 One particle scenario
To study the behavior of the algorithm in low number of particles, we consider
a limit for n = 1. Then, the mixture (26) has one component as well as the
joint density (27). Hence, averaging of the sufficient statistics (37) is accurate
and the need for κ to compensate mixture projection does not arise. However,
in that case, the posterior update still differs from the true sufficient statistics
as in (13).

Using similar arguments as in Section 2.1, we suggest that T () may have its
own forgetting factor λt, i.e.

p(θ|yt) ≈ exp(η(θ)
∑
i=1

ωi[κtΨ(j)
t−1 + λtT (x(i)

t , x
(j)
t−1, yt)]). (40)

Various choices of the invariant measure in (14) would yield different values of
κt and λt.

Similar to Section 2.2, we may use mixture (32) as an approximation of the
true posterior to determine βi. In the same way, we may compute divergence of
the approximation (37) from the mixture to determine κi.

3.2 Forward smoothing
A related approach to the presented topic was introduced in [4]. The paper is
concerned with evaluation of additive functional

Sn =
n∑
k=1

s(xk−1, xk, yk),

in time using particle filter. The solution is then applied to the problem of
estimation of stationary parameters using the EM algorithm. The algorithm
is derived using gradient method with a sequence of positive non-increasing
step-sizes γt, typically

γt = t−α, 0.5 < α ≤ 1. (41)

The overall algorithm works as follows:

• choose θ̂0

• set T (i)
0 , wi and x(i)

t , i = 1, . . . , n

9



• for all t do

– construct new wi,x(i)
t using θ̂t−1

– compute for all i

T
(i)
t =

∑n
j=1 w

(j)
t−1p(x

(i)
t |x

(j)
t−1)[(1− γt)T (j)

t−1(xt−1) + γts(x(j)
t−1, x

(i)
t , yt)]∑n

j=1 wt−1p(x(i)
t |x

(j)
t−1)

(42)

– compute Ŝt =
∑
w

(i)
t T

(j)
t and update parameter θ using θ̂t = arg max Λ(Ŝt).

Here,

Tt(xt) =
ˆ
St(x0:t)p(x0:t−1|y1:t−1, xt)dx0:t−1 (43)

is defined as the expected value of the statistics St, and T (i)
t = Tt(xt = X

(i)
t ).

This definition is consistent with the expected statistics Ψ̃t arising in (38).
Rewriting (42) as

T
(i)
t =

n∑
j=1

ω
(ij)
t−1[(1− γt)T (j)

t−1(xt−1) + γts(x(j)
t−1, x

(i)
t , yt)] (44)

with weight

ω
(ij)
t−1 =

wjt−1p(x
(i)
t |x

(j)
t−1)∑n

j=1 w
j
t−1p(x

(i)
t |x

(j)
t−1)

, (45)

we can establish the relation to marginal marginalized PF, where (43) can be
interpreted as geometric average projecting (37) with a compensation for poor
likelihood data as in (40). Where the forgetting factors were chosen as

(1− γt) ⇔ κt,

γt ⇔ λt.

Key advantage of forward smoothing is however, that the convergence is
proven for any sequence (41). While we may use the analogy and use the same
sequence for κt and λt, we may not guarantee convergence, since the particles
are generated from a marginal density rather than the conditional.

4 Experiments
Consider model

xt = xt−1 + q
1
2 vt, (46)

yt = xt + rwt. (47)

where xt is the unobserved state, yt is observation at time t, r is a known
parameters and q is the unknown parameter, and vt, wt are Gaussian distributed
noises with zero mean and unit variance.
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For a known xt and xt−1, likelihood function of xt is

p(xt|xt−1, q) = 1√
2πq

exp(− 1
2q (xt − xt−1)2) (48)

which is conjugate with inverse-Gamma distribution on q

p(q) = ba0
0

Γ(a0)q
−a0−1 exp(−b0

q
)

= ba0
0

Γ(a0) exp(−b0
q
− (a0 + 1) log q)

yielding

ψt = [q−1, log q], Ψt = [−b, (−a− 1)],

I(Ψt) = Γ(a1)
ba1

, h(yt) = 1√
2π
.

From (1), the updating vector T (xt, yt) = [− 1
2 (xt − xt−1)2, 1

2 ].
Hence, the posterior is also Gamma distributed. Moments of the distribution

are:
E(q) = b

a− 1 , E(log q) = log b− ψ(a).

For completeness, KL divergence of two Gamma distributions is

KL(Γ(a1, b1)||Γ(a2, b2)) = log(Γ(a2))− log(Γ(a1))+

+ ψ(a1)(a1 − a2) + b2 − b1
b1

a1 + a2(log b1 − log b2),

and the predictor is:

p(xt|x1:t−1) = 1√
2π

Γ(at−1 + 1
2 )

Γ(at−1)
b
at−1
t−1

(bt−1 + 1
2 (xt − xt−1)2)at−1+ 1

2

≈ 1√
2π
a

1
2
t−1

b
at−1
t−1

(bt−1 + 1
2 (xt − xt−1)2)at−1+ 1

2
, (49)

which Student distribution with 2at−1 degrees of freedom.

4.1 Single particle scenario
To illustrate the properties of the approach, we have implemented 1 particle
scenario discussed in Section 2.1. Specifically, the second choice of the invariant
measure (16), as follows:

At each time t do

1. evaluate KL divergence of βt = KL(p(q|x(1)
1:t−1, xt)||p(q|x

(1)
1:t−1)) using the

simulated xt.

2. Sample x(i)
t from a proposal distribution (in this case we used (47)).

3. Numerically solve (6) for given x(i)
t , p(q|x(1)

1:t−1) and βt.

11
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Figure 1: Estimation of p(q|x(i)
1:t, λ1:t) using the single particle scenario. Top:

logarithm of βt; Middle: solution of (6) for λt; Bottom: posterior distribution
p(q|x(1)

1:t , λ1:t) displayed via mean and 2std bounds, simulated value is displayed
via dashed line.
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4. Use the resulting λt to update statistics Ψt using the sample x(i)
t .

Results of estimation of system (46)–(47) with r = 1/10, q = 1/9 is displayed
in Figure 1.

We note the following:

• The posterior statistics p(q|x(1)
1:t ) is indeed sharpening around the true

value of q. However, this result heavily depends on the knowledge of β
which is in this case obtained using the true value of the state xt.

• An attempt to run the simulation with β = 1 being the limit obtained in
the previous run was not successful. All solutions of λt were equal to zero.
The prior was not updated at all.

• Note that even for known βt many solutions of λt are zero (Figure 1
Middle). In fact, only 195 values of λt out of 1000 in the simulation
were non-zero. Hence, less then 20% of the samples x(1)

1:t have entered the
statistics.

• Same optimization for cases 1. and 3. of Section 2.1 are displayed in Fig.
2. The estimation is typically “restarted” after a short period.

The possibility of evaluating λt without exact knowledge of βt is thus seems
impossible.

4.2 Estimation of βt in general case
The same experiment was performed with βt estimated using (22) and invariant
measure (16) for 100 particles. For this case, however, the resulting λt was very
low (around 0.1), resulting in fluctuations of the posterior density around the
prior (invariant measure).

4.3 Marginal Marginalized particle filter
System (46)–(47) will be now estimated using the marginalized particle filter.
In this case, the parameter q does not influence the observation equation, hence
the weight (29) becomes

w
(i)
t ∝

p(yt|x(i)
t )
∑
j w

(j)
t−1p(x

(i)
i |x

(j)
1:t )

q(xt|·)
,

where p(x(i)
t |x

(j)
1:t ) is the Student t density (49). If we draw samples from the

mixture of the Student t densities, evaluation of the weights is trivially w(i)
t ∝

p(yt|x(i)
t ). This also simplifies the weights of the mixture model (32) to

p(θ|x(i)
t , y1:t) ∝

n∑
j=1

wt−1p(yt, x(i)
t |x

(j)
t−1, y1:t−1)p(θ|x(i)

t , x
(j)
t−1, y1:t)

= p(yt|x(i)
t )

n∑
j=1

wt−1p(x(i)
t |x

(j)
t−1, y1:t−1) exp

(
η(θ)[Ψ(j)

t−1 + T (x(i)
t , x

(j)
t−1)])

)
,

∝
n∑
j=1

wt−1p(x(i)
t |x

(j)
t−1, y1:t−1) exp

(
η(θ)[Ψ(j)

t−1 + T (x(i)
t , x

(j)
t−1)])

)
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Figure 2: On-line estimation of q using variants (15) and (17).
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The main unresolved task of the marginal marginalized PF in this example
is how to approximate a mixture of gamma densities into a single gamma den-
sity. We note that Gamma is a maxent estimate of a distribution with known
moments E(x) and E(log(x)). Hence, we construct the approximating Gamma
density to match empirical moments 〈x〉 , 〈log x〉 of the mixture (32):

EΓ(a,b)(log x) = log b− ψ(a) = 〈log x〉

E(x) = b

a− 1 = 〈x〉

Using
b = 〈x〉 (a− 1) (50)

we solve numerically equation

log 〈x〉+ log(a− 1)− ψ(a) = 〈log x〉 (51)

and substitute the result into (50).
Results of three experiments are displayed in Figure 3 for 100 particles.

We note that the undiscounted update of the sufficient statistics clear shows it
degeneracy by converging to a wrong value with high confidence. Forgetting-
based compensation of the degeneracy is fluctuating around the true value,
which is a consequence of artificial dynamics introduced by forgetting (Section
1.2). Still, periods of over-confidence in a wrong value are present. The marginal
marginalized PF with maxent projection of the weights has achived the best
performance.

5 Conclusion
We have investigated the use of maximum entropy principles in conjugate up-
dates of sufficient statistics as a way how to deal with (i) non-stationary param-
eters, and (ii) updates in marginalized particle filter.

A variant of the marginal marginalized particle filter with forgetting was also
developed and remarkable similarities to the technique of forward-smoothing
estimator (an estimator based on EM) were shown. Algorithmic equiavalence of
these two methods suggests, that the forgetting factor arising in the maximum
entropy estimation has an equivalent role to the “step-size” parameter γ in EM
methods. Further research of the connection is required to answer many open
questions.

We have also derived a marginal marginalized PF for general exponential
family models. The maxent principle was used to project the resulting mixtures
into a single component. Preliminary results on simulation studies indicate good
potential of the method.

A Proof of Theorem 1
Consider distributions on a discrete set θ ∈ {θ1, . . . , θm}, p(θ) : P (θ = θi) =
pi,
∑
pi = 1, pi > 0,∀i, . We seek the maximum entropy estimate p∗(θ) : P (θ =

15
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Figure 3: Estimation of toy example (46) with three sequential algorithms.
Top: MPF with path update of sufficient statistics (13), Middle: MPF with
forgetting variant (19) with λ = 0.99, Bottom: MMPF with maxent projection
of the components.
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θ∗
i ) = p∗

i under constraint (6). This is posed as an m-dimensional optimization
problem in p∗

i , i = 1, . . . ,m,

p∗
i = arg max(−KL(p∗||u)) = arg min(KL(p∗||u)),

KL(p∗||p) ≤ β,
m∑
i=1

p∗
i = 1.

Using definition of the KL divergence KL(p ∗ ||u) =
∑
p∗
i ln p∗

i

ui
the Lagrangian

is

L :
∑

p∗
i (ln p∗

i − ln ui) + µ(
∑

p∗
i (ln p∗

i − ln pi)− β) + λ(
∑

p∗
i − 1) = 0,

yielding a set of Kuhn-Tucker conditions

(ln p∗
i − ln ui) + 1 + µ((ln p∗

i − ln pi + 1) + λ = 0,∀i (52)∑
p∗
i (ln p∗

i − ln pi) ≤ β, (53)

µ(
∑

p∗
i (ln p∗

i − ln pi)− β) = 0, (54)∑
p∗
i = 1, µ ≥ 0. (55)

From (52) it follows that

(1 + µ) ln p∗
i = ln ui + µ ln pi − 1− µ− λ

p∗
i ∝ exp( 1

1 + µ
ln ui + µ

1 + µ
ln pi)

∝ u
1

1+µ
i p

µ
1+µ
i

where ∝ is equality up to normalization constant which follows from (55). Con-
ditions (54) are satisfied if:

1. µ = 0, in which case p∗
i = ui is a valid solution if (53) is satisfied,

2. if KL(u||p) > β, µ > 0, in which case, p∗ is at the boundary

KL(p∗||p) = β. (56)

Exact solution for (56) is not available, however, it is a smooth function
in µ, for µ → ∞, KL(p∗||p) → 0 and for µ → 0, KL(p∗||p) > β. Hence,
there exists a value µ∗ such that (56) holds.
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