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Abstract
In many real-world optimization applications there are often a number of
conflicting objective functions that are all important to optimize. The pur-
pose of multiobjective optimization (MOO) is to give the decision maker
(DM) an understanding of how these functions are conflicting and the pos-
sibility to choose an appropriate trade-off between them. There are multiple
methods for solving MOO problems but the focus in this paper is on in-
teractive methods. When the size and complexity of the MOO problem
grows the time needed to find a solution is too long to yield a pleasant ex-
perience for the DM. In this paper, a method to replace the original MOO
problem with an approximation is suggested to speed up the process. The
approximation is created and used in a two-step framework which makes it
possible to investigate the Pareto frontier in real-time and that can handle
nonlinear and non-convex MOO problems with m objective functions. The
first step generates a number of samples of the complete Pareto frontier
which is sparse but dense enough for the approximation. The second step
is an interactive tool for the DM to use to continuously and in real-time
navigate on the approximated Pareto set in both objective- and decision
space. The tool is used to investigate the Pareto frontier and to find a
preferred solution. A method of decomposing the approximated set into
simplices has been developed using Delaunay triangulation. This method
is able to make a good approximation for sets that are non-convex. The
method is also able to handle disconnected sets and holes. This makes it
possible to change the feasible region in both decision- and objective space.
The framework is demonstrated on three example problems that show the
functionality and performance of the implemented framework.

Keywords: Multiobjective optimization, Approximating Pareto set, Inter-
active, Convex decomposition, Decision space navigation
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Abstract In many real-world optimization applications there are often a number of
conflicting objective functions that are all important to optimize. The purpose of mul-
tiobjective optimization (MOO) is to give the decision maker (DM) an understanding
of how these functions are conflicting and the possibility to choose an appropriate
trade-off between them. There are multiple methods for solving MOO problems but
the focus in this paper is on interactive methods. When the size and complexity of the
MOO problem grows the time needed to find a solution is too long to yield a pleasant
experience for the DM. In this paper, a method to replace the original MOO prob-
lem with an approximation is suggested to speed up the process. The approximation
is created and used in a two-step framework which makes it possible to investigate
the Pareto frontier in real-time and that can handle nonlinear and non-convex MOO
problems with m objective functions. The first step generates a number of samples of
the complete Pareto frontier which is sparse but dense enough for the approximation.
The second step is an interactive tool for the decision maker to use to continuously
and in real-time navigate on the approximated Pareto set in both objective- and deci-
sion space. The tool is used to investigate the Pareto frontier and to find a preferred
solution. A method of decomposing the approximated set into simplices has been
developed using Delaunay triangulation. This method is able to make a good approx-
imation for sets that are non-convex. The method is also able to handle disconnected
sets and holes. This makes it possible to change the feasible region in both decision-
and objective space. The framework is demonstrated on three example problems that
show the functionality and performance of the implemented framework.
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E-mail: johan.sjoberg@se.abb.com



2 Jonas Linder et al.

Keywords Multiobjective optimization · Approximating Pareto set · Interactive ·
Convex decomposition · Decision space navigation

1 Introduction

In many real-world optimization applications there are often a number of conflict-
ing objective functions that are all important to optimize. Multiobjective optimization
(MOO) methods aim at finding the best trade-off between these objectives. If the
objectives are conflicting, there is not necessarily one single optimal solution to the
MOO problem, but rather a set of solutions that can be seen as equally good from an
optimality point of view. It is then up to a decision maker (DM) to select which solu-
tion in the set that is the best trade-off between the objectives. One of the most com-
mon ways to describe optimality in MOO is Pareto optimality. A solution is Pareto
optimal if there is no way to improve one objective without deteriorating another and
the optimal set is called the Pareto frontier [17].

There are a large number of methods to solve MOO problems. These methods all
have different properties, e.g. how much that has to be known about the problem in
advance and how much effort the DM has to put in, in order to control the solver.
There are multiple ways to classify these methods but one of the most established
classification schemes is how the DM interacts with the solver [17]. The classification
divides the methods into four classes and out of these, the interactive methods give
the possibility for the DM to be active in the solution process and the opportunity to
learn about the problem while exploring available solutions [19].

Interactive MOO methods for decision support software have been a topic of
research for a long time. In an interactive MOO method the DM uses an iterative ap-
proach to find the preferred solution. The DM is able to see how the solution changes
in each iteration and can consequently learn how the problem behaves. It is impor-
tant to keep the time for the iterations low in order to make the decision software
responsive and not make the work tedious and time consuming [17, 12].

Many interactive MOO methods have been developed to let the DM explore the
Pareto frontier, e.g. the Pareto- and Quadratic Pareto race methods for linear- and
quadratic programming problems, respectively [11, 13]. The DM can navigate on the
Pareto frontier by choosing the speed- and direction of motion. These methods solve
the original MOO problem in each iteration and visualize the result with a number of
bar graphs. For small to medium sized convex optimization problems this approach
can work fine and yield a solution with low latency.

There are many interactive MOO methods that can deal with nonlinear MOO
problems and the development of such methods is an active topic of research. There
are a number of methods which solve the original nonlinear MOO problem directly,
e.g. the NIMBUS [18] or the step method [2, 17]. However, when the size and com-
plexity of the original problem grow, the time to find even one solution can be sub-
stantial and the latency for the DM will be noticeable.

One approach to address this issue is to divide the workflow into two steps. The
first step creates a set of pre-sampled solutions of the original MOO problem. Then
in the second step, these solutions are used to create an approximation that is used
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in an interactive visualization tool. The DM can then investigate an approximation of
the Pareto frontier with low iteration time. In this way, the DM can utilize the time
more effectively since he/she can do other things during the offline step. This can be
of much importance for MOO problems where the time to find one single solution is
significant, e.g. large-scale nonlinear problems or problems which have to be simu-
lated. Monz [20], Monz et al [21] describes the Pareto navigation method which is
an interactive MOO method that navigates on a discrete set of approximated Pareto
optimal solutions. The method uses the convex hull of a pre-sampled solution set to
approximate the feasible decision space. Since this gives a low solution time, it is
possible for the DM to select desired values, restrict the objective space and navigate
continuously in the approximated set. It should be noted that this method does not
take care about how the pre-sampled solution set is created. Eskelinen et al [8] de-
scribes another interactive MOO method called Pareto navigator which basically is
an extension of the Pareto race method for general nonlinear problems. This method
uses the sampled set to create a polyhedral approximation of the original Pareto fron-
tier and the actual sampling of the frontier is not part of the method. According to
the authors this method also needs more research to approximate non-convex Pareto
frontiers.

The methods that rely on the convex hull approximation will work well as long
as the Pareto frontiers are convex or near convex, but when the frontier is highly
non-convex these kind of approximations are a poor estimation of the original Pareto
frontier. Hartikainen et al [10] describe a piecewise linear approximation method that
is based on dividing the set into polytopes. The Pareto frontier can be sampled with
an arbitrary method. A Delaunay triangulation is then performed on the set of sam-
ples. The polytopes created by the triangulation are filtered and the set of remaining
polytopes is the approximation of the original Pareto frontier. Non-convex frontiers
are not a problem with this method. However, the algorithm checks if each created
polytope dominates any of the other created polytopes which makes it very computa-
tionally heavy, in worst case up to O(pm) optimizations have to be performed, where
p is the number of points and m is the number of objective functions.

This paper describes an approach to approximate a Pareto frontier with an arbi-
trary number of objectives and then to interactively navigate on the approximation.
Similar to Monz [20], Monz et al [21], Eskelinen et al [8], our method is a two step
method where the Pareto frontier first is sampled to create a discrete set of solu-
tions and then a piece-wise linear approximation is created from the discrete set.
Unlike the methods mentioned above, our approach uses a specific sampling method
which means that information from sampling can be used in a clever way to create
an approximation for non-convex Pareto frontiers. This approximation is used in a
navigation tool that the DM can use to explore the properties of the MOO problem.

The sampling is done with a reference based vector scalarization approach with
similarities to the normal-boundary intersection (NBI) [5] and the normal constraint
(NC) [16] methods. The innovation of our approach is that the reference point set
is sampled with equal distance, δ , between neighboring points and that the distance
information can be used to filter the Pareto frontier approximation. It is assumed that
the points within the distance δ from each other are connected, i.e. that it is possible
to interpolate between them. This means that a part of the Pareto frontier that is
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infeasible or non-Pareto optimal can be excluded from the approximation, i.e. holes
and disconnected sets can be described by our method.

The Pareto frontier approximation is a set of simplicies that are created with De-
launay triangulation of the reference points set. Simplicies of the wrong size, i.e.
simplicies that are created with points lying further away than δ are rejected from the
approximation. The remaining set of simplicies are used as the approximation of the
original set.

The approximation is a convex decomposition of the discrete set where each sim-
plex has at most m vertices, where m is the number of objectives. Each simplex is
dealt with as a separate problem, i.e. the original MOO problem is divided into a set
of smaller linear MOO problems that are easy to solve. The navigation tool gives
the DM a set of functions that can be used to navigate on the Pareto frontier. These
functions are selection of a preferred level in both decision- and objective-space and
upper/lower boundaries on both decision- and/or objective space. The approximation
can be recalculated in real-time1, recalculation, i.e. exclusion/inclusion of simplices
or part of simplices, is done whenever the DM changes the upper/lower boundaries
in order to include as much of the feasible set as possible.

Since the created Delaunay triangulation is in a hyperplane, the approximation
is m− 1-dimensional, where m is the number of objectives. This overcomes the op-
timizations needed in the approach by Hartikainen et al [10]. It is possible to redo
the approximation in a very short time but the drawback is that that the proposed ap-
proach might create an approximation that dominates itself and the original sampled
set.

This potentially mean that parts of the approximation are useless to the DM since
the navigation will not find a non-optimal solution. This shows up as jumps in the
objectives during navigation. However, experience from working with the framework
has shown that this is a minor problem if the Pareto frontier is sampled sparse but
dense enough. With denser sampling there is less occurrences of dominated simplices
and the simplices that are dominated cover a smaller part of the Pareto frontier.

The rest of the paper is organized as follows. Basic MOO theory and concepts
are described in Section 2. Section 3 describes the overall idea with the two-step
framework and the connection between the off- and online steps. Section 4 describes
details of the method to sample the Pareto frontier. In Section 5, simplices and con-
vex decomposition are explained. Further, the created reference point set is used to
create a piecewise linear Pareto frontier approximation. Section 6 describes the nav-
igation on the piecewise linear approximation by dividing it into many simple opti-
mization problems. The effects of boundary changes, how they are incorporated in
the optimization and how to reduce the number of optimizations are also described.
Section 7 describes two examples to demonstrate the usefulness of the framework for
highly non-convex Pareto frontiers and one industrial complex large-scale problem
to show the performance. Finally, Section 8 gives the conclusions.

1 With real-time we mean real-time feeling, i.e. fast enough for the DM not to notice any delay.
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2 Concepts and notation

Multiobjective optimization (MOO) is optimization where several objective functions
are considered simultaneously. The problem is to

minimize { f1(x), f2(x), . . . , fm(x)}
subject to x ∈ X

(1)

where the objective functions might be nonlinear and the feasible decision space
X ⊂ Rn might be described by nonlinear constraints as well. The objective vector
f(x) = ( f1(x), f2(x), . . . , fm(x))T maps the decision vector, x ∈ Rn, to the objective
vector z = f(x) ∈ Rm. Z = f(X) is the feasible objective space and is a subset of
Rm. There is no special assumption made on (1) other than it is continuous in a
neighborhood around each solution.

In general the objective functions are conflicting which means that there is no
single optimal solution. A common way to describe optimality in MOO is Pareto
optimality. The set of all Pareto optimal solutions are called the Pareto frontier [14,
17].

Definition 1 A decision vector x∗ ∈ X, is Pareto optimal if there does not exist an-
other decision vector, x ∈ X, such that f(x) ≤ f(x∗), and fi(x) < fi(x∗) for at least
one function [17].

This means that a decision vector x∗ is Pareto optimal if there is no way to improve
one objective without deteriorating another.

Definition 2 A decision vector x∗ ∈ X, is weakly Pareto optimal if there does not
exist another decision vector, x ∈ X, such that f(x)< f(x∗) [17].

This means that there is no decision vector x that improves all objectives at once.
In optimization, the convexity of a problem is an important property that makes

a big difference in how the problem can be solved. A multi-objective optimization
problem is convex if all objective functions are convex and the feasible region is
convex [17, 4]. As mentioned, a MOO problem has a decision space and an objective
space that can both be either convex or non-convex individually. Hence, it is important
to note that a MOO problem with a non-convex decision space can have a convex
Pareto frontier [7].

A set S is connected if any two points of S can be joined by a continuous path
contained in S [23]. The property of connectedness is important in MOO since it
shows if it possible to continuously move between all points in the Pareto optimal
set. Connectedness in between Pareto optimal outcomes can only be guaranteed for a
few special cases, e.g. convex MOO problems [25].

If all objective functions would be optimized individually, i.e. without regarding
the other objective functions, the composition of these values represents the ideal
objective point, zI . The components, zI

i of the ideal objective vector is given mathe-
matically as

minimize fi(x)
subject to x ∈ X ,

(2)
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for i = 1, . . . ,m. This is a unique point which is the optimal solution of a MOO prob-
lem if it would be feasible. However, since MOO problems in general have conflicting
objective functions the ideal point is almost never in the feasible objective space. The
ideal point describes the lower bounds of the Pareto optimal set. The nadir point, zN ,
is instead the composition of the worst value for each objective function of the Pareto
optimal set. This obtains the upper bounds of the set. Note that in the same way as
with the ideal point, the nadir point might be infeasible. Also note that the nadir point
should not be confused with the worst possible vector of the objective space [17].

In most cases it is advantageous that all objective functions have the same magni-
tudes to give them the same relative importance. There are several methods to scale
the objective vector. Miettinen [17] suggested one where the boundaries of the Pareto
optimal set are used to normalize the objective functions as

f̄i(x) =
fi(x)− zI

i

zN
i − zI

i
, i = 1, . . . ,m. (3)

On central concept when taking about approximated sets is that of inherent nondomi-
nation as described in Hartikainen et al [10]. A set A⊂Rm is inherently nondominated
if there do not exist vectors a,b ∈ A such that a≤ b. Further,a set is said to dominate
another set if there is one point in the first set that dominates any other point in the
second set.

Let x∗i , i = 1, . . . ,m, be the solutions to (2) than the convex hull of individual
minima (CHIM) [5] is given as the set{

m

∑
i=1

αif(x∗i )
∣∣∣∣ m

∑
i=1

αi = 1,αi ∈ [0,1], i = 1, . . . ,m

}
. (4)

In this paper, the Pareto set is decomposed into simplices and hence, a brief de-
scription of simplices is needed. A d-simplex is the convex hull of d + 1 affinely
independent points in Rd . This means that a 1-simplex has two vertices and the con-
vex combination of the vertices can approximate a line segment, a 2-simplex can
approximate a triangle and a 3-simplex can approximate a tetrahedron [9].

Let v ∈ {(z,x) | z ∈ Rm,x ∈ Rn} be a vertex in a simplex. The set of vertices in
a d−1-simplex can be described as V = {v1, . . . ,vd} in the d−1-dimensional space
and the simplex itself is denoted by S(V ). Further, a simplex can be decomposed into
simplices with less vertices. These sub-simplices are called the faces of the simplex,
e.g. the faces of a triangle (2-simplex) are the edges of the triangle (1-simplices) and
the vertices of the triangle (0-simplex). Technically the simplex itself and the empty
set are also faces of the simplex [9]. The power set of a set T is all possible subsets
denoted P(T ) [23]. The power set of all vertices in a simplex is the faces of the
simplex denoted by P(V ). In order to simplify the notation in this paper, P(S(V )) =
P(S) denotes the power set of the vertices of the simplex S.

3 Two step framework

One important aspect in interactive MOO is that the interactive tool should gives fast
feedback to the DM. For large-scale complex problems this might not be possible
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since the time to find a solution can be several minutes and it is even possible that the
optimization routine fails to find a solution.

To achieve a fast response time in the interactive tool, the framework described
in this paper is divided into two steps. The first step, called the offline step, samples
the Pareto frontier with the original MOO problem and can be very time consuming
for large-scale problems. The idea is that the DM can do other work during this time.
The second step, called the online step, is interactive where the DM can investigate
the Pareto frontier almost in real-time. The interactive tool implements a new approx-
imation approach of the original problem to considerably reduce the time needed to
find a solution. The new approach can also handle highly non-convex Pareto fron-
tiers with infeasible parts, e.g. holes in the Pareto frontier or a disconnected Pareto
frontier. It is based on piece-wise linear interpolation between a set of pre-sampled
solutions.

Figure 1 shows the work flow for this two-step framework. The connection be-
tween the steps is the approximation. The idea behind it is to decompose the original
non-convex Pareto frontier into a number of small convex sets that together gives a
good approximation of the original Pareto frontier. These sets are created with De-
launay triangulation and are called simplices. There are two requirements on the set
of vertices used to create the approximation

1. It must lie in a m−1-dimensional hyperplane since the Pareto frontier is at most
a m−1-dimensional hypersurface.

2. It must be equidistant, i.e. the distance between a vertex and all adjacent ver-
tices must be equal. Simplices with non-equidistant vertices are excluded and
this makes it possible to describe infeasible areas.

To achieve a set of equidistant vertices a reference based vector scalarization method
is used in this paper. This method sample the Pareto frontier by projecting a set of
reference points that are in a reference hyperplane onto the Pareto frontier. The refer-
ence point set is carefully constructed in such a way that it fulfills the requirement of
the approximation. This means that the reference point set can be used in the creation
of the approximation and that extra calculations is avoided in the time critical second
step.

Data from the offline step, such as the pre-sampled solution set, is fed into the
online tool where it is used as the basis for the approximation. The tool iteratively
solves the MOO problem described by the approximation with input from the DM and
display the result for review. The DM has the ability to interactively direct the solution
through restrictions on multiple objectives and/or decision variables(restriction) and
by changing any objective or decision variable to a preferred value(selection).

The structure of the approximation is exploited in two ways to increase speed of
the online optimization.

1. The problem is split up and solved for each individual simplex in the approxima-
tion. This alters the MOO problem from a mixed integer optimization problem
to a number of linear optimization problems. The linear programs (LP) are small
and can be solved in fractions of a second.

2. The selection and restriction exclude any simplex that will give an infeasible so-
lution.
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Step 2: Online (Sec. 5, 6 & 7)
Navigation

Change of 
boundaries

(Sec. 6.2)

Verification of 
solution
(Sec. 6.4)

Convex 
decomposition

(Sec. 5) 

Linear 
optimization

(Sec. 6)

Decision 
maker

Visualization
(Sec. 7)

Selection
(Sec. 6.1) 

Step 1: Offline (Sec. 4)

Optimization & Post-processing (Sec. 4.2)

Reference point creation (Sec. 4.1)

Obtaining the 
discrete Pareto 

set
Pareto-filter

Create 
reference 

points
Create new 

basisFind range

Pre-processing
Estimation of 
ideal- & nadir 

point
Formulate 
problem

Fig. 1 An overview of the different steps and the work flow in the two step framework.

To get a useful result, the solution obtained in the online optimization has to be
verified since the solution is an approximation. When the DM has learnt about the
problem and is satisfied with the approximated solution, he/she can run a verification
method with the original MOO problem. The approximated solution is then fed into
the original MOO problem. The new solution is displayed with a comparison with
the approximation. The DM has the options to either accept the solution, search for
another solution or go back to the offline step to make a denser sampling and increase
the accuracy of the approximation.

4 Obtaining the discrete Pareto set

In this section the first step of the framework is described. The purpose of the first
step is to evenly sample the complete Pareto frontier. The idea is to do the sampling
without any interaction with the DM since it can take considerable amount of time to
find a solution at all sampling points, hence it is also called the offline step.

The sampling process is similar to other reference based vector scalarization
methods such as the NBI and NC method. The main difference to other methods is
however that the reference points are created equidistantly so that more information
can be used in the second step of the framework.

The process of the offline step is divided into three parts that are executed in
sequence. They can shortly be described as:

1. Pre-processing: Create a set of reference points that are used as starting points
when sampling the Pareto frontier.

2. Sampling: Every created reference point is used together with the scalarization
approach described in Pascoletti and Serafini [22], to sample the Pareto frontier.
The original MOO problem is reduced to a number of single-objective optimiza-
tion (SOO) problems that can be solved with traditional optimization routines.

3. Post-processing: The set of solutions found is iterated through a Pareto filter
which excludes non-Pareto optimal solutions.
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Below the three steps are described with main focus on the reference point cre-
ation.

4.1 Reference point creation

The approach described in this paper uses the scalarization method described by Pas-
coletti and Serafini [22] to sample the Pareto frontier. This method uses a set of ref-
erence points as starting points for the optimization. To distribute the samples evenly
on the entire Pareto frontier it is important that the reference points are created in a
certain pattern to cover the complete Pareto frontier. It is also important that the sam-
ples are equidistant so that the approximation used in online tool can handle holes
in the Pareto frontier. To take care of these issues and to simplify the Pareto frontier
approximation a new method to distribute the reference points is introduced.

First, the objective functions are normalized according to (3) by finding the ideal-
and nadir point. Through this, all objective functions will have the same relative
importance and all Pareto optimal solutions must exist inside the unit hypercube
0≤ fi(x)≤ 1, i = 1, . . . ,m, assuming that the ideal- and nadir point are correct [15].
An example of the unit hypercube in R3 can be seen in Figure 2(a).

In a similar way as the NBI method spreads reference points onto the CHIM
[5], the approach used in this paper creates points on the hyperplane spanned by the
m individual minima vectors. We call this the reference hyperplane. As mentioned
in Section 3 it is assumed that all objective functions are conflicting and hence a
hyperplane will always be spanned. Note that the CHIM is a subset of the reference
hyperplane.
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Fig. 2 (a): The dashed lines together with the solid lines illustrates the hypercube and the solid lines alone
show the projection of the hypercube on to the reference hyperplane. (b): The CHIM (dark gray triangle),
the sampling range (rectangle ABCD), the basis B and the solutions of (6) (black crosses)

To spread the reference points evenly, an orthonormal basis B =
[
b1 . . . bm

]
is

chosen such that m−1 of the vectors in the basis coincide with the reference hyper-
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plane. This basis is also used to create the Pareto frontier approximation, see Section 5
for details. The first basis vector b1 is chosen to be the normal to the reference hy-
perplane. The other basis vectors, bi, i = 2, . . . ,m, are orthonormal vectors lying in
the reference hyperplane and can be found with for example Gram-Schmidt process.
Any point on the reference hyperplane in the basis B can be described as

p = p0 +
m

∑
i=2

αibi = p0 +
[
b2 . . . bm

]α2
...

αm

 (5)

where p0 ∈Rm is the mean of the individual minima and αi ∈R, i = 2, . . . ,m, are the
weights. Figure 2(a) shows an example of the basis vectors together with the CHIM
when looking in the normal direction to the reference hyperplane. Note that the basis
vectors are scaled to better fit the plot.

As mentioned, all Pareto optimal solutions exist inside the unit hypercube. The
approach is to create reference points only covering the projection of the hypercube
on to the reference hyperplane. An example of this in R3 can be seen in Figure 2(a)
where all reference points should be inside the hexagon formed by the solid line. By
solving a number of optimization problems it is possible to find the sample range for
each basis vector, i.e. finding the size of the rectangle ABCD seen in Figure 2(b) to
precisely cover the projection of the hypercube on to the reference hyperplane. These
optimization problems are a reformulation of the optimization problems described
in Messac et al [16]. The lower bounds, α l

j, j = 2, . . . ,m, of the weights in (5) are
acquired by solving the problem

α l
j = minimize

σ ,p,αi
α j

subject to bi · (σ −p) = 0, i = 2, . . . ,m (6)

p = p0 +
m

∑
k=2

αkbk

0≤ σl ≤ 1, l = 1, . . . ,m, αk ∈ R, k = 2, . . . ,m, p ∈ Rm

where p0 ∈ Rm is the mean of the individual minima and αk, k = 2, . . . ,m, are the
weights in (5). The vectors σ ∈ Rm and p ∈ Rm are points in the hypercube and on
the hyperplane, respectively. Note that the first equality constraint requires the vector
σ−p to be orthogonal to the reference hyperplane and hence so that point p is inside
the projection of the hypercube on to the reference hyperplane. In the same way the
upper bounds, αu

j , j = 2, . . . ,m, of the weights can be found by performing (6) as a
maximization instead of a minimization. Figure 2(b) shows an example of the sample
range in R3 where the solutions to (6) for each basis vector is shown as black crosses
and the sample range is seen as the rectangle ABCD. The rectangle ABCD covers the
sample range and the reference points should be created inside this rectangle. Note
that the rectangle ABCD is a subset of the reference hyperplane.

A set of points is created inside the sample range by using (5) and incrementing
α j, j = 2, . . . ,m in a certain pattern so that the euclidian spacing always is equidistant.
The points are also always between the lower and upper bounds, α l

j, j = 2, . . . ,m and
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αu
j , j = 2, . . . ,m. Figure 3(a) shows an example of the created equidistant reference

points in R3.
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Fig. 3 (a): The reference points created. Note that the distance between neighboring points are equal for
all points. (b): Shows the remaining reference points after the usefulness filtration. All plots are seen in the
normal direction to the reference hyperplane. The gray areas are not useful since they will not be inside
the projection of the hypercube on to the reference hyperplane

Some of the created points are however outside the projection of the hypercube
on to the reference hyperplane, and hence they cannot yield Pareto optimal solutions.
To handle this, the usefulness of each reference point is investigated and all reference
points that are not useful are discarded. This procedure is done according to Messac
et al [16]. A reference point is only useful if it is inside the projection of the hyper-
cube on to the reference hyperplane and it is not dominated by any of the individual
minima. Figure 3(b) shows an example in R3 where only useful reference points are
shown.

This gives a well distributed set of starting points that all potentially can find
Pareto optimal solutions. The set of useful reference points is denoted as R = {r1, . . . ,rp}
where p is the number of useful reference points.

4.2 Sampling the Pareto frontier

The sampling of the Pareto frontier is performed with a vector scalarization approach
introduced by Pascoletti and Serafini [22]. The method uses a reference point as start-
ing point and then searches for the optimal solution in a specified direction using
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traditional SOO optimization methods. The vector scalarisation is described as

maximize
x,α,q

α

subject to x ∈ X (7)

f̄(x) = αd+ ri−q
qi ≥ 0, i = 1, . . . ,m

where f̄(x) is the normalized objective vector, ri is a point in the reference point set
R, d is the direction and q is the slack vector.

Problem (7) is solved for i = 1, . . . , p, where p is the number of points in the
reference point set. The direction d is chosen equal to the negative normal of the
reference hyperplane. To get equidistant sampling the slack vector q is set to the zero
vector so that the projection of the solution on to the reference hyperplane is the
reference point itself.

Since the used scalarization approach essentially is the NBI method, it has one
major drawback, namely that it can produce non-Pareto optimal solutions [14]. The
remedy for this drawback is to use the definition of Pareto optimality to compare each
obtained sample with all others, a so called Pareto filter [16]. The output of this filter
is a set of Pareto optimal points.

The set of solutions is divided into two sets, Z = {z1, . . . ,zp} and X = {x1, . . . ,xp}
with the values of the solutions in the objective space and the decision space respec-
tively. The number of points in R is described by p. Note that there exists a point in
Z and X for every reference point, even when the solution is infeasible. This makes
it possible to connect a solution to the correct reference point in later steps using the
same index in all sets, e.g. r1 is always connected to z1 and x1.

5 Pareto set representation with simplices

As mentioned in Section 1, the usability of a interactive tool is reduced when the time
to find a solution is to long and some measures have to be taken to decrease it. One
solution is to introduce an approximation of the original set. Even though it is not
a interactive method, a simple approximation is pre-sample the Pareto frontier and
let the DM choose from the sampled solutions. The point-wise approximation can
be an effective tool to gain an understanding of the Pareto set [24] but evaluating all
solutions are time consuming and it is hard for the DM to keep track and compare
different solutions. When the decision space grows it is hard for the DM to keep track
of the transition behavior between different point-wise solutions. Also, a point-wise
approximation gives no clue on what to expect in between the solutions which means
that new solutions has to be found if the DM wants additional information.

Monz [20] proposed a navigation method that uses the convex hull of the sampled
Pareto set to turn a nonlinear MOO problem into a linear program (LP). This is done
by replacing the original feasible set X in (1) with a convex combination of the pre-
sampled solutions, i.e. X ≈ Xa =

{
∑

p
i=1 αixi|∑p

i=1 αi = 1
}

, where p is the number of
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samples and αi ∈ [0,1], i = 1, . . . , p. To further increase speed a linearization of the
objective vector is suggested. Given Xa the approximated objective space is given as

f(Xa) = f

(
p

∑
i=1

αixi

)
≈

p

∑
i=1

αif
(
xi)= p

∑
i=1

αizi. (8)

For a given solution of (8) the decision vector is approximated as xapprox =∑
p
i=1 αixi.

The LP can be solved fast and this makes it possible to navigate continuously on the
approximation with low latency. However, approximation of Pareto frontiers which
is highly non-convex yields a bad approximation. Figure 4(a) shows an example. The
solid black lines show the actual Pareto frontier and the gray area is the convex hull.
Note that the convex hull creates points that both covers the hole and dominates the
samples from the actual Pareto frontier.
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Fig. 4 (a): The convex hull (dashed line) of a Pareto frontier (solid line) where the gray area shows the
feasible solutions of the approximation. (b): A Pareto frontier (dashed line) decomposed into three convex
sets (dashed line). (c): A Pareto frontier (solid line) decomposed into a set of polytopes (dashed lines).
Note that there is no polytope covering the hole in the frontier and that many polytopes (dashed line) are
covered by the solid lines representing the actual Pareto frontier

The approach proposed in this paper is do to a decomposition into a number of
smaller convex sets. This is performed by diving the set of pre-sampled solutions
into convex polytopes with at most m vertices in each polytope where m is the num-
ber of objectives in the MOO problem. The sampled set is decomposed into convex
polytopes using Delaunay triangulation. The created polytopes are filtered and the re-
maining polytopes forms the Pareto frontier approximation. These polytopes covers
the complete Pareto frontier, but not the infeasible parts, e.g. holes.

The approximated set can be described as

Xd =

{
N

∑
j=1

v j ∑
i∈Pj

αixi
∣∣∣∣∑

i∈Pj

αi = 1,
N

∑
j=1

v j = 1,
v j ∈ {0,1}, j = 1, . . . ,N
ai ∈ [0,1], i = 1, . . . , p

}
, (9)

where N is the number of simplices, p is the number of pre-sampled solutions and Pj
is the set of indices of the pre-sampled solutions in the active simplex. The problem
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is further simplified by linearization in the same way as Monz [20],

f
(

Xd
)
= f

(
N

∑
j=1

v j ∑
i∈Pj

αixi

)
≈

N

∑
j=1

v j ∑
i∈Pj

αif
(
xi)= N

∑
j=1

v j ∑
i∈Pj

αizi (10)

and for a given solution the decision vector is approximated as xapprox =∑
N
j=1 v j ∑i∈Pj αixi.

Since the set is decomposed, the approximation is a discrete description of the
original set, i.e. the solver has to switch between different set of samples to approx-
imate different parts of the approximation. To decrease the complexity, the original
MOO problem is divided into one linear MOO problem for each polytope. Every LP
is small and the complete set of LPs can be solved in a fraction of a second.

The advantage of using this approximation, is that it works for non-convex, dis-
connected sets and can handle holes in the Pareto set. It also makes it possible to
limit the feasible space in both objective- and decision space during navigation. In
Figure 4, a comparison between the three different representation methods discussed
can be seen for a set of points in R2.

5.1 Convex decomposition with Delaunay triangulation

In Rm the feasible objective space is at most a m-dimensional space. However, the
Pareto frontier is a part of the boundary of the feasible objective space in at most a
(m−1) - dimensional hypersurface [1].

A Delaunay triangulation of a set of points in Rm creates m-simplices such that
no m-simplex intersects another and the minimum angle of all m-simplicies are max-
imized [3]. Using Delaunay triangulation directly on the samples in Rm would hence
give a subset of Rm with m+ 1 vertices in each simplex. As Hartikainen et al [10]
notes, the created simplices would dominate themselves. Our solution is to instead
apply the Delaunay triangulation on the reference point set R used in the sampling.

The reference points are transformed by changing from the standard basis E , used
when sampling the Pareto frontier, to the basis B, used to create the reference points.
This means that one dimension can be omitted since the reference points do not vary
in the normal direction to the reference hyperplane.

The transformed set is decomposed into simplices with m vertices in each sim-
plex. The triangulation of the projected set is denoted D = {S(V1), . . . ,S(VN)} =
{S1, . . . ,SN} where N is the number of simplices in the Delaunay triangulation.

Our approach drastically reduces the amount of computation needed to obtain the
approximation compared to Hartikainen et al [10]. For MOO problems with lower di-
mension, the decomposition can be visualized and works as an aid to show the shape
of the Pareto frontier. However, methods to visualize the decomposition for four or
more dimensions has not been investigated since user interaction is not the main fo-
cus in this paper. The drawback is that the created approximation potentially can be
dominated by itself or even the original sampled set, see Figure 5 for an example. The
lines BC and BD dominates part of the approximation (dark grey) which means that
this part of the approximation is useless to the DM since the navigation will not find
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a non-optimal solution (dominated solution). This shows up as jumps in the objec-
tives during navigation. There is always a possibility to restrict any objective and/or
decision variable to force the solution in the non-optimal area. However, experience
from working with the framework has shown that this is a minor problem if the Pareto
frontier is sampled densely enough. With denser sampling there is less occurrences
of dominated simplices and the simplices that are dominated cover a smaller part of
the Pareto frontier.

0.6
0.8

1
1.2

1.4 5.5 6 6.5 7 7.5 8

5

5.5

6

6.5

7

7.5

8

z2

z1

z 3

A

C

B

D

14 Jonas Linder et al.

lem if the Pareto frontier is sampled densely enough. With denser sampling there is
less occurrences of dominated simplices and the simplices that are dominated cover
a smaller part of the Pareto frontier.
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Fig. 5 This example shows a part of a bigger Pareto frontier approximation where four inherently Pareto
optimal samples (A,B,C and D) and the simplices created by the approximation have been chosen. The
approximation have created the simplices ACD and BCD. However, the area marked with dark grey is
dominated by the lines BC and BD. This means that the entire lower and part of the top simplex is useless.

Table 1 FIXME

z1 z2 z3
A 0.65 6.22 8.10
B 0.89 6.70 4.75
C 1.46 5.27 6.47
D 0.46 8.39 6.73

5.2 Filtering out valid simplices

The Delaunay triangulation will always cover the convex hull of the points and hence,
will also cover areas of the Pareto approximation that are known to be infeasible or
non-Pareto optimal. Since the Pareto frontier has been sampled equidistant, the size
of each simplex is known in advance and can be used to filter out simplices which are
too large, i.e. simplicies created between vertices that are not neighbors.

A simplex is valid if the distance between all unique ordered combinations of its
vertices are less than or equal to the sampling distance δ , i.e. a simplex S(V ) is valid
if

� v j −vk �≤ δ , v j,vk ∈ V (10)

where ( j,k) ∈ {( j,k) | j = 1, . . . ,d − 1, k = j + 1, . . . ,d} and d is the number of
vertices in the simplex.

Fig. 5 This example shows a part of a bigger Pareto frontier approximation where four inherently Pareto
optimal samples (A,B,C and D) and the simplices created by the approximation have been chosen. The
approximation have created the simplices ACD and BCD. However, the area marked with dark grey is
dominated by the lines BC and BD. This means that the entire lower and part of the top simplex is useless.

5.2 Filtering out valid simplices

The Delaunay triangulation will always cover the convex hull of the points and hence,
will also cover areas of the Pareto approximation that are known to be infeasible or
non-Pareto optimal. Since the Pareto frontier has been sampled equidistant, the size
of each simplex is known in advance and can be used to filter out simplices that are
invalid. If a simplex is valid, the distance between all vertices in the simplex is less
than or equal to the sampling distance δ . This means that the vertices all are assumed
to be connected and that it is okay to interpolate between them.

The distance between the veritces are used to filter the simplices, a simplex S(V )
is valid if

‖ v j−vk ‖≤ δ , v j,vk ∈ V (11)

where ( j,k)∈ {( j,k) | j = 1, . . . ,d−1, k = j+1, . . . ,d}, d is the number of vertices
in the simplex and vi, i = 1, . . . ,d, is the vertices in the simplex.

However, this will also remove simplices that could be approximated with a sim-
plex with fewer vertices. For example, in R3, there might be a point in the Pareto set
where there is only one other point that is in the sampling distance of the other. These
two points cannot be approximated with a 2-simplex, but can be approximated with
a line, i.e. a 1-simplex. In order to cover these areas, simplices with fewer vertices
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than m can also be included in the valid set since these simplices are assumed to have
connected vertices and hence, it is possible to interpolate between them.

Let S be the set of all simplices in D and their faces,

S = {P(S1), . . . ,P(SN)}\ /0 (12)

where P(Si), i = 1, . . . ,N denotes the power set of the vertices of Si and N is the
number of simplices in D . The set of valid simplicies with m vertices are created as
the set

S m
v =

{
S⊆S

∣∣ |S|= m and S satisfy (11)
}

(13)

where |S| denotes the number of vertices in S and m is the number of objective func-
tions. Using (13) directly to obtain the set of simplices with less then m vertices would
return all faces of the simplices in S m

v of the lower dimension. Hence, simplices that
are faces to already covered simplices will be included as well. To overcome this
problem it is necessary to keep track of which faces are already described in the
created simplices and exclude these from the set.

Simplices with m−1 vertices are created as

S i
v =

{
S⊆S

∣∣ |S|= i, S satisfy (11) and S * ∪m
k=i+1S

k
v

}
(14)

where i = m− 1 and this is applied iteratively down to the set of 0-simplices. The
valid simplices are finally given by

Sv =
m⋃

k=0

S k
v . (15)

Figure 6(a) shows a set of valid 2-simplices in R3. The vertices marked with a cir-

z1

z 2

(a) z1

z 2

(b)

Fig. 6 (a): A filtered decomposition with one infeasible point in the middle of the set. (b): A filtered
decomposition with 2-,1- and 0-simplices. The circle markers show feasible points that should be included
in the decomposition. The dashed lines show the Delaunay triangulation of the set before filtering the
simplices. All Delaunay triangulation are created with Matlab
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cle corresponds to feasible samples. Note that the created simplices are seen in the
normal direction to the reference hyperplane. Figure 6(b) shows another set of points
in R3. In this set more points are infeasible and hence all points cannot be approxi-
mated entirely with valid 2-simplices. In this example the set has been decomposed
into 2-,1- and 0-simplices to cover all feasible points in the Pareto set. Note that the
infeasible simplicies are shown with dashed light-gray lines.

6 Navigating on the discrete Pareto set

This section will describe how the convex decomposition is used to make an interac-
tive tool for the decision maker to use when investigating the obtained Pareto set. The
solution is visualized together with the feasible areas of the Pareto approximation at
the current state in interactive sliders. In this way the decision maker can investi-
gate the Pareto frontier by changing values back and forth. The decision maker has a
number of different settings to change in order to investigate the Pareto frontier and
to possibly find a desired solution:

– Change the value of an objective or a decision variable to a preferred value.
– Fix objectives and/or decision variables to their respective current value.
– Change the upper or lower bounds of the objectives and/or the decision variables.

Next the two first features are described together and then how the boundaries are
used to limit both objective- and decision space. Also a method to increase the speed
of the proposed approach is introduced.

6.1 Change the value of an objective or a decision variable to a preferred value

Assuming that a Pareto frontier approximation has been created, the next step is the
navigation where an optimization method uses the Pareto frontier approximation to
find a solution that satisfies all objective- and decision variable values that the de-
cision maker prefers. A method to accomplish the navigation in objective space is
described by Monz [20]. The method uses the vector scalarization method introduced
by Pascoletti and Serafini [22] with the extension to fix one objective to a preferred
value. In this approach, the method is extended further to allow fixing several values
in both objective- and decision space to some specified values τ and µ respectively.
However, instead of using the objective functions of the original MOO problem the
approach is to use a linear approximation of the Pareto set. The function values are
described as

f(x)≈
p

∑
i=1

γizi (16)

where vi, i = 1, . . . , p is a set of points in objective space, γi, i = 1, . . . , p are the linear
approximation coefficients and p is the number of points in the set.
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The approximated optimization problem is

maximize
x,α,q

α

subject to zR
i +αdi =

p

∑
k=1

γkzk
i +qi, i ∈ {1, . . . ,m}\Fz (17)

p

∑
k=1

γkzk
j = τ j, j ∈ Fz

p

∑
k=1

γkxk
l = µl , l ∈ Fx

p

∑
k=1

γk = 1

d j = 0, j ∈ Fz

qi ≥ 0, i ∈ {1, . . . ,m}\Fz, γk ≥ 0, k = 1, . . . , p

where Fz is the set containing all indices of locked objective space dimensions and
Fx is the set containing all indices for locked decision space dimensions. Note that
Fz or Fx can be empty. The point zref is the reference point and is set to the previous
solution zold with zref

j = τ j, j ∈ Fz. The vector q is the slack vector and d is the search
direction. The parameters γi, i = 1, . . . , p are the linear approximation coefficients.

The parameters τ j and µl are the fixed values corresponding to the indices in
the sets Fz and Fx, respectively. The search direction d controls the ratio of improve-
ment/deterioration between the nonlocked objectives. In this framework all objec-
tives should be improved/deteriorated equally much so the direction is set to d =
[−1, . . . ,−1]T with d j = 0, j ∈ Fz.

Slack is used to always find a solution when there is no intersection with the
Pareto front. This may occur if, for instance, the desired value is close to an edge or
corner of the set.

When the decision maker sets a desired level in the objective space or in decision
space, each filtered simplex S ∈Sv is optimized one by one using (17). The vectors
zk,k = 1, . . . , p are the vertices and p is the number of vertices in the current simplex
S.

The simplex S with the best solution, i.e. the largest α , is chosen as the optimal
solution for the desired levels set in (17). Figure 7 shows an illustration of the solu-
tion of an optimization in R3 with z1 set to τ . Figure 7(b) is the projection onto the
selection plane and shows the optimization in R2. In this example both z1∗ and z3∗

are attained by using slack while z2∗ is in the line of search. The solution for P(t2) has
the largest value on α , hence it has the best solution z∗ = z2∗. Note that when a value
in objective space has been changed and a solution is found on the Pareto frontier,
there can be only one simplex that has no slack and is actually in the line of search.

By using the convex combination coefficients γ∗ found in the solution of the best
simplex, the values in objective- and decision space can be approximated as z∗approx ≈
∑

p
k=1 γ∗k zk and x∗approx ≈ ∑

p
k=1 γ∗k xk where (zk,xk) ∈ V are the vertices in the best

simplex that are included in the best simplex S∗(V ). The decision maker can decide to
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Fig. 7 The solution to one optimization in the objective space with a desired objective value τ (the plane
cutting the Pareto frontier) on the Pareto optimal set (shaded surface). zold is the previous solution z∗ is the
solution found, zref is the projection of zold on to plane of the desired level τ and d is the direction of search.
(b) shows the projection of (a) on to the selection plane when approximating a solution for three simplices.
The star markers show the solutions for each simplex and the dash-dotted lines show the negative Pareto
cones

verify the approximated solution with the original MOO problem, which is described
in Section 6.4.

6.2 Limit the objective- and decision space

In some cases the decision maker may want to change the boundaries for certain de-
cision variables or reduce the objective space during navigation. For every objective
there is a lower and an upper boundary zl

i and zu
i , i = 1, . . . ,m and similarly for every

decision variable xl
k and xu

k , k = 1, . . . ,n. Only points that are inside all the boundaries
are included in the set of feasible points Y . The set is constructed as

Y ∈
{
(z,x)

∣∣ z ∈Z f ,x ∈X f
}

(18)

where

Z f =
{

z ∈ Rm ∣∣ zl
i ≤ zi ≤ zu

i , i = 1, . . . ,m
}

(19)

and

X f =
{

x ∈ Rn ∣∣ xl
k ≤ xk ≤ xu

k , k = 1, . . . ,n
}
. (20)

The set Y is used in the same way as the original set, i.e., it is decomposed into
simplices with Delaunay triangulation and filtered according to previous sections.
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6.3 Reduce the number of optimizations

When the decision maker has fixed an objective or decision variable, there are often
cases when simplices are not intersecting with the desired level/levels. An example
of this can be seen in Figure 8(a) where z1 has been fixed to τ and simplex S2 is the
only simplex intersecting τ . This is an example of when it is not neccessary to do the
linear optimization for simplex S1 and S3 since they are infeasible. Our approach is
to find the subset Sa ⊆Sv, called the active set, which only contains simplices that
intersects with all fixed levels in both objective- and decision space. The active set
Sa is defined so that

Sa =

{
S(V ) ∈Sv

∣∣∣{(z,x) ∈ V
∣∣∣min(zi)≤ τi ≤max(zi), i ∈ Fz
min(x j)≤ µ j ≤max(x j), j ∈ Fx

}}
(21)

where V are the vertices of simplex S(V ). In Figure 8(a), the dashed lines show the
boundaries of every simplex. Figure 8(b) shows a Pareto set in R3 projected to R2

where it can be seen that the set Sa is smaller than the original set Sv. In some cases,
this approach heavily reduces the number of optimizations needed.
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Fig. 8 (a): An example of the active set in R2 with a desired level τ in z1. The dashed lines show the
boundaries for every simplex. S2 is the only simplex which intersects the hyperplane at level τ . (b): An
example of the active set for a Pareto set in R3 projected onto the z1z3-plane. The active set is seen as the
gray surfaces

6.4 Verify the approximated solution

After navigating on the Pareto set approximation, the decision maker has hopefully
found a preferred solution. However, the solution is a linear approximation of the
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discrete Pareto set and hence it may be infeasible and is in many cases not Pareto
optimal. The decision maker can then run a verification method to check the feasi-
bility and to find the optimal solution in the original MOO problem. The approach is
to use the vector scalarisation method described in Section 4.2. The difference is to
use the approximated solution z∗ as the reference point r in (7) and then perform the
optimization with the original MOO problem. The direction d is set to the negative
normal to the reference hyperplane and the slack vector q must be the zero vector.

7 Demonstration of the implemented framework

In this section, the implemented framework is applied to two smaller MOO problems
with two and three objectives, respectively, to show how its’ capability to handle
non-convex MOO problems. It is also applied to a industrial real-world hot rolling
mill application which involves large amount of variables. This problem shows the
advantage of using an interactive optimization method and also the performance of
the navigation tool.

7.1 Example problems

The first two dimensional problem is introduced in the test problem toolkit developed
by Deb [6] and has been analyzed by Yun et al [26]. The Pareto frontier for this
problem can be explicitly calculated and hence the feasible area in the objective space
is known without optimization. The problem is formulated as

minimize {x1, 1+ x2
2− x1−0.2sin(3πx1)}

subject to (22)
0≤ x1 ≤ 1,−2≤ x2 ≤ 2.

The second example problem is an extension to the first problem into a three dimen-
sional problem with two nonlinear and non-convex objective functions. It is stated
as

minimize {x1, 1+ x2
2− x1−0.2sin(3πx1), −x2−0.42sin(

3π
4

x2)}
subject to (23)

0≤ x1 ≤ 1,−2≤ x2 ≤ 2.

The framework was used to sample the Pareto frontiers for the two example problems
and the resulting Pareto frontier approximation sets together with the convex decom-
positions are shown in Figure 9. In Figure 9(a) the sampled Pareto optimal set (black
markers) of problem (22) can be seen together with the boundary of the true feasible
set in the objective space, Z (dashed line). It can be seen that the sampled Pareto set is
a good approximation of the true Pareto frontier and that the complete Pareto frontier
is covered. Note that the frontier is disconnected since a part of the frontier is not
Pareto optimal (samples marked with gray crosses).
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Fig. 9 Sampled Pareto sets of the example problems. (a): Pareto set of problem (22). (b): Pareto set of
problem (23)

In Figure 9(b) the Pareto optimal set for problem (23) can be seen. The black
markers show the Pareto optimal set together with the convex decomposition (shaded
surfaces). Note that because of plotting issues some black markers are missing. The
corners of all shaded triangles should have a black marker. The shaded surfaces are
the actual simplices that are used in the navigation tool. In the same way as in prob-
lem (22), the Pareto frontier is disconnected due to non-Pareto optimal points.

The Pareto frontiers of both problems are non-convex and are disconnected in the
objective space. It can be seen that the convex decomposition is able to approximate
the sampled Pareto frontier well, even when the problem has a Pareto frontier that has
convex, concave and disconnected regions. This shows the main advantage of using
this framework.

Figure 10 shows a snapshot of the GUI of the navigation tool when applied to
problem (23). In the navigation tool every objective and decision variable is repre-
sented by a slider which can be used by the decision maker both to investigate the
obtained Pareto set and to visualize the current solution. Every slider includes

– A, markers for the lower and the upper boundaries, that can be changed.
– B, a navigation marker which the decision maker can use to set the desired level.
– C, colored regions which show feasible areas (green) and infeasible regions (red)

at the current solution.
– D, a check box which can be used to fix the objective or decision variable at the

current level.

When the decision maker changes a navigation marker the optimization problem
in (17) is continuously performed as long as the marker is moving. The solution is
used to calculate the actual values for all objectives and decision variables. It is then
visualized by setting all the navigation sliders to their respective value that was found
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(a) (b)

Fig. 10 (a): A snapshot of the navigation application in use. The objectives are represented by range bars
in the lower part of the window. A list of different sets of decision variables is shown to the upper left. The
selected set of decision variables is shown as range bars to the upper right. Note the green and red fields
of the range bars which show the feasible and infeasible regions at the current solution. (b): A plot of the
Pareto set which is updated in real-time when navigating on the frontier. Arrow 1 shows all Pareto optimal
points, arrow 2 shows the feasible convex decomposition of the current feasible points, arrow 3 shows the
selection hyperplane, arrow 4 shows a line of the possible solutions at the current selected level and arrow
5 shows a marker of the current solution.

from the optimization. This means that if the decision maker tries to move to an
infeasible area, the slider will automatically move back to the feasible region again.

Figure 10(b) is a visualization of the Pareto set at the current state which is up-
dated in real-time when using the navigation tool. Note that this visualization plot
is only possible for MOO problems with two or three objective functions because
of the difficulties to plot higher dimensions than three. For higher dimensions of the
MOO problem the idea is to only use the navigation sliders to investigate the Pareto
frontier. Because of the high speed of the navigation tool it is possible continuously
move around on the Pareto frontier for a short while to get an understanding of the
characteristics of the Pareto frontier.

7.2 Example of large-scale industrial MOO problem

The advantages of using an interactive optimization method for MOO problems is
shown with a real-world large-scale problem with three objective functions. In hot
rolling mills the goal is to process metal into desired shapes. There are several pa-
rameters to control such as roll speed, roll gap and cooling in several stages to obtain
high quality, high process speed and low power consumption.

The process is modeled as several different zones that describe the cooling of
the metal due to radiation, convection and active cooling from water cooling pipes.
The model also describe the change in material thickness, the change in width, the
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change in speed and the temperature change due to friction, plastic deformation and
contacts with the rolls. Depending of the desired resolution of the model, the number
of variables in the problem can be controlled. For this test problem, the resolution
was chosen so that the optimization problem consisted of approximately 100 000
variables. It should also be noted that many of the constraints are nonlinear.

In the first step of the framework, the Pareto frontier was sampled with 420 points.
The total time to find a solution for every point was 1.4h. The average time to find
one solution was then 12.16s and the worst solution took over 1 minute. The solutions
found were transferred to the navigation tool and the convex decomposition was per-
formed in 50 ms. Note that every time the boundaries are changed for either objective
functions or decision variables, the convex decomposition must be reconstructed to
find better approximations for the current feasible set. When navigating in the ap-
proximated Pareto set, the iteration time is below 1 ms and hence it is very smooth
for the decision maker to move around and investigate the Pareto set.

For the decision maker, the work process would be to start the sampling on a
stand-alone computer and then do other work for about 1.5h. When the sampling
is finished, he/she can start investigating the Pareto frontier almost in real-time on
his/her own laptop.

8 Conclusions

In this paper a two-step framework for interactive MOO has been introduced for non-
convex Pareto frontiers. The first step, which is an offline tool, samples the Pareto
frontier with equidistant samples and covers the complete frontier. The second step
is an online tool which the decision maker can use to continuously navigate on the
discrete Pareto set in real-time.

The interpolation method used to navigate in the Pareto set is an extension of
the one described in Monz et al [21] and is able to deal with non-convex sets with
holes. This is done by decomposing the discrete Pareto set into simplices with Pareto
optimal vertices. The vertices are connected in both objective- and decision space
which makes it possible to also navigate in decision space.

The method of convex decomposition should be investigated further. e.g. how the
set is decomposed, the speed of the optimization for extreme decomposition as used
in this approach versus larger sets and the impact on the reference point creation.

Since the navigation requires equidistant sampling the effects of using slack while
sampling the Pareto frontier have not been fully investigated. However, if another
method of convex decomposition is used it might be possible to use slack and in that
case a thorough investigation of slack should be performed.

The verification step needs further investigation. More time has to be spent on the
best approach to find a solution in the original problem that best matches the DMs
solution in the approximation. For example, the DM might value some objectives
and/or decision variables more than other.

When the decision maker is investigating the Pareto frontier it might be advan-
tageous to be able to complement the Pareto set with more samples in interesting
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regions by going back to the offline tool. This has however not been considered in
this paper.

The framework was demonstrated on three examples. Two small example prob-
lems where used to show the capabilities of taking care of non-convex Pareto frontiers
with holes and the visualization possibilities of the navigation tool. The last example
shows the performance and the benefits for using a two-step method for a complex
large-scale real-world problem. While the solution time for the approximated set was
below 1ms, the original problem had a solution time with an average of over 12.16s
and at worst over 1 minute this clearly shows the benefits of using this method.
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